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Intro

Message from the HiPEAC coordinator
Dear friends,

The start of a new year is always a good opportunity to reflect and to make resolutions for 
the new year. Economically, 2008 was definitively not good. After an unseen financial crisis, 
the economy started to slow down, first resulting in severe spending restrictions in industry, 
followed by serious reorganizations in some companies. The consumer confidence index has 
been at its lowest point for decades. A low consumer confidence index during the Christmas 
selling season is especially bad for companies producing high-end digital consumer products. 
Let’s hope that the situation will considerably improve in 2009.

Koen De Bosschere

For HiPEAC, 2008 was a pretty excit-
ing year. The network has been grow-
ing quite a bit, and the different tasks 
show a healthy level of activity. In 
November, the HiPEAC Computing 
Systems Week at Thales attracted 
more than 160 delegates. I am also 
very happy to see that the HiPEAC 
community is increasingly involved 
in the organization of major interna-
tional events. In November, several 
HiPEAC members were involved in 
making MICRO-41 at Lake Como a 
success. In 2009, PLDI is coming to 
Dublin and the embedded systems 
week (ESWeek) will take place in 
Grenoble. Then in 2010, Saint-Malo, 
France will host ISCA; and I am confi-
dent that others will follow.

This brings me to the HiPEAC 2009 
conference, which is taking place in 

beautiful Paphos in Cyprus. For this 
conference, we received a record 
number of submissions for both the 
main conference and for the work-
shops, which shows that the HiPEAC 
conference has established its place in 
our research community. This year’s 
organizers have created an excellent 
technical and social program for the 
conference, consisting of workshops, 
tutorials, and an exciting scientific 
program for the main conference, 
followed by two days of cluster meet-
ings for the HiPEAC community. 

This newsletter also contains the first 
announcement of ACACES 2009, 
another very visible event for our 
network. This year, we succeeded 
again in hiring world-class instructors 
for the summer school. ACACES is 
attracting an ever-growing number 

of applicants from all over the world. 
If you have never attended ACACES, 
this is your opportunity to attend this 
exciting event.

Another major event for HiPEAC is 
the FP7-ICT-2009-4 call which closes 
on 1st April 2009. I hope that the 
numerous HiPEAC networking activi-
ties in 2008 have helped prepare 
our community to submit many high 
quality project proposals in the differ-
ent objectives of the call. The success 
rate in this call will be a good progress 
indicator for the HiPEAC network.

However, no matter what will hap-
pen in 2009, we are very committed 
to making 2009 as exciting as 2008.

Happy 2009!
Koen De Bosschere   n

HiPEAC Activity

HiPEAC Journal Papers
Transactions on High-Performance 
Embedded Architectures and Compilers 
is an important means for disseminating 
archival scientific contributions in the 
HiPEAC domains. We are just about to 
wrap up the third volume. This volume, 
as well as the first two, contains high-
quality contributions in the areas of 
computer architecture and compilers. 
It contains 15 papers, of which about 
half of them are contributions from the 
HiPEAC community and the rest are from 

the greater international community. To 
give you a concrete example, let me 
comment on the five articles that were 
bundled into the fourth issue of this 
volume:

Tobias Klug, Michael Ott, Josef 
Weidendorfer, and Carsten Trinitis: 
Automated Optimization of Thread-
to-Core Pinning on Multicore 
Systems. 

Mohammad Ansari, Mikel Lujn, Christos 
Kotselidis, Kim Jarvis, Chris Kirkham, 
and Ian Watson: Robust Adaptation 
to Available Parallelism in 
Transactional Memory Applications 

M. M. Waliullah: Efficient Partial 
Roll-backing Mechanism for 
Transactional Memory Systems 
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Panos Tsarchopoulos
Panagiotis.Tsarchopoulos@ec.europa.eu 

The new Call for Proposals in the 
FP7-ICT research programme (ICT Call 
4) has been published. This includes 
the research objective ICT-2009.3.6 
Computing Systems, which has a 
dedicated budget of 25 million euros. 
The deadline for submitting propos-
als is 1st April 2009. I present here 
the main research areas or “target 
outcomes” of Computing Systems. 
The full official text and all related 
information are available from the 
Cordis website. 

a) Parallelisation & 
programmability
Automatic parallelisation, new high-
level parallel programming languages 
and/or extensions to existing lan-
guages, taking into consideration 
that user uptake is a crucial issue. 
Projects on programmability & paral-
lelism of homogeneous or hetero-
geneous multi-core and/or reconfig-
urable architectures should adopt a 
holistic approach, addressing issues 
related to the underlying hardware, 
the operating system and the sys-
tem software. Research areas include: 
beyond static auto-parallelisation by 
exploiting dynamic (runtime) infor-
mation; new support environments 
including testing, verification and 

debugging, program & performance 
monitoring and analysis; and specific 
hardware support for parallel pro-
gramming models.

b) Methodologies, 
techniques & tools
Continuous Adaptation: Multi-core 
and/or reconfigurable systems that 
continuously adapt to a constant-
ly changing environment by going 
beyond the strict separation between 
compiler, runtime and hardware.
Virtualisation: Virtualisation tech-
nologies that ensure portability, flexi-
bility, optimised use of resources, and 
overcome legacy issues for multi-core 
and/or reconfigurable systems. This 
includes hardware/software interfac-
es for efficient virtualisation as well 
as machine abstractions and perform-
ance models for virtualised homoge-
neous or heterogeneous systems.
Customisation: Rapid extension and/
or configuration of existing systems, 
architectural templates and tool-
chains to optimally address specific 
application needs and performance/
Watt envelopes.

c) System simulation & analysis
Advanced simulation and analysis of 
complex multi-core systems to drasti-

cally improve 
the simula-
tion speed of 
new complex, homogeneous or het-
erogeneous, multi-core systems.

d) Technology implications
Advanced system architectures, tools 
and compilers for next-generation 
semiconductor fabrication technol-
ogy (for example, 3D stacking). The 
key challenge is to bridge architec-
ture, system and technology research 
efforts.

e) Coordination of R&D activi-
ties & strategies in high-perfor-
mance computing
Initiatives to align research agendas 
and coordinate R&D activities in high 
performance computing in order to 
advance the European Research Area; 
taking into account industrial and 
academic activities and programmes 
at regional, national and EU level as 
well as international supercomputing 
roadmaps.
Points a), b), c) and d) are open only 
for STREP proposals; point e) is open 
only for CSA proposals.

Panos Tsarchopoulos
Project Officer    n

Message from the project officer

Harald Devos, Jan Van Campenhout, 
Ingrid Verbauwhede, and Dirk 
Stroobandt: Constructing Application-
specific Memory Hierarchies on 
FPGAs 

Maziar Goudarzi, Tohru Ishihara, Hamid 
Noori: Software-Level Instruction-
Cache Leakage Reduction using 
Value-Dependence of SRAM 
Leakage in Nanometer Technologies 

As you can see, the articles address 
some of the most hottest topics in our 
domain. For example, the first three 
articles address some of the problems 
associated with how to run threaded 
programs efficiently on multi-core archi-
tectures. The fourth article deals with the 
design of memory hierarchies tuned to 
specific applications and the final article 
deals with power issues in the memory 
hierarchy. I am confident that future 
editions of this journal will track the 

research direction of our domain closely. 
Please refer to http://www.hipeac.net/
journal to get access to the most recently 
published papers and for contributing to 
the journal.

Per Stenstrom
Editor-in-chief, Transactions on High-
Performance Embedded Architectures 
and Compilers

n
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ACACES 2009: Fifth international summer school on advanced 
computer architecture and compilation for embedded systems
12th−18th July, 2009, L’Aquila, Italy

We are proud to announce the fifth 
HiPEAC Summer School, which will again 
take place at the TILS Campus during the 
third week of July in L’Aquila, a small 
town about 100 km northeast of Rome. 
We start on Sunday evening with an 
opening ceremony. The 12 courses start 
on Monday, spread over two morning 

Instructor Affiliation Title
David Albonesi Cornell University Power- and Reliability- Aware Microarchitecture
Lieven Eeckhout Ghent University Performance Evaluation and Benchmarking
Kim Hazelwood University of Virginia Process Virtualization and Symbiotic Program  
  Optimization
Bruce Jacob University of Maryland Embedded Systems, Memory Systems,  
  and Embedded Memory Systems
Jaejin Lee Seoul National University Compilers and Runtimes Support for  
  Explicitly Managed Memory Hierarchies
Radu Marculescu Carnegie Mellon University Networks-on-Chip: Why, What, and How?
Grant Martin Tensilica, Inc. Practical System-Level Design Methodologies for  
  Processor-Centric SoC and Embedded Systems
Paul McKenney IBM LTC Performance, Scalability, and Real-Time  
  Response From the Linux Kernel
Walid Najjar University of California Riverside Opportunities and Challenges of Reconfigurable  
  Computing
Peter Puschner Vienna University of Technology WCET Analysis: Problems, Methods,  
  and Time-Predictable Architectures
Ram Ramanujam Louisiana State University Optimizations for multi-core and  
  GPGPU architectures
David Wood University of Wisconsin-Madison Transactional Memory

On November 8th 2008, in the amazing 
panorama of Lake Como, Italy, the First 
International Workshop on Network on 
Chip Architectures (NoCArc 2008) was 
held in conjunction with the 41st Annual 
IEEE/ACM International Symposium on 
Microarchitecture 2008 (MICRO-41). 
The main aim of the workshop was to 
provide a focused forum for researchers 
to present and discuss innovative ideas 
and solutions related to design and 
implementation of complex Systems on 
Chip (SoCs). The emphasis of the work-
shop has been devoted to the design of 
SoCs which use a packet switched on-
chip network as communication infra-
structure. Such on-chip networks are 
commonly referred as Networks on Chip 
(NoC). 

HiPEAC Activity

and two afternoon slots. There are three 
parallel courses per slot, from which 
you can take one course. The courses 
have been allocated to slots in such a 
way that it will be possible to create a 
summer school program that matches 
your research interests. The topics of this 
year’s Summer School will be presented 

Most of the renowned international con-
ferences related to electronic system 
design and electronic testing have special 
tracks or special sessions for NoC related 
research. Important conferences among 
these are Design Automation Conference 
(DAC), Design and Test in Europe (DATE) 
and Euro-micro Digital System Design 
(DSD). There is a realization for many 
years now that the NoC paradigm will be 
most beneficial for implementing Chip 
Multi-processors (CMPs). But it is only 
recently that on-chip interconnection-
architectures-related research is getting 
due importance in computer-architec-
ture-related conferences.

NoC architecture research requires com-
bining knowledge from many areas like 

by the following world-class experts. 

On Sunday evening there will be a key-
note talk by Steve Furber of the University 
of Manchester. On Wednesday after-
noon, participants are given the oppor-
tunity to present their own work to the 
other participants during a huge poster 
session; and finally, on Friday evening 
there will be a farewell dinner and party.

Students and lecturers will be accom-
modated in hotel-standard private rooms 
on campus, where they will stay for one 
week. This will provide plenty of oppor-
tunities to have discussions with the 
teachers and with the other participants 
in the relaxing surroundings of the TILS 
Campus. Long-after-the-lecture discus-
sions at the bar or the pool table are 
one of the major assets of this summer 
school. At the end of the event, partici-
pants will receive a certificate of attend-
ance detailing the courses they took. You 
can arrange to be picked up in Rome on 

circuit design, computer architecture, 
data communication and design auto-
mation. This interdisciplinary nature 
of research provides many challenges 
and opportunities for NoC architecture 
designers. Over the last 7-8 years, there 
has been an explosion of proposals relat-
ed to NoC topologies, router designs and 
routing algorithms. 
Such a trend has been confirmed by 
the success of the workshop in terms of 
submissions. In spite of the short dura-
tion (half-day workshop) and the lack of 
formal proceedings, we received 18 sub-
missions from 11 countries spread over 
the whole world. Each submitted paper 
was reviewed by three to four reviewers, 
and the Program Committee selected 8 
papers. This means an acceptance rate 

First Workshop on Network on Chip Architectures (NoCArc2008)
Maurizio Palesi, University of Catania, Italy
Shashi Kumar, Jönköping University, Sweden
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In the Spotlight

Sunday 12th July, 2009 and to be taken 
back on Saturday 18th July, 2009 to 
either Rome airport or downtown Rome 
(for those who want to spend some extra 
time in the eternal city). 

Unfortunately, the number of partici-
pants will be limited. Therefore, we have 
an admissions procedure in place to 
guarantee a fair distribution of the avail-
able places among all qualified appli-
cants from the various countries and 
institutions. If you are a member of a 
HiPEAC institution you can ask for a 
grant that covers the registration fee. In 
this newsletter, you will find a summer 
school poster. Please hang it at some 
visible place in your department. You 
can find more information about the 
summer school at http://www.hipeac.
net/summerschool. We look forward to 
seeing you there!

Koen De Bosschere
Summer school organizer  n

of 44%, which is a very good result 
for the first edition of a workshop. It 
allowed us to put together a high quality 
program. The workshop was organized 
in three sessions, covering the topics of 
router architectures, performance evalu-
ation, and prospective architectural pro-

posals. The work-
shop proceedings 
are available for 
downloading from 
the Micro confer-
ence webpage.

The quality and 
the attractive-
ness of the work-
shop were further 
enriched thanks to 

the keynote presentation by Professor 
José Duato about managing heteroge-
neity in future NoCs. It was the best 
way to open the workshop with such an 
interesting and exciting talk made by an 
internationally recognized researcher in 
the areas of interconnection networks 

and multiprocessor architectures whose 
research results have been used in sev-
eral commercial designs (including the 
Cray T3E supercomputer, the onchip 
router of the Alpha 21364 microproces-
sor, the IBM BlueGene/L supercomputer, 
etc.).
In conclusion, looking at the number 
and quality of submissions, we feel that 
NoCArc workshop was successful in 
attracting good quality papers. We feel 
the workshop has good growth potential 
to become a one-day workshop with for-
mal proceedings and be recognised by a 
good publisher like IEEE or Lecture notes 
in Computer Science. Hopefully the next 
edition of NoCArc will remain attached 
to a Micro conference. We hope to meet 
you in NoCArc 2009.   n

ArchExplorer.org
Computer architects agree that repro-
ducing experimental results of architec-
tural ideas is currently a daunting task 
as simulators are not systematically dis-
seminated. 

ArchExplorer is a new web infrastructure 
that aims at facilitating a fair quantita-
tive comparison of architectural ideas by 
providing a repository of research imple-
mentations and permanently exploring 
the design space for tuning the available 
mechanisms.

In order to benefit from ArchExplorer, 
researchers need to adapt their custom 
simulator to make it compatible with the 
server-side infrastructure. This requires 
compatibility of the mechanism at the 
hardware level as well as properly wrap-
ping the hardware simulator. 

Once the hardware simulator is uploaded 
together with a specification of valid and 
potentially interesting parameter ranges, 
the mechanism becomes immediately 
part of the explored design space. The 
architectural design space is statistically 
explored and for each architectural design 
the compiler is automatically retuned 
for a truly meaningful comparison with 
other architectural design points, and the 
benchmarks recompiled accordingly.

After the set of benchmarks has been 
simulated for a design point, perform-
ance results are accumulated in a data-
base and publicly made available through 
the web site. At any time, ArchExplorer 
automatically compares and ranks the 
available mechanisms according to exe-
cution speed, power, and area criteria.

The web infrastructure is now publicly 
open at archexplorer.org.

Contact:
Veerle Desmet, Ghent University. 
veerle.desmet@elis.ugent.be
Sylvain Girbal, Thales. 
sylvain.girbal@thalesgroup.com
Olivier Temam, INRIA. 
olivier.temam@inria.fr  n
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Community News

As new member 
of the HiPEAC 
network it is a 
great pleasure for 
us to introduce 
ourselves and 
present our work 
to the other net-
work members. 

The Hardware-Software Co-design 
group in the Computer Architecture 
Department of the Rey Juan Carlos 
University in Madrid was created six 
years ago by Prof. José Ignacio Martinez. 
During these years our group participated 
in several research projects with national 
and European funds. Our research areas 
cover hardware and embedded software 
design. Here you can find a list of our 
previous and current work with a brief 
introduction to each area:

• Application acceleration through 
reconfigurable hardware, like cryp-
tographic applications or audio and 
video processing.

• Microprocessor design and verifica-
tion. We are involved in open-source 
processor design, like the OpenRISC 
architecture. We have also developed 
custom microprocessors for aerospa-
cial applications. 

• Self-reconfiguration applications on 
FPGA devices. One application exam-
ple is a multimedia player able to 
self-reconfigure video and audio hard-
ware codecs to support new formats. 
Another example is a microprocessor 
with a self-reconfigurable control unit 
capable of executing code compiled 
for a different architecture without 
performance loss.

•	High Performance Reconfigurable 
Computing. We have an FPGA cluster 

running Linux that is able to exe-
cute certain applications, like Content 
Based Image Recovery (CBIR), financial 
applications or combinational circuits 
optimization using genetic algorithms, 
faster than supercomputers.

During the last year, our research has 
been focused on High Performance 
Reconfigurable Computing. In this field 
we have been working on the SMILE 
Cluster project. 

The SMILE Cluster is an FPGA cluster 
composed of 32 nodes and a host com-
puter that monitors the cluster opera-
tion and shares its hard disk through 
the network, providing storage to the 
nodes. Each node consists of a Diligent 
XUP-V2Pro Board. The PowerPC micro-
processors inside the FPGAs can run a 
complete Linux 2.4 kernel, and a LAM/
MPI library, which enables the execu-
tion of parallel applications based on 
the message-passing paradigm, using 
the standard API. Each board includes 
three SATA sockets connected to the 
FPGA Multi Gigabit Transceivers (MGT) 
to support high speed communications. 
To support high speed communications 
through these interfaces an interface 
named SMILE Communication Element 
(SCE) has been developed. This interface 
provides routing between the boards 
and provides a software interface to 
Linux to manage the communications.

By using this infrastructure, we have 
accelerated a Content Based Image 
Recovery Algorithm which runs two 
times faster than in a traditional clus-
ter.  Another application that is accel-
erated using the SMILE Cluster is the 
European pricing option problem, which 
runs about three times faster over SMILE 

than on a SuperComputer listed in the 
top500 rank.

One of the main problems when port-
ing applications to run over the SMILE 
Cluster is to simulate the application 
prior to programming the FPGAs. An 
error in the application is difficult to 
debug over the cluster, so a simulation 
environment is needed. A great deal of 
effort has been carried out in the SMILE 
project to provide that environment, and 
a SystemC model of the cluster has been 
developed for that purpose. This model 
executes all the MPI threads in paral-
lel, simulating the software nodes and 
the hardware/software interaction inside 
each FPGA. The Xilinx IPIF interface has 
been modeled in such a way that we can 
see the RTL model of the hardware run-
ning in parallel with the software. When 
the model (software and hardware) has 
been validated, the software is compiled 
and the hardware is automatically trans-
lated to Verilog using a custom tool and 
is synthesized. 

Our next steps will focus on porting 
SMILE to the new Virtex5 FPGAs to 
increase its performance. We also think 
that SMILE has lots of applications not 
only in the field of HPRC. For exam-
ple, we are working on multiprocessor 
emulation to explore and validate new 
network topologies or memory systems 
using the SMILE facilities.

The opportunity to join the HiPEAC 
network provides us with a new forum 
to exchange our ideas and find other 
research groups interested in our work in 
order to establish future collaborations. 
We will be glad to hear from you and to 
answer any of your questions.

n

New Member: Javier Castillo, Hardware−Software 
Co-design Group. Rey Juan Carlos University

Daniel Litaize (1945-2008)
Daniel Litaize (1945-2008) was one of 
the leaders of the French community 
on computer architecture and has been 
responsible of the French network on 
computer architecture during more than 

ten years. He spent all his professional life 
in Toulouse, France, from the late 60’s to 
2005. Daniel has a passion for teaching 
and the headed a research dozen people 
working on interconnection networks and 

multiport memories . He was a wonderful, 
unselfish human being who cared sincere-
ly and deeply about other people, most 
importantly about his students. Spending 
time with him was always a pleasure and 
often the source of inspiration for further 
work. We will miss him.    n
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Community News

NVIDIA CUDA Challenge Award

New Book

Mateo Valero, among the 25 most influential scientists in Europe

Richard Membarth has been awarded the 
first prize of NVIDIA’s CUDA Challenge 
Europe. Richard Membarth is a PhD stu-
dent at the Hardware/Software Co-Design 
Chair (Prof. Teich) at the University of 
Erlangen-Nuremberg.
NVIDIA launched the contest to find 
Europe’s most innovative graphics 
processing unit (GPU) programmers using 
CUDA. CUDA is a C-language environ-
ment that enables the leverage of the 
massive processing power of GPUs for 
high performance computing. The pro-
gram that was awarded was a filter-plug-

João C. Martins and Leonel A. 
Sousa, “Bioelectronic Vision: 
Retina Models, Evaluation 
Metrics and System Design”
Series on Bioengineering & 
Biomedical Engineering, Vol. 3, 
World Scientific, 2009 

This book provides a sound mathematical 
and technical perspective on functional 
and structural retina models, presents 
evaluation metrics to assess those mod-
els, and provides insights about the mod-
els hardware implementation. 
It begins by introducing the retina anat-
omy and its workings in a detailed way 
suitable for an engineering audience, 
while providing the mathematical analysis 

in for the image manipulation program 
GIMP; this emerged from Richard’s diplo-
ma thesis entitled, “Efficient Mapping 
Methodology for Medical Image 
Processing on GPUs”. The plug-in applies 
a multi-resolution filter with a compute 
intensive bilateral filter kernel to grayscale 
images. The filter smooths an image, 
while also preserving the details of inter-
ests. Compared to a fully parallelized CPU 
version on an Intel Xeon Quad Core, a 
speedup of up to 33 was achieved on a 
NVIDIA Tesla C87.

n

of the retina neural response. Moreover, 
it explores and establishes a framework 
for the comparison of retina models by 
organizing a set of metrics for testing and 
evaluating the different models. 
The book follows a signal processing 
perspective, where all models and metrics 
are discretized in order to be implement-
ed and tested in a digital system, such 
as a computer or a specialized dedicated 
hardware device. 

Contents: 
• Human Vision System and Visual 

Neuroprosthesis 
• Characterization of the Neural 

Response 
• Retina Models 
• Neural Activity Metrics and Evaluation 

of the Models 

• Design and Implementation of 
Bioelectronic Vision Systems 

Readership:
Researchers, advanced undergraduate 
and graduate students in biomedical 
engineering, bioengineering, biophysics, 
electrical engineering, computer engi-
neering, and those in the field of biologi-
cal systems modeling, bioelectronic vision 
and retina modeling.   n

The European Commission produced 
a photo gallery of award-winning 
European ICT scientists to mark the 25th 
anniversary of the EU’s ICT research 
funding programme. Prof. Mateo Valero 
was selected along with 24 other award-
winning scientists as a result of being 
awarded the 2007 Eckert-Mauchly 
Award in the field of computer archi-
tecture. The photo was displayed at ICT 
2008, Europe’s largest ICT research event 
that took place in Lyon in November. 

Mateo Valero’s research is largely devot-
ed to high performance computing 
architectures, a subject on which he has 
published approximately 500 papers. 
Furthermore, he is the director of the 
Barcelona Supercomputing Center, the 
National Center of Supercomputing in 
Spain.        n
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In the Spotlight

EC FP6 STREP MILEPOST Project: Machine 
Learning for Embedded Programs Optimisation

The overall objective of this project is to 
develop compiler technology that can 
automatically learn how to best optimise 
programs for reconfigurable heterogene-
ous embedded processors. If successful, 
we will be able to dramatically reduce the 
time-to-market of re-configurable sys-
tems. Rather than developing a special-
ised compiler by hand for each configura-
tion, our project will produce optimising 
compilers automatically. Current hand-
crafted approaches to compiler develop-
ment are no longer sustainable. With 
each generation of re-configurable archi-
tecture, the compiler development time 
increases and the performance improve-
ment achieved decreases. As high-per-
formance embedded systems move from 
application-specific ASICs to program-
mable heterogeneous processors, this 
problem is becoming critical. 
This project explores an emerging alter-
native approach, where we use machine-
learning techniques, developed in the 
artificial intelligence arena to learn how 
to generate compilers automatically. 
Such an approach, if successful, will have 
a dramatic impact on reconfigurable sys-
tems. This means that for a fixed amount 
of design time we can evaluate many 
more configurations leading to better 
and more cost-effective performance. 
If successful, this will enable Europe to 
increase its dominance in this critical 
emerging market. 
(FIG)

The project partners (IBM Haifa Research 
Lab, Israel; the University of Edinburgh, 
UK; ARC International Ltd., UK; CAPS 

Enterprise, France; and INRIA, France) 
have released the prototype of the 
MILEPOST infrastructure at the GCC 
Summit’08 in Ottawa, Canada (Fursin et 
al, “MILEPOST GCC: Machine-learning-
based research compiler”).

This infrastructure consists of the 
machine-learning-based research com-
piler (MILEPOST GCC with the Interactive 
Compilation Interface and program fea-
ture extractor) and Continuous Collective 
Compilation Framework (Fursin et al, 
“Collective Optimization”) to train 
machine learning models and predict 
“good” optimization passes. Our goal 
is to develop a modular, extensible, self-
optimizing research compiler that auto-
matically learns the best optimization 
heuristics based on the behaviour of 
the platform. MILEPOST GCC automati-
cally adjusts its optimization heuristics to 
improve the execution time, code size, or 
compilation time of specific programs on 
different architectures. Our preliminary 
experimental results show that it is possi-
ble to considerably reduce execution time 

of the multiple benchmarks on a range of 
platforms entirely automatically.
(FIG)
We use the MILEPOST framework in sev-
eral HiPEAC clusters (including Adaptive 
Compilation and Compilation Platform) 
and hope that this infrastructure will be 
supported and extended by the HiPEAC 
community to continue collaborative and 
replicable research on intelligent self-
tuning adaptive systems. During the last 
year of the MILEPOST project we plan 
to use the MILEPOST infrastructure to 
evaluate the interaction between optimi-
zations, cost-model tuning of fine-grain 
optimizations such as inlining, unrolling, 
register allocation, scheduling, vectoriza-
tion and GRAPHITE polyhedral loop trans-
formations; extend static multiversion-
ing and run-time adaptation framework 
for programs with multiple inputs (such 
as MiDataSets) and run-time processor 
reconfiguration for different program 
and system behaviour; and evaluate the 
possibility for automatic program optimi-
zation and adaptation on heterogeneous 
multi-core systems.    n

Project Coordinator:
Prof. Michael O’Boyle, 
University of Edinburgh
mob@inf.ed.ac.uk
Project website: http://www.milepost.eu
Related websites:
http://gcc-ici.sourceforge.net
http://ctuning.org/
http://midatasets.sourceforge.net
Contact: Dr. Grigori Fursin, INRIA Saclay, 
MILEPOST infrastructure coordinator, 
grigori.fursin@inria.fr
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EC FP7 STREP MULTICUBE Project: Multi-Objective Design Space Exploration 
of Multi-Processor SoC Architectures for Embedded Multimedia Applications

Main Objectives
The MULTICUBE project focuses on the 
definition of an automatic multi-objective 
Design Space Exploration (DSE) frame-
work to be used to tune the System-on-
Chip architecture for the target applica-
tion evaluating a set of metrics (e.g. 
energy, latency, throughput, bandwidth, 
QoS, etc.) for the next generation of 
embedded multimedia platforms. 
This overall objective is two-fold. On the 
one hand, the MULTICUBE project will 
define an automatic multi-objective DSE 
framework to find design alternatives 
that best meet system constraints and 
cost criteria, strongly dependent on the 
target application, but also to restrict 
the search space to crucial parameters to 
enable an efficient exploration.
On the other hand, the MULTICUBE 
project will define a run-time DSE frame-
work based on the applications of the 
results of the static multi-objective design 
exploration to optimize the run-time allo-
cation and scheduling of different appli-
cation tasks.

Technical Approach
The goal of MULTICUBE is to cover the 
gap between the system-level specifi-
cation and the definition of the opti-
mal application-specific architecture by 
building a stack of tools and accurate 
methodologies directly targeted to spe-

cific multiprocessor SoC based on 
Network on Chip architectures. In 
the MULTICUBE design flow, the 
specifications of the target archi-
tectures and applications will be 
provided as inputs to the design 
flow. A SystemC-based, multi-
level modeling methodology for 
multiprocessors will be developed. 
Once we have received the tar-
get architecture as input, we will 
then provide for the next step the 
system model for evaluating dif-
ferent architectural alternatives in 
terms of metrics. Subsequently, 
the Design Space Exploration 
framework will be defined to sail 
over architectural solutions follow-
ing several heuristic optimization 
algorithms. This step is implemented as 
an optimization loop, where the selected 
architecture instance generated by the 
DSE framework is given back to the 
estimation framework for the metrics 
evaluation. The tool integration phase in 
MULTICUBE will be performed to imple-
ment an automatic system optimization 
engine to generate (for the target MPSoC 
architecture) either the best architectural 
alternative (if the exploration is done stat-
ically) or the best tasks scheduling and 
allocation solution (if the exploration is 
done at run-time).

Expected Results
1. Design Space Exploration flow for 

complex heterogeneous multiproces-
sor SoC with NoC;

2. Multi-level SystemC specification and 
modeling methodology for complex 
heterogeneous multiprocessor SoC 
with NoC;

3. Performance estimation tool for com-
plex heterogeneous multiprocessor 
SoC with NoC providing accurate esti-
mation of metrics;

4. Run-time Pareto manager which selects 
the appropriate Pareto alternative from 
the set generated by the design space 
exploration.

Expected Impact
The design methodology will be imple-
mented at system-level in a set of open-

source and proprietary EDA tools to guar-
antee a large exploitation of the results of 
the MULTICUBE project in the embedded 
system design community. The overall 
goal is to support the competitiveness 
of European industries by optimizing 
embedded HW/SW systems while reduc-
ing the design time and costs. To ensure 
a wide applicability of the proposed DSE 
framework, the MULTICUBE project is 
strongly industry-driven. Two European 
industrial partners (STMicroelectronics 
Italy and DS2) and STMicroelectronics 
China will define the requirements of the 
design tools and validate step-by-step the 
results of the exploration tools for design-
ing a set of target industrial applications. 
The integration of design tools and the 
commercial exploitation of the tools will 
be done by a European SME, ESTECO. 
ALaRI will be mainly incharge of the dis-
semination and exploitation activities. The 
research and technological development 
will mainly be done by IMEC, Politecnico 
di Milano, University of Cantabria and 
the Institute of Computing Technology – 
Chinese Academy of Sciences.  n

Project Coordinator
Name: Cristina Silvano
Institution: Politecnico di Milano
Email: silvano@elet.polimi.it
Project website:
www.multicube.eu
Partners:
Politecnico di Milano (Italy),
Design of Systems on Silicon – DS2 (Spain),
STMicroelectronics (Italy),
IMEC (Belgium),
ESTECO (Italy),
Università della Svizzera italiana – ALaRI 
(Switzerland),
University of Cantabria (Spain),
STMicroelectronics Beijing (China),
Institute of Computing Technology – 
Chinese Academy of Sciences (China)

Project Coordinator: Prof. 
Cristina Silvano
Politecnico di Milano (Italy)
silvano@elet.polimi.it

MULTICUBE tool environment and 
design flow
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Community News

Success for TM in GCC Project
In April 2008 after finishing 
my Masters in computer sci-
ence, I took the opportunity 
to work as a compiler engi-
neer. Wolfgang Karl and 
Albert Cohen offered this 
position for collaborative 
work between  Universität  
Karlsruhe and INRIA Saclay. 
The objective was to imple-
ment support for transac-

tional memory (TM) in the GNU Compiler 
Collection (GCC).
Transactional memory is a recently pro-
posed parallel programming model. It 
uses database semantics and terminol-
ogy to address the synchronization prob-
lem. In contrast to traditional lock-based 
mechanisms, the programmer does not 
manage locks directly but places concur-
rent accesses to shared memory inside 
transactions. At run-time, transactions 
are executed speculatively, while the 
run-time systems track conflicts between 
concurrent accesses. In case of a con-
flict, a transaction rolls back, restores 
the architectural state, and executes 
again. Despite massive investments in 
Transactional Memory (TM) research and 

development, the academic and indus-
trial proposals have not yet converged 
towards a broadly accepted language 
semantics. Thus, our first steps were to 
survey the state-of-the-art in TM research 
and decide which semantics (memory 
model) and features to target. Benefiting 
from the standardization effort let by 
Ali-Reza Adl-Tabatabai, we were able to 
select the most important TM features 
and come up with a road map quickly. 
Presenting the road map and some very 
preliminary work concerning enhance-
ments to the front end of GCC at the 
HiPEAC Compilation Platform Cluster 
meeting in Barcelona was the next task. 
Additionally, we took the opportunity 
to talk to people working on the Velox 
project. 
Thanks to the group of Christos Kozyrakis 
we were able to get some inspiration 
from an OpenMP-based TM implemen-
tation in GCC. After implementing the 
following features:
•	 Function cloning for all functions 

marked as callable from transactions
•	 Redirection of callees to call cloned TM 

functions (expansion pass)

•	 Instrumentation of shared-memory 
loads and stores as well as pointer-
based types with calls to the STM 
runtime (expansion pass)

•	 Checkpointing of local variables
we sent our patch to Red Hat. The basic 
design with respect to GCC’s intermedi-
ate representations is shown in the fig-
ure. Further design and implementation 
of these optimizations is under way in 
the context of the transactional-memory 
branch of GCC. This branch initiated from 
our design and was opened in October 
2008 by Richard Henderson (Red Hat). It 
targets the ABI released by Intel2. It is not 
yet fully functional, but should subsume 
our initial implementation including an 
ABI-compliant implementation of an STM 
by the end of 2008.   n

Source Code

Assembly

Parser

GIMPLE

GTM expansion

SSA

GTM checkpointing

SSA optimizations

RTL

Promotion of HiPEAC Start-ups
In this issue we conclude the first start-up 
promotion action that we started in April 
of this year with a review of the HiPEAC 
start-ups, followed by more detailed pres-
entations in July and October HiPEAC 
info’s. QuviQ gives us the opportunity to 
focus on software testing - a fundamen-

tal aspect for efficiently managing the 
ever-growing complexity of programma-
ble electronic devices.
It has been a pleasure for me to coordi-
nate this first initiative. Thanks go to the 
proactive support of the start-up repre-
sentatives and to the HiPEAC NoE.      n

Marco Cornero
Director Applications 
and Software Strategy
ST-NXP Wireless

HiPEAC Activity HiPEAC Recorded Seminars
One of the integrating activities of the 
Hipeac network is broadcasting video 
conference seminars and archiving them 
online to enable anyone, who could not 
attend, to consult them.

Recorded video seminars are available 
to all the network members through 
Hipeac’s website at:

http://www.hipeac.net/recorded_
seminars

The seminars are available in avi format 
and are easily played by any movie 
player.

Currently, 19 video seminars are avail-
able. The recorded seminars cover a wide 

range of topics: performance analysis, 
transactional memory systems, network 
on a chip, reconfigurable computing, 
virtual machines, linux kernel, memory 
management,...

Feel free to download the seminars 
and enjoy them. http://www.hipeac.net/
recorded_seminars   n

info17
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HiPEAC Start-ups

Quviq –“Like having a quality 
assurance department in your back pocket”
Roughly half the cost of developing 
software is spent on testing in an effort 
to find and correct as many bugs as 
possible before the software reaches its 
users. Despite this massive investment, 
residual errors in delivered software are 
commonplace—costing the US economy 
alone $60 billion a year. As multi-cores 
force software developers to make great-
er and greater use of parallelism, the 
software testing problem is just going to 
get more difficult.

Serious software developers automate 
their testing using test suites consisting 
of many individual test cases, each of 
which exercises the software-under-test 
in one particular case, and checks that 
the behaviour in that case is correct. At 
Ericsson, for example, test suites account 
for one third of all the code that is 
written—and yet, can still only cover a 
tiny fraction of the situations that the 
software will encounter once deployed. 
Quviq’s goal is to improve the quality of 
testing, while at the same time reducing 
its cost.

Quviq springs from research by Koen 
Claessen and John Hughes at Chalmers 
University in property-based testing. With 
this approach, instead of test cases that 
test the software for particular inputs, 
the tester writes properties of the soft-
ware that should hold for any input. 
A tool then generates many possible 
inputs, and tests that the property holds 
for each one of them. One property can 
thus do the work of many test cases, 
reducing the cost of writing test code, 
while at the same time improving the 
quality of testing—since once a property 
has been written, then any number of 
tests can be generated from it. In our 
own internal software development, we 
rarely test a property fewer than 10,000 
times—while a conventional test suite 
might test the same property in just one 
or two cases. Of course, running far 
more tests finds far more bugs.

Quviq was founded in 2006 by John 
Hughes and Thomas Arts of the IT 

University in Gothenburg. Quviq’s 
product, Quviq QuickCheck, builds on 
Ericsson’s open source concurrent pro-
gramming language Erlang, which is 
finding a rapidly growing user base 
in the internet/telecom sectors. Erlang 
offers a rich set of declarative librar-
ies, making it very suitable for building 
formal models of software. QuickCheck 
users write properties in Erlang, together 
with an adapter to link Erlang with the 
software under test, and generators that 
specify what constitutes valid test data, 
and what distribution it should have. 
QuickCheck then generates and runs 
random test cases until a test fails, where-
upon the failing test case is reported. For 
example, the figure shows a simple prop-
erty that tests that sorting any list of inte-
gers returns a sorted result (analogous 
to ∀xs∀list(int). is_ordered(sort(xs)), where 
list(int()) is an example of a generator).

serious data-corruption bug every time 
a caller was deleted, which could have 
caused real problems in the future had it 
not been found and fixed. 

Evidence is accumulating that this 
approach to testing really does reduce 
cost and improve quality on an industrial 
scale. Most recently ETC in London pub-
lished a study of two similar, substantial 
development projects, an email gateway 
developed with QuickCheck, and an 
instant messaging gateway developed 
without—with clear benefits attributable 
to the QuickCheck approach.

With EU funding via the PROTEST project 
(protest-project.eu), Quviq and the 
Chalmers/IT University team are work-
ing to automate, at least partially, the 
construction of properties from code, 
test suites, and the kinds of software 

specifications and models com-
monly used by our customers—
and, of course, to find simple and 
effective ways to apply property-

based testing to concurrent software.

Quviq has customers around the world 
— Boston, Chicago, London, Paris, 
Tokyo… So far, most are in the inter-
net or telecom sectors, but Quviq’s 
technology is widely applicable — and 
we are always happy to apply it to 
new domains! More information can be 
found at Quviq.com.

But random test cases usually contain 
a great deal of “noise” together with 
the “signal” that actually causes a test 
failure. Quviq’s product therefore shrinks 
failing tests automatically, reporting a 
minimal failing example to the user, 
which greatly speeds fault diagnosis. 
For example, in its first deployment at 
Ericsson, QuickCheck found a minimal 
sequence of seven commands which 
when sent to a multimedia telephony 
product caused it to crash, by shrink-
ing from a random failing sequence of 
160 commands. These seven commands 
added two callers to a call (which is 
always done when a call is set up), then 
deleted one of them and added another 
one instead, three times—a sequence 
so unusual that no human tester could 
reasonably test it. (It is not reasonable to 
test all sequences of seven commands, 
because of the cost of writing test cases 
manually, and there is no particular 
reason to suspect that this one might 
fail). Yet the failed test revealed quite a 

prop_sort_is_ordered() ->
 ?FORALL (Xs, list (int()),
  is_ordered (sort (Xs))).

John Hughes
john.hughes@quviq.com 
+46 70 756 3760
Västergårdsv 9
43658 HOVÅS, Sweden    n
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CAPS to release hardware-specific 
code generators within its HMPP™ Workbench

Trip Report: Three HiPEAC Members 
at Campo Grande, Brasil

CAPS is pleased to announce its HMPP™ 
Workbench now integrates hardware-
specific code generators that make the 
workbench a complete hybrid compiler 
solution. 

“After more than 5 years of advanced 
research and getting the most of its cus-
tomers experience feedbacks, CAPS has 
managed to release a complete hybrid 
compiler toolchain with powerful data-
parallel code generators that fully lever-
age the computing power of today’s 
stream processors while drastically reduc-
ing development time.”, says Laurent 
Bertaux, CAPS Managing Director.

HMPP™ is based on OpenMP™-like 
directive extensions to build hardware 
accelerated variants of functions to be 
offloaded in hardware accelerators such 
as NVIDIA® Tesla™ (or any CUDA™ 
compatible hardware), AMD FireStream™ 
and SSE compute units. 

The International Symposium on 
Computer Architecture and High 
Performance Computing, known by its 
Portuguese abbreviation as SBAC-PAD, 
celebrated its 20th anniversary this year.
In its early editions, SBAC-PAD was just 
a Brazilian event, but over the years it 
has evolved into an international con-
ference with attendees from all over 
the world and it is now sponsored by 
the Brazilian Computer Society, the IEEE 
Computer Society through the Technical 
Committees on Computer Architecture 
(TCCA) and Scalable Computing (TCSC), 
and IFIP.

This year the Symposium took place from 
October 29th to November 1st at Campo 

By insulating the accelerated versions 
of functions from the legacy code, the 
HMPP™ standard and portable program-
ming interface makes the link between 
general-purpose and hardware-specific 
programming. As an open platform, 
HMPP™ still allows developers to fine 
tune their hardware-specific kernels.

While preserving the application source 
from hardware-specific coding, HMPP™ 
applications dynamically distribute their 
computations on the different cores, thus 
adapting their execution to the platform 
configuration. 

“The added-value for the HMPP™ users 
is the huge development efforts they 
save while ensuring their application 
portability and interoperability. HMPP™ 
allows them to protect their software 
investment by keeping them independ-
ent from the hardware platforms”, says 
Stéphane Bihan, CAPS Global Business 

Grande, the capital of the Mato Grosso 
do Sul state. This area of Brazil offers two 
beautiful destinations for the traveller: 
Bonito and Pantanal. At Bonito, tourists 
can find lakes and rivers with crystal clear 
waters, which are ideal for diving and 
swimming. Pantanal is the biggest wet-
land in the world, an ecosystem with a 
rich flora and fauna biodiversity.

The symposium consisted of seven tech-
nical sessions, where 22 papers (out of 57 
submitted), three high-quality keynotes 
(given by Chaterrjee Siddharta, Trevor 
Mudge and Jose Moreira) and four tuto-
rials were presented. It also included a 
Contest of Parallel Programming, where 
the participants had to parallelize a set of 

Development Director, “As a complete 
and automatic solution for programming 
and deploying parallel hybrid applica-
tions, we are confident that HMPP™ will 
be largely adopted by the community of 
HPC developers.” 

HMPP™ was officially demonstrated at 
SC08, November, 2008 in Austin, Texas.

n

problems within a limited time. The pro-
gram was completed with the Simposio 
en Sistemas Computacionais (WSCAD-
SSC), an event that showcased Brazilian 
research activity, comprising of sessions, 
workshops and courses in the Portuguese 
language.
Three HiPEAC members attended 
SBAC-PAD to present their research 
results: Alessandro Bardine (Universita 
di Pisa), Petar Radojkovic (Barcelona 
Supercomputing Center) and Jesus 
Alastruey (University of Zaragoza). They 
enjoyed both the technical sessions and 
the beautiful environment.

Further information about SBAC-PAD can 
be found at http://www.cpcx.ufms.br/
union/index.php?cp=133   n

About CAPS entreprise
CAPS develops and commercializes innova-
tive software development tools for high 
performance applications. CAPS is com-
mitted to working with hardware vendors 
and OEMs to provide its customers with 
solutions to help them efficiently develop 
applications that leverage the performance 
of multicore processors. The company is 
headquartered in Rennes, France. 
Further information is available at 
www.caps-entreprise.com.
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Alberto Ros, Computer Engineering 
Department, Universidad de Murcia
My name is Alberto Ros and I am a fourth-
year PhD student at the Universidad 
de Murcia in Spain. After finishing my 
Master’s thesis at the same university, 
Professor Jose M. Garcia and Associate 
Professor Manuel E. Acacio asked me to 
join the Parallel Computer Architecture 
Group. I have always been interested in 
Computer Architecture, so I thought that 
I could not miss this opportunity. In 2005 
I received a grant from the Spanish gov-
ernment to do my PhD studies and now I 
have almost finished writing my thesis.

Nowadays, multi-core architectures are 
an interesting research area because we 
have to deal with different constraints 
and parameters. My research focuses on 
cache coherence protocols and memory 
hierarchies for tiled-CMPs.

In July, I moved to the University of 
Edinburgh to collaborate with Assistant 
Professor Marcelo Cintra for four months, 
thanks to a HiPEAC grant. Here I am stud-

ying how the granularity of the memory 
interleaving of shared caches impacts on 
scalability and performance, which will 
constitute the last chapter of my thesis. I 
think that doing a stay in another univer-
sity is really important for PhD students 
because when you are working with 
other people you learn a lot from hearing 
other people’s points of view and other 
ways of working. I think that HiPEAC is 
doing a great job by helping students 
collaborate with other researchers. I am 
always open to collaborations, since this 
is the best way of expanding knowledge 
and improving research.

Doing a PhD is really exciting because 
you can decide your research topic (in 
contrast to commercial research), but it is 
not always easy. Sometimes you do not 
find the way to solve a particular problem 
and your work is usually going slower 
than anticipated. But you are working on 
something that you like and I think that 
this is the most important thing. When 

you are happy and excited with what you 
are doing, then this is apparent in your 
research.

I also do some teaching at the university, 
which, despite taking up some of my 
research time, helps me to switch off for 
a while and return with new ideas. I enjoy 
teaching a lot and I think that it is a very 
rewarding experience, so my intention is 
to try to blend my research with teaching 
as much as possible in the future.

Contact:
a.ros@ditec.um.es
http://skywalker.inf.um.es/~aros         n

Chronis, Salman and Alberto in the 
Informatics Forum, University of 

Edinburgh

PhD News

By David Carrera
Eduard Ayguade and Jordi Torres 
(BSC/UPC).
Technical University of Catalunya, 
Computer Architecture Department
July 2008

The growth experienced by the Web and 
by the Internet over the last years has 
fuelled web application servers to break 
into most of the existing distributed 
execution environments. Web applica-
tion servers take distributed applications 
one step forward in their accessibility, 
easiness of development and standardi-
zation, by using the most extended com-
munication protocols and by providing 
rich development frameworks. 
Following the evolution of the applica-
tion server execution environment, the 
factors that determine their performance 
have evolved too with new ones that 
have appeared as a result of the increas-

ing complexity of the environment, while 
the already known ones that determined 
the performance in the early stages of 
the application server technology remain 
relevant in modern scenarios. In previous 
times, the performance of an application 
server was mainly determined by the 
behaviour of its local execution stack, 
which usually resulted in being the source 
of most performance bottlenecks. Later, 
when the middleware became more effi-
cient, more load could be put on each 
application server instance and thus the 
management of such a large number of 
concurrent client connections resulted 
in a new hot spot in terms of perform-
ance. Finally, when the capacity of any 
single node was exceeded, the execution 
environments were massively clusterized 
to spread the load across a very large 
number of application server instances, 
which meant that each instance was 
allocated a certain amount of resources. 

The result of this process is that even 
in the most advanced service manage-
ment architecture that can be currently 
found 1) understanding the performance 
impact caused by the application server 
execution stack; 2) efficiently managing 
client connections; and 3) adequately 
allocating resources to each application 
server instance, are three incremental 
steps of crucial importance in order to 
optimize the performance of such a 
complex facility.  And given the size and 
complexity of modern data centers, all of 
them should operate automatically with-
out the need of human interaction. 
Following the three items described 
above, this thesis contributes to the  
performance management of a complex 
application server execution environment 
by 1) proposing an automatic monitoring 
framework that provides  a perform-
ance insight in the context of a single 
machine; 2) proposing and evaluating 

Adaptive Execution Environments for Application Servers

HiPEAC Students
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a new architectural application server 
design that improves  the adaptability to 
changing workload conditions; and 3) 
proposing and evaluating an automatic 

resource allocation technique for clus-
tered and virtualized execution environ-
ments. The sum of the three techniques 
proposed in this thesis opens up a new 

range of options to improve the perform-
ance of the system both off-line (1) and 
on-line (2 and 3).

Providing Efficient Management Mechanisms for Source Routing Networks

Improving Web Server Efficiency on Commodity Hardware

Self-tuned Parallel Runtimes: A Case of Study for OpenMP

By Antonio Robles-Gomez 
(arobles@dsi.uclm.es) 
Prof. Rafael Casado 
Prof. Aurelio Bermudez 
University of Castilla-La Mancha 
Albacete, Spain 
September 2008

The main objective of this PhD the-
sis is to propose efficient management 
mechanisms for assimilating topological 
changes in source routing networks. 
These mechanisms must discover the 

By Vicent Beltran
Eduard Ayguade and Jordi Torres 
(BSC/UPC)
Technical University of Catalunya, 
Computer Architecture Department
October 2008

The unstoppable growth of the World 
Wide Web requires a huge amount of 
computational resources that must be 
used efficiently. Nowadays, commodity 
hardware is the preferred platform to run 
web server systems because it is the most 

By Alex Duran
Eduard Ayguade and Julita Corbalan 
(BSC/UPC)
Technical University of Catalunya, 
Computer Architecture Department
October 2008

In recent years parallel computing has 
become ubiquitous. Lead by the spread of 
commodity multi-core processors, paral-
lel programming is no longer an obscure 
discipline only mastered by a few. Parallel 
programming is inherently different from 
sequential programming. Programmers 
must deal with a whole new set of prob-
lems: identification of parallelism, work 
and data distribution, load balancing, 
synchronization and communication. 
Parallel programmers have embraced 
several languages designed to allow the 

new topology, calculate a new set of 
routing paths and, finally, update the 
routing tables within the network in a 
deadlock-free way.
In particular, we first propose and com-
paratively analyze several implementa-
tions for the discovery process. Next, a 
new distributed management mecha-
nism is developed with the aim of reduc-
ing the time required to calculate the set 
of routes among endpoints. The main 
difference between this proposal and 
a traditional centralized one is that the 

cost-effective solution. 
The work presented in this thesis aims 
to improve the efficiency of current web 
server systems, allowing the web servers 
to make the most of hardware resources. 
To this end, we first characterize cur-
rent web server systems and identify 
the problems that hinder web servers 
from providing an efficient utilization of 
resources. 
From the study of web servers in a 
wide range of situations and environ-
ments, we have identified two main 

creation of parallel applications. In these 
languages, the programmer is not only 
responsible for identifying the paral-
lelism, but also of specifying low-level 
details of how the parallelism needs to 
exploited (e.g. scheduling, thread distri-
bution,...). This is a burden than hampers 
the productivity of the programmers. We 
demonstrate that it is possible for the 
runtime component of a parallel environ-
ment to adapt itself to the application 
and the execution environment and thus 
reduce the burden put on the program-
mer. For this purpose, we study three 
different parameters that are involved in 
the parallel exploitation of the OpenMP 
parallel language: parallel loop schedul-
ing, thread allocation in multiple levels of 
parallelism and task granularity control. 
In all the cases, we propose a self-tuned 

FM distributes endpoints, the topological 
information gathered during the discov-
ery phase, instead of computing and 
distributing the path information to the 
network.
Finally, we present a new dynamic recon-
figuration strategy, referred to as CGR 
(Close Graph-based Reconfiguration), 
which is based on the up*/down* rout-
ing algorithm. CGR does not require 
additional fabric resources such as virtual 
channels, and it could easily be imple-
mented in current commercial systems.

issues that prevent web server systems 
from efficiently using current hardware 
resources. The first is the extension of 
the HTTP protocol to include connec-
tion persistence and security, which dra-
matically impact the performance and 
configuration complexity of traditional 
multi-threaded web servers. The second 
is the memory-bounded or disk-bounded 
nature of some web workloads that 
prevents the full utilization of the abun-
dant CPU resources available on current 
commodity hardware. We propose two 

algorithm that will first perform an online 
profiling of the application, and based 
on the information gathered it will adapt 
the value of the parameter to the one 
that maximizes the performance of the 
application. Our goal is not to develop 
methods that outperform a hand-tuned 
application for a specific scenario, as this 
is probably just as difficult as compiler 
code outperforming hand-tuned assem-
bly code, but methods that get close to 
that performance with a minimum effort 
from the programmer. In other words, 
what we want to achieve with our self-
tuned algorithms is to maximize the 
ratio performance over effort so that the 
entry level to the parallelism is lower. The 
evaluation of our algorithms with differ-
ent applications shows that we achieve 
that goal.
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Affordable KILO-Instruction Processors

Design and Implementation of Efficient Topology Agnostic Routing Algorithms for Interconnection 
Networks

novel techniques to overcome the main 
problems with current web server sys-
tems. Firstly, we propose a hybrid web 
server architecture which can be easily 
implemented in any multi-threaded web 
server to improve CPU utilization so as 
to provide better management of client 
connections. And secondly, we describe 

By Miquel Pericas 
(miquel.pericas@bsc.es)
Prof. Mateo Valero, 
Dr. Adrian Cristal
Technical University of Catalonia, 
Barcelona, Spain
December 2008

Despite industry’s shift towards multi-
core processors, single-thread perform-
ance cannot be neglected due to issues 
such as poor TLP within codes, execu-
tion of legacy codes or abundant ILP 
within TLP codes. The shift towards 
multi-core architectures is motivated 
by two problems: the power wall and 
the memory wall. The memory wall is 
the main performance limiter of single-
thread processing. Scaling conventional 
techniques such as out-of-order execu-
tion to thousands of instructions can 
theoretically solve this problem, but 
excessive power and latency make this 
approach impractical.

By Andres Mejia Gomez 
(andres@gap.upv.es) 
Prof. Jose Flich Universidad 
Politecnica de Valencia, Valencia, 
Spain 
October 2008

In this thesis we focus on the design 
and implementation of routing algo-
rithms for interconnection networks 

By Manuel Hohenauer 
(hohenau@iss.rwth-aachen.de)
Prof. Rainer Leupers
RWTH Aachen University, Germany
January 2008

More and more embedded System-on-
Chip designs employ Application Specific 
Instruction-set Processors (ASIPs) due to 

a main memory compression technique 
implemented in the Linux operating sys-
tem that makes optimum use of current 
multi-processor hardware in order to 
improve the performance of memory-
bound web applications. The thesis is 
supported by an exhaustive experimental 
evaluation that proves the effectiveness 

In this thesis we study hardware tech-
niques that allow processors to contin-
ue processing instructions in the event 
of main memory accesses while using 
only conventional hardware structures. 
Our main proposal is a distributed proc-
essor design that allocates instructions 
based on execution locality. Cache-
dependent instructions are executed by 
a small, conventional cache processor. 
This processor is able to resolve most 
branches and issue most loads early, 
achieving an accurate pre-fetching 
effect. Memory-dependent instructions 
are processed afterwards by the mem-
ory processor. This processor needs to 
handle many more instructions, but is 
also much more latency tolerant. We 
study a memory processor implementa-
tion, consisting of an array of in-order 
memory engines. The separation of 
cache-dependent and memory-depend-
ent instructions is the foundation of our 
design technique known as Decoupled 

(HPCs, Clusters, and SoCs). More specifi-
cally, we cover the design of topology-
agnostic routing algorithms. We review 
the most important topology-agnostic 
routing algorithms proposed in the lit-
erature and introduce a taxonomy to 
characterize the algorithms based on 
similar design characteristics they have 
in common. We propose a novel meth-
odology to compute a topology-agnostic 

their balance between computational 
efficiency and flexibility. Architecture 
Description Languages (ADLs) have been 
established as efficient solution to aid the 
design of such processors.  These lan-
guages enable the automatic retargeting 
of the software development toolsuite 
(C-Compiler, Simulator, Assembler etc.) 
from a single ADL processor model. 

and feasibility of our proposals for cur-
rent systems. It is worth noting that the 
main concepts behind the hybrid archi-
tecture have recently been implemented 
in popular web servers like Apache, 
Tomcat and Glassfish.

KILO-Instruction Processors (D-KIP).

Using cycle-accurate simulation tech-
niques we find that for floating point 
benchmarks the proposed architecture 
performs on par with an ideal, out-of-
order window of around 1500 instruc-
tions. The D-KIP, however, achieves this 
while implementing structures no larger 
than 128/92 entries in the memory/
cache processor. We also compared the 
D-KIP against other techniques that 
exploit memory-level parallelism, such 
as run-ahead execution or stream pre-
fetching. The results indicate that D-KIP 
performance is considerably better than 
these approaches.

The study of the D-KIP is completed 
with an evaluation of how to imple-
ment a load/store queue using execu-
tion locality concepts and a proposal to 
share the network of memory engines 
in multi-programmed workloads.

routing algorithm for interconnection 
networks referred to as Segment-based 
Routing algorithm (SR). Finally, we pro-
pose a routing framework referred to as 
Region-based Routing (RbR) that allows 
SoC systems to support irregular topolo-
gies by replacing the expensive routing 
tables (in terms of energy-consumption 
and area) with a fast and efficient set of 
logic blocks.

Among  these tools the retargetable 
C compiler plays an important role for 
attaining high software development 
productivity and to cope with the ever 
growing complexity of today’s applica-
tions. Unfortunately, such compilers are 
known for their limited code quality as 
compared to hand-written compilers or 
assembly code due to a lower amount of 

Retargetable Code Generation based on an Architecture Description Language
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Raleigh, North Carolina - February 14−18, 2009. http://ppopp09.rice.edu/

24th ACM Symposium on Applied Computing (ACM SAC) - Track on Embedded Systems
Honolulu, Hawaii, March 8−12, 2009.
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target specific optimizations. In order to 
narrow the code quality gap this needs 
generalized optimization techniques for 
those architectural features which are 
often recurring in ASIP design. 
Moreover, the most challenging task in 
the design of such ADLs, though, is to 
unambiguously capture the architectural 
information required for the tool genera-
tion in a single model. This is particularly 
difficult for C compiler and simulator as 
both need the information about the 
instructions’ semantics but from differ-
ent points of view. Additionally, the 
specification of compiler relevant infor-

mation mostly requires in-depth compiler 
knowledge. None of the existing ADLs 
solves these problems in a sophisticated 
manner. 

This thesis proposes a novel approach 
for ADL-based instruction-set description 
that enables the automatic retargeting of  
C compiler and simulator from an ADL 
processor model, even for non-compiler 
experts. For this purpose a new, concise 
formalism for the description of instruc-
tion semantics is developed which is inte-
grated into the Language for Instruction-
set Architectures (LISA) ADL. In this way, 

a high speedup in compiler generation 
is achieved that contributes to a more 
efficient ASIP design flow. The feasibility 
and design efficiency of this approach is 
demonstrated for several contemporary 
embedded processors. Furthermore, two 
popular architectural classes are selected 
which demand for specific code opti-
mization techniques, namely processors 
equipped with SIMD instructions and 
those with Predicated Execution support.  
This thesis implements these specific 
techniques such that retargetability and 
high code quality within the given proc-
essor class are obtained.
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