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Intro

Message from the HiPEAC Coordinator
Dear friends,
At the end of January, HiPEAC had its semi-annual review. The conclusion was that the project is 
achieving good results, but the job isn’t finished yet. The reviewers appreciated increased indus-
trial participation in the network, the fact that we are expanding our activities in new member 
states, and that the number of European contributions in top-conferences is growing. They also 
appreciated our efforts to come up with an elaborated HiPEAC vision for computing systems which 
already served as one of the inputs for defining the next call in computing systems later this year. 
They want us to further stimulate research interactions and mobility in and beyond our commu-
nity, to continue our efforts to attract industrial interest in our research, and to continue to reach out to the new 
member states. They also want us to think about how to increase the impact of our community, and how the 
HiPEAC community is going to survive after the EU-support for networks of excellence stops.

Koen De Bosschere

The most visible activity of 2010 
Q2 will be the Edinburgh innovation 
event that will take place May 3-5, 
2010. This event will be focusing on 
start-up companies and SMEs and 
how HiPEAC and the EU can help 
them to innovate.  The event will also 
feature several panel discussions on 
hot topics in computing systems like 
homogeneous versus heterogeneous 
systems and the impact of cloud com-
puting on our research community. 
There will also be poster sessions, 
keynotes, company presentations, 

and of course lots of opportunities 
to network.
At the same event, the recently grant-
ed FP7 projects will also be presented 
to the HiPEAC community. In 2009 
they were selected as the best projects 
to implement the European vision on 
computing systems as expressed in 
call 4. These projects are funded with 
public money, so it is important that 
our community knows about these 
projects, takes advantage of their 
results, and looks for ways to collabo-
rate with them. 

HiPEAC also continues to promote its 
activities at scientific events. Recently, 
we got a booth at DATE in Dresden, 
we present HiPEAC at CPS week in 
Stockholm, we will have a booth 
at DAC in June, and we will organ-
ize a networking event at ICT 2010 
in Brussels in September. HiPEAC is 
more active than ever before, we 
hope to be able to welcome you at 
one of these events.

Take care,
Koen De Bosschere

Community News

Reinforced Cooperation in System Design: 
Merger of two HiPEAC Clusters 
The HiPEAC Steering Committee has decided to merge the clusters “Design Methodology and 
Tools” (headed by R. Leupers, RWTH Aachen University) and “Simulation” (headed by O. Temam, 
INRIA). In the future, both clusters will operate under the unified name “Design and Simulation”, 
jointly coordinated by the two former cluster leaders. Since the beginning of HiPEAC2, there has 
been intensive collaboration between the two clusters, as well as a significant overlap of cluster 
meeting audiences. The merger emphasizes the growing importance of advanced simulation 
technologies in Electronic System Level Design. Various synergy effects are expected from the 
intensified future cooperation of the corresponding HiPEAC sub-communities. Formally, opera-
tion of the new “Design and Simulation” cluster is expected to take effect via a joint meeting 
at one of the next Computing Systems Weeks. We are very much looking forward to your con-
tinued contributions! 

Rainer Leupers and Olivier Temam

Rainer Leupers

Olivier Temam
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Panos Tsarchopoulos
Panagiotis.Tsarchopoulos@ec.europa.eu 

ICT 2010: Digitally Driven

Every two years the ICT conference 
- one of the most visible forums for 
European research and innovation 
in Information and Communications 
Technologies - brings togeth-
er researchers and policy makers. 
Around 5000 participants are expect-
ed for ICT2010 that takes place in 
Brussels on 27-29 September 2010.  
The ICT 2010 conference is organised 
by the European Commission and 
hosted by the Belgian Presidency of 
the European Union.

This biennial event has become a 
unique gathering point for research-

ers, business people, investors, and 
high level policy makers in the field 
of digital innovation. ICT 2010 will 
focus on policy priorities such as 
Europe’s Digital Agenda and the next 
financial programme of the European 
Union for funding research and inno-
vation in ICT. The key themes of 
the ICT 2010 conference are ICT for 
sustainable growth in a low carbon 
economy, and ICT for and by the citi-
zen. The conference includes dozens 
of networking sessions and an exhibi-
tion with over 5000 square meters 
of Europe’s latest cutting edge ICT 
research.

The conference will include special ses-
sions presenting the European Union 
priorities for the 2.8 Billion Euros of EU 
funding available for ICT research and 
development during 2011-2012. One 
of these special sessions will be dedi-
cated to the content of the next Calls 
for Proposals in the area of Computing 
Systems. I am looking forward to meet-
ing many of you during the conference.

More information at 
http://ec.europa.eu/information_society/
events/ict/2010/index_en.htm 

Panos Tsarchopoulos

Message from the Project Officer

HiPEAC Activity HiPEAC glances at DATE 2010

As in the previous year, HiPEAC 
was present at this year’s “Design, 
Automation & Test in Europe” (DATE’10) 
Conference, the leading event on elec-
tronic design in Europe. Despite the 
cold weather, DATE attracted above a 
thousand attendees from academia and 
industry to Dresden during the week of 
8-12 March. Most of these participants 
had the chance to glance at the HiPEAC 
booth that was located in the exhibition 
area, a crowded place during coffee 
breaks and between sessions. 

Again, HiPEAC members from Ghent 
and RWTH Aachen universities put 
together a booth with plenty of infor-
mation about HiPEAC: informative 
leaflets, HiPEAC 2010 Conference 
proceedings, several copies of the 
HiPEAC newsletter and roadmap as 
well as a couple of posters with gen-
eral information on HiPEAC, the 2011 
conference and the 2010 ACACES 
summer school. All this was comple-
mented by a running presentation on 
a large LCD display. 

Being at such hubs increases the vis-
ibility of the HiPEAC network inside 
Europe and overseas. Due to previ-
ous HiPEAC booths, several people 
approached the booth at DATE’10, 
not just to find out what HiPEAC is, 
but to get updates from a dynamic 
network they recently joined. Surely, 
this booth will also extend the out-
reach of HiPEAC and probably enrich 
the list of members!

Anastasia Stulova and Jeronimo Castrillon (RWTH Aachen University) presenting HiPEAC to DATE exhibition visitors
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This year HiPEAC held its conference 
in Pisa, Italy in January 2010. The 
2010 edition is the fifth HiPEAC con-
ference, following Barcelona (2006), 
Ghent (2007), Goteborg (2008), 
and Paphos (2009). This year the 
HiPEAC conference steering commit-
tee decided to select two Program co-
Chairs from industry, namely Evelyn 
Duesterwald from IBM Research, and 
Paolo Faraboschi from HP Labs, in 
order to strengthen HiPEAC’s indus-
trial ties.
To reflect some of the shifts in 
focus that occurred in the transition 
between HiPEAC-1 and HiPEAC-2, the 
2010 call for papers emphasized the 
convergence of the challenges faced 
by the high performance general-pur-
pose and embedded worlds. Not long 
ago, the computational requirements 
of today’s embedded devices were of 
concern only in the supercomputing 
realm. Conversely, energy and cost 
considerations traditionally associated 
with embedded computing have now 
become key design criteria for high-
performance and general purpose 
computing. 
After a long review process, the 
Program Committee selected 23 
papers among the 94 submissions 
to appear at the conference. The 

HiPEAC Activity

Community News

conference itself was a success with 
over 250 attendees. In addition to 
the technical activities, attendees also 
had the opportunity to enjoy the aca-
demic, historical, and cultural charm 
of Pisa, a major centre of Tuscany. 
Unfortunately, the cold and rainy 
weather made the guided tour of 
historical Pisa less enjoyable than the 
organizers could anticipate. However, 
the outstanding conference banquet 
in a historic Pisa villa well rewarded 
the attendees after a tough day under 
the heavy rain.

The Technical Program
In addition to the main conference 
program, eight workshops and five 
tutorials were presented in Pisa. The 
workshops explored multi-cores, sim-
ulation and performance evaluation, 
compilers and optimizations, design 
for reliability, reconfigurable comput-
ing, interconnection networks, oper-
ating system and computer architec-
ture co-design.  The tutorials dealt 
with statistical methodologies used 
to evaluate program speedup, design 
for reliability, how to teach introduc-
tory computer architecture and pro-
gramming, programming FPGA-based 
accelerators, and adaptability.
The technical program of the main 

conference was organized in six ses-
sions, with four papers per session.  
The list of topics covered:
- Architectural Support for 

Concurrency
-  Compilation and Runtime Systems
- Reconfigurable and Customized 

Architectures
- Multicore Efficiency, Reliability and 

Power
- Memory Organization and 

Optimization
- Programming and Analysis of 

Accelerators
As in the HiPEAC tradition, the confer-
ence also had a “best paper” award. 
This year, the program co-chairs 
decided to select a short list of four 
best paper nominees, which were 
selected among the top-rated papers 
of the conference. The conference 
attendees could then cast their vote 
during the conference to select the 
final winner. The Best Paper selected 
by a close ballot was
“Trace-Based Data Layout 
Optimizations for Multi-Core 
Processors”, by Olga Golovanevsky, 
Alon Dayan, Ayal Zaks and David 
Edelsohn, IBM Research

Keynotes and Panel
Two keynotes and a panel completed 

HiPEAC 2010 Conference Report

Mateo Valero receives Honorary Doctorate from ULPG
The University of Las Palmas de 
Gran Canaria (ULPG) has awarded a 
Doctorate Honoris Causa to Professor 
Mateo Valero. The nomination sponsor, 
Professor Manuel González, Dean of the 
Computer Science School, highlight-
ed Dr. Valero’s intense dedication to 
research in the Computer Architecture 
field over the last quarter of a century: 
The ULPG sponsor points out that “He 

likes to define himself as a ‘4.000 man’, 
this being the minimum quantity of 
hours he works in the year”, before 
going on to say that “Mateo is also 
very generous with all his collaborators, 
because he doesn’t forget that they 
are the ones that make good research 
results possible”. He also emphasized 
Mateo Valero  ‘as the person that has 
contributed most in Europe in the field 

of computer architecture over the last 
25 years, as well as one of the best 
researchers in the world’. He remem-
bered the role of Prof. Valero as one of 
the fathers of the HiPEAC Network of 
Excellence, and its first leader. 
Additionally, the dean mentioned the 
two current thrusts of Valero’s work: 
the effort to re-establish a European 
Supercomputer in the TopTen list and 
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the technical program.
Bob Iannucci, a veteran of the com-
puting industry bringing over three 
decades of experience, delivered the 
Monday keynote. Bob is a co-founder 
of Sensaré, a startup in mobile sens-
ing, and was formerly senior vice presi-
dent and CTO of Nokia. He argued 
that heterogeneous parallel process-
ing, data archiving, mission-critical 
connectivity, and energy management 
have become first-order constraints 
for embedded system design. He high-
lighted that these constraints are also 
important for the field of data-center 
design, and that vital lessons could be 
learned by looking at the similarities of 
these fields.
Roger Espasa, a Principal Engineer at 
Intel, gave Tuesdays keynote. Roger, 
who had been working on vector 
extensions for DEC’s Alpha (Tarantula) 
and then Intel’s Nehalem, covered 
some aspects of the Larrabee architec-
ture for visual computing. He discussed 
how Larrabee uses several simple in-
order x86 CPU cores, augmented by a 
wide vector processor unit, to address 
the needs of high performance 3D 
graphics using a novel architecture 
paradigm.
An exciting panel concluded the tech-
nical sessions on Tuesday. Moderated 
by Paolo Faraboschi, the panelists 
included experts from academia (Yale 
Patt, UT Austin and Walid Najjar, UC 

Riverside) and industry (Roger Espasa, 
Intel and Hank Hoffmann, Tilera) and 
were asked to present their view on 
“Heterogeneous vs. Homogeneous 
Computing: what’s the way to go?”
After an enticing discussion involving 
a long interactive session with the 
audience, no consensus was reached 

among the panelists, but some com-
mon considerations emerged, well 
represented by the diagrams below.

Paolo Faraboschi (HP Labs),  
Evelyn Duesterwald (IBM Research) 
paolo.faraboschi@hp.com,   
duester@us.ibm.com

Performance vs. ISA heterogeneity (courtesy of Roger Espasa, Intel)

Programmability vs. Heterogeneity (courtesy of Hank Hoffman, Tilera)

the BSC-Microsoft consortium (the first in 
Europe) to build a Supercomputer for the 
future, some 10-100 times faster than current 
models but with the size of a laptop.
Finally, besides the human qualities of Mateo, 
the ULPG wanted “to honor his teaching and 
investigative career”, recognizing his contribu-
tions to and involvement in the supervising of 
Doctoral theses of students and teachers of 
the Computer science School at ULPG. Some 
of them are now HiPEAC members, too. We 
are very glad to join them and all the HiPEAC 
community to congratulate Mateo Valero.
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Community News

SoCLib: An Open Source Framework 
for MPSoC Virtual Prototyping

FP7 EuroCloud Project: Energy-conscious 
3D Server-on-Chip for Green Cloud Services

Platform-based virtual prototyping 
offers the prospect of improving both 
the productivity and the quality of dig-
ital systems development. Designing at 
higher levels of abstraction is an obvi-
ous way to meet these goals as it allows 
to cope with the ever growing system 
design complexity, in order to verify 
hardware/software integration early in 
the design process and to increase code 
reuse.

The SoCLib environment allows system-
level virtual prototyping of MPSoC plat-
forms: the system designer defines his 
target architecture template (number 
and type of processors, number of 
memory banks, OS, peripherals, inter-
connects…) and determines the proper 
hardware/software partitioning of the 
application. Then, by running simula-
tions for the set of parameters of 
interest defined in the template, and a 
mapping of the software on the plat-
form, the designer can obtain figures 
of merits.

SoCLib is a library of SystemC simula-

tion models for virtual components. 
All components, i.e caches, memories, 
peripherals, interconnect and so on, 
make use of the VCI/OCP interconnect 
standard in order to be easily interoper-
able. Each component is provided at 
two abstraction levels: cycle-accurate 
and transaction level with time (TLM 
2.0 compliant). It comes with a set of 
associated tools: a design space explo-
ration tool that eases the generation of 
both the hardware and software of the 
target platform, high level synthesis for 
automatic hardware accelerator gen-
eration, accelerators for cycle-accurate 
simulation, and many more. Regarding 
embedded software development, 
SoCLib provides micro-kernel operating 
systems, communication middleware, 
and debugging capabilities. 

The SoCLib consortium is organizing 
two rounds of full day tutorials at the 
NoC Symposium, in Grenoble, France, 
May 3rd 2010 (www.nocsymposium.
org), targeting NoC-based MPSoC, 
and during the Design Automation 
Conference, Anaheim, CA, June 14th 

2010 (www.dac.com), focusing on ESL 
design methodologies and tools. These 
tutorials are split in two phases: the 
first one is theoretical and presents the 
fundamentals of SystemC for SoCLib, 
the main tools and some complex case 
studies, and the second one is practi-
cal with the actual development of a 
simple virtual prototype and its execu-
tion on the SoCLib platform (computers 
equipped with Virtualbox are required).

SoCLib is a free and open source frame-
work funded by the French authorities 
(2006-2010). Six industrial companies 
(Magillem, Orange, ST Microelectronics, 
Thales, Thomson, Turboconcept) and 
10 laboratories (CEA-LETI, CEA-LIST, 
CITI, ENST, Gipsa, INRIA, IRISA, Lab-
STICC, LIP6, TIMA) joined to build this 
open modeling and simulation environ-
ment. The project leader is Thales, and 
the LIP6 laboratory is responsible for the 
technical coordination. 

Contact information:
Website: www.soclib.fr 
Email: alain.greiner@lip6.fr

SoCLib booth at DATE 2010, 
Dresden, Germany 

ARM is leading a Green Cloud Services 
project called EuroCloud, along with 
Nokia, IMEC, EPFL, and the University 
of Cyprus. The research project, which 
is funded by the FP7 Programme 
“Computing Systems” call for 
three years, aims to 
build a ”server-on-
chip” prototype 
that delivers 
a significant 
improvement 
in cost- and 

energy-efficiency compared to current 
state-of-the art servers. The project 
seeks to achieve these gains through 
a combination of low power process-

Partners:
ARM (Emre Ozer)
Nokia (Mika Kuulusa)
IMEC (Pol Marchal)
EPFL (Babak Falsafi)
UCY (Yiannakis Sazeides)

Coordinator: Emre Ozer, 
ARM R&D Cambridge

emre.ozer@arm.com
Project Website: 
http://www.eurocloudserver.com/

In the Spotlight

3D Server-On-Chip
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Second Workshop on Network on 
Chip Architectures (NoCArc 2009)
The Second International Workshop on 
Network on Chip Architectures (NoCArc 
2009) was held in conjunction with the 
42nd Annual IEEE/ACM International 
Symposium on Microarchitecture 2009 
(MICRO-42) on 12th Dec. 2009 in New 
York. This was the second and upgrad-
ed edition of the workshop.  The first 
edition of the Workshop (NoCArc’08) 
was a half day event held in conjunction 
with MICRO-41 at Lake Como, Italy on 
8th Nov. 2008.  The success of the first 
edition of the workshop and the enthu-
siasm of the participants and members 
of TPC encouraged us to upgrade the 
second edition of NoCArc to a full day 
workshop.
The main aim of the series of NoCArc 
workshops is to provide a focused 
forum for researchers to present and 
discuss innovative ideas and solutions 
related to the design and implementa-
tion of complex Systems-on-Chip (SoCs) 
which use a Network-on-Chip (NoC) as 
interconnection infrastructure. The area 
of NoC architectures constitutes a very 
wide body of research topics including 
network topology, router architectures 
at various levels, routing protocols, rout-
ing algorithms, low power design tech-
niques, network fault tolerance, NoC 

reconfiguration, tools for NoC design 
and evaluation, new technologies for 
NoC, performance analysis and verifica-
tion etc. The best-known conference in 
the NoC area, namely NoC Symposium, 
includes a broader range of topics, in 
which NoC architecture is only one part.
There is a very large community of 
researchers working on different 
aspects of NoC architectures and they 
are spread all over the world. Thus, the 
organization of the NoCArc Workshop 
has been guided by the desire to supple-
ment opportunities for these research-
ers to present, publish and discuss their 
work and ideas with other researchers.
Without any doubt, NoCArc 2009 
was a true success! The workshop 
attracted a total of 29 submissions 
and authors from 17 countries. Four 
reviewers reviewed almost all of the 
papers and the Program Committee 
selected 11 papers for presentation at 
the Workshop. The acceptance rate of 
38% is an indication of the quality of 
the Workshop. In addition to the 11 
regular papers, two invited papers from 
very recognized international experts 
in the NoC arena and a keynote talk 
by Prof. Radu Marculescu (CMU) fur-
ther enriched the workshop’s program. 

 Radu Marculescu starting his keynote talk

The visibility of NoCArc’09 was fur-
ther improved thanks to the publication 
of the proceedings in both the ACM 
Digital Library and IEEE Xplore.
Currently, we are organizing a Special 
Issue on Network-on-Chip Architectures 
and Design Methodologies in Elsevier 
Microprocessors and Microsystems – 
Embedded Hardware Design. This issue 
is directly correlated with NoCArc.
Based on the encouraging experiences 
of NoCArc’08 and NoCArc’09, we feel 
that this workshop has the potential to 
become an annual event. As members of 
the Interconnect Cluster we announced 
CFP for the workshops through HiPEAC 
mailing lists. Many colleagues from the 
Interconnect cluster participated and 
contributed to the organization of the 
previous two workshops. We would 
like to take this opportunity to wel-
come members of the HiPEAC com-
munity in general, and members of the 
Interconnect cluster in particular, to 
participate and contribute to the forth-
coming 3rd edition of NoCArc.

Maurizio Palesi, University of Catania, 
Italy
Shashi Kumar, Jönköping University, 
Sweden

HiPEAC Activity

ing and 3D chip packaging solutions. 
The “server-on-chip” solution using 
many ARM processors and 3D DRAM 
technology will enable building dense, 
cost-effective and green data centres.

Conventional microprocessors and 
memory systems have hit an energy 
wall due to plateauing voltage levels, 
resulting in a dramatic increase in 
energy consumption for server chips. 
The key to energy-scalability in future 
data centres is to exploit the abun-

dance of parallelism in server work-
loads through featherweight proces-
sors and high-bandwidth access to 
memory in servers. 
EuroCloud promises to deliver a vir-
tual and physical prototype of the 3D 
Server-on-Chip by stacking 3D DRAM, 
which sits on an existing many-core 
ARM Cortex A9 processor. The pro-
totype of a server board will be built 
from the physical prototypes and run 
the mobile cloud service applications 
from Nokia’s ovi.com on top of the 

LAMP stack. The learning from pro-
totypes will drive the design of future 
energy-efficient, low-cost, high-band-
width and reliable cloud chips.

Emre Ozer, 
ARM R&D Cambridge
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Main Objective
The “MNEMEE” project will provide 
novel solutions for mapping applica-
tions cost-efficiently onto the memory 
hierarchy of any MPSoC platform with-
out significant optimization of the ini-
tial source code. Our main focus lies in 
the area of data (statically and dynami-
cally allocated) management between 
state-of-the-art optimizations at the 
application and compiler design layer.

Scope
The theme of intelligent ubiquitous 
devices will dominate future embed-
ded system designs and speed up the 
integration of multimedia and com-
munication applications, thus creating 
very complex, dynamic source code. 

FP7 MNEMEE Project: Memory maNagEMEnt technology 
for adaptive and efficient design of Embedded systems

In the Spotlight

Today it is increasingly difficult for 
designers to map applications cost-
efficiently onto any platform without 
significant optimization of the initial 
source code. The MNEMEE project will 
address this key challenge by intro-
ducing an innovative supplementary 
source-to-source optimization design 
layer for data management between 
state-of-the-art optimizations at the 
application and the compiler design 
layer. 

Innovation
• The project proposal consists of mul-

ti-objective explorations that allow 
trade-offs that designers can specify 
in order to correctly position their 
product in the huge search space.

info22

FP7 MOSART Project: Mapping Optimisation 
for Scalable multi-core ARchiTecture

Main Objectives
MOSART will focus on a flexible modu-
lar multi-core on-chip platform archi-
tecture and associated design space 
exploration methods and tools.
The overall objective of the MOSART 
project is to define and develop an 
efficient SW/HW design environment 
encompassing a flexible, modular, mul-
ti-core, on-chip platform, and associ-
ated exploration methods and tools, to 
allow the scaling and optimisation of 
various applications in multimedia and 
wireless communication. It addresses 
two main challenges of prevailing archi-
tectures: 1) The global interconnect and 
memory bottleneck due to a single, glo-
bally shared memory with high access 
times and power consumption; 2) The 
difficulties in programming heterogene-

ous, multi-core platforms, in particular 
in dynamically managing data struc-
tures in distributed memory. 

MOSART aims to overcome these 
through a multi-core architecture with 
distributed memory organisation, a 
Network-on-Chip (NoC) communication 
backbone and configurable process-
ing cores that are scaled, optimised 
and customised together to achieve 
diverse energy, performance, cost and 
size requirements of different classes of 
applications. MOSART achieves this by:
A. Providing platform support for the 
management of abstract data struc-
tures including middleware services and 
a run-time data manager for NoC based 
communication infrastructures.
B. Developing tool support for paral-

In the Spotlight

Project Coordinator 
Dr. Stylianos Mamagkakis, IMEC, 
Belgium
Email: mamagka@imec.be
Website: http://www.mnemee.org

Partners: IMEC (Belgium), Institute 
of Communication and Computer 
Systems (Greece), Technische 
Universiteit Eindhoven (Netherlands), 
Informatik Centrum Dortmund e.V. 
(Germany), INTRACOM (Greece), 
THALES Communications S.A., (France)

Duration: 36 months
Start: 2008.01.01

Project Coordinator 
Dr. Bernard CANDAELE
THALES Communications, France
Email: bernard.candaele@
fr.thalesgroup.com
Project website:
http://www.mosart-project.org

Partners: Institute of Communications 
and Computer Systems, (Greece), KTH 
Royal Institute of Technology (Sweden), 
IMEC (Belgium), VTT Technical 
Research Centre, (Finland), Intracom 
S.A. (Greece), Thales Communications 
(France), CoWare (Belgium), Arteris SA 
(France)

Duration: 36 months
Start: 2008.01.01

MOSART will focus on a flexible modular multi-core on-chip platform 
architecture and associated design space exploration methods and tools.

8



• A combination of design-time and 
run-time techniques to boost cost-
efficiency and performance.

• Automated optimizations that are 
applied once to reduce design effort 
and can handle complex code. 
No existing integrated framework 
allows this and ongoing projects do 
not address it sufficiently. 

Technological challenges
• Provide a framework for source-
to-source optimization methodolo-
gies, which targets both, statically and 
dynamically allocated data. 
• Introduce a novel source-to-source 

optimization design layer. 
• Analyze the embedded software 

applications and highlight source-to-

source optimization opportunities. 
• Develop a set of prototype tools. 
• Provide data memory-hierarchy 

aware assignment and scheduling 
methodologies.  

Progress beyond state-of-
the-art
The first work package delivers data 
analysis, memory hierarchy require-
ments, scenario identification and 
specifications for embedded software 
applications, the second, third and 
fourth work packages provide source-
to-source optimizations, while the 
fifth provides demonstrators for the 
MNEMEE optimization approach.

info22

lelizing and mapping applications on 
the multi-core target platform and cus-
tomizing the processing cores for the 
application.
The aim is to maintain Europe as a 
worldwide player in the field of efficient 
implementation of MPSoC architec-
tures. These ambitious goals are achiev-
able because we combine advanced 
tools and platforms, i.e. a NoC platform 
and design space exploration tools from 
KTH, data management tools from 
ICCS, middleware for NoC services 
from Arteris, parallelizing and mapping 
tools from IMEC, processor configura-
tion tools from VTT. SMEs Arteris and 
Coware contribute to tools, and two 
systems companies, namely Thales and 
Intracom, bring applications for future 
high data rate wireless access.

Expected Impact
The innovations to be developed by 
MOSART are expected in emerging 
multi-core computing architectures. 

MOSART will address NoC related 
issues that have been neglected so far, 
namely the support of data manage-
ment and middleware services as part 
of the communication infrastructure.
Also the parallelism of programs is a 
popular topic now in all R&D com-
munities with the move of processors 
towards parallelism. Up to now some 
techniques have been implemented in 
super-computers but do not address 
embedded applications. The useful part 
related to DSP treatments like matrix 

operations and scientific operations will 
have to be reused.
While using existing methods and 
tool solutions as a baseline starting 
point, the MOSART project aims to 
work on selected design methodology 
aspects, i.e. parallelisation, algorithm-
architecture exploration for partitioning 
and ASIP exploration are expected to 
have impacts on mastering the so far 
unsolved design issues the embedded 
system industry is encountering when 
moving to multi-core solutions.

The relation between the workpackages

MOSART project technical approach 
and work packages
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FP7 REFLECT Project: Rendering FPGAs 
to Multi-Core Embedded Computing

Main Objectives
The relentless increase in capac-
ity of Field-Programmable Gate-Arrays 
(FPGAs) has made them vehicles of 
choice for both prototypes and final 
products of on-chip multi-core, hetero-
geneous and reconfigurable systems. 
Multiple cores can be embedded as 
hard- or soft-macros, have customiz-
able instruction sets, multiple distrib-
uted RAMs and/or configurable inter-
connections. Their flexibility allows 

Project Coordinator
Name: Zlatko Petrov
Institution: Honeywell Int. s.r.o
Email: zlatko.petrov@honeywell.com
Project Scientific Coordinator 
Name: Pedro C. Diniz
Institution: Institute for Syst. and 
Computer Engineering, R&D in Lisbon 
(INESC-ID)
Email: pedro.diniz@ist.utl.pt
Website: http://www.reflect-ist.org
Partners and Principal Investigators:
Zlatko Petrov – Honeywell Int. 
(Czech Rep.) 
Pedro Diniz - INESC-ID (Portugal)
João Cardoso – Fac. Eng. Univ. Porto 
(Portugal) 
Koen Bertels - TU Delft 
(The Netherlands)
Jürgen Becker - Karlsrühe Inst. Tech. 
(Germany)
George Constantinides - Imperial 
College (UK)
Hans van Someren - ACE bv 
(The Netherlands)
José de Sousa - Coreworks® S.A. 
(Portugal)
Industrial Advisory Board:
Altera Corp., USA
EADS Innovation Works, Germany
Infineon Technologies AG, Germany
NXP Semicond., Eindhoven, The 
Netherlands
Duration: 36 months
Start: Jan 1st 2010

them to achieve orders of magnitude 
better performance than conventional 
computing systems via customization. 
Programming these systems, however, 
is extremely cumbersome and error-
prone hampering their widespread 
adoption and their true computational 
potential.
This project will develop, implement 
and evaluate a novel compilation and 
synthesis system approach for FPGA-
based platforms. REFLECT relies on 
Aspect-Oriented (AO) specifications to 
convey critical domain knowledge to a 
mapping engine while preserving the 
advantages of a high-level imperative 
programming paradigm in early soft-
ware development. REFLECT leverages 
AO specifications and a set of trans-
formations to generate an intermedi-
ate representation using an extensible 
mapping language (LARA). LARA speci-
fications will allow the exploration of 
alternative architectures and run-time 
adaptive strategies enabling the genera-
tion of flexible hardware cores that can 
be incorporated into larger multi-core 
designs. In this project we will evalu-
ate the effectiveness of the approach 
using partner-provided codes from the 
domain of audio/video processing and 
real-time avionics.  The results will be 
integrated in the hArtes tool chain and 
are expected to substantially leverage 
the tool chain’s functionality (www.
hartes.org).

Technical Approach

At the core of the compilation and 
synthesis approach is a transformation 
engine that leverages the AO specifi-
cation and a set of algorithmic tech-
niques, such as term rewriting, suc-
cessive refinement and refactoring to 
transform the input application code 
into a domain-specific language, named 
LARA (Language for Reconfigurable 
Architectures). LARA allows the descrip-
tion of advanced mapping strategies 
including the specification of dynamic 
behaviour for the mapping process.  
This specification, which includes explic-
it elements for reconfiguration and 
hardware-oriented directives such as 
data mappings and streaming informa-
tion, is then translated into VHDL-RTL 
using either parameterized hardware 
patterns or programmable hardware 
templates.
A fundamental driver for the proposed 
approach is the use of Aspect-Oriented 
specifications. Aspects allow the user to 
expose domain-specific or algorithm-
specific knowledge to the compiler non-
intrusively and without compromising 
the semantics of the original specifica-
tion. The knowledge conveyed by the 
aspects specification is used by the 
compiler and the architectural synthesis 
tools towards the implementation of 
highly specialized and domain-specific 
architectures. In addition to pure per-
formance, in its many facets, aspects 
also provide a handle into an extremely 

In the Spotlight
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HiPEAC Collaborations

Bringing Fast Floating-Point Arithmetic 
into Embedded Integer Processors

Over the past ten years, the sci-
entific cooperation between 
STMicroelectronics and the LIP labora-
tory has been strengthening in the 
domain of floating-point arithmetic for 
embedded processors through the work 
of the STMicroelectronics’ Compilation 
Expertise Center and the computer 
arithmetic research team Arénaire.

This cooperation started in 2001 with 
the design of new division-by-constant 
algorithms for the ST100 processor 
from STMicroelectronics, lead by Jean-
Michel Muller within Arénaire. The col-
laboration between the two teams then 
progressively shifted to the design and 
implementation of efficient floating-
point support for the ST200 family of 
VLIW integer processors.
From 2004 to 2006 an IEEE 754 float-
ing-point library for integer proces-
sors, called FLIP, was designed and 
developed. It consists of a C library 
implementing in particular high-radix 
and Newton-like iterative methods that 
can take advantage of the integer mul-
tipliers available on the ST200 proces-
sors. This work materialized with the 

PhD thesis of Saurabh  Raina and 
the integration of the first FLIP library 
(FLIP 0.3) in the product compilers 
of STMicroelectronics. Although being 
already much faster than its open 
source counterpart SoftFloat, this ini-
tial version of FLIP was, however, fully 
hand-written.
From 2007 to 2009, Guillaume Revy, a 
PhD student from the Arénaire team, 
explored ways to enhance and auto-
mate the design of such floating-point 
arithmetic software. His PhD thesis, 
defended in December 2009, intro-
duces a set of techniques, algorithms, 
and tools that allow to effectively pro-
duce  faster and more reliable codes 
with less development time, especially 
for VLIW integer processors like those 
of the ST200 family. More precisely, 
the first contribution of this PhD work 
is a uniform algorithmic framework for 
correctly-rounded basic algebraic oper-
ators (like division, square root, recipro-
cal square root, ...),  based  on bivariate  
polynomial evaluation in finite-precision 
arithmetic.
The second contribution is the design 
and implementation of CGPE, a C code 

generator for evaluating such bivariate 
polynomials as fast as possible given 
architectural and numerical accuracy 
constraints. The CGPE software imple-
ments various heuristics for comput-
ing high-ILP, low-latency evaluation  
schemes, as well as techniques to check 
if those schemes remain efficient on a 
real target, and accurate enough  to 
ensure correct rounding of the underly-
ing operator implementations.
The third contribution was to combine 
the use of CGPE with existing software 
modules capable of handling round-
ing errors or approximation errors, like 
Gappa (http://gappa.gforge.inria.fr/) 
and Sollya (http://sollya.gforge.inria.fr/), 
in order to automate the whole imple-
mentation and validation process as 
much  as possible.
All together, these three main con-
tributions made it possible to quickly 
generate and certify significant parts 
(estimated to 50%) of the code of FLIP. 
The other 50% were hand optimized by 

Gains for the default-rounding mode  
(“to nearest even”)
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important and often neglected issue 
in hardware design and implementa-
tion, namely verification. Aerospace and 
automotive systems mandate safety and 
high reliability, relying on verification to 
ensure that designs correctly implement 
the functional behaviour and timing 
implied by the application specification 
(in C or the corresponding data-flow 
models). 
Another important feature is the inclu-
sion of a history-based best-practices 
repository that will aid the tool in dealing 
with very large designs. By understand-

ing which sets of transformations and 
parameters lead to the best designs for 
application codes with specific aspects, 
this repository will substantially reduce 
the size of the design-search-space the 
compiler needs to cover in the pursue of 
efficient, and correct designs that meet 
specific constraints. 

Expected Results
The technology developed here is 
expected to be integrated by REFLECT 
industrial partners and members of its 
Industrial Advisory Board, in particular 

by ACE, a leading compilation tool sup-
plier for reconfigurable systems and by 
Honeywell, a worldwide solution sup-
plier of embedded high-performance 
systems. The academic partners will 
promote human resources with techni-
cal excellence in the area of architec-
tures and software development, thus 
enabling the sustainability of a vibrant 
European information technology fabric 
in the domain of compilation and syn-
thesis for multi-core architectures and 
systems.
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exploiting all the nice features present 
in the IEEE 754-2008 standard for float-
ing-point arithmetic. The result is a 
fully revised version of FLIP that offers 
significant latency gains compared to 
the previous version (FLIP 0.3) and the 

initial SoftFloat-based library used on 
ST200 (STlib).

FLIP 1.0 is available from http://flip.
gforge.inria.fr/ and delivered under the 
CeCILL-v2 license.

Christian Bertin and Christophe Monat 
(STMicroelectronics Compilation 
Expertise Center) 
Claude-Pierre Jeannerod 
(INRIA, Arénaire team)

Philippe Coussy is an Associate 
Professor in the Lab-STICC at Université 
de Bretagne-Sud, France, where he 
leads the HLS research group. He 
received a master’s degree in computer 
science from Université Pierre et Marie 
Curie, Paris, in 1999, and a PhD degree 
in electrical and computer engineer-
ing, from the Université de Bretagne-
Sud, Lorient, in 2003. His research 
interests include electronic system-level 
design methodologies, high-level syn-
thesis, virtual prototyping, computer-
aided design for SoCs, embedded 
systems, and low-power design for 
FPGAs. He holds two patents for the 
automatic design of parallel interleaver 
architectures. He has organized several 
workshops and tutorials on HLS. He 
is co-editor of High-Level Synthesis: 
From Algorithm to Digital Circuit 
(Springer, 2008) and guest editor of 
the IEEE Design and Test of Computers 
Magazine, special issue on High-Level 
Synthesis (2009). He has contributed 
to the chapters “ESL Virtual System 
Design Modelling” and “ESW and ESL 
to RTL design” of the Medea+/Catrene 
European EDA Roadmap in 2008. He 
serves on the program committees 
of multiple major international con-
ferences, including the International 
Symposium on Circuits And Systems 
(ISCAS) since 2005, the Great Lakes 
Symposium on VLSI (GLSVLSI) since 
2007 and the Design Automation and 
Test in Europe (DATE) since 2009. 

He is also a reviewer of internation-
al journals and magazines including 
ACM Transactions on Embedded 
Computing Systems, IEEE Transactions 
on Computer Aided Design, Journal of 
Embedded Computing and IEEE Design 
and Test of Computers. He is also 
member of the IEEE and ACM societies.

Lab-STICC
The Lab-STICC (Laboratoire des Sciences 
et Techniques de l’Information, de la 
Communication, et de la Connaissance), 
is a French CNRS laboratory (UMR 
3192) that groups four research cent-
ers in the west and south Brittany: 
the Université de Bretagne-Sud (UBS), 
the Université de Bretagne Occidentale 
(UBO), and Telecom Bretagne (ENSTB). 
The Lab-STICC is composed of three 
departments: Microwave and materi-
als (MOM), digital communications, 
architectures and circuits (CACS) and 
knowledge, information and decision 
(CID). The Lab-STICC represents a staff 
of 356 people, including 189 research-
ers and 160 PhD students. The scientif-
ic production during the last four years 
represents 20 books, 200 journal pub-
lications, 500 conference publications, 
22 patents, and 69 PhD diplomas.
The UBS/Lab-STICC laboratory is 
involved in several national research 
projects (e.g. ANR: MoPCoM, SoCLib, 
Famous, RaaR, AFANA, Open-PEOPLE, 
ICTER - RNTL: SystemC’Mantic, EPICURE 
- RNRT: MILPAT, ALIPTA, A3S ...), CMCU 
project (COSIP) and regional projects 
(e.g. ITR projects PALMYRE...). It is also 
involved in many European projects 
(e.g. ITEA/SPICES, IST/AETHER...). These 
projects are conducted through tight 

cooperation with national and inter-
national companies and organizations 
(e.g. STMicroelectronics, MATRA, CEA, 
ASTRIUM, THALES, France Telecom, 
AIRBUS, BarCo, Alcatel-Lucent...). 
Results of those or former projects 
are for example the high-level syn-
thesis tool GAUT, the UHLS syntax 
and semantics-oriented editor, the DSP 
power estimation tool Soft-explorer 
or the co-design framework Design 
Trotter.
The CACS department of the Lab-STICC 
(also referred as UBS/Lab-STICC), locat-
ed in Lorient, is involved in COACH. 
The UBS/Lab-STICC is working on the 
design of complex electronic systems 
and circuits, especially but not exclu-
sively focusing on real-time embedded 
systems, power and energy consump-
tion optimization, high-level synthesis 
and IP design, digital communications, 
hardware/software co-design and 
ESL methodologies. The applications 
targeted by the UBS/Lab-STICC stem 
mainly from telecommunication and 
multimedia domains, which enclose 
signal, image, video, vision and com-
munication processing.

Contact 
information:
Email: philippe.coussy@univ-ubs.fr
Website: http://www.lab-sticc.fr/

Professor Philippe Coussy, 
Université de Bretagne-Sud, FranceNew HiPEAC Member

12



HiPEAC Activity

This years International Symposium 
on System-on-Chip organized in 
Tampere, Finland was bearing a spe-
cial theme on SoC technology for 
signal processing. That was due to the 
co-located IEEE Workshop on Signal 
Processing Systems, focusing on sig-
nal processing on System-on-Chip. 
Both were organized in early October 
by Tampere University of Technology 
(TUT) Department of Computer 
Systems.
The week was kicked off on Monday 
October 5 with a full-day tutorial on 
signal processing in wireless commu-
nication systems, instructed by four 
professors: Markku Renfors from TUT, 
Markku Juntti from the University 
of Oulu, Joseph Cavallaro from Rice 
University, Texas, and Mikko Valkama 
from TUT, presented topics rang-
ing from basic techniques to latest 
research results and emerging chal-
lenges.
On Tuesday, three invited speakers 
were on stage. Prof. Koen Bertels from 
TU Delft, The Netherlands, talked about 
dynamically reconfigurable system 
design. By flexible reuse of circuitry, 
hardware costs can be saved or more 
versatile systems implemented within 
the given resource budget. Bertels 
is participating in several EC-funded 
projects working on design methodol-
ogy for reconfigurable systems. Prof. 
Dragomir Milojevic from Université 

Libre de Bruxelles and IMEC in Belgium 
was concentrating on the challeng-
es and promises of 3D-integration 
of microelectronics, especially from 
the system design point of view. 3-D 
integration not only saves space and 
weight in portable devices, but also 
opens up new design possibilities by 
changing the boundary of constraints 
prevailing in traditional 2-D integra-
tion approaches. Dr. Tapani Ahonen 
from TUT was focusing on transpar-
ent, open-source software based solu-
tions for energy-aware middleware 
layers for run-time resource manage-
ment in manycore systems.  Tuesday 
ended in a panel discussion on how to 
implement embedded real-time signal 
processing systems.
Wednesday was the day for inter-
leaving the two conferences. In two 
plenary keynotes, Dr. Henry Tirri from 
Nokia, California, and Prof. Chong-
Min Kyung, KAIST, Korea, were shar-
ing their insights with a total of 180 
participants from both conferences. 
Tirri, head of the Nokia research cent-
er, was giving an inspiring glance 
on new types of user interfaces and 
services for mobile devices. Prof. 
Kyung stressed the importance of 
energy-awareness on all levels of sig-
nal processing system design. On a 
joint banquet in the Viking Restaurant 
Harald, the best student paper award 
of SiPS (Bob Owens award) was hand-

ed to Davide Anastasia and Yiannis 
Andreopoulos for the paper ”Software 
Designs of Image Processing Tasks 
with Incremental Refinement of 
Computation.” Congratulations!
Thursday was opened by a keynote by 
Prof. Steve Wilton from the University 
of British Columbia, Canada. As a spe-
cialist on reconfigurable technology, 
he shed light on the optimization of 
energy consumption on reconfigura-
ble platforms, a big challenge for the 
use of the technology in low-power 
portable devices. 
On Friday, Prof. Edward A. Lee from 
UC Berkeley, California, gave his key-
note. Ed Lee is one of the system 
design methodology pioneers, being 
for instance behind the Ptolemy open-
source software. So, naturally, Prof. 
Lee talked about high-level design for 
signal processing systems. Friday also 
accommodated two special sessions, 
one on signal processing using GPUs, 
and the other on signal processing in 
Global Navigation Satellite Systems 
(GNSS). The conference week was 
concluded by a more informal event 
watching a local ice-hockey game fol-
lowed by a couple of beers afterwards.
For those interested, there will also 
be a special issue in the Journal of 
Signal Processing Systems (Springer) 
on SiPS and in the International 
Journal on Embedded and Real-Time 
Communication Systems (IGI Global) 
on SoC top papers. The top of the 
tops, best paper award in SoC 2009, 
went to Stefan Kraemer, Rainer 
Leupers, Dietmar Petras, and Thomas 
Philipp on their paper “A Checkpoint/
Restore Framework for SystemC-Based 
Virtual Platforms,” which was recom-
mended for publication in IEEE Design 
and Test of Computers.

Jari Nurmi
SoC general chair
SIPS 2009 general co-chair
Tampere University of Technology, 
Finland

Signal Processing Technology in Focus at SoC & SiPS 2009

Dr. Henry Tirri entertaining the audience at SoC & SiPS plenary keynote
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Modern embedded systems usually 
integrate components provided by 
different parties, very often yielding 
a high level of design complexity to 
be handled by the designer. Different 
computational tasks to be execut-
ed often offer different kinds and 
degrees of parallelism, thus optimally 
fitting to a specific kind of processing 
elements. Irregular communications 
patterns between the tasks often 
require dedicated interconnect infra-
structures to be designed, composed 
of several subsystems with different 
features. This exposes to the designer 
many degrees of freedom that require 
ad-hoc design methodologies to be 
managed in order to allow the design 
of efficient systems. 

In order to improve the overall pro-
ductivity, an effective system-level 
design should be handled in a novel 
manner, considering a high degree of 
heterogeneity inside the design space 
available to the designer. 

Moreover, the “static approach” 
to the design of embedded proces-
sors needs to be extended to include 
dynamic behaviour and adaptivity, 
when multiple applications are exe-
cuted at the same time, unpredictably 
interfering with each other at runt-

ime, and when, given the increasing 
complexity of the systems, a certain 
degree of fault tolerance must be 
guaranteed.  

In addition, to take meaningful sys-
tem-level decisions, the designer must 
deal with several problems related to 
modern technology nodes and rely on 
accurate estimations of the hardware 
costs of each candidate architectural 
solution.

The MADNESS project, funded with 
2 million euros by the European 
Commission, will tackle these chal-
lenges. 
The main goal of the research will 
be to define innovative methodolo-
gies for system-level design, able to 
guide designers and researchers to 
the optimal composition of embed-
ded MPSoC architectures, according 
to the requirements and the features 
of a given target application field. 
The methodologies proposed by the 
MADNESS consortium will extend the 
classic concept of design space explo-
ration to:
• Improve design predictability, 

bridging the “implementation 
gap”, between the results that can 
be predicted during the system-
level design phase and those even-
tually obtained after the on-silicon 
implementation. 

• Consider continued availability 
of service, in addition to tradition-
al metrics (such as cost, perform-
ance and power consumption), 
taking into account fault resilience 
as one of the optimization factors 
to be satisfied.

• Support adaptive runtime man-
agement of the architecture, 
considering, while tailoring the 
architecture, new metrics related to 
dynamic allocation strategies and 
advanced support for communica-
tion issues.

The MADNESS consortium gravitates 
around leading actors on the academic 
or industrial scenario. The partnership 
has been built according to the needs 
posed by the project goals, select-
ing a team of scientific researchers, 
engineers and high-qualified technical 
people belonging to the excellence 
in the technical fields outlined by the 
project work packages. The activities 
related to system-level exploration will 
be coordinated by Universiteit van 
Amsterdam (leader: Andy Pimentel) 
and Universiteit Leiden (leader: Todor 
Stefanov). Within the activities relat-
ed to hardware design: Silicon Hive 
(leader: Menno Lindwer) will be active 
in customization of media processors,  
the unit of Lantiq will be focused 
on network processors and Università 
degli Studi di Cagliari (leader: Luigi 
Raffo) will contribute with its expertise 
in interconnection systems and tech-
nology aware system-level prototyp-
ing. Informatik Centrum Dortmund 
(leader: Peter Marwedel) will coordi-
nate the development of the compi-
lation support for the new method-
ologies and Università della Svizzera 
italiana (leader: Maria Giovanna Sami) 
will mainly take care of the support 
for fault tolerance.

The research performed in each of 
these areas cannot be completely suc-
cessful and useful for real applications 
without a holistic approach crossing 
the area borders. The MADNESS con-
sortium will allow to close the gap 
between competence sectors that too 
often are considered uncorrelated, 
allowing fundamental advances for 
the embedded systems community. 

FP7 MADNESS Project: Methods for predictAble Design of heteroge-
Neous Embedded System with adaptivity and reliability Support
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Project Coordinator:
Prof. Luigi Raffo,
Università degli Studi di Cagliari
Project website: 
www.madnessproject.org

In the Spotlight
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PhD News

By Benny Akesson 
(k.b.akesson@tue.nl)
Advisors: Prof. dr. Kees Goossens, 
Prof. dr. Henk Corporaal
Eindhoven University of Technology
February, 2010

The convergence of application domains 
in new systems-on-chip results in complex 
systems with many use cases, comprised 
of concurrently executing applications 
with real-time requirements. To reduce 
cost, applications share resources, such 
as interconnect and memories, making 
their temporal behaviours inter-depend-
ent. All possible combinations of concur-
rently executing applications must hence 
be verified, causing the verification com-
plexity of the system to increase expo-
nentially with the number of applications. 
This results in a verification bottleneck, 
since real-time requirements are typically 

By Davy Genbrugge 
(davy.genbrugge@elis.ugent.be)
Advisor: Lieven Eeckhout
Ghent University, Belgium
January 2010

Computer architects rely heavily on archi-
tectural simulation to steer the design 
process. Architectural simulators yield 
accurate performance results, and are 
parameterizable and flexible to use. The 
downside, however, is that they are at 
least three or four orders of magnitude 
slower than real hardware execution.
The current trend towards multicore 
processors further exacerbates the prob-
lem:
Simulation speed has become a major 
concern in computer architecture 
research and development.

verified by slow system-level simulations. 
Predictable and composable systems are 
proposed to address this issue. A system 
is predictable if the temporal behaviours 
of executing applications are bounded, 
enabling formal verification of real-time 
requirements. Composable systems, on 
the other hand, completely isolate appli-
cations from each other in the tempo-
ral domain, allowing applications to be 
independently developed and verified. 
Predictable and composable hardware 
has been proposed in literature, although 
no satisfactory solutions have been pre-
sented for some important resources 
such as memories. 

This thesis presents a predictable and 
composable memory controller. The 
architecture contains a general resource 
front-end supporting many different 
arbiters, such as a proposed Credit-

In this dissertation, we propose and 
evaluate two simulation techniques that 
reduce simulation time significantly. 
Statistical simulation collects a number of 
program execution characteristics into a 
statistical profile and generates a synthet-
ic trace from it. By construction, the syn-
thetic trace exhibits similar behaviour as 
the original program during simulation, 
however, its dynamic instruction count is 
much shorter, thus improving simulation 
speed. This thesis improves the accuracy 
of statistical simulation through improved 
memory data flow behaviour modelling 
by modelling delayed hits, load-store 
dependencies and memory-level parallel-
ism. In addition, the thesis also extends 
the applicability of statistical simulation 
towards multicore processors by mod-
elling time-varying program behaviour 

Controlled Static-Priority arbiter that is 
suitable for sharing memories. The front-
end can be combined with any predict-
able memory back-end, such as most 
SRAMs. We furthermore introduce an 
SDRAM back-end that makes any DDR2/
DDR3 device behave like a predictable 
memory, allowing bandwidth and latency 
to be bounded at design time. The mem-
ory controller is composable through a 
new approach to composable resource 
sharing. The idea is to make applications 
independent of each other by delaying 
requests and responses in the front-end 
to emulate maximum interference from 
other applications. The memory control-
ler is configured by an automated flow 
that synthesizes memory and arbiter set-
tings, given a specification of the target 
memory and the requirements of the 
applications.

as well as conflict behaviour in shared 
resources.

Interval simulation takes a different 
approach and raises the level of abstrac-
tion in architectural simulation by replac-
ing the core-level cycle-accurate model 
in a multicore simulator by a mechanistic 
analytical model. The analytical model 
builds on insights from interval analysis: 
miss events divide the smooth streaming 
of instructions into so-called intervals. 
The model estimates core-level perform-
ance by analyzing intervals, instead of 
tracking individual instructions as they 
propagate through the pipeline. The 
end result is a simulation paradigm that 
reduces both simulation time and simula-
tor development time.

Predictable and Composable System-on-Chip Memory Controllers

Fast Simulation Techniques for Microprocessor Design Space Exploration

Exploiting Coordinated Software and Hardware Support for Hardware Resource Allocation
By Carlos Boneti 
(cboneti@ac.upc.edu)
Advisors: Francisco J. Cazorla, 

Roberto Gioiosa, Mateo Valero
Universitat Politècnica de Catalunya 
(UPC) September, 2009

Multithreaded processors are now com-
mon in industry as they offer high per-
formance at low cost. Traditionally, in 
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By Ismo Hänninen 
(ismo.hanninen@tut.fi)
Advisor: Prof. Jarmo Takala
Tampere University of Technology, 
Finland
December, 2009

Traditional integrated circuit technologies 
are reaching their performance limits in 
about a decade, resulting in the need to 
bring completely new technologies and 
design approaches into use to ensure 
the desired growth of computing power. 
One of the most promising approaches 
to sustain Moore’s Law is the computing 
paradigm known as quantum-dot cellular 
automata (QCA), which offers potential 
nanotechnology implementations and a 
path to develop true molecular electron-
ics with ultra-high power efficiency. Our 
work provides a practical view on digital 

such processors, the assignment of hard-
ware resources between multiple threads 
is done implicitly by hardware policies. 
There is little or no coordination between 
the allocation of resources done by hard-
ware and the prioritization of tasks done 
by software.

This thesis aims at narrowing the gap 
between software and hardware, with 
respect to hardware resource allocation, 
by proposing a new explicit resource 
allocation hardware mechanism and 
novel schedulers that use the currently 
available hardware resource allocation 
mechanisms. 

It approaches the problem in two differ-

design for this emerging technology, that 
is currently under very early development.

The first part of the work developed 
specific techniques to construct high-
density, performance optimized basic 
arithmetic circuits for QCA. Novel imple-
mentations of adder and multiplier units 
were described at the logic, pipeline, and 
layout level, and verified using a quantum 
mechanical simulation model.

The second part of the study analyzed 
the reliability of the proposed designs, 
with the aim to quantify, how reliable 
the primitive devices of the emerging 
technology should be, to enable the con-
struction of correctly functioning arith-
metic units. The results indicate that a 
redundancy scheme would have to be 
developed, and confirm, that design-for-

ent types of computing systems: in the 
high performance computing domain, 
we characterize the first processor to 
present a mechanism that allows the 
software to bias the hardware allocation 
resources, namely the IBM POWER5. 
In addition, we propose the use of 
hardware resource allocation as a way 
to balance high performance comput-
ing applications. Finally, we propose 
two new scheduling mechanisms that 
are able to transparently and success-
fully balance applications in real sys-
tems using hardware resource alloca-
tion. In the soft real-time domain, we 
propose a hardware extension to the 
existing explicit resource allocation hard-
ware and two software schedulers that 

reliability is one of the most important 
concerns for future computing systems.

The third part of the study concentrated 
on the power efficiency of nanotech-
nology implementations, analyzing the 
energy waste resulting from the logical 
irreversibility of structures. The analysis 
near the limit set by Landauer’s Principle, 
considering the entropy and energy of 
the computation system, indicated that 
the heat generated by logical bit erasures 
alone would limit the achievable operat-
ing frequency to tens of gigahertz, even 
though the technology could reach the 
terahertz regime. Thus, forgetting has a 
real cost, but previously this has been very 
insignificant compared to other factors. 
The emerging technologies increase the 
weight of the already important design-
for-power paradigm to a new level.

use the explicit allocation hardware to 
improve the schedulability of tasks in a 
soft real-time system.  

We demonstrate that system perform-
ance improves by making the software 
aware of the mechanisms to control 
the amount of resources given to each 
running thread. In particular, for the 
high performance computing domain, 
we show that it is possible to decrease 
the execution time of MPI applications 
biasing the hardware resource assign-
ment between threads.  In addition, 
we show that it is possible to decrease 
the number of missed deadlines when 
scheduling tasks in a soft real-time SMT 
system.

Computer Arithmetic on Quantum-Dot Cellular Automata Nanotechnology
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By Jehangir Khan 
jehangir.khan@univ-valencienne.fr
Advisor: Professor Smail NIAR 
University of Valenciennes, France
November, 2009

Automotive crashes are responsible for 

the highest number of accidental deaths 
all over the world. A mechanism for warn-
ing the driver of an approaching danger 
is called a Driver Assistance System (DAS). 
Minimizing frontal collisions would sig-
nificantly decrease road accidents. To 
predict a front-end collision sufficiently in 

advance, the obstacle must be detected 
from a distance. Moreover, for the DAS 
to be really effective, an imminent colli-
sion must be sensed in all circumstances, 
especially in poor weather where the 
DAS is needed most. A radar sensor ful-
fils both the prerequisites of long-range 

Embedded Multiprocessor Architectures for Automotive Driver Assistance Systems
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obstacle detection and all-weather oper-
ation. However, only detecting obstacles 
can be useful to a certain extent. To 
establish whether an obstacle is on a col-
lision course with the host vehicle, its tra-
jectory must be foreseen before it comes 
close to the host vehicle. In a real traffic 
scenario more than one obstacle can 
pose danger to the host vehicle, hence 
trajectories of multiple objects have to be 
monitored simultaneously. An apparatus 
that is capable of performing such func-
tions is called a Multiple Target Tracking 
(MTT) system. In this thesis we proposed 
a DAS using the principles of Multiple 
Target Tracking to monitor the dynamics 

of obstacles hundreds of meters ahead 
and to avoid a collision of the host vehi-
cle with them. While theoretically such 
a system offers one of the best answers 
to the road accident problem, its practi-
cal implementation is not a trivial task. 
It involves complex computations and 
consequently, needs a long processing 
time. We used multiple processors in 
our system to share the computational 
load and thereby reduce processing time. 
Multiple processors running in parallel 
not only speed up the computation but 
also address the power consumption 
issues of embedded systems.
We used FPGAs (Field Programmable 

Gate Array) as the implementation plat-
form for our multiprocessor system. 
FPGAs offer the flexibility needed for 
ever-evolving embedded systems and 
they are very cost effective.  A multiproc-
essor system implemented in an FPGA 
makes its architecture flexible and recon-
figurable while the processors can be 
reprogrammed when needed. Thus FPGA 
based multiprocessor systems guarantee 
flexibility in hardware as well as in soft-
ware therefore they scale very easily. We 
optimize the system architecture to mini-
mize its hardware size while still meeting 
the real time deadlines of the application.  

By Marc Casas 
(mcasas@ac.upc.edu)
Advisors: Rosa M. Badia Sala, Jesus 
Labarta Mancho
Universitat Politècnica de Catalunya 
(UPC)
March, 2010

This work is motivated by the growing 
intricacy of high performance computing 
infrastructures. The complexity of these 
systems increases the complexity of the 
manual performance analysis of parallel 
applications. That’s why it is mandatory 
to use automatic tools and methodolo-
gies. Our approach consists in the analy-
sis of trace files from parallel application 
executions using performance analysis 
and visualization tools. This method can 
be time-consuming and inefficient.  To 
overcome these problems, this thesis 
makes several contributions. 

The first contribution is an automatic 
system able to detect the internal struc-
ture of executions of high performance 
computing applications. This automatic 
system is able to rule out non-significant 
regions of executions, to detect redun-
dancies and, finally, to select small but 
significant execution regions. This auto-
matic detection process is based on spec-
tral analysis (Wavelet transform, Fourier 
transform, etc.) and works by detecting 
the most important frequencies of the 
application’s execution. These main fre-
quencies are strongly related to the inter-
nal loops of the application source code. 

Our second contribution is an automat-
ic methodology able to show general 
but non-trivial performance trends. The 
methodology is based on an analytical 
model. This model consists of several per-
formance factors that modify the value 

of linear speedup to fit the real speedup. 
If this real speedup is far from the linear 
one, we will detect immediately which 
one of the performance factors is under-
mining the scalability of the application. 

Finally, the third contribution is the auto-
matic detection of the optimal sampling 
frequency of applications. We show that 
it is possible to extract this frequen-
cy using spectral analysis. In case of 
sequential applications, we show that 
the use this frequency improves results of 
techniques focused on the reduction of 
serial application’s instruction execution 
stream. In case of parallel benchmarks, 
we show that the optimal frequency is 
very useful to extract significant perform-
ance information efficiently and accu-
rately.

Spectral Analysis of Executions of Computer Programs and its Applications on 
Performance Analysis

Data Flow Based System Level Modeling, Analysis, and Synthesis of
High-Performance Streaming Image Processing Applications

By Joachim Keinert 
(joachim.keinert@iis.fraunhofer.de)
Advisor: Prof. Dr.-Ing. Jürgen Teich
University of Erlangen-Nuremberg, 
Germany
October, 2009

This thesis investigates a novel system 
level design methodology for image 
processing applications based on multi-
dimensional data flow. Although not very 
wide spread, it has been demonstrated 
by different examples that this model of 

computation unifies the benefits of two 
completely different design approaches, 
namely data flow and polyhedral analysis. 
In particular, it leads to intuitive block-
based models for image processing algo-
rithms including sliding window opera-
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By Dirk Koch (koch@ifi.uio.no)
Advisor: Prof. Dr.-Ing. Jürgen Teich
University of Erlangen-Nuremberg, 
Germany
December, 2009

Dynamic partial run-time reconfigura-
tion of FPGAs allows the implementation 
of novel mechanisms for self-adapting 

By Francisco Javier García Blas 
(fjblas@arcos.inf.uc3m.es)
Advisors: Prof.Dr. Florin Isaila and 
Prof.Dr. Jesús Carretero

and self-healing in robust fault-tolerant 
embedded systems. In this thesis, novel 
methodologies for migrating both, hard-
ware and software tasks are proposed 
and evaluated. Additionally, we present 
how the execution between hardware 
and software execution can be swapped 
in a system. A novel communication 
architecture was developed in order to 

University Carlos III of Madrid
April, 2010

integrate partial modules at runtime. 
With this architecture, modules can be 
placed in a fine-grained two-dimensional 
grid while being able to communicate 
via a bus or dedicated point-to-point 
links. Moreover, a complete framework 
for implementing corresponding runtime 
reconfigurable systems is presented.

In the past few years the needs of 
scientific applications have triggered a 
continuous increase in scale of parallel 
systems, as demonstrated by the evolu-

Content Aware Architectures

Architectures, Methods, and Tools for Distributed Run-time Reconfigurable FPGA-based 
Systems

A Multi-Tier Cached I/O Architecture for Massively Parallel Supercomputers

By Rubén González García 
(gonzalez@ac.upc.edu)
Advisors: Mateo Valero , Adrian 
Cristal and Alex V. Veidenbaum
Universitat Politècnica de Catalunya 
(UPC)
December, 2009

This thesis presents content aware archi-
tectures, a group of processor techniques 
that explores the potential of utilizing 
data content for current and future archi-
tectures. Produced and consumed data 
in a current processor is a combination 
of user data and memory data structures 
(memory pointers).
User data has been shown to be predict-
able in some cases, small integer values 
being the most successful example, but 
some portion of them cannot be mod-
eled. Memory data structures stem from 
pointer-based data structures designed 

by programmers; moreover compilers can 
generate memory addresses that are only 
visible in the register file and some spill 
code; this data is derived from the principle 
of locality in Von Neumann Architectures. 
We collect this data related with memory 
references in the register file using a kind 
of value locality called d-similarity, where 
values can be grouped according to their 
d-similarity. Such d-similar value groups 
include small values, addresses and long 
values. D-similarity information was used 
to probe that content awareness can be 
applied in three different contexts in our 
thesis: data storage improvements, execu-
tion flow distribution, and memory hier-
archy improvements. First, data storage 
improvements were focused on register 
file design towards a more power efficient 
register file, which we term content aware 
register file, by applying data compression 
based on d-similarity. Second, execution 

flow was managed by data content; 
specifically we designed a clustered archi-
tecture, which we term content aware 
clustered architecture, where a content 
aware scheduler demonstrated to be a 
very simple and efficient mechanism to 
design content-aware processor back 
ends. Finally, memory hierarchy improve-
ments using d-similarity were applied on 
a traditional structure, the TLB; we term 
the resulting modified TLB as the content 
aware TLB, which was able to remove TLB 
accesses in most of the cases resulting in 
a 0-cycle TLB access time.
Future architectures will have to deal with 
memory hierarchy reorganizations and 
distributing execution flow for perform-
ance and power-efficiency; content aware 
architectures provide a solution towards 
this goal.

PhD News

tions, data reordering, border processing, 
parallel data access requirements, and 
data dependent decisions. Polyhedral 
analysis combined with graph algorithms 
that help to automatically and quickly 
determine the required buffer memory 
while considering different design trade-

offs. Furthermore, high-speed commu-
nication primitives can be automatically 
synthesized in hardware in order to inter-
connect modules with different com-
munication orders, while offering design 
alternatives for different throughput and 
chip area requirements. The obtained 

results exceed solutions generated by 
behavioral synthesis of one-dimensional 
data flow descriptions in both through-
put and chip size. This demonstrates that 
multidimensional data flow represents a 
promising technique for future system 
level design solutions.
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tion of Top 500.  However, the compu-
tational scale has not been matched by 
an increase in I/O scale. For example, in 
the design of earlier supercomputers the 
parallel I/O bandwidth was 1 GBps for 
every PFLOP, whereas in current solu-
tions it is 1 GBps for every 10 PFLOPs. 
Additionally, the hierarchical organization 
of current petascale systems and of the 
envisioned exascale platforms contrib-
utes to an increase of the I/O subsystem 
latency. In these hierarchies, file access 
involves pipelining data through several 
networks with incremental latencies and 
higher probability of congestion.

This PhD thesis presents a generic, scal-

By Heikki Hurskainen 
(heikki.hurskainen@tut.fi)
Advisor: Prof. Jari Nurmi
Tampere University of Technology, 
Finland
December, 2009

Satellite navigation has emerged to be 
one of our every-day technologies. The 
U.S. based Global Positioning System 
(GPS) was the first system to serve civilian 
users. Today, GPS is under modernization, 
Europe has devoted a lot of effort to build 
their own system GALILEO, and activities 
around the Russian GLONASS system are 
also being re-initiated.  The users benefit 
from having multiple systems with more 
satellites available. This can be made pos-

able, and parallel I/O architecture aim-
ing to transparently hide the latency of 
file system accesses to the applications 
in multiple-level platforms. Given the 
increasing hierarchy of networks involved 
in file accesses, our solution is designed 
to maximize the degree of overlap 
between computations, file I/O-related 
communication and file system access. 
The generic architecture is a middleware 
based on a multi-tier cache architecture, 
offering high performance file access 
through techniques such as collective 
I/O  and multiple-level asynchronous data 
staging strategies. Prototypes of our solu-
tions have been evaluated on both large 
teragrid clusters and the Blue Gene/P sys-

sible by the receiver being able to process 
the new modulations, and frequencies 
introduced in modern navigation sig-
nals. This thesis is about receivers for 
future Global Navigation Satellite System 
(GNSS). We mainly focus on baseband 
issues of a combined GPS and Galileo 
receiver, exploiting their similar Code 
Division Multiple Access (CDMA) signal 
structure and shared frequency bands. 
This work deals with the tools for research 
and development of such receivers, and 
outlines potential future receiver archi-
tectures. For the research community the 
biggest advantage in receiver simulators 
would be having a standardized research 
environment, enabling the fair compari-
son of results from different studies, e.g., 

tem from Argonne National Laboratory. 
Performance evaluations show that the 
combination of collective strategies with 
overlapping of computation, communi-
cation, and I/O may bring a substantial 
performance benefit to data intensive 
parallel scientific applications.

The results of this PhD work were accom-
plished in cooperation with research-
ers from Argonne National Laboratory 
(US), Northwestern University (US), High 
Performance Computing Center Stuttgart 
(Germany) and were published in 2 jour-
nal papers, 5 conference papers, 3 book 
chapters, and 2 PhD forums. 

in the area of multipath mitigation.  The 
Software Defined Radio (SDR) has been 
discussed in context on GNSS receivers 
before, in this thesis an overview of the 
current situation is given with a discus-
sion about hardware and software trade-
offs. Hardware engines are still dominat-
ing in commercial receivers, but more 
flexible SDR architectures are emerging in 
research tools. Finally, a novel approach 
of using a multicore processing platform 
architecture for GNSS receiver implemen-
tation is presented. This approach is seen 
to have great potential in future receiv-
ers, especially since it could also be used 
to realize other technologies, like wireless 
communication, in the same device.

Research Tools and Architectural Considerations for Future GNSS Receivers

From Run-Time Reconfigurable Coarse-grain Arrays to Application-Specific Accelerator 
Design

By Fabio Garzia 
(fabio.garzia@tut.fi)
Advisor: Prof. Jari Nurmi
Tampere University of Technology, 
Finland
December, 2009

This thesis focuses on the acceleration 
of different applications using run-
time reconfigurable coarse-grain arrays 

(BUTTER and CREMA). BUTTER is a gen-
eral-purpose accelerator, while CREMA 
is an adaptable template for designing 
application-specific computing arrays. In 
the studied cases, the main causes of per-
formance degradation are analyzed and 
classified as external and internal caus-
es. Different solutions are proposed to 
reduce the impact of external causes. The 
adoption of mechanisms to reduce the 

external overheads gives improvements of 
10× on average. The logic to reduce the 
communication overhead to and from the 
array occupies 0.6% of the total area but 
yields a speed-up of 15× for the transfer 
speed and 3× reduction of the overall 
cost of transfers. The new reconfiguration 
infrastructure gives an 8% improvement 
for the maximum operating frequency. 
The dynamic reconfiguration allows hid-
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ing the cost of reconfiguration behind 
the CREMA processing activity. The same 
consideration applies for control opera-
tions. Additionally, we consider the inter-
nal causes of performance degradation 
and propose a new model that can be 
easily adapted to a chosen application. 

For this purpose the author presents the 
CREMA template that can be tailored to 
application requirements, but keeps the 
possibility to share its internal resources 
using run-time reconfiguration. This new 
model can be used as a method to realize 
application-specific accelerators. The new 

design presents an application-specific 
accelerator that is 3×−4.5× smaller than 
the previous general-purpose devices and 
1.5×−5× faster. Mapping of Software-
Defined Radio (SDR) kernels shows per-
formance figures that approach real-time 
specifications. 
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