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Summary 
 
The HAMAM project seeks to offer a comprehensive view of all available data (i.e. multi-modal 
images, diagnoses, CAD and genetic risk etc.) for a particular patient, on a single workstation. 
This has required extensive research into methods to establish spatial correspondence 
between images, i.e. to “register” them, both intra-modality over time, and between modalities, 
for a given patient visit. This has been the focus of work package 3, “Imaging Spatial 
correlation”. Consultation with the project’s clinical advisors in work package 1, indicated that 
the most desirable multi-modal registrations would be between MRI and X-ray mammography 
(MG)  and between 3D breast ultrasound (3D-BUS) and MRI or MG.  MRI, MG and 3D-BUS 
are complementary modalities; MRI and MG are most commonly used in the workup of 
suspicious findings, whilst 3D breast ultrasound is a modality which is increasingly being used 
clinically. These multi-modal registrations are the focus of this deliverable. 
 
These are challenging registration tasks (from prone to supine and from prone to 
compressed), both from the point of view of the large and disparate deformations involved, the 
breast is clearly a highly deformable structure, but also because each modality captures very 
different information on the physical properties of the breast. Whilst the latter is exactly the 
reason why inter-modality image registration is attractive (to fuse the disparate information 
available), it complicates comparison of the target and transformed images during the 
registration process.  
 
For these reasons it is essential to incorporate as much prior knowledge into a given 
registration algorithm as possible. This reduces the likelihood of generating unrealistic 
solutions and helps to ensure that the algorithm is robust and accurate. In deliverable D3.2, 
“Prior Registration Models”, we addressed this issue by developing  both appearance change 
models and breast deformation models. Appearance change models capture the information 
required to simulate one modality from another, and for our applications we focused on 
simulating MG and US from MRI. Breast deformation models constrain the number of degrees 
of freedom of a transformation, limiting the number of parameters that must be optimized and 
helping to ensure that the transformation solution is one of a plausible set.  
 
There are a number of criteria that determine the choice of transformation model. Simple, 
linear, geometric transformation models (such as affine transformations or methods based 
upon distances to anatomical landmarks) are generally straight forward to implement, fast to 
compute and therefore easy to translate from research to clinical application. At the other end 
of the spectrum lie patient specific transformation models which offer highly non-linear 
deformations, capable of accurate replication of the true breast deformation. The latter are 
complex to build and control but offer great potential. They have therefore been the subject of 
much of our research and we devote an entire chapter in this report to the issues involved in 
their development and application to multi-modal registration. In parallel with this work, we 
have investigated whether simpler, geometric transformation models tailored to a specific 
application can produce sufficiently accurate transformations to be clinically useful. 
 
In deliverable D3.3, “Initial Multi-Modality Image Registration”, we reported our initial work 
incorporating these appearance and deformation models into algorithms to register MRI to MG 
and 3D-BUS. In this deliverable we describe and conclude the development of these 
registration algorithms. We present this work in three chapters.  
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Patient Specific Finite Element Transformation Models. In chapter 1 we describe development 
of patient specific transformation models which have been implemented using finite element 
methods (FEM). We indicate how we obtain the input to build our FEM models, with a focus on 
both supervised and unsupervised segmentation and meshing techniques. We relate to 
previous reports on segmentation and assess the suitability of the selected procedures for 
their use in the intended applications. We describe patient-specific biomechanical modelling 
frameworks for fast simulations of large breast deformations and compare the performance of 
homogeneous and heterogeneous materials (i.e. segmenting the breast into adipose, fibro-
glandular, muscle etc. tissue classes), as well as the benefits of anisotropic vs isotropic 
properties of these materials. We propose combinations of intensity-based registration with 
deformation simulation and suggest specialized fast and simple transformation schemes 
where other methods are not yet available, e.g. for the matching of MRI and 3DBUS. We also 
describe our evaluation of these transformation models, and in particular qualitatively compare 
the benefits and possible pitfalls of different FE models, and of combining deformation 
simulation with intensity-based registration.  
 
2D-3D MRI to X-Ray (MG) Registration. Chapter 2 describes and compares the application of 
the following three transformation models to the task of registering MRI and MG: 

1. A volume preserving affine transformation. We have evaluated this approach using 
manual annotations of 113 CC and MLO mammograms and the results indicate that 
an accuracy of around 15mm can be achieved. 

2. An ellipsoidal statistical deformation model (SDM). On a set of 10 cases this 
transformation model out-performed the affine registration achieving an accuracy of 
10mm. 

3. A patient specific FEM transformation. We have incorporated the FEM-based 
transformation models for mammographic plate compression, described in chapter 1, 
into registration algorithms for this application. By varying the configurations of these 
patient specific transformation models we will be able to evaluate the influence of 
factors such as homogeneity of breast tissue, anisotropy and the usefulness of 
including specific landmarks such as the nipple and chest wall. 

3D-3D MRI to Ultrasound Registration. Chapter 3 describes two alternative approaches to the 
registration of MRI to 3D-BUS.  

1. In the first approach we compare a number of analytic transformation models which are 
driven using anatomical landmark correspondences and measurements. These input 
parameters are the nipple location in both the MRI and 3D-BUS, the position and 
diameter of the cylindrical chest model in the MR image, and the breast thickness from 
the nipple to the chest wall in the 3D-BUS. This approach was tested using four cases 
with annotated lesions and a mean accuracy of 14mm was obtained using a volume 
preserving scaling approach. 

2. The second approach uses the patient specific transformation model described in 
chapter 1. For this application the MR image is deformed by gravity by rotating the 
volume from the prone to the supine position and a single plate compression is applied 
to mimic compression of the breast by the 2D-BUS transducer. This method also 
makes use of the nipple and chest wall locations identified either manually or 
automatically in both images. This method has been evaluated qualitatively for a single 
case and in this example good correlation was obtained for the skin and parenchyma 
of the breast.  

In work package 6 we will perform a more thorough validation and comparison of
methods.

 these 
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Introduction 
 
This report describes the development of algorithms to compute the correspondence between 
images acquired using different imaging modalites. The range of modalities being considered 
in the HAMAM project includes digital breast tomosynthesis, MRI, positron emission 
tomography and mammography, X-ray mammography, and 2- and 3-D ultrasound. We have 
focussed on registering the combinations which will have the greatest clinical impact: namely 
MRI to X-Ray mammography (MG) and MRI to 3D Ultrasound (3D-BUS). These tasks relate to 
general use case 4.2.1 “Fuzzy Cursor Locking” and, for the MRI to MG registration task, to 
specific use case 5.5 “Mammography – Magnetic Resonance High Risk Use Cases 
Refinements” defined in deliverable D1.2 “Documentation of Use Cases”. 
 
Relating these modalities is a challenging task because each is acquired with the breast in a 
very different position. MR images are acquired prone with the breast pendulous, whilst for 3D 
Ultrasound the woman lies supine and the breast is compressed against the chest wall due to 
gravity and the pressure of the US transducer. X-ray mammograms, however, are acquired 
with the woman standing and the breast compressed between parallel plates in either of the 
mediolateral oblique or cranio-caudal directions. 
 
The motivation for multi-modal image registration stems from the potential added value offered 
by combining information on the interaction of breast tissue with each of the imaging radiation 
types used. For instance, a recent study [2] concluded that MRI is “a worthwhile adjunct to 
mammography in a non-screening setting”. In young women with dense breasts and a family 
history of breast cancer, MRI has been shown to increase sensitivity [3] and is currently 
recommended for annual screening of high risk women, aged between 30 and 49, by the 
National Institute for Health and Clinical Excellence [4]. The differing appearance of breast 
tissue in each of these modalities, which offers such benefits if the data can be fused, is also 
the reason why it is such a challenging task to identify corresponding features between the 
images. This is because the appearance of a given region of anatomy will be very different in 
each of the images to be aligned, and there may even be no direct correspondence between 
specific boundaries of these anatomical regions. 
 
Deliverable D3.2 “Prior Registration Models”, addressed each of these issues, describing 
development of image similarity metrics, which can be used to measure the degree to which 
images are aligned, and appearance change models which can be used to simulate X-ray and 
Ultrasound images from MRI, based upon the physics of the image acquisition process. In 
addition, D3.2 described breast deformation models which we developed to capture 
deformation of the breast in a transformation between modalities.  
 
These transformation models vary in complexity and their specificity to a particular patient. The 
most complex of these are generated using finite element methods (FEM), in which a patient 
specific mesh of elastic elements is created, for example, from a prone MR image, segmented 
into relevant tissue types (e.g. fat, glandular, muscular etc.). The advantage of this approach is 
that it is a general technique that is highly adaptable to different breast geometries (size, 
shape and internal anatomy) but can also be used to model very disparate deformation types 
(i.e. both prone to supine for MR to 3D-BUS registration, and mammographic compression for 
MRI to MG). Whilst the generated models incorporate large numbers of elements (degrees of 
freedom), which enables highly non-linear deformations to be captured, the number of input 
parameters required to specify a given deformation (such as the direction of gravity or the 
distance between the compression plates) can be very small. A low number of parameters 
reduces the size of the transformation search space, simplifying the optimisation process. 
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However the transformation should also be specific to the type of breast deformation that will 
occur. Thus the goal is a transformation model with a low dimension parameter space that can 
be searched efficiently, constrained to the set of plausible deformations for a given registration 
task. This encapsulates the potential power of a FEM-based transformation approach. 
Harnessing this power efficiently, however, necessitates choosing between a number of 
factors governing both the building the FE model and obtaining an image transformation. 
Therefore decisions must be made as to the type of solver to use, the FE mesh type, the strain 
formulation and the tissue material properties etc. The complexity of this topic is such that we 
dedicate chapter 1 to describing our evaluation of the factors governing the development of 
FEM-based patient specific transformation models. In chapters 2 and 3 we apply these patient 
specific methods to the registration of MRI and MG (chapter 2) and MRI and 3D-BUS (chapter 
3).  
 
In addition to the patient specific approach, we have developed a range of generic 
transformation models to determine whether the computational complexity of the FEM based 
approach is justified for specific applications. For MRI to MG registration we have applied both 
a generic, volume-preserving, affine transformation and a statistical deformation model (SDM) 
created from a set of biomechanical simulations of an ellipsoidal breast model. The SDM 
captures the complex mammographic plate compression in only eleven degrees of freedom, 
and should be straight forward to apply in routine clinical practice. These methods are 
described in chapter 2. 
 
We have also developed additional methods for registering MRI and 3D breast ultrasound 
using simpler analytic transformation models. These have included both intensity based 
techniques, which estimate ultrasound appearance from MRI using a model of the interaction 
of ultrasound with breast tissue, and feature based approaches, which compute a smooth 
deformation using the correspondence of specific landmarks such as the nipple and chest 
wall. This work is described in chapter 3. 
 
A core component of many of these registration algorithms is segmentation of anatomical 
structures. Segmentation techniques are used by feature-based registration algorithms to 
compute correspondences directly; by transformation models to establish boundary conditions 
or associate specific material properties to tissue; and by appearance models to allow a 
particular modality to be simulated from an image of a different modality. Where appropriate 
therefore, we reference segmentation methods developed in other tasks of the project. These 
include: 

• fully automated segmentation of breast outline and pectoralis muscle from T2 MRI 
[approach of Lei Wang used for MEVIS FEM setup] 

• Fully automated segmentation of fat and fibro-glandular tissues from pre-contrast 
breast MRI, developed in task 3.2 [1]. This is used by the MRI to X-ray registration to 
simulate a mammogram from an MRI and to assign material properties to tissue for the 
UCL FEM models.  

The developed methods have been evaluated and tested using artificial, simulated, and 
clinical data. A thorough technical and clinical validation, as well as a direct comparison of 
algorithms will be carried out in work packages 6 and 7. The results demonstrate the clinical 
potential of all the developed methods, though further development work may be required, in 
particular to combine speed and accuracy, to make the algorithms suitable for routine use.  
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1. Patient Specific Transformation Models [UCL, FME] 
 
In general, two options exist to model deformations of breast between two transformed states: 

• patient-specific transformation models, and 
• generic/analytic/geometric transformation models. 

This chapter describes the research undertaken to build patient-specific models of the breast. 
Patient-specific models commonly employ simulation frameworks that make use of finite 
difference or finite element solvers. Variants of the latter were employed in our research, on 
different types of models. 
 
The level of model detail is flexible: we explored both very simple models consisting only of 
one tissue type in the breast and a very limited numbers of finite elements, and more complex 
models where fatty tissue, parenchyma and even tumour were explicitly modelled with 
different material parameters. 
 
The common aim of all this work was to provide a patient-specific biomechanical modelling 
framework for accurate, fast and large deformation simulation of the breast. A number of 
different approaches were explored: 

• strain formulation (linear/non-linear) 
• solver type (implicit/explicit) 
• implementation type (CPU/GPU) 
• mesh types (single/multi-level) 
• material parameters (multiple tissue/integrated tissue) 
• geometry accuracy (voxel-level detail/coarse representation) 

This chapter is divided into six sections. In section 1.1 we discuss the issues involved in 
constructing patient specific biomechanical breast models, i.e. segmenting the breast into 
tissue types, creating an FE mesh, assigning material properties to the elements and setting 
up boundary conditions using a mammographic plate compression example.  In section 1.2 we 
describe a dynamic explicit FE method to perform the deformation simulation using a GPU-
accelerated solver which is available as an open-source package. Section 1.3 addresses the 
problem of obtaining suitable material properties for individual tissue classes, given that 
reliable values are not available from the literature. The approach described optimises the 
material property by calculating the similarity between the FE predicted deformed model with 
the target image. Section 1.4 describes an alternative FE solver approach which uses a fast 
dynamic implicit solver and an isotropic non-linear material law in which the per-element 
elastic modulus is updated at every simulation step. In Section 1.5 we evaluate these solvers 
for contact modeling, mammographic plate compression and qualitatively for prone supine 
deformation. Finally in section 1.6 we make some concluding remarks. 

1.1 Building Finite Element Breast Models  
 
To generate a patient-specific FE model from the image volumes, we used two different 
procedures. Both follow three steps: (1) tissue classification/segmentation, (2) FE volumetric 
mesh generation and (3) FE model construction. Both the tissue segmentation and the FE 
mesh generation often require manual intervention. In our research, several semi-automatic 
segmentation approaches and fully automated mesh generation methods were implemented in 
order to minimize manual intervention and reduce the time for FE model construction. 

HAMAM – D 3.6 Final Multi-Modality Image Registration 7 
 
 



HAMAM 
WP 3.6 
 
 
 
 

1.1.1 Segmentation and Tissue classification 
 
MR volume images were segmented into fat, fibroglandular tissue, pectoral muscle and 
tumour (if present). For some of the data, the segmentation of the pectoral muscle was done 
manually using an interactive tool in ANALYZE (www.analyzedirect.com), while the T2-
weighted volunteer data was eligible to be segmented automatically into fibroglandular tissue 
using a Fuzzy-CMeans clustering algorithm and a Hessian-based filter to segment the pectoral 
muscle automatically [6]. This work is described in deliverable D3.5 “Final Report on Modality 
Specific Preprocessing”. 
 
Once the pectoral muscle is segmented, an automated method, integrating an intensity model, 
a spatial regularization scheme and bias field inhomogeneity correction, is used to segment fat 
and fibroglandular tissue from the pre-contrast breast MR image [1]. The method consists of 
an Expectation-Maximization (EM) algorithm with a Markov random field (MRF) regularization. 
Compared to threshold methods, this method gives more details of the fibro-glandular tissue 
and outputs the probability of each tissue type for each voxel to incorporate the partial volume 
effect (i.e. a voxel may represent more than one kind of tissue). For the sake of simplification, 
we assumed that a voxel had a specified tissue type if its probability value was more than 0.5 
for this tissue type.  
 
For tumours, there is also a choice of segmentation algorithms available from the HAMAM 
project (see deliverable D4.3 “Final Module and Report on Quantitative MR Features”). For 
this work, they have been segmented manually using ANALYZE. Thus the tissue type was 
fully determined for every voxel in an MR image. Figure 1 shows the tissue structure of a 
breast in the images before and after segmentation. 
 

 
Figure 1: Breast image slice (a) original MR slice (b) after segmentation (c) after tissue 
assignment to FE elements. 

 
 

 

To generate the volume mesh of a breast, the surface of each tissue type was first determined 
from segmented MR images using a marching cube algorithm [7]. The tissue segmentation 
eliminated surface ambiguities in the marching cube process. The surface generation process 
was very fast due to direct triangulation from a look-up-table of properties for the marching 
cube routine. To obtain the computational efficiency for FE analyses, smoothing and 
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decimation processes were employed. Figure 2a shows the surfaces of four different tissues 
extracted from the segmented MR image shown in Figure 1b.  
 

 
Figure 2: An example of tissue models (a) 3D surfaces of four tissue types (b) 3D FE 
volumetric mesh representing four tissue types with a total of 161997 4-node tetrahedron 
elements.  

1.1.2  Finite element mesh generation 
Mesh generation is often the most time consuming part in FE analyses. It is still a challenging 
task to mesh arbitrary numbers of multiple material domains. Although commercial software, 
such as HypermeshTM, SimplewareTM, can be used for multi-domain meshing (simultaneously 
meshing a volume containing multiple regions whilst preserving their boundaries), they require 
time-consuming manual intervention and repair. For example, it was reported that brain FE 
meshes were manually generated between one and two working days with Hypermesh [8].  
 
To facilitate the automation of FE meshing in the HAMAM workstation, we have implemented 
different meshing variants for comparison. The two general options are to use either regular 
meshes where all voxel corners become mesh vertices (all elements have the same shape in 
the hexahedral case or one of five shapes for tetrahedral meshes) or irregular meshes 
constructed from a surface representation only, and governed by mesh quality criteria and 
maximum element sizes etc.  
 
In our experiments so far, we have only used tetrahedral meshes. For all of the experiments, 
we used a single-domain tetrahedral meshing algorithm to automatically generate a patient-
specific 3D volumetric mesh based on the tissue surfaces extracted from segmented MR 
images. The automatic process of tetrahedral meshing consisted of two steps, a coarse 
meshing process followed by a refining process. A coarse mesh was generated from the 
whole surface of a breast with Tetgen (http://tetgen.berlios.de/), an open source mesh 
generator for 3D tetrahedron meshing. To generate an FE mesh, accurately representing the 
geometry of each tissue type, the coarse mesh was refined by using the sparse points on the 
surfaces of each tissue type except fat, as additional insert points in Tetgen. Figure 2b 
illustrates a 3D FE mesh generated from the surfaces of the whole breast and four tissue 
types, of Figure 2a. Breast tissues are highly incompressible, therefore a 4-node linear 
tetrahedral element type with an improved nodal-average pressure (ANP) formulation [9] was 
employed in order to prevent over-stiffening and volumetric locking in tetrahedral elements. 
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In addition, we compared the results of a number of simulations on regular tetrahedral 
meshes, where each MR input image voxel was converted to five tetrahedra. A hierarchy with 
a user-defined number of levels can easily be built on such a regular grid, enabling very fast 
implicit solvers (see below for details). For image volumes resampled to isotropic 2.5 mm 
voxel side lengths, the finest level will have 100k to 150k elements, and three hierarchy levels 
are sufficient for interactive updates in the simulation. The setup of such a regular mesh is 
extremely fast; on a MacBookPro i7 it takes only a few seconds to generate a 150k element 
mesh, compared to a few minutes for a Tetgen-generated irregular mesh of the same size. 
 

1.1.3 Tissue type assignment for FE mesh  

The tissue type was automatically assigned to each 3D element in an FE mesh based on 
tissue classification results for each voxel in an MR image (Figure 2). The final tissue 
distribution within the FE mesh was shown in Figure 1c. Compared with the tissue distribution 
in the segmented MR, as shown in Figure 1b, the tissue assignment to the FE mesh shows a 
sufficient approximation to the tissue representations. Obviously the finer the mesh, the more 
precise the assignment of tissue type will be. However, a finer mesh also means more 
computational time in FE analyses. Therefore mesh resolution is a compromise between the 
accuracy of the tissue type representation in an FE model and computational time in FE 
analyses.  

1.1.4 Loading and boundary conditions 
 
Unlike previous breast MRI deformation studies, where displacement boundary constraints 
were applied on the surface nodes of an FE model [12-14], the breast deformation under plate 
compression was modelled with a contact model in this study. Contact boundary conditions 
more closely mimic the reality of, for instance, a mammographic compression and are 
generally simpler to set up than displacement boundary conditions. Figure 3a is an FE model 
for breast compression. As shown in this figure, one plate is fixed and the other will move to 
compress the breast. Two contact pairs were defined, moveable plate v.s. breast tissue, and 
fixed plate vs. breast tissues. The compression plates were considered as rigid bodies and 
breast tissues were defined as deformable bodies. We assumed the contact between 
compression plates and breast tissues was frictionless. The positions of the two plates before 
and after compression were determined based on the position of the MR visible fiducial 
markers attached to the plates and the surfaces of compressed breasts. All the surface nodes 
of the pectoral muscle attached to the chest wall were constrained in the z direction (i.e. 
anterior-posterior direction). Figure 3b shows a deformed FE mesh after compression.  
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Figure 3: Finite element model for breast deformation analysis (a) before compression (b) after 
compression 

1.2 Dynamic explicit FE method  
 
The breast deformation was previously considered as a static or quasi-static problem, and was 
analyzed using static implicit FE methods [13, 15, 16] or dynamic explicit FE methods [17, 18]. 
In static implicit FE methods, nonlinear equations are solved iteratively at incremental time 
points. In dynamic explicit methods, partial difference equations are solved by using small time 
increments, without iterations and without requiring the assembly of tangent stiffness matrices. 
Although dynamic explicit methods were developed for the transient dynamic analyses, they 
are also suitable for quasi-static processes when inertial forces were kept at negligible levels. 
The dynamic explicit method was specially favored for nonlinear contact analyses due to its 
simplification for the treatment of contact [19].  
 
For a dynamic FE analysis, the motion equation of the discretized system is written as [20] 

RK(u)uuDuM =++ &&&       (8) 

where are the displacement, velocity and acceleration vectors of the finite 
element assemblage; M is the constant mass matrix, D is the constant damping matrix, K(u) is 
the stiffness matrix which is a function of u, and R is the vector of externally applied loads. The 
three terms on the left of (8) represent inertia forces, damping forces and internal forces, 
respectively. Either explicit (e.g. central difference operator) or implicit (e.g. Newmark operator 
and backward Euler operator) time integration schemes may be used. Implicit schemes 
calculate dynamic quantities at current time based not only on values at previous time, but 
also on these same quantities at current time. Therefore, nonlinear equations must be solved. 
Explicit schemes, as used in ABAQUS/Explicit and LS-DYNA, calculate dynamic quantities at 
the current time based on available values at previous time.  

uuu &&&  and  ,

 
It can be shown that the explicit method can be solved without iteration, matrix inversion or 
matrix factorization. The use of diagonal element mass matrices is the key to improving 
computational efficiency without factorizing a matrix in order to solve a system of nonlinear 
equations. Additionally, because there is no requirement for assembling the global stiffness 
matrix, the solution can essentially be carried out on the element level with relative little high 
speed storage. Using this approach, systems of equations at very large order could be solved 
effectively in parallel mode. In contrast to implicit methods which are unconditionally stable 
and can have a large time step size, explicit methods are conditionally stable and generally 
require a relatively small time step size. The time step  should be smaller than a critical 
value, , which can be estimated from the mass and stiffness properties of the complete 
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element assemblage [20]. Generally, a smaller time step is required for stiffer tissues. The 
initial conditions and the loading rate are chosen such that inertial effects are negligible. 
 
The dynamic explicit FE solution procedure described above was implemented using the GPU 
open source FE solver, NiftySim (http://niftysim.sourceforge.net/). In the developed GPU-
based dynamic explicit FE solver, both geometrical and material nonlinearity could be handled. 
Three element types were included: 8-node linear hexahedron elements with reduced 
integration, 4-node linear tetrahedron elements and 4-node linear tetrahedral elements with an 
improved nodal-average pressure formulation for nearly incompressible materials or 
incompressible materials [9, 21]. Six nonlinear material constitutive models were implemented, 
including neo-Hookean hyperelastic, Arruda-Boyce hyperelastic, polynomial hyperelastic, 
transversely isotropic hyperelastic, neo-Hookean visco-hyperelastic and transversely isotropic 
visco-hyperelastic. More recently, we implemented a kinematic type contact algorithm [22] for 
modelling the interaction between a deformable object and a rigid object (e.g. breast tissues 
and rigid compression plate in X-ray mammogram). In this algorithm, a rigid master surface 
and a deformable slave surface are defined, and slave nodes found to have penetrated the 
master surface are relocated to the closest point on the latter during deformation simulations, 
approximating a frictionless interface. Arbitrary sliding of a node over the contact surface is 
allowed.  

1.3 Breast compression analysis with simultaneous material optimization 
 
Breast morphology varies with changing physiological conditions and age of a woman. It is 
also highly variable across individuals [23]. The measured material property parameters were 
also different under different constraints and loading conditions. To date, most experimental 
work on biomechanical properties of breast tissues has been confined to ex vivo tissue 
samples [24, 25] or restricted to small strain studies [26]. These measured data are not 
suitable for patient-specific in vivo modelling.  
 
In this study, rather than arbitrarily choosing ex vivo data or using pre-optimised material 
model parameters [13], we modelled the patient specific breast deformation under plate 
compression using a simultaneous material parameter optimisation process. Figure 4 presents 
a flowchart diagram for patient specific deformation modelling of breasts, which could be 
described by the following six steps: 

Step 1: Create the FE model of a breast from its original MR image before deformation 
following the procedure described in Section 1.1, and initialize the material parameters of 
breast tissues using ex vivo data reported in literature. 
Step 2: Calculate the deformation field using contact boundary conditions and the GPU-
based explicit FE solver introduced in Section 1.2 as a solver.  
Step 3: Generate an FE predicted deformed MR image by applying the calculated 
deformation field from Step 2 to the original MR image of the breast before deformation, 
through interpolation over elements using element shape functions. 
Step 4: Calculate the image similarity (e.g. normalized mutual information, cross 
correlation) between the FE predicted deformed MR image and the original MR image of 
the breast after deformation.  
Step 5: Check whether the image similarity measure has been maximized or the maximum 
iteration number has been reached. If both are not satisfied, update material parameters of 
tissues based on a global optimization algorithm (e.g. simulated annealing, SA or genetic 
algorithm), then Go to Step 2; or else Go to Step 6. 
Step 6: Output the best deformation estimation for the compressed breast. 
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Figure 4: A flowchart diagram of patient-specific deformation simulation procedure of breasts 
with a simultaneous material parameter optimization 

 
In the deformation analyses, the best estimation for breast deformation was found by using 
constrained optimization, i.e. by maximizing the image similarity between the predicted MR 
image and the original deformed MR image of a breast. The image similarity was measured 
with normalized mutual info fined as  rmation (NMI) [27], de

NMI A, B H A H B
H A,B

       (9) 

where,  was the Shannon entropy of the experimentally measured original MR image, 
 denoted the entropy of the FE predicted MR image and ,  was the entropy of the 

joint distribution of the R image and the FE predicted Image. The objective 
function was defined as:

 measured M
 

arg min NMI   subject to  lb     (10) 

where  was the material parameter vector with the lower bound constraint, lb, and the upper 
bound constraint, ub. NMI was a function of p, defined as , ,  for the transversely isotropic 
hyperelastic model. A hybrid simulated annealing algorithm was chosen for the global 
optimization. The global search was performed using the MATLAB simulated annealing 
function, simulannelbnd, to find parameter values near the optimum; then with these 
parameter values as initial values, the local search was performed by calling the MATLAB 
constrained nonlinear optimisation function, fmincon. Since a number of iterations were 
involved, it is very time consuming to use a commercial FE package such as ABAQUS or 
ANSYS as an FE solver, typically requiring several hours CPU execution time for each 3D FE 
simulation. Because of its high speed execution, the GPU-based dynamic explicit FE solver 
[18, 28] was well suited for this application.  
 

1.4 Emulating non-linear tissue properties in a fast dynamic implicit model 
 
In this section we describe an alternative FE solver approach which uses a fast dynamic 
implicit solver. Since non-linear material laws are prohibitive in the solver for a dynamic implicit 
model, we have conducted experiments based on a linear, isotropic material law in a fast 
dynamic implicit solver. Our goal is to integrate into this framework an isotropic non-linear 
material law by adjusting the per-element elastic modulus in every simulation step.  
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The tissue segmentation for these experiments has been done with a fully automated 
implementation described previously (see deliverable D4.3 “Final Module and Report on 
Quantitative MR Features” and [6]). It yields the breast outline and a mask for the delineation 
of pectoral muscle and breast tissue. We use a homogeneous breast model, based on the 
argument that the finite elements are too large to capture the difference between adipose and 
fibroglandular tissue, and also given the hypothesis that the fibroglandular tissue as well as the 
Cooper’s ligaments are probably very anisotropic in their behavior, such that a different model 
would be required for accurate modelling. However, to assess the influence of the 
fibroglandular tissue in the simulation, a simple Fuzzy-CMeans clustering algorithm can be 
tuned to segment the fibroglandular tissue automatically. We have examined the simulation 
taking the fibroglandular tissue into account with a higher elastic modulus.  
 
The core element in the simulation of non-linear tissue properties in the fast dynamic implicit 
solver framework is the calculation of each element’s new elastic modulus in each time step of 
the simulation. This update can be based on different metrics, particularly those representing 
the element stress under gravity or other forces. We have implemented several geometric and 
other stress norms, including the von Mises stress that computes a scalar stress metric out of 
all elements of the symmetric stress tensor [29]. 
 
Computationally, this approach has several beneficial properties. It avoids complicated 
measurements to determine non-linear material parameters, and by being based on Hooke’s 
law, it can be integrated into existing linear elastic code, thereby assuming non-linear or co-
rotated strain formulations to enable large deformations. We approximate microscopic material 
tissue properties on a macroscopic scale by effectively stiffening the material under load to 
avoid unnatural behavior, e.g. inverted finite elements. The API to call the simulation code 
does not require determination of stress or strain values and therefore the method is 
transparent to the strain formulation (co-rotated or Green strain). Interactive speed of the 
simulation is maintained regardless of this addition, making it feasible for peri-interventional 
application. These methods have been described in more detail elsewhere [30, 31]. 
 

1.5 Evaluation Results 

1.5.1 Evaluation of FE Solver for Contact Modelling and Mammographic Plate Compression 
 
We first evaluated the performance of the GPU-based dynamic explicit FE solver for contact 
modeling. Then the proposed method was used to analyze the breast deformation under plate 
compression for five in-vivo MRI compression cases. All the analyses were performed on a 
personal computer (Intel dual-core 3.4GHZ, 4GB, windows 7 32 bit operation system). The 
GPU-speedup was supported with a graphics card, NVIDIA GeForce GTX 285 with 1GB 
memory. 

1.5.1.1 Evaluation of FE Solver for Contact Modelling 
 
The GPU-based dynamic explicit finite element solver had been evaluated in previous studies 
[11, 18, 28]. In this study, we only evaluated the new implementation of a frictionless contact 
model for breast compression analyses. We considered the breast compression as a quasi-
static process. The FE model for Case 1, as shown in Figure 3, was used as a numerical 
example. We assumed that the breast consisted of one homogeneous and isotropic material. 
An isotropic neo-Hookean material model with initial Young’s modulus in the undeformed state 
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equal to 10 kPa, Poisson’s ratio 0.49 and mass density of 1000kg/m3 was employed. The 
geometric nonlinearity was considered due to large strain.  
 
To evaluate the proposed algorithm, simulation results obtained from our dynamic explicit FE 
solver, NiftySim, were compared with those calculated with commercial FE solvers, 
ABAQUS/Standard, a static implicit solver and ABAQUS/Explicit, a dynamic explicit FE solver. 
As an explicit FE solver, ABAQUS/Explicit can handle much larger deformation than 
ABAQUS/Standard, without requiring remeshing. For facilitating the comparison, the maximum 
compression in this numerical example was set to 25% of the maximum thickness of the 
breast between the two plates. This was the maximum compression that the solution with 
ABAQUS/Standard can achieve before requiring remeshing, a difficult and time consuming 
task.  
 
Figure 5 shows 2D slice images from calculated MR volume images for a compressed breast 
with three FE solvers, NiftySim, ABAQUS/Standard, and ABAQUS/Explicit. All three calculated 
images of the compressed breast, as shown in Figure 5 a-c, cannot be distinguished from 
each other visually. To find how different two images are, the difference images are obtained, 
as shown in Figure 5d and Figure 5e. Figure 5d is the difference image between the 
ABAQUS/standard calculation and the ABAQUS/Explicit calculation, which has a maximum 
displacement difference of 0.5 mm. Figure 5e is the difference image between the 
ABAQUS/Explicit calculation and the NiftySim calculation, which has a maximum displacement 
difference of 1.2 mm within the region between the two compression plates. The small 
difference of calculated displacements between NiftySim and ABAQUS/Explicit shows that 
NiftySim can provide essentially the same accuracy for deformation prediction as 
ABAQUS/Explicit. However, compared with ABAQUS/Standard and ABAQUS/Explicit, 
NiftySim required much less computation time, e.g. in this example, 16s for Niftysim (GPU 
version), 601s for NiftySim (CPU version), 104 minutes for ABAQUS/Standard and 312 
minutes for ABAQUS/Explicit. 
 

 
Figure 5: A comparison of 2D slice images in the X-Z plane (y=0) from calculated MR images 
with three different solvers: (a) ABAQUS/Standard (b) ABAQUS/Explicit (c) NiftySim. The 
difference images are shown in (d) difference image between ABAQUS/Standard and 
ABAQUS/Explicit results and (e) difference image between ABAQUS/Explicit and NiftySim 
results. 

1.5.1.2 Evaluation of FE Solver for Mammographic Plate Compression  
 
To evaluate methods for patient-specific biomechanical modelling of breasts subject to large 
deformations, we analysed five volunteer data sets with and without breast compression. As 
described in our recent work [5], a specially designed experimental rig consisting of a support 
structure, a fixed plate and a movable plate, was used to compress breasts similar to the 
compression process occurring during X-ray mammography or MR image guided biopsy [4]. 

HAMAM – D 3.6 Final Multi-Modality Image Registration 15 
 
 



HAMAM 
WP 3.6 
 
 
 
T1 MR image data were acquired for both uncompressed and compressed breasts in prone 
position. Uncompressed MR images were acquired when the breast of a patient was placed 
between the two parallel plates without any applied force from the movable plate. Compressed 
MR images were acquired after the movable plate was moved manually toward the fixed plate 
as much as the patient could comfortably tolerate. The maximum compressions on breasts 
were within the range of 19%-50% of initial breast thickness. The MR images had a voxel size 
of 1.0x1.0x2.5mm3. For each case, 12 internal landmarks and 4 fiducial markers in the 
uncompressed MR image of a breast and their corresponding positions in the compressed MR 
image were identified. 
 
Table 1 lists the maximum compression and the tissue types of breasts for these five cases. 
The breast compression in the plate compression experiments and FE simulations was 
controlled by the applied displacement on the moveable plate. Therefore, the breast shape 
change was determined only by relative values of material model parameters of tissues. Here 
we chose fat as the reference material with an initial Young’s modulus of 10kPa. The upper 
and lower limits of three material parameters used in the optimization process were E (100Pa-
1MPa),  (0.45-0.4999) and  (1Pa-1MPa). 
 

Patient Breast Volume 
(cm3) 

Maximum 
Compression (%)

Tissue Types 

Case 1 1364 31.9 Fat, Fibro-glandular, muscle, tumour 
Case 2   865 38.9 Fat, Fibro-glandular, muscle 
Case 3   464 40.0 Fat, Fibro-glandular, muscle 
Case 4 1064 50.4 Fat, Fibro-glandular, muscle 
Case 5   716 19.4 Fat, Fibro-glandular, muscle 

 
Table 1: Maximum compressions and tissue types of the breasts [14] 

 
Previous experimental observations suggested that in all five cases the breast under plate 
compression exhibited an anisotropic deformation behavior, with a reduced elongation in the 
anterior-posterior direction and an increased stretch in the inferior-superior direction [14]. The 
anisotropic effect of breast tissues had been investigated by using a linear transversely 
isotropic elastic model and simulating the plate compression by applying displacement 
constraints to the surface nodes of the breast. Here we modeled the interaction between the 
compression plates and breast tissues with a frictionless contact model and used nonlinear 
material models due to large strain. Figure 6 shows a comparison of the breast shape change 
using a frictionless contact model, with isotropic neo-Hookean hyperelastic model and 
transversely isotropic neo-Hookean hyperelastic model. Solid lines denote the boundaries of a 
breast in original MR images, and dashed lines represent the boundaries of a breast in FE 
predicted MR images. As shown in Figure 6a, the stretch in the y-direction dominates the 
breast deformation, showing an anisotropic behaviour. Figure 6b clearly shows that the 
isotropic neo-Hookean model is insufficient to predict the breast shape change, and Figure 6c 
indicates that the transversely isotropic neo-Hookean hyperelastic model with a simultaneous 
material parameter optimization can accurately capture the breast shape change under plate 
compression. 
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Figure 6: A comparison of breast shape change before and after compression with different 
material models (a) original MR images (b) simulated MR images with an isotropic neo-
Hookean hyperelastic model (c) simulated MR images with a transversely isotropic neo-
Hookean hyperelastic model. 

 

In the FE analyses, four kinds of material models were considered: (a) isotropic homogeneous 
model, the breast was composed of one homogeneous material and modeled with isotropic 
neo-Hookean hyperelastic model; (b) isotropic heterogeneous model, the breast was 
composed of different tissues and modeled with isotropic neo-Hookean hyperelastic model; (c) 
anisotropic homogeneous model, the breast was composed of one homogeneous material and 
modeled with transversely isotropic neo-Hookean hyperelastic model; and (d) anisotropic 
heterogeneous model: the breast was composed of different tissues and modeled with 
anisotropic neo-Hookean hyperelastic model. Figure 7 shows an example of an FE predicted 
MR image with transversely isotropic heterogeneous material model (Case 2). The prediction 
performance of the proposed approach was evaluated by calculating the Euclidean distance 
errors of 16 landmarks. The results are listed in table 2. From the change of the mean errors 
we find that the prediction accuracy of FE analyses can be significantly improved when the 
breast is treated as a heterogeneous material or considered as anisotropic materials. The 
anisotropic heterogeneous material model gives the best estimation. Considering the 
uncertainty during MR imaging, e.g. the breast deformation due to patient’s movement, 
boundary constraints between pectoral muscle and chest wall and positions of compression 
plates etc., the proposed method provides very reasonable predictions in breast compression 
deformation for all the cases. 
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Figure 7: A example of 2D image slice of a breast at the X-Z plane(y=0) before and after 
compression(Case 2): (a) original undeformed MR image (b) original deformed MR image (c) 
FE predicted MR image with a transversely isotropic heterogeneous model 
 

 
 

Patient 
Landmark 

Displacement 
(mm) 

Euclidean distance error (mm) 
Anisotropic

Hetero. 
 model 

Anisotropic
Homo. 
 model 

Isotropic 
Hetero. 
model 

Isotropic
Homo. 
 model

1 27.6±8.2 5.9±2.8 8.5±2.9 10.3±3.2 19.5±3.7
2 16.6±3.9 3.9±1.9 5.9±2.7 5.3±2.2 8.4±3.8
3 23.3±6.4 5.7 ±2.9 6.0±3.1 6.6±3.3 13.5±3.9
4 42.1±8.5 9.5±3.9 11.1±4.2 11.5±4.3 20.4±6.8
5 13.9±2.7 3.1±1.7 3.9±1.6 3.6±1.8 5.1±1.9

Table 2: Euclidean distance error of landmarks based on FE prediction . 

1.5.2 Evaluation of Fast Implicit Solver with Elasticity Update for Prone Supine Deformation 
 
Four volunteer data sets were acquired of women imaged in prone and supine positioning. A 
T2-weighted sequence was run on a 3T scanner to depict fine detail of the breasts suitable for 
automated segmentation of tissues 
 
No quantitative assessment of the fast implicit solver has been conducted to date. 
Qualitatively, the simulation of the prone-to-supine deformation works best for medium-sized 
breasts. The deformations of large and fatty-replaced breasts, however, are not adequately 
captured by the current simulation system (cf.Figure 8). This may partly be due to the isotropic 
homogenous material, but also because the automatic generation of boundary conditions was 
not always successful, leaving unconstrained vertices in places under large stress. This had 
the largest impact in the case of large breasts, where the load on the unconstrained vertices 
lead to the inversion of tetrahedra.  
 
However the results are promising, and we are working on the establishment of more reliable 
boundary conditions to ensure stable simulations of larger deformations. The simulation of the 
dynamic deformation takes only seconds from the prone state into the supine state (i.e. 
applying 2g, where g is the force of gravity). We have mapped the results of these simulations 
to MRI scans taken in the supine position (grey underlay in Figure 8). The color map shows 
the distance of each surface vertex of the deformed mesh to the closest surface vertex of the 
mesh representing the supine MR scan. 
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Figure 8 Distance measurements between original prone and supine surfaces derived from 
prone/supine MRI scans (top row) and simulated supine (from prone) and original supine 
surfaces (bottom row) for different data sets (from left to right). A uniformly scaled color map 
(green to red: 0 to 90 mm distance) was used for all images to visualize the distances. 

 
 

Figure 9: Comparison of deformation options. Left: undeformed. Middle: Different 
tissue types. Right: Non-linear material law.  
 

 
We have also compared the simulation based on tetgen-generated meshes with regular 
tetrahedral meshes in a multigrid approach. The qualitative differences are noticeable when 
the numbers of elements are changed, but for comparable mesh sizes, no visible differences 
have been noted.  
 
Using regular hierarchical tetrahedral meshes, we have compared homogenous and 
inhomogenous materials, using the mask resulting from an automatic parenchyma 
segmentation to set the elastic modulus of the elements representing fibroglandular tissue. 
Figure 9 shows the undeformed mesh (left), the simulation with two tissue types within the 
breast having different elastic moduli, and the mesh deformed using the non-linear material 
law implementation described above. Evaluations using landmark positions are still to be 
performed. 
 

1.6 Conclusion 
 
In this study, we proposed a patient-specific FE modeling framework for large deformation 
prediction of breasts, supported by a fast GPU-based dynamical explicit nonlinear FE solver. 
To minimize manual intervention and reduce the total time for patient-specific modeling, we 
implemented a semiautomatic method for tissue classification and a fully automated method 
for mesh generation. To avoid the difficulty in determining material property parameters of soft 
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tissues in vivo for FE analyses, we presented a novel FE simulation approach with a 
simultaneous material parameter optimization for breast tissues. Numerical simulation results 
showed that the prediction accuracy on the displacements of landmarks could be significantly 
improved when breasts were considered composed of anisotropic materials. This method has 
been incorporated into the MRI to X-ray registration frame work described in the chapter 2, 
and could be applied to  the prone MRI to supine 3D-BUS registration problem addressed in 
chapter 3. 
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2. 2D-3D MRI to X-Ray Registration [UCL, ETHZ, FME] 
 
In this chapter we describe development of an MRI to MG registration algorithm. As indicated 
in the Introduction we consider a number of transformation models in order to determine 
whether sufficient clinical accuracy can be obtained using a simple generic transformation 
model, or whether the complex, patient specific transformation models described in chapter 1 
are required. 
 
Section 2.1 describes an intensity-based registration algorithm using a volume preserving 
affine transformation. Following an initial alignment of the images, computed by translating the 
MR volume such that the projected center of gravity of the breast coincides with the center of 
gravity of the MG, we  calculate the transformation of the MRI, such that it’s projection is 
maximally correlated with the X-ray mammogram. To apply the method to MLO view 
mammograms we estimate an initial rotation of the MRI, in the MLO plane, to bring the volume 
into approximate alignment with the MG prior to registration. 
 
We have completed an initial validation of the algorithm using a large data set of annotated 
lesions visible in both the MRI and CC/MLO mammograms. We have also evaluated the 
accuracy achieved when registering a biopsy ‘clip’ data set. The clip, which is visible in the MG 
due to it’s high X-ray attenuation, generates a void in the MR image, whose centre can be 
identified. This provides a single ground truth point correspondence which can be used to 
estimate the accuracy of the registration. 
 
In section 2.2 we describe integration of an ellipsoidal statistical deformation model (SDM) 
transformation into the registration framework instead of the affine transformation. This creates 
a generic, low degree-of-freedom, physically realistic deformation which can be applied across 
a population of breasts without modification. We have evaluated this algorithm using a subset 
of the manually annotated lesions described above. 
 
Sections 2.3 and 2.4 describe how the patient specific transformation models discussed in 
chapter 1 can also be applied to this application. 
 
In the sections 2.1, 2.2 and 2.3 the registration algorithms, differ only in the transformation 
model used to capture the breast deformation. The remaining components are identical across 
all three variants, namely: 
 

1. In the pre-processing step (before registration), we segment the pre-contrast 
MR image into the probability of glandular or adipose tissue at each voxel, and use 
these probabilities to create an “effective X-ray attenuation volume”. Further details on 
the methodology can be found in [32] and deliverable D3.2 (section 3.2.1.2: MRI – X-
Ray Appearance Change Model). 
2. At each iteration of the algorithm, the attenuation volume, or “moving” image, is 
projected using the current value of the transformation model, and a perspective 
projection ray-casting algorithm, to produce a digitally reconstructed radiograph (DRR). 
3. This DRR is compared to the target X-ray mammogram using a similarity 
metric. The choice of the most appropriate similarity measure (Normalised Cross 
Correlation) was determined via a series of experiments [33] 
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2.1 Volume Preserving Affine Registration 
 
Our initial experiments [33] indicated that using an affine transformation, without any 
constraints, can cause the breast volume to increase during registration. This is due to the 
2D/3D registration problem being ill-posed; a single view is insufficient to constrain movement 
during optimization along the direction of projection, leading to an expansion of the breast.  
 

2.1.1 Method 
 
To avoid such non-physical expansion we have included a volume-preservation constraint, by 
ensuring that the product of all scaling factors across the three dimensions is unity (sx · sy · sz 
= 1). This is achieved by constraining the scaling along the direction of the projection, 
arbitrarily set to the z axis, to be 

ysxszs
⋅

=
1

 

 
This constraint removes one degree of freedom from the optimization process, reducing the 
size of the search space and potentially enhancing the robustness of the registration. A good 
initial position of the volume before registration is important to reduce the likelihood of the  

optimisation getting trapped in local minima. The distance between the X-ray source and the 
detector is extracted from the DICOM header of the Full-Field Digital Mammograms (FFDM). 
The initial translation of the volume in the direction of the projection (z axis) ensures that the 
volume is positioned on top of the detector. The volume is also translated in the perpendicular 
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 Figure 10: Histogram of the registration errors calculated 
from 113 registration tasks. In red is shown the median 
value (13.1mm) and in green the outliers. 
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6

plane (xy plane) such that the centre of mass of the volume is projected onto the centre of 
mass of the real mammogram. 
 

2.1.2 Results 
 
We have evaluated this algorithm using annotations of clearly visible findings in both 
modalities. These establish a gold-standard correspondences which can be used for 
validation. For the annotated data, the MR findings were marked using one or multiple 
spheres, while the X-ray images were marked using either a disk, or more frequently a free-
form shape defining the outline of the finding. 
 
As it is generally harder to annotate the 3D images accurately, the spheres did not always 
represent the finding’s actual volume, but were rather centered upon it. As a result we 
consider as the most appropriate error metric the distance between the centers of the 
annotated regions. In all the results shown below, the registration error is the 2D Euclidean 
distance between the centers of mass of the X-ray annotation and the projection of the MR 
annotation, after being deformed with an affine transformation. 
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Figure 11: Histogram of the registration errors for the CC and MLO view 
mammograms separately. In red is shown the median value, 12.9mm for the CC 
and 13.5mm for the MLO view. 
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We have performed in total 113 registration tasks, including both CC (n = 55) and MLO (n = 
58) view mammograms. These came from 49 patients, some of which had multiple studies of 
MRI and X-ray mammogram pairs acquired at different times. The total histogram of the 
registration errors is given in  Figure 8. The median registration error including all cases is 
13.1mm. As it can also be seen in the histogram, for a limited number of cases (n = 3) the 
registration was not successful for reasons that are further discussed below. We consider 
these cases as outliers. The percentage of the registrations that had an error larger than 
30mm is 2%. Using the median instead of the mean value is more informative of the 
registration error’s central tendency, as it better represents the value around which the 
majority of the registration errors are clustered. The outliers affect the computation of the 
mean error value, while the median is more robust to their presence. 

 
Figure 9 shows the distributions of the registration errors for the CC and MLO view 
mammograms separately. The histograms and the median values illustrate that overall the 
algorithm is slightly less accurate for the MLO view, although there is no significant difference 
between the two median values (12.9mm for the CC and 13.5mm for the MLO view). 
 

Figure 10 illustrates the results for a patient (2 registrations), for which the registration was 
considered to perform well. It is clear that the appearance of the lesion shape in the two 
modalities varies significantly. The results of two cases for which the registration did not 
perform well are shown in Figure 11. Figure 12 shows the two corresponding MR volumes to 
illustrate the difficulty in registering these lesions. 

Figure 12: CC (on the left) andMLO (on the right) mammogram of 
patient 2, diagnosed with Ductal Carcinoma In Situ. The X-ray 
mammogram annotation is shown in red and the projection of theMR 
annotation in green. The registration error in 6.85mm for the CC and 
2.63mm for the MLO view. 
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Figure 13: Two cases for which the registration error was high. CC view 
of patient 4 (error 28.45mm) and MLO view of patient 5 (error 20.24mm), 
both diagnosed with Invasive Ductal Carcinoma. The corresponding MR 
volumes and annotations are shown in Figure 12. 
 

Overall, the main characteristic of the cases where the registration didn’t perform well are 
patients with large fatty breasts and cases with large, irregular-shaped lesions. For the case of 
very fatty breasts, there is not enough information (ie. Glandular tissue) to drive the 
registration and subsequently the optimization is more likely to terminate in local minima. 
However, the registration of these cases is of less clinical importance, because establishing 
correspondence between images is more challenging for radiologists  in cases of dense rather 

Figure 14: Corresponding MRIs and annotations of the patients illustrated in Figure 
11. Patient 4 (left) and patient 5 (right). 
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than fatty breasts. We also expect the affine transformation assumption to be less accurate for 
large-size breasts, as in these cases the breast undergoes large anisotropic deformations that 
cannot be approximated accurately by our affine transformation model. Finally, we consider 
that the cases with large irregular-shaped lesions are not suitable for validation, since the 
contrast mechanisms are different between the two modalities and hence the lesion 
appearance differs significantly between them; as a result, their centers of mass would not 
necessarily correspond.  
 
One of the main issues that arises from the validation of this alignment task is how we 
determine ground truth correspondences between the two images. Although in clinics the 
registration would only be useful to the radiologists in cases where lesions are not easily 
identified in both modalities, clearly visible lesion cases are used in this study to provide 
quantitative results. Nevertheless, due to the different nature of the images involved, the 
appearance of a lesion in a projection X-ray mammogram differs significantly from the 
enhanced 3D area in the MRI. Moreover it is not always straightforward to identify the lesion 
boundaries. Consequently, the 2D Euclidean distance could give results that are not 
representative of the actual correspondence. We believe that the cases that would be best 
suited for validation are the ones with small lesions or clip data, such as those displayed in 
Figure 15. 

 
The total number of clinical cases that we originally had access to was 76 patients. From 
these, we excluded from validation the ones that had artifacts. For example, we excluded 
those that had annotation problems (8 cases), either because of lesions that were mis-
matched between the MRI and the X-ray mammogram, or because of very large lesion 
annotations, as the Euclidean distance is not meaningful for these patients. There were also 
four cases excluded for which our breast segmentation carried out before registration failed to 
produce reasonable results around the chest wall, due to non-clearly defined boundaries 
between the pectoral muscle and the breast tissue. 
 
The rest of the patients that were excluded from validation are patients with breast folding 
artifacts in the MRI. We found that for a large number of cases the breast was significantly 
deformed in the MRI. One reason why folding was so frequent in our dataset is that, according 
to the protocol of the clinic, women were advised to wear t-shirts during MRI acquisition to limit 
subtraction artifacts coming from motion of the breast before and after the injection of the 
contrast agent. As a result, this can cause folding artifacts in the MRI, particularly for large 
breasts. 
 
This work has been submitted as a journal paper to Medical Image Analysis. 
 
Recently we have obtained an additional data set of 15 subjects with biopsy clips from Charite 
Berlin. This data will be used to perform a more extensive validation of this algorithm and the 
following alternative versions as part of work package 6. 

HAMAM – D 3.6 Final Multi-Modality Image Registration 26 
 
 



HAMAM 
WP 3.6 
 
 
 

Figure 15: CC (on the left) and MLO (on the right) mammogram of a 
patient with a biopsy clip inserted. A magnification view is given for 
both views on the bottom right corner. The evaluation in this case 
was done using the clip location. This is clear in the magnification 
view; the location in the X-ray mammogram is illustrated as bright 
white (red arrow) and the projection of the clip location in the MR is 
shown in green (green arrow). The registration error in 9.96mm for 
the CC and 7.79mm for the MLO view. 

 
 

2.2 Ellipsoidal SDM Registration 
 

As previously discussed, the 3D-2D matching process is a poorly constrained, ill-posed 
problem and thus the optimization process is prone to terminate in local minima. Keeping the 
number of degrees of freedom of the transformation to a minimum is therefore essential to 
provide robustness, as is constraining the transformation parameter space to the set of 
expected deformations.  
 
In this section we describe using an ellipsoidal breast model and applying biomechanically 
simulated compressions to it, to learn the size and shape of the space of mammographic 
transformations. The principal of an SDM registration was introduced in deliverable D3.3. Here 
we provide an overview and describe the specific issues related to our ellipsoidal model. The 
main advantage of using an ellipsoidal as opposed to a patient specific deformation model is 
that a single generic model is created once for all patients, eliminating the need for model 
creation on a patient by patient basis. 

2.2.1 Method 
 
Our breast model consists of a half ellipsoid, whose dimensions are calculated from a 
population of 20 MR breast images. This is given by equation (x2/a2+y2/b2+z2/c2 = 1), where 
the equatorial radii are a = b = 60mm and the polar radius c = 160mm. To simulate 
mammographic compressions, we use a contact model, instead of applying displacements on 
the mesh nodes (as in [34], [35]). This model produces realistic compressed shapes, whilst 
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avoiding artifacts around the breast surface. The main modes of variation are then extracted 
using PCA.  
 
For the biomechanical simulations, we use a homogeneous transversely isotropic hyperelastic 
material and we include anisotropy to account for the reinforcement of biomechanical 
properties from fiber-like connective tissues in preferred directions [5]. Therefore the breast 
can expand more in the Medial-Lateral (ML) direction, than in the Anterior-Posterior (AP), for a 
Cranio-Caudal (CC) view compression. This approach can be justified by the fact that the 
breast is already extended in the AP direction due to gravity, as the MRI is acquired in the 
prone position. For the boundary conditions, we constrain the nodes that are close to the chest 
wall and allow unconstrained movement of the nodes within that plane. To simulate the 
compressions, we apply displacements to two contact plates and use a GPU implementation 
of an explicit Finite Element (FE) solver [11]. To create a range of different deformations, we 
vary the amount of compression, the ratio of tissue enhancement coefficient and the Poisson’s 
ratio, that controls the amount of breast volume change. For each compression the 
parameters are chosen randomly from the distributions shown in table 1. 
 

Parameter Distribution 
Amount of Compression Normal (mean=55%, std. dev.=4%) 
Poisson’s ratio Uniform [0.45, 0.498] 
Ratio of tissue enhancement coefficient Uniform [ 1, 512] 

 
Table 3: Parameters that vary between the different compressions and their distributions 
taken from the literature ([35], [5]). 

 
After simulating a range of compressions, the next step is to learn the breast deformations 
using PCA. This method provides the benefit that results are less dependent on the modeling 
and the FE solver that are used, than will be the case for patient specific transformation 
modeling. The resulting displacement fields that represent the mean deformation and the 
deviations from it can then be mapped to a new patient. This mapping is done using a 
registration that includes scaling and translation between the space of the ellipsoid model and 
the patient’s MRI. Another advantage of using the ellipsoid model is that this mapping process 
is only done once, after performing the PCA and extracting the main components. When using 
a population model, all breast shapes need to be mapped to the same space and given their 
large variability and the lack of anatomical correspondence, the registrations of the 
deformation fields can cause significant artifacts. As a result, these artifacts will then appear in 
the main PCA components, while they should be excluded. Applying all the compressions on 
one shape instead, provides a solution to this problem.  
 
After simulating n different compressions, each deformation vector Di consists of the 
concatenation of the displacements in the X, Y and Z directions on a regular grid across the 
volume, that contains m points, so that Di = (d1, ..., d3m). In a similar way to [36], PCA is used to 
extract the main modes of variation and approximate any deformation field D by: 
 

 bPDD ⋅+= ˆ
 

(11) 

 

where  is the mean deformation field, P is the matrix of the first t principal components 
(eigenvectors) and b is a vector of weights for each one of the t eigenvectors used. The 

D̂
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eigenvectors ei and their corresponding eigen values λi are extracted from the covariance 
matrix: 
 

 ( )( )TDD
n

DDS ˆˆ1
−−= ∑ i

i
in 1=  

(12) 

 
An overview of the framework is given in Table 3. Apart from the main registration process that 
is updated iteratively, it consists of two more parts that are performed in advance, off-line. The 
first is the PCA analysis, explained in section 2.2 that needs to be done only once. 
 
  

  

Once before registration

1. Calculate the mean dimensions of an ellipsoid from a  
population of breast MRIs 

2. Simulate compressions on the ellipsoidal model 

3. Extract the mean deformation and the main modes of variation 
using PCA 

Once for each patient 

1. Map the PCA components to a new patient 

2. Segment the pre-contrast MRI into fibro-glandular and fat 

3. Simulate a volume corresponding to X-ray attenuation 

Iterative registration 
procedure 

X-ray mammogram: target, X-ray attenuation volume: moving 

1. Cast rays through the transformed moving image 

2. Calculate the similarity measure in 2D between the real and 
simulated mammogram 
3. Update the 3D transformation parameters, according to the 
derivative of the similarity 

4. Go to step (1) until convergence 

 
Table 4: Overview of proposed SDM registration framework 

 

The second part, also performed before registration, needs to be repeated for each patient. 
Firstly, we map the PCA components to the new patient space using a translation and scaling 
registration. Then, we need to transform the MR intensities of the pre-contrast image to X-ray 
attenuation, so that the perspective projection of the new volume will resemble an X-ray 
mammogram. For this, we initially segment the volume into fibro-glandular tissue and fat and 
then acquire the X-ray attenuation volume with the method described in [32]. This is the 
moving image of the registration and the real mammogram is the target.  
 
During the registration process, we use ray-casting from the 2D target space through the 3D 
grid of the moving image and integrate the intensities of each transformed intersection of the 
ray with the 3D grid. This way we avoid an extra 3D interpolation of the transformed 3D 
volume that would add computational cost. As the transformation is defined from the 
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compressed to the uncompressed breast space, the transformation of each point is described 
by equation 3. The total number of degrees of freedom is n + 5 + 3, where n is the number of 
components used. The extra five parameters are three translations along each axis and two 
rotations; one for the rotation about the AP axis of the breast (rolling) and one for the rotation 
about the superior-inferior axis (in-plane). Finally, the last 3 parameters are the scaling factors 
applied on the displacement fields, when mapped from the ellipsoid to the new patient space. 
After transforming and projecting the X-ray attenuation volume, we compute the similarity 
between the real and the simulated mammogram and update the parameters of the 
transformation T(x) iteratively. For a point xi the transformation is: 

)))(1(2(3)( ixTTTixT =  (13) 

Where: 

 ))(()(1 ixRTixT planeinntranslatio −=

iiiiˆ
 (14) 

 nDnbDbD ⋅++⋅+ K221
)()(3 ixrollingRixT =

bDixixT ⋅++= 1)(2  
(15) 

  (16) 

 

2.2.2 Results 
 
For the experiments we used half an ellipsoid of resolution [1 × 1 × 1]mm3. The surface mesh 
was extracted using the vtk marching cubes algorithm and the tetrahedral elements were 
generated using an open-source software package. The final model consisted of 3,535 nodes 
and 12,056 elements. For the compression simulations we used an open-source GPU 
implementation of an explicit FE solver [11] to simulate 100 compressions. For the PCA, we 
have subsampled the deformation fields by a factor of two to reduce the computational cost. In 
the registration process, we used 3 PCA components (so 11 degrees of freedom); the 
similarity measure was Normalised Cross Correlation. In future work we will investigate the 
effect of varying the number of PCA components employed. 
 
For validation we used MRIs and CC view X-ray mammograms of 10 patients, acquired 
approximately at the same time point. The patient group was different to that used to extract 
the mean ellipsoid dimensions. The voxel resolution of the MRIs was [0.9×0.9×1.0]mm3 for 3 
cases and [0.6×0.6×1.3]mm3 for 7. The resolution of the X-ray mammograms was 
[0.1×0.1]mm2; they were subsampled to [1×1]mm2 for registration. The patients had a range of 
different pathologies. As for the affine registration described above, radiologists’ annotations 
were used as ground truth correspondences, however, for this experiment only 10 data sets 
where used.  
 
A summary of the results is given in Table 5. Overall our method outperformed the affine 
transformation by several mm in all cases, apart from one (p1). Figure 14 illustrates the results 
on 4 cases. We can see that the projection of the MR finding was close to the X-ray annotation 
and even in cases where the distance was rather high (eg. p2 = 14mm), the projection was still 
inside the annotated X-ray area, shown in green. Two of the cases that gave very high errors 
are shown in Figure 15 together with the MRI annotations, to illustrate the difficulty in 
registering these findings. In all the other 8 cases the projected MR annotation mask 
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overlapped with the one of the X-ray and the mean registration error was 9.8mm, as opposed 
to 15.9mm for the affine. 
 

 P1 P2 P3 P4 P5 P6 P7 P8 P9 P10 
E-SDM 7.8 14.0 9.7 5.7 9.3 13.7 6.2 12.3 24.4 24.3 
Affine 1.9 14.2 12.6 12.0 28.3 15.1 28.5 14.6 39.1 28.3 

 
Table 5: Registration error (in mm) of our Ellipsoid SDM (E-SDM) method and comparison 
with the affine transformation. 

 
 

 
 

Figure 16: Registration results on 4 patients. For each case, the left image shows the real 
mammogram with the centre of mass of the MR annotation after alignment (red cross). The 
right image in each pair shows again the real mammogram, but in addition to the projected MR 
annotation, it is this time overlayed by the mask of the X-ray annotation, shown in green.(a) p1 
(7.8mm), (b) p2 (14mm), (c) p3 (9.7mm) and (d) p4 (5.7mm). 

 
 

 
 
Figure 17: Cases with high registration error. Patients p9 (left) and p10 (right). 

 
This work has been accepted to the MICCAI Workshop on Breast Image Analysis in Toronto in 
September (http://www.eng.ox.ac.uk/BIA2011). 
 
 

2.3 Patient Specific GPU-FEM MRI-MG Registration 
 
Our final variant of the MRI-MG registration, replaces the previous affine or Ellipsoidal SDM 
transformation models, with a patient specific finite element model. In contrast to the ellipsoidal 
model described above, here we build a model by creating a mesh directly from the prone MR 
volume. This avoids the issues associated with mapping an SDM to a specific patient because 
the model will already be defined in the correct coordinate space. Details of the modelling 
were described in chapter 1. Here we describe the details specific to the MRI to MG 
registration application. 
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As stated above, the 3D-2D matching process is a poorly constrained, ill-posed problem and 
thus the optimization process is prone to terminate in local minima. We therefore seek to 
maximize the accuracy and robustness of our algorithms by keeping the number of optimized 
degrees of freedom to a minimum and constraining the transformation to the space of 
plausible breast compressions. The affine transformation is a simple generic transformation 
with only 12 degrees of freedom. By implementing a volume preserving version, we eliminate 
one degree of freedom, giving eleven. The ellipsoidal SDM transformation model also has just 
eleven degrees of freedom of which eight are optimized during the registration (three eigen-
components, three translations and two rotations).   
 
For the patient specific, GPU-FEM transformation model, we consider only seven degrees of 
freedom: three rotations (θx,θy,θz), the compression plate separation (s) and three translations 
(tx, ty, tz). Our transformation, M, of a point xi can therefore be written in terms of the rotation, R, 
compression, Ф, and translation, T : 
 

)))(((,,)( ,, ixRstttTixM zyxzyx θθθΦ=
 (17)  

Two additional degrees of freedom that can be added include breast anisotropy, to model the 
effect of Coopers ligaments in limiting how much the breast will extend when compressed, and 
the relative material properties of, for instance, fat and glandular tissue.This transformation 
model has been implemented and integrated into our 2D-3D registration framework. 
 

 
 
Figure 18: Comparison of registrations performed using the three methods described in 
sections 2.1, 2.2 and 2.3. Far left: target MG with lesion annotation in green. The remaining 
images show the MR projections after registration with the protected MR annotations in green; 
middle left: volume-preserving affine transformation, middle right: SDM transformation and far 
right: patient specific GPU-FEM transformation.  

 
An example comparison of the volume-preserving affine, SDM and patient specific FEM 
transformations is shown in Figure 18.  
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2.4 A Customizable Model-Based Approach for MRI-MG registration 

2.4.1 Introduction 
 
We have been working on another approach for the position correlation between MRI and MG 
images. The real time correlation between images shall support the image diagnosis, when 
multiple images are inspected and reduce the search time in 3 dimensional datasets. This 
method is based on the FEM deformation simulation of a patient specific breast volume mesh 
generated from MRI breast segmentation. Plate compression mimicking the compression 
during MG acquisition is applied to deform the mesh. In its start state, the mesh matches the 
original MRI breast deformation; in its end state, the mesh matches the deformation of the 
breast in the MG image. Therefore, the deformation simulation directly yields the needed 
displacement field for correlating the positions between MRI and MG image. Additionally 
feature points like the nipple are selected in both images to support the deformation 
simulation. This method is still work in progress, but first results have been generated. We are 
also working on a MRI-3DBUS position correlation (see section 3.2), which shares some 
aspects of the method reported in this section. Both methods can be combined, which also 
allows for the position correlation between 3DBUS and MG. 
 
 
 

2.4.2 MRI and MG image segmentation:  
 
In the initial step the breast MRI image is segmented into a breast mask and a chest wall mask 
(including the pectoral muscle) using the method described in deliverable D4.6 [1] (compare 
Figure 19). This breast mask will be used to generate the patient specific breast volume mesh 
used for the deformation simulation. The chest wall mask on the other hand will be needed to 
define the fixation of the breast volume mesh during compression simulation. Additionally the 
nipple position pnippleMRI in the MRI image is selected manually. An automatic nipple detection 
method is currently under development.  
 
The position of the nipple in the MG image pnippleMG can be set manually, or by the automatic 
nipple detection method reported in D3.5. Additionally the pectoralis in MLO (LM) is automatically 
segmented (also using a method reported in D3.5). For CC view the pectoral position is set to half 
a centimeter anterior to the respective MG image border. This chest wall position will be used for 
the alignment of the MG image on the chest wall mask. 
 

Figure 19 From left to right: Original MRI breast image in 2D orthogonal views, 
segmentation of breast mask (green), segmentation of the chest wall mask (blue), breast 
mask and chest wall mask in 3D, MG image (MLO left) alligned on the chest wall mask 
(left part of the breast mask has been made invisible). 
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2.4.3 Alignment of the MRI and MG image 
 
In order to match positions, the MRI and MG images have to be put into the same world system.  
The MG image is translated and rotated to roughly fit the position on the chest cage according to 
the view position of its acquisition (compare Figure 19, image on the right). At the moment this 
step is done manually, but we are planning to include an automatic positioning in due course. It 
should be noted that the chest cage may change its deformation (slightly) between prone and 
standing position of the patient and also due to respiration. As this is not addressed at the 
moment, a static chest cage is used. 
 
With both images in the same world system and relevant features selected, one can define the 
displacement vector dnipple = pnippleMG - pnippleMRI of the nipple position from MRI towards MG 
compression. This displacement vector will be used to support the deformation of the mesh. The 
final normals nplate1MG and nplate2MG and final positions pplate1MG and pplate2MG of the compression 
plates 1 and 2 used for compression simulation are calculated from the position and normal of the 
aligned MG image and by using the plate distance information found in the corresponding DICOM 
tag.  
 

2.4.4 Mesh generation and FEM compression simulation 
 
The breast mask segmented from the MRI image is used to generate a breast volume mesh. All 
mesh nodes with a certain distance to the chest wall mask will be fixed during compression 
simulation. Additionally the node Nnipple most near to the selected nipple position pnippleMRI in the 
MRI image is identified and marked.  
 
Before compression simulation is started, the normals of the compression plates 1 and 2 are set 
according to nplate1MG and nplate2MG. The start positions of the plates are set by a translation of 10 
centimeters in the normal direction starting from their final positions. Compression simulation will 
run while translating both compression plates towards their final positions. Additional to the plate 
compression during simulation we include a forced displacement of the node Nnipple in the 
direction dnipple. This will guarantee, that the node Nnipple will be translated to pnippleMG. During the 
whole compression simulation, a deformation under gravity is also applied. This will account for 
the deformation the breast undergoes during the change from prone to the standing position.  
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Figure 20: Results of position correlation between MRI and MG. Top and bottom row each 
show the correlated positions (yellow cross) from MRI towards the MLO and the CC MG. The 
positions in the MG images are marked by a red circle. The bottom row show the large 
deviation near the pectoral muscle like mentioned in the results. 

 
After the compression simulation is finished, a displacement field is generated, which will give 
the displacement of each node between start (MRI deformation) and end (MG deformation) 
state. As these two deformation states of the mesh match the respective MRI and MG image, 
the correlation between MRI and MG is given by the displacement field of this mesh. Due to 
the fact, that the MG is a projected image, the 3D position transformed from the MRI towards 
the MG will also be projected in the MG image plane. When transferring a position from the 
MG towards the MRI one can choose a parameter, which gives the position between the 
compression plates.  
 

 

2.4.5 Results 
 
The method reported here is still in a work in progress state. Nevertheless, the first qualitative 
results are encouraging and demonstrate its usability to support multimodal workflow 
(compare Figure 20). This method includes several segmentation methods developed and 
reported in this project including nipple detection and chest wall segmentation methods. 
Further improvements would comprise the automation of current manual steps like the nipple 
detection in MRI or the placement of the MG image volume on the chest wall mask. The 
deformation of the chest wall and the pectoral muscle has not yet been included into the 
current method. It can be observed that the deviation of the position is largest near the chest 
wall. Also, the mesh used for simulation features homogenous mesh node parameters and 
does not account for stiffness differences between breast parenchyma and fatty tissue. 
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Another current drawback is the missing alignment between the breast shape outline of the 
MG image and the shape of the deformed mesh (MG state).  
 
There are a lot of further improvements to be done, which should generate better result of the 
position correlation. A study to quantify the results will also be planned for the future, when 
these additions have been included. It should be noted, that with a few modifications this 
method could also be applied for the position correlation between MRI and Tomosynthesis, 
due to the similar nature of image acquisition of MG and Tomosynthesis. 
 
 

2.5 Conclusion 
 
We have presented a registration framework for MRI to X-ray mammography registration and 
described four transformation models which vary in computational complexity and the degree 
to which each must be tailored to a specific subject. The results, based upon manually defined 
lesion annotations, suggest that an accuracy of less than 15mm is achievable. These manual 
annotations are likely to include some observer error, however, and this hypothesis is backed 
up by the clip localisation data set, for which an error of less than 10mm was obtained using 
the volume preserving affine registration. Clearly a single data set is insufficient evidence upon 
which to draw reliable conclusions, so we are in the process of analysing an additional set of 
clip images from 15 subjects provided by Charite, Berlin. This data will form the basis of a 
more thorough validation and comparison of the algorithms to be completed as part of work 
packages 6 and 7. 
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Figure 21: The diagram of the workflow used for the method of position correlation between 
MRI and MG images. A mesh generated from a MRI breast segmentation is deformed by plate 
compression. Displacement and orientation informations from the input images will support the 
simulation. The yielded displacement field can be used to correlate postions between the 
original MRI and MG images.   
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3. 3D-3D MRI to Ultrasound Registration [ETHZ, FME] 
 
Previously we have proposed an intensity-based method for registering 3D MRI and 3D 
ultrasound breast images (Deliverable 3.3, Section 3.3.4). While initial results were promising, 
further investigations showed the difficulty of measuring the similarity between the two 
modalities, the cost function to be optimised, during the registration.  
 
We have therefore developed two alternative methods, described below. Both methods make 
use of image features, specifically the nipple and the chest wall, but differ in the transformation 
model used to interpolate the interior deformation of the breast. In the first approach a number 
of analytic models are compared, whilst in the second a biomechanical model is employed.   
 

3.1 Analytic Deformation Model Registration 

3.1.1 Introduction 
 
The task of registering MR mammograms and 3DBUS is very challenging and has not been 
attempted before. The challenge is due to the breast undergoing very large deformations and 
the image appearances being very different, allowing very few corresponding landmarks to be 
identified. Therefore incorporating prior knowledge about the expected transformation and 
keeping the number of free parameters low is vital.  
 
We combined a cylindrical shear (CS) transformation and an analytic ellipsoid compression 
(AEC) for this purpose. The former is a simplification of a model we previously proposed for 
prone-supine registration (Deliverable D3.2, section 3.2.2.4) [37]. The AEC model is an 
extension of an analytic model describing the compression of a volume-preserving, isotropic, 
homogeneous rubber sphere (Deliverable D3.2, section 3.2.2.5) [38]. The performance of the 
AEC model was compared to that of a volume-preserving scale transformation mimicking a 
compression and to that of an analytic sphere compression (ASC) model. Evaluation was 
based on the distances between corresponding lesion locations for 4 cases.  
 
Breast MR and ultrasound images have a very different appearance and hence defining a 
suitable multi-modal image similarity or extracting corresponding features is very difficult. 
Therefore in this work, we concentrate on assessing the transformation model and hence use 
manually selected corresponding features to drive the registration, rather than a direct intensity 
comparison. The methods described in deliverable D3.5, “Final Report on Modality Specific 
Preprocessing”, section 4, could be used to automate extraction of these landmarks for MRI. 

3.1.2 Method 
 
The main components of a feature-based image registration are the transformation model, the 
feature extraction and correlation, and the optimization strategy. In this study we focused on 
developing a parametric transformation model, which is compact but captures well the 
expected gross deformation between prone and supine-compressed breasts. 
 
The breast undergoes two main deformations between MRI and 3DBUS acquisition, namely 
(1) from prone to supine and (2) from supine to supine-compressed, see Figure 22. The next 
two subsections describe transformation models for these deformations. We assume that the 
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images orientation is as follows: x: medio-lateral (ML), y: anterior-posterior (AP), and z: 
superior-inferior (SI).  
 
 

3D MRI Model 3D Ultrasound 

Prone               Supine Supine 
Not compressed Not compressed Compressed 

                       
Figure 22: Illustration of the two main types of deformations between 
3D MRI and 3DBUS (prone to supine, not compressed to 
compressed). 

 

 
 

3.1.2.1 Cylindrical Shear (CS) Transformation 
 
In the supine position, the breast is pressed against the ribcage due to gravity. It can be 
observed that the breast slides and shears to the lateral side because of the rib-cage’s 
curvature. With each side of the rib-cage being approximately of cylindrical shape, we 
previously proposed to use a cylindrical affine transformation model for describing the 
deformation between prone and supine breasts [37]. In this work, we further simplify this 
model by only considering shearing along the cylinder. The 4 parameters of the CS model are 
the position (x0, y0) of the cylinder axis z, the radius of the cylinder (r0) and shearing along the 
cylinder (λ), see Equation (18), where [x y z]T denotes a point in the prone position and [ ]T 
refers to a point in the supine position. In this work the cylindrical axis z is aligned with the SI 
axis of the patient. 

x̂ ŷ ẑ
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     (18) 

3.1.2.2 Analytical Ellipsoid Compression (AEC) Model 
 
Assuming the supine breast is of spherical shape and of volume-preserving, isotropic, 
homogeneous, rubber-like (neo-Hookean) material, the analytic deformation model for 
compression, described in, can be employed. While this is an approximation, the same 
material properties are often employed during finite element (FE) modelling. In this study we 
investigate the extension of this model to ellipsoidal breast shapes. 
The 4 parameters of the ASC are the centre of the sphere ( , , ) and the equatorial 
stretch (α0). Let [

0x% 0y% 0z%
x y z% % % ]T be the coordinates in the undeformed space with the axis being 

aligned with the AP compression direction. The coordinates in the compressed space [
y%

x y z ]T 
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are then given by Equation (19). The coordinates [ x y z% % % ]T relate to spherical coordinates 

(radius , elevation r% θ% , azimuth ψ) by 
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Coordinates [ x y z ]T after compression by dimensionless stress at the equator Q = α0
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For the AEC, the breast was first transformed to a more spherical shape using the volume-
preserving scale transformation Te with parameters rs/lx, rs/ly and rs/lz, where li denotes the 
length of the semi-axis in ith direction and rs =(lxlylz)1/3 is the radius of a sphere with the same 
volume as the ellipsoid. Then the ASC was applied. Finally the result was mapped back by 
employing the inverse of Te. 

3.1.2.3 Overall Alignment Procedure 
 
The procedure to align the MRI with the 3DBUS consisted of 4 steps, briefly (more details in 
Section 3.6.3.2.4) 
 

S1)   A cylindrical shear (λ) in the axial plane, 
S2)   A rotation (β) around the z-axis such that the nipple’s x-position equals x0 (see Figure 

17), 
S3)   A compression by either 

a) A volume-preserving scaling (sx=sz=1/√sy), 
b) An analytic sphere compression (ASC) defined by α0,  
c) An analytic ellipsoid compression (AEC)  (lx, ly, lz, α0), 

S4)   A translation to align the centres of the breasts.  
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Figure 23: : Illustration of the steps S1 and S2, of the half-sphere fitting, of the breast 
thickness definition, and of the relative nipple location in the ML direction (34%, 66%). 
 

3.1.2.4 Feature Extraction and Parameter Estimation 
 
The nipple location and the parameters of the cylinder (x0, y0, r0) were manually defined using 
a dedicated image viewer. Breast thickness was determined by the distance between the 
nipple and the anterior edge of the pectoral muscle in AP direction (yp), see Figure 17. The 
midpoint on this line was defined as the centre of the breast. The compression parameter (sy 
or α0) was chosen such that the breast thickness after MR transformation was the same as in 
ultrasound. The centre of the ASC ( 0x% , 0y% , 0z% ) was derived from fitting the shape equation to 

points extracted from the anterior breast surface while fixing 0y%  = yp. The surface was 
automatically segmented using intensity thresholding in the anterior-to-posterior direction. 
Surface points with a coordinate y < (y0+r0+15mm) were excluded to avoid fitting to the torso 
rather than the breast. The compression in step S3 is assumed to be in the y-direction. 
However compressions might have been applied more medially or laterally. Therefore we used 
the cylindrical shearing to also compensate for this deviation. We selected λ on the basis of 
getting a similar relative location of the nipple to the breast boundary in the ML direction on 
both images, see Figure 17 and Figure 18. 
 

 
 
Figure 24: Estimating of the relative location of the nipple in ML direction on ultrasound. 
Approximations were made to account for the part of the breast not visible on the image. 
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3.1.3 Results 
 
Figure 19 shows example slices of (a) the 3DBUS and the corresponding post-contrast MR 
slice (b) after centering (step S4) and (c,d) after alignment. It can be observed that the AEC 
produced more compression-like shapes (i.e. flatter surface) than the volume-preserving 
scaling. Just centering the breasts is already quite beneficial for central lesions (e.g. case 4) 
but can lead to large errors (e.g. case 2). The registration accuracy for the annotated lesions is 
listed in Table 6. Volume preserving scaling achieved an average accuracy of 14.4 mm. ASC 
and AEC performed on average worse, with ASC showing some benefit for two cases.  
 
 
 

 S4  scale  ASC  AEC  
Case 1  27.6  17.7  17.4  17.7  
Case 2  30.8  11.1  14.6  15.1  
Case 3  12.9  11.4  12.9  12.9  
Case 4  10.6  17.5  16.5  17.9  
Mean  20.5 14.4 15.4 15.9 
SD 10.2   3.7   2.0   2.4 

 
Table 6: Registration accuracy (mm) for (rows) 4 cases after (columns) only step S4 
(centering, see Section 2.3) or after overall alignment using one of three compression 
methods (step S3). 
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 (a) 3DBUS (b) MRI only S4 (c) MRI after scaling (d) MRI after AEC 

 
Figure 25: Orthogonal slices at the location of the ultrasound lesion (marked by lines) for case 
1 (top) to case 4 (bottom) showing (a) 3DBUS and (b-d) MRI (b) after only S4 (centering) and 
(c,d) after step S4 using (c) volume-preserving scaling and (d) analytical ellipsoid compression 
in step S3. The MR lesion is marked by a black contour. 
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3.2 A Customizable Model-Based Approach for MRI-3DBUS Image 
Registration 

 

3.2.1 Introduction 
 
In section 2.4 we presented our approach towards MRI-MG position correlation. Additionally 
we have been working on an approach for MRI-3DBUS position correlation. Both approaches 
share components of the FEM deformation simulation of a mesh generated from an MRI 
breast segmentation and the use of displacement vectors calculated from image features. The 
MRI – 3DBUS method only uses one plate for compression simulation. Additionally, a 
deformation under the change of the gravity vector (from prone to supine) is applied. In its start 
state, the mesh matches the original MRI breast deformation; in its end state, the mesh 
matches the deformation of the breast in the 3DBUS image. Analogue to the MRI-MG method, 
the deformation simulation directly yields the needed deformation field for correlating the 
positions between MRI and 3DBUS image. Additionally feature points like the nipple are 
selected in both images to support the deformation simulation. This method is still work in 
progress, but first results have been generated.  
 

3.2.2 MRI and 3DBUS image segmentation 
 
The breast MRI segmentation is analogue to the one described in section 2.4. A breast mask 
and a chest wall mask (including the pectoral muscle) is created from the MRI using the 
segmentation method described in deliverable D4.6 [6]. Breast and chest wall masks will be 
used to generate the patient specific breast volume mesh used for the deformation simulation 
and to define the fixation of the breast volume mesh on the chest wall during compression 
simulation. An automatic nipple detection method is currently under development. Currently, 
the nipple position pnippleMRI in the MRI image is selected manually.  
 
 

ften the nipple position pnipple3DBUS in a 3DBUS image is stored in the accordant DICOM tag, but 

Figure 26: From left to right: Original MRI breast image in 2D orthogonal views, 
segmentation of breast mask (green), segmentation of the chest wall mask (blue), breast 
mask and chest wall mask in 3D, 3DBUS image (AP left) positioned on the chest wall 
mask (left part of the breast mask has been made invisible). 
 

 
 
O
we also implemented an automatic method for nipple detection [39]. Also the chest wall position 
in the 3DBUS volume has to be identified. This is performed manually at the moment, but could 
be replaced with the automatic segmentation method reported in D4.2. This chest wall position 
will be used to support the alignment of the 3DBUS image on the chest wall mask. 
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3.2.3 Alignment of the MRI and 3DBUS image 
 As for the MRI-MG method, the MRI and 3DBUS image volumes have to be brought into the 
same world system for the position matching to work. Therefore the 3DBUS image is 
translated and rotated (compare Figure 25, image on the right) to roughly align on the chest 
wall and fit the position according to its acquisition (AP, LAT, MED, …). At the moment this 
step is done fully manually, but we are planning to include an automatic positioning in the 
future. As mentioned in section 2.4, we use a static chest cage. However, it should be noted 
that the chest cage may change its deformation (slightly) between prone and supine position 
of the patient on the one hand and also due to respiration.  
 
Next, the displacement vector dnipple = pnipple3DBUS - pnippleMRI of the nipple position from MRI 
towards 3DBUS compression will be calculated. Position and normal of the coronal slice 
“above” the 3DBUS image will be used as the final normal nplate3DBUS and final position 
pplate3DBUS of the compression plate used during simulation. 
 

3.2.4 Mesh generation and FEM compression simulation  
The breast mask segmented from the MRI image is used to generate a breast volume mesh. 
All mesh nodes with a certain distance to the chest wall mask will be fixed during compression 
simulation. Additionally the node Nnipple most near to the selected nipple position pnippleMRI in the 
MRI image is identified and marked.  

Figure 27: From image 1 to image 4: Deformation of the breast mesh from state 1 (MRI) 
towards state 2 (3DBUS). The 5th image shows the original 3DBUS image as an overlay. 
The 3DBUS nipple position is shown as a red sphere. 

 
 
Next, the compression plate is initialized at the position and with the normal of the node Nnipple. 
The compression plate is then rotated to fit its final orientation nplate3DBUS. The node Nnipple will 
be fixed at the plate during simulation to guarantee that it will be translated to the destined 
position pnipple3DBUS. The translation vector of the compression plate is identical to the 
displacement vector of the nipple, dnipple. During the whole compression simulation, a 
deformation under gravity is also applied. As the breast undergoes a deformation during the 
patient’s change from prone to the supine position, a mesh deformation under gravity is 
additionally applied during simulation. When the compression simulation is finished, a 
displacement field is generated, which will give the displacement of each node between start 
(MRI deformation) and end (3DBUS deformation) state. With the displacement field of this 
mesh the correlation between MRI and 3DBUS is given at the same time, as these two 
deformation states of the mesh match the MRI and 3DBUS image position.  
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Figure 28: Results of position correlation between MRI and 3DBUS. Top row shows 3 
positions (yellow cross) in a 3DBUS image (left (AP). The bottom row show the correlated 
position in the corresponding MRI image generated with our position correlation method. 

 

3.2.5 Results 
First qualitative results from this work in progress method have been generated (compare 
Figure 26). The correlation can be observed as good near the skin and in the parenchymal 
part of the breast. However, the correlation near the chest wall is rather dependent upon the 
placement of the 3DBUS volume on the chest wall mask. As mesh nodes near the chest wall 
will be fixed, there will be no displacement in this part. This means that the voxel here are 
directly matched between MRI and 3DBUS image. Obviously, this placing error will 
automatically be the error of the correlation there. The importance of the placement on the 
overall results has to be tested. 
 

3.3 Conclusion 
 
We have developed a number of analytic methods for 3DBUS to MRI registration, as well as a 
method which incorporates a patient specific transformation model. 
 
Testing of the analytic approaches showed the usefulness of compact, task-specific 
transformations for aligning MR and 3DBUS images, a task which is very challenging and has 
not yet been attempted. A mean accuracy of 14.4 mm was achieved despite the very few 
available corresponding features. Surprisingly this performance was provided by the least 
specific model. A reason could be the assumption that the relative nipple location in the ML-
direction remains the same during compression, which does not necessarily hold for the 
analytic models. Also the local differences in the deformation pattern of the analytical models 
make them more sensitive to accurate feature locations. Improvements in the feature 
identification will be the key for harvesting the theoretic benefit of the analytic ellipsoid 
compression model. The current results are promising and are already helpful in reducing the 
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size of the breast region which needs to be investigated by the radiologist or searched during 
automatic feature linkage. The simulation of the breast compression also enables a more 
direct image comparison. 
 
At present the deformation of the chest wall and the pectoral muscle has not yet been included 
in the patient specific biomechanical modelling method. Also the contact area between breast 
and US scanner system in the 3DBUS image should be segmented and added as an 
additional constraint to the simulation in order to enhance the matching. These will be points 
for future modifications. Additional improvements are analogue to the improvements for the 
MRI-MG method reported in section 2.4. These would comprise the automation of current 
manual steps like the nipple detection in MRI or the placement of the 3DBUS image volume on 
the chest wall mask. The mesh used for simulation features homogenous mesh node 
parameters and does not account for stiffness differences between breast parenchyma and 
fatty tissue.  Due to the shared aspects of the implementation, the mesh generated from the 
MRI segmentation can be used for 3DBUS deformation as well as for MG deformation 
simulation, which allows for a position correlation between all 3 modalities. Additionally we are 
working on a 3DBUS-MG solution, which will not need the MRI segmentation but uses an 
artificial breast mesh. 
 
 
 

  

Figure 29: A diagram of the workflow used for proposed biomechanical 
model method for position correlation between MRI and 3DBUS images is 
shown.  
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