
                          FP7-ICT-4-248458 
 

D3.2.1 CLOBIE Architecture       Page  1 of 17 
 

 
 
 

 
 
 
 
 
 
 
 
 

 
 
 
 

 
Multilingual Ontologies for Networked 
Knowledge 
 
D3.2.1 CLOBIE Architecture 
 
 
 
 

Project ref. no FP7-ICT-4-248458

Project acronym Monnet

Start date of project (dur.) 01 March 2010 (36 Months)

Document due Date 31 August 2011 (M18)

Responsible for deliverable DFKI

Reply to Thierry.Declerck@dfki.de

Document status Final

 



                          FP7-ICT-4-248458 
 

D3.2.1 CLOBIE Architecture       Page  2 of 17 
 

 
Project reference no. FP7-ICT-4-248458  

Project working name Monnet

Project full name Multilingual Ontologies for Networked Knowledge 

Document name  

Security (distribution level) PU  

Contractual delivery date  31 August 2011 (M18)

Access Public

Deliverable number D3.2.1

Deliverable name CLOBIE Architecture  

Type Other  

Version Final

WP / Task responsible WP3 / DFKI (Thierry Declerck)

Contributors DFKI (Thierry Declerck, Hans-Ulrich Krieger, Andreas Weber), 

NUIG (Paul Buitelaar, Tobias Wunner) 

 

EC Project Officer Michel Brochard  

   

Distribution List Consortium Partners

Review list Consortium Partners

  

Approved by  Project Administration, Consortium Supervisory Board  

 

Document Location  https://dev.deri.ie/confluence/display/monnet/Deliverables  

 



                          FP7-ICT-4-248458 
 

D3.2.1 CLOBIE Architecture       Page  3 of 17 
 

 
INTRODUCTION ....................................................................................................................................... 4 

CLOBIE VOCABULARY AND DATA SET .............................................................................................. 5 

VOCABULARY: XEBR................................................................................................................................. 5 
DATA SET: FINANCIAL WEB SITES & COMPANY REPORTS ......................................................................... 5 

Semi-Structured Data: Web Sites, Reports (Metadata & Tables) ......................................................... 6 
Unstructured Data: Reports (Free Text) ............................................................................................... 9 

BASIC EXTRACTION APPROACH ...................................................................................................... 11 

UNIFICATION-BASED APPROACH .............................................................................................................. 11 
CLASSIFICATION-BASED APPROACH ......................................................................................................... 11 
INFORMATION INTEGRATION .................................................................................................................... 13 

CONCLUSIONS ........................................................................................................................................ 14 

REFERENCES ............................................................................................................................................ 15 

APPENDIX: XEBR TAXONOMY ........................................................................................................... 16 

 



                          FP7-ICT-4-248458 
 

D3.2.1 CLOBIE Architecture       Page  4 of 17 
 

INTRODUCTION  

In WP3 we focus on the development of a framework for information extraction from multilingual 

sources and cross-lingual information integration and retrieval, relying on lexicalized ontologies 

for accessing:  

1. A language-independent representation of domain knowledge, in particular facts that can 

be extracted from structured and unstructured use case data such as financial reporting 

(see below and also  D3.3.1: Ontology Population Prototype v1); 

2. Multilingual lexicons of domain terms and associated linguistic information (see D2.1: 

Ontology-Lexicon Model as well as all other WP2 deliverables that contribute to the 

generation of multilingual lexicons according to this model);  

3. A knowledge base for storing (indexing) and retrieving extracted facts (see D3.3.1: 

Ontology Population Prototype v1).  

The Cross-Language Knowledge Access and Presentation Framework, developed in WP4, has 

access to all of these components.  

 

The specific purpose of this deliverable is to describe the Architecture for Cross-Lingual Ontology-

based Information Extraction and Integration as implemented in the context of WP3. Cross-

Lingual Ontology-based Information Extraction (CLOBIE) extends “classical” information 

extraction with a multilingual dimension, which performs extraction and integration of information 

from documents in several languages, as well as a semantic dimension, which is ensuring the 

extraction and integration of information in accordance with a semantic resource. Cross-lingual 

information extraction needs therefore access to linguistic units (names, terms, phrases, relation-

expressing verbs or nouns, prepositions, etc.) covering various languages, whereas ontology-

based information extraction needs access to semantically structured representations of object 

classes of interest (domain concepts). The lemon model for ontology lexicons, which brings 

together domain semantics as defined by an ontology and multilingual domain linguistic 

information, is the basis for this approach. It has been described in detail in deliverable D2.1 

(Ontology-Lexicon Model). 

 

In this document we first present the specific vocabulary and data set used for the CLOBIE 

developments in WP3, followed by the CLOBIE approach and architecture, including the 

information integration approach that we take to integrate extracted facts across different 

approaches, resources, and languages. 



                          FP7-ICT-4-248458 
 

D3.2.1 CLOBIE Architecture       Page  5 of 17 
 

VOCABULARY AND DATA SET 

In this chapter we present details of the vocabulary used in CLOBIE development as well as an 

overview of the data set that we constructed and used in the context of WP3. 

Vocabulary: xEBR 

As primary vocabulary resource we use xEBR (XBRL Europe Business Registers), an XBRL-based, 

EU-wide harmonization effort between business registers that was proposed by XBRL-Europe 

within the scope of WP1 of Monnet and with the participation of various Monnet partners. xEBR 

for now covers the business reporting legislation of four countries (Belgium, Spain, France, and 

Italy), existing in six languages (French, Spanish, Italian, English, German and Dutch) and maps 

these to a core taxonomy that covers key financial figures and company profile information. The 

harmonized (and simplified) labels of the core taxonomy are in English, and the labels of the 

source taxonomies are pointing to the associated concepts in the core taxonomy. In addition to 

xEBR1, we continue to employ the IFRS vocabulary that was used exclusively in the first year of 

the project. A subset of the xEBR taxonomy is displayed in the Appendix 

 

A second new resource we started to use, besides xEBR, is the DAX web page (http://deutsche-

boerse.com/) in German and English. In using the DAX web pages for the CLOBIE task, we 

discovered a set of terms additional to the xEBR vocabulary that would be candidates for 

inclusion in this resource. This concerns mostly metadata that is not included in xEBR, e.g. 

company profile information (board members, mandates etc.), which is relatively incomplete in 

xEBR so far. We will propose inclusion of these terms in the official xEBR vocabulary, but for now 

we described them in the ‘Monnet company ontology’, which is described in detail in D3.1.1 

(Ontology Population Prototype v1). The ‘Monnet company ontology’ and the xEBR vocabulary 

are interconnected through a property hasReport, which connects a company profile 

representation to xEBR-based financial report representations. 

Data Set: Financial Web Sites & Company Reports 

In the context of the WP3 use case on XBRL we focus on the extraction of facts from a variety of 

financial resources, reflecting different aspects of company profiles and financial information. 

Annual (or other periodic) reports of companies reflect company development over a precise 

period of time, and has to contain obligatory information, as specified by the legislation of a 

country. Therefore this source is a reliable one, and is a good candidate for starting the 
                                                           
1 Please note that xEBR uses SKOS relations such as narrow and broader terms, which are not available in 
IFRS, we therefore had to adapt the mapping strategy between text and concept. 
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extraction and integration of information about a company in the Monnet knowledge base. 

Annual reports deliver specific information about a company (precise name of a company, its 

legal status, tax number or registration number at a local court etc.), which we can use as unique 

identifiers, easing later updates in the knowledge base by tracking the same entity in different 

resources. For instance, company specific information is often used in so-called company profiles, 

which accompany textual resources such as stock exchange web pages for individual companies.  

 

Annual (or other periodic) reports as well as company profiles are therefore the best starting 

resources for the CLOBIE task, the results of which will be merged and filtered during the 

subsequent ontology population process. Further resources, such as specialized newspapers or 

on-line tickers can provide for additional information, potentially covering different time periods, 

that can be used for day-to-day monitoring and update of information encoded in the knowledge 

base. 

Semi-Structured Data: Web Sites, Reports (Metadata & Tables) 

As stated above, we first focus on annual reports and company profiles as available from stock 

exchange web sites such as DAX. In particular, annual reports contain semi-structured data such 

as profit-and-loss and other financial tables. Annual reports are sometimes freely accessible from 

web sites such as the SEC public data base in the USA (http://www.sec.gov/edgar.shtml) for 

English or the “Bundesanzeiger” (https://www.ebundesanzeiger.de/ebanzwww/wexsservlet) in 

Germany. Unfortunately, very often one has to pay for access to annual company reports, as is 

the case for Dutch and Spanish companies. Therefore for these two languages we decided to 

focus instead on freely available company profiles, which we can access from the Bolsa de Madrid 

(http://www.bolsamadrid.es) in Spain and Euronext (http://www.euronext.com/) in the 

Netherlands. Additionally, for these two languages we have a small set of publicly available 

annual company reports of companies. 

 

Regular expressions over basic named-entities (dates, amounts) and shallow linguistic 

annotations (part-of-speech and lemmatization) are often sufficient to extract minimal 

information from the semi-structured data in annual reports, such as the period covered by the 

report, the publication date, the name of the reporting company, its legal status, location (city), 

registration number and name of the main representatives. In addition, an approach based on 

text lay-out is used for the extraction of financial data from tables. We implemented this 

approach for both English and German data. 
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To illustrate this kind of data, the figure below shows an example table from an annual report of 

the company NORDEX, providing information about its Assets for 2009 and 2010: 

 

The following figure shows a similar financial table from an annual report of the German company 

RWE, from which we extracted a set of facts, a selection of which is displayed in Table 1 below. 

Figure 1: Annual report example with table on Assets 

Figure 2: Balance sheet for the company RWE (from “Bundesanzeiger” website) 
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<kbsf42> <rdf:type> <xebr:KeyBalanceSheetFiguresReport> . 

<rep42> <dc:source> "BA-RWE-Bilanz-2011-source.txt"^^<xsd:anyURI> .  

<rep42> <xebr:hasKeyBalanceSheetFiguresReport> <kbsf42> . 

<rep42> <rdf:type> <xebr:Report> "2010-01-01"^^<xsd:date>  "2010-12-31"^^<xsd:date> . 

<ifap42> <xebr:hasIntangibleFixedAssetsTotal> "17350000000EUR"^^<xsd:monetary> . 

<ifap42> <rdf:type> <xebr:IntangibleFixedAssetsPresentation> . 

<ifap42> <xebr:belongsTo> <kbsf42> . 

<sp42> <xebr:hasStocksTotal> "3293000000EUR"^^<xsd:monetary> . 

<sp42> <rdf:type> <xebr:StocksPresentation> . 

<sp42> <xebr:belongsTo> <kbsf42> . 

Table 1: Facts extracted from the financial table in Figure 2 (RDF representation with constant-names 
based on xEBR, e.g.,“kbfs” stands for Key Basic Financial Figures, “iafp” stands for Intangible Fixed 
Asset Presentation, etc.) 

 

As already mentioned, stock exchange web sites offer detailed profiles of listed companies in a 

semi-structured format. These profiles contain a wealth of relevant data that might not be 

present in an annual report, e.g. company tax number, date of establishment, date of admission 

at the stock exchange, recent key financial figures, short name of the company, transparency 

standard used, actual performance at the stock exchange, etc., as can be seen in the example 

below of the company profile of RWE as published by the DAX web site: 

 

 

Figure 3: Company profile (“Unternehmensdaten”) for RWE (from DAX website) 
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The following facts can be extracted from this web site, including company metadata and 

information on company officials and their mandates. 

 

 

 

 

 

 

 

 

 

 

 

We map all of the extracted information onto the ‘Monnet company ontology’, store facts 

accordingly in the knowledge base (see D3.3.1) and start the information integration process. So 

for example, once we have established that the information on RWE that we extract from the 

DAX web page and the information that we extract from the annual report of RWE are in fact 

about the same company, we can merge this information in the knowledge base. 

Unstructured Data: Reports (Free Text) 

In addition to facts extracted from semi-structured data as detailed above, we are also interested 

in the extraction of facts from the unstructured text sections of annual reports. The motivation 

<dax:DE0007037129_1317035184003> <dax:shortName> "RWE AG St"^^<xsd:string> "2011-09-

26T13:06:24"^^<xsd:dateTime> "2011-09-26T13:06:24"^^<xsd:dateTime> . 

<dax:DE0007037129_1317035184003> <dax:isin> "DE0007037129"^^<xsd:string> "2011-09-

26T13:06:24"^^<xsd:dateTime> "2011-09-26T13:06:24"^^<xsd:dateTime> . 

<dax:DE0007037129_1317035184003> <dax:wkn> "703712"^^<xsd:string> "2011-09-

26T13:06:24"^^<xsd:dateTime> "2011-09-26T13:06:24"^^<xsd:dateTime> . 

<dax:DE0007037129_1317035184003> <dax:symbol> "RWE"^^<xsd:string> "2011-09-

26T13:06:24"^^<xsd:dateTime> "2011-09-26T13:06:24"^^<xsd:dateTime> . 

Table 2: Facts (company profile information) extracted from DAX web pages  

<dax:Manfred_Schneider_1317415169> <rdf:type> <dax:Person> "2011-09-

30T20:39:29"^^<xsd:dateTime> "2011-09-30T20:39:29"^^<xsd:dateTime> . 

<dax:Manfred_Schneider_1317415169> <dax:function> "Vorsitzender"@de "2011-09-

30T20:39:29"^^<xsd:dateTime> "2011-09-30T20:39:29"^^<xsd:dateTime> . 

<dax:Manfred_Schneider_1317415169> <dax:lastName> "Schneider"^^<xsd:string> "2011-09-

30T20:39:29"^^<xsd:dateTime> "2011-09-30T20:39:29"^^<xsd:dateTime> . 

<dax:Manfred_Schneider_1317415169> <dax:firstName> "Manfred"^^<xsd:string> "2011-09-

30T20:39:29"^^<xsd:dateTime> "2011-09-30T20:39:29"^^<xsd:dateTime> . 

<dax:DE0008232125_1317415169><dax:supervisoryBoard><dax:Manfred_Schneider_1317415169> 

"2011-09-30T20:39:29"^^<xsd:dateTime>"2011-09-30T20:39:29"^^<xsd:dateTime> . 

Table 3: Facts extracted from DAX web pages about the President (“Vorsitzender “) of the Supervisory 
Board of the company RWE 
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for this is that such text sections contain more specific information on financial values such as 

specifics on company assets or on company profile data such as board member details.  

For this purpose we constructed a data set of annual reports in several languages for companies 

in the wind energy domain. In particular, the Wind Energy Corpus (WEC) comprises 21 

multilingual annual reports (from 2008, 2009 and 2010) of 7 companies operating in the wind 

energy domain. All 21 annual reports are published in PDF in English and 18 are available in a 

second language (German, Dutch or Spanish) as follows: 

 

Company  Total 
Documents English German Dutch Spanish 

Eneco  6 3 - 3 - 

Gamesa  6  
 

3  
 

-  
 

-  
 

3  
 

Iberdrola  6  
 

3  
 

-  
 

-  
 

3  
 

Nordex  6  
 

3  
 

3  
 

-  
 

-  
 

Nuonenergy 
6  
 

3  
 

-  
 

3  
 

-  
 

REPower  6  
 

3  
 

3  
 

-  
 

-  
 

Vestas  3  
 

3  
 

-  
 

-  
 

-  
 

 39  21  6  6  6  

Table 4: WEC corpus overview on language distribution 

 

To illustrate the extraction of financial facts from the WEC corpus, consider the following 

examples: 

NUON Energy – 2008 - “Excluding incidental items and fair value movements, net turnover 

increased to €3,990 million (2007: €3,554 million).” 

From this sentence (and its metadata provenance: annual report company and period) we can 

extract the fact that xebr:NetTurnover for this company (NUON) amounts to €3,990 million in 

2008 and €3,554 million in 2007. This information is normally included also in financial tables 

(semi-structured section of the annual report), but here more specific context for the increase is 

given (excluding incidental items and fair value movements). 
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NUON Energy - 2010 - “This change in tax rate had a positive impact of € 1.5 million on equity at 

year-end 2010 and a negative impact of € 0.1 million on this year’s profit.” 

From this sentence we are able to extract facts on the development of the company’s equity and 

profit. In particular, we acquire information on the amounts of € 1.5 million positively affecting 

xebr:EquityAndLiabilities and € 0.1 million negatively affecting xebr:FinancialProfitLossTotal, 

resulting from ifrs:TaxEffectFromChangeInTaxRate. Please note that in this case we cannot 

interpret this fact solely by use of xEBR and we need to recur to the IFRS taxonomy for the 

interpretation (extraction) of the tax rate effect.  

Basic Extraction Approach 
 
The basic approach we take for the CLOBIE task is to match text segments from the various data 

resources as explained above to ontology concepts by enriching both ontology labels and text 

segments (in the four project languages) with linguistic, terminological and semantic information 

(see also discussions on the ‘STL’ implementation in D2.3.2 Component for Ontology Access & 

Linguistic Pre-processing v2). In particular, we explore a unification-based as well as a 

classification-based approach, both of which exploit lemon objects that capture the STL 

information. 

Unification-based Approach 

The unification-based approach consists of unifying lemon objects on the ontology side 

(linguistically enriched labels of the xEBR taxonomy) with lemon objects on the document side 

(linguistically annotated text). If the linguistic text annotation can be unified with linguistic 

annotations on label(s) in the ontology, then the corresponding ontology concept is selected for 

the semantic annotation of the text segment. And subsequently, the text segment itself will be 

extracted for populating the ontology by assigning it to a provenance attribute of the 

corresponding ontology class instance.  

Classification-based Approach 
The task of assigning terms from the vocabulary to a monetary value can be defined as the 

following classification problem: for each vocabulary term ti  V learn a binary classifier cti : M x V 

 {0,1}, which decides whether the monetary value mv  M is related to the vocabulary term or 

not. For this we will follow a vector space approach with the vector space defined over all lexical 

objects. On the vocabulary side the lexical vector of a term could be for instance all lexical 

objects the term is constructed from (e.g. lemon senses, lexical entries or forms) called lex(t). 

Assuming a corpus with annotated lemon objects, the lexical vector of a monetary value could be 
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constructed using the notion of a context selection function cont (Pado & Lapata, 07), which 

selects all lexical objects over a specific provenance context (e.g. all annotations within the same 

sentence). Then the similarity between a monetary value and a vocabulary term t is the dot 

product cont(mv)T lex(t). Given a training data set, the task of the classifier is to learn the 

hyperplane in the vector space, which best separates samples belonging to the class from the 

others. 

Given the following sentence and the IFRS domain and lemon model in Figure 4: 

“Total revenues fell from € 5,245 million to € 4,922 million in connection with lower tariffs.” 

the classifier will annotate the sentence with the sense revenue (based on the matched 

lemma=”revenue” of its entry) which is linked to the sense TotalRevenue pointing to the financial 

domain vocabulary concept ifrs:TotalRevenue. Thus we gather the lemon contexts: 

 cont(mv:5245mEur) = {sense Revenue} 

 cont(mv:4922mEur) = {sense Revenue} 

 cont(ifrs:TotalRevenue) = {sense TotalRevenue, sense Revenue} 

 cont(xebr:FPLTotal) = {sense FPLTotal, sense Profit) 

and classify that ifrs:TotalRevenue is related to the monetary values mv:5245mEur and 

mv:4922mEur. 

 

Figure 4: Fragment of the xEBR/IFRS domain vocabulary and lemon model  
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Information Integration  

Information extracted from the various document resources in the four project languages is 

stored as ontology instances in a RDF repository (see D3.3.1 CLOBIE Ontology Population 

Prototype v1). Provenance of extracted facts (ontology instances) is currently kept in a simple 

data structure we derived from the Dublin Core standard (http://dublincore.org/), using name 

spaces like dc:date, dc:source, dc:publisher, etc. A more complete provenance approach will be 

integrated in v2 of the CLOBIE Ontology Population Prototype following the schema below: 

 

 

Figure 3: CLOBIE provenance schema 

 

Combined use of provenance and STL information will serve to integrate facts across document 

resources and languages. First, on the level of extracted text segments, we employ an algorithm 

that ensures that named entity variations are normalized. Secondly, on the level of the RDF store 

rules are specified for identifying instance similarity for the purpose of information merging, 

which is implemented by the use of owl:sameAs links and proxy objects (for details see D3.3.1).  

 

An important source of information in the integration process, in particular for consistency 

checking, is temporal information, e.g., a company cannot have two different CEOs at the same 

time. In order to exploit this information correctly, we need to know the exact period of time 

covered by the extracted fact, the date of publication of the document resource and the temporal 

information included in the ontology label itself. To illustrate the latter, consider ontology labels 

with specifications such as ‘payable within one year’, ‘within 3 years’ etc. To establish the exact 

time period, one therefore needs to combine the period covered by the document resource, the 

publication date and the temporal data associated with a financial term (ontology label). 
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CONCLUSIONS 

In this document we presented the main ingredients of the CLOBIE architecture. We first gave an 

overview of the vocabularies that are used in the semantic annotation of text and the extraction 

of facts for the XBRL use case scenario. We then described in some detail the data sets we are 

dealing with in the XBRL use case, also defining specific sets for training and testing the IE tools. 

This topic is important since the type of data source we are using is influencing the linguistic 

processing underlying the IE, i.e., regular expressions over basic named-entities and shallow 

linguistic annotations can be used in the case of semi-structured documents (finance tables in 

annual reports and company profiles), while a classification-based approach, including more 

sophisticated linguistic and semantic annotation, is deployed for the processing of unstructured 

documents. A precise description of the data set is also important for the issues related to 

information integration, where the IE tools and the Knowledge Base have to filter out or merge 

extracted facts from the various types of documents. A first modeling of the provenance of data 

has been already proposed in the first version of the ontology population prototype, and will be 

extended in the second version. Facts extracted from semi-structured documents are already 

populating the Monnet company ontology (D3.2.1), and this will be extended to facts extracted 

from unstructured documents in the next phase of the project. 
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Appendix: xEBR Taxonomy 
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