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1 INTRODUCTION  

D5.2.4 reflects the performance evaluation of the integrated Monnet translation processing 
(D2.4.1) and ontology localisation components (D2.5.2). The evaluation provides a common 
methodology for the investigation of hybrid methods used in domain training for term translation. 
Methods investigated were: 
 

• Beta-LM topic modelling with features (words) mixed-in from the ontology 
• Cross Lingual Explicit Semantic Analysis (CLESA), using multilingual term bases derived 

from IATE 
• Alignment and disambiguation across web ontologies for translation mining 
• Domain lexicon generation from Wikipedia & domain parallel corpora 

 
Evaluation measuring the quality of translation utilised widely accepted machine translation 
metrics of (WER, BLEU, etc.).In agreement with the industrial partners the usability evaluation of 
the use case demonstrators will be performed and reported on in the next evaluation iteration of 
the project. 
 
We first describe briefly evaluation goals and methodology adhered to, the methods and 
measured used for evaluation, experimental setup and evaluation results. 

1.1 Evaluation Goal and Methodology 

The evaluation goals were the evaluation of hybrid methods for domain training for term 
translation. The hybrid methods investigating: 
 

• Beta-LM topic modelling that include ontological features and 
• Alignment and disambiguation across web ontologies for translation mining 
• Use of Multilingual term base in SMT with context disambiguation 

 
Are based on comparisons against the baseline architecture the phrasal system trained with 
EuroParl data (Koehn, 2005). 
 
Domain lexicon generation used the statistical translation system Moses (Koehn et al, 2007) to 
build the training model using a phrasal based approach rather than the tree based model. As 
surface level translation improvement was only targeted, part-of-speech information was not 
considered. EuroParl, Acquis and Wikipedia with the xEBR ontology were used as parallel 
corpuses to improve translations. Word and phrase alignments were built with the GIZA++ 
toolkit (Och and Ney, 2003), and a 5-gram language model built using SRILM (Stolcke, 2002). 
The evaluation concentrated on English-German financial term pairs only. 
 
Both general public domain and use case specific multilingual ontologies were used to evaluate 
the quality of generated translation using well-known evaluation metrics from the field of 
Machine Translation (BLEU, NIST, WER, etc.), next described. 
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1.2 Evaluation Methods and Measures 

The evaluation methodology is primarily based on n-folds validation of quality of translations. In 
this system each ontology is individually split at random into n subontologies each of 
approximately equal size. Then all but one of these is used to tune the parameters of the 
decoder system according to Minimum Error Rate Training methodology of (Och, 2003) using all 
but one of the folds. The resulting system is then evaluated on the held-out fold, and this is 
repeated for each fold. 
 
Evaluation is performed by drawing from the following metrics: 
 

Word Error Rate (WER) computed as the minimum number of editing steps (insertions, 
substitutions and deletions) needed to match the two compared lexical entries, normalized by 
the length (number of words) of the reference translation. The main drawback of WER is that 
it penalizes different word ordering (which is not always indicative of a bad translation). This 
issue is alleviated by the following metrics. 
BLEU is the geometric mean of the n-gram precisions, with n between 1 and 4, multiplied by 
an exponentially decaying length penalty, (Papineni et al., 2002). 
NIST. This metric [Fehler: Referenz nicht gefunden] computes the arithmetic mean of the n-
gram precisions, also with a length penalty. A significant difference with BLEU is that n-gram 
precisions are weighted by the n-gram frequencies, to put more emphasis on the less 
frequent (and more informative) n-grams (Doddington, 2002). 
Meteor. The Meteor metric [Fehler: Referenz nicht gefunden] is designed to put more 
emphasis on recall. It compares stemmed words in addition to find exact matches, and it 
exploits WordNet synonyms to enrich the comparisons (Banerjee and Lavie, 2005). 
N-gram precision. It measures the ratio of correct n-gram sequences in relation to the total 
number of generated n-grams of that order. The higher the value, the better the matching. 

 
To get the value of the weight parameter for the ranker, n-fold evaluations were used. BLEU-n 
indicates the BLEU metric where the largest n-gram considered is of size n. For this evaluation 
we chose two values n=4 (default for Stanford Phrasal) and n=2, which we have shown in other 
evaluations to produce good correlation to translation. 
The choice of these metrics was made based on their wide use and acceptance within the 
machine translation community. 
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2 MT PERFORMANCE EVALUATION 

2.1 Beta-LM Performance Evaluation 

2.1.1 Experimental Setup 
This section reports the performance of the method of bilingual explicit topic adaptation of 
language models (Beta-LM), which works by using term frequencies counties conditioned on the 
similarity of the documents in the corpus to the ontology. We evaluated the method by 
generating a language model from a 2% sample of Wikipedia, which is a corpus of similar size to 
that used to train the translation model. For evaluation we considered to data sets: firstly, the 
2009 International Finanical Reporting Standard (IFRS) from the WP1 use case, and secondly, a 
non-ontology data set that was used in the evaluation of translation systems for the Workshop 
on Machine Translation at ACL-2012 (WMT-12). In the case of WMT-12, we considered each 
document to be the context for which we adapted the Beta-LM model. We also compared to a 
baseline of an evenly trained unigram model and in addition to a method derived from Cross-
Lingual Explicit Semantic Analysis# and Latent Dirichlet Allocation#.  
 
The Beta-LM method works essentially as follows: the frequency of a term in a document is 
multiplied by the similarity to the input ontology and as such most similar documents contribute 
more to the overall frequency. We used three similarity metrics defined as follows for a 
document, d, from the corpus and the ontology labels, o, as a bag of words: 

 
Where is a parameter of the model; is the mean term frequency vector; sis the vector of term 
frequency standard deviation (and indicates pointwise vector multiplication); and df() is a 
function that returns the percentage of documents in the corpus that return the word. We treat 
dand o as a vector of term frequencies and for simplicity write wo to mean dw 0. 
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2.1.2 Results and Discussion 
Results detailed in Table 2.1.2 below show that the integration of the Beta-LM language model 
improves the quality of the translation for almost all cases, with one exception in which NIST and 
PER but not BLEU or METEOR improved (the case of normalized cosine on the IFRS dataset). 
Comparing our results for both data sets, it becomes obvious that there is no clear value for the 
selectivity parameter that consistently yields the best results for both data sets. Thus, setting the 
parameter in the right way is clearly an issue, but it is reassuring to see that for most small 
values of the selectivity parameter our model improves the results compare to the baseline for all 
evaluation metrics. A further interesting observation is that the performance of the similarity 
metrics varies for the two data sets. While the normalized cosine produces the best result on the 
WMT-12 data set, it produces the worst results on the IFRS data set. Further, neither n-gram CL-
ESA nor the LDA-based approach show any noticeable improvement upon the baseline system. 
We conclude that our method seems to have promising application in cross-lingual tasks such as 
cross-lingual information retrieval and machine translation 
 

  WMT-12    IFRS   

Method BLEU METEOR NIST PER BLEU METEOR NIST PER 

Baseline 0.1717 0.2298 2.3894 0.8554 0.1774 0.2896 2.8078 0.9212 

Cosine σ=1 0.1704 0.2279 2.3750 0.8561 0.1767 0.2887 2.8018 0.9201

Cosine σ=2 0.1740 0.2325 2.4154 0.8497 0.1838 0.2948 2.8457 0.9141 

Cosineσ=3 0.1740 0.2325 2.4152 0.8499 0.1849 0.2975 2.8727 0.9095 

Cosine σ=4 0.1739 0.2323 2.4140 0.8500 0.1849 0.2974 2.8726 0.9095 

Cosine σ=5 0.1737 0.2322 2.4120 0.8505 0.1848 0.2974 2.8713 0.9100 

Cosine σ=6 0.1737 0.2322 2.4125 0.8507 0.1847 0.2973 2.8699 0.9101 

Cosine σ=7 0.1737 0.2322 2.4136 0.8505 0.1839 0.2956 2.8637 0.9109 

Cosine σ=8 0.1737 0.2320 2.4132 0.8509 0.1839 0.2957 2.8637 0.9109 

Cosine σ=9 0.1737 0.2321 2.4143 0.8507 0.1839 0.2957 2.8635 0.9110 

Cosine σ=10 0.1738 0.2321 2.4150 0.8507 0.1836 0.2952 2.8592 0.9116 

NormCos σ=1 0.1736 0.2320 2.4116 0.8511 0.1767 0.2887 2.8873 0.9208 

NormCos σ=2 0.1736 0.2321 2.4124 0.8512 0.1767 0.2887 2.8018 0.9201 

NormCos σ=3 0.1736 0.2321 2.4123 0.8514 0.1767 0.2887 2.8018 0.9201 

NormCos σ=4 0.1739 0.2324 2.4152 0.8512 0.1767 0.2887 2.8018 0.9201 

NormCos σ=5 0.1740 0.2325 2.4160 0.8513 0.1767 0.2887 2.8018 0.9201 

NormCos σ=6 0.1742 0.2326 2.4154 0.8515 0.1767 0.2887 2.8018 0.9201 
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NormCos σ=7 0.1742 0.2327 2.4152 0.8517 0.1767 0.2887 2.8018 0.9201 

NormCos σ=8 0.1743 0.2328 2.4167 0.8516 0.1767 0.2887 2.8018 0.9201 

NormCos σ=9 0.1744 0.2329 2.4162 0.8518 0.1767 0.2887 2.8018 0.9201 

NormCos σ=10 0.1744 0.2328 2.4162 0.8519 0.1767 0.2887 2.8018 0.9201 

DF-Jaccard σ=1 0.1738 0.2321 2.4139 0.8496 0.1821 0.2936 2.8604 0.9114 

DF-Jaccard σ=2 0.1737 0.2323 2.4148 0.8500 0.1799 0.2910 2.8376 0.9146 

DF-Jaccard σ=3 0.1738 0.2324 2.4154 0.8503 0.1794 0.2906 2.8303 0.9156 

DF-Jaccard σ=4 0.1737 0.2321 2.4148 0.8504 0.1781 0.2898 2.8214 0.9165 

DF-Jaccard σ=5 0.1739 0.2323 2.4170 0.8502 0.1755 0.2885 2.8146 0.9158 

DF-Jaccard σ=6 0.1742 0.2325 2.4200 0.8500 0.1760 0.2898 2.8228 0.9156 

DF-Jaccard σ=7 0.1741 0.2326 2.4207 0.8498 0.1759 0.2899 2.8265 0.9144 

DF-Jaccard σ=8 0.1740 0.2324 2.4205 0.8497 0.1758 0.2898 2.8264 0.9154 

DF-Jaccard σ=9 0.1739 0.2324 2.4207 0.8498 0.1742 0.2892 2.8214 0.9156 

DF-Jaccard σ=10 0.1738 0.2323 2.4207 0.8499 0.1737 0.2887 2.8174 0.9164 

n-gram CL-ESA 0.1704 0.2279 2.3746 0.8561 0.1767 0.2887 2.8018 0.9201 

LDA (K=500) 0.1708 0.2297 2.3680 0.8679 0.1770 0.2923 2.7790 0.9372 

Table 2.1.2 Translation system machine translation summary 
 
Bold indicates the best result in the section that improves on the baseline value 

2.3 ESA and IATE MT Performance Evaluation 

This section reports on the use additional multilingual term bases for translation candidate 
evaluation. The term base was constructed from Inter-Active Terminology for Europe IATE, 
EuroParl and the JRC-Acquis parallel corpus. Further experimentation that investigates ontology 
translations using the Cross Lingual Explicit Semantic Analysis (CLESA) for disambiguation 
ontological context is also reported on. Deliverables D2.4.1 and D2.4.2 can be referred to for a 
detailed description of this component. 

2.3.1 IATE as Translation Source in SMT 
IATE is the EU inter-institutional terminology database, which contains all existing terminology 
databases leveraged by the EU’s translation services. Contains 1.4M multilingual terms, used by 
various institutions, it was used to enhance phrase translation capability. A web service was 
created to interface with the IATE database. For use with the Monnet Translation Controller, the 
translation source accesses the web service to retrieve source phrase translations.  
 
As IATE may contain different translations for a source phrase that occur in different domains, it 
is necessary for the web service to also provide a description of the domain in which the 
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translation occurs. To ensure good domain translation from IATE, CLESA is used as an additional 
translation source. 

2.3.2 Experimental Setup  
Evaluation compares the baseline architecture of the phrasal system trained with EuroParl and 
JRC-Acquis parallel dataset integrated with IATE as a translation source, and the CLESA based 

disambiguation ranker. The CLESA ranker assigns a score to each candidate translation based on 
the best semantic match between the semantics of the entity to translate and the semantic 

descriptions of the candidate translations. N-fold evaluations (described in deliverable 5.1.2c) 
were used to determine ranker weight parameter value. Multilingual ontologies from our use case 

partners that covered public and financial domains were used as input. Automated evaluation 
was performed using the reference translations extracted from the multilingual ontologies. 

Evaluation measured translation quality using the machine translation metrics of (WER, BLEU, 
NIST,TER).

 
Table 2.3.1 Baseline (B), B+CLESA, B+IATE, B+IATE+CLESA Results for English to German 
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Table 2.3.2 Baseline(B), B+IATE, B+CLESA, B+IATE+CLESA Results for English to Spanish 

 
 

 
 
 

 
Table 2.3.3 Baseline (B), B +CLESA, B+IATE, B+IATE+CLESA Results for English to Dutch 

 

2.3.3 Results and Discussion  
 
Results report a significant improvement for English to Spanish and English to German 
translations, when using IATE with CLESA over the baseline scores. The improved scores suggest 
further investigation into IATE use as a translation source but with proper disambiguation. The 
results further improve when CLESA is applied for disambiguation of the translation candidates 
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given from the IATE sources. Metric do report a decrease in the translation quality for the English 
to Dutch language pair, which may be due to compounding forms in the Dutch language. It still 
needs to be handled in the translation architecture. The current experiments do however not 
utilize the contextual/domain information given by IATE web service. In the future, we also plan 
to experiment considering only the domain specific translations from IATE by using the domain 
information given by Eurovoc. 
 

2.4 Domain Lexicon MT Performance Evaluation 

2.4.1 Experimental Data 
The Financial Ontology. Prepared by the XBRL European Business Registers (xEBR) Working 
Group, is a framework for describing financial accounting and profile information of business 
entities across Europe (Declerck et al., 2010). The ontology comprises 142 concepts and has 
partially alignment of German, Dutch, Spanish, French and Italian concepts. We identified 16 
English financial terms and their German equivalents for use as reference translations for 
automatic evaluation. 
 
The xEBR financial terms represent terms that are used and appear in financial or accounting 
reports. The terms represent unique financial expressions that when tagged and used to organize 
and retrieve automatically reported information. Accurate translation is therefore of importance. 
Table 2.4.1 below illustrates the structure of xEBR terms. 
 

 
Table 2.4.1 Financial labels taken form the UK GAAP 

 
xEBR terms are often only noun phrases without any determiner. The length of the financial 
terms varies, for example the longest financial term considered for translation, has a length of 11 
tokens, while others consist of 1 or 2 (Figure 2.4.1).  
 

 
Figure 2.4.1 Label length of the UK GAAP ontology 
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JRC-Acquis. The general parallel corpus JRC-Acquis was used as baseline training data. This 
corpus is available in all major EU official languages, and is a collection of legislative texts written 
between from 1950 to now (Steinberger et al., 2006). 
 
Although previous research has shown that a training model constructed form general resources 
cannot be used to translate domain-specific terms (Wu et al., 2008), we used these translation 
resources as a baseline to compare and report improvements on general resource to specialised 
domain resources usage. 
 
European Central Bank Corpus. For comparison with JRC-Acquis, experiments were conducted 
using the European Central Bank Corpus, which contains a financial vocabulary and a multilingual 
corpus aligned across 19 European languages (Tiedemann, 2009). The English-German language 
pair, consisting 113K+ sentence pairs (2.8 million English and 2.5 million German tokens, was 
selected for use in our experiments. 
 
Linguee. Linguee was used to construct an additional parallel resource based on the ontology 
vocabulary targeted for translation. Linguee is a dictionary and search engine combination, which 
indexes around 100 million bilingual texts. The search results show example sentences that 
depict how the searched expression has been translated in context. The bilingual dataset was 
gathered from the web, specifically from multilingual company, organisations and universities 
websites. Other sources include EU documents and patent specifications, which in turn also use 
parallel sentences from JRC-Acquis. In contrast to translation engines like Google Translate and 
Bing Translator, that return the most probable translation of a source text, every entry in the 
Linguee database was originally translated manually. 
 
Domain-specific parallel corpus generation. To build a new training model that is specialised for 
the xEBR ontology, we used the Linguee search engine. Output from the Linguee queries of xEBR 
financial terms was parsed to extract plain parallel text. From this, a financial parallel corpus with 
24,247 translation pairs, including single words, multi-word expressions and sentences (Table 
2.4.2) was developed. The English and German portion of the parallel resource contained 
1,032,676 and 865,460 tokens respectively. 

 

 
Table 2.4.2 Examples of extracted text from the translation search engine Linguee 

 
Wikipedia. Is a multilingual encyclopaedia comprising 19M articles in greater than 270 languages, 
making it a rich lexical and semantic resource. Besides a large number of articles, it also holds a 
hierarchy of categories that Wikipedia articles are tagged with. It includes knowledge about 
named entities, domain-specific terms and word senses. Furthermore, the redirect system of 
Wikipedia articles can be used as a dictionary for synonyms, spelling variations and 
abbreviations. 
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Domain-specific lexicon generation. To improve translations, based on the domain-specific 
parallel corpus, we constructed a cross-lingual terminological lexicon. From the Wikipedia articles 
we used data elements of title, category and their internal Interwiki\Interlanguage links. The 
links are used to link to other Wikipedia articles in single or multiple languages. The domain-
specific lexicon was generated by either: 
 

 domain adaption of the ontology (bottom-up approach) or  
 extraction of cross-lingual terminology (top-down approach). 

 
In the first approach, Wikipedia was used to determine the ontology domain(s). The domain is 
represented by the most frequent categories associated with the vocabulary under translation. 
Financial terms, extracted from the ontology, were used to query the Wikipedia knowledge base. 
Wikipedia article were considered for further examination if the title was equivalent to the 
financial terms presented for translation. In this first step, the 7 ontological terms of income tax, 
earnings before interest and taxes, asserts, stocks, debtors, gross profit and income were 
identified in the Wikipedia knowledge base. Categories of the articles associated with these titles 
were then collected. As a category can appear with different financial term, category frequency 
was determined. Financial terms were then split into all possible n-grams and the query re-issued 
to find any additional categories based on the split n-grams. Table 2.4.3 shows the collected 
categories of the first approach and how often they appeared with respect to the extracted 
financial terms. 
 

Frequency Financial Term 
8 Debt 
4 Accounting terminology 
4 Economics terminology 
4 ... 
 Political science terms 
1 Physical punishments 
1 Generally Accepted Accounting Principles 
Table 2.4.3 Collected Wikipedia Categories based on the extracted financial terms 

 
Categories with a frequency above the arithmetic mean of all the frequencies (> 3.15) were only 
considered. To calculate the arithmetic mean only the categories that had a frequency larger 
than 1 were considered, since 2,262 of 3,615 collected categories (62.6%) had a frequency of 1. 
Using this threshold, the extraction of a vocabulary, that un-related to the ontology was avoided. 
Without this threshold, out-of-domain categories would have introduced noise, leading to lexicon 
extension with vocabulary that would not assist the ontology translation, e.g. Physical 
punishments, which was a category associated with the financial term Stocks. 
 
New categories based on the Wikipedia Interwiki article links were tagged using categories from 
Table 2.4.4, using both full and partial terms. All categories found in the Wikipedia article Balance 
sheet were collected, their Interwiki links examined and categories of 106 articles which have an 
incoming link from the article collected. Category frequency was summed and geometric mean 
re-calculated. Where the category frequency was found to exceed the arithmetic mean threshold 
(> 18.40), a new category was added to the final category list. The final list contained 33 
financial Wikipedia categories (Table 2.4.4), was then used to extract the financial terms and 
their translations. 

Frequency Name 
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95 Economics terminology 
62 Generally Accepted Accounting Principles 
61 Macroeconomics 
55 Accounting terminology 
47 Finance 
44 Economic theories 
42 International trade 

Table 2.4.4 Category frequency based on the xEBR terms and respective Interwiki links 
 
Wikipedia articles tagged with these financial categories were then investigated. Article titles 
were considered as domain-specific terms and stored in the lexicon, if other languages (here 
German) were also found in the Wikipedia knowledge base. e.g the English accounting title 
‘Balance sheet’ and its equivalent German title ‘Bilanz’. Wikipedia articles were tagged with one or 
more financial categories, allowing the generation of a terminological lexicon with 3228 English-
German entity pairs. The delta between examined titles and generated lexicon items was 
attributed to some English Wikipedia titles not having a corresponding German link. 

2.4.2 Experiments and Evaluation 
As the UK GAAP represents a monolingual ontology several experiments were undertaken to find 
the best approach to generate the reference translation needed for automated evaluation of the 
financial ontology. Where reference translations were available BLEU (Papineni et al., 2002), 
NIST (Doddington, 2002), TER (Snover et al., 2006), and Meteor (Denkowski and Lavie, 2011) 
were used for automated evaluation. 
 
The evaluation experiments were incrementally conducted as follows: 
 

 translation of 16 aligned English-German labels with different translation models  
 translation of the bilingual German GAAP to determine which translation model performs 

best regarding the 2794 financial labels found in the ontology 
 perplexity comparison between language models and the vocabulary used in the UK 

GAAP vocabulary 
 identification and application of the best translation model to the monolingual ontology, 

using manual annotators to perform cross-lingual evaluation 
 
Experiment 1 - Translating aligned UK – German GAAP labels 
The UK GAAP is a monolingual ontology with 142 financial labels. From it 16 labels were aligned 
with German GAAP equivalent, allowing a small level of automated evaluation. Table 2.4.6 below 
highlights that the resource combination of Linguee + Wikipedia produces the best BLEU score. 
 

Source # correct 
Scoring Metric 

BLEU-2 BLEU-4 NIST TER Meteor 
JRC-Acquis  3 0.2629  0.2747  1.8112  0.6969  0.1579 
ECB  3 0.2572  0.2725  1.5282  0.7878  0.1707 
Linguee+Wikipedia  5 0.3623  0.2922  2.3259  0.6363  0.4085 

Table 4.6 : Evaluation scores for aligned UK–German GAAP translations 
 
Table 2.4.7 details results from the 16 financial label translations aligned between UK and 
German GAAPs. Rows 1 through 5, represents correct translations, which match exactly with the 
reference provided by the xEBR Working Group. The remaining rows represents translations 
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which do not match completely with the reference translations. Rows 6 and 7 outline the problem 
of translating the label ‘fixed assets’, which can be translated into close synonyms of 
‘Vermögenswerte’ or ‘Vermögensgegenstände’. Row 8 shows where the translation model 
generated a compound, but the reference translation consists of two separate tokens. If the 
translation is de-compound, such as ‘Sozialbeträge’ into ‘soziale Beträge’, a synonym for the 
reference translation is generated. Rows 9 through 11 represent translations that are over 
specified as ontology labels do not require the German article at the label beginning. The 
remaining rows of the table highlight incorrect translations. Rows 12 to 14 are translated into 
idiomatic expressions. In row 15 ‘Ergebnis’, is generated, but ‘Erträge’, was the expected 
translation. Finally in Row 16, a part of the source label, ‘Liabilities’ is missed in the target 
translation. 
 

 UK GAAP Translations DE-GAAP 
1  Fixed assets  Anlagevermögen  Anlagevermögen 
2  Tangible fixed assets   Sachanlagen  Sachanlagen 
3    Other tangible fixed assets   sonstige Sachanlagen  sonstige Sachanlagen 
4      Equity   Eigenkapital  Eigenkapital 
5      Income statement   Gewinn- und Verlustrechnung  Gewinn- und Verlustrechnung 
6  Intangible fixed assets  immaterielle Vermögenswerte  Immaterielle 

Vermögensgegenstände 
7    Other intangible fixed   sonstige immaterielle  

Vermögenswerte 
 sonstige immaterielle 
Vermögensgegenstände 

8  Social security cost  Sozialbeiträge  soziale Abgaben 
9  Other provisions   die sonstigen Rückstellungen  sonstige Rückstellungen 
10  Other operating income    die sonstigen betrieblichen Erträge sonstige betriebliche Erträge 
11 Wages and salaries     die Löhne und Gehälter  Löhne und Gehälter 
12  Current assets  kurzfristige Vermögenswerte  Umlaufvermögen 
13  Work in progress   angefangene Arbeiten  unfertige Erzeugnisse 
14  Work in progress   angefangene Arbeiten  unfertige Leistungen 
15  Extraordinary income   das außerordentliche Ergebnis  außerordentliche Erträge 
16  Equity and Liabilities    Eigenkapital und Zur   Bilanzsumme, Summe Passiva 

Table 2.4.7 Evaluation scores for the aligned UK–German GAAP translations generated by 
 
Experiment 2 - Translating German GAAP with different models 
With a financial parallel resource and translation model based on the financial vocabulary in 
place, model performance, on the previously mentioned German GAAP, comprising 2794 labels 
was investigated. Results detailed in Table 2.4.8, highlight that the better BLEU results are 
generated with the Linguee+Wikipedia translation model. Observations are that despite JRC-
Acquis having a larger token number than the Linguee+Wikipedia corpus, better translations of 
financial labels are not translated. Similarly the ECB corpus does not generate better translations, 
despite being considered a domain-specific corpus. 
 

Source # correct 
Scoring Metric  

BLEU-2 BLEU-4 NIST TER Meteor 
JRC-Acquis  47 0.2276 0.1122 2.7022 0.9337 0.1761 
ECB  24 0.1715 0.0596 2.1921 0.9834 0.1321 
Linguee+Wikipedia  79 0.3397 0.2292 3.9383 0.8291 0.2917 

Table 2.4.8 Evaluation scores for German GAAP term translations 
 
Experiment 3 - Perplexity of different language models  
As the small level of coverage from automated translations is insufficient for comment on 
translation model quality, with respect to entire UK GAAP ontology, comparison of 14 different 
language models perplexity and the UK GAAP vocabulary was performed. With the starting 
assumption that a better language model should assign a higher probability with regard to the 
test set, general language models were tested with the UK GAAP to determine which returned 
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the higher probability. Results provided in Table 2.4.9, show that the ECB language model 
generates the lowest perplexity against the UK GAAP vocabulary. Expectedly, a higher probability 
is returned from the Linguee+Wikipedia language model, as the resource was originally 
generated from the same vocabulary. Besides that, the best perplexity is generated from the 
German GAAP language model, indicating that the vocabulary is closer in similarity to the UK 
GAAP, in comparison to other languages models.  
 

 Logprob Perplexity 
JRC-Acquis LM -1,656.39 243.625 
ECB LM -1,871.33 497.098 
German GAAP LM -1,528.92 159.608 
Linguee + Wikipedia LM -1,277.15 69.226 

Table 2.4.9: Language model perplexity results 
 
Experiment 4 - Manual Evaluation of Translation Quality - UK GAAP 
This section describes the procedure used to manually assess the terminology translation system 
translation quality. The experimental setup adhered to was: 
 

 describe the annotation setup and task presented to the human annotators,  
 report on the translation quality achieved by the Linguee+Wikipedia approach  
 present inter-annotator agreement scores that allow ranking reliability judgement. 
 perform manual error analysis of UK GAAP 

 
Annotation Setup. Designed a classification scheme consisting of three distinct classes: 
‘acceptable’ (A): terms classified as acceptable are either fully identical to the reference term or 
semantically equivalent ‘can easily be fixed’ (C): terms in this class require some minor correction 
(such as fixing of typos, removal of punctuation, etc.) but are nearly acceptable. The general 
semantics of the reference term are correctly conveyed to the reader Neither (N): the translation 
of the term does not match the intended semantics or it is plain wrong. Items in this class are 
considered severe errors which cannot easily be fixed and hence should be avoided wherever 
possible. 
 
Annotation Data. Setup the evaluation task containing 142 term translations and their 
corresponding source term. Manually classify (focus group of 6, non-financial expert, annotators), 
translation output using the described classification scheme. A total of 852 classifications were 
generated by the annotator group. Table 2.4.10 provides results from the manual term 
translations into German evaluation. Distribution of classes per evaluation task, are presented in 
descending order from the best reported. 
 

 Classes 
System A C N 
Linguee+Wikipedia Model 59.15% 29.34% 11.50% 

Table 2.4.10 Results from the manual evaluation for German 
 
To assist with ranking interpretation, the inter-annotator agreement was determined using the 
agreement metrics: S (Bennett et al., 1954); π (Scott, 1955); κ (Fleiss, 1971); α (Krippendorff, 
2004). 
 

 Metrics 
System S π κ α 
Linguee+Wikipedia Model 0.467 0.355 0.357 0.355 

Table 2.4.11 Annotator agreement metric scores for German 
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The average κ score of 0.357, can be interpreted as fair agreement (Landis and Koch, 1977). 
Given the observed inter-annotator agreement, we expect the reported ranking results to indicate 
sufficient agreement across annotators. An observation is that including domain experts into the 
manual evaluation campaign would be an interesting extension to the work presented. 
 
Manual error analysis of UK GAAP. Looked to performing a closer analysis of each label. 36 labels 
identified by evaluators as ‘acceptable’ (rows 1 through 7 in Table 2.4.12 were extracted). 
Examples of financial labels, categorised as ‘Neither’, indicating low quality translation are also 
listed in rows 8 to 10. Investigations revealed that the target label omitted part of the source 
label. In row 8, the translation for the segment ‘Net operating’ is missing, row 9, fails to translate 
‘Equity’ and in row 10 ‘Loss for the period’, is likewise omitted. 
 

# Source label Target label
1  Equity  Eigenkapital 
2  Stocks  Wertpapiere 
3  Key Balance Sheet Figures Bilanzkennzahlen
4  Revaluation Reserve  Neubewertungsrücklage
5  Interest And Similar Charges  Zinsen und ähnliche Aufwendungen 
6  Debenture Loans After More  Than 

One Year 
Schuldscheindarlehen nach mehr als einem 
Jahr 

7 Profit Or Loss On Ordinary  
  Activities Before Taxes 

Gewinn oder Verlust aus der gewöhnlichen 
Geschäftstätigkeit vor Steuern 

8 Net Operating Income  Ergebnis aus der
9 Equity And Liabilities  Und Passiva
10 Profit Loss For The Period  Ergebnis der 

Table 2.4.12 Manual translations considered as "Acceptable" (above) and "Neither" 
 
In addition to the evaluation of the quality of financial label translation, the time taken for 
evaluation under criteria of label length, translation quality and evaluation elapsed time across all 
labels was investigated. 
 
Evaluation time regarding the length of the source labels. Figure 4.4.2 illustrates 
evaluation time regarding relative to source label. On average, (and as anticipated), evaluation 
time increased with the length of the source label, with evaluators taking greater than 9 seconds 
to evaluate unigram and 26 seconds to evaluate the longer n-gram financial labels. 

 
Figure 2.4.2 Evaluation time per length of the source labels 

 
Evaluation time with respect to the quality of the translations. Evaluators were tasked 
with evaluation of translation quality based on the previously introduced classifications 
"Acceptable", "Can easily be fixed" and "Neither". Interested in achieving a more fine grained 
classification with broader data coverage, each label was assigned a numeric value based on the 
evaluator focus group. Accordingly the categorisations of ‘Accepted’ and ‘Can easily be fixed’ 
were assigned weightings of 3, 2 respectively and ‘Neither’, a 0. Therefore for UK-DE translation 
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pairs such as ‘Charges’- ‘Kosten’,  annotated by all evaluators as acceptable, receives an 
evaluation score of 18, where as ‘Financial Charges’- ‘Finanziellen Belastungen’, annotated by 4 
evaluators as acceptable, and 2 as ‘Can easily be fixed", receives an evaluation score of 16. The 
classification has the effect of broadening the quality classes. Figure 2.4.3 depicts the evaluation 
time regarding the translation quality of the financial labels. Labels, with an evaluation score of: 

 Zero, take > 20 seconds 
 between 2 and 5, take less time 
 six or more, requires more time 
 between six and thirteen, evaluation time is higher than for labels with wither lower or 

higher score. 
 
Allowing general deduction, that good and weak translations, are easier to evaluate, and all 
others more difficult. 

 
Figure 2.4.3 Evaluation time per quality of the translation 

 
Evaluation time for the financial 141 labels. Figure 4.4 provides the evaluation time for all 
142 labels stored in the UK GAAP vocabulary. The longest time to evaluate a single term 
(Operating Bach Ratios), was greater than 60 seconds, while the fastest time noted was less than 
3 seconds for ‘Staff Costs’ translated into ‘Personalkosten’. 
 

 
Figure 2.4.4 Evaluation time for the financial 142 labels 

 
 

# Source label Time [s] 
1  Staff Costs  2.946 
2  Capital  3.177 
3  Extraordinary Charges  3.421 
4  Staff Costs  4.250 
5  Wages And Salaries  4.433 
.... .... .... 
138  Share Premium Account  42.943 
139  Amounts Payable  43.414 
140  Deferred Charges And Accrued Income  44.213 
141  Depreciation On Intangible And Tangible 

Fixed Assets  
47.211 
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142  Operating Bach Ratios  62.943 
Table 2.4.13 Financial labels with the top fastest and slowest evaluation time 

 

3   PERFORMANCE EVALUATION OF CROSS-LINGUAL 
ONTOLOGY-BASED INFORMATION EXTRACTION  

3.1 Evaluation Methodology 

The basic approach for the evaluation is the one dealing with recall and precision. For this we are 
going two difference ways: 1) manual annotation of data with which the results of the system will 
be compared; and 2) use the results of information extracted from structured data, in the same 
document space, with data extracted by our tools from unstructured documents. An example for 
the latter scenario is given in Stock Exchange pages: a lot if information is given in the form of 
structured presentation, from which we can extract facts with a high level of accuracy, and 
unstructured documents “wording” partly the same information in a more natural way for the 
human reader.  

3.2 Evaluation Methods and Measures 
As mentioned above, the metrics measures we use are recall and precision. A gold standard for 
evaluating the application of cross-lingual IE is being set up Data are taken from the bi-lingual 
web pages of the “Deutsche Börse”. Examples of such text in DE and EN are given just below: 
 
DE: http://www.boerse-frankfurt.de/de/aktien/rwe+ag+st+DE0007037129/unternehmensdaten 
RWE zählt zu den fünf führenden Strom- und Gasanbietern in Europa. Mit unserem Know-how 
bei der Förderung von Öl, Gas und Braunkohle, dem Bau und Betrieb von konventionellen und 
erneuerbaren Kraftwerken, dem Handel mit Commodities sowie dem Transport und der 
Vermarktung von Strom und Gas sind wir auf allen Wertschöpfungsstufen des Energiesektors 
tätig. Rund 72.000 Mitarbeiter versorgen über unsere vollkonsolidierten 
Beteiligungsgesellschaften fast 17 Millionen Kunden mit Strom und nahezu 8 Millionen Kunden 
mit Gas. Im Geschäftsjahr 2011 haben wir einen Umsatz von knapp 52 Mrd. € erwirtschaftet. 
Unser Markt ist Europa. RWE ist die Nr. 1 unter den Stromerzeugern in Deutschland, die Nr. 2 in 
den Niederlanden und die Nr. 3 in Großbritannien. Unsere Position in Zentralost- und 
Südosteuropa bauen wir kontinuierlich aus.  
 
EN: http://www.boerse-frankfurt.de/en/aktien/rwe+ag+st+DE0007037129/unternehmensdaten) 
RWE is one of Europe's five leading electricity and gas companies. Trough our expertise in oil, 
gas and lignite production, the construction and operation of conventional and renewables-based 
power plants, commodities trading as well as electricity and gas transmission and sales, we cover 
the entire energy value chain. Some 72,000 employees supply almost 17 million customers with 
electricity and nearly 8 million customers with gas via our fully consolidated companies. In fiscal 
2011, we recorded just below €52 billion in revenue. Europe is our market: RWE is the No. 1 
power producer in Germany, No. 2 in the Netherlands, and No. 3 in the UK. We continuously 
expand our position in Central Eastern and South Eastern Europe. 
 



                            FP7-ICT-4-248458 

D5.2.4 Performance Evaluation & Usability Studies v4     Page  20 of 21 

For this type of text, a gold standard is being annotated, with respect to classical Named Entities 
(locations, dates, company names), as well as xEBR financial concepts, names of industry 
activities, numbers of employees, number and distribution of clients of companies,  regions 
where activities are performed. 

3.3 Experimental Setup 
Baselines are given by applying the surface strings, used in the different semantics resources – 
mentioned below - to text, and to see what can be semantically annotated or which information 
can be extracted. A second step consists in applying lemon based representation of the strings of 
the labels to the documents and to measure differences with the first very basic and robust 
approach. Finally, the rule-based and classification based approaches, using different levels of 
natural language processing will be evaluated and compared to the results achieved by the first 
and second evaluation studies. 
 

Reference standards 
National GAAPS represented in XBRL (eXtended Business Reporting Language), in our case we 
concentrate on the harmonized core taxonomy  ISO TC37/SC4 for linguistic annotation, W3C for 
the representation of semantic facts.  
 

Ontologies 
We are working on the base of the integrated Monnet Financial Ontologies (MFO, see 
Deliverables D3.3.2), and therefore we can extract data related to business reporting (xEBR 
ontology), stock exchange data (DAX, Euronext, Bolsa de Madrid), Industry Classification 
Information (ICB, DAX and NACE classifications).  
 

Languages 
We are dealing with the four languages of the project. Due to the origin of two partners mostly 
involved in WP3, evaluation will deal primarily with English and German. But work has been done 
in Spanish and Dutch. Few test were done with Russian.  
 

Framework 
The prototype we developed so far is based on the Monnet RDF repository. Information extracted 
from structural data has been achieved with basic wrapper programs written in Java. All data in 
English and German in the repository can be represented in lemon. For the Information 
Extraction from unstructured text, we use for now the NooJ platform, in which we can combine 
patterns, finite-state grammars, and semantic mappings.  

3.4 Results 
As the evaluation phase of the most interesting part of the IE (applied to unstructured text) is 
starting, result are not yet available, but be delivered within the final report.  
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