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1. Publishable summary 

1.1. Summary description of project context and objectives 

 

LDBC (http://www.ldbc.eu/) is a Collaborative Project (STREP) from the FP7-ICT-2011-8, funded and started 

in September 30, 2012 lasting for 30 months. It stands for “Linked Data Benchmark Council” and aims at 

creating the first comprehensive suite of open, fair and vendor-neutral benchmarks for RDF/graph 

databases together with the LDBC foundation which will define processes for obtaining, auditing and 

publishing results. 

It addressed then the FP7 objective ICT-2011.4.4 Intelligent Information Management" , outcome c), which 

called for “Framework and tools for benchmarking and exploring information management diversity and 

comparing and optimising the performance of non-mainstream data management architectures and 

computing paradigms, novel data structures and algorithms on extremely large volumes of data. While 

methodological rigour and scientific quality and novelty was the main criteria for success, preference was 

given to proposals that addressed a clearly identified industrial, scientific or societal concern or opportunity 

and/or brought together hitherto unrelated scientific or software engineering communities.” The initial 

consortium is composed by 8 preeminent institutions (academia, foundations and SMEs) from 8 EU 

different countries. 

Non-relational data management is emerging as a critical need for the new data economy based on large, 

distributed, heterogeneous, and complexly structured data sets. This new data management paradigm also 

provides an opportunity for research results to impact young innovative companies working on new RDF 

and graph data management technologies to start playing a significant role in this new data economy. 

Standards and benchmarking are two of the most important factors for the development of new 

information technology, yet there is still no comprehensive suite of benchmarks and benchmarking 

practices for RDF and graph databases, nor is there an authority for setting benchmark definitions and 

auditing official results. Without them, the future development and uptake of these technologies is at risk 

by not providing industry with clear, user-driven targets for performance and functionality. 

Providing a solution to this problem is being the major goal of the project that seeks to make insightful the 

critical properties of graph and RDF data management technology, and stimulate progress through 

competition.  

The LDBC project is bringing together a community of top researchers and RDF and graph database vendors 

to develop and implement the first suite of open, fair and vendor-neutral benchmarks that will include 

workloads, data generators and test drivers for measuring the performance of RDF and graph databases. 

Good benchmarks contain relevant technical challenges that can only be overcome by innovation, i.e. they 

steer progress in research and industry. LDBC involves top research groups to identify these technical 

challenges (“choke points”) and continuously engage a user community that contributes scenarios, data 

and query workloads. LDBC planned separate work packages for different technology areas, including core 

data management (query processing, query optimisation, transactions), graph analysis, and data 

integration and reasoning; each of which is being led by a scientific expert in this particular domain. 
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1.2. Description of the work 

 

The work in LDBC is organized into several inter-related work packages (WP): six technical work packages 

corresponding to four main research activities, one work package dedicated to project management. So, 

LDBC work packages are the following and have achieved the following goals along M13-M24: 

• WP1: Common benchmark methodology. The development of the two LDBC benchmarks (SPB and 

SNB) has been continued without any problem. 

• WP2: Query Processing Choke Point Analysis. The benchmarks from both task forces have been 

enhanced and continuously improved.  The transactional and complex query processing aspects of 

the choke point analysis plan have been investigated in this WP during the period.  

• WP3: Graph Choke Point Analysis. The development of benchmarks, including query definitions, 

software and all the necessary documentation, has been continued without problems. We have 

produced a final description of the Interactive workload and a draft of the Business Intelligence 

workload for the Social Network Benchmark.  

• WP4: Semantic Choke Point Analysis. A framework for a reasoning benchmark has been proposed. 

The final version of the Semantic Publishing Benchmark has been set up and has been used as the 

basis for the Instance Matching Benchmark. 

• WP5: Community building and dissemination. Different actions have been taken towards the 

enhancement and engagement of the potential community around LDBC after the comments made 

by the reviewers and Project Officer.  Two TUC meetings have been celebrated, the new end user 

dissemination plan has been implemented and several workshops (GRADES 2014, BerSys2014, 

Graph-TA 2014, etc) have been organized by LDBC. In addition, different publications have emerged 

from the project. 

• WP6: Exploitation. The LDBC legal entity has been created and the first members of it have already 

been engaged (not only from the initial consortium but also external entities). An initial draft of the 

auditing and training material and execution rules for the benchmarks has been developed and 

standardization activities have been done in several areas. 

• WP7: Project management. The management of the project has successfully allowed the project to 

progress in the adequate way, especially taking into consideration the 1st EC Review comments 

and indications. 

As a summary, during the second year, the project highlights were (i) successful bootstrapping of the 

Technical User Community and two successful TUC meetings have been held (ii) evolution to the final 

development of two benchmark workloads, i.e. the Interactive workload of the Social Network Benchmark 

and the Semantic Publishing Benchmark including complex correlated graph generation through DATAGEN 

for SNB and the dataset generator of SPB and the analysis of the queries introduced in the workloads, (iii) 

evolution of the Business Intelligence workload of the SNB, (iv) the engagement of different companies in 

the LDBC organisation (v) scientific dissemination through three workshops (most prolific GRADES at 
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SIGMOD 2014) and (vi) successful broadening through cooperation from the RDF and Graph database 

systems to the graph programming framework community (such as GraphLab). 

Additionally to the technical work packages, two differentiated benchmark task forces (the semantic 

publishing task force and the social network task force) have continued their work towards the finalisation 

and proposal of the benchmarks. They are the organizational structure for the definition, development and 

maintenance of LDBC benchmarks both during the project as well as beyond its duration, and are 

composed of a group of LDBC partners and vendor/user council members who join forces around a 

benchmark for a specific use case, e.g. publishing, following at the same time a sound methodology. Each 

work package of the project contributes to the task forces when required by the nature of the effort. 

The project has also organized different dissemination activities such as the “2nd International Workshop 

Graph-TA workshop (Graph-TA 2014, https://www.dama.upc.edu/seminars/2nd-graph-ta)” , 21st  February 

2014 Barcelona, aimed at  presenting and discussing research results and applications in the domain of 

graphs from different communities;  the “2nd International Workshop on Benchmarking RDF Systems 

(BeRSys 2014, http://events.sti2.at/bersys2014/)”, co-located with VLDB2014, 5th September 2014, 

Hangzhou , oriented at providing a discussion forum where researchers and industrials can meet to discuss 

topics related to the performance of RDF systems; and the “Graph Data-management Experiences & 

Systems (GRADES workshop 2014, http://event.cwi.nl/grades2014/)”, 22nd  June 2014 Snowbird, USA, 

(with the 2014 ACM SIGMOD/PODS conference) oriented to  elicit discussion and description of application 

areas and open challenges in managing large-scale graph-shaped data.   

Apart from the previous activities, the project has organized two Technical User Community Meetings (TUC 

meetings), the first one (3rd TUC meeting) in November 2013 and co-located with GraphConnect 2013 in 

London (http://wiki.ldbcouncil.org/display/TUC/Third+TUC+Meeting%2C+November+2013) and the second 

(4th TUC meeting) in April 2014 in Amsterdam 

(http://wiki.ldbcouncil.org/display/TUC/Fourth+TUC+Meeting%2C+April+2014). These meetings are aimed 

at engaging a broad user community (“problem owners”) from a variety of vertical domains (publishing, 

life-sciences, marketing and telecommunications). The users will provide datasets and workloads, 

participate in benchmark design efforts, and regularly convene following a user engagement plan. 

Alternatively, an online questionnaire is available at http://goo.gl/PwGtK so that interested parties can 

make contributions on their experiences and needs for consideration in the LDBC benchmarks.   

Apart from this a rough set of actions to make the project known and recognized among the vendor 

community, both regarding software and hardware have been also carried out by LDBC participants. These 

actions put the stress on building a vendor community around LDBC, which compose the group of potential 

members of the LDBC non-profit organization. 

 

1.3. Potential impact and use 

The main scientific and technical objective of the LDBC project is to develop new benchmarks that will spur 

research & industry progress in large-scale graph and RDF data management together with the 

establishment, by a broad community of researchers and, RDF and graph database vendors, of an industry-
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neutral entity (the LDBC foundation) for developing graph and RDF benchmarks, auditing benchmark 

results, and publishing audited results. 

The LDBC consortium is made up of leading European companies and Academic partners relevant for this 

technology domain. European institutions have been at the leading edge of the Linked Data movement and 

the necessary world-leading expertise for achieving the project objectives can be found within Europe. 

LDBC will also help to strengthen the leading role that European players have in this field. So, this blend of 

Academia and Industry is already a very good impacting factor for the project, LDBC is already stimulating 

technology innovation so that infrastructures for “Big Data” become feasible and evolve with the ever-

increasing appetite for massive volumes of data. These infrastructures provide the supporting environment 

for the development of expertise to exploit the “Big Data” economy. This allows businesses, scientists and 

individuals to engage and compete in a global marketplace and will lead to European economic and social 

growth. 

The number of vendors that have already shown interest and are engaged in the project is large and most 

important companies in data management solutions worldwide, i.e. Oracle Labs and IBM, have already 

engaged with the LDBC not-for-profit organisation together with Bigdata (see 

http://ldbcouncil.org/industry/members). One important aspect of those companies is the influence in the 

market evolution and the impact in the potential users of new technologies. They have noticed and 

recognized the importance of graph management by setting up their own software for such needs and 

collaborating intensely with the LDBC consortium. 

By involving users throughout the lifetime of the LDBC project and by capturing their current behaviours 

and intentions, the benchmarks produced will provide the information necessary for users to plan their 

technology road-maps. Very often, what can be achieved is limited to the capabilities and the level of 

maturity of available technology. LDBC benchmarking activities will stimulate competition and innovation 

amongst vendors, which will accelerate improvement and thus put better technology in to the hands of 

users.  

From the users’ perspective, TUC meetings have provided a significant push and they are also already 

receiving a significant amount of input from the evolution of the project. This will have a significant impact 

in society because it will help both to assess the quality of the technology solutions for RDF and graph data, 

and will allow making the society conscious of the need for such technologies. The consortium is engaging 

more users every time and they are becoming more and more interested about the progress the project is 

achieving, and conscious about the return they may obtain. 

Good benchmarks will steer progress not only in industry but also in research. They will set up new 

challenges and stimulate the RDF and graph research community to innovate and push the research 

boundaries in these fields. Many research organisations have acknowledged the need of an organization 

such as LDBC foundation through which new RDF and graph database benchmarks can be developed. In 

fact, there are many different non-industrially oriented benchmarks that are appearing in the literature, the 

project is getting enriched by them and starting collaborations with some of them with the obvious benefits 

this may provide. 

Finally, LDBC is collaborating with different EC sponsored projects like LOD2, Planet Data and OpenPhacts 

which is providing a significant enrichment to the project and creation of the benchmarks.  
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1.4. The Consortium 

 

The LDBC consortium consists of eight partners with complementary competence and expertise to achieve 

the goals of this promising undertaking.  The contractors involved in LDBC are: 

No. Organisation name Short name Country 

1 UNIVERSITAT POLITÈCNICA DE CATALUNYA UPC ES 

2 FOUNDATION FOR RESEARCH AND TECHNOLOGY HELLAS FOTH-ICS GR 

3 NETWORK ENGINE FOR OBJECTS IN LUND AB NEO SE 

4 OPENLINK GROUP LIMITED OGL UK 

5 ONTOTEXT AD ONTO BG 

6 TECHNISCHE UNIVERSITAET MUENCHEN TUM DE 

7 UNIVERSITAET INNSBRUCK UIBK AT 

8 STICHTING VU-VUMC VUA NL 

 

 

Figure 1: Geographical location of the partners 

Participant nº1 (UPC) also includes Sparsity Technologies2, a UPC spin-off company, as a linked third party 

from 1st July 2013. 

                                                           
2
 http://www.sparsity-technologies.com/.  


