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Executive Summary 

This deliverable describes ALLOW's new flow security model that reformulates the con-
cepts introduced in the previous security flow model. However, its main contribution is 
to substantially re-formulate and re-think how security enforcement in human-centric 
pervasive systems is done. In particular, it introduces “break-glass” security enforcement 
into flow security. With this approach people can break some security policies in a con-
trolled manner, but they are expected to take on certain obligations to offset the risks 
posed by such overrides.  

The main motivation fueling this enforcement is that it is impossible to predict all access 
needs and emergencies and security enforcement should not pretend that it could do so. 
Therefore it becomes essential to utilize people as security agent and their know-how 
and expertise for making security decisions. The job of security in this case is in control-
ling how the overrides are used and to make sure that the system can swiftly react in 
case of any wrong doings.  

The novel break-glass model and approach advocated in this deliverable has received the 
best paper award at the ACM Symposium on Access Control Models and Technologies 
(SACMAT) [17]. 
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1 Introduction 

Pervasive flows can be thought of as models of human and computational activities. In 
ALLOW, flows comprise a set of action that are bound by some kind of execution plan to 
achieved some goal under a set of constraints.  

Human-centric tasks represent the activities that human users execute in a pervasive 
environment and may not involve any direct interaction with computing devices. For ex-
ample, examining a patient, changing sheets and so forth are all human-centric tasks. 
The job of the workflow management system is not to execute a task but rather to regis-
ter that the task has finished and guide users through other tasks that they have to do. 
On the other hand a computational task is performed by the computing component of the 
pervasive system. Traditionally the execution of a workflow is coordinated by to work-
flow engines.  

Human involvement in pervasive workflows can also be extended to allow human users 
to make decisions regarding the execution of a workflow. Humans can evaluate their 
situation and decide which tasks should be done and by whom, thus sharing the respon-
sibility to oversee the workflow execution with the computer-based workflow manage-
ment system. 

Human-centric tasks and human-delegated workflow execution represent a fundamental 
departure from the more traditional model of a completely computerised workflow sys-
tem, where tasks were represented as forms that the user completes through a GUI. 
Furthermore, pervasive workflows inherit all the characteristics of typical pervasive ap-
plications such as: context-awareness, decentralised execution and adaptation.  

The ALLOW project [18] has introduced a concept of a flow, which represents a new 
paradigm for pervasive applications. A flow is a pervasive workflow that combines: ad-
aptability (run-time plan change), context-awareness and support for human-centric 
tasks through activity recognition, into one workflow model. 

Every flow is characterised by the goal(s) that a flow’s successful execution will bring 
about. The interesting property of workflows is that the final goal or the result of the 
flow execution typically depends on the correct execution of the entire sequence of tasks 
that led up to the flow completion. 

Typically in any system, the need for security mechanisms is triggered by a need to pro-
tect an asset that may get damaged or compromised. In the case of a flow execution, one 
of the main assets that ought to be protected is the integrity of the flow’s goal. In other 
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words, it is important that the goal is reached through a set of acceptable task execu-
tions so that the result conveyed by this goal can be trusted to be correct. Another need 
for security controls during a flow execution is to protect the integrity and confidentiality 
of sensitive resources that certain tasks need to access during their executions. This cre-
ates an incentive for an attacker to compromise a particular task execution not only to 
potentially compromise the flow’s goal but also to obtain access to sensitive resources 
through the flows’ tasks. 

To prevent such violations and damage arising from compromised flow execution, the 
flow security policy must specify when and which subjects (users or devices) are permit-
ted to execute tasks and it must also specify what the conditions are that a task needs to 
fulfil in order to gain access to, potentially sensitive, resources.  

The first two Security, Trust and Privacy deliverables, D7.1 [19] and D7.2 [20] intro-
duced a language to express flow security policies and its main features were: 

1. It presented new structural abstractions to express not only the permissions over 
task executions, but also over the control of tasks. 
 
We argued in Deliverable 7.2 that it is not enough to say who can execute which 
tasks, but also who can control how tasks are executed. In other words, workflow 
execution is not a simple manner of doing tasks, but also making sure that they 
are done to a certain degree of quality. 

2. It decentralised the control over workflows empowering people to delegate not 
just the task executions but also to delegate workflow control. 
 
We argued in Deliverable 7.2 that delegation of workflow control is as important 
as the delegation of task executions, since it allows people to indirectly control the 
security aspects of the execution based on their experiences and know-how. 

3. All rules, that comprise a security policy, are context-driven and thus the resul-
ting security policy, in a sense, adapts to changing conditions under which a 
workflow is executed and controlled. Making it able to cope with emergencies and 
exceptions.  

4. Finally, and arguably the biggest departure from the contemporary workflow 
models presented in Deliverable 7.2 was the notion of ‘dealing with violations’. In 
other words, we recognised that in human-centric workflows it is impossible to 
prevent unauthorised execution of human tasks, as their execution is not com-
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pletely computational. 
 
To this end, we introduced a concept of Teleo-Reactive responses to violations 
that attempt to describe how a system and people ought to react to particular vio-
lations and in case of multiple violations how they should prioritise between 
them. 
 
Furthermore, we argued that the severity of response needs to be based on under-
standing the danger posed by such violations in terms of the potential damage 
that can be caused by it.  

The first two deliverables, 7.1 [19] and 7.2 [20]: 

1. Implemented an architecture that attached more conventional access-control poli-
cies to flows and dynamic weaved them into BPEL workflow specifications when a 
workflow specification was first loaded. These policies could be constrained by 
flows as well as by time/place/role/device/role etc. The architecture also supported 
access-control policies originating from users (consent policies). The approach to 
adaptation was to employ event-condition-action rules. Responses to events var-
ied from logging, changing policies, and starting security-based workflows. 

2. Implemented a flow-centric trust management system that supporting decision-
making using recommendations, reputation, credentials and system states. The 
system was non-monotonic and based on the any-world assumption and bilattices. 
It had support for with inconsistency, incomplete information and uncertainty. 

This approach essentially requires a security management component to anticipate as 
much as possible, all situations, both normal and exceptional, under which a flow would 
be executed and then specify which policies need to be applied in those situations. In 
other words, who is permitted to control and delegate the execution, which nurse is per-
mitted to execute which tasks and so forth.  

However, policy writers will be unaware of all situations that may arise and may be un-
aware of which permissions will be needed in the near future regarding the workflow 
executions. Furthermore, changes in the organisational structure may be slow to perme-
ate into a security policy, thus leaving security policies incomplete. In fact, any a priori 
written security policy for a complex human-centric workflow will be in some sense in-
complete: that everything can and will be correctly anticipated, predicted and encoded. 

In this light the first two deliverables can be seen as supporting two kinds of security: 
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1. Preventive – a system denies all unanticipated and unauthorised requests. 

2. Reactive – a system that is able to react to security violations.  

This deliverable adds an additional model to enforce security policies called the “break-
glass” model that sits in between these two approaches and in a sense fills in the void 
separating them.  The key idea of the approach is summarised as: 

 “Allow a subject to override access control decisions, whilst imposing 
obligatory actions on the subject and/or the system itself.’’ 

In ALLOW the main requirement is to let people override security decisions on the as-
sumption that the denials that were issued in the first place, have been issued because 
the policy is incomplete and the preventive strategy (as employed by all workflow se-
curity models) simply has failed to anticipate the request, which in fact ought to be per-
mitted. 

This clearly poses an important question: How should an override be controlled? Our an-
swer to this question is to impose obligations on subjects who have committed or wish to 
commit an override. The idea is that obligatory actions are used to offset the risks intro-
duced by the override. So for example, the subject can be asked to provide a reason for 
his override and allow his actions to be monitored more closely.  

It is crucial that the break-glass model does not fall into the same “prediction” trap as 
traditional access control security policies, namely attempt to predict and encode all 
situations under which the overrides can take place. 

In cases of encoding emergencies it may be simply impossible to list all of the conditions 
under which an emergency holds. Thus it may be the case that it is simply “unknown” 
whether a particular emergency holds. Furthermore, it may be the case that different 
malfunctioning sensors are giving “conflicting” evidence regarding to whether an emer-
gency holds or not. In other words, it may be the case that there is some incomplete and 
inconclusive evidence to support the emergency but it cannot be taken as completely cer-
tain.  

This also holds for any other context attribute that may be used as the evidence in rea-
soning about whether an emergency holds or not. In this respect it would appear that the 
most intuitive way to explicitly represent the incompleteness of a request's properties is 
to expand the truth-value space and assign different truth values to how much is known 
about whether the property holds or not. We have already hinted at the minimum set of 
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two truth-values, namely ``unknown'', ``conflict'', that can be used to express and in a 
sense provide the minimal quantification of incompleteness. Indeed these two values 
may be adequate in certain scenarios and domains, but in others we may require addi-
tional values such ``weak-conflict'', ``unconvincingly-true'', ``doubtfully-false'' and so 
forth. These values essentially represent symbolic quantification over a property's in-
completeness. 

Note: even if a particular emergency holds, it may be simply unknown whether a subject 
is permitted to override or not. Similarly we may simply have some evidence but it may 
be insufficient/unconvincing. 

Finally, we observe that in human-centric flows people are the most important resource 
that requires protection. Accordingly, we believe that security policy should also support 
people in insuring that they perform their flow tasks in a safe manner. For example, a 
nurse assisting a patient suffering from a highly-infectious disease needs should be re-
minded to use appropriate protective gear. However, current flow security models do not 
have a language to express this kind of support tasks to provide further protection for 
flow participants. 

We propose to inject (safety) support tasks into a flow to suggest additional tasks that 
contribute towards the safety of the participants. In a sense these tasks are weaved into 
the execution based on participants’ expertise, context of the executions and so forth. In 
comparison, Break-glass policy and TR obligations (this deliverable’s first two contribu-
tions) concentrate on deciding whether to permit a subject to do certain tasks, while on 
the other hand support tasks are there to guide people in safely executing tasks. These 
are different but complementary security issues.  

Furthermore, support tasks can also contribute towards a better quality of service pro-
vided by flows. Strictly speaking this is not a direct security concern, but as we shall see 
these notions are often tightly connected. 

1.1 Contributions 

Following the discussions made thus far, this deliverable provides three major contribu-
tions: 

(1) Beagle Security Language – This language can be used to express how differ-
ent evidence can be combined in order to precisely define how and what is known 
about whether a subject is permitted to override, whether an emergency holds 
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and so forth. Its semantics are defined over an interlaced bilattice NINE which is 
used to express missing, contradictory and weak evidence for some property.  

(2) Reactive Obligations – This deliverable proposes that the encoding of this kind 
of obligations, as well as the interpretation of their executional semantics, is han-
dled by treating them as Teleo-Reactive (TR) processes.  

(3) Support Task Norms – Initiation and termination of support tasks used to pro-
vide additional safety tasks, as well as more general quality-of-service tasks. 

In comparison with Deliverable 7.2:  

First, we replace the language syntax and semantics underpinning the ALLOW Flow Se-
curity Model, which was expressed in classical modal logic with Beagle. Thus we keep 
the same structural abstractions of: ability, empowerment, permissions, prohibition and 
delegation. We keep these abstractions, as they allow us to express a flexible security 
policy, however now the reasoning over whether they hold or not does not produce simply 
true/false but a range of 9 truth values which signal both the confidence in the truth-
value but also in the amount of evidence that has been collected and produced to con-
clude this decision. Similarly to decide whether an emergency holds or not we have a 
range of 9 truth-values rather than the classical two. Therefore, expressing the security 
policy is done in the same rule-based approach, but now the inference produces a more 
precise answer about whether something is true or not. 

Secondly, in Deliverable 7.2 we have introduced Teleo-Reactive processes as a way of 
dealing with violations, in this document we use them as reactive obligations. The previ-
ous deliverable do not present formal semantics of how TR programs are to be executed 
in an event driven environment nor present a detailed architecture of how such monitor-
ing system can be implemented. This deliverable rectifies this by stating clearly the TR 
execution semantics and detailing its implementation architecture. 

We also show how the ALLOW Flow Security Model is extended with a Resolution policy, 
which is used to provide a way to express break-glass access control enforcement to fill in 
the gap between the preventive and reactive enforcement. 

Thirdly, we demonstrate how support task norms can be used to encode inject additional 
tasks into flows, whose sole purpose is to insure a certain standard of quality-of-service 
and safety of flow participants. 
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1.2 Publications Summary 

This section briefly surveys our publications and their relation to each of this deliver-
able’s contributions: 

Break-glass Model and Security Language: 

Paper 1: S. Marinovic, R. Craven, J. Ma, N. Dulay, Rumpole: A Flexible Break-glass 
Access Control Model, in SACMAT, 2011. 

Paper Summary: We present a novel break-glass access control model whose approach 
differs to the current models’, the key idea is to let users override security decisions but 
they will be closely monitored and may be required to perform additional tasks (obliga-
tions) as a result of incomplete knowledge surrounding their request. The underlying 
model, structures a break-glass policy in a novel way by establishing the reasons of the 
access denial. It uses Belnap’s four-valued logic to represent conflicting and missing (un-
known) information, allowing the policy to make a more informed decision when faced 
with missing or inconsistent knowledge. The model also provides a declarative query 
language that is used to specify an explicit break-glass decision procedure, rather than 
having an implicitly hard-coded one. This allows a policy writer to further restrict when 
and how break-glass access is permitted. This work was awarded the best paper award 
at the ACM Symposium on Access Control Models and Technologies.” 

 

Paper 2: Changyu Dong, Naranker Dulay: Shinren: Non-monotonic Trust Manage-
ment for Distributed Systems. IFIPTM 2010: 125-140 

Paper Summary: We investigate wider non-classical truth-spaces to represent partially 
trusted information as part of a security decision. In this way we are able incorporate 
various level of trust within security policies. Our trust management system is non-
monotonic, based on bilattice theory and the open-world assumption. The model takes 
into account negative information and supports reasoning with incomplete information, 
uncertainty and inconsistency. Information from multiple sources such as credentials, 
recommendations, reputation and local knowledge can be used and combined in order to 
establish trust.  
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Paper 3: R. Wishart, D. Corapi, S. Marinovic, M. Sloman, Collaborative Privacy Pol-
icy Authoring in a Social Networking Context. POLICY, 2010. 

Paper Summary: We have concentrated on a privacy policy language that supports col-
laborative authoring between different users. The main idea is to allow users to specify 
which privacy settings cannot be changed by other users and which are amenable to 
augmentation by other trusted users.  

Even though the scenario targeted in this paper was social networking, its applicable to 
human-centric and pervasive flows and it can be captured with this deliverable’s flow 
security’s model language. More practically, using this paper’s model we can specify 
which trusted flow participants can change security policies. 

 

Teleo-Reactive Obligations: 

Paper 4: S. Marinovic, K. Twidle, N. Dulay and M. Sloman, Teleo-Reactive Policies 
for Managing Human-centric Pervasive Services, in CNSM 2010. 

Paper Summary: This work addresses the issue of complex obligation management in 
human-centric flows. The main motivation for this work lies in the fact that people may 
"misbehave" by postponing the execution of certain obligatory actions or ignoring them 
all together. Performing an action may take a long time so that the action is no longer 
needed or more important actions may need to be executed. Managing such behaviours 
through event-condition policies is complex and difficult to implement. This work intro-
duced a new policy class, called a Teleo-Reactive policy, whose semantics are based on 
continuous monitoring of the environment and prioritising available actions. The seman-
tics result in more flexible and concise formulation of monitoring and adaption for hu-
man-centric pervasive services. We demonstrated how these policies can be applied in a 
real-world use case scenario set in a nursing home and describe the underlying imple-
mentation based on the Android’s Java platform. 

 

Paper 5: K. Twidle, S. Marinovic, and N. Dulay, Teleo-reactive policies for Ponder2, 
in POLICY, 2010. 

Paper Summary: This paper presents a more technical overview of Teleo-Reactive poli-
cies and how they are implemented within Imperial’s Ponder2 policy management 
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framework. In particular it addresses the syntax and event-driven execution semantics 
of Teleo-Reactive policies. This paper can also be seen as succinct summary of the more 
general guide to our implementation of Teleo-Reactive policies, which is open-sourced at: 
http://www.ponder2.net/cgi-bin/moin.cgi/TrPonder. 

 

Paper 6: S. Marinovic, K. Twidle, and N. Dulay, Teleo-reactive workflows for perva-
sive healthcare, in PerCom Workshops, 2010. 

Paper Summary: We have also explored to what extend Teleo-Reactive policies can be 
generalized and used as a more generic flow approach. We presented a new approach to 
flow specification based on Teleo-Reactive programs, where a workflow is not defined as 
a set of discrete steps, but rather as a goal-driven process. Flow tasks are modelled as 
continuous context conditions or durative actions. TR flows offer a high degree of flexi-
bility and an easier way to model human-centric tasks than the traditional graph- based 
flow models. We illustrated the approach with a pervasive healthcare example taken 
from Mainkhofen and showed how to apply the approach to managing a flow’s resources 
and security. 

 

Paper 7: L. Mostarda, S. Marinovic, and N.Dulay, Distributed Orchestration of Per-
vasive Services, in AINA, 2010. 

Paper Summary: This work was an initial investigation on how to distribute obligations 
and coordinate their execution in a distributed environment. The ideas developed in this 
paper shaped the architecture of our Teleo-Reactive policy platform. This paper looked at 
how obligation policies can be executed in a synchronised manner across different en-
forcement points. Orchestration is a simple and popular method to co-ordinate execu-
tions but introduces a single point of failure and lacks the flexibility to cope with the 
greater variability of pervasive environments. Choreography in contrast advocates ex-
plicitly modelling systems as interacting peers that conform to rules of interaction. 
Choreography promises offers greater reliability and flexibility but leads to systems that 
are much harder to validate.  An intermediate approach that we've developed, is to use a 
logically centralised execution orchestration, and automatically generate a distributed 
implementation that correctly enforces the orchestration behaviour. Our system handles 
all the synchronisation and consensus issues for this and ensures correctness. The sys-
tem also incorporates abstractions for grouping pervasive peers and coordinating perva-
sive peer-to-peer interactions.  
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2 Beagle Security Language 

In this section we describe Beagle Security language (part of the published work [17]), 
which is used by the ALLOW Flow Security Model to express how the information about 
an override request is analysed and composed and also how the task permission is then 
inferred. The principal reason for developing a novel security language is to express and 
utilises missing, conflicting, and partial evidence as part of a security decision, standard 
access control languages such as PBel [10, 11] do not fully address. The second reason for 
developing Beagle is to extend flow security language with Break-glass rules. These 
rules extend the language to specify break-glass policies, which were discussed in the 
previous section. 

For Beagle's underlying truth space we have chosen a 9-valued truth space where the 
values are organised into an interlaced bilattice, dubbed NINE. Beagle's raison d'etre is 
to provide a language to express ALLOW Security Model's break-glass policies and 
NINE's truth-value space is sufficient enough to allow ALLOW Security Model to repre-
sent both missing and inconsistent information as well as procedural errors during over-
ride decision making, thus we have not found a well-defined need for further truth val-
ues. 

Unfortunately having a functionally complete set of operators introduces non-monotonic 
operators with respect to the k ordering in NINE which in turn means that the standard 
mapping operator [21] is no longer monotonic and thus is not guaranteed to reach a fix-
point and thus leaves us with programs that have no formal semantics. 

Thus a choice is either to abandon the functionally complete set of operators and keep 
the standard semantics [21], or to extend the semantics by introducing syntactic restric-
tions on programs' clauses. We believe that a functionally complete set of operators 
greatly extends the expressivity of Beagle's clauses in capturing powerful composition 
operators. To this end we propose a stratified class of Beagle programs for which an iter-
ated fixpoint semantics are developed. These semantics are a natural extension of the 
standard semantics and thus all programs with defined standard semantics have the 
same canonical model as under Beagle's stratified semantics. 

2.1 Beagle’s NINE Truth Values 

Beagle is defined over a distributive interlaced bilattice NINE whose truth values are 
used to determine what and how much is known about a certain proposition. However, 
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before we proceed let us stress that we do not use the term ``known'' in a philosophically 
absolute sense, that is to claim that for some abstraction it is absolutely known whether 
it is true or not. But rather that according to the collected facts and evidence and accord-
ing to their, assumed correct, dependencies (specified as Beagle rules and practically 
treated as axioms) the policy is sufficiently confident to claim to ``know'' the truth-value 
of an abstraction. With this assumption in mind let us observe that using bilattices to 
quantify incompleteness has two appealing properties: 

1. The quantities are a finite and discrete set of ``symbols'', assigned a well-defined 
interpretation. 

2. The symbols can be compared with two natural orderings, k and t. 

        

Figure 1. Billatice FOUR 

To illustrate these ideas we will start with the minimum non-basic bilattice FOUR. Its 
truth values can be semantically interpreted, in the context of knowledge ``incomplete-
ness'', as follows: 

T -- The policy's knowledge about an abstraction with T is in conflict, since it has evi-

dence that the abstraction (for some request) both holds and does not hold. 

⊥ -- The policy's knowledge about an abstraction with unknown, since it has no evidence 

to support that the abstraction (for some request) holds or does not hold. 
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t -- The policy's knowledge about an abstraction is that it holds (the abstraction is true in 
the classical sense), since there is evidence to support this notion and no evidence to the 
contrary. 

f -- The policy's knowledge about an abstraction with f is that it does not holds (the ab-
straction is false in the classical sense), since there is evidence to support this notion and 
no evidence to the contrary. 

These interpretations can be used for a basic quantification of incompleteness, since the 
policy's atoms can be assigned two differentiate values, ⊥ and T, to signify incomplete-

ness in the knowledge regarding whether an abstraction holds or not.  

The bilattice FOUR can then be seen as the minimal bilattice and its ideas can be natu-
rally extended to another bilattice called NINE, depicted in Figure 2. 

      

Figure 2. Billatice NINE 

Figure 2 assigns new symbols to the five new truth values. These intermediate values 
stand to indicate unreliability and doubt regarding the presented evidence [21]. One of 
the reasons why NINE can be considered as a natural and intuitive extension of FOUR 
is that usage of NINE's meet and join operators when restricted to FOUR values co-
incides with the usage of those operators in FOUR. In other words, NINE does not re-
define the intuitive meaning of FOUR values and their orderings, it simply adds addi-
tional values to further elaborate on the quality or doubts of the presented evidence. 
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Clearly the semantic interpretation of NINE's truth values can be domain specific. How-
ever, we present a semantic interpretation where the new values are used to denote 
doubt and uncertainty. This interpretation also follows the notion sketched by Fitting, 
and it can be taken as one general and straightforward way of viewing the bilattice 
NINE. 

First let us adopt the convention to refer to NINE's new values (w.r.t FOUR's) as uncer-
tain truth values as they carry uncertainty about what the evidence suggests. Similarly, 
we refer to the FOUR truth values as certain truth values since there is no uncertainty 
about the established statement's validity or whether it is possible to establish it using 
the current knowledge base. Consequently the proposed intuitive interpretation of the 
uncertain values is as follows: 

• dt -- The abstraction is doubtfully true but there is no evidence that it is false. 
Hence based on the collected evidence the statement's certain truth value. 

• df -- The abstraction is doubtfully false but there is no evidence that it is true. 
Hence based on the collected evidence the statement's certain truth value. 

• dT -- The abstraction is doubtfully both true and false.  

• ot -- There is certain evidence that the abstraction is true, but there is doubtful op-
posing evidence that the statement is false.  

• of -- There is certain evidence that the abstraction is false, but there is doubtful op-
posing evidence that the statement is true.  

An immediate question that can be asked with respect to the given definitions is why it 

is the case that dT <k ⊥? The answer can be intuitively framed as that even doubtful 

evidence holds more information than no evidence, as it suggests that there are uncer-
tainties to be resolved. More formally we can say that even if some evidence turned out 
as unreliable and thus erroneous the resulting truth value would still be greater or equal 

than ⊥. Similar answers and arguments can be made for other comparisons between cer-

tain and uncertain values. 

For example, a policy writer may say that overriding when an emergency is not present, 
is actually a weak evidence to support the denial of such override request. This can cap-
tured by the following Beagle rule: 
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thus rather than saying that all overrides are denied if there is no emergency as is en-
forced by all emergency-based models. 

2.2 Beagle’s Syntax and Semantics 

Beagle language is used to encode rules that define how abilities, empowerments (ab-
stractions defined in Deliverable 7.2) and other contextual properties are determined. 
Every rule can be seen as a piece of evidence contributing towards this evaluation. The 
language Beagle is a multi-sorted function-free language used for specifying correlations 
between Beagle predicates. It is defined over the NINE truth values and we assume the 
usual logic programming notions of a term, literal, and a predicate. An atomic formula, 
or simply an atom, is an expression p(t_1,...,t_n) where p is a predicate of arity n and ti is 
a term. 

An interpretation I of a set of rules P is a function that to every ground atom from the 
Herbrand base of P assigns a Beagle truth value. Formulae of Beagle are expressions 
build up from atoms using the introduced Beagle operators: ¬, ∧, ∨, ⊕, ⊗, and NINE’s 

constants.  

Definition 4.1. The interpretation I is extended, from atoms. pointwise to Beagle formu-
lae in the following manner, e.g.: 

  

  

  

Beagle rules are split into two types, the unconditional and the conditional ones. In order 
to make the presentation of the semantics clearer, we shall first consider the uncondi-
tional rules and the semantics of the specification that only contains these rules; after 
that we shall expand the semantics to include the second type of rules as well.  

Definition 4.2. An unconditional rule is an expression: 

      

An unconditional rule with a grounded atom as its head and a constant as its body is re-
ferred to as a fact. 
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The unconditional rule should intuitively be thought of as a rule of testimony that says 
that there is evidence for the atom A to have at minimum the truth value of ψ; in other 

words  for every rule. Just as in the case for choosing an interpretation for the se-

mantics of the normal logic programs, where the interpretation may be required to be 
minimal w.r.t. the number of true atoms, we would also like the interpretation I to be 
minimal in the amount of knowledge that it assigns. But it should also be supported in 
the sense that it assigns only as much knowledge as needed to satisfy all the rules. In 
order to construct this minimal and supported interpretation I, we will use a fixpoint op-
erator TP which maps an interpretation I onto interpretation I’ in such a way that it ap-
plies the evidence rules over I to derive values for I’. We keep applying this operator in 
order to reach a fixpoint interpretation, which we will show to be the minimal and sup-
ported interpretation that we are looking for.  

The set of unconditional rules is first grounded and then with this grounded set of rules 
P a fixpoint operator TP is associated, defined as: 

 

TP maps an interpretation I onto interpretation I’, such that for all A it holds that: 

           

This defined operator is a modification of the operator that Fitting introduced in [21] 
where the ground atom A could appear in the head of exactly one ground rule. As these 
rules are used to formulate pieces of evidence for a particular attribute or property, they 
[21] should be combined using  operator. The reason for this is that the intuitive mean-
ing of the knowledge base's interpretation is that which assigns the least amount of 
knowledge such that all the rules are taken into account. 

This way of combining the rules is in contrast to normal logic programs where the opera-
tor  is used, and to further illustrate why we have chosen  instead of  let us con-
sider the set of rules P,  

         

If the  operator is used, IP(a) = t, where the  will result in IP(a) = . It seems counter-
intuitive that if we have evidence for a to suggest that it is both in conflict and unknown 
then the interpretation should convey that a is true. 
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Since all the Beagle operators are monotonic with respect to <k (and by structural induc-
tion all formula made out of these operators), it follows that the TP is a monotonic opera-
tor, thus for any two interpretations it holds that: 

       

Clearly this monotonicity does not extend the truth-ordering <t as negation is a non-
monotonic operator with respect to truth-ordering. Furthermore Fitting has also estab-
lished that the operator TP is (chain) continuous, and for any chain of interpretations I1 
<k I2 <k ... it holds that: 

         

By the Knaster-Tarski theorem the monotonic and continuous operator TP, Fit-
ting200225} has the least fixpoint which can be constructed through: 

          

We follow Fitting and take this least fixpoint  as a canonical interpretation for P's 
declarative semantics. 

Given TP's definition and its properties, TP can be seen as accumulating knowledge by 
progressively using the given rules as evidence to establish the least amount of know-
ledge such that the head of every rule has as little knowledge as possible and still be <k 
than its body. And the least fixpoint is minimal and supported as it requires no more in-
formation in order for its rules' heads to be <k than their bodies. Thus if the value of any 
A is lowered in the least fixpoint, some rule will not have A <k body, meaning that this 
piece of evidence has effectively not been taken into account. If a set of Beagle rules are 
taken as evidential rules for encoding abilitys, empowerments and break-glass rules, 
then the least fixpoint combines all the evidence for a particular attribute in such a way 
to maximise, as much as it has to, the amount of knowledge that can be established 
about these attributes. 
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Notice that the fixpoint is non-monotonic with respect to the truth ordering: adding more 
facts or rules to P may turn the truth value of some of its atoms from t to f or vice-versa. 

As mentioned at the beginning of this subsection the TP operator can be used over the set 
P of unconditional rules, and the reason why we refer to these rules as unconditional is 
that the TP operator considers them unconditionally as pieces of evidence, since in every 
iteration every rule is used. But this presupposes that each piece of evidence should be 
used to establish the Beagle value of a rule's head. At first this may seem right, after all 
this is exactly how the normal logic program's clauses are used. But let us consider the 
following example: A nurse is able to do any action on any target at any time. The policy 
writer may write the following rule: 

      

This rule says that Subject is able to do an Action on a Target at time T, if Subject has 
the nurse role. However, this rule is deceptively simple and it can give rise to some po-
tentially unwanted consequences. For example when f is assigned to role(Sub, nurse), the 
Sub will be considered as not able and similarly when role(Sub, nurse) is in conflict, the 
fixpoint will tell us that the Sub has both evidence for and against her ability. Clearly 
this encoding is wrong since the intuitive notion of the example is to say that if the Sub 
is nurse, it is able but it does not address what to conclude when the Sub is not a nurse.  

The solution to this is to use the role condition as the rule's applicability condition; if it is 
true then other conditions are evaluated, otherwise the rule is skipped. In normal logic 
programs when clauses are used as low-level policies, there is no need to separate the 
conditions as they are conjoined with and operator and they can entail the true value 
only when all conditions are true. This is no longer the case with the rules in Beagle 
logic: more values can be entailed and it must be clearly stated when these values should 
be entailed. To express these conditions we propose the following applicability operator: 

      

using which a condition rule is defined as: 

Definition 4.3. A conditional rule of Beagle is an expression of the form  
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The intuition behind a conditional rule is that its formula ψ contributes to the value of 

the atom A if and only if I(φ) = t, when this is the case we refer to the rule as being ap-

plicable. Unfortunately the applicability operator is non-monotonic with respect to <k. 
This has two immediate consequences: (1) it cannot be expressed with the available op-
erators (thus it cannot be expressed in Fitting's language \cite{114539}), and (2) it is no 
longer possible to guarantee that the least fixpoint can be constructed. Clearly not hav-
ing the applicability operator can limit the extent to which the policy language can be 
used; it is likely to be essential for expressing certain policies. 

Definition 4.4. A set of conditional Beagle rules P is hierarchically stratified in n strata 
when the predicates in rules' heads in one stratum do not appear as heads in other strata. 
Predicates in ψ contain only those from the same stratum or a lower one, and the predi-

cates in φ contain only predicates from the lower strata. 

Definition 4.5. For a stratified set of Beagle rules an iterated fixpoint interpretation IP is 
defined as In: 

         

An interpretation I can be represented by a set of facts, where for every I's atom there is 
a conditional rule that has that atom as a head and the body has only a Beagle constant 
that corresponds to atom's value (given by I). The expression Pi+i U Ii merges Pi+1's rules 
with Ii's facts to create a knowledge base over which TP is applied.  

In summary Beagle represents a novel extension of the bilattice logic programming lan-
guage introduced in [21] by adding a k-nonmonotonic operator if and defining a new 
stratified semantics for the fixpoint operator.  

2.3 Summary 

This section gave a concise overview of Beagle security language and its basic syntax and 
semantics. The novelty of this language is that it employs many-valued truth space to 
distinguish between different conflicting, missing, partially trusted, and reliable evi-
dence. Its rules combine these values through a powerful set of algebraic operators to 
define security permissions. 
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In a sense this language gives new and more expressive semantics for flow security poli-
cies specified in Deliverable 7.2. Thus the syntactic changes are minimal, but the under-
lying inference procedures are different. Now flow security policies can precisely specify 
how much evidence is needed to make a particular security decision. 

This kind of security inference is presented in the next section, were we give examples of 
flow security policies specified in Beagle and how they are evaluated. 
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3 Flow Security Policies 

ALLOW Flow Security Policy is comprised in four parts: 

(1) Evidential rules -- Define how various pieces of information, that either at-
test or disprove subjects' and contextual attributes and conditions, are combined 
to establish how much is known about abilities and empowerments. The seman-
tics of these rules is given by constructing the minimal interpretation for the rule 
set, as described in the previous section. In other words, these rules correspond to 
the rules given in Deliverable 7.2, i.e. all rules from Deliverable 7.2 are con-
sidered as evidential rules. 

(2) Break-glass rules – Define a break-glass security permissions based on 
the previously defined abstractions specified through evidential rules. 
These rules denote which users are allowed or denied to override a se-
curity decision. 

(3) Resolution query -- The evidential rules and break-glass rules construct an 
evidence base (defined by the constructed interpretation) that tells the Policy De-
cision Point (PDP) how much truth and knowledge has been established. Now, the 
PDP needs to be instructed what to do based on this evidential information. A 
resolution query is used for this purpose as it encodes how to combine the permit 
and deny information (and potentially other contextual information) in order to 
allow or deny the override. In order to be able to encode a fine-grained resolution 
query, we need to be able to constrain how much knowledge is needed for a par-
ticular predicate and which predicates are to be given more weight. This kind of 
expressivity is not expressible through Beagle rules. Accordingly we have de-
signed a query language designed for constructing fine-grained queries over a 
Beagle interpretation. 

(4) Reactive obligation policies – a set of obligation policies that are used as 
part of the Break-glass override permission, as described in Introduction. These 
policies will be coupled with permission rules through the Resolution query. 

In this section we briefly demonstrate how Beagle language is used to express abilities 
and empowerments. For more detailed examples, we refer the reader to the previous De-
liverable. In other words, we do not attempt to repeat the encoding of all the given ex-
amples from the previous Deliverable, but rather simply demonstrate how some rules 
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are expressed in Beagle language. Encoding of the other examples follows in the same 
manner. 

Resolution query is a new addition to the ALLOW Flow Security Model and it is used to 
express a Break-glass policy resolution based on the gaps and conflicts in the knowledge 
of abilities, empowerments and permissions. Based on these gaps the overrides are given 
if the user accepts necessary TR Reactive Obligations. The details of how TR obligations 
are specified and their execution implemented are left for the final sections of this docu-
ment. 

3.1 Evidential Rules: Abilities and Empowerments 

Rules defining abilities and empowerments are used as pieces of evidence to contribute 
towards establishing subjects' ability or empowerment.  

An ability/empowerment rule is a conditional rule that has an able or empowered atom 
as its head.  

The interpretation of NINE truth values for these predicates is as follows: 

• [able/empowered](Sub,Tar,Act) = t -- It is known that Sub is able/empowered to 
perform Act on task Tar. 

• [able/empowered](Sub,Tar,Act) = f -- It is known that Sub is not able/empowered 
to perform Act on task Tar. 

• [able/empowered](Sub,Tar,Act) = ⊥ -- It is not known whether Sub is 

able/empowered or not to perform Act on task Tar. 

• [able/empowered](Sub,Tar,Act) =  T -- There is conflict between whether the Sub 
can be considered as able/empowered to perform Act on task Tar. 

The rest of the NINE values follow similarly. To illustrate how ability may be specified 
let us consider the following example: A student is able to assist a patient when the stu-

dent's supervising nurse assigned that student to the patient. One simple attempt could 
be: 
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However, this states that the Sub is known not to be able to assist whenever the Sub 
does not hold the student role. This can result in a quite different decision over the over-
ride request from the intended, since the role atom contributes directly with its truth 
value towards establishing the ability's truth value. But formulating the rule as: 

     

is more appropriate as it is used only when the Sub holds the student role and otherwise 
the rule is not used. 

As we have said, using this consideration all competence and empowerment rules from 
Deliverable 7.2 can be similarly encoded, which as we explained in Introduction is pre-
cisely the aim of this Deliverable: offering a new language semantics for encoding previ-
ously established abstractions and concepts. 

Apart from specifying explicit abilities and empowerment, these rules should be used to 
extract fine-grained reasons why the denial was issued in the first place. To illustrate 
this further we shall use the influential FAF access control model by Jajodia et al.[13] 
The FAF model allows both positive and negative authorisations (dercando predicate) to 
be specified as well as integrity constraints (error predicate). As mentioned, the notion of 
ability relates to authorisation based on the subject's inclusion in a particular role, or his 
place in a more general hierarchical domain. On the other hand, empowerments try to 
capture, not whether the subject has the necessary role, but whether such access can 
take place given the context. We can capture this analysis with the following rules: 

    

where dercando(Sub, Tar, +Act) is a positive authorisation and dercando(Sub, Tar, -Act) 
is a negative authorisation. Thus, the ability is gauged by combining the information 
about whether a positive and/or a negative authorisation was derivable. This leaves the 
$empowered$ predicate to be used as a query about whether the integrity (i.e. contex-
tual) constraints have been broken, in other words the when component of the access 
control decision. Thus these constraints can be used to tell the PDP whether restrictions, 
such as separation-of-duty, were broken.  
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3.2 Break-glass Rules 

Break-glass permission rules are represented as evidential rules defining how much is 
known about whether a subject is permitted or denied to override an access control de-
nial.  

A break-glass rule is a conditional rule that has permit or deny atom as its head.  

Intuitively the permit predicate is used to provide evidence to support the permission 
whereas the deny policy represents the evidence to support the access denial. 

Their meaning is as follows: 

• [permit/deny](Sub,Tar,Act) = t -- It is known that Sub is permitted/denied to 
override the access denial for Act on task Tar. 

• [permit/deny](Sub,Tar,Act) = f -- It is known that Sub is not permitted/denied to 
override the access denial for Act on task Tar. 

• [permit/deny](Sub,Tar,Act) = ⊥ -- It is not known whether $Sub$ is permit-

ted/denied to override the access denial for Act on task Tar. 

• [permit/deny](Sub,Tar,Act) = T -- There is conflict of evidence between whether 
the Sub is permitted/denied the execute a task Tar. 

For example: a subject is permitted to access and append to a file only when it is compe-
tent to read it and has agreed to provide the reason for this. This example can be cap-
tured in the following way: 

 

Notice that when the $Sub$ is not competent this rule will result in the interpretation 
saying that $Sub$ is not permitted which corresponds to the only condition in the word-
ing of the policy. A slightly different example may say that an override is permitted for 
any access if the subject is known to be competent or if there is conflicting information 
about his competence, and he has not broken any obligations: 
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The difference between this example and the previous one is that this example does not 
use competence as a way to dispute the access permission. 

However, as has been discussed in Deliverable 7.2, we may need to provide some safe-
guards to constrain access and not expose resources to higher risks. The following exam-
ples capture some of these concerns: A subject is not allowed to override task executions 
when he exceeds the override limit, and during night shifts no overriding can take place if 
the subject is not empowered: 

 

These constraints are used to prevent potential abuse and also to limit overrides when 
needed. For example, during night shifts, there are fewer doctors present and thus po-
tential emergencies caused by inappropriate overrides need to be kept to a minimum. 
These policies are used to encode evidence about a particular override request, and they 
are not supposed to be used as instructions for the PDP. Thus simply having encoded the 
break-glass policy is not enough to let the PDP make the decision over a certain request. 

3.3 Break-glass Resolution Query 

Although using Beagle and the ability and empowerment abstractions gives a policy 
writer a way to encode a flow security policy, but we must remember that Beagle seman-
tics do not guarantee that a decision will always be complete. There may be requests for 
which it is unknown whether a user is permitted to execute a task or whether a user is 
denied from doing it. This incompleteness may be the result of lack of conclusive evi-
dence, or simply that these requests could not have been anticipated. 

But notice that in comparison to Deliverable 7.2 and the security model presented in it, 
this incompleteness now is explicit and apparent through its representation with differ-
ent truth values. In other words, a policy writer can focus now on the perceived gaps and 
conflicts in the policy and construct an additional break-glass resolution policy. This 
break-glass policy, essentially allows a policy writer to associate different obligations 
with particular gaps and uncertainties in the computed knowledge over whether a sub-
ject is permitted to execute or control a workflow task. 

In this sense the break-glass resolution query fills the gap between preventive and reac-
tive security enforcement by allowing a subject to override the preventive rules in a dis-



D7.3  

2011-08-15  32 

cretionary manner but this enforcement will turn into reactive if he breaks his obliga-
tions. 

A break-glass resolution query Ω is defined as: 

        

Intuitively a resolution query’s atom represents a constrained query over model of a se-
curity policy specifed in Beagle. In short, a resolution policy is a typical propositional 
sentence, but whose atoms have a well-defined structure. Now the process to decide 
whether a specific resolution query is satisfied by a Beagle policy, MA, is a simple exten-
sion of propositional model satisfaction: 

    

But for now, let us illustrate how a few resolution policy can be constructed and how 
they can be used to grant an override. Let us start with the following simple example:  

  

This resolution query can be intuitively taken as somewhat conservative as it allows an 
override only when it is known that the subject is competent and when it is known that 
he is not prohibited, or when the subject is known to be empowered and known that he is 
not prohibited. Hence the reason why we refer to it as a conservative policy is because it 
demands knowledge to be fully established in order for the reference monitor to allow 
such an overrides. Thus if there is any incompleteness about subjects competence or em-
powerment, the override will be refused. 

A more ``tolerant'' query may allow an override as long as there is some evidence to sup-
port the competence and no evidence to imply the denial, as the following sentence for-
malises: 
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These two examples underline that the resolution policy represents effectively a declara-
tive way to define a break-glass decision procedure. However, having an explicit and de-
clarative decision procedure (i.e. resolution policy) gives a policy writer more control and 
flexibility over how an override decision is reached. In other words a policy writer can 
further explicitly condition the decision procedure. As the following example will il-
lustrate: ``a policy writer would like to restrict the previously defined tolerant policy only 
to ``read'' overrides, otherwise it is left as a conservative policy''. This can be encoded as: 

  

It is easy to see that this conditioning can be extended with additional predicates repre-
senting various contextual conditions. 

In summary, resolution query paves a way for coping with break-glass policy's incom-
pleteness since now a policy writer has a direct link between deciding how much know-
ledge over the incompleteness's comprehension can be use to grant an override.  

With each sentence in the resolution query, a policy writer can associate an appropriate 
obligation that needs to be enforced in order to cope with the perceived incompleteness in 
knowledge. For example: 

  

However, especially when making decisions to grant an override to a subject, one would 
want to make sure that the obligations are fulfilled and that in case of any violations ob-
ligations can react by appropriate notifications.  

3.4 Summary 

This section has used Beagle language to specify flow security and in particular flow 
break-glass policies. We have further advocated a novel break-glass approach whereby a 
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user is issued different set of obligations based on how much is known about his abilities, 
empowerments, and other conditions surrounding his request. This also represents the 
major difference with the work in deliverable 7.2, since Beagle can handle a wider range 
of truth-values which in turn give the model ability to carefully reason about how much 
is known about the context in which the decisions are made. 

This section only used a notion of obligations to condition the override but has not looked 
at how they can be implemented and executed. To this end we extend the work from the 
previous Deliverable 7.2 on Teleo-Reactive processes to describe complex and reactive 
obligations. These obligations are covered in the final sections of this document. In com-
parison with the previous deliverable, in this document we give a full and a formal ac-
count of the Teleo-Reactive semantics and exhaustive description of their implementa-
tion. 
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4 Specifying and Managing Reactive Obligations 

The concept of an obligatory action or an obligation has been present in quite a few ac-
cess control models through the last two decades, as was discussed in Background chap-
ter. These ``hybrid'' access control models can be seen as a framework or a language to 
express a break-glass policy, but these models themselves do not promote obligations as 
one of the focal points of the traditional access control concept. 

But in the case of break-glass access control concept, obligations represent one of the 
main building blocks and hence represent one of the main centrepieces of all break-glass 
models. It is a very rare exception to allow an override without any obligations that come 
with it, while in the case of access control, by large accesses will not have obligations at-
tached to them. 

The reason, behind this shift in importance, is quite clear since the break-glass policy 
can be seen as more ``risky'' than a traditional access control policy, due to its dissenting 
nature. And obligations are seen as a way of offsetting the newly introduced risk by pro-
viding additional insurance and protection for assets. Therefore, one ought to appreciate 
importance and care that a break-glass policy writer has to employ when deciding which 
obligations are to be bound with which overrides. 

In short, obligations play a pivotal role in a break-glass policy since they provide a way 
for a policy writer to enforce additional measures whose goal is to additionally protect 
assets from possible damage and, if possible, to repair the damage. For example, in some 
cases of ``write'' override a backup can be made to insure that the integrity can be recov-
ered. Furthermore, obligations can be used to ensure that the subjects can be held ac-
countable by providing detailed evidence of the override and the ensuing activities. 

Obligations also play an ``advisory'' role as well, as they explicitly tell the subject that 
they are about to do something that has not been anticipated and fully approved and 
that the caution is required.  

So far this deliverable has held an intuitive understanding that an obligation is an ac-
tion or a task/activity that a subject must accepted to do in order to be granted an over-
ride. We can state this notion explicitly as: 

Definition 5.1. An obligation is an activity that a subject has accepted to carry out, 
within a set of temporal ``fulfilment'' constraints, following a granted override request. It 
is given as a triplet (sub, act, constraint). 
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For the present discussion, we will simply note that sub, act, and constraint}$ are identi-
fiers that will be later formally defined. But please notice that not only does a subject 
oblige itself to execute an activity, but also to do so within a certain temporal frame. 
Please notice that the temporal frame does not have to be specified with explicit time 
points, but it could have a domain-specific definition such as: ``by the end of the shift''.  

The given definition immediately suggest the following basic statuses that characterise 
an obligation: 

• Fulfilled -- The obligatory activity has been carried out within the given tempo-
ral constraints. 

• Broken -- The obligatory activity has not been carried out within the given tem-
poral constraints. 

Clearly these states are exclusive of each other, but their negations are not. For example 
when an obligation is not fulfilled and not broken implies that a subject still has a 
chance of fulfilling it. Once it is broken, the execution of the activity does not make it ful-
filled. These informal descriptions of obligation's states will be formalised and further 
defined in the subsequent sections using Event Calculus and its logic programming in-
terpretation. But firstly let us look more closely into the structure of an obligation and 
how it can be managed, which is the topic of the next section. 

As a side note, it may be the case that even though an obligation is issued to a subject 
some actions may be executed by the obligation management system itself. Let us take 
the example where a nurse is asked to accept the obligation to have her actions recorded. 
In this case the subject does not have to perform an activity per se, but let the action be 
performed, on its behalf, by the obligation management, which has control over the 
CCTV cameras. However we still consider this and model it as an ordinary obligation.  

4.1 The Case for Reactive Obligations 

One of the most widely used examples of break-glass obligations is the action: ``report a 
reason for the override within some time deadline''. In a sense this is often one of the 
most useful obligation as well, since it gives the subject an opportunity to voice the 
causes that prompted it to demand an override. These causes can reveal important omis-
sions from the access control policy, or provide a useful insight into the needs of people in 
fulfilling their job duties. 
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This type of obligation is typically issued to people, i.e. human agents rather than purely 
computational agents. In fact, one can imagine that indeed a large number of obligations 
will be mainly directed towards people, where a person will be asked to justify his ac-
tions, or to fill out appropriate forms, or to wait for appropriate security officers to ar-
rive, and so forth. However, people are not computational processes and their behaviour 
cannot be strictly controlled. They are liable to forget, delay, or simply postpone their 
activities regardless of whether they are their obligations or work duties. In dynamic 
domains, such as healthcare, this is typically not done out of some sort of malice or spite 
but rather because people can be overwhelmed with work, emergencies, accidents and 
similar predicaments.  

As noted, it is in the very interest of the system that the obligations are fulfilled and do 
not end up being simply left broken. Therefore it is only natural that obligations need to 
react to the context in which their fulfilment is taking place. For example in cases of de-
lays, people may need to be simply reminded of the forms they need to fill out, or the 
forms can be automatically presented to them the next time they log into the system. 
But there will be cases and situations where obligations will be broken, intentionally or 
perhaps unintentionally. In these situations it is imperative for the obligations to react 
to their violations. In critical and serious situations it may be required to act swiftly and 
raise alarms, record the actions of the subject who has broken the obligation. This may 
be needed if, for example, the reason for administrating a drug has not been approved. 
But, in less serious cases where a subject has not filled out a necessary privacy form, a 
subject may be given some extra time, and only after that expires as well, a head-nurse 
can be notified and asked to look into the matter. In other words, a policy writer may 
want to use a more gentle approach in some cases when dealing with broken obligations. 
The following example can help further illustrate these concerns. 

 Example 5.1. ``Report a Reason" obligation -- a subject has to report a reason for the 
override within 2 hours. If the subject has not done so and there are 30mins left, notify the 
subject (e.g. via email or text message). In case the obligation is violated, give an extension 
of 1 hour but alarm the subject (a stronger notion than a simple notification). In case of 
further violation sound a patient alarm until the situation is handled. However, while 
there is an emergency in the ward, suspend the alarm if one is being sounded. 

Clearly the same safeguards can be, and arguably ought to be, employed with almost all 
issued obligation when granting overrides. 

Let us further observe that newly appointed people, novices, may not be sufficiently able 
to perform certain work tasks for which they have sought accesses. For example, they 
may still require supervision for certain tasks such as drug transfusion in case of novice 
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nurses. However, in life-threatening emergencies it could happen that it is precisely a 
novice nurse that needs to do this.  

The Royal Marsden Hospital Manual of Clinical Nursing Procedures is a textbook that 
specifies how various nursing procedures ought to be performed, what the necessary 
steps are, and what to do in cases of anomalies. For example in the case of Blood Trans-
fusion, the manual specifies that ``Errors made in the process of transfusion present a 
significant risk to patients''. Therefore for these overrides it is not only necessary to give 
the access to necessary resources, such as medical records and sensor readings, but also 
to monitor and guide the nurse in  ``ticking the right boxes'' during and after the per-
formed activity. The following example further illustrates this notion: 

 Example 5.2. ``Oversee Blood Transfusion Override'' obligation -- a subject has to do 
the following actions in sequence: (1) enter the expiry date, (2) prime the blood adminis-
tration set with the required product (such as saline), (3) Fill out the transfusion record. 
In case of elevated temperature -- administer medicine. In cases of pain, fever, stress -- 
stop the transfusion and sound the alarm. 

Following these discussions and examples, we can surmise that the reactive behaviour is 
pragmatic and advantageous for the following principal reasons: 

• It can be used to prompt and remind the subjects of their obligations, which in 
turn reinforces the overall protection of assets. 

• It can be used to guide subjects through complex tasks for which they are not 
authorised but in exceptional situations need to perform, which in turn provides 
additional protection for assets. 

• It can be used to specify which protective and recovery actions need to be instan-
tiated if an obligation is broken. 

More succinctly, we can describe a reactive obligation as: 

Definition 5.2. A reactive obligation is a finite set of obligation triplets as given by Defi-
nition: {(sub, act, con), …,(sub, act, con)}. 

Intuitively Definition 5.2 conveys that a subject is given a set of atomic obligatory ac-
tions to perform. But the main idea behind this set is that the constraints should repre-
sent different obligation states and contexts. So for example a coni can hold when an ob-
ligation is broken the acti should be given to the subject to execute. While some conj may 
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indicate that a patient is in danger (say during the blood transfusion) and that actj is re-
quired. 

Even this short discussion suggests that a policy writer, when constructing a reactive 
obligation, may have to order and prioritise actions depending on the severity of con-
straint and make sure that certain constrains are exclusive of each other so that the sub-
ject is not confused and mislead.  

Clearly this can be left as a practical issue that a policy writer has to cope with. In the 
next section we explore how the presented examples can be encoded through conditional 
obligations and what practical issues arise from such encoding. 

4.2 Reactive Obligations as Conditional Obligations 

As was discussed in the previous section a reactive obligation does not only indicate 
which obligatory activity a subject must execute, but also which other activities to exe-
cute in cases of delay, abnormalities, or violations. In fact it could be argued that all ob-
ligations, issued through overrides, should be reactive so to at least remind people of 
their obligations, and to react quickly to ``dangerous'' violations. 

But as it has been noted in Section 2, break-glass models need a language to express re-
active obligations, nor a semantic model to define how they should be executed. This is 
also true of a number of access control models that also include obligations as part of 
permission rules []. Notable exceptions are the following obligation models: Nomad by 
Cuppens et al. [], and Craven et al's model []. In essence what makes these models stand 
apart is the ability to express ``conditional'' obligations. A conditional obligation can be 
abstractly represented as a tuple:  

([cond1, cond2, …], sub, tar, act, time_constraint) 

Clearly, these models differ in precise syntax and semantics for their respective obliga-
tion specifications. For example, Nomad is defined through a type of temporal modal 
logic, while Craven et al.'s model uses Event Calculus and its normal logic programming 
encoding. But intuitively all of these models semantically interpret the obligation tuple 
through the following implication: 
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In other words, if a condi is satisfied at time point T and the time_constraint is not vio-
lated at T, then sub is obliged to perform act on tar at T. The ability to express condi-
tional obligations, enables these models to encode both of the given examples of reactive 
obligations. However, it is interesting to see how this would be done from a practical 
point of view. To this end, let us observe some of the characteristics inherent in reactive 
obligations. 

First, reactive obligations typically include implicit atomic obligatory actions for the ob-
ligation management system, e.g. sounding the alarm, and sending notifications, as well 
as obligatory actions for the subject itself. These implicit instructions although not part 
of the subject's actions still need to represented in the obligation itself. 

Secondly, there are explicit dependencies between the atomic obligatory actions in terms 
of their conditioning. For example, the contrary-to-duty obligation, from the first exam-
ple, occurs after the failure to fulfil the primary action.  

Thirdly, there are implicit dependencies pertaining to temporary ``suspension'' of some 
actions for the sake of others. In the first example alarms are suspended during emer-
gencies, while in the second example, in case of elevated temperature the nurse needs to 
first administer the medicine and only then proceed with the procedure. 

All these considerations have to be accounted for, when encoding either of the given ex-
amples. Given the abstract syntax of conditional obligations, we can encode the first ex-
ample through the following set of implications: 

 



D7.3  

2011-08-15  41 

Intuitively, every encoded sentence is an obligation and roughly corresponds to each one 
of the English sentences in the wording of Example 5.1. Sub is a variable that holds the 
identifier of the subject for whom the obligation has been activated and Tstart holds the 
time point of the activation. The atom fulfilled is used to query the obligation manage-
ment system about whether a particular obligation has been fulfilled or not. We assume 
a general notion of a Prolog-like query where the query essentially returns the concrete 
values, in this case for Sub and Tstart. tnow is a constant to represent the current time 
point. 

Furthermore, with this encoding we have abstracted from the obligation management 
issues such as the activation of an obligation after an override, keeping track of time and 
so forth. Hence the first obligation has [] as its condition, meaning that this needs to be 
filled with the appropriate representation of subject's override action. In other words, 
with this encoding we have focused on managing the execution of the reactive obligation, 
not its activation or termination. This would require additional conditions and rules, 
which indeed models like Nomad [15] can capture, but are not the focus of reactive obli-
gations' modelling. 

In a similar manner the second example is encoded in Figure 5.2. 

 

 

This encoding follows the same basic principals as the ones outlined used in the first ex-
ample. Notice that in this case we had to explicitly activate an (atomic) obligatory action 
for a subject to write the expiry date, since there is no other syntactic way to express 
that this obligatory action is part of the overall reactive obligation. However, we can see 
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that this encoding has to deal with the additional problem of expressing overriding of 
obligations when different emergencies hold. This overriding is continuous in its nature, 
since the rules need to capture the fact that ``For as long as the emergency holds sus-
pend the obligations and do another action''. Furthermore, since the atomic obligatory 
actions are part of the overall reactive obligation we have to explicitly make sure that 
they are enforced only as long as the overall obligation is active, hence the explicit use of 
the $active$ condition predicate and the continuous issuing of the obligation using 
$[t_now, t_now]$ time frame for every time point during the execution. The predicate 
$active$ conveys the information that the user is still executing a task that he has over-
ridden; thus the reactive obligation that accompanies this override must also be active. 

Even with these two, relatively modest, examples of reactive obligations, we can already 
see that their encodings, as sets of independent conditional obligations, can become cum-
bersome. One would have to employ a lot of attention in making sure that the anteced-
ents are correctly encoded and that they correctly capture and exclude all situations 
under which the consequent's action(s) should not hold. For example, most of the impli-
cations in the second example have not emergency which in the English text is implicit 
but here it must be made explicit. Similarly, in the first example, we have to make sure 
explicitly that the notification is only used if the obligation has not been fulfilled.  

To summarise, using conditional obligations regardless of a particular underlying for-
malism, requires additional explicit consideration and care in order to correctly order 
and link various atomic obligatory actions that a particular reactive obligation contains 
and manages. As demonstrated in the given encodings this structure and mutual de-
pendencies have to be encoded through additional conditions, giving rise to complex, 
awkward and unwieldy encoding.  

Following from these observations, one can argue that it would be desirable to treat a 
single reactive obligation as a syntactically defined module with a well-defined structure, 
which in turn has an implicit semantic reflection upon the obligation itself. In other 
words, the structure is not there just to simply frame the rules, but also to glue them to-
gether in a meaningful way that is reflected in the semantics of the obligation's execu-
tion. 

We must stress that, strictly speaking, representing a reactive obligation through a 
modular structure will not add additional expressivity that a more complicated set of 
conditional obligations cannot capture as well. But, in terms of practical policy writing, a 
more structured and modular approach would make the specification of a reactive obli-
gation more succinct, less prone to encoding errors, and reusable. 
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For precisely this purpose we have identified one such structure, namely a Teleo-
Reactive procedure that is the focus of the next section. This structure is used to formally 
model reactive obligations within Allow Flow Security model. 

4.3 Reactive Obligations as Teleo-Reactive Procedures 

Teleo-Reactive (TR) procedures were introduced and developed by Nilsson [2] [3] within 
the field of behavioural robotics in AI. In short, TR is a ``reasoning'' procedure that de-
scribes how a robot, or a computational agent, reacts to changes in its surrounding envi-
ronment and context.  

A TR procedure is constructed as a list of prioritised condition-action pairs, where the 
key idea is to run, at any one time, only the actions, which are paired with the top-most 
valid condition. Thus as soon as one condition becomes invalid (a change occurs) a lower 
rule is picked to have its action start running. Conversely, as soon as a higher condition 
becomes valid, the current action is stopped and as its actions started. In other words, 
actions are kept running continuously until interrupted by either a higher rule's condi-
tion becoming valid or its paired condition does no longer hold.   

TR procedures by convention prioritise their rules from top to bottom resulting in the 
bottom rule having the lowest priority. These procedures innately embody a planning 
strategy whose goal is usually represented as the top-most condition, whose action sim-
ply terminates the procedure. In this sense a TR can be seen as continuously trying to 
reach the top-most goal, while dealing with failures and exceptions reactively and in or-
der of priority (importance). There is not a predefined sequential series of steps that will 
be executed, but the steps are chosen based on the given context.  

       

One of the canonical TR procedures is the ``bar-grabbing'' robot that is shown in the pre-
vious example. The robot is continuously evaluating all the conditions and keeps on exe-
cuting the action corresponding to the top-most valid rule, for as long as the rule is valid 
or another rule of higher priority becomes valid. 
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Often a TR procedure is conceptually unified with the idea of an agent itself, in other 
words an agent is seen as a TR procedure. But if we divorce these two concepts and as-
sume that an agent has separate wishes and desires, then a TR procedure can be seen as 
obliging the agent to do TR's actions. Owning to TR execution semantics, which obliga-
tory actions are requested continuously changes to reflect the changing conditions in 
which the actions are executed. Also due to implicit prioritisation embedded within the 
TR syntactic structure, the agent is always instructed to do the most ``valuable'' action, 
regardless of all the others that may be potentially eligible for execution. 

Given this introductory discussion let us investigate how a TR structure can be used to 
encode Example 5.1. and 5.2. 

   

This TR procedure encodes Example 5.1. and the only syntactic difference between this 
example and a traditional TR procedure is the inclusion of the obligation header, obl(…). 
This header is fully grounded at the time point when the obligation is activated, in this 
case Sub variable takes on the subject constant identifying the subject who has accepted 
the obligation. This constant is also used to set the value of all Sub variables in the TR 
rules as well for the duration of the TR's execution. Tstart is grounded the time point when 
the TR obligation got activated. Similarly, Tnow is a variable that always holds the cur-
rent time point. Finally the expression in place of the last argument represents the dead-
line for fulfilling the obligation. 

This example embodies the idea of treating a TR procedure as a reactive obligation itself 
and do predicate is used to denote atomic obligatory actions for either the subject or the 
system itself that need to be enforced/executed. We can see that fulfilling the obligation 
terminates the TR process and thus makes the obligation inactive. Notice that in case 
the obligation is violated a doctor or a head-nurse can only terminate it through explicit 
handling of the violation. This representation, in a sense, hijacks the TR's idea of con-
tinuous action execution to represent the continuous request for enforcement of obliga-
tory actions. 
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The given TR encoding follows the English wording of the example 5.2. in a quite intui-
tive fashion. We assume that done condition correctly associates the actions executed 
within the scope of this obligation and finally that the done condition for the overall obli-
gation is true if all the actions have been executed. These are the similar assumptions 
made for the encoding done through conditional obligations as well. But we can notice 
that the given encoding succinctly encodes conditions and their intended meaning with 
respect to the atomic obligatory actions. 

Based on the given examples of TR obligations and also based on the more general dis-
cussion surrounding the Teleo-Reactive idea, this deliverable suggests a TR procedure as 
a befitting structure for encoding reactive obligations. The key argument resting on the 
fact that a TR structure can be seen as a set of conditional obligations, structured to 
override each other based on their given priorities. The following sections discuss in 
more length the syntax and semantics of TR obligations. 

4.4 TR Obligation Syntax 

A TR reactive obligation is written as an ordered list of condition-action rules with every 
rule ended with a full stop. Furthermore every rule consists of a condition formula and 
an action formula. We assume the standard Prolog notation, where predicates and con-
stants start with a lower-case letter, and variables start with a capital letter. 

    

As indicates in the given example, obligation's rules are syntactically grouped together 
under the obligation identifier obl(term1, term2, term3, Tstart, ψt), which is separated 

from the rules with the : symbol. Furthermore each variable, V, has a finite and a count-



D7.3  

2011-08-15  46 

able domain of constant values that it can take, denoted dom(V). Formally we can ab-
stract the sketched TR structure as: 

Definition 5.3. A TR obligation with the header obl(term1, term2, term3, Tstart, ψt) is a 

finite ordered list of $(condition formula, action formula)$ tuples.  

Terms -- term1 is either a Sub variable or a ground term in dom(Sub). term2 is either a 
Tar variable or a ground term in dom(Tar). term3 is either a Act variable or a ground 
term in dom(Act). ψt is an arithmetical expression made out of integers, Tstart and {+, -, *, 

\}. 

Rule's condition formula -- is a quantifier-free and function-free first order conjuction 
formula with either positive or negative literals. 

Furthermore a literal can be an arithmetical expression build out arithmetical functions 
$\{+, -, \times, \div \}$, arithmetical relations {=, <, >}, constants to denote integers (0, 
1, …), constant tnow, and Tstart variable. 

Rule's action formula -- is a list of do atoms, or a terminate atoms. The list elements 
are separated with the concurrency operator, ||. The arguments of do atoms follow the 
same principles as the first three arguments of an obligation header. Furthermore, all 
variables appearing in the action part of a rule must appear in the condition part of the 
same rule, or in the obligation identifier.  

4.5 TR Obligation States 

In the discussions so far, we have referred to the informal notion of fulfilled and broken 
obligation states, as they were sketched in the beginning of this chapter. In order to be 
more precise about what these states mean for TR obligations, we can adopt and para-
phrase these definitions from the mentioned conditional obligation as follows: 

Definition 5.4. A TR obligation is in a state ``fulfilled'', if the TR process terminated at a 
time point tterminated such that tterminated < ψt. 

Definition 5.5. A TR obligation is in a state ``broken'', if the TR process terminated at a 
time point tterminated such that tterminated > ψt, or if it is still active and the current time point 

tnow is greater than ψt. 
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With the introduction of reactive TR obligations, we have also informally introduced the 
idea of an active obligation denoting that a TR process is running. 

The reason why there is no need, per se, for an additional ``active'' state in the condi-
tional models is that they implicitly consider all broken obligations as terminated, and 
thus no longer active and enforced. On the other hand, in the case of reactive obligations 
there may be atomic actions that are still requested even though the overall reactive ob-
ligation is considered as broken, in other words an obligation can be still active and bro-
ken. We can define this more succinctly as: 

Definition 5.6. A TR obligation is in the ``active'' state if an obligation that has been in-
itiated, as the result of an override, and the TR process representing the obligation has 
not executed terminate action. 

The definition of an active obligation implicitly says that every TR obligation is activated 
with the all the header atom's terms grounded. Since a subject must know precisely 
which obligation he has accepted. We can use this ground instantiation as the active ob-
ligations unique identifier as follows. 

Definition 5.7. An active TR obligation's unique identifier, trid, is a ground instance of 
the obl(Sub, Tar, Act, Tstart, ψt) atom where the Sub is grounded with the subject's identi-

fier that accepted the obligation to do Act on Tar, also grounded accordingly. Tstart is 
grounded with the integer denoting the activation time point and accordingly the ψt rep-

resents the fulfilment deadline. 

To help us illustrate this concept, let us consider a simple reactive obligation: 

  

This is a simple version of the obligation for Sub to log a reason for an override that took 
place at Tstart time point, we assume that the activation happened at the same time as 
the override. Let us further imagine that $tom$ broke the glass and activated this obli-
gation at Tstart = 19. In this case the specification of an activated obligation with trid = 
obl(tom, reason(19), log, 19, 22) is given in the following encoding: 
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4.6 TR Obligation Execution Semantics 

Execution semantics instruct a TR execution component on how to execute an activated 
TR obligation; in short, which atomic obligatory actions need to be enforced. In order to 
execute active obligations, an execution component further needs a knowledge base over 
which activated TRs' conditions are evaluated. This knowledge base has been tradition-
ally called percepts and it is a set of facts about the state of the system and the envi-
ronment. Percepts can be shared between active TRs or each can have its own copy. We 
follow the traditional notion: each TR has its own percept store. 

Nilsson's TR execution semantics are often called ``circuit'' semantics as they assume 
that percepts are in fact a hard-wired electronic circuit. This circuit is directly, on one 
hand, connected to the sensors, and on the other to action actuators. As the sensor out-
puts continuously change so do the activations of required actuators. In fact these are 
the semantics that we have used to describe the general idea and TR concept in the pre-
vious section. 

However, this deliverable presents a slightly different event-driven interpretation of the 
``circuit'' semantics. Implicitly the event-driven semantics emphasise that the change of 
the environment always results in a new event that conveys this fact. Furthermore, 
these semantics carry a discrete representation of time (as a countable set of time 
points), which is used to fully order events. 

These semantics rest on the key idea that state of percepts does not change unless new 
facts are added (specified in received events) that explicitly change the truth evaluation 
of some conditions. Otherwise, since there is no change, the state of percepts simply per-
sists. Thus whichever atomic obligatory actions were requested at a time point when last 
event was received, simply continue to persist to a time point when a next new event is 
received, and at that point we need to re-evaluate conditions and see whether current 
actions will further persist or new actions will be initiated. 
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We find that the event-driven reasoning about obligations and their atomic actions is 
much more appropriate since all effects of subject's actions can be succinctly represented 
as events, such as done(Sub, log, append, 19h). All other contextual changes can be simi-
larly encoded.  

Please notice that these semantics make one crucial assumptions: All changes can be 
conveyed through appropriate events. 

Note that changes of time points can also generates time events, thus an event message 
may that a current time point has changed as well. Again for low granularity time points 
such as those in termed in seconds, this would quickly cause scalability problems, but 
again we assume a more reasonable choice, in the granularity of time points, e.g. in 
terms of tens of minutes. Indeed, all the given TR time conditions have been specified 
with granularity of hours.  

Finally, it is well known that some events can be delayed and thus arrive late. In this 
case there is a discrepancy between what the system thinks has happened (or has not 
happened) due to technical difficulties. The same problem occurs with the circuit seman-
tics if the sensors are slow to transmit the observed changes. Thus it is important to 
state that: How events change the percepts state is outside the scope of the event-driven 
semantics. What is important is to insure that the percepts are notified of changes.  

In other words, the execution semantics are concerned with which actions to run based 
on the state of percepts at a particular time point and not how a (partial) narrative of 
events is used to determine whether a condition in percepts store holds or not.  

However, this clearly is a very important issue that each implementation has to address. 
To this end we will show in the following Implementation section a formal approach, 
largely based on Event Calculus, that we have used to address this issue. 

This discussion surrounding ``event-driven" semantics can captured through a set of 
execution rules in the following Definition: 

Definition 5.8. For a given active TR process, Event-driven TR semantics are described 

through the following three execution rules: 

• The TR's percepts are updated after every received event. 
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• After every percepts update, an obligatory atomic action is active if and only if its 
condition formula is the top-most valid condition formula in the given TR process. 

• Initiated TR's actions remain active, by default, until a new event is received. 

We can see that in principal they embody the circuit semantics, except that they are 
formulated as instructions for the obligation management system describing what to do 
on every discrete change in the percepts store.  

The circuit semantics do not give a precise account of how variable bindings are reflected 
in the action enforcements. Nilsson implicitly assumed that a variable binding would be 
unique, however in a more general setting this does not have to be the case. For exam-
ple, let us consider the following rule: 

  

In this case, the question posed before the TR execution semantics is what to do if there 
are multiple nurses assigned to a particular patient? The ``circuit'' semantics leave this 
answer to a particular TR implementation. However in this deliverable we would like to 
give a more formal account of how the variables are treated and how the actions are in-
itiated. In other words we need a formal account of the second TR execution rule. To this 
end, let us first define percepts knowledge base as: 

Definition 5.9. Percepts are represented through a first-order structure that interprets 
active TR's, trid, conditional formulae. State of percepts at time point t is denoted as 

MPtrid(t). 

Now we can formally define which atomic obligatory duties, need to be enforced/executed 
at each time point t for a particular a active TR obligation, in other words we give a for-
mal account of the second TR execution rule as: 

Definition 5.10. Given an active obligation trid and the state of its percepts at t, MPtrid(t) 
then an atomic obligatory action do(sub,tar,act) or terminate is requested at a time point t 
iff: 
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This definition succinctly captures the second execution rule. The third rule is implicitly 
covered by this definition as well, as long as the implementation enforces the first rule 
by applying this definition's semantics after every received event. 

Please notice that the given definition also mandates that multiple ground instances of 
the do atom would be considered as concurrently requested, when there are multiple 
groundings for an unbound variable in the condition formula, which is then used in the 
action formula. 

4.7 Summary 

We have argued that in the context of break-glass access control, it is just as important 
to monitor and respond to obligations' violations, as it is to issue appropriate obligations 
to grant an override. Evidently this gives a policy writer a greater degree of protection as 
the system may be able to minimise the damage caused by wrong override decisions. 
This ability is arguably even more important in cases where a break-glass decision is 
made with incomplete knowledge. On the other hand, contemporary break-glass models 
do not present or consider the ideas behind reactive obligations. 

To this end, we introduce a concept of a reactive obligation that specifies which actions 
are required if its deadlines are not met and how to escalate these violations in case they 
are not handled. To specify reactive obligations, we employ Teleo-Reactive processes, 
which are an AI formalism for specifying agent's continuous prioritised reactive behav-
iour. In essence we adopt TRs continuous action execution to represent the continuous 
request for enforcement of atomic obligatory actions. Furthermore the built-in prioritisa-
tion corresponds to escalation of the obligation's violation. We believe that these two key 
features are befitting for the task of succinctly capturing reactive obligations in a modu-
lar fashion. 
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5 TR Controller: Executing and Managing TR 
Obligations 

So far we have described TR obligations in terms of their usage, syntax, and semantics. 
In this section we turn our attention to a more practical and an engineering matter of 
how such an obligation system is implemented by giving a blueprint of one such imple-
mentation as well as the details of its sub-components' implementations. In particular 
we have implemented an event-driven version of TR execution semantics on the Android 
platform and TRs can be run on any Android-based smartphone. TR management com-
ponent is a Java-based Prolog interpreter that can also be run on Android platform. 

 

 

Figure 3. TR Controller component consists of TR Management 
and TR Execution components. 

 

Security 
PDP 
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We refer to the overall component charged with managing and executing TR obligations 
as TR Controller. In essence the main requirement for a TR Controller component is to 
activate requested TR obligations (given by the ALLOW Flow Security Policy Decision 
Point), execute the corresponding TR processes, and record their violations and fulfill-
ments.    

Another important requirement for a TR Controller component is to answer various quer-
ies regarding previous and currently active obligations. For example, ALLOW Flow Se-
curity PDP may need to know whether a particular subject has broken any obligations, 
or how many currently active obligation he has, and so forth. 

We propose a logical architecture of a TR Controller component as presented in Figure 3. 
The main observation underpinning this architecture is that TR execution is clearly 
separated from obligation management. In other words once a TR process is started it is 
run until termination, and the status of the corresponding TR obligation is managed 
separately. This leaves us with two key components supplemented with the storage of 
TRs' syntactic specifications. Let us describe each part in more detail: 

TR Specification Repository -- Contains the syntactic specifications of TR obligations. 

TR Management Component -- Activates a requested TR obligation, where the re-
quest comes from the ALLOW Flow Security PDP component reflecting that a subject 
has broken the glass. Furthermore, this component is in charge of monitoring which ob-
ligations have been fulfilled, have been broken, and are still potentially active. Moreover, 
it can answer queries regarding the monitored and running obligations. 

TR Execution Component -- Executes TR processes, which represent active obliga-
tions. An active obligation is instantiated by the Management component and then 
``sent'' to the Execution component. In short, this component is then charged with cor-
rectly applying TR Execution semantics over all running TR processes (active obliga-
tions). 
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5.1 Implementation of a TR Execution Component 

 

Figure 4. TR Execution Component forwards events to running TR processes and executes 
their actions. 

As was indicated in the previous section the main requirement posed before the TR Exe-
cution Component (TREC) is to enforce TR Execution semantics over active TR obliga-
tions. However, implicitly mandated by this job is another requirement to correctly relate 
received events, from the environment, to corresponding changes in each active TR's per-
cepts. 

In order to address these two requirements, this deliverable suggests the following logi-
cal architecture for the TR Execution Component's implementation. It essentially con-
sists of two sub-components: 

Dispatcher -- Its main job is to receive the activated TR obligations, pair them with the 
necessary percepts and deploy them within an execution component. Moreover, it is also 
receives all the events from the environment and processes them into facts, which are 
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used to update individual TR's percepts. In short, the job of this component is to enforce 
the first and the third TR execution rules. 

Execution Container -- Is responsible for correctly implementing TR Execution se-
mantics over an active TR specification. It is also responsible for re-evaluating the state 
of TRs' percepts when new facts are given to it by the controller. In short, the job of this 
component is to enforce the second TR execution rule. 

We have implemented this architecture within our Ponder2 Policy Agent. The full tu-
torial on how to install it and run it can be found on the web-site 
http://www.ponder2.net/cgi-bin/moin.cgi/TrPonder. 

In other words both the execution and dispatcher component are implemented as Java 
managed objects within the framework, and each active policy is treated as a Java 
thread that is executed. 

The framework targets the Standard Java 1.5+ distribution (Java SE) and Android's 
Java distribution, Dalvik 1.6+. The main reasons for supporting a mobile platform are: 1) 
to be able to cater for pervasive scenarios where a dedicated centralised infrastructure is 
not present, and 2) to be able to scale to systems where there are potentially hundreds of 
human agent by moving policy evaluation onto personal mobile devices.  

Every Android device runs the TR policy framework to evaluate the policies for the 
owner's role -- nurse, head-nurse, student etc. The pictures below show a student's device 
and a nurse's device executing TR policies. 

In the current implementation each (active) TR obligation is treated as a Java thread. 
When started, a policy asks each rule, in turn, if it can be run. The top-most rule to re-
spond positively is run in a separate thread (referred to as the action thread). The pol-
icy's evaluation thread then proceeds to re-evaluate the rules continually. Each time the 
rules are evaluated, the top-most rule is run. If the top-most rule is the currently run-
ning rule then that rule is simply left alone to continue. If, however, a higher priority 
rule is ready to run then the current action thread is told to stop and when it stops, the 
newly selected rule's actions are run as the action thread. 

The percepts are implemented as hash-based key-value stores and every time a value is 
changed, the policy attached to these percepts receives a notification. In the described 
TR semantics, policies ought to continuously re-evaluate their rules as if they were im-
plemented as an electronic circuit. Obviously, this polling approach, can be quite costly 
in terms of the CPU usage. Also, sometimes it is not desirable to immediately kill certain 
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action threads as they may need additional time to finish using potentially critical re-
sources.  

For these highlighted reasons the evaluation can be configured to be either continuous or 
discrete, and the killing of actions can be delayed. These options are: 

Continuous -- the policy repeatedly passes over its rules executing one as necessary, 
polling its percepts for every condition. The most straight-forward way to implement the 
needed semantics. 

WaitForChange -- this is the option for discrete evaluation of the conditions, where the 
policy only re-checks the rules when its percept's values are changed. The change can be 
introduced by other components or even low-level ECA policies that have access to per-
cepts. If an action thread completes and no change is perceived then the policy waits un-
til one arrives. 

WaitForRule -- this option tells the policy that it cannot terminate an action and that it 
has to wait for it to finish even if a higher priority rule is ready to run. The only excep-
tion is if the policy, itself, has been told to stop then the currently running rule will be 
forced to stop. 

The reason for having the Continuous mode of evaluation is to allow the policy's condi-
tions to query other parts of the system directly if needed, rather than always having to 
go through percepts. 

When a rule has two or more concurrent actions, a corresponding number of action 
threads are spawned. From the policy's point of view they are all treated as one action, 
and thus if the policy is waiting for that rule to finish, it is effectively waiting for all ac-
tion threads to finish.  

A rule's action can be another TR policy. In this case the action thread will instantiate 
this sub-policy and it will start evaluating its conditions and running its actions. How-
ever, when the original parent action thread needs to be terminated, it will send a termi-
nate signal to the running sub-policy, which in turn will terminate its running action 
thread. Following this, the sub-policy is terminated. 

5.1.1 Implementing TR Actions 

Our current implementation views policy actions as Java methods. Once the action 
thread is started, it simply invokes the action method and then it waits to be terminated. 
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At this point it is up to the actual method's code to implement its continuous running. 
For example the presented notification actions simply put the message on the screen and 
then periodically vibrate the phone to draw a user's attention to the screen. Hence, an 
action's concrete implementation is free to appropriately define it's own continuous be-
haviour. We experimented with running action methods in a loop inside the action 
thread, but abandoned this as every action can have a slightly different notion of what 
continuous means. Invoking a method continuously made the system keep state on how 
often it was called which made the actual action code quite hard to debug and under-
stand. 

Finally, activities that humans are supposed to carry out are most often implemented as 
methods that notify a user about the activity, or offer some input method for the user to 
signal that the activity is done. Based on the notification method's view on what con-
tinuous means, the user may be asked to do the action again repeatedly or a certain 
fixed number of times. 

5.2 Implementation of a TR Management Component 

In this section, we turn our attention to the TR Management Component and the main 
requirement posed before its implementation, which is reporting the status of each acti-
vated TR obligation. In short, whether an obligation is fulfilled, broken, or still active at 
some time point t. 

Its main job is to collect events from the environment and add them to the narrative (log) 
of events. These events will be passed on to the active TRs, and used to determine which 
obligations need to be potentially activated or terminated. The basic architecture is 
shown in Figure 5. 
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Figure 5. TR Management Component. 

Evidently an implementation has to encode the given definitions of TR obligations' 
statuses and keep track of which active TR obligations have been terminated. Its job is to 
instantiate an appropriate TR obligation and send it to the TR execution component. 

The ``Narrative of Executions'' is simply a log of events that say which TR obligation has 
been terminated at which time point. The Status Manager's obligation monitoring is im-
plemented as a Datalog program. It is ``fed'' two types of facts: 

accept(Sub, Tar, Act, Ts, Te, T’) -- Sub has accepted to do Act on Tar (a reactive obliga-
tion) starting at Ts and ending at Te. This happened at T’. 

terminate(Sub, Tar, Act, T_s, T_e, T’) -- A reactive obligation obl(Sub, Tar, Act, Ts, Te) 
has executed terminate action at T’. 

Based on these actions, the Status Manager's knowledge base is populated with the fol-
lowing Datalog rules: 
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These rules are conceptually based on the Event Calculus axioms [] and are used to cap-
ture the definitions of obligation statuses. The semantics underlying these rules are tra-
ditional normal logic programming semantics, in particular stable model semantics. 
These semantics are well-documented and we refer reader to the literature for further 
specific details. However for the sake of completeness we give the intuitive reading of 
these rules. Where the intuition is based on these semantics. 

The first rule says that an obligation is active at T if it has been accepted at some prior 
time point, and still not terminated at $T$. The second rule says that an obligation is 
considered terminated at $T$ if the terminate action was executed at some prior point. 
The third rule says that an obligation is fulfilled if it has been terminated before its 
deadline. The forth rule simply says that any active obligations that are still active past 
the deadline are, by default, broken. The fifth rule says that any terminated obligation, 
which terminated after its deadline is broken. 

Coupling these rules with the narrative of terminate and accept facts within the Status 
Manager's Datalog interpreter, can be used to answer queries about the state of various 
obligations by using Datalog's resolution procedure. So for example the query: 

    

would produce a list of all active obligations for $sub$ at the current time point. Simi-
larly, the query: 
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would produce a list of all obligations that have been so far broken for the ``report rea-
son'' obligation. 

5.3 Summary 

Teleo-Reactive obligations play a pivotal role in a break-glass policy since they provide a 
way for a policy writer to enforce additional measures whose goal is to additionally pro-
tect assets from possible damage and, if possible, to repair the damage.  

This section has given a detailed account of how a Teleo-Reactive framework is build on 
the Android platform and what the execution semantics of Teleo-Reactive processes are. 
Furthermore, this section also looks at the way TR obligations are managed with respect 
to their activation and termination events. 

More generally, putting together TR obligations and flow break-glass policies from the 
previous section gives a complete set of flow security policies. However, these policies are 
aimed at controlling the execution of flow tasks by ensuring that only appropriate people 
execute them. However, they do not address the issue of whether the task will be safely 
executed. Furthermore, additional flow participants, such as patients, which are not exe-
cuting tasks but are recipients of flows’ services, may need to be further assisted to en-
sure their safety as well. Next section looks at how flow security can be augmented with 
additional policies to address these issues as well. 
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6 Support Tasks and Norms 

In this section we introduce a concept of support tasks and norms whose sole purpose is 
to assist the execution of flows by injecting additional tasks into the execution. This 
chapter compromises the third and final contribution of this deliverable. 

The support tasks are injected into a flow to suggest additional tasks that contribute to-
wards the quality-of-service and safety of the participants. Break-glass policy and TR 
obligations (this deliverable’s first two contributions) concentrate on deciding whether to 
permit a subject to do certain tasks, while on the other hand support tasks are there to 
guide people in safely executing tasks. These are different but complementary security 
issues.  

Furthermore, support tasks can also contribute towards a better quality of service pro-
vided by flows. Strictly speaking this is not a direct security concern, but as we shall see 
these notions are often tightly connected. 

For example, in patient care tasks such as: administrating drugs and prescribed treat-
ments, and obtaining consents are tasks that are strictly needed to ensure that the pa-
tient is taken care of. However, during flow executions, it is also desirable to change the 
bedding every so often, clean the medical instruments, check the nutrition intake and so 
forth. These tasks are not mandatory but overall their completion contributes towards a 
better care. Similarly these tasks can be oriented towards protecting nurses and patients 
during their daily routines. For example a nurse can be reminded which protective 
equipment she needs to wear during inspection of patients suffering from certain dis-
eases. 

Support tasks can be instantiated through a wide range of events and every support task 
is instantiated with a certain modality. Modality indicates what the consequences of ig-
noring a support task are.  

This deliverable's contribution is to advocate the C+ language as a syntactic and seman-
tic model for encoding conditional initiation and termination of support tasks. This lan-
guage has been introduced in the previous deliverable, where its syntax and semantics 
were described extensively. We further propose two base modalities should and must for 
support tasks to encode their urgencies. C+ is used to encode how various event narra-
tives initiate and terminate support tasks and also how they influence their modalities. 
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We further introduce a notion of a support norm which, intuitively, represents a policy 
that specifies under which conditions a support task is either instantiated or terminated 
and what modality the support task has once instantiated. 

6.1 Support Tasks and Norms in Pervasive Patient Care 

Simply carrying out medical procedures (i.e. executing the medical flows) without recog-
nising the ``humanity'' of a patient is not nursing [22]. It is additional little things, such 
as: cleaning and helping with the patient's hygiene, that have been described as having a 
profound effect for recovery and, indeed, for cure. In addition to these the Hannover hos-
pital also insists on the following normative regulations regarding the patient care: 

• A nurse should take a photo after every procedure on patients with flesh 
wounds. This must be done at least once per day for patients with open flesh 
wounds. 

• A nurse must use appropriate masks, gloves and gowns if dealing with patients 
with highly-infectious diseases. 

• A nurse should check daily the patient's weight and food in-take. 

• A nurse should update a patient's record after all drug injections and blood 
transfusions, recording any side effects. This must be done before the start of a 
new shift. 

We hope that this subset of regulations gives a feel for the kind of tasks that pervade 
every patient-care workflow. It is precisely this kind of tasks that we consider as support 
tasks and clearly there is a strong dependency between these tasks and all other patient 
care workflows. Notice that implicitly all these normative statements are very much ori-
ented towards protecting patients as well as nurses. Therefore from the point of perva-
sive security it is important to be able to model and enforce these rules, since in perva-
sive domains people are the most valuable resource to protect. 

6.2 Support Tasks Modalities 

This deliverable uses the term modality as an indicator of what the effects are of ignor-
ing a particular instantiated support task. It then follows that whenever a support task 
is instantiated it must always be done so with a certain modality. In this deliverable, we 
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have identified two distinct modalities for support tasks' executions, namely: should, and 
must. The key difference between these modalities is the effect of ignoring them. Ignor-
ing should tasks produces no bad effects, while ignoring must modality will have bad ef-
fects on the quality of service and/or safety. 

6.3 Architecture Overview 

As it has been aforementioned, support norms issue additional task into flow execution. 
In order to accommodate this requirement, the Norms Execution Engine adds tasks to 
the Task Engine component, which adds them to the task lists. These lists are then dis-
tributed to people. 

 

  

Figure 6. Integration of support tasks and standard flow tasks. 

 

The Workflow Services component essentially partitions support tasks' and goal tasks' 
initiations between the Norms engine and the Workflow engine respectively. The Work-
flow Engine drives the execution of workflows defined through a workflow language, 
while the Norms Engine collects the events from the environment (as well as from the 
Workflow Engine) and initiates or terminates support tasks. Both of these engines notify 
the Task Engine about which tasks have been initiated. The Task Engine is a separate, 
standalone component supporting creation and management of tasks carried out by a 
person. Therefore the Task Engine serves as a broker between tasks emerging from 
workflows and users performing these tasks. The Task Engine is provided with task exe-
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cution context, which further contains the workflow identifier (of which the task is part 
of), the role or the user for which the task is intended and possibly other information. 
This contextual information is used by the Task Engine to schedule and notify users 
about the new tasks that have become available. 

Following the presented support tasks and norms in Section 6.1, the Data Services rep-
resent knowledge bases containing patient data, hospital records and environment data. 
The environment data is the contextual data containing information such as physical 
actions that nurses are doing and what the state of the environment is. The physical ac-
tions are either recorded manually for example by ticking the actions on a mobile device 
or recorded automatically by a context recognition system. Beside the nurses' actions the 
system can also capture additional information such as heart monitoring and so forth. 

In our current prototype implementation we have used the iCCalc tool 
(http://www.doc.ic.ac.uk/~rac101/iccalc/) together with Yap Prolog version 6 
(http://www.dcc.fc.up.pt/~vsc/Yap/) as our Norms Engine. The evaluation of a particular 
norm can result in different events in the system. If a nurse has checked the patient's 
weight only once, a support task is instantiated at the Task Engine telling that nurse 
that the patient's weight should be checked at a later time as well. The evaluation can 
also result in a change of a task's modality. For example whenever the nurse conducts a 
procedure on a patient with a flesh wound, the support task ``take a photo'' is instanti-
ated with modality should. If the system detects that the nurse conduct's the last pro-
cedure on that patient on this day and still has not taken a photo of the wound, the mo-
dality of the task is changed to must. The next two sections will detail how the norms are 
encoded and evaluated. 

6.4 Specifying Support Norms: Syntax and Semantics 

Management of support tasks' executions is encoded as a set of support norms. In es-
sence the norms are declarative rules that govern the Norms Engine's interaction with 
the Task Engine and this interaction can be summarised as two operations: add a sup-
port task, and remove a support task. However, it is often useful to specify integrity 
rules as well to indicate which support tasks (and with which modality) cannot be initi-
ated at the same time. Therefore we define three types of support norms, namely: 

• Initiation Norms -- Specify under which conditions a support task is initiated, i.e. 
added to the Task Engine.  
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• Termination Norms -- Specify under which conditions a support task is termi-
nated, i.e. removed from the Task Engine. 

Clearly support norms will be based on the context information and workflows of the ap-
plication. Furthermore, in order to enable the Norms Engine to correctly relate event oc-
currences in the environment to the new system state (that the system may have moved 
to), we need to specify Domain rules. Intuitively a domain rule specifies how system con-
stants change, from one state to another, in response to events and actions in the envi-
ronment. These three aspects: support norms, system states' signature, and domain 
rules define all the necessary information that the Norms Engine needs in order to dy-
namically initiate and terminate support tasks and to this end we define a support policy 
as: 

A support policy P is a triple (Π, Θ, Δ) where Π is a finite set of support norms, Θ is a 

multi-valued propositional signature, and Δ is a finite set of domain rules. 

A multi-valued propositional signature Θ is a set of constants, where each constant has a 

non-empty set, dom(c), of values called the domain of c. An atom is an expression of a 
form c = v (c has value v). A Boolean constant has {true, false} as its domain. We have 
introduced the multi-valued signatures in Deliverable 7.2, which contains a further for-
mal description of multi-valued propositional signature. In this deliverable we require 
only the given informal and intuitive description. Policy’s signature effectively contains 
all constants needed to describe system state, events and flows.  

The syntax for support norms Π and domain rules Δ, as well as the semantics for auto-

mated evaluation of these norms and rules over the system's states (given by Θ) are 

underpinned by the C+ language [23]. In short, C+ falls within the umbrella of action 
languages and is used to formulate and describe effects of actions and events on fluents, 
where a fluent represents a state of a particular property in the system that is being 
modelled. An appealing aspect of C+ is that it has a very intuitive syntax to specify 
\emph{causal laws} which describe how fluents are changed by a narrative of events and 
actions. Its semantics can be given in two equivalent ways: 1) Descriptive -- by defining a 
labelled transition system (LTS) to capture how the fluents change, and 2) Executable -- 
by translating the language into a set of propositional sentences. As aforementioned the 
formal account of these semantics is given in the previous deliverable, and in this section 
we will rely on the intuitive description to convey the semantic meaning of normative 
rules. 
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Support norms are rules that specify under which conditions a support task is initiated, 
i.e. added to the Task Engine, and under which conditions a support task is terminated, 
i.e. removed from the Task Engine. Formally we define them as follows: 

caused [¬][should/must](Agent, Task, Flow) if state_φ after state_ϕ ∧ action_α 

If the atom is preceded by the negation sign, ¬ , we refer to it as a termination norm, and 

if not then it is an initiation norm. Intuitively, the constant should/must is caused to be 
set/unset in a state where a formula φ holds, after any transition from a state where ϕ 

holds given that action/event α has been observed. 

Given this syntax we can encode the Regulation 4 from our Case Study through the fol-
lowing norms: 

caused should(N, update_record(P), flow(P)) if done(N, T, flow(P)) & drug_based(T) 

caused must(N, update_record(P), flow(P)) if ¬inShift(N)  

after should(N, update_record(P), flow(P)) 

caused ¬[should/must](N, update_record(P), flow(P))  

if done(N, update_record(P), flow(P))   

The first rule can be read as: a support task update_record for a patient P is initiated for 
a nurse N and is attached to flow(P) if drug based task T is done within that patient's 
flow. The second rule initiates the must modality for the update_record task if the nurse 
has finished her shift and she still hasn't competed the support task. The readings for 
other rules follow the similar interpretations. flow(P) can represent either a specific 
workflow or, as we have implemented it, a group of workflows that have the patient P as 
their focus. In this way any workflow that N is doing for P will have update_record as 
one of its tasks. Thus a support task does not have to have a ``fixed'' workflow attach-
ment. 

Notice that the encoding of the Regulation 4 can leave the task update_record(P) initi-
ated with both modalities since once the nurse is not in her shift the must modality is 
initiated but the should modality is not terminated. We could attempt to say that should 
modality is terminated by the nurse not being in her shift, but this would be a burden on 
the policy writer as he has to be careful when specifying conditions and especially when 
changing them.  
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What the policy writer would really like to say is that the must modality overrides the 
should modality and we can simply add additional termination norm such as: 

caused ¬should(N, update_record(P), flow(P)) if must(N, update_record(P), flow(P)) 

Notice that using the same norms we have added ``integrity'' constraints that prevent 
dual modality being initiated and we also specify which one is preferred. We can use a 
similar strategy to describe overriding between support tasks, which can be used to im-
plement priority ordering of tasks. For example let us imagine that in the presented case 
study we would like to instruct the nurse to take photos of a patient's flesh wounds (con-
stant a) before the checking of the patient's food in-take (constant b). This can be en-
coded using: 

caused should(N, a(P), flow(P)) if hasFleshWound(P) & ¬done(a(P), flow(P)) 

caused should(N, b(P), flow(P)) if ¬done(b(P), flow(P)) & ¬overriden(b(P), flow(P)) 

caused overriden(b(P), flow(P)) if should(N, a(P), flow(P)) 

caused ¬overriden(b(P), flow(P)) if ¬should(N, a(P), flow(P)) 

In all the previously given examples it was assumed that executing a task once is suffi-
cient to consider that task as finished. However, there are cases where one would want 
to make sure that a task is done more than once before it can be marked as finished. For 
example we may want to say that two nurses need to check the food in-take before that 
task is cleared. To do this we can use domain rules to further refine the done(b(P), 
flow(P)) constant. A domain rule is defined as: 

caused c=v if state_φ after state_ϕ ∧ action_α 

Informally a domain rule is an auxiliary rule used by a policy writer to capture a domain 
specific concepts and ideas that are then used within the norms. This follows the same 
idea present in many logic-based languages where auxiliary predicates are used to cap-
ture various domain-specific relationships. 

6.5 Summary 

One of the main characteristics of flows is that they have a number of support tasks, 
which are recommended but not mandatory. However support tasks’ initiations are de-
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pendent not only on intra-workflow events, but also on inter-workflow and external con-
textual events. Current flow models, however, do not address the issue of capturing task 
instantiations as a result of a narrative of contextual events. 

This section presents a policy language for specifying support tasks initiations based on 
C+, an AI formalism for reasoning about the causal effects of actions on the system’s 
states. In particular, we also introduce two support task modalities, should and must, to 
differentiate between their urgencies.  

Although, not strictly, security in traditional sense, this approach has allowed the flow 
security model to address a problem of safely guiding people during flow executions. In 
other words, we have used the concept of a support task to inject safety tasks into flow 
execution. These tasks attempt to signal flow users whether certain task execution can 
have hazardous effects and what are the necessary steps in avoiding them. 
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7 Related Work 

In this section we focus on the related work with respect to break-glass access control 
models and obligation models used in access controls, since we have already given an ex-
haustive comparison between ALLOW Security Model and contemporary workflow mod-
els in the previous deliverables 7.1 [19] and 7.2 [20]. 

One of the earliest arguments for a break-glass concept was formulated by Povey[4], 
where it was argued that there will always be an expressiveness gap between what can 
be encoded and what the needs of an organisation are. The author introduced partially-
formed transactions, whose effects can be rolled-back, and the core idea was to allow 
users to perform these transactions even if they do not have the permission but are will-
ing to acknowledge that they are aware of this fact. Risannen et al. [5] have similarly 
argued that all requests cannot be anticipated and that many conditions are not com-
pletely encodable. Their model provides the predicate can which permits the requestor to 
override a denied decision, but this has to be authorised and the model determines who 
this should be. Overrides have been introduced into the Role-based Access Control 
(RBAC) model within a medical information system [6] [7] where a user is permitted to 
override any access as long as he acknowledges the override. Brucker et al. [8] presented 
a generic break-glass model where subjects are permitted to override specific access con-
trol permissions. The access control policy consists of a partially ordered set of permis-
sions; to each permission, override permissions are attached, which are enabled by acti-
vating pre-defined emergency levels. Ardagna et al. [9] present a break-glass model 
where the policies are separated into different categories starting with the access control 
policies, emergency policies and a break-glass policy. Unless the access is explicitly de-
nied, it can be obtained by either finding an applicable emergency policy with obligations 
or, if that is not successful, the override is granted if the system is in some emergency 
state and the supervisor can be notified about the override. 

These break-glass models hard-code the break-glass resolution procedure into the model 
itself rather than, as with ALLOW Security Model, expressing it as a declarative rule 
over the causes for the denied access, which can be varied from policy to policy. Thus a 
policy writer has to frame a break-policy according to a particular model's break-glass 
procedure, which in turn can limit the expressivity of the intended break-glass policy. 
For example in Risannen et al.'s work, the policy cannot explicitly define override con-
straints, while Brucker et al.'s work relies on a predefined set of break-glass policies and 
emergencies and unless the emergency is activated, no override is permitted. In Ardagna 
et al.'s work explicit access control denials can never be overridden, and the override de-
pends on correctly encoding and identifying emergency situations. In contrast our work 



D7.3  

2011-08-15  70 

attempts to structure the break-glass policy based on understanding which access con-
trol conditions were broken, thus avoiding explicit idea of an ``emergency'' state; fur-
thermore Beagle takes advantage of reasoning over unknown and contradictory know-
ledge to permit an override even if it is unknown or contradictory that there is an emer-
gency. Similarly, in situations where if it is known that the subject does not have an 
override permission, one can still be given if the subject has not broken any prior obliga-
tions and if the override will not break any integrity constraints. This declarative way of 
expressing a break-glass policy empowers the policy writer to represent a more expres-
sive break-glass policy that is not tied into any particular break-glass procedure. Rum-
pole can also encode the implicit break-glass resolution procedures present in all sur-
veyed break-glass models. 

Audit-based access control such as A posteriori compliance control \cite{1266843} allows 
access to take place but is retrospectively checked to see whether it conforms to policy. 
The main distinction is that the user is unaware of any overriding and the system cannot 
issue any obligations as a result of the overriding. 

Bruns and Huth present a policy language PBel [10] [11] which is also based on Belnap 
logic. PBel has a number of operators that are used to construct a policy as a composition 
of sub-policies. PBel's operators are syntactic constructs over bilattice operators and one 
additional nonmonotonic operator which is expressible with if operator. Hence Beagle 
could express PBel's operators when multiple if operators are used within a rule, which 
would not alter the stratified semantics in any way. PBel does not support policy vari-
ables, and it cannot express recursive policy definitions. 

Obligations in access control have an established presence [12], [13], [14]. These models 
augment an access control policy with obligations and are thus aimed at formulating ex-
tended access control policies rather than break-glass policies. The obligation models in 
these languages are more expressive than the obligations in this paper and we plan to 
explore how the break-glass obligations can be made more expressive by using these 
proposed solutions. Conditional and contrary-to-duty obligations are explicitly con-
sidered in [16], [15]. But the conditions are only used to initiate an obligation and it can-
not be expressed that after a specified narrative of events certain obligations can be re-
garded as fulfilled. Moreover, it may be sometimes necessary to modify obligation's ac-
tions as the environment conditions change and it is not apparent how the considered 
obligation models can express this requirement. The surveyed obligation models make 
implicit assumptions regarding whether obligations should be issued if the user does not 
hold necessary permissions at the time of the issue and whether having an obligation 
should automatically imply certain permissions. 
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8 Conclusions 

The first two Security, Trust and Privacy deliverables, D7.1 and D7.2 introduced a lan-
guage to express flow security policies and its main features were a novel and a rich lan-
guage to express dynamic and conditional flow security policies. However, this approach 
essentially requires a security management component to anticipate as much as pos-
sible, all situations, both normal and exceptional, under which a flow would be executed 
and then specify which policies need to be applied in those situations. But, policy writer 
will be unaware of all situations that may arise and may be unaware of which permis-
sions will be needed in the near future regarding the workflow executions. Furthermore, 
changes in the organisational structure may be slow to permeate into a security policy, 
thus leaving security policies incomplete.  

This deliverable thus not add any new language constructs to the flow security language 
but it radically changes how the security is enforced. It adds an additional “break-glass” 
model to enforce security policies and the key idea of the approach is summarised as: 
“Allow a subject to override access control decisions, whilst imposing obligatory ac-
tions on the subject and/or the system itself.’’ 

In ALLOW the main requirement is to let people override security decisions on the as-
sumption that the denials that were issued in the first place, have been issued because 
the policy is incomplete and the preventive strategy (as employed by all workflow se-
curity models) simply has failed to anticipate the request, which in fact ought to be per-
mitted. It is crucial that the break-glass model does not fall into the same “prediction” 
trap as traditional access control security policies, namely attempt to predict and encode 
all situations under which the overrides can take place. 

To tackle these issues, this Deliverable provides two major contributions: (1) Beagle Se-
curity Language – used to express how different evidence can be combined in order to 
precisely define how and what is known about whether a subject is permitted to over-
ride, whether an emergency holds and so forth, and (2) Reactive Obligations – whose en-
coding is handled by treating them as Teleo-Reactive (TR) processes.  

Finally, this deliverable also adds a third contribution: support tasks. These tasks are 
injected to either raise the quality of flow’s service or to provide additional safety meas-
ures to protect flow participants. Therefore, security’s role is extended from a purely pro-
tective to include guidance for people on how to do their flow tasks in safe manner both 
for themselves and the other people whom they interact with. 



D7.3  

2011-08-15  72 

9 References 

 
[1] K. Twidle, E. Lupu, N. Dulay, and M. Sloman, "Ponder2 – A Policy Environment for Autonomous Pervasive Systems", 

POLICY, 2008. 
 
[2] N. Nilsson, "Teleo-Reactive Programs for Agent Control", Journal Of AI Research, 1994. 
 
[3] N. Nilsson, "Teleo-Reactive Programs and the Triple-Tower Architecture", Electronic Transactions on AI, vol. 5, 2001. 
 
[4] D. Povey, “Optimistic security: a new access control paradigm”. In NSPW ’99, pages 40–45, 2000. 
 
[5] E. Rissanen, B. S. Firozabadi, and M. J. Sergot, “Discretionary overriding of access control in the privilege calculus”. In 

Formal Aspects in Security and Trust, pages 219–232, 2004. 
 
[6] A. Ferreira, R. Cruz-Correia, L. Antunes, P. Farinha, E. Oliveira-Palhares, D. W. Chadwick, and A. Costa-Pereira. 

“How to break access control in a controlled manner”. In CBMS ’06, pages 847–854, 2006. 
 
[7] A. Ferreira, D. Chadwick, P. Farinha, R. Correia, G. Zao, R. Chilro, and L. Antunes. “How to securely break into rbac: 

The btg-rbac model”. In ACSAC ’09. 
 
[8] A. D. Brucker and H. Petritsch. “Extending access control models with break-glass”. In SACMAT ’09, pages 197–206, 

2009. 
 
[9] C. A. Ardagna, S. D. C. di Vimercati, S. Foresti, T. W. Grandison, S. Jajodia, and P. Samarati. “Access control for 

smarter healthcare using policy spaces”. Computers & Security, 29(8):848 – 858, 2010. 
 
[10] G. Bruns, D. S. Dantas, and M. Huth. “A simple and expressive semantic framework for policy composition in access 

control”. In FMSE ’07, pages 12–21, 2007. 
 
[11] G. Bruns and M. Huth. “Access-control policies via belnap logic: Effective and efficient composition and analysis”. In 

CSF ’08, pages 163–176, June 2008. 
 
[12] Q. Ni, E. Bertino, and J. Lobo. “An obligation model bridging access control policies and privacy policies”. In 

SACMAT ’08, pages 133–142, 2008. 
 
[13] C. Bettini, S. Jajodia, X. S. Wang, and D. Wijesekera. “Provisions and obligations in policy management and security 

applications”. In VLDB ’02, pages 502–513. VLDB Endowment, 2002. 
 
[14] K. Irwin, T. Yu, and W. H. Winsborough. “On the modeling and analysis of obligations”. In CCS ’06, pages 134–143, 

2006. 
 
[15] F. Cuppens, N. Cuppens-Boulahia, and T. Sans, “Nomad: A security model with non atomic actions and deadlines,” in 

CSFW ’05: Proceed- ings of the 18th IEEE workshop on Computer Security Foundations. Washington, DC, USA: IEEE 
Computer Society, 2005, pp. 186–196. 

 
[16] C. Bettini, S. Jajodia, X. Wang, and D. Wijesekera, “Obligation monitoring in policy management,” in POLICY ’02: 

Proceedings of the 3rd International Workshop on Policies for Distributed Systems and Networks (POLICY’02). 
Washington, DC, USA: IEEE Computer Society, 2002, p. 2. 

 
[17] S. Marinovic, R. Craven, J. Ma, N. Dulay, Rumpole: A Flexible Break-glass Access Control Model, in SACMAT, 2011. 

(best paper award) 
 
[18] Herrmann, K.; Rothermel, K.; Kortuem, G. & Dulay, N. Adaptable Pervasive Flows - An Emerging Technology for 

Pervasive Adaptation. In Proceedings of the 2008 Second IEEE International Conference on Self-Adaptive and Self-
Organizing Systems Workshops (SASOW 2008), IEEE Computer Society, 2008 

 



D7.3  

2011-08-15  73 

[19] ALLOW Project Deliverable D7.1, http://www.allow-project.eu/deliverables/, 2009. 
 
[20] ALLOW Project Deliverable D7.2, http://www.allow-project.eu/deliverables/, 2010. 
 
[21] M. Fitting, Bilattices and the semantics of logic programming. Journal of Logic Programming , 11:91--116, 1991. 
 
[22] Dougherty, L., Lister, S.: The Royal Marsden Hospital Manual of Clinical Nursing Procedures. John Wiley & Sons, 7. 

auflage edn. (Jul 2008) 
 
[23] Giunchiglia, E., Lee, J., Lifschitz, V., McCain, N., Turner, H.: Nonmonotonic causal theories. Artificial Intelligence 

153, 49 – 104 (2004) 


