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EXECUTIVE SUMMARY 

 

Biomedical data is unique in the sense that is it not only heterogeneous, but it is also highly 

dynamic. New discoveries often lead to changes in the current knowledge, which in turn affects 

how scientists build and test hypothesis. This new knowledge is not made immediately available 

in formats that scientists can easily use in their daily work – it is either made available through 

scientific publications, which are self-contained but often difficult to automatically parse or in a 

variety of databases, forcing scientists to browse through several hundreds of web locations in 

order to retrieve the latest research results.  

Linked Data and Semantic Web Technologies can provide a flexible solution for the data 

information gap that currently prevents scientists from having access to the latest research results 

available for hypothesis building. There are several challenges in the integration of biomedical 

data that need to be addressed for the creation of a Linked Biomedical Data Space for 

GRANATUM. One of the challenges is related with the large size of the different dataset to be 

integrated (in the order of trillions of triples), which makes it unfeasible to host it entirely in one 

place. As such, a scalable integration mechanism must rely on the automated federation of 

queries able to retrieve the data where it is hosted. A second challenge has to do with the 

heterogeneity of the data – different databases will not only use different terms to describe the 

same data elements, they may also use the same name to describe different entities. This requires 

the ability to support data transformation at query time, domain driven rules as well as 

mechanisms to automatically infer new relationships between data elements (e.g. equality 

between two described entities).  

In this document, we will describe the mechanisms, tools and design decisions that will be 

implemented in the GRANATUM Linked Biomedical Data Space (LBDS). We identify and 

review several tools that are considered key for the implementation of a Linked Data Space – 

triple stores, data transformation, reasoners and semantic web services and evaluate them based 

on the requirements analysis described in D1.1. We also describe the architecture and design of 

the four components that will be part of the GRANATUM LBDS: knowledge extraction 

component, entity identification component, links creation component and the knowledge 

publishing framework. We discuss and provide examples of how both simples and complex 

queries will be supported by the system.  
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INTRODUCTION 

The recent deluge of data on the web from biological sciences has turned biological research into 

a data driven science, making the ability to integrate and reuse data on the web to become 

increasingly relevant 
1
. The onset of high-throughput technologies has multiplied by several 

folds the number of parameters measured in a single experiment, turning biomedical research 

into a data intensive science 
2
. Novel discoveries increasingly rely on the researcher’s ability to 

merge and correlate the data from multiple heterogeneous data sources in multiple formats, 

including, frequently, the need to extract data from non-structured representation formats. As an 

example, formulating a viable hypothesis about the chemo-preventive potential of a newly 

discovered molecule requires the biomedical researcher to retrieve, integrate and correlate data 

from a variety of data sources, including bioinformatics databases, literature databases, clinical 

trial databases, drug databases, among others. The cost and time associated with performing such 

experiments makes it imperative that the hypothesis that leads to data collection is sufficiently 

and strongly supported by the previously collected and publicly available experimental evidence 

before undertaking in vivo experimentation.  

The search space for novel molecules able to prevent cancer is extremely vast, given that there 

are thousands of potential small molecules that can fit this role, but only a few that are safe and 

effective as chemopreventive agents (Figure 1). As such, it is necessary for this large list of 

molecules to first be reduced to a manageable number that can be tested in the lab. In a typical 

scenario, a cancer chemoprevention scientist searches for molecules that may affect a step in a 

known biological process that may lead to cancer such as incontrollable cell division. A 

molecular library will then be assembled containing compounds that affect targets of cell 

division (filter a in Fig. 1). In silico models can be used to perform molecular library design - 

using virtual screening, long lists of chemical compounds retrieved from chemical databases can 

be examined and selected based on high-affinity to biological protein targets. The outcome of 

running virtual screening will result in a smaller number of molecules than the original list, but 

often not yet a number that is feasible for testing in the lab. Researchers may then take this list 

and browse through available database to further enhance and filter the list of compounds to 

those that have known activities relevant for the disease of interest such as, for example, 

activating apoptosis (self-death) of cancer cells or those that have been shown to be non-toxic 
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(filter b in Fig 1). To further explore the biological activity of these compounds, and to 

understand their mechanism of action in the cell, researchers may browse the literature in order 

to further filter this list to only those compounds that affect relevant known cancer pathways 

(filter c in Fig 1). Finally, the researcher has collected enough information to select the 5-10 

molecules that will be tested using in vitro experiments. Performing all these filtering steps can 

take a significant amount of time and computational resources in compiling and selecting the 

relevant data and transforming it such that it can be used with automated mechanisms. In silico 

modelling tools, for example, require data about compounds to be made available in SMILES 

format, whereas the most useful format for database search is as lists of compound names. As 

such, a significant amount of time and effort must be spent in collecting, cleaning, enhancing and 

restructuring data from different sources before it can be used. Even when automated tools are 

used, filtered compounds are often returned in formats that cannot be used directly into the next 

filtering step.  

 

Figure 1. Linked data can be used to overcome many of the manual steps that are necessary to filter a list of 

compounds with chemopreventive potential, to a number that can be handled by in vitro experiments. 

 

Several attempts have been made towards creating a single data source and format for solving 

the data integration and homogenization problem in the life sciences through the use of data 

warehouses 
3
. However, most of these attempts have failed due to two main reasons: 1) the 

complexity and fluidity of the domain requires data representation models to be continually 

evolving as new technologies are discovered to capture biological events with increased 

accuracy 
4
 and 2) there is still no agreement on unique identifiers for many biological and 

biochemical elements (e.g. entrez gene identifiers vs ensemble gene identifiers) 
3
.  
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Linked Data is a grassroots movement, and a set of best practices towards making data on the 

web available in a standardized format with a flexible data model 
5
. This set of practices is not 

specific for biomedical data but addresses both challenges mentioned above in a scalable way. 

The biomedical community has begun consolidating around using linked data for sharing and 

using data. Multiple studies have shown, for example, that linked data can be used to answer 

meaningful biological questions which would be challenging to address with distributed data 

sources 
6,7

. One initiative in particular, the linked open drug data, has succeeded in making 

available in the linked data format many of the most important drug-related bioinformatics 

databases like pubchem, chebi and drugbank 
6
. Other projects, such as bio2rdf, have strived to 

convert and link many bioinformatics databases concerning genes, pathways, diseases, among 

others.  

The role of the linked biomedical data space that will be described in this document is to ensure 

that all known and inferred data about biomedical entities, such as chemopreventive molecular 

agents (cma), can be retrieved with a single data exchange and in a standardized format. In silico 

modelling tools, for example, can issue a query on the linked biomedical data space to retrieve a 

list of all compounds, and associated molecular structures, that have been tested in humans with 

a certain condition in a given dosage. Without linked data, such a query would require multiple 

data gathering and re-structuring steps. Manual database browsing can also be avoided with 

query federation across multiple linked data endpoints: even when datasets are too large to be 

stored in a single data space, linked data ensures that data can still be retrieved with a single 

query. Finally, if literature knowledge is available in linked data format as well, it becomes 

accessible via structured query - researchers will no longer need to read hundreds of research 

papers in order to find pathway information about compounds of interest. 

 

1. Linked Data Best Practices and Semantic Web Technologies 

Linked Data is a set of best practices for publishing data on the web, which rely on a few simple 

rules 
8
. The Linked Open Data 5 star scheme organizes these rules as stars:  

1 star: Data must be made available on the web under an open license, e.g Creative 

Commons 
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2 stars: Data must be made available as structured data, e.g. as a table rather than an image or 

a PDF document 

3 stars: Data structures must use non-proprietary formats, e.g. XML, CSV or RDF rather than 

MS Excel or other proprietary formats 

4 stars: Unique Resource Identifiers (URI) are used to identify entities – this ensures that 

identifiers can be reused across datasets without loss of context 

5 stars: Data and Identifiers are linked to other external data sources  

 

Complying with these 5 stars ensures that data is reusable, integrated and effectively “linked” to 

enable a “web of data”. Once enough datasets are linked, it becomes possible to use the web of 

data as if it was a single database. In 2007, a grass-roots movements started to make publicly 

available datasets linked, by transforming them from their original formats into a data 

representation format known as the Resource Description Framework (RDF). This was at the 

start of the linked open data cloud 
9
. Currently the linked open data cloud includes 313 datasets, 

60 of which are “tagged” as lifesciences (Figure 2). The advantage of having such datasets in the 

linked data format is twofold: 1) identifiers for biological entities such as chemical compounds 

are reused in multiple datasets, significantly reducing the identifier co-reference problem and 2) 

all these datasets can be queried using the same query language and its results can be retrieved in 

the same format. Furthermore, information from non-biological sources, such as DBpedia 

(Linked Data version of WikiPedia) is also queriable using the same query language.  
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Figure 2. Linked Open Datasets as of September 2011. A large proportion of datasets are concerned with life 

sciences (pink). 

 

Using these datasets in practical applications, however, still requires some effort: in order to 

perform a query, it is often necessary to discover what types of data are available in each dataset 

and how they are interlinked. The vocabulary of interlinked datasets (VoiD) 
10

 has recently been 

proposed as a means to provide a description for each dataset, however, its uptake by the linked 

data community is still limited. There is also a significant gap in the availability of linked 

datasets containing raw experimental results that can be reused by other scientists in experiment 

planning. The GRANATUM linked biomedical data space will provide one such resource for 

cancer chemoprevention scientists.  

1.1. Resource Description Framework (RDF) 

The default representation standard for Linked Data is the resource description framework 

(RDF), a format whereby data is organized as triples. Each triple has 3 elements: a subject, a 

predicate and an object. Whereas the subject and object positions must always be occupied by 

identifiers in the form of Unique Resource Identifiers (URI), the object element can be a literal. 
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A URI is a URL that identifies a data element rather than a document. As an example, the URI 

http://dbpedia.org/resource/Aspirin identifies the compound “Aspirin” as described by 

http://dbpedia.org/resource/. Further information about “Aspirin” can be provided in external 

sources of data, provided that the same URI is used.  

Consider the simple example of an RDF assertion such as, for example,< :cmaX :bioactivity 

“activation” >, where the first element (:cmaX) corresponds to the subject, the second element 

(:bioactivity) corresponds to the predicate and the third element (“activation”) corresponds to the 

object. These URIs differ from standard alphanumeric identifiers in the sense that they result 

from the concatenation of a universal resource locator (URL, in the example replace by the 

symbol “:” for simplicity), which can be dereferenced - metadata about the described entity (in 

the example, :cmaX and :bioactivity), can be retrieved by a URL lookup. RDF data can be 

expressed as named graphs: subjects correspond to nodes in the graph (:cmaX), whereas 

predicates correspond to the edges of the graph (Figure 3). The object can either correspond to a 

literal (e.g. activation), or to another URI. In the latter case, properties/attributes of the object 

URI can also be described by a set of triples, effectively enabling the representation of a graph of 

data.  

 

Figure 3. Two assertions represented in RDF 

 

The goal behind representing data in the format is to enable a web of data: by expressing 

multiple statements in this format, graphs that have been made available in different locations 

can be merged into a single graph simply by reusing the same URI without requiring further 

processing. 

http://dbpedia.org/resource/Aspirin
http://dbpedia.org/resource/
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Figure 4. Merging two RDF graphs 

  

In the example above (Figure 4), both graph 1 (blue) and graph 2 (red) reuse the same identifier 

for the node :enzY, effectively enabling immediate integration when the two datasets are merged 

and new fact discovered about :cmaX. In most cases, however, identifiers are not reused across 

datasets, requiring further processing and the specification of linking rules.  

 

1.2. Web Ontology Language and the Semantic Web Stack 

The semantic web enables basic mechanisms to infer triples from a set of rules. This further 

facilitates the integration and homogenization of datasets when these have different sources. The 

semantic web stack includes several layers of languages with increasing expressivity that can be 

used for semantic web architectures (Figure 5) 
11

. The further up the layer appears in the stack, 

the more powerful reasoning and inference is supported. The GRANATUM Biomedical Data 

Space will mostly rely on integrating and homogenizing access to heterogeneous dataset– as 

such, the ability to match and transform a large number of instances distributed over multiple 

systems will be more relevant than the ability to run powerful reasoning mechanisms for 

inferring a large number of triples. As such, the following layers of the semantic web stack will 

be explored: URI, XML (eXtended Markup Language), RDF, RDFS (RDF Schema) and OWL 

(Web Ontology Language).  
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Figure 5. The semantic web stack 

 

The ability to infer “equality” triples that match two different URI is key in life sciences because 

publicly available datasets often use different identifiers for the same entities (e.g. genes, drugs 

or diseases). Consider again the example above: the identifier for the entity :enzY may have been 

different in the two merged graphs (red and blue). The semantic web stack includes a mechanism 

to map two identifiers by stating that they are the “same”. For example, consider G1 and G2 in 

Figure 6 as two URL where, correspondingly graph 1 and graph 2 are hosted. In this case, it may 

be convenient for each of the data providers to append their own graph URL when creating 

identifiers. In this case, the entity :enxY would actually be identified differently in the two 

graphs – as G1:enzY and as G2:enzY. Using the web ontology language (OWL), semantic web 

technologies can be used to state that these two identifiers are actually the same.  
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Figure 6. Using owl:sameAs to express equality between two different URIs 

 

Other, more expressive rules, enable more fine grained mechanisms to infer triples and 

relationships. For example, the attribute :bioactivity in the example above could be further 

extended using the RDF schema (RDFS) to express that the rdfs:domain of the property is a 

:chemopreventionAgent and that the rdfs:range is a Literal as shown in Figure 7. This would 

enable the automatic inference of the triple < :cmaX rdf:type :chemopreventionAgent >, not only 

for the entity :cmaX, but for every URI that is used as a subject in a triple where the predicate is 

:bioactivity. A second widely used mechanism from RDFS to infer new triples is 

rdfs:subClassOf. This operator can be used as an edge between two classes. A class in RDF is 

used to aggregate a set of entities as being of a certain “type”. For example, two entities :Cyp1A 

and :Cyp2A have different properties, function: and Location:, respectively, but the annotation 

that they are both of type enzyme: does not exist in either graph. The annotation rdfs:domain can 

be used to specify that each of these properties use class :Enzyme as its rdfs:domains (Figure 7). 

This simple assertion will enable the automatic inference of two new triples: that both :Cyp1A 

and :Cyp2A are of type :Enzyme. Adding types to entities facilitates the formulation and 

execution of queries. Subclass enables the creation of hierarchies of classes: by stating, for 

example, that the class :Enzyme is an rdfs:subClassOf :Protein, then the triples stating that 

:Cyp2A rdf:type :Protein and :Mary rdf:type :Protein can be inferred.  
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Figure 7. Usage of RDFS enable the inference of new assertions 

 

In essence, the merged graph will consist of the edges or links (E) and nodes or entities (N) of 

the two source graphs (A and B) and the edges inferred (I(x)) from the used operators and the 

nodes in the graph.  

G(A, B) = { N(A), N(B), E(A), E(B), E(I(A)), E(I(B)), E(I(A,B))}  

G(A, B) = { N(A)∪N(B), E(A)∪ E(B)}  (merged graph) 

I(G(A, B)) = { N(A)∪ N(B), E(A)∪ E(B)∪ E(I(A))∪ E(I(B))∪ E(I(A,B))} (inferred merged 

graph) 

  

1.3. SPARQL Protocol and RDF Query Language 

The SPARQL query language for RDF 
12

 is an expressive language that can be used for 

formulating structured queries over RDF data sources. SPARQL can be used to match any 

number of RDF triples given certain conditions. Using the example above, the following 

SPARQL query can be used to retrieve all instances of type “Protein”: “select ?protein where {  

?protein rdf:type :Protein }”.  

In addition to providing a standardized query language, SPARQL is also a protocol enabling the 

exchange of queries, and data, amongst SPARQL services located in different URL addresses. 

SPARQL endpoints are web services that accept a query string and return a set of results 

formatted as sparql-xml. The intent behind this functionality is to enable queries to any data 

source using a single query language formalism. Data in multiple sources can be queried together 
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by issuing a single query in a SPARQL engine, which brings together data from multiple sources 

and enables the transformation of data. Furthermore, SPARQL may be used in the creation of 

new datasets (graphs), which may be used in subsequent queries. Two core functionalities of 

SPARQL - SERVICE and CONSTRUCT - can be used to handle most data integration 

challenges.  

1.2.1. SPARQL Constructs for Links Creation 

The SPARQL query specification [37] describes the result of a “construct” as an RDF graph 

formed by taking each query solution in the solution sequence and substituting for the variables 

in the graph template. Effectively, a CONSTRUCT is a template for building graphs that can be 

queried using specific query formalism. The grammar rule defined for the CONSTRUCT is as 

follows: 

  

ConstructQuery   ::=  'CONSTRUCT' ConstructTemplate 

DatasetClause* WhereClause SolutionModifier 

  

The ConstructTemplate specifies a template for the query. Construct creates a new graph based 

on a set of rules that manipulate the shape of the original graph. For example, a construct can be 

used to map all instances of a class A to instances of a class B. The rules used in the construct 

contain a rule head, R.h, specifying the ConstructTemplate that will define the shape of the 

query; and a rule body, R.b specifying the transformation rules that should be applied in the 

graph (G) to generate the new graph (G’) (equation 1). 

  

G’ = modify ( instantiate(R.h, G * R.b) )             equation 1 

  

Modify is the operator applied by a SolutionModifier such as ordering or limiting the results in 

its tabular representation and therefore will not affect the topology of the graph.  To assemble a 

construct, it becomes necessary to identify which changes in the topology will be necessary to 

produce the new graph. Consider a substitution of node A with node B; Ia is the set of incoming 

links for A and and Oa is the set of outgoing links for A. A substitution in graph G to produce 

http://www.w3.org/TR/rdf-sparql-query/#rConstructQuery
http://www.w3.org/TR/rdf-sparql-query/#rConstructTemplate
http://www.w3.org/TR/rdf-sparql-query/#rConstructTemplate
http://www.w3.org/TR/rdf-sparql-query/#rDatasetClause
http://www.w3.org/TR/rdf-sparql-query/#rWhereClause
http://www.w3.org/TR/rdf-sparql-query/#rWhereClause
http://www.w3.org/TR/rdf-sparql-query/#rSolutionModifier
http://www.w3.org/TR/rdf-sparql-query/#rSolutionModifier
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graph G’ would therefore be instantiated as G’ =  G ( Ia <-> Ib; Oa <-> Ob ), where <-> can be 

read as “is mapped to”. 

 

1.2.2. SPARQL Constructs for Entity Identification 

It is not uncommon for different URIs to be used when describing the same entity in two 

different datasets. Unlike class and property substitution, URI mapping relies on the properties of 

the knowledge domain. This problem can be overcome by creating rules that ensure that the 

URIs are mapped appropriately between datasets as, in many cases, label matching is often not 

enough to create enough relevant, reliable links. This is a very common problem in biology, as 

different datasets tend to use alternative identifiers for the same genes or chemical compounds 

(e.g. Chebi ids vs Drugbank ids). Consider one such case, where one dataset identifies compound 

E using Chebi id and another dataset identified compound E using Drugbank ids. A solution can 

be applied that relies on common properties - it can be assumed, in some cases, that two entities 

sharing the same value for a property, or for a set of properties, can be said to be the same. 

Consider X and Y to be nodes; {P1, ..., Pn} to be arcs in the same graph and {a, …, z} to be 

literals or nodes. 

Two nodes X, Y are the same (X = Y)  iff ∀ Px(a,X) ∈ Ix  exists Py(a,Y) ∈ Iy and ∀ Px(X,b) ∈ 

Ox  exists  Py(Y,b) ∈ Oy  

G’ = G({P1(X,a), P1(Y,a) } & {P2(X,b), P2(Y,b) } & …&  {Pn(X,z), Pn(Y,z) } -> X = Y)      

 equation 2 

  

Where -> can be read as “implies”. 

  

OWL2 provides a property, owl:hasKey, that reflects this type of transformation. A construct can 

therefore be used to map instances of X to instances of Y, provided their domains {P1...Pn} 

overlap. Applying these rules for mapping gene ID based on gene properties: 
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CONSTRUCT {?compoundA owl:sameAs ?compoundB } 

WHERE { 

   ?compoundA :inChi ?inchiA. 

   ?compoundB  :inChiIdentifier ?inchiB. 

 

   FILTER (?compoundA != ?compoundB & ?inchiA = ?inchiB) 

} 

In summary, given that inChi keys are uniquely mapped to a chemical compound they can be 

used to map different URI from data in different sources.  

1.2.3. SPARQL BIND for value transformation and homogenization 

One final construct pattern that we will introduce is the transformation and replacement of 

statement values using BIND. It may happen, when data has different sources, that the same 

properties are annotated to different data types with similar meaning. These values can be 

mapped based on constraints. 

  

G’ = G ( P1(X, f(a) ),  P1(X, f(b) ) )                       equation 3 

  

Equation 3 applies the function f(x) to all values bound by P1. An example is the property 

expressing toxicity of chemical compounds. Some datasets express this property as a numeric 

value, such as “400mg/Kg”, whereas other datasets simply express this values as “High” or 

“Low”. To make the integrated data consistent, the numeric values can be transformed to “High” 

when toxicity is above a certain value and to “Low” otherwise. 

  

CONSTRUCT { 

 ?x toxicity: ?toxicity 

} WHERE { 

 { ?x a chemicalCompound: ; rdf:value ?toxicityValue  

filter (xsd:decimal(?toxicityValue) > X) . 



 D2.1 – Linked Biomedical Data Space Components Design 

 

 

01 January 2012 Version 1.0 Page 22 

Confidentiality: EC Distribution 

    BIND ("High" AS ?toxicity) 

 } UNION { 

    ?x a chemicalCompound: ; rdf:value ?toxicityValue  

filter (xsd:decimal(?toxicityValue) < X) . 

    BIND ("Low" AS ?toxicity) 

 } 

} 

1.2.4. SPARQL Service for query federation 

The “service” keyword is the final component required to enable integration of distributed 

datasets. Whereas construct can be used for performing operations in graphs and transforming 

them to a format that can be queried together, SERVICE is necessary to enable merging graphs 

available in different URL locations. SERVICE was introduced in SPARQL 1.1 
13

 as a means to 

provide federated query support. Its mechanism relies on sending constrained queries to remote 

query services. The solution graph results are integrated with the rest of the SPARQL query. The 

grammar rule for Service is: 

ServiceGraphPattern   ::=  'SERVICE' VarOrIRIref GroupGraphPattern 

  

In this case, the graph resides in a remote service (S) where the solution to the query (Q) is 

found. Note that multiple services can be invoked in the same query and also that the local graph 

store results can be used in a single query. As such, a more generic solution for equation 1 is: 

  

G’ = modify (instantiate( service (S, Q*R.b) ) )   

  

Q1  Q2  … ⋈ Qn = service(S1, R1.b)) ⋈ service(S2, R2.b) ⋈ ... ⋈ service(Sn, Rn.b) 

  

G1 = G(R.b, { Q1 ⋈ Q2 ⋈ … ⋈ Qn  } )                                        equation 4 

  

http://www.w3.org/TR/sparql11-query/#rVarOrIRIref
http://www.w3.org/TR/sparql11-query/#rVarOrIRIref
http://www.w3.org/TR/sparql11-query/#rGroupGraphPattern
http://www.w3.org/TR/sparql11-query/#rGroupGraphPattern
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In fact, for the graph transformation derived from querying the services (D), it is of little 

consequence whether the graphs are stored locally and accessed using “GRAPH” or remotely 

and accessed using “SERVICE”. The goal of the algorithm is to calculate Q1 and Q2 such that: 

(S1+S2) * Q = (D1 * Q1) ⋈ (D2 * Q2) 

 

The combination of SPARQL service, construct and bind enables configurable integration with 

increasingly large datasets.  

 

2. Linked Data Tools and Frameworks  

 

Semantic Web Frameworks greatly facilitate the management and manipulation of RDF based 

datasets. The Java-based Jena 
14

 is the most popular framework, however semantic web 

frameworks for other programming languages such as Python, PHP and Ruby also exist. 

Semantic web frameworks typically include a parser for RDF, a triple store to enable efficient 

query of RDF triples, a SPARQL engine which may be made available as a SPARQL endpoint 

when in combination with a web server. The Jena framework also supports reasoning engines 

such that new triples can be inferred based on the equality and hierarchy rules described in the 

previous section. Some frameworks support also visualization of linked data through faceted 

browsers; however this is rarer and typically achieved by combining with specialized tools.  

 

2.1. Triple Stores 

Triple stores are purpose-built databases for the storage and retrieval of data represented as RDF. 

The first generation of triple stores stored the data either in-memory or relied on an external 

relational database management system (e.g. MySQL) for persistent storage. As these were not 

devised to deal with large amounts of triples, scalability was limited. In the next generation of 

RDF stores, a specialized persistent storage format was coupled with an index structure. In 
15

 

triple stores are separated into three categories: native stores, which operate independently of any 

other database management systems (DBMS); DBMS-backed stores, which make use of the 
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storage and retrieval functionality of DBMS; and RDF wrappers, which are setup on top of 

existing data sources and expose the data stored therein as RDF without affecting existing 

storage infrastructures. 

DBMS-backed stores can apply different kinds of storage models for representing RDF in the 

underlying schema: according to the schema used, DBMS-backed stores can be further separated 

into generic schema and ontology-specific schemas. Many of the available solutions for triple 

management are hybrid solutions, implementing both native and DBMS-backed stores. Several 

reports have evaluated both the functional requirements and non-functional requirements of 

several triple stores vendors. In 
16

, a survey was carried out to assess its usability at a non-

functional level and in 
17

 a benchmark is presented for comparing performance of triple stores 

exposing SPARQL endpoints. The subset of those results that are relevant for the GRANATUM 

Biomedical Data Space, as specified in the requirements analysis, is presented in Table I. We 

further add the following requirements which are specific for triple store implementation: 

1. The triple store must have a SPARQL endpoint, preferably supporting SPARQL 1.1 

2. The triple store must support inference pre-calculated from available triples or at query 

time 

3. The triple store should support user authentication and enable end users to specify 

permission on different datasets 

4. Preference will be given to triple stores that are light weight such that the can be used in a 

client computer 

5. Preference will be given to triple stores that provide a management interface and faceted 

browsing 

 

The following triple stores/frameworks were considered: 

Jena 
14

: A semantic Web Framework that provides storage, query, and reasoning frameworks that 

are easily extensible.  The base Jena framework supports SPARQL and has extensions to run as a 

stand alone server or within another server (e.g. Apache, Tomcat).  Jena is open source and 

released under the BSD licence. Jena has several pluggable options which include: 

SDB: A storage component of the Jena Semantic Web Framework that provides storage 

and query for RDF datasets using conventional relational databases.  
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TDB: A storage component of the Jena Semantic Web Framework that provides storage 

and query for RDF datasets using a purpose built triple store. 

Custom: We can build pluggable components to store data in a no-SQL database like 

HBase or Casandra that will operate on a single device or scale out and operate in the 

cloud or in a data center. In addition we can implement security/entitlement and encryption 

at the lower graph level rather than at a higher level in the architecture. 

 

ARC 
18

: a semantic web framework for PHP applications; includes RDF parsers and serializers, 

as well as RDBMS-backed RDF storage (MySQL). Implements SPARQL query with update 

specification. ARC is open-source, released under the W3C Software Licence and the GNU 

General Public License (GPL) 

 

OpenLink Virtuoso Universal Server 
19

: a hybrid storage solution that includes multiple data 

models, such as relational data, RDF and XML, as well as free text documents. This unified 

solution also provides mapping to RDF from other data formats. Virtuoso includes a repository 

management interface, supporting also faceted browsing of the data, Distributed Authoring and 

Versioning (WebDAV) and HTTP based web services including support for Representation State 

Transfer (REST) and Simple Object Access Protocol (SOAP).  

Sesame+OWLIM 
20

: Sesame is a framework for storage, inference and querying of RDF data 

that can be integrated in any Java application. Sesame can also be deployed as an RDF repository 

and query service, includes RDF parsers and writers, a repository application programming 

interface for handling RDF data and an HTTP server for accessing sesame repositories via 

HTTP. OWLIM is a family of commercial RDF storage solutions that is available as a storage 

and inference layer for the Sesame RDF framework and is available in two editions – 

SwiftOWLIM and BigOWLIM, which perform reasoning and query evaluation in main memory 

or file-based indexes, respectiviely.  Sesame is open source and provides mechanism to extend 

its functionality.  Sesame has several extensions including: 

BigData: Big data is an RDF datastore (see below) that will run on a single machine and 

scales out well. 

http://virtuoso.openlinksw.com/
http://virtuoso.openlinksw.com/
http://virtuoso.openlinksw.com/
http://www.openrdf.org/
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Custom: Pluggable components can be built to store data in a no-SQL database like 

HBase or Casandra which will operate on a single device or scale out and operate in the 

cloud or in a data center. In addition, security/entitlement and encryption can be 

implemented at a lower graph level rather than at a higher level in the architecture.  

BigData 
21

: a clustered RDF store which enables scaling by plugging in data services 

dynamically at runtime, which will self-register with the centralized service manager and start 

managing data automaticaly. Is it available under the GNU General Public License, and includes 

client connectors available for Java.  It also provides an interface to the Sesame server (See 

above).  Big data will not be included in the table below except where it adds functionality to 

Sesame 

2.1.1. Triple Store Evaluation and Requirements 

To determine which triple stores will best perform in our environment a matrix of requirements 

was developed.  The high level requirements specified in the requirement analysis document 

were decomposed into smaller more technical requirements as shown in the example table 

below.  The high level requirements are listed down column 1, the remaining columns are the 

technical requirements derived from the high level requirements. 

 

 

Table I. Matrix of high-level requirements from the requirements analysis decomposed into technical 

requirements 

Requirement Support 

Authentication 

Support 

Entitlement 

/ 

Permissions 

Support 

wire 

encryption 

(https) 

Encrypts 

data 

Provide 

documentation 

of security 

 proofs 

Support data 

security 

x x x 
  

Support data 

encryption 

x 
 

x x 
 

Authentication x x 
   

http://www.systap.com/bigdata.htm
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and single 

sign-in 

Support 

security proof 

    

x 

Importance 3 2 2 1 1 

 

 

This table indicates that the technical requirement “Support Authentication” is required by three 

(3) high level requirements (Support data security, Support data encryption, Authentication and 

single sign-in).  Thus the technical requirement “Support Authentication” has an importance of 

three (3). The high level requirements were decomposed into 19 technical requirements.  The 

online documentation for each triple store was examined to determine if the triple store 

supported or could be made to support the technical requirements. 

 

For each major section of the high level requirements (Security, Interoperability, Reliability, 

Usability, Efficiency, and Availability) the support of each triple store for each technical 

requirement was recorded and a ranking established.    

2.1.1.1. Security 

Security in a triple store entails both the ability to selectively share portions of data with other users, 

a functionality which relies on the ability to authenticate as a user; and the encryption of the data 

when it is exchanges with a client.  

         

Table II. Triple store security as evaluated according to its level of importance (according to the number of 

requirements that are supported) 

Engine Support 

Authentication 

Support 

Entitlement 

/ 

Permissions 

Support 

wire 

encryption 

(https) 

Encrypts 

data 

Provide 

documentation 

of security 

proofs 

Rank 

Importance 3 2 2 1 1  
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Jena x x x x 
 

8 

ARC x x x 
  

7 

Sesame x x x x 
 

8 

Virtuoso x x x 
  

7 

 

2.1.1.2. Interoperability 

Interoperability is the ability of the triple store to read and understand externally sourced data as well as 

the ability handle generic ontologies that describe the data. 

 

Table III. Triple store interoperability as evaluated according to its level of importance 

          

Engine Provide 

mechanisms 

to convert 

other 

formats to 

RDF triples 

Provide 

mechanism 

to read 

RDF triple 

files 

Provide 

mechanisms 

to directly 

read non-

RDF data 

Provide 

hooks 

for 

directly 

importing 

data 

Handle 

Generic 

Ontologies 

as 

vocabularies 

Rank 

Importance 3 3 3 1 1  

Jena x x x x x 11 

ARC 
 

x 
 

x x 5 

Sesame x x x x x 11 

Virtuoso x x x x x 11 

 

2.1.1.3. Reliability 
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Reliability of a triple store refers to its ability to be deployed in an environment that support redundancy 

and other techniques that can be used to enhance the reliability of a web application. 

 

Table IV. Triple store reliability as evaluated according to its level of importance 

         

Engine Support Server in 

clustered 

environment 

Support data in 

clustered 

environment 

Function on in a 

cloud implementation 

Rank 

Importance 1 1 1  

Jena x x x 3 

ARC x 
 

x 2 

Sesame x x x 3 

Virtuoso 
 

x x 2 

 

2.1.1.4. Usability 

Usability of a triple store is how well it meets user interface requirements for such things as security and 

knowledge deduction. 

                  

Table V. Triple store usability as evaluated according to its level of importance 

Engine Support 

Authentication 

Support 

Entitlement 

/ 

Permissions 

Support 

shared 

data 

encryption 

keys 

Provide a 

mechanism 

to discover 

all 

predicates 

Provide a 

mechanism 

to discover 

all Subjects 

Support 

subgraphs 

Support 

RDF 

reasoning 

Handle 

Generic 

Ontologies 

as 

vocabularies 

Rank 

Importance 1 1 2 3 4 2 1 1  

Jena x x x x x x x x 15 

ARC x x  x x x x x 13 

Sesame x x x x x x x x 15 

Virtuoso x x  x x x x x 13 
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2.1.1.5. Efficiency 

Efficiency in a triple store is related to how well the triple store handles data and data constructs. 

            

Table VI. Triple store efficiency as evaluated according to its level of importance                                  

           

Engine Provide 

mechanisms 

to convert 

other 

formats to 

RDF triples 

Provide 

mechanism 

to read 

RDF triple 

files 

Provide 

mechanisms 

to directly 

read non-

RDF data 

Provide 

hooks for 

directly 

importing 

data 

Support 

data in 

clustered 

environment 

Function 

on a 

single 

desktop 

computer 

Provide a 

mechanism 

to discover 

all 

predicates 

Provide a 

mechanism 

to discover 

all Subjects 

Support 

subgraphs 

Support 

RDF 

reasoning 

Handle 

Generic 

Ontologies 

as 

vocabularies 

Rank 

Importance 2 2 2 2 1 1 1 1 1 1 1  

Jena x x x x x x x x x x x 15 

ARC  x  x  x x x x x x 10 

Sesame x x x x x x x x x x x 15 

Virtuoso x x x x x x x x x x x 15 

 

 

2.1.2. Triple Store Evaluation Summary 

The Table below shows the rank for each triple store from the tables above. 

 

          

Table VII.Triple store efficiency as evaluated according to its level of importance 

Engine Security Interoperability Reliability Usability Efficiency Totals 

Importance 9 11 3 15 15  

Jena 8 11 3 15 15 52 

ARC 7 5 2 13 10 37 

Sesame 8 11 3 15 15 52 

Virtuoso 7 11 2 13 15 48 

 



 D2.1 – Linked Biomedical Data Space Components Design 

 

 

01 January 2012 Version 1.0 Page 31 

Confidentiality: EC Distribution 

2.2. Knowledge Extraction and Publication 

Several frameworks and extractors have been developed that can be applied for extracting 

knowledge encoded in multiple formats and publishing as linked data. In terms of ease of use, 

these range from tools that require extensive configuration but more control over the final 

outcomes (intuitive data structure), to tools that are more automated, requiring less configuration, 

but don’t enable the user to control the structure of the data representation. In Figure 8, the 

process of extracting data from current best practices for publishing data as Linked Data are 

illustrated 
22

. The very first step requires data to be extracted from the various sources where it is 

hosted and converted to the triple format RDF, which will then be stored in a triple store, thus 

making it available for integrated queries. However, this is not enough to ensure data integration 

– it is also necessary to reuse concepts and data properties described as ontologies and to reuse 

identifiers. This not only promotes the reuse of existing knowledge resources but also has the potential to 

enhance the interoperability between different RDF datasets. Hence, for mapping life science data to 

RDF, one of the most important aspects is the capability of representing the domain semantics that is not 

explicitly defined in the relational algebra of RDBs. Some tools can do this automatically (2), while 

others require extensive manual configuration (3). Finally, the data can be made available as a 

SPARQL endpoint (5), on top of which a semantic web application can be built (7). Some tools 

also allow data to be made available as a SPARQL view – i.e. instead of converting the data, 

SPARQL queries are transformed into its SQL equivalents, leaving the data where it is.  
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Figure 8. Current best practices for publishing data as Linked Data 

2.2.1. Tools for Extraction of Knowledge from Relational Databases 

 

Relational databases (RDBs) are still one of the main sources of biomedical and experimental data on the 

web. However, there is no single strategy to achieve this and simultaneously integrate with existing 

ontologies such that multiple datasets can be linked together. The typical approach of mapping the RDB 

schema to linked data is to assume every table row as a subject, every table column as a predicate and 

every individual value as an object. Primary keys can be used to create the subject identifier and foreign 

keys can be used to create statements from more than one table. However, there are problems to this 

automated approach – on the one hand, the links to ontological concepts need to be manually added after 

the conversion and many of the triples that are automatically created may actually not make be necessary 

outside a relational database (they have to do with indexing or normalizing the database, for example). 

The alternative approach requires fine grained configuration to define how each element in the database is 

converted to its linked data equivalent. Another important feature of RDB2RDF tools is the ability to 

create a ‘virtual view’, or a semantic view of the contents of a (non-RDF) source database. For example, 

in addition to creating an RDF version of database contents using its mappings, some tools can provide a 

SPARQL endpoint and a Linked Data interface directly on top of the source non-RDF database, creating 

a virtual ‘view’ of databases. Such a 'semantic view' will guarantee up-to-date access to the source data, 

which is particularly important when the data is frequently updated with new information. Mapping the 
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content of a RDB into RDF, typically referred to as RDB2RDF, is an active area of research that has led 

to the development of multiple tools and approaches. 

 

A survey by the RDB2RDF Incubator Group 
23

 provides a review of the state-of-the-art for mapping 

between RDB and RDF. In the survey, a framework for RDB2RDF is identified, and its components in 

each tool independently evaluated. The following components are deemed necessary when extracting 

knowledge from RBD to RDF: 

 

1. Creating mappings: Several tools create mappings automatically, which is an efficient strategy for 

large databases; however the user has no control over the final representation of the data and 

ontological concepts and links to instance URIs still need to be manually added. Automated 

mappings can either use an ontology as a starting point (where each table is mapped to a class of 

the ontology), or use the approached defined above.  

2. Mapping Representation and Accessibility: Some tools accept mapping as files which can be in a 

variety of formats that are independent of the framework (e.g. RDF, XML), whereas others 

require language-specific or tool-specific mappings. Whereas the former can be easily shared 

with other users and other platforms, the latter is less accessible. The RBD2RDF working group 

has recently defined a standard language for mapping RDB to RDF called R2RML 
24

. 

3. Mapping and Query Implementation:  tools can either implement the mapping an RDF dump 

using a simple extract, transform and load (ETL) process or support the dynamic approach, 

whereby SPARQL is transformed to SQL, which is then executed on the RDB. Whereas the latter 

is quicker and has the added advantage of reflecting the most current data, it does not allow 

additional processing or analysis over the data that would be required  

4. Domain Specificity: The incorporation of previously defined domain concept in the form of either 

linking to ontological concepts defined in domain specific ontologies such as those in Bioportal 

25
; and the ability to reuse URI for entities that have been given URI such as those available 

through the identifiers.org initiative or in the bio2rdf project 
26

.  

 

Table VIII. Framework Components for RDB2RDF extraction and its relevance to GRANATUM 

Component Method Relevance to GRANATUM 

Knowledge Extraction 

Expected 

Frequency of 

Datasets with 

these 

characteristics 
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Creation of 

Maps  

Automatic For public large databases 

where mostly all data must 

be extracted; 

For user-submitted datasets 

that reuse the GRANATUM 

Biomedical Semantic 

Model 

Medium 

 Manual 

(customized 

mappings) 

For user-submitted datasets 

that do not reuse the 

GRANATUM Biomedical 

Semantic Model 

Low 

 Semi-automatic 

(automatic 

mappings that can 

be customized) 

For public databases where 

a subset of all data is to be 

extracted; 

For user-submitted datasets 

that partly reuse the 

GRANATUM Biomedical 

Semantic Model 

High 

Mapping 

Implementation 

ETL For datasets that require 

heavy inference 

Low 

 SPARQL 

serialization to 

SQL or Virtual 

Views 

For datasets that are 

updated very regularly but 

do not require heavy 

inference 

Medium 

Domain 

Specificity 

Can automatically 

detect ontological 

concepts 

For datasets that do not 

have an ontology defined 

Medium 

 Can find links to 

instance URIs 

For datasets that include 

biological entities 

previously described (e.g. 

user-defined) 

High 

 Manual For user-submitted datasets 

that do not reuse the 

GRANATUM Biomedical 

Low 
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Semantic Model 

 

In the table above, several tools for RDB2RDF are shown, with the way they implement the components. 

None of the tools evaluated fulfils all the requirements for the GRANATUM Linked Biomedical Data 

Space. Furthermore, as illustrated in the Table below, several GRANATUM datasets will require 

different approaches, therefore a combination of tools will be necessary. Also, it is worth mentioning that 

tools such as Triplify and XSPARQL can be also be used to convert from other formats (e.g. XML, Web 

Services) into RDF.  

 

Table IX. Tools available for RDB2RDF mapping and their coverage of requirements 

 Creation of 

Maps 

Mapping 

Representation 

Mapping 

Implementation 

Domain 

Specificity 

Notes 

Virtuoso RDF View 
19

 Automatic Tool-dependent 

language 

RDF Views Mapping 

can be 

configured 

from an 

ontology 

 

D2RQ
27

 Semi-

automatic 

RDF/turtle Supports both 

ETL and Virtual 

Views 

Manual  

SquirrelRDF
28

 Semi-

automatic 

RDF/turtle Virtual Views Manual Can also be 

used with 

LDAP 

servers 

Triplify
29

 Manual PHP script ETL (no 

SPARQL 

support) 

Manual Generates 

provenance 

information; 

Can also be 

used to map 

REST 

services to 

RDF 

R2O+ODEMapster
30

 Semi-

automatic 

XML Supports both 

ETL and Virtual 

Mapping 

can be 
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Views configured 

from an 

ontology 

SWObjects
31

 Manual SPARQL 

Constructs 

Virtual Views Manual It is also a 

stand-alone 

SPARQL 

1.1 engine  

XSPARQL
32

 Manual R2ML Supports both 

ETL and Virtual 

Views 

Manual Can also be 

used to map 

XML 

documents 

to RDF 

 

 

2.2.2. Tools for Extraction of Knowledge from unstructured data sources 

Many data sources are not made available in structured formats. In fact, most experimental 

datasets provided by end users require data cleaning, data structuring, entity identification and 

link creation before they can be added to the GRANATUM Linked Biomedical Data Space. 

These are, however, critical pieces of data which are required for hypothesis building and for 

trusting assertions. Here we describe two tools that provide simple end-user interfaces to 

defining a schema representative of the datasets, which can then be used to publish the datasets 

as Linked Data. Both tools can be used without forcing the dataset to be made publicly available.   

 

2.2.2.1. Google Refine 

Google Refine 
33

 is a Java-based tool, developed by Google, which can be either installed in the 

end user computer or made available as a web service. The main objective of the tool is to help 

clean up messy datasets, formatted as spreadsheets, such as easily detecting and transforming 

inconsistencies in values within a single column, for example “Y” vs “Yes”. However, the tool 

has evolved beyond data cleaning and nowadays allows complex and conditional data 

transformation and augmentation of datasets using JSON-based web services. It is possible to 

use the tool to enhance information with services, for example freebase, by adding a completely 
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new column of data based on freebase queries built from an existing column.  Every operation 

performed on a dataset can be saved and totally or partially applied in another spreadsheet.  

 

Recently a google refine RDF extension has been made available that allows end users to define 

an RDF skeleton as a map to the source spreadsheet. The extension can also use a SPARQL 

service as an enhancement service and link user defined column descriptors to ontological 

concepts (Figure 9).  

 

 

Figure 9. Snapshots of the google refine tool being used for label matching and search, automatic UUID 

creation from a webservice and RDF Schema alignment 

 

2.2.2.2. Simple Sloppy Semantic Database 

We will also briefly present the Simple Sloppy Semantic Database (S3DB), a knowledge 

organization system supported by a tool and a web service (S3QL) that can be used by 

researchers to provide a description of their data and to publish its results as structured RDF. 

S3DB includes a user interface for schema definition, a fine grained permission management 
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system, a query language and REST API as well as a SPARQL endpoint. Its contents can be 

extracted as RDF.  

The S3DB core model is a light-weight domain-independent ontology, a requirement which its 

authors consider to be critical for enabling the creativity and dynamism of life science datasets 

34
. Implementation of the S3DB Core Model and operators resulted in a prototype that has been 

validated and tested by Life Scientists to address pressing data management needs or, in 

particular, as a controlled Read-Write Linked Data system 
35

. S3DB was shown to include the 

minimum set of features required to support the management of experimental and analytic results 

by Life Sciences experts while making use of Linked Data best practices such as HTTP URI, 

subject-predicate-object triples represented using RDF Schema, links to widely used ontologies 

suggested by NCBO ontology widgets or new OWL classes created by the users and a SPARQL 

endpoint. S3DB has been successfully used in multiple large biomedical projects, including 

gastrointestinal clinical trials 
36

, cancer genomic characterization 
37,38

 and molecular 

epidemiology 
39

. A snapshot of the S3DB management interface is shown in Figure 10. 

 

Figure 10.Snapshots of the S3DB application being used to describe a cancer chemoprevention experiment 
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2.2.2.3. Tools for Knowledge Extraction from scientific papers 

Given the current manuscript-based method for reporting scientific results, there is a very large 

corpus of data about cancer chemoprevention that is only available in the form of literary 

documents. Authors of scientific papers express in the content opinions and argumentations that 

are part of the scientific discourse: extracting this knowledge from free-text is a complex process 

that involves different techniques, such as pattern-based and model driven discourse analysis.  

 

The starting point of the data involved in this process will mainly be in the form of a free-text 

document, with little metadata about the formatting (titles, headings, etc. ) of the content itself 

given that the most common means of sharing publications between researchers is in the form of 

PDF, Word and other documents that convey little or no metadata about the intended meaning of 

the document structure such as the introduction, the references section or the conclusions of a 

research paper. Analysing and bringing to light such implicit structure enables extraction systems 

to better understand the authors’ intent when they refer and cite other papers to support their 

research statements or to compare their findings with studies that express slightly different 

discoveries.  

From a technical point of view, the argumentation extraction process can happen only after a 

“learning” subsystem implements the combination of two techniques (pattern based and model 

driven). The pattern based technique consists of a well-defined set of rules related to a scientific 

discourse element that the content should match. A matching section (paragraph, sentence, etc.) 

is thus considered an example of the defined scientific discourse element. An important phase of 

this technique is to properly design the rules, so that they convey the right balance of precision, 

flexibility, and abstraction. The model driven technique is performed in two steps: the first one is 

the training of a model that will perform the categorisation, consisting in building up its 

parameters, while the second is the categorisation of new documents. Training the model 

consists in providing of a set of manually annotated documents as examples of the class’ 

instances the model should categorise items among, so that their features are measured and used 

during the categorisation, when classifying new items. In order to have good performance, the 

algorithms implemented by the model will be tested and tuned using principles of machine 

learning systems testing. Using the facilities exposed by the learning subsystem, the extraction 

module will then calculate the results of the structural and textual analysis of new documents, 
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producing their extracted metadata. Other modules will enable the users to review and eventually 

edit this data and add manually other details about some documents. 

Knowledge extraction from scientific paper will be described in further detail in the 

GRANATUM deliverable 3.1. The output of this module will be made available as an RDF 

graph, which will be loaded into the GRANATUM Biomedical Linked Data Space.  

 

2.3. Inference engines and reasoners 

A reasoner is a key component for working with semantic web technologies. This is because 

knowledge might not be explicitly defined as RDF but, instead, specified as rules (typically part 

of an ontology), which can be used for the inference of new RDF triples. A reasoner is required 

to deduce implicit knowledge in order to obtain the correct result from a query.  

 

Semantic Web frameworks infer new RDF triples by applying a reasoner to a graph. We 

investigated several reasoners and found that most implemented one of two basic APIs: Jena API 

or OWL API.  Only Pellet, ProtégéOWL and Jena implement the Jena API. It is also possible to 

create a Jena wrapper to utilize an OWL API implementation. In 
40

 the FaCT++, KAON2, Pellet 

and RacerPro reasoners were thoroughly evaluated in terms of their capacity to handle queries 

with interence in ontologies with different topologies (from a larger number of classes but small 

number of instances and vice-versa). Their conclusion was that for ontologies with few classes 

with respect to the number of instances, Pellet provided the best performance.  We could find no 

performance measures for ProtégéOWL. 

 

Our preliminary analysis of available data sources for cancer chemoprevention indicated that the 

GRANATUM Biomedical Semantic Model, combined with the GRANATUM Linked 

Biomnedical Data Space will results in a small number of classes but a large number of 

instances. As such, Pellet will be the primary reasoner used in GRANATUM, with ProtégéOWL 

and native Jena reasoners applicable as necessary. If, at implementation time, issues arise, a 

wrapper will be used to extend Jena such that an OWL API based reasoned can be used.  

 

2.4. Semantic Web Services 
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Web services are widely used to exchange data between applications on the web. Non-semantic 

web services and web APIs, however, provide only syntactic interoperability but no semantic 

meaning – making web service discovery a task that cannot yet be automated (e.g. finding all 

services that can be used to retrieve the chemical structure of a molecule). Using standard web 

service and web API discovery one can determine the structure of data sent and received from 

calls but not the meaning.  As an example, traditional web service discovery can be used to 

obtain information about a web service that takes a list of numbers and returns a single number 

as a result, but it cannot be used to determine whether the resulting number is the minimum, 

maximum, mean, median, mode or some other transform of the list. 

Semantic web services provide a semantic context, or layer, that can be used to determine which 

web services and web APIs to execute given a particular task such as annotating a graph with 

data.  Using the example above, if the task is related to discovering the mean of a number, a 

service discovery engine can be used to which web services or web APIs can be used for the task 

call, execute according to its syntactic description and add the resulting value to the graph. When 

multiple semantic web services are combined the application invoking the services can construct 

a more sophisticated reply than it would be able to do otherwise. The common practice in the 

semantic web services community is to use ontologies to describe their services. Reasoners are 

then able to match known data to web service or API calls to produce the requested data.   

 

In the GRANATUM Linked Biomedical Data Space, semantic web services will be used for data 

transformation to ensure interoperability. New semantic web services will also be implemented 

within the chosen semantic web service framework in order for new services or relevant services 

to be as implemented as necessary for GRANATUM. In addition, we will provide a semantic 

web service endpoint for the GRANATUM application so that it may be utilized by other 

systems as a semantic web service. 

 

The decision criteria for a semantic web service framework will be based on those that already 

integrate a large number of bioinformatics services.  Our goal in doing so is to reuse existing 

technologies and implementations before implementing our own wrappers and solutions. In 
41

 a 

review of existing semantic web services approaches was carried out. Based on that review and 

our decision criteria, we have decided to use SADI (Semantic Automated Discovery and 

Integration) given its focus on Bioinformatics Services. SADI is “a set of standards-compliant 
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best practices that dramatically enhance interoperability between informatics resources and the 

ability of end-users to discover and access the right resource at the right time” 
42

.  The 

GRANATUM web service will implement the best practices in order to be SADI compliant.  

2.5. Linked Data browsers 

 

Visualization and browsing of Linked Data remains a challenge due to the large volume 

(potentially unlimited) of data that can be integrated using such techniques. Another issue that 

prevents reusing existing visualization tools developed for other purposes is the lack of a clear 

schema for the data – RDF data can be created according to a schema, encoded as an ontology, 

which can be used to define the wireframe for a visualization, but that is not always the case. 

Several strategies for visualizing linked data exist; the most common are text-based browsers, 

graph visualizers and faceted browsers. Text-based browsers focus on presentation of the data 

without summarizing or transforming the data. These are the most common category of linked 

data browsers and include tools such as tabulator
43

, Sig.ma 
44

 (Figure 11) and marbles. Text-

based browsers are useful to provide initial exploratory tools to browse the data, but they do not 

allow integrated visualization of datasets. Graph visualizers display the data as a graph where 

nodes are subjects and edges are predicates. Welkin, a tool developed as part of the simile 

project at MIT 
45

 and Knowledge Explorer (KE)
46

, a commercial product, are two of the most 

popular linked data graph visualizers (Figure 12). KE can also be used to retrieve information 

from the web of data – in the example (Figure 12), a chemoprevention agent is matched with an 

identifier in an external data source (chebi), from which information such as a the mass or the 

SMILES string representation can be extracted. A plugin for Cytoscape, a graph visualization 

tool, has also been created 
47

 to enable the visualization of RDF data. However, graphs can get 

very large and complex very quickly. Cytoscape and KE support the ability to alter the properties 

of the nodes and edges differently according to some user-defined conditions (e.g. nodes of type 

“molecules” can be coloured or sized differently from nodes of type “gene”), to further facilitate 

reading the graph. Faceted browsers (Figure 13) are interfaces that analyse the content of an 

RDF document and identify the classes (types) and properties (predicates) used in its description. 

Although these browsers are quite fast when datasets are small, problems arise when datasets get 

large or are only available as through SPARQL endpoints (requiring downloading the data first). 

Exhibit is the most popular faceted browser, supporting multiple facets and views.  
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Visualizations will differ in effectiveness according to the properties of the data – high-

dimensional data such as hierarchical or similarity links, can be more easily visualized with 

visualizations such as tree maps or sunburst plots, but data with low dimensions would benefit 

more from a simple scatterplot or bar chart. Domain specific data visualizers for linked data have 

also been developed. Timeline, also from the simile project, was one of the first browsers to 

visualize linked data along an axis. The LinkedGeoData project makes use of spacial information 

such as GPS coordinates, to present the user with integration information about a location. For 

life sciences datasets, visualization that integrates the results of data summarization, such as 

heatmaps and dendrograms, appear to be the most common, however, to the best of our 

knowledge no linked data visualizer for life sciences exist.  

 

 

 

Figure 11. A chemoprevention agent (acteophenone) as seen by Sig.ma, a text-based linked data browser 
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Figure 12. A chemoprevention bioassay, and tested chemoprevention agent (baclofen) as seen by KE, a 

graph-based linked data browser. 

 

 

 

Figure 13.Chemoprevention agents as displayed by exhibit, a faceted browser. 
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Linked data browsers will be integrated with the overall GRANATUM platform through the 

Scoial Collaborative Working Space (WP5), where they will be implemented as widgets.  

 

3. Specification of the linked biomedical data space 

The Linked Biomedical Data Space enables the semantically-enriched representation, 

publication, exposure, sharing, interconnection and browsing of cancer chemoprevention 

biomedical data, information and knowledge in a standardized and homogenized way. As such, it 

will become the main source of data for the GRANATUM platform.  Data for the GRANATUM 

platform will be extracted and integrated from multiple sources, including datasets provided by 

the biomedical scientists involved in the GRANATUM project, but also from public sources of 

data. To create an integrated environment, varied and heterogeneous data sources must first be 

transformed to achieve interoperability by: 1) using the same data representation format 

(syntactic interoperability); 2) using same semantic model (semantic interoperability) and 3) 

ensuring that the same entities are referenced with more than one identifier (entity co-reference).  

For public datasets that are have not yet been made published as Linked Data, a process of 

extraction, transformation and load must first convert them to RDF (knowledge extraction 

component). The potential of a creating an RDF representation of datasets lies in the ability to 

discover information that is stored in multiple places using a single query. This is only possible if 

identifiers across data sources are linked. As such, an entity identification component will ensure 

that entities can be discovered from user-provided labels or identifiers, regardless of their source. 

This requires links between identifiers from multiple sources to be created (links creation 

component). Finally, datasets in the linked biomedical data space will be exposed through a 

series of application programming interfaces (API) and RDF dumps such that data can be 

visualized through user interfaces and reused in multiple other programming environment 

(knowledge publishing component). A significant portion of the knowledge extraction 

component will rely on performing federated queries on datasets that are not locally stored on the 

GRANATUM Linked Biomedical Data Space by making extensive use of semantic web 

technologies.  

In this section we will describe how knowledge encoded in the datasets collected during 

requirements analysis will be transformed into RDF, how those datasets will be made compliant 
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with GRANATUM Biomedical Semantic Model and finally, we will describe each of the 

components required to create an interlinked biomedical data space that addresses the use cases 

identified for GRANATUM. 

3.1. Biological Data sources with an impact on cancer chemoprevention research 

The requirements analysis performed by the GRANATUM Consortium identified the need to 

enable search and access information derived from biomedical databases/libraries. From a drug 

research and development point of view, it is important to gather as much information as 

possible about the mechanisms of action for new molecular entity to be considered in clinical 

trials 
48

. This stems from drug agencies requirement that, for a drug to be considered in clinical 

trials, it is not enough to show that it’s effective, it is also necessary to prove that it will not have 

long term, unpredictable, side effects. Furthermore, to reduce economic and human costs, the 

drug has to be shown to be specific (targets with high accuracy only biological targets that it is 

meant to target) and sensitive (low dosages are enough for the drug to reach its target) with very 

low or no toxicity. Since cancer chemoprevention compounds can often be found in natural 

sources, knowledge about active ingredients in dietary supplements and nutritional sources can 

also play a key role in the discovery of new chemopreventive agents. Finally, many assertions 

and discoveries about agents able to prevent cancer are not available as structured text, having 

instead to be extracted from the literature in order to enable accurate predictions and informed 

hypothesis building. We analysed the availability of each of the databases identified during 

requirements analysis and separated them into categories: those that have already been made 

available in structured, linked data format or are in the process of being made available as 

Linked Data (green); those that are available as RDB formats or web services, meaning that data 

can be extracted into RDF (yellow) and those that were contacted and the original providers of 

the database could not provide an academic licence to publish its contents as Linked Data at the 

time of writing this report (red). 
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Figure 14. Databases relevant for research in cancer chemoprevention. Green indicates databases that have 

already been made available as linked data; Yellow indicates databases that are freely or academically 

available in structured format as SQL or Web Services. 

 

The 24 databases shown in Figure 14 are representative of different areas that are relevant for 

cancer chemoprevention. Databases such as Drugbank, CheBI and Pubchem contain information 

about drugs or small molecules that are known to be biologically interesting and report 

information such as drug-interactions, protein targets, or ingredients. Other databases 

(ChemBase, ChemDB, ChemSpider, Sigma-Aldrich) describe physical and chemical properties 

of known molecules, such as solubility, charge and 3D structure, regardless of its applicability to 

disease prevention and treatment. Integrating information from these two types of data sources 

can be used, for example, to discover small molecules that can be applied as drugs by comparing 

its drug-like physical and chemical properties. Consider the scenario in Figure 15, where 

DrugBank is used to collect cancer related drugs, which are then used in a query in PubChem to 

retrieve more molecules with similar properties as the original list of drug. At the same time, a 
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list of cancer target proteins can be collected from Uniprot and sent to PDB in order to obtain the 

protein 3D structure. Both the list of drug-like molecules and the list of 3D molecule structures 

will need to be used in unison for virtual screening. This process, in turn, will return a list of 

possible chemopreventive drugs, which can be matched against a toxicity database such as 

ToxNet in order to filter that list to drugs with low toxicity. The same list of possible 

chemoprevention drugs can be queried in gene expression databases such as ArrayExpress to 

determine whether they cause secondary effects by affecting known genes. The outcome of these 

two filters will results in a list of possible cancer prevention drugs which can be used for drug-

discovery related hypothesis testing. 

 

Figure 15. One possible scenario for cancer chemoprevention drug discovery as enabled by integration of 

multiple databases 

 

3.2. Integration of the Linked Biomedical Data Space with The GRANATUM Biomedical 

Semantic Model 

The GRANATUM Biomedical Semantic Model will be used to provide consistency in the 

description of datasets to be hosted in the GRANATUM Linked Biomedical Data Space. When 

two datasets refer to the same entity (e.g. Chemoprevention Agent) using different terms, a 

semantic model can ensure that those terms are mapped appropriately rather than being treated 

differently (co-reference). Furthermore, a Semantic Model can also be used for other purpose 

such as creation of new links between entities in different datasets, API specification, to aid in 

the assembly of SPARQL queries and for faceted data browsing. Each of the components 
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described in the following sections will make use of the GRANATUM Biomedical Semantic 

Model to ensure for semantic interoperability.  

 

3.2.1 The GRANATUM Biomedical Semantic Model 

 

The GRANATUM Biomedical Semantic Model (Figure 16, defined in deliverable D1.3) 

constitutes a cancer chemoprevention ontological reference model, relying on widely–known 

and–adopted biomedical guidelines, standards and controlled vocabularies. This lightweight 

semantic model is going to be used in the creation of a knowledge base of semantically 

interconnected distributed biomedical data and resources across the Web. The structure of the 

GRANATUM Biomedical Semantic Model will be comprised of: 

● A set of elements for the Literature representation and scientific discourse in online 

communities at different levels of granularity; 

● A set of concepts from the biomedical domain that facilitate the representation of cancer 

chemoprevention related data and resources. 

● A set of concepts from the biomedical domain that facilitate the representation of 

experimental data, procedures and protocols; 

● A set of concepts from the biomedical domain that facilitates the representation of data 

related to In-silico modeling. 
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Figure 16.Overview of the GRANATUM Biomedical Semantic Model 
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Different sections of the GRANATUM Biomedical Semantic Model will be relevant according 

to the source dataset and the granularity of descriptions. For describing the content of literature-

based datasets such as Pubmed, classes such as “Published Work” and attributes such as 

“Hypothesis” will be relevant. For user-contributed experimental datasets, which will likely 

come in the form of spreadshets, concepts such as “Experimental Factor” will be relevant. The 

conceptualization of these concepts as an ontology is relevant because they will allow different 

datasets to be integrated with very little effort. As described above, semantic web technologies 

provide mechanisms to state that two terms are “the same” or that two concepts are sub-class of 

each other. For example, in the datasets described above, both DrugBank and CheBI contain 

information about molecules, however, whereas CheBI describes its molecules using the type 

chebi:Compound, DrugBank describes them using the type drugbank:drugs. Since both “drugs” 

and “compounds” are “molecules”, the hierarchical association can be created between the two 

by the assertion <drugbank:drugs rdfs:subClassOf granatum:Molecules> and <chebi:Compound 

rdfs:subClassOf granatum:Molecules>. As described in section 1.2, when such operation is 

applied using SPARQL constructs, all instances of “drugbank:drugs” and “chebi:Compound” 

will become also instances of “granatum:Molecules”, making it possible to obtain them with a 

single SPARQL query: “select * where {  ?Molecules rdf:type granatum:Molecules }”. As such, 

the GRANATUM Biomedical Model can be used to aid in the assembly of the “CONSTRUCT” 

queries described in section 1.3, which will be further described in the links creation component 

section.  

In addition to classes, the semantic model will also be used to define and link attributes 

associated with such classes. For example, it makes sense to talk about the “Contact Details” of 

an instance of class “Person”, but not for an entity of class “Drug”, where an attribute such as 

“Molecular Weight” would make more sense. It is worth mentioning that the semantic model is a 

reference only and does not constrain the type of data that can be accessed through the linked 

biomedical data space. It will be used both in the transformation and loading of data from 

hetegeneous data sources and in the creation of forms and other types of user interfaces to aid in 

data submission and query. The Linked Biomedical Data Space will support links to multiple 

databases, each of which may or may not contain its own semantic model - links to cancer 
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chemoprevention relevant concepts in those databases will be created based on the specification 

of the GRANATUM Biomedical Semantic Model.  

 

3.3. Components Specification and Interaction 

The diagram below (Figure 17) shows software elements (e.g. graph engine), processes (e.g. 

extraction of knowledge from multiple sources) and strategies (e.g. choice of ETL Process) and 

the interplay between them that will be used in the creation of the GRANATUM Linked 

Biomedical Data Space. As described above, before data is available for integrated query, it must 

first be transformed into a Linked Data format (section 1.1) and links between datasets must be 

created. This is achieved via the Knowledge Extraction component. The process of knowledge 

extraction will include extracting data from various stores or sources and massaging data 

elements into usable triples. The result is either a set of triples that are stored in a knowledgebase 

as a graph or an interface that automatically extracts triples from the remote data store. Two 

strategies, described below, will be used: ETL and Direct Access. The Graph Engine, also 

describe in detail below, will respond to graph level SPARQL queries combining the disparate 

graphs into a single logical graph.  The graph engine will accept queries from the SPARQL 

endpoint and web service, apply reasoning and return the answers retrieved from the logical 

graph.  The SPARQL endpoint is a simple SPARQL service that is compliant with version 1.1 of 

SPARQL as this is necessary for enabling federated SPARQL queries. The Web Services 

component is a simple web service that is used to perform some data uploads and provide 

alternative methods for sending request to the Query Engine.  The GRANATUM component 

corresponds to the GRANATUM Platform, whose architecture has been addressed in 

Deliverable 1.2. As noted in the diagram, users interact only with the GRANATUM component. 

 

It is worth noting that entity Identification and Links Creation Components will also be made 

available as components orthogonal to this architecture. These two components will work 

together in ensuring that data elements retrieved from the multiple sources available in the graph 

engines are uniquely identified (avoiding the co-reference problem) and provisioning links to the 

graph engine in the form of triples. Links will be created automatically from the formalized 

description of the integrated datasets (using the vocabulary of interlinked datasets) or by user-
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contributed linking rules, formalized as SPARQL Constructs, as per the process described in 

sections 1.2.1 and 1.2.2.  As part of the entity identification component, a web service will be 

made available for the process of dereferencing URI, i.e. when a GRANATUM URI is looked 

up, the entities identification component will make use of the graph engine to retrieve and return 

relevant triples where that URI is used.  

 

Figure 17. The overall architecture of the linked biomedical data space 

 

3.3.1 Knowledge extraction component 

Knowledge reusable for cancer chemoprevention exists in a variety of heterogeneous formats. 

The most common one are comma/tab separated values (CSV/TSV), excel spreadsheets, 

eXtended Markup Language files (XML) and relational formats. Some relevant datasets are also 

available in the resource description framework format, making them easier to integrate.   
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The majority of biomedical knowledge is made available in biomedical databases which are 

heterogeneous both in content and in format in which their content is represented. The most 

common representation format for biomedical knowledge is as relational databases. Other 

alternative formats include free text (e.g. publications), extended markup language (XML), 

microformats, web services or other, non-standardized formats. The knowledge extraction 

component of the linked biomedical data space extracts content from those heterogeneous 

formats and transforms it into RDF triples that will then be loaded as part of the graph engine.  

There are two techniques that will be used to extract triples from relational databases: Extract-

Transform-Load (ETL) and Direct Access.  The ETL process results in a more static system in 

that the data in the graphs will not change between loads.  The direct access method retrieves the 

data from the live database on demand and thus reflects the current data within the database. 

 3.3.1.1. Extract, Transform and Load (ETL) 

 

The ETL process is a fairly straightforward process whereby data are dumped from a data source 

and triples created. ETL processing requires a defined process for each data source.  Each data 

source will have a defined process to dump the data, as well as associated processes to transform 

the data into a valid graph representation acceptable by the graph engine (typically RDF/XML). 

In the case of spread sheet-based (process 1 in Figure 17) and document-based (process 2 in 

Figure 17) data sources, specialized components will be described below (sections 3.3.1.3. and 

3.3.1.4) as a different ETL process will be applied. Data stored in relational systems (process 3 

in Figure 17) can be extracted via queries, stored procedures, or any other process that will 

extract the data from the database. The transform process changes the data from one format to 

another and/or cleans up data elements according to a configuration file, which can either be 

built automatically or semi-automatically.  The configuration file itself can be used to ensure that 

elements from the GRANATUM Biomedical Semantic Model are reused – table columns and 

rows will be mapped to concepts and attributes defined in the GRANATUM Biomedical 

Semantic Model, which will ensure that they are reused during the ETL process for the creation 

of the triples stored in the knowledgebase. In some cases the transform takes place during the 

extract phase.  As an example, a query that returns all data from the database as triples is 

executing the transform during the extract.  The transform phase may also clean the data to 

ensure that it meets the expected format of the receiving system.  Finally the load phase loads the 
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cleaned, transformed data into the receiving system. Once the graph representation is complete 

the GRANATUM platform will load the file containing the graph representation into the Graph 

Engine.  

Since this process results in a static graph, not synchronized with the raw data source, the ETL 

process may require significant human intervention on a regular basis to ensure that data is kept 

up to date. As such, for datasets that change very quickly, and alternative to ETL will be to 

directly access data in relational database using RDF views. It is our contention that the ETL 

process should only be used in cases where the direct access method is unavailable.  

 

 

Figure 18. Description of the ETL process for transforming a non-RDF source into a graph 

 

 

In figure 18, the ETL process from non-relational based data sources to a graph is described. 

Automated ETL from three types of structured data formats (steps 1 and 2 in Figure 17) will be 

enabled in the knowledge extraction component: eXtended Markup Language (XML), JavaScript 
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Object Notation (JSON) and RDF. These will either consist of documents that are pre-loaded 

into the GRANATUM Linked Biomedical Data Space or user-contributed documents which are 

specified as a URL. The content type will be determined from the header of the document and 

appropriate loaders will be invoked to perform the transformation. In the case of non-structured 

formats such as spreadsheet-based datasets, a different strategy will be devised. Spreadsheets can 

either be automatically loaded using Apache Tika, a content analysis toolkit to detect structured 

text content, semi-automatically using Google Refine, the tool described in section 2.2.2.1, or by 

manual descriptions of the datasets provided by the users through the S3DB tools described in 

section 2.2.2.2.  As part of the GRANATUM effort, a Google Refine extension will be 

developed to support automated upload of spreadsheets into the GRANATUM Linked 

Biomedical Data Space. Spreadsheets can be imported and refined on the user’s desktop and 

concepts and attributes from the GRANATUM Semantic Biomedical Model will be immediately 

applied. An application built using the S3DB API will also be developed for automated 

publication of user data in the GRANATUM Linked Biomedical Data Space.  

 

3.3.1.2. Direct Access 

The direct access method entails accessing GRANATUM data sources directly either by 

translating a SPARQL query, or part of a SPARQL query, into the native query format that is 

acceptable by a remote data source (Figure 19). Given that dataset integration occurs at the graph 

engine level (Figure 17), data from the remote source must be virtually seen (but not converted) 

as triples. This means that a virtual RDF view of the remote source must first be made available 

to the graph engine. For direct access, this virtual view will correspond to the combination of a 

semantic wrapper, a description of available services and a mapping document that maps 

elements of the query to elements of the different services: the translator reads the data triples 

being requested in the query, makes use of the mapping document to discover corresponding 

services and transforms the initial SPARQL query into the query that would be acceptable by the 

remote source. In all cases where direct access is being used the GRANATUM implementation 

should attempt to implement a “request filter” that will ensure that the remote system is not 

called if it is known that the graph does not contain any triples that match the request.  For 

example if a graph only contains nodes in the <http://example.com/ex1#> and 

about:blank
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<http://www.w3.org/1999/02/22-rdf-syntax-ns#> namespaces any request for information from 

other namespaces can be safely ignored. This process ensures that the data retrieved by 

GRANATUM is the most current. 

 

In the case of relational databases (step 4 in figure 17), the same strategy already described in 

RDB2RDF ETL process can be applied for direct access. Several approaches can be used in this 

process; the most common approaches rely on relying on a small ontology that describes the 

service itself. That will ensure that SPARQL queries are appropriately translated into the native 

query format.  

A second instance where direct access will be necessary is in web service retrieval (step 5 in 

figure 17).  This will require building semantic web services from the WSDL if provided by the 

service or if one can be coded by hand, or developing custom wrappers for web services that do 

not or can not provide a WSDL. 

 

For example, consider the three following SPARQL patterns, part of a SPARQL query, where 

instances of a chemoprevention agent and corresponding molecular information are being 

requested for a chemoprevention agent matching a user-provided label: 

 

1.  ?chemopreventionAgent rdf:type granatum:chemopreventiveAgent  

2.  ?chemopreventionAgent rdfs:label  <User-defined-label>  

3.  ?chemopreventionAgent  chemspider:compoundInfo ?CI. 

 

The first two triple patterns above are requesting a chemoprevention agent that matches a user 

defined label. Assume that the ?chemopreventionAgent variable is bound to an identifier value 

(e.g. 11540) by performing a simple query on the GRANATUM Linked Biomedical Data Space. 

The third triple then makes use of the web service chemspider:compoundInfo to recover the 

molecular structure of the matching agent. In this example, we are assuming that a property 

(compoundInfo) of a chemoprevention agent is being requested from a remote service, 

ChemSpider, which access URL is defined as part of the query and service mapping is defined as 

part of the graph engine. The third triple is then translated into a query that is native to the 

ChemSpider service, such as: 

 

about:blank
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http://www.chemspider.com/Search.asmx/GetCompoundInfo?csid=11540 

 

Where csid=11540 corresponds to the chemspider compound identifier that corresponds to the 

user defined label. The output of this query is an XML document that can be converted to triples 

using the strategy depicted in figure 18. 

 

Figure 19. Description of the direct access process, a method to translate SPARQL queries into native remote 

store queries and the conversion of their response into RDF triples that can be used by the graph engine 

 

3.3.1.3. Query Engine 

The Query Engine component (Figure 20) provides the programmatic interface between the 

SPARQL query and the Graph Engine. This interface is used by the SPARQL and web service 

front ends to answer queries. Once the multiple graphs presented by the various data sources 

(both ETL and direct access) are combined into a single logical graph, a reasoner is attached to 

produce an inference graph. Both the aggregated and inferred graphs will be used to answer the 

query. 

Permission on different datasets will also be resolved through the graph engine – some of the 

graphs aggregated by the graph engine will consist of user contributed datasets, which should not 
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be made publicly available. The strategy described in 
34

 will be used to manage permission in 

RDF data – for each of the user-contributed datasets, different users will have different 

permission assignments on the integrated graphs. Permission assignments will be available to the 

graph engine as graph itself, and a reasoning engine will be applied to infer the triples that can be 

accessed by the user performing the query.  

It is worth noting that many of the remote triple stores considered to be relevant additions to the 

GRANATUM Linked Biomedical Data Space provide either a SPARQL endpoint or a Jena 

graph implementation. Those that provide a Jena graph implementation (e.g. Virtuoso, Sesame, 

Protégé) can be interpreted by the Query Engine as if they were local. For those that are 

available as remote SPARQL endpoints, a graph implementation will be developed to retrieve 

the triples from the store on demand. In either case, data is available for integrated query as RDF 

triples, but it may not comply with the GRANATUM Biomedical Semantic Model. To overcome 

this integration bottleneck, the graph transformations described in sections 1.2.1, 1.2.2, 1.2.3 and 

1.2.4 will be applied ad hoc to enable integrated queries.  

 

Figure 20. Description of the query engine that will be integrated with the GRANATUM Linked Biomedical 

Data Space 

 

3.3.2. Entity Identification Component 



 D2.1 – Linked Biomedical Data Space Components Design 

 

 

01 January 2012 Version 1.0 Page 60 

Confidentiality: EC Distribution 

Most biological entities cannot be uniquely identified from a label because multiple data sources 

use different labels for the same entities and may use the same labels for different entities. Our 

preliminary analysis have shown that labels used to identify biological entities (e.g. genes, 

diseases, chemoprevention agents) cannot be uniquely identified from a single source in 70% of 

the cases, as small molecules and other chemical compounds can have multiple common names 

which are not shared across databases. These are the names that researchers mostly use in their 

daily work; however, they are not easily mapped to URI since different databases use different 

names for the same chemical compound. Furthermore, it is not uncommon to report experimental 

results obtained with custom-built molecules that have never been described before. For 

example, the molecule Acetophenone (dibromo) is a custom-built molecule that uses Acetophene 

bound to two bromide atoms. Standardized compound names, such as InChi keys or SMILES 

strings can ensure consistency in the description of the compound, however they are difficult to 

use or identify when assembling a query. As such, the entity identification component is able to 

retrieve a matching identifier or list of identifiers matching a user provided label for a chemical 

element. For each chemoprevention agent (CMA) stored or made available through the 

GRANATUM Linked Biomedical Data Space, a unique GRANATUM URI is assigned. The 

following show the strategy used for creating GRANATUM URI. 

 

[BASE_URI]/[Entity_Indicator]_[UUID] 

 

The entity indicator helps recognize immediately from the URI the type of entity being described 

and it corresponds to one of the entities described in the GRANATUM semantic biomedical 

model as a Class. For an entity of type ChemopreventionAgent , the entity indicator is “cma”. As 

such, an example URI for the chemoprevention agent Acetophenone would be the following: 

 

http://chem.deri.org/granatum/cma_06a59324ae574f16dc4de4a7ede3b73c 

 

Where http://chem.deri.org/granatum/ corresponds to the base URI, “cma” is the entity 

indicator and 06a59324ae574f16dc4de4a7ede3b73c is the universally unique identifier (uuid) to 

uniquely identify this instance of a chemopreventive agent. When this URI is dereferenced either 

through a web browser or another application, the integration information about the Acetophene 

http://srvgal78.deri.ie:8080/openrdf-workbench/repositories/linkedGranatum/explore?resource=cma%3Acma_06a59324ae574f16dc4de4a7ede3b73c
http://chem.deri.org/granatum/
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molecule will be retrieved including the compound information, links to identifiers found 

elsewhere and bioassays where this chemoprevention agent was tested.  

 

Table X. The resulting graph of dereferencing the GRANATUM identifier corresponding to the molecule 

Acetophenone (dibromo) 

 

 

3.3.2.1. Automated Entity Identification from the GRANATUM Biomedical Semantic Model 

It is common that some concept exists in more than one resource but using different names or 

labels. For example the concept “aspirin” may appear with other names such as “acetylsalicylic 

acid”. Both names refer to the same concept using different identifiers, therefore a mechanism is 

needed in order to identify the concepts that have the same semantics (same meaning) and link 

them. In order to enable the automated detection of overlapping identifiers a set of properties 

defined in the Semantic Model are exploited: 

● Name. Provided name for a concept 

● Synonym. A list of synonyms for a specific concept. 

● inChi. The International Chemical Identifier is a textual identifier for chemical 

substances that provide a standard way to encode molecular information and to facilitate 

the search for such information. 

● inChiKey. A 27 character hashed version of the full standard InChI 

● Smiles. An ASCII string representation of the chemical structure of a molecule. 

● IUPAC name. A unique name, assigned to a chemical substance and preferred among 

the possible names generated by IUPAC nomenclature. 
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The tables below shows the usage of the properties from existing ontology/datasets include in the 

GRANATUM Linked Biomedical Data Space. The column “Name” indicates whether the 

ontology/dataset uses a name for the concepts, the column “Synonym” indicates if the ontology 

provides synonym names for the concepts, finally column “Standard representation” indicates if 

standard names or representations like inCHi, inChiKey or SMILES are provided. 

 

Table XI. Properties from existing ontologies  included in the GRANATUM Linked Biomedical Data Space 

Ontology Name Synonym Standard representation 

(inChi/SMILES/IUPAC) 

ACGT X - - 

BIOTOP X 

rdfs:label 

X 

equivalentClass 

- 

EFO X 

rdfs:label 

X 

alternative_term 

- 

MGED ID - - 

OBI 

X 

editor_Preferred_term 

rdfs:label 

- - 

NCI X X - 

GO X 

exactSynonym 

X 

narrowSynonym 

- 

MeSH X 

entry term 

X 

entry term 

- 

 

Table XII. Properties from existing datasets included in the GRANATUM Linked Biomedical Data Space 

Data set Name Synonym Standard representation 

(inChi/SMILES/IUPAC) 



 D2.1 – Linked Biomedical Data Space Components Design 

 

 

01 January 2012 Version 1.0 Page 63 

Confidentiality: EC Distribution 

wikipathways X 

(use Pathway 

Ontology) 

X 

(use Pathway 

Ontology) 

- 

reactome X 

DisplayName 

- - 

Kegg X - - 

Uniprot X 

shortName 

recommendedName 

X 

alternativeName 

- 

 

Clinical Trials ? ? ? 

ChemSpider X 

Systematic name 

X X 

inChi/inChiKey/SMILES 

SigmaAldrich X X - 

Pubmed X 

title 

- - 

PubMed Dietary 

Supplement 

X 

title 

- - 

DrugBank X 

name 

brand name 

- X 

inChi/inChiKey/SMILES/ IUPAC 

CheBI X 

Chebi name 

brand name 

X 

(include inChi, 

inChiKey, SMILES) 

X 

inChi/inChiKey/SMILES/ IUPAC 

PubChem X X X 

inChi/inChiKey/SMILES/ IUPAC 

ACToR X X - 
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Repartoire X 

sort name 

- - 

 

Bioportal provides access to the content of many ontologies, including which predicates are used 

in the ontology for “Preferred Names” and “Synonyms” – those predicates are represented as 

skos:prefLabel and skos:altLabel, respectively. Using both molecule labels and chemical 

substance identifiers (inChi, SMILES, IUPAC), equivalence and equality links (owl:sameAs) 

will be created between URI representing entities in multiple data sources to enable entity 

identification in the GRANATUM Linked Biomedical Data Space.  

 

3.3.2.2. Entity Identification from User Input 

Here we describe the workflow necessary to uniquely identify a set of molecules from its labels. 

This functionality is particularly important for custom-made chemoprevention agents that have 

not been described before. Multiple chemoinformatics web services exist that identify the 

likeliness that the common name of chemical compound will resemble a particular molecular 

structure. These can be used to increase the number of results that match a particular user 

provided label such as Acetophenone (dibromo). We found ChemSpider 
49

 to be the most 

flexible and encompassing web service for matching molecule names to information that can be 

used to uniquely identify a molecule. Once a user submits a list of chemopreventive agent 

(CMA) labels through an online interface, these are first matched against those in the 

GRANATUM linked biomedical data space (Figure 22). If no such label exists, ChemSpider 

services are invoked. On a first web service call, the unique ChemSpider identifier (CSID) is 

retrieved, which is then used to collect its compound information, including a thumbnail of the 

chemical structure, the SMILES representation and a structure data format (SDF) which 

indicates the position of each atom in the molecule. This information must be doubled checked 

and confirmed by the end users. If the user does not recognize the molecule, he can choose to 

edit its structure, using another service, ChemWriter. Once the user draws the structure, its 

SMILES corresponding representation can be sent to ChemSpider to obtain a corresponding ID. 

The user can also edit from an existing structure retrieved from a close match in ChemSpider. 
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Finally, once all labels (or a significant proportion of them) have been identified, chemSpider 

services are also used to retrieve identifiers for the same molecules in a very large number of 

databases (e.g. Drugbank, Chebi, PubChem). Resulting label-identified correspondences are 

saved in the GRANATUM Linked Biomedical Data Space where they become available for 

bioassay description and links creation. 

  

 

Figure 21. The workflow for collecting, from the researcher, a list of relevant chemopreventive agents (CMA) 

 

3.3.3. Links Creation Component 

The creation of links between identified entities (both chemical and biological) is not only useful 

for entity identification, but also for discovery of new associations such as protein/drug, 

drug/drug or protein/protein interactions that may not be obvious by analysing datasets 

individually. A link is a property of an instance that takes URI as a value. The following RDF 

statement is both a property of the chemoprevention agent acetophenone: and a link between that 

chemoprevention agent and a publication: < pubmed_id:18991637 dc:hasPart acetophenone: >. 

For creating links between data-sets such as between a “publication” and the “chemoprevention 

agents”, a preliminary analysis of multiple SPARQL Endpoints containing data from both Life 
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Sciences and Health Care domains was undertaken.  SPARQL endpoints from the Bio2RDF 

project 
26

 consisted of the majority of SPARQL endpoints analysed. The complete list of 

SPARQL endpoints analysed is available in “appendix A”. A method was devised to retrieve all 

classes (concepts) and associated properties (attributes) available through any particular endpoint 

by probing data instances. It is worth noticing that the number of classes per endpoint varied 

from a single class to a few hundred thousand classes in the case of one of the endpoints 

(http://miuras.inf.um.es/sparql). The workflow for endpoint analysis was the following: 

 

1. Find all distinct Classes by probing instances types (?class): 

For <Si> as SPARQL endpoint: 

select distinct ?class where { [ ] rdf:type ?class } 

2. Search for one instance (?a) in each Class (<Ci>): 

For <Si> as SPARQL endpoint, for <Ci> as class: 

select distinct * where {  ?a a <Ci> } limit 1 

3. Search for all predicate and objects associated with each instance (<Ii>): 

select distinct ?predicate ?object where {  <Ii> ?predicate ?object } 

4. Assign predicate value as a property of the Class and object value as an example 

value for that predicate 

 

 

As described above, a link is one type of property where the value corresponds to a URI as 

opposed to a literal value or an image. As such, to effectively create links between two entities, it 

is necessary to ensure that both the subject and the object of the triple correspond to URI (step 

4). We found in our analysis that the content-type of properties can take any of the following 

formats: 

1. Literal. (i.e non-URI values e.g: " Calcium Binds Troponin-C") 

2. Non-Literal; these can further be divided into one of following types: 

● URL (e.g: http://www.ncbi.nlm.nih.gov/pubmed/1002129) which does not correspond to 

a URI because is cannot be used to retrieve structured data about an entity 

● Images (e.g: http://www.genome.jp/Fig/drug/D00001.gif) 

● URI (e.g. http://bio2rdf.org/pubchem:569483); the most common types of URI formats 

that we have discovered in the analysed SPARQL endpoints are: 

http://miuras.inf.um.es/sparql
http://www.ncbi.nlm.nih.gov/pubmed/1002129
http://bio2rdf.org/pubchem:569483
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○ Bio2RDF URIs (e.g: http://bio2rdf.org/gi:23753 ) 

○ Dbpedia URIs (e.g: http://dbpedia.org/resource/Ontotext) 

○ Freie Universität Berlin URIs (e.g: http://www4.wiwiss.fu-

berlin.de/drugbank/resource/drugs/DB00339) 

○ Other URIs (e.g: http://purl.org/ontology/bibo/Journal) 

The tables below correspond respectively to the description of two classes (chebi:Pathway and 

kegg:Pathway) from two SPARQL endpoints (http://chebi.bio2rdf.org/sparql and 

http://kegg.bio2rdf.org/sparql) with associated properties (e.g. Organism, xReaction, etc), and 

the detailed description of some of those properties (pathwayComponent).  

 

Table XIII. Description of two classes labelled “Drug”, from two SPARQL endpoints, and associated 

properties 

sparqlEndpoint class classlabel property 

http://chebi.bio2rdf.org/sparql 
http://www.biopax.org/release/biopax-

level3.owl#Pathway 
Pathway 

http://www.biopax.org/release/biopax-

level3.owl#displayName 

http://chebi.bio2rdf.org/sparql 
http://www.biopax.org/release/biopax-

level3.owl#Pathway 
Pathway 

http://www.biopax.org/release/biopax-

level3.owl#xref 

http://chebi.bio2rdf.org/sparql 
http://www.biopax.org/release/biopax-

level3.owl#Pathway 
Pathway 

http://www.biopax.org/release/biopax-

level3.owl#comment 

http://chebi.bio2rdf.org/sparql 
http://www.biopax.org/release/biopax-

level3.owl#Pathway 
Pathway 

http://www.biopax.org/release/biopax-

level3.owl#dataSource 

http://chebi.bio2rdf.org/sparql 
http://www.biopax.org/release/biopax-

level3.owl#Pathway 
Pathway 

http://www.biopax.org/release/biopax-

level3.owl#pathwayComponent 

http://chebi.bio2rdf.org/sparql 
http://www.biopax.org/release/biopax-

level3.owl#Pathway 
Pathway 

http://www.biopax.org/release/biopax-

level3.owl#pathwayOrder 

http://chebi.bio2rdf.org/sparql 
http://www.biopax.org/release/biopax-

level3.owl#Pathway 
Pathway 

http://www.biopax.org/release/biopax-

level3.owl#organism 

http://kegg.bio2rdf.org/sparql http://bio2rdf.org/ns/kegg#Pathway Pathway http://purl.org/dc/elements/1.1/title 

http://kegg.bio2rdf.org/sparql http://bio2rdf.org/ns/kegg#Pathway Pathway http://www.w3.org/2000/01/rdf-schema#label 

http://kegg.bio2rdf.org/sparql http://bio2rdf.org/ns/kegg#Pathway Pathway http://purl.org/dc/elements/1.1/identifier 

http://kegg.bio2rdf.org/sparql http://bio2rdf.org/ns/kegg#Pathway Pathway http://bio2rdf.org/ns/bio2rdf#image 

http://kegg.bio2rdf.org/sparql http://bio2rdf.org/ns/kegg#Pathway Pathway http://bio2rdf.org/ns/bio2rdf#url 

http://kegg.bio2rdf.org/sparql http://bio2rdf.org/ns/kegg#Pathway Pathway http://bio2rdf.org/ns/kegg#xRelation 

http://kegg.bio2rdf.org/sparql http://bio2rdf.org/ns/kegg#Pathway Pathway http://bio2rdf.org/ns/kegg#xReaction 

http://kegg.bio2rdf.org/sparql http://bio2rdf.org/ns/kegg#Pathway Pathway http://bio2rdf.org/ns/kegg#xTaxon 

http://chebi.bio2rdf.org/sparql
http://kegg.bio2rdf.org/sparql
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Table XIV. Description of property pathwayComponent in terms of its domain, range and example values 

http://www.biopax.org/release/biopax-

level3.owl#pathwayComponent 

http://www.w3.org/1999/02/22-rdf-

syntax-ns#type 
http://www.w3.org/1999/02/22-rdf-syntax-ns#Property 

http://www.biopax.org/release/biopax-

level3.owl#pathwayComponent 

http://www.w3.org/2000/01/rdf-

schema#domain 
http://www.biopax.org/release/biopax-level3.owl#Pathway 

http://www.biopax.org/release/biopax-

level3.owl#pathwayComponent 

http://www.w3.org/2000/01/rdf-

schema#range 
http://purl.org/dc/dcmitype/InteractiveResource 

http://www.biopax.org/release/biopax-

level3.owl#pathwayComponent 

http://rdfs.org/ns/void-

ext#exampleValue 
http://www.reactome.org/biopax/400253#TemplateReaction1 

http://www.biopax.org/release/biopax-

level3.owl#pathwayComponent 

http://rdfs.org/ns/void-

ext#exampleValue 
http://www.reactome.org/biopax/400253#BiochemicalReaction1 

http://www.biopax.org/release/biopax-

level3.owl#pathwayComponent 
http://rdfs.org/ns/void-ext#exampleValue http://www.reactome.org/biopax/400253#Pathway2 

 

In the following section we present how this descrption of datasets will be used in automated 

links creation. RDFS, Dublin Core 
50

 and VOID 
51

 vocabularies are used for describing the data. 

 

3.3.3.1. Automated and Manual Links Creation 

The analysis of SPARQL endpoints described above will be used for automated links creation. 

Leveraging both class descriptions and its properties, links can be created using several strategies 

or rules:  

 Label Matching for Instance Linking 

 Domain dependent unique identifier Matching e.g: Inchi-Identifier 

 Matching using Transitive Property 

 

 

Label Matching for Instance Linking: The simpler method of creating links between instances 

is through label matching. In some cases, if two instances from the same class, have the same 

value for a particular property, then they can be said to be the same. Consider two instances from 

two classes D1 and D2, both describing entities of type “Drug”. Consider also that both classes 

have a property “label” and that the values of that property can be securely matched in the 

creation of links. In this case, the following CONSTRUCT operation can be issued to create 

links between both instances, which can then be added to the GRANATUM Linked Biomedical 

Data Space: 

CONSTRUCT { 
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  ?I1 owl:sameAs ?I2 

} 

WHERE { 

  ?I1 rdf:type <D1> ; rdfs:label ?I1_label . 

  ?I2 rdf:type <D2> ; rdfs:label ?I2_label . 

  filter (?I1_label = ?I2_label) 

} 

 

In a few cases, the label values does not precisely match but can be made to match with a case 

insensitive comparisons (e.g. “aspirin” vs “Aspirin”). In this case, the transformation can also be 

applied in the CONSTRUCT operation through the BIND operator. This type of linking is also 

required for entity identification and will be processed by the query engine (described in Figure 

20) 

 

Domain dependent unique identifier Matching: Different classes have different identifiers as 

properties that can be used for matching in order to make links between instances where the 

property names are not matched. One such example is the “inchiIdentifier” property 

(http://www4.wiwiss.fu-berlin.de/drugbank/resource/drugbank/inchiIdentifier) in Drugbank, 

which is equivalent to the “inchi” property (http://bio2rdf.org/ns/bio2rdf#inchi) in the Chebi 

database. In these cases, instances in Drugbank and Chebi can be linked with their corresponding 

properties “inchiIdentifier” and “inchi” by relying on domain knowledge.  

CONSTRUCT { 

  ?I1 owl:sameAs ?I2 . 

 } 

WHERE { 

  ?I1 rdf:type <drugbank:Drug> ; drugbank:inchi ?I1_inchi . 

  ?I2 rdf:type <chebi:Drug> ; chebi:inchiIdentifier ?I2_inchi . 

  filter (?I1_inchi = ?I2_inchi) 

} 

 

 

Matching using Transitive Property: In some cases, transitive properties can be used to create 

links between instances. Consider as an example the “greater than” property: if A > B and B > C, 

then A > C. In our scenario, this means that the links between two classes “A” and “C” can be 

made with the help of the third class “B”. Some properties frequently used in domain 

independent data reprsentations, such as “subClassOf”, are well known transitive classes. For 
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example, if class B is subClass of class “A” and Class “C” is subClass of class “B” then we can 

assert that class “C” is also subClass of class “A”.  

CONSTRUCT{ 

?I1 <tp> ?I3 

} 

WHERE { 

?I1 <tp> ?I2 . 

?I2 <tp> ?I3 . 

<tp> a :transitiveProperty . 

} 

 

Manual Link Creation: Domain dependent links creation rules provided by domain experts 

will be incorporated in the GRANATUM Linked Biomedical Data Space. In this case, an easy to 

use interface similar to the Silk Workbench can be applied for aiding the user in visually 

assembling the CONSTRUCT queries for the creating of links between entities.  

 

3.3.4. Knowledge Publishing Framework 

Data integrated through the GRANATUM Linked Biomedical Data Space will be made 

available to researchers through a set of dumps, application programming interfaces (API), and 

generic user interfaces. This will ensure that less technical users are also able to query the system 

without prior knowledge of the semantic web query language (SPARQL). The GRANATUM 

Biomedical Semantic Model will provide the anchors that will help the users decide which data 

can be accessed through the Linked Biomedical Data Space: users will be able to query and 

retrieve instances of classes and their attributes by selecting concepts and properties defined in 

the Semantic Model (e.g. Chemoprevention agent, molecular weight, publication, study, etc).  

 

3.3.4.1. SPARQL 1.1. Access and Federated Queries 

The GRANATUM Linked Biomedical Data Space will be made available to end users primarily 

through a SPARQL 1.1 compliant endpoint. A SPARQL endpoint is mostly a programmatic 

interface that enables complex, federated queries in data from multiple sources simultaneously. 

SPARQL 1.1 is necessary for federated queries, i.e. the ability to query across multiple 

endpoints. This will enable queries performed on data stored in the GRANATUM data space to 
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be integrated with external sources. The entities identification component and the links creation 

component described above (sections 3.3.2 and 3.3.3) will play a key role in query federation 

because they will enable the transformation of the original query, which is shaped in terms of the 

concepts defined in the GRANATUM semantic model (e.g. granatum:Molecule), into its 

equivalent in each of the remote endpoints. Furthermore, they enable the query to be sent to a 

remote endpoint without the need to specify where this query should be sent to. Consider, as an 

example, a query to retrieve all entities of type “Molecule”:  

 

select * where {?molec a granatum:Molecule . } (Query A) 

 

The query can be executed in the GRANATUM data space without any transformation. For the 

results of this query to be integrated with databases such as CheBI and DrugBank, however, this 

query will need to be transformed since, as described in section 3.3.1.3, data in remote data 

sources that have been already made available as Linked Data (which includes billions of triples) 

will not be uploaded in the GRANATUM data space.  Instead, the queries will be transformed 

into: 

CheBI: select * where {?molec a chebi:SmallMolecule. } (Query B) 

DrugBank: select * where {?molec a drugbank:drugs }  (Query C) 

 

Therefore, to transform query A into query B and query C, the following mapping file will be 

provided to the query engine, which will ensure that the results of query B and query C will be 

integrated with the results of query A: 

CONSTRUCT { 

  ?molec a granatum:Molecule . 

} 

WHERE { 

  SERVICE chebi: {?molec a chebi:SmallMolecule} 

  SERVICE drugbank: {?molec a drugbank:drug} 

} 

 

3.3.4.2. The GRANATUM set of RESTful APIs 

SPARQL is a powerful language that can be used for federated query and data transformation; 

however, it has also a steep learning curve that makes its adoption limited. The GRANATUM set 
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of APIs will be develop with the purpose of removing some of this complexity by providing a 

simple query language, structurally similarly to the query language presented at 
35

 with a syntax 

that will follow closely the concepts and properties defined in the GRANATUM Biomedical 

Semantic Model. In addition to a SPARQL interface, the GRANATUM Linked Data Space will 

also expose an API for these simplified queries, which will be first transformed into SPARQL 

queries and executed through the query engine (Figure 20). The representational state transfer 

(REST), the architectural style underlying the web, was chosen as the interface to ensure 

maximum interoperability with bioinformatics applications and other web services.  

As described in section 3.3.4.1, these queries will be federated in order to retrieve the requested 

data regardless of their availability in the GRANATUM Linked Data Space or elsewhere. The 

overall architecture of the GRANATUM API is described in Figure 23. GRANATUM API 

requests are transformed into its SPARQL equivalents. These will make use of information made 

available through the links creation component to assemble rule templates that will act as query 

transformation rules. The transformed SPARQL queries will retrieve data from the remote 

endpoints and the integrated results will be returned to the used. A number of output format will 

be supported for the returned results: tab delimited, XML, RDF/XML, RDF/n3 and JSON. These 

can be specified in the header of the REST query by using the “Content-type” argument, as 

indicated by the REST specification 
52

.  
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Figure 22. An architecture for SPARQL federation - the GRANATUM Semantic Model will be used for 

query transformation 

 

URI Dereferencing: All entities in the GRANATUM Data Space will be identified through a 

URI, as described in the entity identification component. Retrieving information about this URI 

is equivalent to performing a SPARQL query where the subject of the triples corresponds to the 

URI requested (<requested-uri>). The act of dereferencing a URI will result in the assembly of 

the following query template:  

select * where { 

 ?s ?p ?o .   

 filter (?s = <requested-uri> || ?o = <requested-uri >) 

} 

 

Which, in essence, will return all the triples where the requested URI is used either as subject or 

object. The result of this query will be passed on to the knowledge publishing framework, which 

will return these triples to the user in the requested format (e.g. RDF/XML, RDF/N3). 

 

Simple queries shaped as URI: Some queries are meant to retrieve lists of instances based on 

properties rather than a single identifier. A common query is one which will list all the instances 

of a given class, as defined in the GRANATUM Biomedical Semantic Model, such as the query 
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to retrieve all instances of chemopreventive agents. The template for a GRANATUM API query 

is as follows: 

 

[BASE_API_URI]/[Class]/[Property]=[value] pattern 1 

 

Where Class can be any of the classes defined in the GRANATUM Semantic Model and 

Property corresponds to any property in the Semantic Model that uses that class in its domain. 

Value is a user defined string or URI. Queries in this format will be translated into SPARQL 

queries using the following template: 

 

select ?attribute where { 

?entity_id   rdf:type <Class> . 

 ?entity_id  <Property> <value> . 

} 

 

For example, the GRANATUM API will enable a query to retrieve all instances of the class 

“chemoprevention agent” using the following REST URL: 

 

http://chem.deri.ie/granatum/chemopreventiveAgent/ 

 

Which will be translated into Query A in section 3.3.4.1. Queries to retrieve details about those 

instances, such as the title of a chemoprevention agent, the following syntax can be used: 

 

http://chem.deri.ie/granatum/chemopreventiveAgent/title 

 

Is will also be possible to retrieve instances of classes where attributes match a particular value. 

This can be done using the following syntax:  

 

http://chem.deri.ie/granatum/chemopreventiveAgent/title=aspirin 
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Complex read/write queries with arguments: The GRANATUM API will also support the 

inclusion of parameters on the query to enable more detailed specification of the returned data.  

The user may wish to specify that the description of a chemoprevention agent must be returned 

along with its identifier. He may also want to search for chemoprevention agents used in a 

particular study. These queries are enabled through the specification of a query string using the 

following template: 

 

[BASE_API_URI]/ [Class].[Property] /[Property]=[Value][L][Property]=[Value] pattern 2 

 

Where “L” can take the values “&&” or “||”, specifying that the query should be a union of 

values or a disjoint. As an example, consider the query to retrieve all chemoprevention agents 

and the studies (chemopreventiveAgent.Experiment ) where they were used, which have 

molecular weight larger than 120 (chemopreventiveAgent .molecularWeightAverage>120) and 

we studied in the context of mechanism-based research (Study.title~mechanism-based):  

 

http://chem.deri.ie/granatum/chemopreventiveAgent.Experiment / chemopreventiveAgent . 

molecularWeightAverage >120 &&Experiment.title~mechanism-based 

 

 

Notice in the query above that the property chemopreventiveAgent .molecularWeightAverage is 

not stored in the GRANATUM Data Space but can be retrieved from the DrugBank SPARQL 

endpoint. The example query above will be translated into the following federated SPARQL 

query, where the information about where to find molecularWeightAverage can be retrieved 

from the links creation component:   

 

 

select ?Experiment ?chemopreventiveAgent where { 

 

?Experiment granatum:containAssay ?BioAssay ;  

  dc:title ?Experiment_title . 

FILTER regex(?Experiment_title, “mechanism-based”) . 
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?BioAssay granatum:usesAgent ?chemopreventiveAgent . 

 

SERVICE drugbank: { 

 ?chemopreventiveAgent a drugbank:drugs; 

 ?chemopreventiveAgent drugbank: molecularWeightAverage ?molecularWeight . 

FILTER (xsd:int(?molecularWeight)>120) 

} 

 

} 

 

 

3.3.4.3. Lookup Index  

A lookup Index for GRANATUM will be enabled through the GRANATUM API described 

above. Label based queries will be enabled both with specifying the type of instance (the class 

where they belong to) and without the need to do so. The following two queries will return 

respectively chemoPreventive agents labelled “aspirin” or any type of entity labelled “aspirin”: 

http://chem.deri.ie/granatum/chemopreventiveAgent/title=Aspirin  

 

http://chem.deri.ie/granatum/*/title=Aspirin 

 

3.3.4.4. Full or partial RDF dumps 

A full RDF dump of the public content of the GRANATUM Linked Biomedical Data Space will 

be made available through a URI. Partial RDF dumps that include data from remote SPARQL 

endpoints will also be made available. These will be requested through the GRANATUM API by 

issuing queries and indicating RDF/XML or RDF/N3 as the content-type. 

 

3.3.5. Implementation Details 

http://chem.deri.ie/granatum/chemopreventiveAgent/title=Aspirin
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Based on software requirements analysis (section 2), the Jena framework was selected given that 

it is a widely used and mature product.  Jena includes a graph interface that enables a wide range 

of data usage options including: as a single graph, aggregated with other graphs, with encryption 

applied and with application of security filtering.  In addition, Jena Graph representations have 

been available for interaction with other triples stores such as Virtuoso and Sesame as well as 

several other triple stores. The query engine will be implemented by a Jena Model. The 

SPARQL endpoint will be implemented by the Jena Fuseki component as this is the only 

SPARQL endpoint available for Jena compliant with SPARQL version 1.1. Much of the 

functionality required for the web services component can also be provided by Jena Fuseki, the 

remainder will rely on custom implementation on the embedded Jetty server included in the 

Fuseki implementation. 

 

ETL and Direct Access from relational databases in the knowledge extraction component will be 

achieved using the Jena based D2RQ, as this RDB2RDF software component covers most of the 

needs of the knowledge extraction described in section 2.2.1. and requires no further processing 

for integration with Jena. D2RQ presents itself as a Jena Graph and translates the Jena graph 

function calls into SQL calls to the database; the results from the database are translated directly 

back into triples.  D2RQ is the engine that underlies the D2R tool.  The Jena graph interface 

provides us with a wide range of options for data usage including: as a single graph, merging 

with other graphs, as a SPARQL endpoint.  D2RQ provides a mapping generator that will read 

the database structure and build a mapping file that will map the tables and columns into triples.   

The query engine will be implemented as combination of the Jena ARQ and Model 

implementations. Pellet will be used as the reasoned to create the Inference Graph. All of these 

pieces are off the shelf components of the Jena architecture. 

 

When wrapping 3rd party non semantic web services for our internal use, OWL-S java 

implementation which utilizes Jena and will make it easy for us to wrap web service description 

language (WSDL) described web services.  Web services without WSDL descriptions will either 

need to have a WSDL created for them or be coded by hand. Web APIs, (aka RESTful web 

services) which by definition do not have WSDL documents, will be wrapped by Linked Data 

Services.  Linked Data Services is a series of best practices that integrate existing data services 
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exposed through web APIs with linked data principles.  The LIDS (http://openlids.org/) 

implementation of Linked Data Services produces RDF triples that can be directly consumed by 

the GRANATUM system.  As with OWL-S, LIDS utilizes Jena under the covers, a fact that will 

make it easier for us to integrate it into the GRANATUM engine. 

 

3.3.6. Integration with the GRANATUM Architecture 

The GRANATUM Linked Biomedical Data Space will be integrated with the overall 

GRANATUM architecture by providing a number of API that can be used to both publish and 

retrieve data from the Biomedical Data Space. These APIs will be provided as part of the 

knowledge publishing framework and are described in section 3.3.4.2. Submission of data will 

be enabled by a simple “POST” operation using the REST protocol and retrieval of data will be 

enabled through the “GET” operation. “UPDATE” and “DELETE” operations will also be 

enabled.  

 

For specific cases that require a closer interaction with other GRANATUM spaces, such as user 

identification, the LBDS will rely on authentication mechanisms independent of individual 

components and spaces (through OpenID
53

) . In the case of the end user interfaces which will be 

implemented to explore and query the GRANATUM LBDS, these will be made available as 

HTML widgets through the Social Collaborative Working Space.  

 

The interaction with the Opinion Modelling and Argument Analysis Subspace will be enabled 

will interact directly with the API exposing the entity identification component in order to collect 

the identifiers for relevant concepts (pattern 1). For the in silico-models, tools and experiments 

subspace, on the other hand, pattern 2 will be used for issuing queries in order to retrieve the list 

of entities and attributes necessary for in vitro screening. These will be provided to the experts as 

templates that can be modified and invoked from within the data input framework. The LBDS 

will also support submission of results from the Output Framework – these will be provided in 

the form of structured text formats that will be converted into graphs through the ETL 

framework.  

 

CONCLUSION 

http://openlids.org/
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In the present document, we outline and describe each of the components that will be included in 

the GRANATUM Linked Biomedical Data Space. In order to devise a LBDS, we identified in 

Section 2 four key technologies that will need to be integrated in order to fulfil the requirements 

identified during requirements analysis: a triple store, which will support query performance; a 

reasoning engine to support integration of heterogeneous data sources and data descriptors; an 

RDB2RDF framework to ensure that data stored as relational databases is available for query 

within the GRANATUM platform and a semantic web service framework such that remote web 

services can be queried using semantic query (SPARQL). We have evaluated existing tools 

providing these functionalities based on requirements gathering and discuss how these will be 

implemented in the GRANATUM LBDS.  

In section 3, we described the four components of the LBDS and how they will make use of the 

tools evaluated in section 2:  

 The Knowledge Extraction component will support the ability to convert data from a 

variety of structured formats into RDF graphs. These will either be converted into RDF 

and stored natively or, in cases where datasets are large and only a subset of data is 

necessary for query, RDF views will be created which will allow the query engine to 

query them together with the natively stored data 

 The Entity Identification Component will rely on the identification and reasoning over a 

set of properties, unique to the Entities under consideration (e.g. InChi identifiers for 

Molecules, sequences for Proteins or Genes, etc) to ensure appropriate linking when 

identifier are not reused and labels cannot be matched. Manual entity matching will also 

be supported by providing a set of end-user interfaces that domain experts can use to 

uniquely identify an entity. 

 The Linked Creation Component will identify the links that should be established 

between entities of different types such as, for example, between drugs and proteins.  

 The Knowledge Publication Framework will consist of a series of exporters and APIs that 

will enable programmatic access to the LBDS from other components. This framework 

will also implement a set of end-user interfaces which will facilitate querying the LBDS 

by domain experts. The GRANATUM Semantic Model will be extensively used in the 

development and implementation of the Knowledge Publication Framework as it 
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provides a common vocabulary to be implements and used throughput GRANATUM 

Spaces.  
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Appendix A: Example Dataset for Links Creation 

 

 

<http://bio2rdf.org/kegg_resource:Drug> 

   <http://rdfs.org/ns/void#exampleResource> 

              <http://bio2rdf.org/dr:D00001>. 

  

<http://kegg.bio2rdf.org/sparql> 

   a       <http://rdfs.org/ns/void#Dataset> ; 

   <http://rdfs.org/ns/void#class> 

              <http://bio2rdf.org/ns/kegg#Drug> ; 

   <http://rdfs.org/ns/void#sparqlEndpoint> 

              <http://s4.semanticscience.org:12014/sparql> . 

  

<http://bio2rdf.org/ns/kegg#Drug> 

      <http://www.w3.org/2000/01/rdf-schema#label> 

           "Drug" ; 

      <http://rdfs.org/ns/void#exampleResource> 

           <http://bio2rdf.org/dr:D00001>. 

  

<http://www.w3.org/2002/07/owl#sameAs> 

   a      <http://www.w3.org/1999/02/22-rdf-syntax-ns#Property> ; 

      <http://www.w3.org/2000/01/rdf-schema#domain> 

              <http://bio2rdf.org/ns/kegg#Drug> ; 

   <http://www.w3.org/2000/01/rdf-schema#range> 

           <http://bio2rdf.org/kegg_resource:Drug>. 

  

Example Dataset from KEGG 

 

The above example dataset is the representation of data taken from “kegg” sparql endpoint.  

Class name, first instance of the class and corresponding predicate and object are organized as 

shown in table2. Description of the above arrangement is presented as follow: 

As the data is queried from “kegg” sparql endpoint, its URL <http://kegg.bio2rdf.org/sparql> is 

classified as dataset using VOID vocabulary as <http://rdfs.org/ns/void#Dataset>. Class name < 

http://bio2rdf.org/ns/kegg#Drug > from endpoint is classified as class using VOID vocabulary as       

<http://rdfs.org/ns/void#class>. Most of the sparql endpoints have alternative URL (as Carleton 

Mirror Direct URL) and therefore this alternative URL 
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(<http://s4.semanticscience.org:12014/sparql>) is named as SparqlEndpoint using VOID 

vocabulary as <http://rdfs.org/ns/void#sparqlEndpoint> . 

The label of each class is recorded using RDF-Schema property 

<http://www.w3.org/2000/01/rdf-schema#label>, so in the above example dataset the label for 

the class < http://bio2rdf.org/ns/kegg#Drug > is recorded as "Drug". As mentioned earlier that 

the first instance of the each class is recorded, so in the above dataset the instance 

<http://bio2rdf.org/dr:D00001> is classified using property defined by VOID vocabulary 

<http://rdfs.org/ns/void#exampleResource> . 

For each instance all the predicates and objects were queried. Predicates are saved using property 

<http://www.w3.org/1999/02/22-rdf-syntax-ns#Property> as in the example dataset predicate < 

http://www.w3.org/2002/07/owl#sameAs > is saved using this property. If object is URI as in the 

case of dataset presented in table2, its RDF is read to find out the name of the class it actually 

belongs to. In the above example the RDF for the object URI  <http://bio2rdf.org/dr:D00001> 

was read and it was found that it belongs to the class  name  

<http://bio2rdf.org/kegg_resource:Drug> which is classified as the range value where as the 

class name  <http://bio2rdf.org/dr:D00001> is also classified as domain value. Actual object URI 

<http://bio2rdf.org/dr:D00001> is classified as example resource 

<http://rdfs.org/ns/void#exampleResource> of class <http://bio2rdf.org/kegg_resource:Drug>. It 

is important to note that by co-incidence in this particular example the value of object URI and 

first instance of the class is same i.e. <http://bio2rdf.org/dr:D00001> which is not the same in 

most of the cases. 

For all other cases if Object is a URI (Dbpedia URIs or www4.wiwiss.fu-berlin.de URIs) the 

same procedure had been follow i.e the corresponding RDF was read to find out the actual class 

name for which that URI belongs to. 

 

Objects as non-dereference able URIs: In some cases the value of object is URI but if their 

corresponding RDF is read, it shows no information regarding the actual class name for which 

that URI belongs to. We name such URIs as Orphan URIs. For all orphan URIs as their 

corresponding class name cannot be find so to keep the similar arrangement (as done for the 

dataset presented in table2) a new Class URI is created using UUID. Example of new class URI 

is <http://mappings.roadmap.org/CLASS1fc65fe5340a43f29e7fbb340ab14cfc> Range values are 

classified as newly made class URI and actual orphan URI is classified as example value using 
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VOID vocabulary property <http://rdfs.org/ns/void-ext#exampleValue>. As mentioned earlier 

that due to inability to find the corresponding class name for the Orphan URI and new class URI 

was created, and it was needed to keep record of the regular expression of that original orphan 

object URI and also the identifier to uniquely identify that. It is therefore two new properties 

<http://rdfs.org/ns/void#uriRegexPattern> and <http://rdfs.org/ns/void-ext#sourceIdentifier> 

from VOID vocabulary were used to capture the regular expression and Source Identifier to 

uniquely identify that Orphan URI. As an example one complete dataset with Orphan URI is 

presented in following table 3:  

 

  

<http://kegg.bio2rdf.org/sparql> 

   a       <http://rdfs.org/ns/void#Dataset> ; 

   <http://rdfs.org/ns/void#class> 

              <http://bio2rdf.org/ns/kegg#Drug> ; 

      <http://rdfs.org/ns/void#sparqlEndpoint> 

              <http://s4.semanticscience.org:12014/sparql> . 

  

<http://bio2rdf.org/ns/kegg#Drug> 

      <http://www.w3.org/2000/01/rdf-schema#label> 

           "Drug" ; 

      <http://rdfs.org/ns/void#exampleResource> 

           <http://bio2rdf.org/dr:D00001> . 

<http://mappings.roadmap.org/CLASS1fc65fe5340a43f29e7fbb340ab14cfc> 

      <http://rdfs.org/ns/void#exampleResource> 

              <http://bio2rdf.org/therapeuticCategory:7131> ; 

      <http://rdfs.org/ns/void#uriRegexPattern> 

           "^http://bio2rdf\\.org/therapeuticCategory:*" ; 

      <http://rdfs.org/ns/void-ext#sourceIdentifier> 

           "therapeuticCategory" . 

  

<http://bio2rdf.org/ns/bio2rdf#xRef> 

   a       <http://www.w3.org/1999/02/22-rdf-syntax-ns#Property> ; 

   <http://www.w3.org/2000/01/rdf-schema#domain> 

              <http://bio2rdf.org/ns/kegg#Drug> ; 

      <http://www.w3.org/2000/01/rdf-schema#range> 

              <http://mappings.roadmap.org/CLASS1fc65fe5340a43f29e7fbb340ab14cfc> . 

  

Example Dataset with Orphan URI 
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Objects as URLs: In some cases the value of object is URL but not URI. In this case Range 

values are classified as “Interactive Resource” using Dublin Core property 

<http://purl.org/dc/dcmitype/InteractiveResource> and actual URL is classified as example value 

using VOID vocabulary property <http://rdfs.org/ns/void-ext#exampleValue>. One such 

example is presented as follow in table4: 

  

<http://bio2rdf.org/ns/bio2rdf#url> 

   a       <http://www.w3.org/1999/02/22-rdf-syntax-ns#Property> ; 

      <http://www.w3.org/2000/01/rdf-schema#domain> 

              <http://bio2rdf.org/ns/kegg#Drug> ; 

      <http://www.w3.org/2000/01/rdf-schema#range> 

              <http://purl.org/dc/dcmitype/InteractiveResource> ; 

   <http://rdfs.org/ns/void-ext#exampleValue> 

              <http://www.genome.jp/dbget-bin/www_bget?dr:D00001> . 

  

Example Dataset with Object as URL 

    

Objects as Images: In some cases the value of object is Image but not URI. In this case Range 

values are classified as “Image” using Dublin Core property 

<http://purl.org/dc/dcmitype/Image> and actual Image is classified as example value using 

VOID vocabulary property <http://rdfs.org/ns/void-ext#exampleValue>. One such example is 

presented in following table5: 

  

   <http://bio2rdf.org/ns/bio2rdf#urlImage> 

   a       <http://www.w3.org/1999/02/22-rdf-syntax-ns#Property> ; 

      <http://www.w3.org/2000/01/rdf-schema#domain> 

              <http://bio2rdf.org/ns/kegg#Drug> ; 

   <http://www.w3.org/2000/01/rdf-schema#range> 

              <http://purl.org/dc/dcmitype/Image> ; 

      <http://rdfs.org/ns/void-ext#exampleValue> 

              <http://www.genome.jp/Fig/drug/D00001.gif> . 

  

Example Dataset with Object as an Image 
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Objects as Literal: In other cases when Object is a Literal and neither URL nor URI. In such 

cases Range values are classified as “Literal” using RDF property < 

http://www.w3.org/2000/01/rdf-schema#Literal > and actual literal value is classified as example 

value using VOID vocabulary property <http://rdfs.org/ns/void-ext#exampleValue>. One such 

example is presented in following table 5: 

  

<http://www.w3.org/2000/01/rdf-schema#label> 

   a       <http://www.w3.org/1999/02/22-rdf-syntax-ns#Property> ; 

      <http://www.w3.org/2000/01/rdf-schema#domain> 

              <http://bio2rdf.org/ns/kegg#Compound> ; 

      <http://www.w3.org/2000/01/rdf-schema#range> 

              <http://www.w3.org/2000/01/rdf-schema#Literal> ; 

      <http://rdfs.org/ns/void-ext#exampleValue> 

           "Maprotiline [cpd:C07107]" . 

  

Example Dataset with Object as Literal 
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Appendix B: SPARQL Endpoints used in the SPARQL endpoint analysis 

The List of SPARQL Endpoints (and their alternative name) considered for querying the data are 

presented as follow: 

                Sparql Endpoints                                           Alternative Links 

 

1. http://affymetrix.bio2rdf.org/sparql                  (http://s4.semanticscience.org:12003/sparql) 

2. http://atlas.bio2rdf.org/sparql                (http://s4.semanticscience.org:12004/sparql) 

3. http://bind.bio2rdf.org/sparql      (http://s4.semanticscience.org:12005/sparql) 

4. http://biocarta.bio2rdf.org/sparql                             (http://s4.semanticscience.org:12006/sparql) 

5. http://biocyc.bio2rdf.org/sparql                             (http://s4.semanticscience.org:12007/sparql) 

6. http://biopax.bio2rdf.org/sparql                             (http://s4.semanticscience.org:12008/sparql) 

7. http://chebi.bio2rdf.org/sparql                                  (http://s4.semanticscience.org:12009/sparql) 

8. http://cpath.bio2rdf.org/sparql                                  (http://s4.semanticscience.org:12010/sparql) 

9. http://ec.bio2rdf.org/sparql                                        (http://s4.semanticscience.org:12011/sparql) 

10. http://genbank.bio2rdf.org/sparql                             (http://s4.semanticscience.org:12039/sparql) 

11. http://geneid.bio2rdf.org/sparql                             (http://s4.semanticscience.org:12001/sparql) 

12. http://go.bio2rdf.org/sparql                                        (http://s4.semanticscience.org:12020/sparql) 

13. http://hgnc.bio2rdf.org/sparql                                   (http://s4.semanticscience.org:12012/sparql) 

14. http://hhpid.bio2rdf.org/sparql                                  (http://s4.semanticscience.org:12023/sparql) 

15. http://homologene.bio2rdf.org/sparql                     (http://s4.semanticscience.org:12022/sparql) 

16. http://index.bio2rdf.org/sparql                               (http://s4.semanticscience.org:12024/sparql) 

17. http://inoh.bio2rdf.org/sparql                                    (http://s4.semanticscience.org:12025/sparql) 

18. http://iproclass.bio2rdf.org/sparql                            (http://s4.semanticscience.org:12013/sparql) 

19. http://irefindex.bio2rdf.org/sparql                            (http://s4.semanticscience.org:12043/sparql) 

20. http://kegg.bio2rdf.org/sparql                                    (http://s4.semanticscience.org:12014/sparql) 

21. http://ligand.bio2rdf.org/sparql                                 (http://s4.semanticscience.org:12026/sparql) 

22. http://mesh.bio2rdf.org/sparql                                  (http://s4.semanticscience.org:12015/sparql) 

23. http://mgi.bio2rdf.org/sparql                                      (http://s4.semanticscience.org:12027/sparql) 

24. http://obo.bio2rdf.org/sparql                                     (http://s4.semanticscience.org:12028/sparql) 

25. http://omim.bio2rdf.org/sparql                                  (http://s4.semanticscience.org:12016/sparql) 

26. http://pdb_noatom.bio2rdf.org/sparql                     (http://s4.semanticscience.org:12002/sparql) 

27. http://pharmgkb.bio2rdf.org/sparql                          (http://s4.semanticscience.org:12042/sparql) 

28. http://pid.bio2rdf.org/sparql                                      (http://s4.semanticscience.org:12029/sparql) 

29. http://protein.bio2rdf.org/sparql                            (http://s4.semanticscience.org:12030/sparql) 

30. http://pubchem.bio2rdf.org/sparql                           (http://s4.semanticscience.org:12031/sparql) 

31. http://pubmed.bio2rdf.org/sparql                             (http://s4.semanticscience.org:12017/sparql) 
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32. http://reactome.bio2rdf.org/sparql                           (http://s4.semanticscience.org:12032/sparql) 

33. http://refseq.bio2rdf.org/sparql                                (http://s4.semanticscience.org:12018/sparql) 

34. http://registry.bio2rdf.org/sparql                           (http://s4.semanticscience.org:12033/sparql) 

35. http://release.bio2rdf.org/sparql                            (http://s4.semanticscience.org:12019/sparql) 

36. http://sgd.bio2rdf.org/sparql                                      (http://s4.semanticscience.org:12034/sparql) 

37. http://taxonomy.bio2rdf.org/sparql                          (http://s4.semanticscience.org:12035/sparql) 

38. http://uniparc.bio2rdf.org/sparql                           (http://s4.semanticscience.org:12036/sparql) 

39. http://uniprot.bio2rdf.org/sparql                            (http://s4.semanticscience.org:12021/sparql) 

40. http://miuras.inf.um.es/sparql 

41. http://id.ndl.go.jp/auth/ndla/                                                          

42. http://www4.wiwiss.fu-berlin.de/sider/sparql 

43. http://purl.org/openbibliosets/iucrsparq 

44. http://www4.wiwiss.fu-berlin.de/stitch/sparql 

45. http://linkedlifedata.com/sparql                                                    

46. http://www4.wiwiss.fu-berlin.de/dailymed/sparql                                     

47. http://link.informatics.stonybrook.edu/sparql/ 

48. http://neuroweb.med.yale.edu:8890/sparql  

49. http://www4.wiwiss.fu-berlin.de/drugbank/sparql  

50. http://hcls.deri.org:8080/openrdf-sesame/repositories/tcga 

51.  http://www4.wiwiss.fu-berlin.de/diseasome/sparql 

52.  http://hcls.deri.org:8080/openrdf-sesame/repositories/hclskb 

53. http://www4.wiwiss.fu-berlin.de/medicare/sparql 

 

 


