
FUPOL Core Platform  

 

 

 

 

 

 

 

 

 

 

 
Project	  Reference	  No.	   287119	  

Deliverable	  No.	   D	  3.8	  

Relevant	  workpackage:	   WP	  3	  	  

Nature:	   Report	  	  

Dissemination	  Level:	   Public	  	  

Document	  version:	   FINAL	  	  

Editor(s):	   Nikolaus	  Rumm,	  Robert	  Thaler,	  Bernhard	  Ortner	  

Contributors:	   Peter	  Sonntagbauer,	  Susanne	  Sonntagbauer,	  Mario	  Neumann	  

Document	  description:	   The	  objective	  of	  this	  document	  is	  to	  describe	  the	  intermediate	  version	  of	  the	  
FUPOL	  Core	  Platform.	  

  

  

  

Intelligent Tools for Policy Design 

Deliverable 3.8 
 

FUPOL CORE Platform  
Intermediate Version 



History 
 
Version	   Date	   Reason	   Prepared	  /	  Revised	  by	  

0.1	   2014-‐03-‐02	   Initial	  release,	  based	  on	  D3.4	   Rumm	  Nikolaus	  

0.2	   2014-‐03-‐07	   Update,	  reflecting	  changes	  from	  sprint	  43	   Rumm	  Nikolaus	  

0.3	   2014-‐03-‐27	   Update,	  reflecting	  changes	  from	  sprint	  44	   Rumm	  Nikolaus	  

1.0	   2014-‐03-‐28	   Final	  release	   Rumm	  Nikolaus	  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
All rights reserved. No parts of this document may be reproduced without written permission from the 
FUPOL programme steering committee and/or cellent AG. This includes copying, printing, processing, 
duplicating and all other forms of distributing this document on any media. 

Company names, product name, trademarks and brand names used in this document might be 
protected by law and belong to their respective owners. 

  

  



Table of Contents 

 

1	   MANAGEMENT SUMMARY ........................................................................ 4	  

2	   FEATURES ................................................................................................ 5	  

2.1	   Improved Geovisualizations ....................................................................... 6	  

2.2	   Social Media Interface ............................................................................. 10	  

2.3	   Content Search ....................................................................................... 13	  

2.4	   Improved Semantic Web Implementation ................................................. 14	  

2.5	   Support for User Activity Tracking KPIs .................................................... 15	  

2.6	   Various Changes ..................................................................................... 16	  

3	   SOURCE CODE ....................................................................................... 17	  

 

 

  



1 Management Summary 

The objective of the FUPOL project is the development of a new governance model 

to support the policy design and implementation lifecycle. The innovations are driven 

by the demand of citizens and political decision makers to support policy domains in 

urban regions with appropriate ICT technologies. Those policy domains are very 

important, since more than 80% of the whole population in Europe lives in urban 

regions and the share will further grow in the future. 

Deliverable D3.8 is the intermediate version of the FUPOL Core Platform as described 

in this document. The deliverable itself is split into the product snapshot (source 

code) and this document (the description). In order to fulfill the reviewer’s request 

for more concise deliverables we just describe the changes to the FUPOL Core 

Platform that were introduced since the previous review in November 2013. 

The previous work period was mainly driven by … 

• increased integration efforts especially with WP6 and hot topic sensing in 

order to comply with the results of the Y2 review. The new concept of the 

category has been discussed and changes to the API between WP3 and WP6 

were negotiated. 

• technical improvements in the core platform (stability, performance). This 

affected mostly the backend parts (RDF store, ontology, data access, crawlers, 

…) and to a lesser extent the user interface. 

• usability improvements based on feedback from our pilot cities 

As WP3 has – according to the project plan -  significantly reduced its spendings 

there were no major new features developed, but the changes introduced added 

significant value to the overall platform as we adapted to user requirements 

extracted from practical application of the system. 



2 Features 

This chapter describes the major changes that were introduced since the review in 

November 2013. 

 

According to the project plan most work for the FUPOL Core Platform was performed 

in Y1/Y2, with Y3/Y4 reserved for improvements to the existing features based on 

feedback from the pilot cities. In addition to that the ongoing integration of work 

from WP2/4/5/6 is part of the plan. 



2.1 Improved Geovisualizations 

The geovisualizations have been partially reworked and some features were added. 

Rework focused on improving the performance (especially the time-to-load), mainly 

by... 

• optimizing the data access layer (direct SparQL queries with hand-written 

value objects omitting the JENA layer) 

• new attributes in the ontology that allow more efficient queries (better linking 

of posts and social media targets) 

• limiting the number of posts that get transferred from the server to the client 

to 10,000 (the 10,000 most recent posts) and reducing the transferred 

information per post 

 

New features added are: 

• a clusterer was added to get a better understanding of the geographical 

distribution of posts. Posts with a high proximity are dynamically clustered and 

the number of posts in that cluster is show. Clustering is done in JavaScript 

directly on the client. This improved both the performance and the visual 

representation, as it was rather pointless to show 10,000 individual posts on a 

single map. 

• heatmaps were improved for better information representation in all map 

scales 

• fullscreen mode was added to show more details 

• additional filter criteria were added (by social media target, by topic) 



 
Figure 1: The number of posts shown in a map was limited to 10,000. The client-side clusterer 
collects them and displays them as a single cluster (as the map’s scale is quite huge). 

 

The clusterer provides a more precise view on the exact numbers of the geographical 

distribution. The 10.000 postings limit is a compromise between performance (time-

to-load, stability of the map viewer) and accuracy. Still, in most campaigns we are 

faced with a very low rate of 3-5% of geo-tagged content. 

 

 
Figure 2: When changing the map scale the clusterer dynamically collects posts and adds clusters 
accordingly. The number of posts and the cluster's color (heat) give an impression of the 
geographical distribution. 



 
Figure 3: Zooming in dynamically changes the clusters on the client side. Isolated posts start to 
show up. 

The social media pins were reworked slightly in order to give a more precise 

indication of the location and the number of posts at the exact same position. Note 

that the darkness of the shadows is an indicator of the number of posts. 

Several posts at the exact same place are usually caused by social media that uses 

Twitter to communicate a person’s location (i.e. foursquare generates standardized 

tweets when someone checks in at a location). 

 

 
Figure 4: Lower map scales are not clustered. The pins’ shadows indicate the number of posts at the 
same location. 

 



For a quick overview of the geographic distribution of pins, channels and topics 

heatmaps are very helpful. Although introduced in previous deliverables the new 

implementation is faster and scales better. 

Heatmaps are currently computed dynamically on the client-side. Additional 

performance improvements could be achieved by pre-calculating the heatmaps on 

the server-side (as raster-layers). 

 
Figure 5: Heatmaps are an alternative for expressing the geographical distribution. Note that the 
red hot spot on this map is located at Barnsley's hospital. I this case the content is related to health 
issues. The social media target filter can be used to enable/disable content based on its source. 



2.2 Social Media Interface 

The social media interface in the current deliverable has been improved based on 

feedback from the pilot cities. 

Some effort was put into collecting social media content from China, but the political 

developments that were triggered by the NSA leaks affair lead to an environment 

that didn’t allow us to access chinese content. Several interventions by our chinese 

project partners were executed, but with no success. China’s more or less stopped 

sharing its social media content with foreign stakeholders. 

Thus we’re limited to to crawl social media (Twitter/Facebook/blogspot) content that 

has been (illegally) created mainly by foreigners living/working in the city our tourists 

– or to news channels that can be accessed using RSS/Atom feeds. In addition to 

that we have the emails from Yantai’s citizen helpdesk. 

 

Improvements in detail were: 

• Twitter advanced search 

o improvements on the user interface 

o fine-grained control over the search without using a complicated search 

syntax 

• Facebook search 

o Keyword filtering (all/any/no words) 

• RSS/Atom search 

o Keyword filtering (any/no words) as part of a post-search processing 

step 

 

In addition to the user-visible enhancements some backend rework has been done, 

mainly in the field of performance and crawling efficiency (i.e. detection of duplicate 

RSS/Atom feed documents). 

The social media RDF store has undergone some rework as well (additional links for 

more efficient querying). 

 

Besides the improvements already mentioned the social media interface and the 

crawlers have to be maintained regularly as our data sources tend to change their 



interfaces every few months (changing the API syntax, adding/removing 

functionality). 

 

 
Figure 6: Improved Twitter search now provides fine-grained control over the search criteria 
without any difficult to learn search syntax. Geo-fencing was added based on the pilot city's 
boundaries (by clcking on the ‚home’-icon). 

 

Facebook still has the limitation that we don’t get usable geo-coordinates from posts. 

So there’s currently no feasible way to apply some kind of geo-fencing. 

 
Figure 7: Improved Facebook search allows the filtering of content based on keywords. 

 



 
Figure 8: RSS/Atom feeds can now be filtered based on keywords. This is especially important when 
processing generic news-feeds. 



2.3 Content Search 

Searching content in the core platform was rather difficult in previous releases. In 

the project’s early stages we anticipated that most user interaction will be performed 

based on the visual analytics approach provided by Semavis (Fraunhofer’s 

visualization tool). 

Feedback from pilot cities has revealed that this assumption is not always correct. 

There are use cases, especially in low-frequency situations with only a very limited 

regional significance (i.e. the „Center for Autism“ use case in Zagreb) where the 

internal users are very interested in single postings. 

 

Thus we reworked the existing functions and added new based on this feedback: 

• Advanced content search 

o We’ve added a new feature that enables the user to perform searches 

over a social media window’s content, based on time, site/target and 

keywords. Previous versions only provided access to single searches. 

• Improvements to the user interface  

o Some improvements to the user interface were implemented, i.e. better 

use of large screens, more condensed post view (with maximum 

content length and scrolling) 

• Backend improvements 

o The performance of paging through the search results has been 

improved dramatically 

o Additional attributes in the RDF store allowed us to link (reduntant) 

content to all social media target searches that the content could be 

retrieved from (in previous versions only the most recent search was 

used). 

o Various performance improvements with the RDF store, mainly with 

searches and mass-data-processing by omitting JENA’s O-R-mapper 

and replacing it with custom-made code. 

	  



2.4 Improved Semantic Web Implementation 

Besides upgrading Virtuoso to release 7.1.0 (which fixed some issues that we had 

with 6.4.x) we reworked parts of the core platform’s RDF store. 

Most of this work is not directly visible to the user, but it was necessary to implement 

some features in an efficient way (i.e. some searches) and fix some existing issues 

that lead to stability problems. 

 

The changes in detail are: 

• Rework of the RDF data access 

o Refactoring of the conversion of data objects between Virtuoso and the 

FUPOL Core Platform (O-R-mapping between RDF and pojo’s and vice 

versa). For some features (i.e. searches and other mass-data-

processing features) we dropped JENA and replaced it with custom-

code. 

o Refactoring of the RDF data services 

o Fixes to the encoding of resource URIs 

o Fixed several data inconsistencies 

• Improved support for statistical data in the RDF store 

o Our RDF DataCube implementation has been improved. For example 

we added additional links to support more efficient data access by the 

visualization tool. 

o Some time-triggered batch jobs perform the aggregation of several 

social media metrics, i.e. the buzz-per-day. This information is read by 

the visualization tool. Of course we use the data cube to store it, so we 

have social media metrics and statistical data from Eurostat in the same 

RDF store using the same cube implementation (enabling us to write 

queries that cover all these data sources at once). 



2.5 Support for User Activity Tracking KPIs 

Work package 7 requested the aggregation of user-centric data from the FUPOL Core 

Platform in order to assess the system’s acceptance in the pilot cities. 

We implemented the automatic collection of this data and handed it over to WP7. 

The raw data that we collected will be used to derive several KPIs from it. 

 

Indicator Calculation Threshold Data 
collection 
tool 

Data 
sources 

Involvement X=A 
 
A=activated accounts 

X ≥ 0 
 

To determine 
after 1st pilot 

System data PA users 
Citizens 

Log 
in  frequency 

X=(Σ(1-n)  (A/B*100)) / n 
A=logs in the platform by P. 
A. users and citizens per day 
B=activated accounts 
n= number of days 

X ≥ 0 
 

X > 30 % 

System data PA users 
Citizens 

Posts 
frequency 

X=A/B 
A=volume of posts per day 
B=logs in the platform by P. 
A. users and citizens per day 

X ≥ 0 
 

X > 2 

System data PA users 
Citizens 

 



2.6 Various Changes 

In addition to the changes already mentioned we did some technical and 

organizational work that made it into the product or is about to do so. 

 

• The source code repository was moved from SVN to GIT 

• The new hot topic sensing API between WP6 and WP3 was negotiated. Details 

on this can be found in the appendix of D6.4. 

o The new API will be implemented in the next two months. Once this is 

done there will be full integration between HTS and the FUPOL Core 

Platform. We expect that the ESB will be part of this implementation, 

especially for queueing posts to the HTS engine and thus decoupling 

the core platform from the text-processing engine. 

• The enhanced simulator API between WP2/4 and WP3 was negotiated. While 

still in an early stage we provided the grounds for better support of the 

envisaged FCM-features. 

• The integration of the Semavis visualization framework is ongoing. The API 

between WP5 and WP3 was implemented and we wrote/improved many 

SparQL queries for WP5. 



3 Source Code 

Part of D3.8 is the current source code of the FUPOL Core Platform. The code is 

provided as a ZIP file, containing the release 0.44 from end of March 2014. This 

release is available to the pilot citites from April 1st, 2014 on and will be improved 

every 2 weeks (based on our sprint scheme). 

 

The folder structure is as follows: 

• fupol – the main folder 

• fupol-base – base classes used throughout the system (i.e. basic ui 

components) 

• fupol-client – source of the internal/external client that is availble to 

members of the municipality and to citizens 

• fupol-client-administration – source of the administration console that is 

used by the system administrators to confogure the clients for the pilot 

cities 

• fupol-core – core system classes, including the database migration scripts 

• fupol-reactor – the main build script 

• fupol-rest – source of the REST based APIs for accessing opinion maps, 

questionnaires etc. 

• fupol-services-rt – sources for the batch jobs 

• fupol-testautomation – test automation suite 

• fupol-tools – various tools for supporting the development (i.e. database 

migration tools, fixes for RDF store inconsistencies, ...) 

• fupol-webresource – assets for the web applications 

• virt_jena2 – patched JENA classes 

 

The source code contains the POM files for building the system using Maven. 


