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4.1 Final publishable summary report 

4.1.1. Executive summary 

The use of machine translation (MT) is becoming increasingly pervasive. At the same time, Web 2.0 

paradigms are democratising content creation, stressing the value of communities of users creating 

content for each other. At the moment, however, these two trends are fairly incompatible. MT 

engines, even statistical engines, cannot consistently produce acceptable results for community 

content due to the extreme variability within the content. The ACCEPT project addressed this issue 

by developing new technologies designed specifically to help MT work more effectively in this 

environment. The approach consisted of four main avenues of research and development: the 

creation of new paradigms for pre-editing content using “minimally intrusive” techniques; the 

development of strategies for post-editing content which, rather than fully relying on trained 

translators, also leveraged the monolingual skills of volunteer domain experts; the improvement of 

learning (e.g. domain adaptation techniques) and development of feedback loops to improve 

statistical machine translation (SMT) for community data; and the use of text analytics to inform the 

overall translation process.  

The project brought together two of the world’s leading research centres in applied MT (Universities 

of Edinburgh and Geneva), as well as the leading provider of content editing technologies 

(Acrolinx). In addition, two extremely experienced machine-translation users joined the project in 

order to provide two novel, compelling use cases: the software company Symantec, who brought 

their community forum experience, and Lexcelera, a language service provider closely connected to 

Traducteurs sans frontières (Translators without Borders), a non-profit organisation providing 

translations for Non-Governmental Organisations (NGOs). While the two use cases targeted by the 

project were very different in nature (turning online, language-specific technical support forums into 

a multilingual forum, and using a combination of machine translation and post-editing to translate 

NGO content), the results obtained throughout the project’s user studies demonstrate the flexibility 

and usefulness of the ACCEPT technologies. These results have been presented at established 

academic and industrial conferences and published in recognised journals. 

The main innovation resulting from this project is a unique combination of pre-editing, machine 

translation and post-editing in a process and workflow specifically optimized for community content 

translation. Specifically, pre-editing and post-editing rules and tools have been developed to allow 

users to improve source and target content in an interactive or automated manner. Novel domain 

adaptation and learning techniques have also been developed to improve statistical machine 

translation of user-generated content. These technologies have been linked together within the 

ACCEPT framework, an open-source set of components including an API, a Web Portal and client 

applications known as “plug-ins”. This framework allows for a number of deployment scenarios, 

such as the use of some of these components in a translator teaching environment (the ACCEPT 

Academic Portal). Other components developed during the project have been added to existing 

open-source projects, such as the popular Moses statistical machine translation toolkit, in order to 

maximize visibility and access after the end of the project, both in commercial and non-commercial 

settings. 

By improving the readability and translatability of user-generated content and by providing 

supporting technology in natural language processing deployments containing machine translation, 

the ACCEPT project is expected to have a significant scientific, economic and social impact and to 

increase the competitiveness of Europe in the field of multilingual digital content delivery.  
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4.1.2. Project context and objectives  

4.1.2.1 Context 

ACCEPT was a Collaborative Project (STREP) aimed at developing new methods and techniques to 

make machine translation (MT) work better in the environment characterised by internet 

communities sharing specific information. Today, anyone can in principle create information and 

make it available to anyone else who has Internet access. Yet the language barrier remains: however 

accessible information is, it is still only available to those who can read the language it is written in. 

ACCEPT’s mission was to help communities share information more effectively across the language 

barrier by improving the quality of machine-translated community content. 

Existing machine translation engines struggle to produce acceptable results for community content. 

There are a number of reasons for this: most community users are not professional writers and they 

are often inattentive to spelling, punctuation, and grammar rules; they tend to use an informal tone, 

with frequent inclusion of technical jargon and abbreviations; last but not least, they may be creating 

content in a language which is not their own. All these factors have a negative impact on translation 

performance, not only of traditional MT systems but also of statistical systems, despite the fact that 

the latter are generally considered more robust. A related problem is that domain specific, 

appropriate data to train statistical systems is always in short supply. 

The ACCEPT project was aimed at increasing the reach of community information by increasing the 

number of people who can benefit from that information. Two specific scenarios were envisaged to 

achieve this goal: first, content in a typical commercial product forum for Symantec’s consumer 

security products
2
, and second, content in the community of volunteer translators in Translators 

without Borders, an NGO that deliver translation of medical, educational and nutritional information 

for use by people in areas of need
3
. High quality is of course essential when translating critical 

information, for instance in the health domain where poor quality translation may have life 

threatening consequences. The project has proposed a new approach to help MT work better for 

community content, in order to ensure that the result is comprehensible and correct. The approach 

consisted of the following four main axes of research and development, which will be detailed in the 

next section: 

1. Development of user-friendly (minimally intrusive) strategies for pre-editing content for 

statistical machine translation. 

2. Improvement of training methods and development of feedback loops to improve Statistical 

Machine Translation (SMT) for community data. 

3. Development of strategies for post-editing machine-translated community content. 

4. Improvement of the reliability of forum content translation using Text Analytics. 

                                                 

 
2
 http://community.norton.com/ (Accessed: March, 2015). 

3
 http://translatorswithoutborders.org/ (Accessed: March, 2015). 

 

http://community.norton.com/
http://translatorswithoutborders.org/
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4.1.2.2 Objectives 

The first objective of this project was the development of user-friendly (minimally intrusive) 

strategies for pre-editing content for statistical machine translation. The project aimed at identifying 

the most important types of corrections that need to be applied to the source content in order to attain 

higher translation quality using a Statistical Machine Translation system (rather than a rule-based 

system, which has traditionally been associated with the development of pre-editing strategies). 

Specifically, the ACCEPT project sought to investigate whether source content rules applied by 

non-professional community members can help improve MT output, and determine which rules have 

the most impact. The ACCEPT project focused on shaping a process whereby effective content 

checking rules (and their associated reformulations) can be easily identified. The project also wished 

to generate detailed results showing the impact of individual rules at various levels: user adoption, 

source quality improvement, MT output improvement (from a quality perspective) and editing speed. 

The second objective of this project was the improvement of training methods and development of 

feedback loops to improve Statistical Machine Translation (SMT) for community data. Good SMT 

systems can be trained when large amounts of similar content are available in a single domain, but 

current methods fall short in areas where resources (in particular, parallel corpora) are sparse and 

heterogeneous. Whilst the balancing of in-domain and out-of-domain data for language models was 

reasonably well understood, the corresponding problem for translation models required further 

research. We investigated ways of combining translation models from in-domain and out-of-domain 

data, inspired by corresponding methods used for language models. The problem for translation 

models was complicated by the difficulty of dealing with missing entries, and by the lack of an 

intrinsic measure of the effectiveness of a translation model, i.e. a counterpart to language model 

perplexity. We addressed these difficulties by focusing on the following techniques: optimization of 

translation model interpolation weights, selection of out-of-domain using the modified Moore-Lewis 

(MML) data filtering technique, use of domain "indicator" features to identify the provenance of 

phrase-pairs or rules, and use of training data weights to give more weight to in-domain sentences. 

We also investigated the role of quality estimation techniques in identifying out-of-domain data in 

order to keep the size of the models as efficient as possible. 

Another fundamental problem for machine translation research is that there are many possible target 

translations, and machine translation systems may produce acceptable translations that are 

traditionally dismissed by automatic evaluation metrics because they do not match a human reference 

translation. In the user studies, the post-editors produced edited translations that were fairly close to 

the original machine translation output. Having access to such translation proved to be of benefit not 

only during the machine translation system development but also during the post-editing process. In 

order to utilise user edits to improve machine translation quality and coverage, suffix-array based 

dynamic phrase tables (SAPT) were added to Moses during the project.  

In short, the project has developed innovative domain adaptation methods and in some case 

attempted to use linguistic information to address these issues. It has also pioneered methods that 

make it possible to quickly feed back information from the post editing process into the SMT 

module, updating the translation model in real time. 

The third objective of this project was the development of strategies for post-editing. Ideally, 

post-editing of the translation results is done by bilingual skilled experts, but the lack of such experts 

is often a major bottleneck. To overcome this bottleneck, the project has developed post-editing 

strategies which do not require proficiency in the source language, but only in the target language, 

thus enlarging the pool of (volunteer) skilled experts. One of the main outcomes of this work is the 

ACCEPT post-editing client, which allows for the collection of post-edits anytime, anywhere. When 

coupled with the evaluation components of the ACCEPT framework, the collection of post-edits 
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becomes more reliable. One of the main findings from the project, however, is that the feasibility of 

monolingual post-editing depends highly on the quality of the raw MT output that constitutes the 

basis for post-editing. In order to help post-editors improve raw machine-translated output, several 

user assistance methods were designed and evaluated during the project, including both rule-based 

and statistical techniques. For instance, statistical machine translation systems generate their output 

translation by considering a large space of possible translation, represented in a search graph. Vast 

information is contained in this graph and in the models used by the systems. This information was 

mined to extract word-level translation options and advanced paraphrasing support, which offers 

translation alternatives not only for single words, but also for entire phrases or clauses. The results 

from the user studies, however, suggest that additional work is required to further enhance the 

usefulness of these methods. 

The fourth objective of this project was to improve the reliability of forum content translation using 

Text Analytics. Specifically, the ACCEPT project investigated how sentiment analysis and content 

classification can be used to improve the usability and machine translatability of community content. 

A number of techniques were investigated to address the following problems: i) distinguishing 

between helpful and unhelpful forum posts (in order to allocate translation work more efficiently), 

ii) automatically identifying topics in forum content (in order to include machine-translated posts in 

the correct section or “board” of the target forum), iii) analysing forum posts from a sentiment 

perspective (in order to automatically determine whether there are specific issues that should be 

addressed by support immediately), iv) estimating the quality of raw machine translation output by 

leveraging some of the features pertaining to the sentiment and/or linguistic compliance of the source 

and target texts. 

The four objectives described above have been achieved, as described in further detail in 

Section 4.1.3. A unique feature of the project is that pre-editing, Statistical Machine Translation and 

post-editing have been linked together not just in a process, or workflow, but by connecting the 

software components together (within the ACCEPT framework described in Seretan et al., 2014a) 

and by developing new linguistic software components specifically optimised for community content 

translation. In short, the ACCEPT project has successfully addressed the challenge of removing the 

language barrier in the two targeted scenarios. As explained in Section 4.1.3, it is reasonable to 

expect that many of the resources developed for these two scenarios can be successfully ported to 

scenarios that involve different online communities. 
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4.1.3. Main science and technology results/foregrounds  

This section summarises the main results of the work carried out in the project along the main axes 

of research and development mentioned in the previous section. Section 4.1.3.1 focuses on 

pre-editing strategies and their impact on SMT quality, and Section 4.1.3.2 deals with post-editing 

strategies and their evaluation (relevant work packages: WP2 – Definition of Pre-Editing and 

Post-Editing Rules, WP9 – MT Evaluation). Section 4.1.3.3 focuses on text analytics and sentiment 

analysis (WP3 – Text Analytics). The next section describes the ACCEPT Portal, an online integrated 

framework which illustrates the core of the pre-editing, post-editing and evaluation technology 

developed in the project (Section 4.1.3.4; WP5 – Portal Integration). Section 4.1.3.5 summarises the 

advances in the statistical machine translation of community content achieved in the project (WP4 – 

Improving SMT). Further, we report on the user studies on monolingual and bilingual post-editing 

(Section 4.1.3.6; relevant work packages: WP7 – Monolingual Postediting, WP8 – Bilingual 

Postediting), and on the volunteer communities developed around pre-editing and post-editing 

activities for the two use cases in the project, namely, the commercial and the NGO use case (Section 

4.1.3.7; WP6 – Community Development). Finally, Section 4.1.3.8 presents an overview of the 

evaluation work carried out to assess the contribution of ACCEPT methods and techniques to 

improving the translatability of community content (WP9 – MT Evaluation). 

4.1.3.1. Pre-editing rules for community content reformulation 

The project leveraged the Acrolinx software to support the goal of reformulating community content 

to make it easier to handle for SMT systems. The Acrolinx content optimization software provides 

authoring support rules helping professionals in technical documentation and marketing improve the 

quality and tone of voice of their content.  

For the purpose of the project, we have extended and adapted the existing content checker and the 

linguistic resources to suit the type of text generated by typical community users for the two source 

languages considered in the project, English and French. We have defined a large number of 

pre-editing rules to improve the source in the areas of spelling, grammar, style and terminology. The 

overall plan for these rules was to address challenges for SMT systems that are common in 

user-generated content, such as spelling issues, word confusion, and colloquial language 

constructions. 

To identify types of corrections suited to user-generated content, a corpus analysis was first 

performed on English and French forum data collected for this purpose. Based on this analysis, we 

defined an initial set of pre-editing rules for English and French. The results of the analysis were also 

used to enhance the relevant Acrolinx linguistic resources with additional words, terminology, 

grammar rules, and spelling error detection methods. The development of English pre-editing rules 

was based on pre-existing Acrolinx rules aimed at improving the performance of a rule-based 

machine translation system, while the development of French rules started from scratch. 

To assess the relevance of the existing Acrolinx rules for English, a novel framework for rapidly 

evaluating the impact of specific reformulations on the translation quality was developed (the rule 

scoring framework; Roturier et al., 2012). The difference in quality is measured using both automatic 

metrics and human expert ratings. Experimental results obtained on Symantec forum data translated 

from English into French and German allowed rule authors to identify the most effective English 

pre-editing rules for these target languages. It was found that the most important corrections are 

related to noun/adjective confusion, noun/adjective/verb confusion, contractions, and the 

capitalisation of the word “Web” (when both French and German are considered as target 

languages), as well as the use of complementizers (when German is the target language).  
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In French, the development of rules was focused on issues related to word confusion due to 

homophones, register mismatch, and divergences between French and English (in particular, word 

order). Rule evaluation has primarily been carried out using crowdsourced comparison of contrasting 

translations (Gerlach et al., 2013b). Two different types of French rules were developed: rules which 

improve the source and rules only intended for the machine, which degrade the source and are 

applied in the background (for example, moving the clitic after the verb or replacing the informal 

second person by the formal one, more frequent in the training data).  

Further experiments were performed in English to identify linguistic phenomena in forum data that 

pose difficulties for SMT machine translation (discontinuous phrases, complex negation, colloquial 

language, ellipsis). New English pre-editing rules were defined accordingly, e.g. avoid omitting the 

subject. In the same vein, the comparison of French forum and training data at the n-gram level led to 

the detection of word patterns characteristic of forum data which pose problems for SMT systems. 

New French pre-editing rules were defined to replace problematic patterns by semantically similar 

phrases that were shown to produce substantially better translation results. 

The Acrolinx spell checker was customised to better adapt to specific phenomena in forum posts. In 

particular, we added lists of product and company names, technical terms and other words that are 

customary in the examined support forum. Also, we suppressed the display of spelling issues in text 

positions where user names are likely to appear, to improve the interactive experience in the forum. 

The main result of this strand of work is a stable set of pre-editing rules for English and French for 

both project domains. The impact of the rules on translation quality was systematically evaluated in 

WP2 and WP9 for the three language pairs fr−en, en−fr and en−de with Amazon Mechanical Turk 

(AMT) judges. In WP2, these evaluations focused on the individual rules, whereas in WP9, the 

impact of applying all rules together was evaluated, as shown in Section 4.1.3.8. The results were 

convincing; pre-editing was shown to have a significant positive effect, both on translation quality 

and on post-editing time, in all language pairs.  

A smaller amount of work was also performed in the en−ja language pair (Jachmann et al., 2014). 

For this line of work, the baseline machine translation system developed in WP4 has been 

significantly improved by adding additional in-domain and out-of-domain data. New English pre-

editing rules have been developed that specifically target the peculiarities of translating into 

Japanese. An evaluation with three judges showed that the rules had a positive impact on the 

Japanese translation in the majority of instances. 

The pre-editing rules have been made available as part of an Acrolinx server dedicated to the 

ACCEPT project (http://accept.acrolinx.com). They can be used in two ways:  

1. Through the ACCEPT Pre-edit client and API developed in WP5, the checking functionality 

is made available in Web-based editing environments. In particular, the pre-editing rules 

have been made accessible to Norton community members to support them when they 

create a new post. 

2. Through existing Acrolinx plug-ins, the pre-editing rules can be used interactively in an 

editing environment such as MS Word, where the author receives markings and suggestions, 

or automatically, so that the system itself applies the provided suggestions as 

reformulations. This approach has been used by TSF translators to pre-edit content in the 

course of the project. 

The results for all language pairs have been presented in a series of conference papers over the span 

of the project, as well as in Johanna Gerlach’s PhD thesis (2015) and in Torsten Jachmann’s 

Bachelor thesis (2013). The key findings are as follows: 

http://accept.acrolinx.com/


10 

 

1. For the majority of the phenomena studied, it is possible to write pre-editing rules that have 

high enough precision to be useful, using only regular expressions, morphological analysis 

and part-of-speech tagging (Gerlach et al., 2013b; Seretan, 2014b).  

2. The impact of these rules can be evaluated quickly and objectively using crowdsourcing 

methods (Gerlach et al., 2013b). When reference translations are available, the impact of the 

rules can also be estimated automatically using automatic metrics (Roturier et al., 2012). 

3. Improvement on source quality, according to this evaluation methodology, coincide with 

reduced post-editing effort (Gerlach et al., 2013b).  

4. Pre-editing can successfully be carried out by forum users, who perform only slightly less 

well than experts (Bouillon et al., 2014).  

5. Despite inconclusive improvements in BLEU scores, pre-editing has a high impact on 

post-editing effort (Gerlach et al., 2013a).  

6. Automatic pre-editing rules whose output is fed directly into the MT system can be used to 

change the syntax of the source sentence towards the target language to achieve positive 

translation results (Jachmann et al., 2014). 

7. Rules developed for a specific domain and MT system are easily portable (Gerlach 2015, 

§6.3). 

These findings amply justify the overall conclusion that pre-editing rules of the type developed here 

are useful in the context of translating user-generated content. In terms of project deliverables, 

deliverable D2.1: Definition of pre-editing rules for English and French (draft version) presents the 

development of pre-editing rules and proposes a methodology for their evaluation. Deliverable 

D2.2: Definition of pre-editing rules for English and French gives details on the final sets of English 

and French rules, and evaluation results for individual rules. Deliverable D9.2.2: Survey of 

evaluation results – Version 1 and deliverable D9.2.4: Survey of evaluation results – Version 2 

evaluate the rules together as well as their impact on post-editing. Deliverables D6.1.1: Seminar 

Material on Pre Editing – Edition 1 and D6.1.2: Seminar Material on Pre-Editing – Edition 2 

introduce the rules to a larger audience of authors interested in making their writing more readily 

translatable.  

4.1.3.2. Post-editing rules  

During the project, a number of post-editing rule sets have been developed. These rules can be used 

to detect and correct errors in the output of a machine translation system. We have developed French 

post-editing rules for texts machine-translated from English, and English rules for texts 

machine-translated from French. Additionally, we have followed a novel approach in the form of 

bilingual rules for the language pair English-German. 

For both English and French, we based the rules on post-editing data that we manually created in 

Amazon Mechanical Turk (AMT) experiments. We developed two types of rule sets for both 

languages: automatic rules and interactive rules. Automatic rules can reliably detect issues and 

provide a correction suggestion, and can thus be automatically applied to MT. Interactive rules, on 

the other hand, are meant to be used afterwards by a human post-editor. Such rules support the editor 

in spotting potential translation mistakes, and may or may not provide a correction suggestion. 

For French, the focus was on the automatic rules, as we found that there were a large number of 

specific MT error patterns that could be fixed automatically. The aim of the developed rules was to 

reduce the number of edits post-editors have to perform, and improve their working experience by 

correcting the most frequent mistakes (spelling, terminology, grammar and punctuation). We found 

that impact could be optimized by grouping the post-editing rules into seven rule sets that are to be 

applied in sequence, so that more basic corrections, such as punctuation, were applied before more 

sophisticated changes, such as grammar reformulations. 
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A rule-by-rule evaluation has shown that the approach was very reliable: in 92% of the evaluated 

instances, the automatic application leads to an improvement of the French MT output. In an 

additional study in WP9 that included all of the rules taken together, we found that post-editing rules 

have a very positive impact both in terms of the readability of the MT output and their usefulness for 

the post-editor (Porro et al., 2014; see also Appendix I). 

For English, we also created a rule set with rules that can be applied reliably in an automatic fashion. 

However, since fr−en was the strongest-performing language pair of the project and the English 

output was of high enough quality, it seemed feasible to focus on a somewhat different strategy: the 

data acquired through AMT was used to create interactive rules which attempt to identify passages 

which had been mistranslated and require attention from the post-editor. A rule-by-rule evaluation 

has shown that this idea also worked well, leading to improvements of the translations in 79% of the 

instances where a problem is indicated to the post-editor.  

For German output, where the quality of translation from English was substantially lower, the 

approaches used for French and English seemed unlikely to help. A completely different idea was 

implemented, where pairs of monolingual Acrolinx rules collect linguistic information from the 

source, and then search for matching constructions in the target; the target language search also takes 

SMT alignment information into account. 

A “bilingual rule checker” runs these rules on the source and target. When the expected construction 

is not found in the target, a mistranslation is very likely, and the bilingual rule checker can precisely 

describe what is missing or wrong in the target. This approach successfully detects missing verbs (in 

particular participles), mistranslated imperatives, literally translated progressive tense, errors in 

relative clauses, and other types of MT errors which are generally caused by the very different 

German syntax. An evaluation has shown an accuracy of at least 75% for each of the rule pairs. 

In summary, the project has demonstrated that even in the challenging field of machine-translated 

user-generated content, automatic post-editing rules can improve the translation output. Moreover, 

the technology can be successfully leveraged for communities to support manual post-editing 

activities. 

This line of work is reported in deliverables D2.4: Definition of post-editing rules for English, 

French, German and Japanese and D9.2.4: Survey of evaluation results − Version 2. 

4.1.3.3. Text analytics and sentiment analysis  

The goal of WP3 has been to investigate the use of text analytics in classifying user-generated 

content and detecting sentiment. A number of specific problems were investigated.  

In Task 3.1, decision-tree methods were used to train a classifier to distinguish between helpful and 

unhelpful forum posts; the intention was that this information might make it possible to allocate 

translation effort more efficiently, and that a multilingual forum would benefit from a translation of 

helpful posts. The best classifier developed achieved 87.8% accuracy.  

For the same task, we also applied unsupervised machine learning to the problem of automatically 

identifying topics in forum content. More specifically, we used latent Dirichlet allocation to cluster 

Norton community posts according to the prevalence of “topics”, which are represented as bags of 

weighted words. Some of the identified topics clearly correspond to specific Norton products. When 

we applied the technique to posts pertaining to a specific product, we could identify topics 

corresponding to specific features of that product. All details are presented in deliverable 

D3.1: Taxonomy of forum content and rules for automatic classification. Beyond its use in Task 3.4, 

the classification on its own can be used to include machine-translated posts in the correct section or 

“board” of the target forum. 
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In Task 3.2, we used the unsupervised machine learning techniques based on latent Dirichlet 

allocation from Task 3.1 to perform topic classification on a large set of NGO documents provided 

by Lexcelera. This task required a substantial amount of pre-processing and text extraction, since the 

source documents were available in heterogeneous formats. The resulting topics lend themselves to 

plausible interpretations; for example, we could identify topics pertaining to the “health” and to the 

“education” area. In particular, documents from the same NGO are typically grouped together, 

indicating that an NGO is typically focusing on specific areas. Details are presented in deliverable 

D3.2: Taxonomy of NGO content and rules for automatic classification. Beyond its use in Task 3.4, 

the classification can be used to assign a translation task to translators proficient in the identified 

topic area. 

Task 3.3 investigated methods for performing sentiment analysis. The original goal was to develop a 

classifier to distinguish negative (rant) from positive (non-rant) posts. For this purpose, Symantec 

provided a set of social media posts that were annotated accordingly. Due to small size of the set, a 

large corpus of Amazon reviews was also used, where the task was to distinguish 1-star reviews from 

5-star reviews. Two types of methods were used: one domain-specific based on sentiment words 

learned automatically from the Amazon corpus, and one generic mechanism based on Acrolinx rules 

and general sentiment word lists. The first approach worked well on the Amazon data. We identified 

words that strongly correlate with either positive or negative reviews, and could use them to 

successfully classify reviews from a test set, achieving scores of over 80% on both precision and 

recall. This approach, however, turned out not to be portable to the set of social media posts.  

The second approach was based on generic OpeNER (French) and SentiWords (English) word lists, 

which are annotated with a sentiment classification. We incorporated these lists into Acrolinx rules, 

so that we could also reliably detect inflections and negations of these words. We then trained a 

sentiment classifier based on the number of positive and negative flags and applied it to the Amazon 

reviews. This resulted in F-scores of 0.65 to 0.7, which is very good given that the word lists were 

generic and not based on the Amazon review domain. All details are presented in deliverable 

D3.4: Rules for automatic sentiment detection and report of evaluation results. Additionally, the 

generated sentiment detection rules for French and English have been made available on the hosted 

Acrolinx server for the project (http://accept.acrolinx.com). Beyond the use in Task 3.4, sentiment 

classification can help to analyse forum posts in order to automatically determine whether there are 

specific issues that should be addressed by support immediately. 

In Task 3.4, we applied the various classification approaches to the translation task. One objective 

was to determine whether sentiment was preserved by the MT translation. We tested the reliability of 

the sentiment classifier by applying it to English source sentences and manual French translations. 

Even though the sentiment is presumably preserved when sentences are translated manually, the 

sentiment classifiers from Task 3.3 showed only a 63% rate of sentiment preservation. We therefore 

refrained from using this mechanism to determine whether sentiment was preserved. 

A second objective was to investigate whether the text analysis features identified in previous tasks 

could help to estimate the translation quality. We found no strong correlations between translation 

quality and either the document types generated in Task 3.2 or the sentiment tags from Task 3.3. 

However, we found that the pre-editing rules developed in Task 2.1 provide reasonably good 

indicators for the quality of the MT output. When we extended the feature set of an MT quality 

estimator (QuEst) with features indicating the number of pre-editing flags on the source text, we 

could improve the prediction accuracy of the baseline system. This confirms the results of the 

evaluations in WP2 and WP9, which were carried out with human judges: the pre-editing rules 

developed indeed improve the quality of the MT output. All details on the work in Task 3.4 is 

reported in deliverable D3.4: Rules for automatic sentiment detection and report of evaluation 

results. 

http://accept.acrolinx.com/
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4.1.3.4.  ACCEPT Portal  

The main objective of WP5 was to provide the required linkage between the background software 

contributions (e.g. the Acrolinx API) and the new technology being developed within the project 

(e.g. the pre-editing and post-editing rules, the checking client, etc.). Throughout the duration of the 

ACCEPT project, an instance of the ACCEPT API was deployed online alongside an instance of the 

ACCEPT Portal (http://www.accept-portal.eu and http://www.accept-portal.com). This deployment 

served as a reference implementation to be used for demonstration and experimentation purposes. 

Since the ACCEPT API and Portal have been released as open-source components (under an Apache 

v2 license), going forward, entities will have the ability to deploy their own instances of the 

ACCEPT API and Portal. General deployment information is provided in deliverable 

D5.8: Monolingual and bilingual post-editing environment and evaluation portal demonstrators. 

This information supplements the detailed information that was made available on the Github.com 

platform (for both the API and the Portal). Some entities may also be available to leverage an online 

Academic Portal that was developed by UNIGE based on the project’s open-sourced foreground IP. 

The ACCEPT Portal is the visible part of a larger integrated framework where registered users can 

perform their editing (either pre-editing or post-editing) and evaluation work (as described in Seretan 

et al., 2014a). This Web application has been enabled for localisation and its user interface has been 

fully localised for French and German. It has received extensive feedback and has been released first 

to the members of the ACCEPT Special Interest Group (SIG), then publicly for registered users. 

From a project administrator’s perspective, the ACCEPT API and Portal offer multiple ways to set 

up data collection containers (i.e. projects) that are used to receive various (meta-)data (including, 

but not limited to, pre-editing rule interactions, post-edits, evaluation ratings) sent from internal (i.e. 

the Portal) or external sources (plug-ins/clients deployed in third-party environments). These data 

can then be exported for further analysis to derive insights into specific processes or artefacts (e.g. 

MT output quality based on collected human ratings, pre-editing rule usability based on user 

rejections, etc.). While many systems (e.g. globalization or translation management systems) offer 

some of these features – either commercially or as open-source – none of them have the flexibility of 

the ACCEPT framework, which is both system-agnostic (text checking, MT output and post-editing 

assistance can be provided by any back-end system) and portable (its data collectors, or plug-ins, can 

be deployed in any Web-based environment with minimal configuration). 

From an end-user’s perspective, the Portal offers three main features: pre-editing, post-editing and 

evaluation, which are briefly described below. Full details are provided in deliverables 

D5.6: Browser-based client demonstrator and adapted post-editing environment and evaluation 

portal prototypes and D5.8: Monolingual and bilingual post-editing environment and evaluation 

portal demonstrators. 

Pre-editing  

To access the pre-editing rules provided by a dedicated Acrolinx server in an online environment, a 

checking client was developed and extensively tested. Since the pre-editing (checking) client 

communicates with the Acrolinx API via the ACCEPT API, multiple Acrolinx versions can be 

supported and more fine-grained logging can be performed, for example capturing the time spent by 

a user in a given checking session. An additional benefit of using the ACCEPT API is that it 

simplifies the Acrolinx registration process. The client was developed as a JQuery plug-in rather than 

as a Web browser plug in, largely for portability reasons. This strategy means there is no need to 

develop a dedicated plug-in for each major browser (Internet Explorer, Firefox, Chrome, Opera, and 

Safari); the installation of the plug-in is required only once and is performed by Web application 

owners as opposed to end-users. JQuery was chosen for its widespread adoption, as it is a popular 

JavaScript library present in most Web sites. The plug-in has been made available on Github.com. It 

can be integrated into most Web applications, as the focus has been on providing a solution that can 

http://www.accept-portal.eu/
http://www.accept-portal.com/
https://github.com/accept-project/accept-api/blob/master/README.md
https://github.com/accept-project/accept-portal/blob/master/README.md
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be used with any text area. The first year deliverable D5.1: Browser-based client prototype used to 

access acrolinx IQ server contains a detailed description of the initial version of the plug-in, 

including a walkthrough installation guide; the second year deliverable D5.6: Browser-based client 

demonstrator and adapted post-editing environment and evaluation portal prototypes updates this 

description.  

The client was made available to consortium and SIG members via a demo section created within the 

ACCEPT Portal. The demo section shows how the ACCEPT plug-in works in a TinyMCE editing 

environment, offering source French and English text checking. The online demo was updated 

several times to meet the requirements of specific work taking place in the project, for instance 

giving users the possibility of using custom checking resources. 

The client offers access to spelling, grammar and style checking functionalities, either individually or 

combined. It has been extensively tested in many internal and external usability studies and evolved 

into a demonstrator which offers new functionalities, including automatic content re-check, conflict 

handling for rule application, and generic support for HTML mark-up. There is also support for 

checking the output resulting from monolingual and bilingual post-editing, both in a standard manner 

and real-time manner. The versatility of the pre-edit clients and API was demonstrated by its use in 

the WP6 experiment “Baudolino”, documented in deliverable D6.3: Community Building Report for 

Symantec Forums. 

Post-editing 

Community members and the general public have been able to use the ACCEPT Portal as an 

integrated environment to perform post-editing work. As in the case of pre-editing, new open-source 

software – the ACCEPT Post Edit API and client – was developed to provide post-editing 

functionality in an online environment. Users are presented with enriched MT output and are able to 

perform monolingual and bilingual post-editing, as well as to check the output by leveraging the 

content checking functionality. Again following the approach used for pre-editing, a JQuery plug-in 

was created to access the post-editing functionality provided by the ACCEPT Post-Edit API. The 

post-editing client allows the target text to be checked (before or after post-editing) using a dedicated 

Acrolinx server, as it can be equipped with the real-time version of the pre-edit plug-in. The 

post-editing prototype was first made available via the ACCEPT Portal. Deliverable D5.2: Adapted 

post-editing environment prototype describes the initial prototype and provides detailed project 

configuration instructions; deliverables D5.6: Browser-based client demonstrator and adapted 

post-editing environment and evaluation portal prototypes and D5.8: Monolingual and bilingual 

post-editing environment and evaluation portal demonstrators update this description as the 

prototype was transformed into a demonstrator. 

The post-editing environment also offers support for alternative translation options, functionality to 

track the time spent editing, and capabilities for flexible project administration. Using this 

environment, users post-edit the MT output in a sentence-by-sentence fashion. It is possible to 

perform collaborative post-editing, with the various post-editors taking turns to access the document 

and locking it while they do so. All user actions are saved automatically. Post-editing projects are 

created by project administrators, who can configure post-editing tasks, upload the data to be 

post-edited, invite users, and export post-editing activity data (the XLIFF format is used, for 

maximum interoperability). Detailed information on some of these features is available in Roturier et 

al. (2013). 

User studies performed with the Symantec and TSF communities showed that users found 

post-editing to be quick and easy, though the user interface is still considered too complicated by 

some users (Mitchell et al., 2013; Mitchell, 2015). 
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Evaluation 

The role of the evaluation environment has been to support the collection of user ratings for 

assessing the quality of source, machine-translated and post-edited content, and, ultimately, 

evaluating the technology created in the ACCEPT project. It is divided into three main parts: the 

ACCEPT Evaluation API, the ACCEPT Evaluation environment and the ACCEPT Evaluation 

plug-in. 

New software was developed throughout the project, and a flexible framework for creating 

evaluation projects built and integrated into the ACCEPT Portal, via a demo page. Project creators, 

who are registered users of the portal, can define question categories, before adding questions and 

answers. When questions and answers have been added for a given project, answers can be collected 

from users, e.g. community members as described in Mitchell et al. (2013), thanks to the ACCEPT 

evaluation plug-in that was made available on Github.com. The data is stored in the ACCEPT 

database and can be exported for further analysis. The first year version of the ACCEPT Evaluation 

API is fully documented in the deliverable D5.3: Adapted evaluation portal prototype to allow for 

the collection of user ratings. Deliverable 5.8: Monolingual and bilingual post-editing environment 

and evaluation portal demonstrators updates this description as the prototype was transformed into a 

demonstrator. 

The ACCEPT Evaluation environment supports the creation of projects whose data reside outside of 

the ACCEPT Portal, thus allowing the collection of genuine user feedback in context (as described in 

Mitchell et al., 2014a). In the final year of the project, the ability to create internal evaluation projects 

(based on existing post-editing data) was added to the Evaluation component of the ACCEPT Portal. 

The work performed in WP5 is novel as it resulted in the creation of a flexible framework that can be 

used to perform multiple content editing and rating tasks as well as a detailed analysis of such tasks 

(thanks to a rich logging of metadata). This work was presented at various Machine Translation, 

Computational Linguistics and Digital media events, and was made available as open-source on 

Github.com. It is expected that this work will be leveraged to demonstrate key technologies (e.g. 

pre-editing) to students in a learning environment; it could also be used as a starting point to set up 

fully automated workflows in a range of scenarios (e.g. localization, multilingual Web, etc.). 

4.1.3.5. SMT systems for community content  

In the first quarter of the project, baseline SMT systems were deployed for all language pairs 

considered (with French and English as both source and target languages, and German and Japanese 

as additional target languages). Six baseline systems were deployed: four using data supplied by 

Symantec (English into French, German and Japanese; French into English), and two using TSF data 

(French/English in either direction). These systems are phrase-based Moses systems, trained with the 

standard Moses pipeline. The translation and reordering models were trained with a concatenation of 

all the available parallel data, while for the language model a separate model was trained on each 

corpus, and all models were interpolated together minimizing perplexity on the tuning set. The 

Symantec systems were trained on parallel data consisting of Symantec's translation memory data 

taken from product manuals, marketing content, knowledge base content and website content. The 

TSF systems were trained on translation memory data taken from documents translated for NGOs. In 

both cases, the in-domain data was supplemented with the WMT12 releases of Europarl and 

news-commentary (http://www.statmt.org/wmt12), for improved performance. For the language 

models, the target sides of all the parallel data were used, together with monolingual data from the 

Symantec forums (in the case of Symantec systems). The tuning and test data for the Symantec 

systems consisted each of 500 parallel forum sentences which had been machine translated with 

Google Translate and post-edited by a translator. In the case of the TSF systems, it consisted of 1000 

parallel sentences for each direction, drawn randomly from the TSF training data. The systems can 

http://www.statmt.org/wmt12
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be accessed via a web interface or programmatically (http://accept.statmt.org/demo). Deliverable 

D4.1: Baseline machine translation systems provide details on training, evaluation, and ways of 

accessing the systems. 

After the release of the baseline systems, the main work of WP4 was to analyse the performance of 

the baseline systems and investigate methods for improving them. The research was concerned with 

addressing the problem of domain shift between training and test data (domain adaptation), better 

handling of rich source-side morphology (through linguistic backoff), and incorporation of user edits 

to dynamically update the models. This research falls under tasks 4.2, 4.3 and 4.4 and is described at 

length in deliverables D4.2: Report on robust machine translation: domain adaptation and linguistic 

back-off and D4.3: Report on improved machine translation by exploiting post-editing data. Many of 

the techniques considered have been incorporated in the open-source SMT toolkit Moses, enabling 

other researchers to easily build on and exploit these techniques. 

Our first publication on domain adaptation (Haddow and Koehn, 2012) investigated the effect of 

adding out-of-domain data into an SMT system, by running experiments using translation models 

derived from in- and out-of-domain data sets individually and in combination, and various 

intermediate models. The out-of-domain data helped improve the translation of words that were rare 

or missing in the in-domain data, but tended to degrade the translation of more frequent words. The 

main benefit of in-domain data was in improving coverage. Improved statistics also helped, but to a 

lesser extent. Some of the analysis tools developed for this work (and also used in the linguistic 

backoff work below) are available in Moses, and fully integrated with the Moses experimental 

pipeline for ease of use. 

We investigated a variety of techniques for addressing the domain adaptation problem in SMT, 

providing thorough comparisons in our WMT system papers (Koehn and Haddow, 2012; 

Durrani et al., 2013) as well as in ACCEPT deliverable D4.2: Report on robust machine 

translation: domain adaptation and linguistic back-off. No clear winner has emerged, emphasising 

the point that this problem requires an armoury of available techniques and thorough experimentation 

in order to produce the highest quality translation systems. We adopted this approach to build the 

improved systems made available to ACCEPT in 2014. Through this work, there are several 

techniques now available in Moses for domain adaptation, some of which were developed especially 

for the ACCEPT project. In particular, we showed that translation model interpolation weights can 

be optimised using PRO (Haddow, 2013). The software used to run these experiments is available in 

the contrib/ directory of Moses. We also created an implementation of the "modified Moore-Lewis" 

(MML) data filtering technique, which can be an effective method selecting which out-of-domain 

data to include. Domain "indicator" features can be used to identify the provenance of phrase-pairs or 

rules, and so learn extra weights to apply to those of different corpora. Finally, we added a facility to 

weight training data, for example to give more weight to in-domain sentences, and have been 

moderately successful in using MML-derived weights for this purpose. These are all fully integrated 

with the Moses training pipeline so can be applied with some simple configuration switches. 

Later work in the ACCEPT project focused on "topic" adaptation, rather than domain adaptation, 

since we believe that the notion of domain used in the SMT literature is somewhat arbitrary. It is 

usual to refer to a corpus such as the European parliamentary proceedings (Europarl) as being a 

domain, when in fact this corpus covers a multiplicity of topics, many perhaps using words with 

different translation senses. In topic adaptation, we concern ourselves with the context of the 

sentences we wish to translate, and relate it to the contexts of our training sentences, using some type 

of semantic model (e.g. a Latent Dirichlet Allocation model). The corpus from which the training 

sentence is drawn is just one piece of information that we can make use of at translation time. Work 

on topic adaptation was the subject of several publications (Hasler et al., 2014a; Hasler et al., 2014b; 

Hasler et al., 2014c) but has not yet been scaled up and applied to the ACCEPT data. 

http://accept.statmt.org/demo
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We also obtained significant results on rule-based and hybrid techniques to deal with the differences 

in domain and the sparseness of the training data. We developed a technique to address the problem 

of correcting for register difference between training and test sets, by creating artificial training data 

and by using pre-editing rules (Rayner et al., 2012). Linguistic backoff work is aimed at improving 

the translation of unknown or rare morphological variants by using a factored translation approach 

(Koehn and Haddow, 2012). This approach proved useful for translation from German into English. 

Experiments with the Symantec French-English systems have attempted to deal with the issue of 

missing French informal verb forms in the artificial training data approach above. However, the lack 

of source-side context in the factored model, and possibly the reduced level of morphological 

richness in French as compared to German, limited its effectiveness. Further work on hybrid SMT 

aimed at correcting the problem of homophone confusions, a significant issue in informally written 

French. Experiments were carried out to compare different approaches to the problem; rule-based 

pre-editing using Acrolinx rules, and confusion networks created with a pronunciation dictionary 

(Bouillon et al., 2013). Both methods were found to be equally effective and somewhat 

complementary.  

In order to utilise user edits to improve machine translation quality and coverage, suffix-array based 

dynamic phrase tables (SAPT) were added to Moses in Year 2. These phrase tables index parallel 

data via suffix arrays and compute phrase table entries dynamically by sampling the parallel corpus 

at decoding time. Multi-threaded sampling and caching of intermediate results allow fast retrieval 

times – the return time for phrase table look-up is in fact shorter than with the compiled disk-based 

format used previously. In addition, the memory footprint of this method is considerably smaller than 

conventional phrase tables. Most importantly, however, these phrase tables can be updated very 

quickly by simply adding word-aligned parallel data to the underlying parallel corpus. Beyond 

updating the index (which can be done in a fraction of a second), there is no need to recompile the 

phrase table. Additional data can be incorporated into a translation model without waiting for the 

hours or even days necessary to batch-retrain the model. 

The change in look-up procedure, however, necessitates changes in the way phrase table entry scores 

are computed, which in past implementations had negatively impacted performance. Work carried 

out in Year 3 developed novel methods to address the performance differences between conventional 

and dynamic phrase tables in terms of translation quality resulting from these different ways of 

computing phrase table scores. A new discounting method for conditional probabilities now leads to 

comparable results in terms of translation quality. Details of this work were reported in deliverable 

D4.3: Report on improved machine translation by exploiting post-editing data and in a scientific 

paper at the AMTA 2014 Workshop on Interactive and Adaptive Machine Translation (Germann, 

2014). We also note that the SAPT is available in the latest release of Moses, and will form a central 

part of the technology being developed in the Horizon 2020 project MMT. This new project will 

build an adaptive and scalable translation infrastructure for use by post-editing translators. 

To provide a demonstration of the usefulness of the SAPT, it was used to build an automatic post 

editor (APE). The idea of the APE is that it is able to learn from the corrections that an editor makes 

to the translation system output in order to improve the MT system. The APE developed is 

essentially a monolingual phrase-based MT system, which translates raw MT output into corrected 

MT output. The training data for the APE consists of <raw MT, human-corrected MT> pairs, and 

using the SAPT means that the APE is able to incorporate each corrected sentence from the user as it 

is produced. A detailed description of the APE is provided in deliverable D4.3. The performance of 

the APE was tested using approximately 5000 sentences of French Symantec forum data, translated 

to English using the baseline systems and post-edited by two translators during January 2014 at the 

University of Edinburgh. The results showed that, although the APE did not make many corrections, 

the vast majority of those corrections improved the translation, according to human evaluation. The 
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full report on this experiment is also in deliverable D4.3, and the software is available in the 

ACCEPT project GitHub repository (https://github.com/accept-project/automatic-post-editing). 

For the monolingual and bilingual post-editing experiments of 2014, we created and deployed 

improved versions of the baseline systems incorporating domain adaptation techniques developed 

through the project. The systems also included other advances in SMT, mainly developed at 

Edinburgh, as well as extra training data, to provide substantial improvements in translation 

performance. The comparison of the ACCEPT 2014 systems with the baseline systems is shown in 

the evaluation section of this report (Section 4.1.3.8), along with a description of the changes to the 

system.  

4.1.3.6.  Monolingual vs bilingual post-editing 

Over the course of the project, several monolingual and bilingual users studies were conducted, 

which were described in deliverables D7.1.1 and D7.1.2: Data and report from user studies − Year 

1-2; D7.1.3 & 8.2: Data and report from user studies on monolingual post-editing, and report on 

comparison of bilingual and monolingual editing metrics; D8.1.1, D8.1.2 and D8.1.3: Data and 

report from user studies − Year 1-3; and D7.2: Report on assistance: Report on novel types of 

assistance to monolingual post-editors. 

The purpose of the monolingual studies was two-fold: 

a) to determine if native speakers of the target language can produce accurate translations based 

on the MT output alone, without access to the original source text; and 

b) to evaluate different ways of providing assistance to the monolingual post-editor based on 

information taken from or related to the automatic translation process:  

1. word-level translation alternatives for selected words; 

2. MT-based paraphrasing, i.e. re-translation of a text segment selected by the user in 

the draft translation; and  

3. mark-up of automatic confidence estimates. 

The goals of the bilingual studies were the following: 

a) to provide benchmarks for monolingual post-editing; 

b) to assess in questionnaires user sentiment about the editing process and the tools used;  

c) to monitor progress in the quality of the raw MT (WP4); and 

d) to determine if lay post-editing (in the forum scenario) is feasible. 

For the purpose of discussion in this section, “raw MT” includes automatic pre- and post-editing with 

the rules developed in WP2. 

Feasibility of monolingual post-editing 

Though unsurprising, the most important result of our user studies on monolingual post-editing is 

that its feasibility depends highly on the quality of the raw MT output that constitutes the basis for 

post-editing. With lower grades of MT output quality, user acceptance of the post-editing process is 

very low in general, but especially so in the monolingual case. One participant in the monolingual 

Year 1 TSF study (en−fr with a baseline MT system), for example, described the task as “mission 

impossible”. Based on the user feedback from the Year 1 studies, participants were given the option 

of requesting access to the original source text in the Year 2 user study on user forum posts (en−de 

with the baseline MT system). Seventeen (N=17) out of 18 participants insisted on seeing the source, 

even though they had to request access for every individual segment in the task by clicking a button 

in the interface. The one participant that worked monolingually performed noticeably worse than the 

bilingual post-editors (D7.1.2). With increasing MT quality, the picture changed. Working 

monolingually on data translated from French to English with a domain-adapted, improved MT 

https://github.com/accept-project/automatic-post-editing
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system (WP4), (paid) post-editors in the Year 3 monolingual TSF study were able to achieve a level 

of final translation quality that human evaluators judged to be on par with the output of bilingual 

post-editing of baseline MT output (D7.1.3 & 8.2). Post-editor attitude also changed: in the exit 

survey, 12 out of the 16 monolingual post-editors in this study reported that they were “quite 

certain” (2) or “pretty confident” (10) that they understood what the text was supposed to say. 

Similarly, in the Year 3 forum post study (fr−en), one post-editor also achieved final output quality 

on par with bilingual post-editing of the same MT output.  

Feasibility of lay post-editing 

Mitchell (2015) took a mixed-methods approach, investigating post-editing (PE) quality 

quantitatively with an error annotation, a domain specialist evaluation and an end-user evaluation. 

Post-editing behaviour was also further explored (i.e. specific edits performed) from a qualitative 

perspective. With the involvement of community members, the need for a PE competence model was 

a clear requirement. Göpferich's translation competence (TC) model (2009) was investigated to 

determine whether it may serve as a basis for lay post-editing. Quantitative data proves with 

statistical significance that lay post-editing is a feasible concept, producing variable output, however. 

On a qualitative level, post-editing is successful for short segments requiring less than 35% 

post-editing effort. No post-editing patterns were detected for segments requiring more PE effort. 

Lastly, the data suggests that PE quality is largely independent of the profile characteristics 

measured, including those of the TC model under scrutiny. 

Post-editing support features 

Automatic translation confidence estimates were discarded as a support feature as they turned out to 

be not sufficiently reliable and also hard to interpret, based on several investigations external to 

ACCEPT (e.g. within CasMaCat, cf. ACCEPT deliverable D7.2: Report on assistance: Report on 

novel types of assistance to monolingual post-editors). In the Year 3 studies, word-level translation 

options were subsumed under the more advanced paraphrasing support, which offers translations 

alternatives not only for single words, but also for entire phrases or clauses. Paraphrasing support 

allows users to mark up a stretch of text in the edit box and have it paraphrased by the MT engine, 

either by re-translation (if the source is available, even if hidden from the user), or by 

back-translation into the source language and subsequent re-translation. The MT engine then 

provides multiple suggestions that the user can choose from.  

The paraphrasing support was evaluated in the Year 3 studies but did not fare very well. Even though 

participants used / tried out this support feature to varying degrees, they rated it as “not very useful” 

in a post-experiment questionnaire (Year 3 TSF monolingual). The top reasons given (via a multiple 

choice question) were (a) the low quality of the suggestions and (b) the post-editor having no need 

for them to begin with. Further details on the Year3 studies can be found in D7.1.3 & 8.2: Data and 

report from user studies on monolingual post-editing, and report on comparison of bilingual and 

monolingual editing metrics.  

Variance among post-editors 

In line with observations from third-party user studies on translation and post-editing (e.g. in the 

projects CasMaCat and MateCat), the experimental data from our user studies show a wide variance 

in post-editor productivity, translation edit rates, and final translation quality. This makes it difficult 

to draw conclusions about productivity gains and final translation quality from the comparatively 

small studies we conducted in the course of the ACCEPT project, as random sampling effects (which 

test document and which post-editors do we choose?) tend to dominate the observations. In addition, 

our analysis of post-editor behaviour in the monolingual Year3 TSF study (cf. D7.1.3 & 8.2) shows 

that there is a wide variance as to where post-editors spend their time. The timing data collected in 

the study reveals that a small number of outliers account for much of the total time each post-editor 
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spends on their respective task, but there is no clear pattern of distribution shared among post-editors 

that would hint towards specific sentences being particularly time-consuming. Moreover, for the use 

case envisioned in the ACCEPT project − working with volunteer post-editors − translator 

productivity may not even be the primary concern. For volunteers dedicating their time to a good 

cause, satisfaction with the tools used and the overall process may be more important than 

bottom-line productivity.  

User satisfaction 

Raw MT quality appears to be the prominent factor in overall user satisfaction, especially since study 

participants generally liked the ACCEPT plug-in interface as such. MT output of insufficient quality, 

on the other hand, caused considerable post-editor frustration. With increasing MT quality, however, 

their satisfaction increases as well. While the ACCEPT plugin interface was generally perceived as 

intuitive and easy to use, study participants also pointed out a few issues with the current design. The 

most important point of criticism (since it does not only affect convenience but also comprehension) 

was that the left panel did not maintain a sufficient level of text formatting in the TSF user studies. 

While regular prose was unproblematic, text that crucially depends on formatting, such as bullet 

points or tables, became hard to interpret when the formatting was lost. This was mostly due to errors 

in text selection and pre-processing, e.g. when the sentence splitter failed to recognise such special 

formatting. But sophisticated display of special formatting was also beyond the scope of what the 

ACCEPT plug-in was developed for. For production use, this is clearly an issue that would be high 

on the list of desirable improvements. Another area of improvement mentioned in the survey 

responses was better synchronization between the left panel and the edit window on the right-hand 

side..  

MT quality 

Unlike the user studies in Years 1 and 2, the user studies in Year 3 used updated, improved, 

domain-adapted SMT systems as their back-end. The better raw MT quality in the Year3 studies 

enabled monolingual post-editors to produce final output quality that was on par with bilingual 

post-editing in the translation direction fr−en. For translation from English to French, bilingual post-

editors still fared slightly better. 

The dominant factor that determines user satisfaction and, at least in the case of monolingual 

post-editing, output quality is the quality of the initial MT output. With a good-quality MT engine 

(such as the fr−en translation system in the Year3 user studies), monolingual post-editors can achieve 

a text quality on par with bilingual post-editing. However, if the MT output is of too low a quality, 

the final text quality as well as post-editor satisfaction suffer quickly (cf. also Mitchell et al., 2013, 

2014; Mitchell, 2015). When given a choice, post-editors strongly prefer bilingual post-editing over 

the monolingual variant.  

4.1.3.7.  Volunteer communities  

The success of the project has been contingent on the contribution of human pre- and post-editors of 

community content. Initial work investigated existing community structures, community 

motivations, and reward systems. In addition, usability tests were conducted to ensure that the 

ACCEPT technology met the needs of users. Best practice guidelines were supplied and presented to 

the community as part of the associated deliverables D6.1.1, D6.1.2, D6.1.3: Seminar material on 

pre-editing (Edition 1-3) and D6.2.1, D6.2.2, D6.2.3: Seminar material on post-editing (Edition 1-3). 

Additional informative material was regularly distributed via existing discussion platforms (e.g. 

Symantec’s Norton Forums for the Commercial Forum use case), and Facebook and LinkedIn in the 

case of TSF (in the NGO use case). Other methods of dissemination included weekly articles, emails 

and online slideshows.  
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The commercial forum use case 

The ACCEPT technology was successfully implemented in three target Norton forums (English, 

French and German), where multiple user studies were carried out. All of these activities are 

described in deliverable D6.3: Community Building Report for Symantec Forums. The main findings 

are summarized next. 

Most community building activities were conducted in association with studies related to other work 

packages in the project (e.g. WP2 as described in Bouillon et al., 2014) in order to collect feedback 

and data for the various technologies developed. These activities shed light on how forum users 

respond to collaborative and individual tasks related to linguistic improvement and machine 

translation. The main findings are that: i) the most active and senior members of the community 

respond faster and more effectively to community development initiatives, sometimes even 

proactively and with no need for a formal invitation; ii) there is a strong relationship between the 

individuals’ personal motivations and their likeliness to want to complete a given task, which takes 

priority over the type of approach that may be used to recruit them; iii) making simple, intuitive and 

game-like tasks highly visible to the whole community is an effective way of quickly engaging a 

large pool of users, regardless of their seniority in the community or their initial motivation to visit 

the website; iv) despite the seminar materials used in our communications aiming to clarify the 

objective of the project and purpose of the tools, some users will still see the technologies made 

available to them in the light of their personal experience – written clarifications may be completely 

missed or forgotten; v) following the previous point, the best approach to demonstrating the purpose 

and usefulness of a technology and potentially engaging users in any activities pertaining its testing 

or usage is to involve them in a practical experiment that puts such technologies to use in the context 

of the community’s main purpose. As observed in other online communities, the percentage of users 

willing to contribute with their knowledge is small, and this community proved no exception. 

However, the proportion of users who do give their time tends to be enough to generate a satisfactory 

level of contributions to the forum.  

Our findings also suggest that the most effective way to grow communities around the ACCEPT 

technology is to perform experiments with real-time systems, such as “Baudolino” (which directly 

investigated the usefulness of machine translation and post-editing in online forums) and game-like 

activities like the one conducted in the German-speaking forum (Mitchell et al., 2014b).  

The NGO use case 

Creating the TSF/NGO communities proved challenging, as a common community uniting 

translators coming from a range of diverse backgrounds had to be built. These translators had to be 

encouraged to share their experience on post-editing. The negative perception of machine translation 

and the reluctance of some translators to perform post-editing, especially in the medical field, also 

had to be tackled. This work had to be supplemented with a presentation of the ACCEPT project and 

its targeted objectives (e.g. using the materials created in the aforementioned deliverables, generating 

online debates, providing administrative information, or leveraging the official ACCEPT newsletter). 

Diversifying the strategy of communication via social networks (LinkedIn, Facebook) and putting in 

place regular communications enabled Lexcelera to broaden the community and keep it alive. 

Throughout the ACCEPT project, we repeatedly noticed that it is crucial to communicate regularly 

with community members and ensure that they understand what is at stake. Volunteers must have the 

opportunity to express themselves and share their feelings, notably via surveys. Last but not least, 

rewards must be considered by community managers as an important aspect of motivation (e.g. using 

KudoZ and LinkedIn recommendations in our setting). 

The main objective for creating this community was to handle translation experiments with bilingual 

and monolingual tasks in the social and medical field. Besides performing the actual tasks, we also 

needed the community to collect feedback and sentiment, generate discussions, and influence the 
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future behaviour of the participants. The community built is a relatively small one, but we think that 

having acquired 150 members within 3 years is a satisfactory result for a research project of this 

kind. Through several sentiment and behavioural analyses performed during the period, we have 

learnt that the community is now more confident about machine translation technology, accepting 

that its purpose in the project is to provide understandable translations of important information that 

would not be made available otherwise. Most of the community members, however, mentioned that 

without rewards they would not have participated.  

Culture change in both communities 

In deliverable D6.5: Report on Adoption of new procedures and recommendations for authoring and 

editing in the project, we discussed the general principles behind online culture dynamics. We 

underlined the fact that the number of active participants in any community tends to be very low 

compared to the global number of visitors, and that many visitors are infrequent. This aspect greatly 

affects any initiatives undertaken to promote new behaviours, especially as far as the Norton forum 

use case is concerned. We also pointed out that users are mostly driven by their intrinsic motivations 

when they get involved in forum activities, and highlighted how important it is to understand these 

motivations in order to influence the community culture. In the specific case of the Norton forums, 

users are driven by a need to obtain information on technical matters and their progressive 

involvement in the community life may lead them to be proactive in helping other users solve their 

problems. Finally, we described the most active group of users, the Gurus, establishing that they have 

a passion for technology, a need for social recognition, or sometimes competition, and enough extra 

time to give to the community. This is also a dominant group in the community, whose mission is to 

provide advice to the rest of the members; it was therefore important to target them in our 

campaigns.  

Deliverable D6.5 also presented an analysis of various sources of feedback and information, allowing 

us to investigate the success of our initiatives in effectively influencing the behaviour of the 

community, leading it to adopt new rules and procedures. More specifically, we looked at comments 

users made in the forum, we described the results of a usability study performed on the pre-editing 

tool, we analysed the outcome of a survey conducted in the community, and we reviewed usage data 

for the pre-editing tool. The main global conclusion is that the awareness of this topic and the 

adoption of our tools was lower than we had hoped for. However, during the course of our analysis 

we were able to uncover specific reasons that may have led to this result. Some of these reasons 

include: i) linguistic improvement is not seen as crucial in the context of online communications and 

as a consequence many users do not proactively look for pre-editing tools that may help them in that 

respect, or they are insensitive to any campaigns around this topic; linguistic improvement seems to 

be more needed in professional or more formal contexts; ii) users prefer to rely on their own 

linguistic knowledge than using additional tools, which are often seen as having insufficient 

performance levels; users do not realise that despite their limitations, the tools can help address 

certain problems, such as typos; iii) there is high turnaround among community visitors; the lack of a 

large number of users who consistently come to the forum affects our ability to influence community 

behaviour, as cultural changes are usually slow and require several approaches; iv) the usability of 

the ACCEPT pre-editing tool may have affected its usage (e.g. form factor, presence of competing 

technology); v) some users failed to understand the purpose of the ACCEPT technology and how it 

could benefit them; more specifically, they did not understand that some of the grammar and spelling 

suggestions proposed by the tool directly related to machine translation. 

As far as the TSF community is concerned, however, the information collected shows that there is a 

tangible change in culture on the perception of machine translation. The community sees that 

research is focused in achieving quality and making information available for more people. 
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4.1.3.8.  Evaluation  

Throughout the duration of the ACCEPT project, systematic evaluation activities have been carried 

out in order to ascertain whether the newly proposed methods and techniques contribute to 

improving MT for community content. These activities pertained to three main axes of research and 

developments in the project, namely, pre-editing, post-editing, and SMT proper. The list of activities 

is schematically presented in Appendix I. In this section, we provide a concise description of the 

activities and their main findings. 

Year 2 – Evaluation campaign 

Following the release of a stable set of pre-editing rules in WP2 at M16, a large-scale evaluation 

campaign was conducted in which human judges contrastively rated translations of original and 

pre-edited versions of texts. The judges were semi-professional translators, i.e., advanced Master 

students in translation studies at the Faculty of Translation and Interpreting of the University of 

Geneva who were native speakers of the target language with working knowledge of the source 

language; they were not subject matter experts, and were paid for the task. The evaluation dataset 

consisted of a large number of posts in the Norton Community forum, made available by Symantec. 

It amounted to 2000 posts in each source language tackled by the project, English and French.  

A first portion of the data (500 posts) was evaluated by three judges. The evaluation results, 

according to the majority judgements, showed that pre-editing has a consistent positive impact on 

translation quality for the three language pairs investigated (fr−en, en−fr, en−de). On average, 

pre-editing leads to similar or improved translation quality in 76.4% of the cases, with fr−en the 

strongest language pair (85.2%), followed by en−fr (73.2%) and en−de (70.8%).  

The remaining data (up to 2000 posts) was evaluated by a single human judge. The results, according 

to unique judgements, showed similar performance of pre-editing rules: 80.2% on average, with the 

highest results for fr−en (83.9%) and comparable results for en−fr and en−de (72.9% and 73.8%, 

respectively). 

Year 2 – Evaluation campaign: Additional experiments 

The evaluation campaign provided a framework for investigating additional research questions 

related to the performance of rules and the suitability of the evaluation methodology. A number of 

similar smaller-scale experiments have taken place, whose findings are summarised below. 

− Automatic pre-editing alone is sufficient for achieving considerable improvements in 

translation quality. When pre-editing was performed using the subset of rules that can be 

applied automatically, the performance
4
 was only slightly lower than that of full pre-editing 

(i.e. pre-editing including both automatic rules and rules requiring manual intervention): 

en−fr: 76.6%, fr−en: 70.0%, en−de: 65.1%. This result implies that ACCEPT pre-editing 

rules have a direct, broadened applicability, independently of human intervention. 

− Monolingual evaluation – i.e. evaluation without access to the source text – was proven to be 

feasible and to produce comparable results to bilingual evaluation (performance of 73.9% for 

en−de). This result suggests that evaluation work can be reliably performed by monolingual 

speakers, who are easier to recruit than bilingual ones. 

                                                 

 
4
 The performance is quantified as the percentage of cases where we observed a similar or improved translation quality. 
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− When using a less finer-grained evaluation scale in manual evaluation (3-point Likert scale 

instead of a standard 5-point scale), the results are in line with those of the standard 

evaluation procedure (3-point: 72.4%; 5-point: 67.8%). This result validated the 5-point scale 

used in the default experimental setup. 

− Human evaluation results correlate only weakly with automatic evaluation results provided 

by metrics such as BLEU, GTM, TER and METEOR. Metric scores do not reflect the change 

in quality observed according to human judgments. These results emphasise the importance 

of performing human evaluation, as opposed to relying blindly on automatic evaluation. 

− Extrinsic (task-based) evaluation showed that the positive impact of pre-editing on translation 

quality is also accompanied by a positive impact on post-editing productivity, the post-editing 

time being reduced roughly by half. 

− Named entities (user name, software product names) are responsible to a large extent for the 

deterioration of MT output by pre-editing. Named entities represent a notoriously difficult 

problem for community content processing. However, it is possible deal with them more 

accurately by using spelling correction rules in an interactive, rather than automatic, way. 

Year 2 – Evaluation campaign: Medical domain 

In addition to pre-editing rules specifically designed for the technical forum use case, the project 

developed and evaluated pre-editing rules tailored to the NGO use case, represented by the medical 

data domain. Results from human evaluation experiments with semi-professional translators (as 

described above) confirmed the positive impact of pre-editing in this domain (performance fr−en: 

74.3%). 

Year 3 – Portability of pre-editing rules 

In Year 3, a series of evaluation experiments was devoted to investigating the portability of 

pre-editing rules across data domains, MT systems and paradigms (statistical vs. rule-based machine 

translation). 

Rules initially designed for the Norton forum domain were applied to data that was slightly or 

radically different. The results of human (crowdsourced) evaluation showed that high performance 

was attained in terms of impact on translation quality in the new domains as well: CNET forum 

(slightly out-of-domain data): 87.1%; DIY plumbing forum (out-of-domain data): 76.9%.
5
 

The performance of pre-editing rules initially designed for application in the SMT paradigm was 

tested in the RBMT (rule-based machine translation) paradigm, instantiated by the Lucy and Systran 

systems specialised for the technical forum domain. Despite fluctuations in performance observed at 

the level of individual rules, pre-editing rules were generally found to have a similar impact on both 

paradigms.  

As a matter of fact, in an experiment where ratings were collected at the sentence level, a similar or 

improved translation quality was observed in 90.9% of the cases in the SMT setting (ACCEPT 

baseline system), and in 88.2% of the cases on average in the RBMT setting (Lucy system: 89.1%; 

Systran system: 87.3%). 

In a different experiment where ratings were collected at the forum post level, the rule performance 

in the SMT setting was 88.2%, comparable to the average performance of 89.6% achieved in the 

RBMT setting (Lucy system: 90.5%; Systran system: 88.6%). These results confirm the successful 

portability of pre-editing rules across paradigms. 

                                                 

 
5
 Note that the MT system used in this experiment was Google Translate rather than the usual ACCEPT baseline system. 
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Years 2&3 – Reliability of non-expert judgments 

In both Year 2 and Year 3 of the project, one of the major evaluation concerns was the reliability of 

ratings collected via crowdsourcing. In Year 2, Amazon Mechanical Turk user judgments were 

compared against judgments elicited from semi-professional translators. A statistically significant 

strong correlation was found between the two sets of judgments (Spearman’s rho: .754). This result 

proved that user ratings are reliable, thus appropriate for use in statistical analysis. In Year 3, a 

similar test was performed between judgments elicited from AMT users and those from experts. 

Again, a significant moderate to strong correlation was found between expert and non-expert 

judgments. This result is important in light of the central role played by user communities in the 

ACCEPT project. 

Year 3 – Evaluation of post-editing rules 

Finally, following the release of a stable set of post-editing rules at M30, a dedicated experiment was 

run with semi-professional translators to assess the performance of post-editing rules. The impact of 

automatic (French) post-editing rules was measured i) in terms of readability of the output in a 

monolingual scenario (i.e. evaluators had no access to the source text), and ii) in terms of usefulness 

for manual post-editing in a bilingual scenario (i.e. post-editors did have access to the source text). 

The results showed an overwhelmingly positive impact of automatic post-editing on readability 

(similar or improved readability in 99.0% of the cases), as well as high impact in terms of usefulness 

(71.9% of corrections actually retrieved in the manually post-edited output). 

Year 1&3 – SMT Evaluation 

In the ACCEPT project, we deployed two sets of SMT systems, the baseline systems in Year 1, and 

improved systems in Year 3. The main differences between the new systems and baseline systems 

are: 

− Domain adaptation. We tried each of the techniques described in deliverable D4.2: Report on 

robust machine-translation: domain adaptation and linguistic back-off and chose the one that 

gave the best performance for each language pair/domain combination (although note that the 

interpolation techniques did not scale well to the large data sets). The combinations in use are 

described below (see Table 1). 

− Operation Sequence Model. This is a new technique developed at Edinburgh which leads to 

consistently higher BLEU scores (Durrani et al., 2013). 

− Larger data sets. We incorporated extra data from the WMT shared tasks, as well as recently 

released patent data and some corpora from the OPUS project. 

− Improved reordering model. We used a hierarchical lexical reordering model, which we have 

found to give better performance. 

− Better tokenisation. For the Symantec systems, we improved the tokeniser’s handling of 

URLs, path names and other phenomena peculiar to the IT domain. 

The updated systems were for en−fr, en−de, fr−en (Symantec) and fr−en, en−fr (TSF). Table 1 shows 

a summary of the domain adaptation techniques used for each system, and the BLEU scores of the 

baseline and improved systems. More detail of the techniques is provided in D4.2. The evaluation 

results are slightly different to those quoted before for three reasons: i) we used cased instead of 

uncased BLEU since we believe that, particularly in the IT domain with its use of abbreviations and 

product names, this is a better measure of performance; ii) the tuning and testing sets for the 

Symantec data had been enlarged; iii) we had to normalise the tokenisation between the different 

systems for the purposes of comparison since BLEU operates on tokenised data. 
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Domain Language 

Pair 

Domain adaptation techniques Baseline 

(BLEU) 

Improved 

(BLEU) 

Symantec en−fr Domain indicator, Instance selection 32.9 37.5 

 en−de Domain indicator, Instance selection 19.4 22.5 

 fr−en Domain indicator 43.0 47.4 

TSF fr−en Domain indicator, Instance weighting 35.5 38.0 

 en−fr Domain indicator 26.8 36.2 

Table 1: Comparison of the baseline and improved (2014) ACCEPT systems, using cased BLEU. 
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4.1.4. Impact, exploitation and dissemination 

4.1.4.1. Exploitation and dissemination 

 

The main impact of the project comes through innovations in multilingual community content. By 

improving community content, the project has shown that it can be more easily translated with 

specially trained statistical machine translation engines. This is useful for anyone who needs 

information instantly and reliably in their own language. The technology developed throughout the 

ACCEPT project has been made available in the form of demonstrators, which have been used by 

commercial product forums and NGO community members. These demonstrators showcase online 

source content checking, online MT editing in both a monolingual and a bilingual context, and online 

content evaluation.  

The ACCEPT software components have been integrated into an academic portal, 

www.accept-portal.unige.ch (Gulati et al., 2015), which will continue as a showcase for ACCEPT 

after the end of the project. The ACCEPT academic portal is designed to offer a complete machine 

translation workflow suitable for teaching purposes, including pre-editing and post-editing steps. 

This platform will help to raise awareness and increase understanding of the importance of 

pre-editing, post-editing and evaluation of MT in the academic and professional communities. 

In addition to this showcase, a number of other exploitation paths have been investigated: 

1. Online Translation Support Tool (currently showcased at 

http://lexworks.com/Demo/lexcelera.php (Lexworks is a brand for Lexcelera). This is a 

demonstrator to show organisations how the various technologies might be combined in a 

commercial context. This is currently being demonstrated commercially on a regular basis.  

2. Exploit pre- and post-editing rules: the MT editing rules which have been developed are 

being folded into the standard offerings of Acrolinx around MT-readiness. These are offered to 

Acrolinx customers as a special feature for those customers wishing to prepare their content for 

machine translation – and will also promote the leverage of community content for those 

customers across the language barrier. Whilst the source code for these rules is in proprietary 

format, the specification of the linguistic phenomena which they model and the results of 

detailed evaluations of the impact of these rules on MT results have all been published. These 

evaluations have led to some extremely interesting new insights into the effects of pre-editing on 

SMT and RBMT results.  

3. “Baudolino” showcase: a sample integration was built by Symantec to showcase the use of 

the ACCEPT technology in a live large-scale commercial multilingual forum. As mentioned in 

Section 4.1.3.4, the ACCEPT Portal code enabling this integration was open-sourced and made 

available via the GitHub platform.  

4. Much of the code for many other components which were improved or refined during the 

ACCEPT project, most prominently the Moses SMT technologies, has been added to the open 

source repositories of those projects and is now available to the Moses community as both 

generic improvements to the core engine and specific improvements around community forum 

content.  

The dissemination effort of the project has been considerable and reflects the level of scientific and 

technology innovation which the project has delivered. The project members have written over 30 

peer-reviewed publications, 2 PhD thesis and a Bachelor’s thesis, and presented the technology at a 

number of large international commercial and academic conferences (e.g. LocalizationWorld, 

http://lexworks.com/Demo/lexcelera.php
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MT Summit, AMTA, EAMT). The full list of the publications and dissemination activities can be 

found in Section 4.2 and in deliverable D10.11: List of published papers in ACCEPT). 

4.1.4.2. Strategic impact 

There are currently 23 official languages in the EU, and although English is often regarded as an 

acceptable option in business communication, however, this does not hold for the community as a 

whole. One authoritative survey
6
 showed that only 38% of Europeans indicate that they know 

English. This means that multilingualism remains a critical issue for the European Union and its 

citizens. 

The challenges addressed in this project take inspiration from European Parliament resolution of 

24 March 2009 which: “Considers that Europe’s linguistic diversity constitutes a major cultural asset 

and it would be wrong for the European Union to restrict itself to a single main language; that 

stresses the crucial role of the EU institutions in ensuring respect for the principle of linguistic parity, 

in relations between Member States and in the EU institutions themselves, as also in EU citizens’ 

relations with national administrations and with Community and international institutions and 

bodies” (OJEU, 2010). 

By improving the current state of the art in language technology and in providing tools which operate 

over a diversity of languages, the ACCEPT project aligns well with the EU policy that supports all 

citizens being provided with information in their mother tongue.  

ACCEPT technologies facilitate the translation process in online environments including social 

media such as blogs, emails, and discussion forums. We have improved the usability, performance 

and cost effectiveness of content development and translation, and provided supporting technology in 

natural language processing deployments containing machine translation. 

ACCEPT has also played a role in increasing the competitiveness of Europe in the field of 

multilingual digital content delivery. In certain respects, research and development in language 

technologies in Europe are still lagging behind research in the United States and Japan. We have 

improved the situation in Europe and we believe that the ACCEPT project will advance citizens’ 

access to information.  

Monolingual editing has shown that it can act as a liberating force, and free the reader from the 

burden of attempting comprehension in a language he/she is unfamiliar with.  

4.1.4.3. Economic impact 

The customer is central to Web 2.0, and many enterprises provide platforms for user-generated 

content, especially software companies such as Microsoft, Adobe, and Symantec. Our challenge has 

been to show how technology can open these usually English language centric social media to the 

non-English speaking world. The web continues to gain new participants, but the English speaking 

world is already near saturation and the growth in the Web is found among non-English speaking 

customers.     

Potential users of this technology span multi-national companies, government organisation and 

non-governmental charities. Practically every institution, from small businesses to regional 

government offices, depends on language technologies for internal content management and 

translation. The project addressed the needs of European citizens, who are increasingly becoming 

content providers on popular Web 2.0 websites. 

                                                 

 
6
 http://ec.europa.eu/public_opinion/archives/ebs/ebs_243_sum_en.pdf (Accessed: March, 2015) 

http://ec.europa.eu/public_opinion/archives/ebs/ebs_243_sum_en.pdf
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The innovative nature of ACCEPT project has built unique competence in this key new area of 

automatic multilingual content delivery. This will, in turn, bolster Europe’s position of strength in the 

localisation industry and help move away from a commoditised translation industry to a more 

high-tech linguistic technology industry. 

4.1.4.4. Technological advantages 

Automated content checking frequently fails due to neologisms, incorrect tokenisation or wrong 

sentence segmentation. In a source context checking, for instance, Microsoft Word’s spell checker 

frequently suffers from false positives, particularly with proper nouns and unusual names. Its 

grammar checker suffers from the opposite problem: it misses blatant errors (Bernstein et al., 2010). 

In an SMT output checking scenario, it is also difficult to flag errors since SMT output tends to be 

difficult to predict. 

The aim of the ACCEPT project has been to provide community users with rules that cope with real 

texts in a robust manner. Convincing users to use content checking cannot be achieved in one step, 

and to maximise the industrial as well as the social impact, a number of phases were defined in the 

project. The impact of this project comes through two key aspects: the quality of the resulting 

technologies and size of the community users who are willing to participate in this initiative. These 

criteria are not independent of each other. For instance, the size of the community depends on the 

quality of the resulting technologies. In order to ensure the best development towards maximum 

impact, the development within the project has been carried out in phases. The developed checking 

and editing infrastructure has been used in three test cases: online content authoring, monolingual 

post-editing and bilingual post-editing. This has allowed us to develop our methods in a controlled 

and focused environment. The technology has been proven efficient in these domains, and can be 

easily transferred into other domains. 

4.1.4.5. Social benefits 

The involvement of TSF in the ACCEPT project is expected to bring significant social benefits. 

Enabling more use of MT in the TSF context is helping the organisation scale to a different order of 

magnitude - removing bottlenecks to the process of delivering critical medical, educational, technical 

and nutritional information to people in need throughout the world. 

In crisis situations, the delivery of information is a crucial part of the aid, and the right information 

can influence the ability of NGOs to deliver their aid. TSF’s work helps NGOs break through the 

language barrier and focus on their core competence. One of TSF’s biggest “clients” is Médecins 

sans frontières (Doctors without Borders), winner of the 1999 Nobel Peace prize. Active in almost 60 

countries, the organisation has a practically insatiable need for translations into a whole range of 

languages where it is hard to find human translators. Delivering a platform for editing 

machine-translated content will free up resources for core operations.    
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Appendix I. Evaluation activities 

ID/WP Aim Domain 
Language 

Pair 
Data MT System 

Evaluation 

Type: Variable 

N 

(observations) 

Results 

(* = Stat. Significant) 
Reference 

1/ 

WP9 

Evaluate the combined 

impact of pre-editing rules on 

MT quality 

IT technical 

forum 

(“Symantec”) 

fr−en 

en−fr 

en−de 

2000 posts (fr) 

ca 160K words 

ACCEPT 

baseline 

 

human: change 

in quality 

(better-same-

worse) 

472 (fr−en, 3 raters) 

443 (en−fr, 3 raters) 

459 (en−de, 3 raters) 

1756 (fr−en, 1 rater) 

1569 (en−fr, 1 rater) 

*68.9-16.3-14.8 (%) 

*51.5-21.7-26.9 (%) 

*56.4-14.4-29.2 (%) 

*53.9-30.0-16.1 (%) 

*49.8-23.1-27.1 (%) 

D9.2.2§2.3.1 

Seretan et al., 

2014 
2000 posts (en) 

ca 177K words 

2/ 

WP9 

Evaluate the combined 

impact of pre-editing rules on 

MT quality 

TSF medical 

domain  

fr−en 100 sentences 

ca 73 K words 

ACCEPT 

baseline 

 

human: change 

in quality 

(better-same-

worse) 

70 (2 raters) *50.0-24.3-25.7 (%) D9.2.2§2.3.2 

3/ 

WP9 

Evaluate the performance of 

automatic checking vs full 

checking rules 

IT technical 

forum 

(“Symantec”) 

fr−en 

en−fr 

en−de 

100 posts (fr) 

ca 5K words 

100 posts (en) 

ca 6K words 

 

ACCEPT 

baseline 

 

human: change 

in quality 

(better-same-

worse) 

auto: 

Spearman’s rho 

 

70 (fr−en, 3 raters) 

64 (en−fr, 3 raters) 

66 (en−de, 3 raters) 

*64.3-5.7-30.0 (%) 

*64.1-12.5-23.4 (%) 

54.5-10.6-34.8 (%) 

*.532 (fr−en, rho) 

*.640 (en−fr, rho) 

D9.2.2§2.3.3 

4/ 

WP9 

Compare pre-editing 

evaluation results obtained in 

monolingual vs bilingual 

evaluation 

IT technical 

forum 

(“Symantec”) 

en−de 100 posts  

ca 6K words 

ACCEPT 

baseline 

 

human: change 

in quality 

(better-same-

worse) 

 

88 (1 rater) *60.2-13.6-26.1 (%) 

*.490 (rho) 

D9.2.2§2.3.4 

5/ 

WP9 

Compare pre-editing 

evaluation results obtained 

using a 3-point vs 5-point 

evaluation scale 

IT technical 

forum 

(“Symantec”) 

en−de 100 posts  

ca 6K words 

ACCEPT 

baseline 

 

human: change 

in quality 

(clearly/slightly 

better-same-

clearly/slightly 

worse) 

 

87 (1 rater) 46.0-26-4-27.6 (%, 

3-point) 

*52.9-14-9-32-2 (%, 

5-point) 

D9.2.2§2.3.5 

6/ 

WP9 

Evaluate the combined 

impact of pre-editing rules on 

MT quality using metrics. 

Compute human-metric 

correlation. 

IT technical 

forum 

(“Symantec”) 

fr−en 50 posts  

ca 3K words 

 

ACCEPT 

baseline 

 

auto: BLEU 

   GTM 

   -TER 

  METEOR 

Kendall’s tau 

50 −.002; tau: .174 

−.012; tau: .130 

+.009; tau: .181 

+.001; tau: .211 

D9.2.2§2.5 
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7/ 

WP9 

Task-based evaluation of pre-

editing rules (impact on post-

editing) 

IT technical 

forum 

(“Symantec”) 

fr−en 158 sentences 

ca 3K words 

 

ACCEPT 

baseline 

 

auto: 

post-editing 

effort (time) 

auto: -TER 

138 (3 post-editors) x0.53 (time) 

+.094 (-TER) 

D9.2.2§2.6 

Gerlach et al. 

(2013) 

8/ 

WP9 

Assess user ratings reliability IT technical 

forum 

(“Symantec”) 

fr−en 1313 sentences ACCEPT 

baseline 

 

auto: 

Spearman’s rho 

raw agreement  

1178 (3 expert raters 

+ 3 non-expert 

raters) 

*.754 (rho) 

.823 (OA - observed 

agreement) 

D9.2.2§3 

9/ 

WP9 

Evaluate the combined 

impact of pre-editing rules on 

MT quality 

IT technical 

forum 

(“Symantec”) 

en−de 2000 posts  

ca 177K words 

ACCEPT 

baseline 

 

human: change 

in quality 

(better-same-

worse) 

1756 (en−de, 1 

rater) 

*58.4-9.4-32.2 (%) D9.2.4§2.1 

10/ 

WP9 

Analyse translations 

deteriorated by pre-editing 

IT technical 

forum 

(“Symantec”) 

en−de 63 posts  

ca 5K words 

ACCEPT 

baseline 

 

human: 

data-driven 

error typology 

63 (1 rater) 23% - lexical choice  

21% - named entities 

18% - post-editing 

harder 

13% - syntax 

D9.2.4§2.1 

11/ 

WP9 

Evaluate the combined 

impact of pre-editing rules on 

MT quality using metrics. 

Compute human-metric 

correlation. 

IT technical 

forum 

(“Symantec”) 

en−de 50 posts  

ca 3K words 

ACCEPT 

baseline 

 

auto: BLEU 

   -TER 

  METEOR 

Kendall’s tau 

50 +.004; tau: *.309 

+.009; tau: *.461 

*+.008; tau: *.375 

D9.2.4§2.2 

12/ 

WP9 

Evaluate the combined 

impact of pre-editing rules 

across domains 

DIY technical 

forum 

(“Plumbing”) 

fr−en 1000 sentences 

ca 160K words 

Google 

Translate 

human: change 

in quality 

(better-same-

worse) 

588 (3 raters) *69.4-7.5-23.1 (%) D9.2.4§2.3 

Gerlach, 2015 

13/ 

WP9 

Evaluate the combined 

impact of pre-editing rules 

across domains 

IT technical 

forum 

(“CNET”) 

fr−en 1000 sentences Google 

Translate 

human: change 

in quality 

(better-same-

worse) 

466 (3 raters) *83.7-3.4-12.9 (%) D9.2.4§2.3 

Gerlach, 2015 

14/ 

WP9 

Evaluate the combined 

impact of pre-editing rules 

across domains 

IT technical 

forum 

(“Symantec”) 

fr−en 1000 sentences Google 

Translate 

human: change 

in quality 

(better-same-

worse) 

534 (3 raters) *74.0-3.3-22.6 (%) D9.2.4§2.3 

Gerlach, 2015 
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15/ 

WP9 

Evaluate the combined 

impact of pre-editing rules on 

MT quality using metrics. 

Compute human-metric 

correlation. 

IT technical 

forum 

(“Symantec”) 

en−fr 107 sentences 

ca 2K words 

ACCEPT 

baseline 

 

human: change 

in quality 

(better-same-

worse) 

auto: BLEU 

   GTM 

   -TER 

  METEOR 

Kendall’s tau 

107 (2 raters) *57.0-20.6-22.4 (%) 

 

 

 

−.012; tau: *.263 

+.001; tau: .162 

+.010; tau: *.210 

+.005; tau: .155 

 

D9.2.4§2.2 

16/ 

WP9 

Evaluate the impact of 

pre-editing rules across 

paradigms (on a rule-by-rule 

basis) 

IT technical 

forum 

(“Symantec”) 

fr−en 1808 sentences ACCEPT 

baseline 

Lucy specialised 

human: change 

in quality 

(better-same-

worse) 

1362 (3 raters) *72.7-8.6-18.7 (%, 

ACCEPT baseline) 

*71.2-7.0-21.8 (%, 

Lucy specialised) 

D9.2.4§3.1 

Gerlach, 2015 

17/ 

WP9 

Evaluate the combined 

impact of pre-editing rules 

across paradigms 

IT technical 

forum 

(“Symantec”) 

fr−en 503 sentences  

(100 posts) 

Lucy specialised human: change 

in quality 

(better-same-

worse) 

205 (3 raters) *71.7-9.8-19.5 (%) D9.2.4§3.2 

 

18/ 

WP9 

Evaluate the combined 

impact of pre-editing rules 

across paradigms 

IT technical 

forum 

(“Symantec”) 

fr−en 1000 sentences ACCEPT 

baseline 

Lucy specialised 

Sytran spec. 

Google 

Translate 

human: change 

in quality 

(better-same-

worse) 

520 (3 raters) 

508 (3 raters) 

464 (3 raters) 

508 (3 raters) 

*82.9-6.0-11.2 (%) 

*84.8-4.3-10.8 (%) 

*86.9-0.4-12.7 (%) 

*74.0-3.3-22.6 (%) 

Gerlach, 2015 

19/ 

WP9 

Evaluate the combined 

impact of pre-editing rules 

across paradigms. Assess 

user ratings reliability. 

IT technical 

forum 

(“Symantec”) 

fr−en 100 posts ACCEPT 

baseline 

Lucy specialised 

Sytran spec. 

 

human: change 

in quality 

(better-same-

worse) 

auto: 

Spearman’s rho 

raw agreement 

93 (3 raters)  

95 (3 raters) 

88 (3 raters) 

+ 1 expert rater 

 

*83.9-4.3-11.8 (%) 

*88.4-2.1-9.5 (%) 

*85.2-3.4-11.4 (%) 

*.539 (rho); .723 (OA) 

*.569 (rho); .789 (OA) 

*.568 (rho); .747 (OA) 

D9.2.4§3.3 

20/ 

WP9 

Evaluate the performance of 

post-editing rules 

IT technical 

forum 

(“Symantec”) 

en−fr 200 sentences 

(ca 3K words) 

ACCEPT 

baseline 

 

human: change 

in readability 

(better-same-

worse) 

auto: edit 

preserved by 

post-editor 

(yes-no) 

194 (3 raters) 

 

 

 

391  

*82.0-17.0-1.0 (%) 

 

 

 

*71.9-28.1 (%) 

 

 

+.15 

D9.2.4§4 
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-TER 

21/ 

WP4 

Evaluate the performance of 

ACCEPT baseline SMT 

systems 

IT technical 

forum 

(“Symantec”) 

 

 

TSF medical 

domain 

en−fr 

en−de 

en−ja 

fr−en 

en−fr 

fr−en 

500 sentences 

 

 

ACCEPT 

baseline 

 

auto: BLEU  36.14 

19.73 

19.81 

42.41 

24.40 

32.73 

D4.1 

22/ 

WP4 

Compare the performance of 

ACCEPT baseline vs updated 

SMT systems 

IT technical 

forum 

(“Symantec”) 

 

TSF medical 

domain 

en−fr 

en−de 

fr−en 

en−fr 

fr−en 

1531 sentences 

1531 sentences 

511 sentences 

1127 sentences 

1002 sentences 

ACCEPT 

baseline 

(b.) 

ACCEPT 

updated 

(u.) 

auto: BLEU  32.9 (b.) 37.5 (u.) 

19.4 22.5 

43.0 47.4 

35.5 38.0 

26.8 36.2 
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Appendix II. Post-project availability of tools and resources 

 

Tool/Resource
7
 Current Dependencies Availability during Project Post-Project Availability 

ACCEPT Portal 

(API+WebApp) 

Acrolinx API for Pre-Edit 

demo and part of Post-Edit 

demo; Paraphraser API for 

part of Post-Edit demo 

Online instance managed by 

Symantec: accept-portal.eu  

open source (1a and 1b); 

online (2) 

ACCEPT 

Academic Portal 

Moses API Online implementation managed by 

UNIGE 

online (2) 

Acrolinx API Pre-Edit rules or Post-Edit 

rules 

Online instance managed by 

Acrolinx  

licensed by Acrolinx; online 

(2) 

Pre-edit client ACCEPT Portal 

(API+WebApp); Acrolinx 

API 

Online Demo managed by 

Symantec; Download 

open source (1c); online (2) 

Pre-edit rules (FR) Acrolinx API Online implementations managed 

by Acrolinx; Description in D2.2 

description in D2.2; on 

request (3); online (2) 

Pre-edit rules (EN) Acrolinx API Online implementations managed 

by Acrolinx; Description in D2.2 

description in D2.2; on 

request (3); online (2); 

scoring evaluation software: 

open source (1d) 

Post-edit client ACCEPT Portal 

(API+WebApp) 

Online Demo managed by 

Symantec;Usable by CDN 

managed by Symantec 

open source (1e); online (2) 

 

Post-edit rules 

(EN) 

Acrolinx API Online instance managed by 

Acrolinx; Description in D2.4 

description in D2.4; on 

request (3); online (2)  

Post-edit rules 

(DE) 

Acrolinx API Online instance managed by 

Acrolinx; Description in D2.4 

description in D2.4; on 

request (3); online (2) 

Post-edit rules 

(FR) 

Acrolinx API Online instance managed by 

Acrolinx; Description in D2.4 

description in D2.4; on 

request (3); online (2)  

Paraphraser API Models UEDIN Service  open source (1f) 

Moses API Models UEDIN Service; Local Moses open source (4); online (2) 

MT models (EN-

DE-SYMC) 

Moses UEDIN Service - Local online (2) 

MT models (EN-

FR-SYMC) 

Moses UEDIN Service - Local online (2) 

MT models (EN-

FR-TSF) 

Moses UEDIN Service - Local not available (insufficiently 

customized for exploitation) 

MT models (FR-

EN-SYMC) 

Moses UEDIN Service - Local online (2) 

MT models (FR-

EN-TSF) 

Moses UEDIN Service - Local not available (insufficiently 

customized for exploitation) 

Evaluation client ACCEPT Portal 

(API+WebApp) 

Usable by CDN managed by 

Symantec 

open source (1g) 

Automatic post-

editing  

Moses Description in D4.3  description in D4.3; software 

and PE data open source (1h) 

 

1. source code available at https://github.com/accept-project, in the following repositories: 

                                                 

 
7
 See next page for a short description of tools and resources. 

http://www.accept-portal.eu/
http://www.accept-portal.eu/
http://accept.acrolinx.com/
http://accept.acrolinx.com/
http://www.accept.unige.ch/Products/D2_2_Definition_of_Pre-Editing_Rules_for_English_and_French_with_appendixes.pdf
http://www.accept.unige.ch/Products/D-2-4-Definition-of-Post-editing-Rules.pdf
http://statmt.org:8123/?max=2&sys=1019-5&lang=en&q=%3Cinput
http://www.accept.unige.ch/Products/D4-3-Improved-MT-Post-editing.pdf
https://github.com/accept-project
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a. accept-api 

b. accept-portal 

c. accept-pre-edit 

d. accept-score-rules 

e. accept-post-edit 

f. casmacat-cat-server 

g. accept-evaluation 

h. automatic-postediting 

2. as part of the online instance at the University of Geneva (“academic portal”) 

3. available on request by Acrolinx 

4. source code available at https://github.com/moses-smt/mosesdecoder  

 

Short description of tools and resources 

ACCEPT Portal (API+WebApp) 

Code for the ACCEPT Web application (Portal) + ACCEPT REST API and ACCEPT Framework. 

ACCEPT Academic Portal 

Fully integrated, user-centred version of the ACCEPT Portal specifically designed for teaching. 

Acrolinx API 

Acrolinx API, licensed by Acrolinx.  

 

Pre-edit rules (FR, EN)  

Different types of FR and EN pre-editing rules (automatic and interactive) with individual positive 

impact on SMT, in particular: 

− FR and EN rule sets to improve the source and normalize user-generated content in the area 

of spelling, grammar, style and terminology 

− FR rule set, only intended for the machine, to be applied in the background (for example for 

replacing the informal second person by the formal one, more frequent in the training data). 

These rules are described in deliverable D2.2. They are available on request by Acrolinx and demoed 

online in the ACCEPT Academic portal. 

 

Post-edit rules (EN, DE, FR)  

Different types of post-editing rule sets (automatic, manual, monolingual and bilingual) to detect and 

correct machine errors in the output of MT. These sets are described in deliverable D2.4. They are 

available on request by Acrolinx and demoed online in the ACCEPT Academic portal. 

 

Pre-Edit client 

Code for the ACCEPT standard and real-time pre-edit clients (or plug-ins). 

Post-Edit client  

Code for the ACCEPT post-editing client (or plug-in). 

Paraphraser API 

Server which supplies paraphrases of sentences in context. The code for this is available as 

open-source at https://github.com/accept-project/casmacat-cat-server. The mainline for the 

paraphrase server in rephraser.py and the paraphrase-client.py shows an example of how to use the 

API. The paraphraser is described in D7.2. 

https://github.com/moses-smt
https://github.com/accept-project/casmacat-cat-server
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Moses API 

The code for deploying Moses models is to be found here: https://github.com/bhaddow/translation-

broker. It is effectively a wrapper for the Moses server which handles pre- and post-processing, and 

multiple language pairs. Instructions are included in the README. 

Moses Models (EN-DE-SYMC, EN-FR-SYMC, EN-FR-TSF, FR-EN-SYMC, FR-EN-TSF) 

These models were created from TSF and Symantec data. In order to download them, please contact 

Barry Haddow (bhaddow@inf.ed.ac.uk). They are described in deliverable D4.1. 

Evaluation client 

Code for the ACCEPT evaluation client (or plug-in). 

Automatic Post-editing 

This is the code used to run the APE experiments in D4.3, plus the Edinburgh post-editing corpus 

(except for the source). It is available from https://github.com/accept-project/automatic-post-editing.

https://github.com/bhaddow/translation-broker
https://github.com/bhaddow/translation-broker
mailto:bhaddow@inf.ed.ac.uk
https://github.com/accept-project/automatic-post-editing
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Appendix III. Diagrams and photographs 

 

Figure 1. ACCEPT project website (accept-project.eu) – landing page 

http://accept-project.eu/


41 

 

 

 

Figure 2. ACCEPT project website (accept-project.eu) – Videos page 

http://accept-project.eu/
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Figure 3. ACCEPT Portal (accept-portal.eu) – Presentation page 

http://accept-portal.eu/
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Figure 4. ACCEPT Portal (accept-portal.eu) – Presentation page for pre-editing module 

http://accept-portal.eu/
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Figure 5. ACCEPT Portal (accept-portal.eu) – Presentation page for post-editing module 

http://accept-portal.eu/
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Figure 6. ACCEPT Portal (accept-portal.eu) – Presentation page for evaluation module 

http://accept-portal.eu/
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Figure 7. ACCEPT Portal (accept-portal.eu) – About page 

http://accept-portal.eu/
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Figure 8. Pre-editing module of the ACCEPT Portal (accept-portal.eu) – List of plug-in demonstrations 

http://accept-portal.eu/
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Figure 9. Pre-editing module of the ACCEPT Portal (accept-portal.eu) – Demonstration for English 

http://accept-portal.eu/
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Figure 10. Post-editing module of the ACCEPT Portal (accept-portal.eu) – List of demonstration projects 

http://accept-portal.eu/
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Figure 11. Post-editing module of the ACCEPT Portal (accept-portal.eu) – Project creation page 

http://accept-portal.eu/


51 

 

 

Figure 12. Post-editing module of the ACCEPT Portal (accept-portal.eu) – Demonstration for French-English 

http://accept-portal.eu/


52 

 

 

Figure 13. Evaluation module of the ACCEPT Portal (accept-portal.eu) – Project creation page 

http://accept-portal.eu/
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Figure 14. Evaluation module of the ACCEPT Portal (accept-portal.eu) – Demonstration for French-English 

http://accept-portal.eu/
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Figure 15. ACCEPT Portal (accept-portal.eu) – User feedback page 

http://accept-portal.eu/
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Figure 16. ACCEPT Portal (accept-portal.eu) – Help page 

http://accept-portal.eu/


56 

 

 

Figure 17. ACCEPT Academic Portal (accept-portal.unige.ch) – Landing page 

http://accept-portal.unige.ch/
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Figure 18. ACCEPT Academic Portal (accept-portal.unige.ch) – Start page 

http://accept-portal.unige.ch/
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Figure 19. ACCEPT Academic Portal (accept-portal.unige.ch) – Pre-editing module 

http://accept-portal.unige.ch/
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Figure 20. ACCEPT Academic Portal (accept-portal.unige.ch) – Translation module 

http://accept-portal.unige.ch/
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Figure 21. ACCEPT Academic Portal (accept-portal.unige.ch) – Summary page 

http://accept-portal.unige.ch/
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Figure 22. ACCEPT Academic Portal (accept-portal.unige.ch) – Help page 

 

http://accept-portal.unige.ch/
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4.2. Use and dissemination of foreground 

 

TEMPLATE A1: LIST OF SCIENTIFIC (PEER REVIEWED) PUBLICATIONS  

N
O. 

Title Main author 
Title of the periodical 

or the series 

Number, 
date or 

frequency 
Publisher 

Place of 
publication 

Year 
of 

publi
catio

n 

Relevant 
pages 

Permanent 
identifiers8 

(if available) 

Is/Will 
open 

access9 
provided 

to this 
publicati

on? 

1 
Analysing the Effect of 
Out-of-Domain Data on 
SMT system 

Haddow, B., 
Koehn, P. 

Proceedings of the 
Seventh Workshop on 
Statistical Machine 
Translation 

June 2012 

The 
Association 
for 
Computation
al Linguistics 

Montreal, 
Canada 

2012 317−321 

http://www.aclweb.o
rg/anthology-
new/W/W12/W12-
31.pdf 

yes 

2 

Applying CNL Authoring 
Support to Improve 
Machine Translation of 
Forum Data 
 

Lehmann, 
S., 
Gottesman, 
B., 
Grabowski, 
R., Kudo, M., 
Lo, S. K. P., 
Siegel, M., 
Fouvry, F. 

Controlled Natural 
Language, Lectures 
Notes in Computer 
Science.  

Volume 
7427 

Springer 
Berlin 
Heidelberg 

2012  1−10 

http://link.springer.c
om/chapter/10.1007
/978-3-642-32612-
7_1 

no 

                                                 

 
8 A permanent identifier should be a persistent link to the published version full text if open access or abstract if article is pay per view) or to the final manuscript accepted for publication (link to 

article in repository).  
9 Open Access is defined as free of charge access for anyone via Internet. Please answer "yes" if the open access to the publication is already established and also if the embargo period for open 

access is not yet over but you intend to establish open access afterwards. 

 

http://www.aclweb.org/anthology-new/W/W12/W12-31.pdf
http://www.aclweb.org/anthology-new/W/W12/W12-31.pdf
http://www.aclweb.org/anthology-new/W/W12/W12-31.pdf
http://www.aclweb.org/anthology-new/W/W12/W12-31.pdf
http://link.springer.com/chapter/10.1007/978-3-642-32612-7_1
http://link.springer.com/chapter/10.1007/978-3-642-32612-7_1
http://link.springer.com/chapter/10.1007/978-3-642-32612-7_1
http://link.springer.com/chapter/10.1007/978-3-642-32612-7_1
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3 

Using Automatic Machine 
Translation Metrics  
To Analyze the Impact of 
Source Reformulations.  
 

Roturier, J., 
Mitchell, L., 
Grabowski, 
R., Siegel, 
M. 

Proceedings of the 
Conference of the 
Association for Machine 
Translation in the 
Americas (AMTA) 

October 
2012 

 
San Diego, 
USA 

2012 n/a 
http://amta2012.amt
aweb.org/AMTA201
2Files/start.htm 

yes 

4 
Interpolated Backoff for 
Factored Translation 
Models.  

Koehn, P., 
Haddow, B. 

Proceedings of the 
Conference of the 
Association for Machine 
Translation in the 
Americas (AMTA) 

October 
2012 

 
San Diego, 
USA 

2012  n/a 
http://amta2012.amt
aweb.org/AMTA201
2Files/start.htm 

yes 

5 

Using Source-Language 
Transformations to 
Address Register 
Mismatches in SMT. 

Rayner, M., 
Bouillon, P., 
Haddow, B. 

Proceedings of the 
Conference of the 
Association for Machine 
Translation in the 
Americas (AMTA) 

October 
2012 

 
San Diego, 
USA 

2012  n/a 
http://amta2012.amt
aweb.org/AMTA201
2Files/start.htm 

yes 

6 

La préédition avec des 
règles peu coûteuses, 
utile pour la TA 
statistique des forums? 

Gerlach, J., 
Porro, V., 
Bouillon, P., 
Lehmann, S. 

Actes de la 20e 
conférence sur le 
Traitement Automatique 
des Langues Naturelles 
(TALN) 

June 2013 ATALA 
Sables 
d'Olonne, 
France 

2013 539−546 

http://www.taln2013
.org/actes/www/volu
mes/taln-
recital2013_volume
1.pdf 

yes 

7 

Applying Pairwise 
Ranked Optimisation to 
Improve the Interpolation 
of Translation Models 

Haddow, B. 

Proceedings of the North 
American Chapter of the 
Association for 
Computational 
Linguistics: Human 
Language Technologies 
(NAACL-HLT) 

June 2013 

Association 
for 
Computation
al Linguistics 

Atlanta, 
Georgia, USA 

2013  342−347 
http://naacl2013.na
acl.org/ 

yes 

http://amta2012.amtaweb.org/AMTA2012Files/start.htm
http://amta2012.amtaweb.org/AMTA2012Files/start.htm
http://amta2012.amtaweb.org/AMTA2012Files/start.htm
http://amta2012.amtaweb.org/AMTA2012Files/start.htm
http://amta2012.amtaweb.org/AMTA2012Files/start.htm
http://amta2012.amtaweb.org/AMTA2012Files/start.htm
http://amta2012.amtaweb.org/AMTA2012Files/start.htm
http://amta2012.amtaweb.org/AMTA2012Files/start.htm
http://amta2012.amtaweb.org/AMTA2012Files/start.htm
http://www.taln2013.org/actes/www/volumes/taln-recital2013_volume1.pdf
http://www.taln2013.org/actes/www/volumes/taln-recital2013_volume1.pdf
http://www.taln2013.org/actes/www/volumes/taln-recital2013_volume1.pdf
http://www.taln2013.org/actes/www/volumes/taln-recital2013_volume1.pdf
http://www.taln2013.org/actes/www/volumes/taln-recital2013_volume1.pdf
http://naacl2013.naacl.org/
http://naacl2013.naacl.org/


64 

 

8 

Grouping Language 
Model Boundary Words 
to Speed K-Best 
Extraction from 
Hypergraphs 

Heafield, K., 
Haddow, B., 
Lavie, A. 

Proceedings of the North 
American Chapter of the 
Association for 
Computational 
Linguistics: Human 
Language Technologies 
(NAACL-HLT) 

June 2013  

Association 
for 
Computation
al Linguistics 

Atlanta, 
Georgia, USA 

2013 958−968 
http://naacl2013.na
acl.org/ 

yes 

9 

Two Approaches to 
Correcting Homophone 
Confusions in a Hybrid 
Machine Translation 
System 

Bouillon, P., 
Gerlach, J., 
Germann, 
U., Haddow, 
B., Rayner, 
M. 

Proceedings of Second 
Workshop on Hybrid 
Approaches to 
Translation (HyTra) 

August 
2013 

 Sofia, Bulgaria 2013 109−116 
http://www.mt-
archive.info/10/HyTr
a-2013-Bouillon.pdf 

yes 

10 

Edinburgh's Machine 
Translation Systems for 
European Language 
Pairs 

Durrani, N., 
Haddow, B., 
Heafield, K., 
Koehn, P. 

Proceedings of the 
Eighth Workshop on 
Statistical Machine 
Translation 

August 
2013 

Association 
for 
Computation
al Linguistics 

Sofia, Bulgaria 2013 114−121 
http://www.statmt.or
g/wmt13/pdf/WMT0
0.pdf 

yes 

11 

Comparing forum data 
post-editing performance 
using translation memory 
and machine translation 
output: a pilot study 

Morado 
Vázquez, L., 
Rodríguez 
Vázquez, S., 
Bouillon, P. 

Proceedings of MT 
Summit XIV 

September 
2013 

 Nice, France 2013 249–256 

http://www.mtsummi
t2013.info/files/proc
eedings/main/mt-
summit-2013-
morado-et-al.pdf 

yes 

12 

Quality Estimation-
guided Data Selection for 
Domain Adaptation of 
SMT 

Banarjee, P., 
Rubino, R., 
Roturier, J., 
van 
Genabith, J. 

Proceedings of MT 
Summit XIV 

September 
2013 

 Nice, France 2013 101−108 

http://www.mtsummi
t2013.info/files/proc
eedings/main/mt-
summit-2013-
rubino-et-al.pdf 

yes 

13 

Combining pre-editing 
and post-editing to 
improve SMT of user-
generated content 

Gerlach, J., 
Porro, V., 
Bouillon, P., 
Lehmann, S. 

Proceedings of MT 
Summit XIV Workshop 
on Post-editing 
Technology and Practice 

September 
2013 

 Nice, France 2013 45−53 

http://www.mtsummi
t2013.info/files/proc
eedings/wptp2-
gerlach.pdf 

yes 

14 

Community-based post-
editing of machine-
translated content: 
monolingual vs. bilingual 

Mitchell, L., 
Roturier, J., 
O'Brien, S. 

Proceedings of MT 
Summit XIV Workshop 
on Post-editing 
Technology and Practice 

September 
2013 

 Nice, France 2013 35−43 

http://www.mtsummi
t2013.info/files/proc
eedings/wptp2-
mitchell.pdf 

yes 

http://naacl2013.naacl.org/
http://naacl2013.naacl.org/
http://www.mt-archive.info/10/HyTra-2013-Bouillon.pdf
http://www.mt-archive.info/10/HyTra-2013-Bouillon.pdf
http://www.mt-archive.info/10/HyTra-2013-Bouillon.pdf
http://www.statmt.org/wmt13/pdf/WMT00.pdf
http://www.statmt.org/wmt13/pdf/WMT00.pdf
http://www.statmt.org/wmt13/pdf/WMT00.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-morado-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-morado-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-morado-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-morado-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-morado-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-rubino-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-rubino-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-rubino-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-rubino-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/main/mt-summit-2013-rubino-et-al.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-gerlach.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-gerlach.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-gerlach.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-gerlach.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-mitchell.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-mitchell.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-mitchell.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-mitchell.pdf
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15 

The ACCEPT Post-
Editing Environment: 
Flexible and 
Customisable Online 
Tool to Perform and 
Analyse Machine 
Translation Post-Editing 

Roturier, J., 
Mitchell, L., 
Silva, D. 

Proceedings of MT 
Summit XIV Workshop 
on Post-editing 
Technology and Practice 

September 
2013 

 Nice, France 2013 119−128 

http://www.mtsummi
t2013.info/files/proc
eedings/wptp2-
roturier.pdf 

yes 

16 

Exploring Domain 
Adaptation in Machine 
Translation for English to 
Japanese  

Jachmann, 
T. 

Bachelor's thesis  
Universität 
des 
Saarlandes 

Saarbrücken, 
Germany 

2013  

http://www.academi
a.edu/8090960/Expl
oring_Domain_Ada
ptation_in_Machine
_Translation_for_En
glish_to_Japanese  

yes 

17 

Machine-translating 
English forum posts to 
Japanese: On pre-editing 
rules as part of domain 
adaptation 

Jachmann, 
T., 
Grabowski, 
R., Kudo, M.  

Proceedings of the 20th 
Annual Meeting of the 
Association for Natural 
Language Processing 
(ANLP) 

January 
2014 

 
Sapporo, 
Japan 

2014 808−811 

http://www.accept.u
nige.ch/Products/ac
rolinx_nlp_japan_ja
n2014.pdf  

yes 

18 

The ACCEPT Portal: An 
online framework for the 
pre-editing and post-
editing of user-generated 
content 

Seretan, V., 
Roturier, J., 
Silva, D., 
Bouillon, P. 

Proceedings of the 
Workshop on Humans 
and Computer-Assisted 
Translation 

April 2014  
Gothenburg, 
Sweden 

2014 66−71 

http://www.accept.u
nige.ch/Products/W
14-
0310_SeretanEtAl.p
df 

yes 

19 
Dynamic topic adaptation 
for phrase-based MT 

Hasler, E., 
Blunsom, P., 
Koehn, P., 
Haddow, B.  

Proceedings of the 14th 
Conference of the 
European Chapter of the 
Association for 
Computational 
Linguistics (EACL) 

April 2014  
Gothenburg, 
Sweden 

2014 328−337 
http://www.accept.u
nige.ch/Products/pL
DA_EACL2014.pdf 

yes 

20 
Pre-editing by forum 
users: A case study. 

Bouillon, P., 
Gaspar, L., 
Gerlach, J., 
Porro, V., 
Roturier, J.  

Proceedings of the 
Workshop on Controlled 
Natural Language (CNL) 
Simplifying Language 
Use (CNL) 

May 2014  
Reykjavik, 
Island 

2014 3−10 

http://www.accept.u
nige.ch/Products/LR
EC_CNL_2014_Bo
uillonEtAl_5.pdf 

yes 

http://www.mtsummit2013.info/files/proceedings/wptp2-roturier.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-roturier.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-roturier.pdf
http://www.mtsummit2013.info/files/proceedings/wptp2-roturier.pdf
http://www.academia.edu/8090960/Exploring_Domain_Adaptation_in_Machine_Translation_for_English_to_Japanese
http://www.academia.edu/8090960/Exploring_Domain_Adaptation_in_Machine_Translation_for_English_to_Japanese
http://www.academia.edu/8090960/Exploring_Domain_Adaptation_in_Machine_Translation_for_English_to_Japanese
http://www.academia.edu/8090960/Exploring_Domain_Adaptation_in_Machine_Translation_for_English_to_Japanese
http://www.academia.edu/8090960/Exploring_Domain_Adaptation_in_Machine_Translation_for_English_to_Japanese
http://www.academia.edu/8090960/Exploring_Domain_Adaptation_in_Machine_Translation_for_English_to_Japanese
http://www.accept.unige.ch/Products/acrolinx_nlp_japan_jan2014.pdf
http://www.accept.unige.ch/Products/acrolinx_nlp_japan_jan2014.pdf
http://www.accept.unige.ch/Products/acrolinx_nlp_japan_jan2014.pdf
http://www.accept.unige.ch/Products/acrolinx_nlp_japan_jan2014.pdf
http://www.accept.unige.ch/Products/W14-0310_SeretanEtAl.pdf
http://www.accept.unige.ch/Products/W14-0310_SeretanEtAl.pdf
http://www.accept.unige.ch/Products/W14-0310_SeretanEtAl.pdf
http://www.accept.unige.ch/Products/W14-0310_SeretanEtAl.pdf
http://www.accept.unige.ch/Products/W14-0310_SeretanEtAl.pdf
http://www.accept.unige.ch/Products/pLDA_EACL2014.pdf
http://www.accept.unige.ch/Products/pLDA_EACL2014.pdf
http://www.accept.unige.ch/Products/pLDA_EACL2014.pdf
http://www.accept.unige.ch/Products/LREC_CNL_2014_BouillonEtAl_5.pdf
http://www.accept.unige.ch/Products/LREC_CNL_2014_BouillonEtAl_5.pdf
http://www.accept.unige.ch/Products/LREC_CNL_2014_BouillonEtAl_5.pdf
http://www.accept.unige.ch/Products/LREC_CNL_2014_BouillonEtAl_5.pdf
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21 

A large-scale evaluation 
of pre-editing strategies 
for improving user-
generated content 
translation 

Seretan, V., 
Bouillon, P., 
Gerlach, J.  

Proceedings of the 9th 
International Conference 
on Language Resources 
and Evaluation (LREC) 

May 2014  
Reykjavik, 
Island 

2014 1793−1799 

http://www.accept.u
nige.ch/Products/LR
EC2014_main_Sere
tan_Bouillon_Gerlac
h.pdf 

yes 

22 

Using the ACCEPT 
framework to conduct an 
online community-based 
translation evaluation 
study 

Mitchell, L., 
Roturier, J., 
Silva, D. 

Proceedings of the 
Seventeenth Annual 
Conference of the 
European Association for 
Machine Translation 
(EAMT) 

June 2014  
Dubrovnik, 
Croatia 

2014  

http://www.accept.u
nige.ch/Products/ea
mt2014_mitchell_rot
urier_silva.pdf 

yes 

23 

Edinburgh's phrase-
based machine 
translation systems for 
WMT-14 

Durrani, N., 
Haddow, B., 
Heafield, K., 
Koehn, P.  

Proceedings of the Ninth 
Workshop on Statistical 
Machine Translation 

June 2014  
Baltimore, 
USA 

2014 97−104 
http://www.accept.u
nige.ch/Products/Du
rraniAl2014.pdf 

yes 

24 
Dynamic topic adaptation 
for SMT using 
distributional profiles 

Hasler, E., 
Haddow, B., 
Koehn, P.  

Proceedings of the Ninth 
Workshop on Statistical 
Machine Translation 

June 2014  
Baltimore, 
USA 

2014 445−456 
http://www.accept.u
nige.ch/Products/P
PT_WMT2014.pdf 

yes 

25 
Combining domain and 
topic adaptation for SMT 

Hasler, E., 
Haddow, B., 
Koehn, P.  

Proceedings of the 
Conference of the 
Association for Machine 
Translation in the 
Americas (AMTA) 

October 
2014 

 
Vancouver, 
Canada 

2014 139−151 
http://www.accept.u
nige.ch/Products/Ha
slerAl2014b.pdf 

yes 

26 

Dynamic phrase tables 
for machine translation in 
an interactive post-
editing scenario 

Germann, U.  

Proceedings of the 
Workshop on Interactive 
and Adaptive Machine 
Translation at the 
Conference of the 
Association for Machine 
Translation in the 
Americas (AMTA) 

October 
2014 

 
Vancouver, 
Canada 

2014 20−31 
http://www.accept.u
nige.ch/Products/G
ermann2014.pdf 

yes 

27 

Rule-based automatic 
post-processing of SMT 
output to reduce human 
post-editing effort 

Porro, V., 
Gerlach, J., 
Bouillon, P., 
Seretan, V.  

Proceedings of 
Translating and the 
Computer 36 (TC36) 

November 
2014 

 
London, 
United 
Kingdom 

2014 66−76 
http://www.accept.u
nige.ch/Products/Po
rroAl2014.pdf 

yes 

http://www.accept.unige.ch/Products/LREC2014_main_Seretan_Bouillon_Gerlach.pdf
http://www.accept.unige.ch/Products/LREC2014_main_Seretan_Bouillon_Gerlach.pdf
http://www.accept.unige.ch/Products/LREC2014_main_Seretan_Bouillon_Gerlach.pdf
http://www.accept.unige.ch/Products/LREC2014_main_Seretan_Bouillon_Gerlach.pdf
http://www.accept.unige.ch/Products/LREC2014_main_Seretan_Bouillon_Gerlach.pdf
http://www.accept.unige.ch/Products/eamt2014_mitchell_roturier_silva.pdf
http://www.accept.unige.ch/Products/eamt2014_mitchell_roturier_silva.pdf
http://www.accept.unige.ch/Products/eamt2014_mitchell_roturier_silva.pdf
http://www.accept.unige.ch/Products/eamt2014_mitchell_roturier_silva.pdf
http://www.accept.unige.ch/Products/DurraniAl2014.pdf
http://www.accept.unige.ch/Products/DurraniAl2014.pdf
http://www.accept.unige.ch/Products/DurraniAl2014.pdf
http://www.accept.unige.ch/Products/PPT_WMT2014.pdf
http://www.accept.unige.ch/Products/PPT_WMT2014.pdf
http://www.accept.unige.ch/Products/PPT_WMT2014.pdf
http://www.accept.unige.ch/Products/HaslerAl2014b.pdf
http://www.accept.unige.ch/Products/HaslerAl2014b.pdf
http://www.accept.unige.ch/Products/HaslerAl2014b.pdf
http://www.accept.unige.ch/Products/Germann2014.pdf
http://www.accept.unige.ch/Products/Germann2014.pdf
http://www.accept.unige.ch/Products/Germann2014.pdf
http://www.accept.unige.ch/Products/PorroAl2014.pdf
http://www.accept.unige.ch/Products/PorroAl2014.pdf
http://www.accept.unige.ch/Products/PorroAl2014.pdf
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28 
Quality evaluation in 
community post-editing 

Mitchell, L., 
O'Brien, S., 
Roturier, J.  

Machine Translation 
Volume 28, 
Issue 3-4 

Springer 
Netherlands 

 2014 237–262 
DOI: 
10.1007/s10590-
014-9160-1 

no 

29 

Quality estimation-guided 
supplementary data 
selection for domain 
adaptation of statistical 
machine translation 

Banerjee, P., 
Rubino, R., 
Roturier, J., 
van 
Genabith, J.  

Machine Translation 
December 
2014 

Springer 
Netherlands 

 2014  n/a 
DOI: 
10.1007/s10590-
014-9165-9 

no 

30 

The ACCEPT Academic 
Portal: A user-centred 
online platform for pre-
editing and post-editing 

Gulati, A., 
Bouillon, P., 
Gerlach, J., 
Porro, V., 
Seretan, V.  

Proceedings of the 7th 
International Conference 
of the Iberian 
Association of 
Translation and 
Interpreting Studies 
(AIETI) 

January 
2015 

 Malaga, Spain 2015  

http://www.accept.u
nige.ch/Products/AI
ETI-Gulati-al-
2015.pdf  

yes 

31 

Improving Statistical 
Machine Translation of 
Informal Language: A 
Rule-based Pre-editing 
Approach for French 
Forums 

Gerlach, J. PhD thesis  
University of 
Geneva 

Geneva, 
Switzerland 

2015  
https://archive-
ouverte.unige.ch/ 
[to appear] 

yes 

32 
Community Post-Editing 
of Machine-Translated 
User Generated Content 

Mitchell, L. PhD thesis  
Dublin City 
University 

Dublin, Ireland 2015    

http://www.accept.unige.ch/Products/AIETI-Gulati-al-2015.pdf
http://www.accept.unige.ch/Products/AIETI-Gulati-al-2015.pdf
http://www.accept.unige.ch/Products/AIETI-Gulati-al-2015.pdf
http://www.accept.unige.ch/Products/AIETI-Gulati-al-2015.pdf
https://archive-ouverte.unige.ch/
https://archive-ouverte.unige.ch/
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TEMPLATE A2: LIST OF DISSEMINATION ACTIVITIES 

NO. Type of activities10 
Main 

leader 
Title  Date  Place  

Type of 
audience11 

 
 

Size of 
audience 

Countries 
addressed 

1 Other (seminar talk) Symantec 
Controlling the uncontrollable: Processing 
User-Generated Content in a Multilingual 
Context (Eurecom) 

4 April 
2013 

Sophia 
Antipolis, 
France 

Industry 20  

2 Other (guest talk) Symantec The ACCEPT Project (LIMSI) 
5 April 
2013 

Paris, France 
Scientific 
community 

20  

3 Presentation Acrolinx 
Das Forschungsprojekt ACCEPT (tekom-
Frühjahrstagung) 

11-12 April 
2013 

Münster, 
Germany 

Industry 20  

4 Other (round table) Symantec 
Facing the technological challenge 
(OPTIMALE conference, Rennes2 
University) 

6 June 
2013 

France 
Scientific 
Community 

20  

5 Other (guest talk) Symantec 
Metrics for Industry Benchmarking. 
Introduction and Topic Overview (TAUS 
Industry Leaders Forum) 

11 June 
2013 

Dublin, Ireland Industry 20  

6 Presentation UEDIN 
Applying Pairwise Ranked Optimisation to 
Improve the Interpolation of Translation 
Models (NAACL-HLT) 

13-15 June 
2013 

Atlanta, 
Georgia, USA 

Scientific 
Community 

200  

                                                 

 
10  A drop down list allows choosing the dissemination activity: publications, conferences, workshops, web, press releases, flyers, articles published in the popular press, videos, media 

briefings, presentations, exhibitions, thesis, interviews, films, TV clips, posters, Other. 
11 A drop down list allows choosing the type of public: Scientific Community (higher education, Research), Industry, Civil Society, Policy makers, Medias ('multiple choices' is possible. 
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7 Presentation UEDIN 
Grouping Language Model Boundary Words 
to Speed K-Best Extraction from 
Hypergraphs (NAACL-HLT) 

13-15 June 
2013 

Atlanta, 
Georgia, USA 

Scientific 
Community 

200  

8 Poster UNIGE 

La préédition avec des règles peu 
coûteuses, utile pour la TA statistique des 
forums? 20e conférence sur le Traitement 
Automatique des Langues Naturelles (TALN) 

18 June 
2013 

Sable 
d'Olonnes, 
France 

Scientific 
community 

200  

9 Presentation UEDIN 
Edinburgh's Machine Translation Systems 
for European Language Pairs, Eighth 
Workshop on Statistical Machine Translation 

3-9 August 
2013 

Sofia, Bulgaria 
Scientific 
Community 

50  

10 Presentation UEDIN 

Two Approaches to Correcting Homophone 
Confusions in a Hybrid Machine Translation 
System, Second Workshop on Hybrid 
Approaches to Translation (HyTra) 

8 August 
2013 

Sofia, Bulgaria 
Scientific 
community 

20  

11 Presentation Symantec 

Community-based post-editing of machine-
translated content: monolingual vs. bilingual 
(MT Summit XIV, The 2nd Workshop on 
Post-Editing Technologies and Practice) 

2 
September
2013 

Nice, France 
Scientific 
community 

200  

12 Presentation Symantec 

The ACCEPT Post-Editing environment: a 
flexible and customisable online tool to 
perform and analyse machine translation 
post-editing (MT Summit XIV, The 2nd 
Workshop on Post-Editing Technologies and 
Practice) 

2 
September 
2013 

Nice, France 
Scientific 
Community 

30  

13 Presentation UNIGE   

Combining pre-editing and post-editing to 
improve SMT of user-generated content (MT 
Summit XIV, The 2nd Workshop on Post-
Editing Technologies and Practice) 

2 
September
2013 

Nice, France 
Scientific 
Community 

30  
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14 Presentation Symantec 
Quality Estimation-guided Data Selection for 
Domain Adaptation of SMT (MT Summit XIV) 

3-6 
September
2013 

Nice, France 
Scientific 
Community 

200  

15 Poster UNIGE 

Comparing forum data post-editing 
performance using translation memory and 
machine translation output: a pilot study (MT 
Summit XIV) 

3-6 
September
2013 

Nice, France 
Scientific 
Community 

200  

16 Poster UNIGE 
Projects Village (Machine Translation 
Summit XIV) 

3-6 
September
2013 

Nice, France 
Scientific 
Community 

50  

17 Exhibition UNIGE 
Projects Village (Machine Translation 
Summit XIV) 

3-6 
September
2013 

Nice, France 
Scientific 
Community 

50  

18 

Other (internal 
presentation given to 
CNGL and QT-
Launchpad members) 

Acrolinx The ACCEPT Project 
5 
September
2013 

Berlin, 
Germany 

Industry 10  

19 Other (seminar talk) Symantec 
Community-based post-editing of machine-
translated content (Eurecom) 

6 
September
2013 

Sophia 
Antipolis, 
France 

Industry 20  

20 Presentation UNIGE 

Les textes des forums internet, écrits et lus 
par le grand public, peuvent-ils bénéficier de 
la traduction automatique? (Colloque 
international "Traduire pour le grand public") 

14 
September
2013 

Geneva, 
Switzerland 

Scientific 
community 

100  

21 Poster Acrolinx META Exhibition (META-FORUM 2013) 
19-20 
September
2013 

Berlin, 
Germany 

Industry 100  

22 Presentation UEDIN 
Domain Adaptation in Statistical MT 
(Sheffield NLP Group, University of 
Sheffield) 

3 October 
2013 

Sheffield, UK 
Scientific 
community 

20  
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23 Bachelor's thesis 
Jachmann, 
T. 

Exploring Domain Adaptation in Machine 
Translation for English to Japanese 
(Universität des Saarlandes) 

2013 
Saarbrücken, 
Germany 

Scientific 
community 

50  

24 Videos Symantec 
ACCEPT video clips for the commercial use 
case 

August 
2013 

n/a 

Scientific 
community, 
Industry, Civil 
Society, Policy 
makers, Medias  

n/a  

25 Videos Lexcelera ACCEPT video clips for the NGO use case 
August 
2013 

n/a 

Scientific 
community, 
Industry, Civil 
Society, Policy 
makers, Medias  

n/a  

26 Presentation Symantec 

Evaluating Community Post-Editing - 
Bridging the Gap between Translation 
Studies and Social Informatics (University of 
Durham) 

31 January 
2014 

Durham, UK 
Scientific 
Community 

50  

27 Presentation Acrolinx 
Machine-translating English forum posts to 
Japanese: On pre-editing rules as part of 
domain adaptation (EMNLP-ANLP) 

21 January 
2014 

Sapporo, 
Japan 

Scientific 
Community 

unknown  

28 Newsletter ALL 
ACCEPT reports pre-editing evaluation 
results 

January 
2014 

n/a 

Scientific 
community, 
Industry, Civil 
Society, Policy 
makers, Medias  

n/a  

29 Newsletter ALL 
Development of rules that support post-
editing 

January 
2014 

n/a 

Scientific 
community, 
Industry, Civil 
Society, Policy 
makers, Medias  

n/a  

30 Presentation UNIGE 

The ACCEPT Portal: An online framework 
for the pre-editing and post-editing of user-
generated content (Workshop on Humans 
and Computer-Assisted Translation) 

26-30 April 
2014 

Gothenburg, 
Sweden 

Scientific 
community 

30  
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31 Presentation UEDIN 
Dynamic topic adaptation for phrase-based 
MT (EACL) 

26-30 April 
2014 

Gothenburg, 
Sweden 

Scientific 
community 

200  

32 Poster UNIGE 
A large-scale evaluation of pre-editing 
strategies for improving user-generated 
content translation (LREC 2014) 

26-31 May 
2014 

Reykjavik, 
Iceland 

Scientific 
Community 

200  

33 Exhibition UNIGE HLT projects Village (LREC 2014) 
26-31 May 
2014 

Reykjavik, 
Island 

Scientific 
Community 

200  

34 Presentation UNIGE 
Pre-editing by forum users: A case study 
(Workshop on Controlled Natural Language 
(CNL) Simplifying Language Use) 

26-31 May 
2014 

Reykjavik, 
Island 

Scientific 
Community 

200  

35 Presentation UEDIN 
Edinburgh's phrase-based machine 
translation systems for WMT-14 (Workshop 
on SMT - ACL) 

26-27 June 
2014 

Baltimore, 
USA 

Scientific 
Community 

50  

36 Presentation UEDIN 
 Dynamic topic adaptation for SMT using 
distributional profiles (Workshop on SMT - 
ACL) 

26-27 June 
2014 

Baltimore, 
USA 

Scientific 
Community 

50  

37 Presentation Symantec 
 Using the ACCEPT framework to conduct 
an online community-based translation 
evaluation study (EAMT) 

16-18 June 
2014 

Dubrovnik, 
Croatia 

Scientific 
Community 

200  

38 Presentation UEDIN 
Combining domain and topic adaptation for 
SMT (AMTA) 

22-26 
October 
2014 

Vancouver, 
Canada 

Scientific 
Community 

200  

39 Presentation UEDIN 

Dynamic phrase tables for machine 
translation in an interactive post-editing 
scenario (Workshop on Interactive and 
Adaptive Machine Translation, AMTA) 

22-26 
October 
2014 

Vancouver, 
Canada 

Scientific 
Community 

30  

40 Exhibition Symantec CNGL Industry Showcase 
6 
November 
2014 

Dublin, Ireland 
Scientific 
Community 

200  
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41 Presentation UNIGE 
 Rule-based automatic post-processing of 
SMT output to reduce human post-editing 
effort (TC36) 

28 
November 
2014 

London, UK 
Scientific 
Community 

100  

42 PhD thesis Mitchell, L. 
Community Post-Editing of Machine-
Translated User Generated Content (Dublin 
City University) 

January 
2015 

Dublin, Ireland 
Scientific 
Community 

50  

43 Poster UNIGE 
The ACCEPT Academic Portal: A user-
centred online platform for pre-editing and 
post-editing (AIETI7) 

30 January 
2015 

Malaga, Spain 
Scientific 
Community 

100  

44 Other (seminar talk) UNIGE 

Café Babel: "Le portail académique 
ACCEPT: une plate-forme en ligne pour 
enseigner la préédition et la post-édition" 
(University of Geneva) 

17 March 
2015 

Geneva, 
Switzerland 

Scientific 
Community 

20  

45 PhD thesis Gerlach, J.  

Improving Statistical Machine Translation of 
Informal Language: A Rule-based 
Pre-editing Approach for French Forums 
(University of Geneva) 

March 
2015 

Geneva, 
Switzerland 

Scientific 
Community 

50  
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Section B (Confidential

12
 or public: confidential information to be marked clearly) 

Part B1  

 

The applications for patents, trademarks, registered designs, etc. shall be listed according to the template B1 provided hereafter.  

 

The list should, specify at least one unique identifier e.g. European Patent application reference. For patent applications, only if applicable, 

contributions to standards should be specified. This table is cumulative, which means that it should always show all applications from the 

beginning until after the end of the project.  

 
 

TEMPLATE B1: LIST OF APPLICATIONS FOR PATENTS, TRADEMARKS, REGISTERED DESIGNS, ETC. 

Type of IP 
Rights13:   

Confidential  
Click on 
YES/NO 

Foreseen 
embargo date 
dd/mm/yyyy 

Application 
reference(s) 

(e.g. EP123456) 
Subject or title of application 

Applicant (s) (as on the application) 
 

 
No patents, trademarks, registered designs have been applied for. 

  

 

                                                 

 
12

 Note to be confused with the "EU CONFIDENTIAL" classification for some security research projects. 
13

 A drop down list allows choosing the type of IP rights: Patents, Trademarks, Registered designs, Utility models, Others. 
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Part B2  

Please complete the table hereafter: 
 

Type of 

Exploitable 

Foreground
14

 

Description 

of exploitable foreground 

Exploitable 

product(s) or 

measure(s) 

Sector(s) of 

application
15

 

Timetable, 

commercial or any 

other use 

Patents or other 

IPR exploitation 

(licences) 

Owner & Other 

Beneficiary(s) 

involved 

General 

advancement of 

knowledge 

Portal software, rules, MT 

models  

Academic 

Portal 

Higher education 

(P.85.4) 

2015 Academic Use UNIGE, Acrolinx  

General 

advancement of 

knowledge 

Portal software (ACCEPT 

API, portal, Pre-/Post-edit 

client, Evaluation Client) 

Online Pre-

/Post-Editing 

Software 

Data processing, 

hosting and 

related activities; 

web portals 

(J.63.11) 

2015 Open Source Symantec 

General 

advancement of 

knowledge 

Moses Extensions, 

Paraphraser 

Moses SMT 

System 

Translation and 

Interpretation 

(M.74.3) 

2015 Open Source UEDIN 

 

 

                                                 

 
19 A drop down list allows choosing the type of foreground: General advancement of knowledge, Commercial exploitation of R&D results, Exploitation of R&D results via standards, 

exploitation of results through EU policies, exploitation of results through (social) innovation. 
15 A drop down list allows choosing the type sector (NACE nomenclature) :  http://ec.europa.eu/competition/mergers/cases/index/nace_all.html 

http://ec.europa.eu/competition/mergers/cases/index/nace_all.html
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The results produced throughout the project will be exploited in different ways. In the following, we explain the different exploitation plans 

summarized by the table above. We have also attached another, more detailed table that lists all individual exploitable results, and describes how 

and where they are available after the end of the project. 

 

 The University of Geneva will re-use and extend the software developed in the project in a new user-centred online platform specifically 

designed to offer a complete machine translation workflow including pre-editing and post-editing steps for teaching and research 

purposes (www.accept-portal.unige.ch). The ACCEPT portal and editing software is extended to facilitate pre-editing and post-editing 

experiments, for example by letting users test the impact of pre-editing on the MT system, or by analysing post-editing activity. 

 Symantec has made the complete suite of the developed portal software (ACCEPT portal, API, pre-edit client, post-edit client, evaluation 

client, developer documentation) available as open source on the GitHub account of the project, so that it can be exploited in other 

projects, too (https://github.com/accept-project). 

 The University of Edinburgh has integrated the developed extensions for the Moses SMT system into the official Moses software, which 

is open source. Additionally, the extensions for the paraphraser service have been integrated into the computer-aided translation service 

CasMaCat. 

http://www.accept-portal.unige.ch/
https://github.com/accept-project/

