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Executive summary 
 

This report constitutes the deliverable for the task T4.3: Vehicle fuel consumption models. The 

overall objective of this task is to investigate and develop models for predicting the fuel consumption 

of heavy vehicles. The report consists of two main parts.  

The first part is about a set of Computational Fluid Dynamics (CFD) simulations carried out to predict 

the aerodynamics resistance of heavy vehicles. Since realistic measurements of a convoy of trucks 

inside a wind tunnel is not feasible, CFD simulations are required to assess the influence of several 

parameters, such as truck’s position within the convoy, gap distance between vehicles or lateral 

offset. 

The second part of the report is concerned with machine learning methods for predicting the 

average fuel consumption based on a number of variables related to the route, driving behavior, 

vehicle specification, road characteristics and weather data. A number of different predictive models 

are trained and evaluated using a consolidated preprocessed dataset, which includes historical fuel 

consumption data and other related variables originating from a fleet management database 

(Scania), vehicle configuration database (Scania), road database (VW) and historical weather 

database (SMHI). The results indicate that the vehicle weight, vehicle speed, road slope, wind 

direction and wind speed are among the most important variables in all of the predictive models. 

Further, the results show that the data sampling rate has a significant influence on the prediction 

error; the longer the sampling rate (i.e. the longer the prediction horizon), the smaller the relative 

prediction error. This is most likely explained by the fact that deviations in fuel consumption at 

different points along a route are “averaged out” when considering a longer portion of the route. 
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1 Introduction 
This document constitutes the deliverable D4.3: Vehicle Models for Fuel Consumption. It is the result 

of the work within the task T4.3: Vehicle fuel consumption models, which belongs to work package 

WP4: Provisioning of Information for Global Route Optimization.  

The overall objective of task T4.3 is to “develop a model for prediction of the fuel consumption for 

heavy vehicles for a given route” [1]. The model should “provide an estimate of the fuel consumption 

for a given vehicle, characterized by a given set of attributes, for a given road segment with certain 

properties”. Further, the model should also account for variations related to load, weather, season, 

driver behavior, etc. [1]. To this end, we have investigated and developed different models for 

explaining and predicting how different types of parameters influence the fuel consumption.   

The report consists of two main parts. The first part is about a set of Computational Fluid Dynamics 

(CFD) simulations carried out to predict the aerodynamics resistance of heavy vehicles. Since realistic 

measurements of a convoy of trucks inside a wind tunnel is not feasible, CFD simulations are required 

to assess the influence of several parameters, such as truck’s position within the convoy, gap distance 

between vehicles or lateral offset. The second part of the report is concerned with machine learning 

methods for predicting the fuel consumption of heavy-duty trucks based on various data sources, such 

as historical truck fleet data, vehicle configuration data, road data, weather data, etc. 
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2 CFD simulations for vehicle drag prediction 
 

This part of the report is focused on virtually predicting, by means of CFD, the aerodynamic 

resistance of a heavy vehicle in order to define the influence of certain parameters on to the 

advancing resistance. Due to confidentiality issues, a real Scania truck is not available. Therefore, a 

customized truck representing accurately enough the main characteristics of a heavy vehicle has 

been used. Since no real SCANIA geometry is available, only qualitative results are sought here. 

The investigation will lead to the characterization of certain parameters such as: 

• lateral offset distance between leading truck and rear truck 

• trailer geometry 

• longitudinal distance between leading and rear truck 

• presence of crosswind 

• truck’s position within the convoy 

and their influence on the vehicle’s aerodynamic resistance, which will be then used as an input to 

the eco-route calculation engine. 

  

 

Figure 2.1 - Truck Geometry. Isometric View 
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Figure 2.2 - Truck Geometry. Top and Bottom Views 

 

 

       

Figure 2.3 - Truck Geometry. Front and Back Views 

 

 

 

Figure 2.4 - Truck Geometry. Side View 
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2.1 Problem definition 
The following section describes the simulation setup; from geometry and physics simplifications in 

order to reduce complexity of the problem, but still being representative enough, to mesh and physics 

settings, guaranteeing the physics of interest are captured accurately enough. 

The air domain walls are located far enough from the truck in order to avoid any blockage effects and 

simulate open road conditions. 

 

 

 

Figure 2.5 - Simulation domain. Top View 
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Figure 2.6 - Simulation domain. Side View 

 

2.1.1 Geometry simplifications 

Despite of using a very detailed geometry of a truck as it can be seen in figures 1.1 to 1.4, there are 

certain characteristics that usually have a significant impact on drag values which have not included in 

this model. First of all, and probably most importantly, there is no underhood and the front grille is 

sealed. That means no airflow will go through any heat exchanger or cooling fan. And secondly, the 

underbody of both truck and trailer is a mere flat surface.  

 

     

Figure 2.7 - Comparison between a model with open grille and modelled underhood (LEFT, courtesy of [19]) 

and the sealed and empty underhood in the studied model (RIGHT) 
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Figure 2.8 - Comparison between a detailed underbody (LEFT, courtesy of [19]) and the flat surface in the 

studied model (RIGHT) 

 

Those simplifications imply lower drag coefficient values than real trucks. While a typical drag value 

for a heavy vehicle of these characteristics would fall into the range 0.50 – 0.55, the values obtained 

for this truck lay around 0.45, which is the order of 10-15% less. Nonetheless, the main goal of the CFD 

activities within this deliverable is to predict drag differences and trends between different 

configurations. Therefore, all efforts are focused on getting qualitative results accurate enough rather 

than the actual drag values.    

2.1.2 Mesh 

A polyhedral mesh has been chosen for the truck near filed as higher gradients are expected due to 

the vehicle-air flow interaction. This cell type allows a lower face count -for a given mesh resolution- 

compared to other cell shapes (tetra or hexahedral), therefore solver efficiency increases. 

 

Figure 2.9 - Polyhedral mesh in the truck's near field 
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Also, as each polyhedral cell has more faces (12 to 14 faces, compared to 4 per tetrahedral cell; or 6 

faces per hexahedral cell), it communicates with more neighboring cells. This allows solver information 

to quickly propagate through the mesh and hence, reaching convergence faster than other cell types.  

As far as the rest of the air domain is concerned, a hexahedral cell type has been used as undisturbed 

flow (far enough from the truck) will be aligned with the cell faces, helping reducing numerical 

diffusion. 

 

Figure 2.10 - Hexahedral mesh in the truck's far field 

 

Mesh Settings 

Nearly 15 million polyhedral cells are used in the truck near field with the corresponding mesh 

refinements in key areas such as the A-pillar, A-pillar lower, side mirrors or roof deflector. 

 

Figure 2.11 - Poly mesh refinements at the A-pillars and side mirrors 
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Figure 2.12 - Poly mesh refinement at the roof deflector 

 

The hexahedral cell size lays between 55mm and 7040mm, with the finest sizes applied in the truck 

near field as well as downstream the trailer end, where the wake needs to be properly captured. The 

total number of hexahedral cells adds up to 12 million. 

 

 

Figure 2.13 - Wake refinements at the back end of the truck 

 

And the prism layer mostly consists of 6 layers with a total thickness of 30mm and a first layer height 

of 3 mm.  
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Figure 2.14 - Prism Layer mesh 

 

2.1.3 Physics Setup 

Despite the air flow around the truck being highly turbulent and definitely not steady, all simulations 

have been carried out using Reynolds Averaged Navier-Stokes (RANS) models as they are relatively 

cheap, computationally speaking, and still capable of capturing the trend of drag values. 

Time-dependent numerical methods, such as Large Eddy Simulations (LES) or URANS have not been 

considered as they demand much longer run times, which become an important drawback considering 

the large amount of different configurations to simulate. 

The simulation is performed for one configuration at a time. Therefore, there is no information on 

transient responses when the wind direction changes or trucks within the convoy move relatively to 

each other. 

The air is assumed to be of constant density (ρ = 1.18415 kg/m3), so neither compressibility effects nor 

temperature dependencies (energy equation is not solved) are taken into account. 

Turbulence model Realizable k-Epsilon together with the All Y+ Wall treatment has been chosen for all 

runs.    
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Boundary Conditions 

The boundary conditions applied to all simulations follow the standard wind tunnel CFD settings: 

• Constant velocity magnitude at the inlet  

• Constant pressure (P = 0 Pa) at the outlet 

• Slip walls at the floor, top and side boundaries 

• Rotating wheels 

• No-slip smooth walls at the truck surfaces    

 

Figure 2.15 - Boundary conditions applied at the tunnel surfaces 

 

The methodology used to take into account side wind is to rotate the truck and keep the velocity 

inlet vector perpendicular to the boundary. As the truck is always driving at vtruck= 90 km/h (25 m/s), 

the velocity magnitude applied at the inlet varies accordingly. 

 

Figure 2.16 - Inlet velocity magnitude depends on the crosswind angle  
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2.2 Results 
A set of CFD analysis has been carried out on a truck’s simplified geometry in order to predict the 

aerodynamic resistance for different configurations. 

2.2.1 Baseline 

A first baseline case consisting of one single truck driving at 90 km/h under no crosswind conditions 

has been analyzed and used as a reference for later cases. 

Drag resistance 

The aerodynamic advancing resistance (drag force) depends on fluid density the vehicle travel through, 

the speed of the vehicle and its shape.  This force is defined as: 

����� = 1
2 · 
 · �

� · � · � 

where 

• ρ is the fluid density  

• v is the speed of the object relative to the fluid 

• CD is the drag coefficient 

• A is the object cross section area 

 

All configurations within this deliverable run with the very same density value of 1.18415 kg/m3 (air 

density at 25ºC) and a vehicle speed of 25 m/s (90 km/h). And as the truck frontal area is the same in 

all cases, the drag coefficient (CD) value has been used for comparison. 

The highly transient phenomena occurring when a large vehicle travels through air, especially at the 

back of trailer, makes it very difficult, if not impossible, to reach steady-state conditions. That is 

translated into oscillations when monitoring the drag coefficient value. 

 

Figure 2.17 - CD vs Iteration 
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Therefore, simulations are run long enough until those oscillations are kept rather constant and an 

average value of the last 200 iterations has been extracted. 

 

Figure 2.18 - CD vs Iteration, including a rolling average of the last 200 iteration (in red) 

 

According the CFD code, the predicted drag coefficient value for one single truck driving at 90km/h 

under no side wind is CD = 0.4594. 

2.2.2 2-trucks convoy 

It is well known that adding a second vehicle behind the leading truck will not only reduce the 

advancing aerodynamic resistance of this second truck, but also the leading truck will benefit from 

such configuration as the pressure component of the total drag is significantly reduced in both vehicles. 

 

 

Figure 2.19 - Low pressure area behind the vehicle's rear end 
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As it is reflected in Figure 2.20, adding a second vehicle reduces the negative effect the wake has on 

the first vehicle’s drag. Comparing both curves (Accumulated Drag One Truck vs Accumulated Drag 

Front Truck), one can see the only difference is at the rear end of the vehicle, where wake left behind 

induces a low pressure region. This low pressure has the effect of pulling the vehicle back, hence the 

spike in the Accumulated Drag One Truck curve at the very end, which can also been seen in 

Accumulated Drag Rear Truck 

 

Table 2.1 - Aerodynamic resistance reduction after adding a second truck with a separation of three meters 

 
One  

truck 

Two-truck convoy 

Leading truck Rear truck 

Drag Coefficient (CD) 0.4594 0.3491 0.2444 

Normalized CD 1 0.760 0.532 

 

While the benefit both vehicles will experience is pretty much guaranteed, this deliverable seeks to 

quantify this benefit depending on certain parameters such as: 

• Lateral offset 

• Distance between vehicles 

• Crosswind direction 

  

--- Accumulated Drag One Truck                    - ̅̅Accumulated Drag Front Truck ̶̶̅̅                     - Accumulated Drag Rear Truck 

Figure 2.20 - Accumulated Drag Coefficient 
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Lateral Offset Influence 

In a first set of 2-truck convoy simulations, the lateral offset has been studied in order to better 

understand the influence of not having both vehicles completely aligned. This will help defining the 

precision required by the tracking system. 

 

Figure 2.21- Lateral offset (y) setup for a given gap distance of 3m 

 

The longitudinal distance between the two vehicles has been fixed at 3 meters (from the leading truck 

rear end to the front end of the rear vehicle) and the offset will vary from a no-offset case to 1 meter, 

with three intermediate steps at 10, 25 and 50 centimeters. 

 

 

Figure 2.22 - Front view of the convoy 
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Table 2.2. Normalized drag coefficient |CD| values  

Truck 

position 

Lateral Offset 

0.0 cm 10.0 cm 25.0 cm 50.0 cm 100.0 cm 

|CD| Δ% |CD| Δ% |CD| Δ% |CD| Δ% |CD| Δ% 

Leading 0.760 - 0.764 0.52 0.765 0.66 0.769 1.18 0.776 2.11 

Rear 0.532 - 0.532 0.00 0.576 8.27 0.669 25.75 0.739 38.91 

 

As one could have expected, the offset does penalize the aerodynamic resistance as the rear vehicles 

becomes exposed to the undisturbed flow. 

 

             

 

 

Figure 2.23 - Pressure Coefficient over the rear truck at different lateral offset values 

 

 

For a given gap of 3 meters and a given velocity of 90 km/h, an offset of 25cm starts becoming an issue, 

especially for the rear truck, with a drag increase over 8% compared to the completely aligned 

configuration (offset = 0.0 cm) 
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Figure 2.24 - Normalized Drag vs Lateral Offset 

 

While increasing the lateral offset affects negatively the aerodynamic resistance under no crosswind, 

this could have the opposite effect when lateral wind blow on the road, changing slightly the relative 

air-truck advancing direction.  

The crosswind variable has been added to this setup. A yaw angle of 5 degree has been chosen and 

the influence of this lateral offset towards to windward and leeward has been assessed, also for a 

given gap of 3 meters between vehicles. 
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Windward side 

 

 

Figure 2.25 - Rear truck moves laterally towards the windward side 

 

Table 2.3- Normalized drag coefficient |CD| values at yaw 5º. Windward side 

Truck 

position 

Lateral Offset 

0.0 cm 10.0 cm 25.0 cm 50.0 cm 100.0 cm 

|CD| Δ% |CD| Δ% |CD| Δ% |CD| Δ% |CD| Δ% 

Front 0.949 - 0.953 0.42 0.983 3.58 0.970 2.21 1.002 5.58 

Rear 0.841 - 0.892 6.06 0.937 11.41 1.006 19.62 1.096 30.32 

 

 

Figure 2.26 - Normalized Drag vs Lateral Offset. Windward side 
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Leeward side 

 

 

Figure 2.27 - Rear truck moves laterally towards the leeward side 

 

Table 2.4. Normalized drag coefficient |CD| values at yaw 5º. Leeward side 

Truck 

position 

Lateral Offset 

0.0 cm 10.0 cm 25.0 cm 50.0 cm 100.0 cm 

|CD| Δ% |CD| Δ% |CD| Δ% |CD| Δ% |CD| Δ% 

Front 0.949 - 0.968 2.00 0.972 2.42 0.962 1.37 0.967 1.90 

Rear 0.841 - 0.818 -2.73 0.761 -9.51 0.717 -14.74 0.720 -14.38 

 

 

Figure 2.28 - Normalized Drag vs Lateral Offset. Leeward side 
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Windward side vs Leeward side 

 

 

Figure 2.29 - Windward vs Leeward comparison 

 

Under crosswind at 5 degree, and for a given gap distance of 3 meters between vehicles, the leading 

truck barely notices any difference. As far as the rear truck is concerned, significant different 

behavior is predicted. While drag resistance increases with the offset when the rear vehicle moves 

laterally in the windward direction, placing the rear truck in the leeward side shows important 

benefits as it takes advantage of the low pressure zone created by the leading truck wake. This 

benefit seems to stabilize between 50 cm and 100cm offset, but it is expected to decrease with larger 

offsets, even though those are not covered in this report. 

 

  



 

D4.3 – Vehicle fuel consumption models 

COMPANION- 610990  

 

 

24 / 62 

Distance between vehicles influence 

 

A second set of 2-truck convoy simulations tackles the longitudinal distance (d) between vehicles.  

 

 

Figure 2.30 – Longitudinal distance (d) setup 

 

Four different configurations (3, 5, 8 and 10 meters) have been simulated in order to understand its 

effect. 

 

Table 2.5 - Normalized drag coefficient |CD| values 

Truck 

position 

Longitudinal Distance (d) 

3 m 5 m 8 m 10 m 

|CD| Δ% |CD| Δ% |CD| Δ% |CD| Δ% 

Leading 0.760 - 0.898 18.16 0.894 17.63 0.946 24.47 

Rear 0.532 - 0.696 30.83 0.746 40.23 0.717 34.77 

 

 

 

Figure 2.31 - Normalized Drag vs Longitudinal distance 
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As expected, drag increases over longitudinal distance, having a much larger effect on the rear truck 

with increment percentages between 30% and 40%. 

 

As per previous analysis, the crosswind variable has been added to the equation. A yaw angle of 5 

degrees has been simulated for all four configurations: 

 

Table 2.6 - Normalized drag coefficient |CD| values under 5º crosswind 

Truck 

position 

Longitudinal Distance (d) 

3 m 5 m 8 m 10 m 

|CD| Δ% |CD| Δ% |CD| Δ% |CD| Δ% 

Leading 0.949 - 0.973 2.53 1.029 8.43 1.077 13.49 

Rear 0.841 - 0.916 8.92 0.978 16.29 0.967 14.98 

 

 

Figure 2.32 - Normalized CD vs Longitudinal distance under crosswind conditions 

 

 

Drag coefficients are much closer between leading and rear vehicles when wind is blowing form the 

side due to the lower effect of the wake onto the rear vehicle. 
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2.3 Conclusions 
 

As one could expect prior to running any simulations, aerodynamic resistance improves for both front 

and rear vehicles when running in platoon configuration, compared to running on their own. The 

leading truck benefits from a higher pressure at its rear end, hence reducing the suction effect. 

Whereas the second vehicle, reduces drag due to a much smaller stagnation area at its front end.  

 

Under no crosswind conditions, the lateral offset between the two vehicles starts becoming an issue 

at 25cm, with less than 1% drag increase on the leading truck, but over 8% on the rear one compared 

to the case driving completely aligned. 

This offset does have a positive effect when driving under side wind. In the cases studied in this report, 

a lateral offset of half a meter reduced significantly the aerodynamic resistance on the second vehicle, 

for a given yaw angle of 5 degrees and a longitudinal distance of 3 meters between vehicles. 

The longitudinal distance between vehicles has also been predicted and, as expected, the smaller the 

gap, the better. Under no side wind conditions, the maximum distance studied (10 meters) stills shows 

a benefit for both vehicles compared to the case when driving on their own. This tendency changes 

when crosswind appears and, at a distance of 8 meters, the second vehicle confronts an aerodynamic 

resistance higher then as if it was driving on its own.  
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3 Predictive modelling of fuel consumption 
In this chapter, we investigate machine learning models for predicting the fuel consumption of a 

particular truck and route based on a number of parameters, such as the corresponding road 

characteristics, load weight, weather conditions, driving behavior, technical properties of the truck, 

etc. The idea is that the model should be used when determining the expected cost for different 

possible routes during the route planning and optimization [1]. 

To this end, we adopt a supervised data mining approach where a predictive model for the fuel 

consumption is learnt from data. This includes preprocessing and consolidation of different types of 

data related to the fuel consumption, such as historical data from Scania’s Fleet Management 

system, vehicle configuration data, road/routing data from Volkswagen’s routing system Digital 

Reality, and historical weather data from the Swedish Meteorological and Hydrological Institute 

(SMHI).  Data preprocessing, consolidation and variable selection is typically a time consuming yet 

critical part of a real-world data mining process and the current application is no exception to this. 

Based on the final dataset, a number of different machine learning algorithms for learning regression 

models are investigated. In particular, we investigate how the choice of variables (covariates) and the 

choice regression model affect the predicative performance. 

The work and results that are presented in this chapter have been carried out as a master’s thesis 

project at Scania in collaboration with the Royal Institute of Technology in Stockholm, Sweden [2]. 

We would like to acknowledge our former master’s student Henrik Almér for his work and 

contribution to this report. 

It may be noted that the traditional approach to predicting the fuel consumption typically involves 

simulations based on detailed physical models of the truck (engine, transmission, aerodynamics, 

load, etc.) and the environment (road, wind, weather etc.). While such simulations may yield 

accurate short-term and long-term predictions, they usually require relatively detailed and high-

resolution input data and are often computationally very expensive, especially for long-term 

predictions. In applications such as transport planning, a more high-level model of the fuel 

consumption based on machine learning may be more practical yet sufficient for predicting fuel 

consumption over longer periods in time/space. Since previous work and experience is very limited in 

this area, we have chosen to further investigate this approach. 

3.1 Data collection and preprocessing 
The data that will be used for building the predictive models come from four different sources. The 

first and most important data source is the Fleet Management (FM) data, which is collected by Scania 

and stored in a database system. To complement the FM data there is also map data and 

information about road characteristics that comes from Volkswagen, as well as weather data which is 

accessed through SMHI’s web based interface [3] and vehicle configuration data from an internal 

Scania database. 

3.1.1 Data description 

Fleet management data 

The FM database contains information collected from vehicles operated by various companies all 

over the world. This study however will be limited to a small subset of the vehicles, namely the ones 

operated by the Scania Transport Laboratory. These vehicles generally send more detailed data 
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compared to other vehicles in the dataset. For instance, they send information about the estimated 

weight of the vehicle including cargo. Previous studies have shown that the vehicle weight is one of 

the most influential variables of a predictive model for fuel consumption [4]. Indeed, it makes 

intuitive sense that the weight of the vehicle would have a large influence on the fuel consumption. 

The variables which are of interest for this study are summarized in Table 3-1. 

Table 3-1: Variables of interest in the FM data. 

Variable name Description 

Heading Orientation of the vehicle 

Latitude Latitude of the vehicles position 

Longitude Longitude of the vehicles position 

Speed Vehicle speed 

Timestamp The time the message was recorded 

Vehicle ID Vehicle identifier 

Odometer Accumulated distance in travelled 

Total fuel Accumulated fuel consumed 

Calculated vehicle weight Estimate of the vehicle weight based on suspension data. 

Distance with trailer Distance travelled with a trailer attached since previous message 

Time over-speeding Time spent over 80km/h since previous message 

Time over-revving Time spent in high revolutions since previous message 

Brake applications Number of brake applications since previous message 

Harsh brake applications Number of harsh brake applications since previous message 

Harsh accelerations Number of harsh accelerations since previous message 

Time out of green band Time spent outside of environmentally optimal revolutions since 

previous message 

Time coasting Time spent coasting since previous message 

Distance with warnings Distance travelled with vehicle warnings since previous message 

Distance with CC active Distance travelled with cruise control active since previous 

message 

Distance with no gear Distance travelled in neutral gear since previous message 

 

The Transport Laboratory has had approximately 70 different vehicles in operation which have sent 

data to the FM system. These vehicles have been driven in many different places in Europe. The most 

travelled route is between Södertälje in Sweden and Zwolle in Holland, but they also travel routes in 

Central and Eastern Europe and the Balkans. However, we will only consider fleet data within the 

Swedish borders. The reason for this is that the available historical weather data was limited to 

readings from Swedish weather stations.  Figure 3.1 visualizes the subset of FM data that 

corresponds to travelled routes within Sweden. Figure 3.2 shows a histogram of the number of 

messages per month since the data collection started in March 2013. The increase of messages in 

June 2013 corresponds to the time at which the Transport Laboratory’s vehicles increased the update 

frequency, from one message every 10 minutes to one message every minute. In this work we have 

chosen June 1st 2013 and November 30 2014 as the lower and upper bound, respectively, of the 

date interval for selecting data points. 
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Figure 3.1: Overview of FM data positions from Scania Transport Laboratory’s trucks within Sweden. 

 

 

Figure 3.2: Histogram showing the number of messages sent from the Transport Laboratory’s vehicle fleet 

each month since 2013. The highlighted area indicates the time range for the data that was used in this 

work. The dips in the histogram correspond to public holidays and summer when most drivers are not 

working. The total number of messages is almost 11 million. 

 

Vehicle data 

The FM database does not contain any descriptive information about vehicle configuration. This 

information is available in a separate vehicle database system, which provides access to vehicle 

specific data such as type of engine, gearbox, cab, tyres, etc. Table 3-2 shows a list of the selected 

variables that are assumed to have the greatest impact on the fuel consumption. When selecting the 

attributes it was taken into consideration that the vehicles are limited to those operated by the 

Transport Laboratory. These vehicles share some common characteristics that could consequently be 

eliminated from the study. 
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Table 3-2: Variables of interest in the vehicle database. 

Variable name Description 

Vehicle type Truck or bus 

Technical total weight The weight of the vehicle 

Fuel type Diesel or ethanol 

GTW technical The maximum allowed gross trailer weight 

Engine stroke volume The volume of the engine 

Horsepower The power of the engine 

Rear axle gear ratio  

Emission level The emission level, one of 3 classes 

Overdrive Whether the vehicle has overdrive or not 

Eco-cruise Whether the vehicle has eco-cruise or not 

 

Figure 3.3 show how the categorical variables in Table 3-2 are distributed for the vehicles that are 

present in the selected FM data. It is reasonable to assume that there may be some correlation 

between these characteristics, for example the rear axle gear ratio and the fuel type.  

 

Figure 3.3: Histograms for some of the categorical variables in the vehicle database for the selected vehicles 

in this work.  



 

D4.3 – Vehicle fuel consumption models 

COMPANION- 610990  

 

 

31 / 62 

While extracting the information from the vehicle database, it turned out that data for some of the 

Transport Laboratory’s vehicles was missing, subsequently these vehicles were removed from the 

study leaving 62 vehicles in total. 

Road data 

The road data comes from the routing system DigitalReality 3.0 which is developed by Volkswagen. 

The desktop installation consists of a frontend GUI, or workbench, which allows high level 

interactions with the underlying map data. Using the workbench one can visualize map data and 

routes and have access to methods for routing between two or more waypoints. The system also 

includes a low level Java API which provides methods for querying the map database. The database 

itself is in the Navigation Data Standard (NDS) format and has been purchased from the navigation 

and mapping company TomTom. 

All roads in the database are broken down into links. A link, in the terms of the routing software, is 

the longest possible piece of road on which a vehicle can travel without any updated navigation 

instructions. For example if a road has an intersection or a roundabout, the link will be broken and 

new links added. The intersection is itself not a link, but rather a link-connector element. In terms of 

the system’s data model, a new link will be created whenever a value of the fixed attribute set 

changes along a road, e.g. whether or not the road is a bridge or a tunnel, or if it passes through an 

urban area. Each such link has a number of intrinsic properties, for instance the members of the fixed 

attribute set, as well as a number of computed properties, such as the average slope and the average 

speed. 

The properties of the links that are likely to influence fuel consumption are detailed in Table 3-3. 

Table 3-3: Variables of interest in the road data. 

Variable name Description 

Average slope The average slope of the link 

Average speed The estimated average speed when driving the link 

Speed limit The speed limit of the link 

Administrative road class The type of link, e.g. highway or local road 

Bridge Whether the link is a bridge or not 

Tunnel Whether the link is a tunnel or not 

Urban Whether the link is near an urban area or not 

 

Weather data 

The weather data comes from SMHI and is accessed through their public web based interface [3]. 

The data consists of meteorological observations from SMHI’s weather stations which are spread 

over the country. Each station measures different parameters; some measure several parameters 

while others measure only one. Each meteorological observation is coupled with a timestamp and a 

position. The variables in Table 3-4 have been selected according to the metrological parameters that 

have previously been shown to have the greatest influence on fuel consumption [4]. 
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Table 3-4: Variables of interest in the meteorological data. 

Variable name Description 

Temperature The air temperature in °C 

Wind speed The wind speed in m/s 

Wind direction The wind direction in degrees 

Humidity The relative air humidity in % 

Air pressure The air pressure in hPa 

Precipitation The amount of rain or snow fall in mm/h 

Current weather A qualitative description of the weather 

 

Figure 3.4 shows two heat maps of the geographical distribution of the weather stations that 

measure all variables in Table 3-4 and those that measure only the wind speed and direction. It is 

evident that the southern part of Sweden generally has better coverage. Comparing with Figure 3.1, 

we see that the distribution of vehicle positions correspond fairly well to the wind speed/direction 

coverage. 

 

Figure 3.4: The map to the left shows a heat map of all active weather stations in Sweden that measure wind 

speed and direction. The map to the right shows all active weather stations that measure all of the 

parameters wind speed, wind direction, temperature, air pressure, humidity and precipitation.  

The temporal resolution varies between different stations and parameters. Figure 4.7 shows a bar 

chart describing the distribution of collection frequencies over station-parameter pairs.  

According to SMHI, the historical observations can only be considered accurate if they are older than 

three months. This is because SMHI has a correction and quality control process which cannot be 

guaranteed to have finished for observations that are less than three months old [3]. This puts a 

restriction on the time period of FM data that can be used for training the fuel prediction model. The 

data was downloaded from SMHI in February 2015. Hence October 31st 2014 was selected as the 

upper bound of the date interval for the FM data. 
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Figure 3.5: The left diagram shows the distribution of the number of observations per day. The different 

stations may have different collection frequencies for different parameters, for instance weather station A 

might collect 24 temperature observations per day but only 8 wind speed and wind direction observations. 

The diagram shows that most of the parameters are collected once per hour by most of the stations. The 

right diagram shows how many stations track the different parameters. It is evident that most parameters 

have comparable coverage, while temperature has better and air pressure worse than average. 

 

3.1.2 Data filtering and pre-processing 

Due to the facts stated in the previous section, the selected FM dataset is limited to: 

• vehicles operated by Scania Transport Laboratory, 

• vehicles that have their configurations documented in the vehicle database, 

• messages sent from inside of Sweden, 

• messages sent between June 1st 2013 and October 31st 2014, 

• messages which include their vehicles fuel readings, 

• messages which include their vehicles calculated weight. 

The FM database also contains incorrect data. There are examples of messages that imply that 

vehicles travel at speeds exceeding 300 km/h or do not consume any fuel over several kilometres. To 

deal with this faulty data Scania has previously developed a filtering routine. The filtering process 

selects all messages such that the vehicle is in motion and that the speed and fuel consumption lie 

within sensible bounds. Using this filtering process and applying the selection criteria listed above 

results in a set of over 5 million messages. This dataset is the raw data to be used for training but will 

be further reduced by other sanity checks and pre-processing steps during the data consolidation 

process. 

3.1.3 Data consolidation 

Figure 3.6 shows a schematic overview of the data consolidation process. The data from the different 

sources is downloaded locally and filtered to only include relevant data points as per the data 

selection section above. The data points are then matched with each other using matching criteria. 

The resulting consolidated dataset is put through a series of pre-processing steps to compute 

features and prepare the data for use in training. The details of this process are described in the 

following sections. 
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Figure 3.6: Schematic view of the data consolidation process. 

Local database 

In order to consolidate the data a database for storing the information from the different sources is 

needed. For this purpose we chose to set up a local installation of the PostgreSQL object-relational 

database system. The reason for this is primarily the PostGIS extension which is available for 

PostgreSQL and allows spatial queries [5]. For example it makes it easier to extract all points that lie 

within a certain geometry (such as the Swedish borders) or to calculate the distance between two 

GPS coordinates. PostGIS is also possible to integrate with QGIS which is an open source software 

that is useful for visualizing and analyzing the geographical data. 

Pairing of FM messages 

In order to evaluate fuel consumption a single message from the FM database is not enough. The 

messages must be examined in pairs in order to determine the distance driven, the amount of fuel 

consumed, etc. To this end we iterate over the position messages and pair each of them with the 

message that was closest after in time and was sent from the same vehicle. These message pairs 

were then filtered to only include pairs with exactly 60 seconds between them. 

The message pairing routine was also done for messages with exactly 10 minutes between them.  

That is, we iterate in a similar way but on average 9 out of 10 messages are skipped until a message 

pair with 10 minutes between them is found. In this way a sub-sampled dataset of approximately 10 

% the size of the original set is created. This alternative dataset will be used in training in the same 

way as the dataset with 1 minute frequency. The resulting models will then be compared in order to 

evaluate if a 10 minute frequency is sufficient for building a usable fuel model. Drawing the fuel 

consumption observations from the same population in this way ensures a fair comparison between 

the models. 

Figure 3.7 illustrates the distribution of the observed fuel consumption for the 1 minute and 10 

minutes sampling rates. It is clear that the 1-minute sampling results in greater variation compared 

to the 10-minute sampling rate. 



 

D4.3 – Vehicle fuel consumption models 

COMPANION- 610990  

 

 

35 / 62 

 

Figure 3.7: Estimate of the probability density function (PDF) of the fuel consumption for the two datasets 

with 1 and 10 minutes update frequency, respectively. The dashed lines represent the median values of the 

different distributions. The diagram shows that the median values are very close to each other for both 

distributions but that the dataset with a finer sampling rate has larger variance. 

There were position messages in the original dataset for which no pairing was possible or for which 

the frequency was wrong, these messages were discarded and not used in the final datasets. After 

discarding these messages ca 2.7 million out of the original 5 million messages remained. 

Matching weather data and FM data 

To match the weather observations to the paired FM messages, nearest neighbor searches of the 

weather stations using the GPS coordinates of the FM messages were carried out. The search 

algorithm first fetches the closest station and inspects which parameters are available there. It then 

continues with the second closest and inspects which parameters are available there. The algorithm 

continues in this manner until stations that track all parameters have been found, at which point the 

algorithm terminates. Once the set of stations has been compiled, they are queried for the 

observations that are closest in time to when the paired messages were sent. The approach is 

illustrated in Figure 3.8. 

Quantifying the wind effect 

The influence of wind on fuel consumption is given by the difference in the direction between the 

vehicle and the wind as well as the strength of the wind. Driving in the same direction as the wind is 

blowing reduces fuel consumption while driving in the opposite direction increases fuel 

consumption. To quantify this effect the WindEffect feature is defined according:  

���������� = ��������� ∙ cos��� ���! " #$ %����&�'����(�)*, ( 3.1 ) 

where Heading and WindDirection are given in radians. The addition of $ has to do with the fact that 

the wind direction represents the direction is blowing from, while the vehicle heading represents the 

direction the vehicle is driving towards. The value of the cosine function is -1 if the vehicle has 

headwind and 1 if it has tailwind. 
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Figure 3.8: Illustration of how weather observations are matched to the position of a FM message. For the 

position just south of Gränna the closest stations are fetched and inspected in the order of their distance. In 

this case 5 out of 7 parameters are obtained from the closest station at Visingsö. The other 2 parameters are 

not tracked by the second closest station in Ramsjöholm but they can be obtained from the third closest 

station in Jönköping. When all 7 parameters are found the search is terminated. 

  

Matching road data and FM data 

The extracted FM message pairs each contains a start and end position in the form of GPS 

coordinates, which are longitude and latitude values in the World Geodetic System 1984 (WGS 84). In 

order to extract road data for each message pair, the corresponding start and end positions are 

provided as input query to a routing function of the DigitalReality Java API. Each route is verified so 

that the distance between the input positions and the endpoints of the output route are not too 

large. Further, we also check that the difference in length between the route and the reported 

odometer readings are not too large. An illustration of a message pair matched to a route can be 

seen in Figure 3.9.  

Once a route was found a set of attributes was extracted using the DigitalReality Java API. The 

attributes chosen to describe the slope profile of the route was the average slope as well as the total 

climb and total descent of the route. In addition, attributes designating the type of road, average 

speed and other features described in Table 3-3 were also collected and matched to the position 

pair. 
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Figure 3.9: Example of a route between two message positions found using the DigitalReality API. The API 

uses the two end points to find a set of line segments corresponding to the road between the points. The 

found route can then be inspected to determine the average slope, the total climb and descent, etc. This 

particular route is on the E4 just south of Gränna in Småland. 

 

Estimating platooning 

In order to determine whether a vehicle is in a platoon or not we exploit the fact that the vehicles’ 

clocks are synchronized. They are synchronized in such a way that they send their position messages 

at the same time. This makes it possible to look at all position messages from a given moment and 

determine if any of the vehicles are close enough to each other at that moment to be considered to 

be part of a platoon. The platooning calculations were modelled on the algorithm described by Svärd 

[4]. 

To reduce the risk of including false data the messages were filtered according to the following steps: 

1. First the messages that seemed to not have synchronized clocks were removed. This was 

determined by investigating which messages were sent at times when no other messages 

had been sent, and removing those from the dataset. 

2. The second step was to separate all possible platooning candidates from the messages that 

decidedly did not come from a platoon. This was determined by examining the distance 

between messages. If a message was less than 100 meters from another message it was 

concluded that it could be part of a platoon. 

These filtering steps divide the dataset into one subset of position messages that are not part of a 

platoon and another subset of messages that could be part of a platoon. The second subset that 

contains platooning candidate messages was processed further to separate the highly probable 

platooning messages from improbable platooning messages using the following steps: 

1. Look at the pair of position messages closest to each other 

2. Make sure that they are travelling in the same direction. 
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3. Make sure that the difference in bearings between the two positions and the travel direction 

is small enough. This ensures that the vehicles travel in the same lane. 

To calculate the bearing between two positions, the Haversine formula for GPS coordinates was 

used: 

 arctan / 012#345�67345�8) 9:0#345�67345�8)
9:0#3�;8) 012#3�;6)7012#3�;8) 9:0#3�;6) 9:0#345�67345�8)<,    ( 3.2 ) 

where Lat1, Long1, Lat2 and Long2 are the latitude and longitude values of the two GPS coordinates. 

The calculated bearing is the compass heading between the two points. If the found bearing is close 

enough to the average heading of the vehicles, it is assumed that the vehicles were platooning. 

Figure 3.10 illustrates how the bearings are compared to vehicle headings. 

 

Figure 3.10: Illustration of how the platooning calculations are performed. To determine if the vehicles were 

travelling in the same lane, the angle between their positions are examined. In this case we start with vehicle 

A and cross out vehicle D from the candidate list since it is not travelling in the same direction. Vehicles B 

and C however could be part of a platoon with A since they are travelling in the same direction and are close 

to each other. By examining the angles between the heading of A and the vectors AB and AC, it can be 

concluded that the vehicles are not in the same lane and therefore not in a platoon with A. 

All position messages that passed the steps above were determined to be positive platooning 

messages; all other messages were discarded due to uncertainty. This routine caused many position 

messages to be dropped from the dataset; out of the 2.7 million input, only 1.9 million messages 

remained. Since the GPS data has an accuracy of a few meters, it is not reliable on the level of 

determining which lane a vehicle is in. Thus, there is a risk that some of the messages that were 

included contain false information. Figure 3.11 illustrates this potential flaw in the method. 
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Figure 3.11: Illustration of a flaw in the method. Since the accuracy of the GPS positions is not perfect, there 

is a risk that a method based on examining angles between vectors may produce both false positives and 

false negatives. In this case the true position of vehicle A is illustrated by its position on the road and the 

reported GPS position is illustrated by the white dot and the heading vector. The same applies for vehicle 

B. In such a scenario the method would determine that the vehicles are platooning, when in fact they are 

not. 

3.1.4 Final dataset 

The extracted datasets for road data, weather data, vehicle configuration and platooning information 

were compiled separately from the input of 2.7 million paired FM messages. Once the datasets had 

been compiled they were stored in separate tables of the local database, with the observations 

matched to a unique FM message ID that acted as a foreign key between the tables. To consolidate 

the data and compile a unified dataset of matched observations, a query was used to extract and join 

all data for the subset of FM message IDs that were present in all tables. The resulting dataset 

consisted of ca 1 million messages. This means that the pre-processing as described in the above 

sections reduced the data from 5 million to 1 million messages. Figure 3.12 illustrates how the 

resulting datasets are distributed geographically. 

    

Figure 3.12: Geographical distribution of the consolidated FM messages that made it through all of the 

filtering and preprocessing steps. The left and center images shows messages from the 1-minute and 10-

minutes datasets, respectively. The rightmost image shows a corresponding heat map, which is similar for 

both datasets. It is evident that the observations are focused on the E4 south of Södertälje and that almost 

all observations come from the major highways. 

After the pre-processing and filtering steps, the remaining observations belong only to vehicles 

having diesel as fuel and having emission level Euro 6. Therefore, the features regarding fuel and 

emission level were removed from the dataset. The final list of variables used for training is 

presented in Table 3-5. 

The exact number of data points in the final 1-minute and 10-minute datasets are 985 600 and 

33 677, respectively. This means that the 10-minute dataset is only ca 3 % of the size of the 1-minute 

dataset. Before the data consolidation process the 10-minute dataset was approximately 10 % of the 

1-minute dataset. This reduction is primarily due to the fact that route matching was much less 

successful when the positions were further away from each other. 
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Table 3-5: Summary of all the variables of the preprocessed and consolidated dataset 

Variable name Description 

Day of year The day of the year, works as a season indicator 

Hour of day The hour of day 

Average heading Avg compass heading of the vehicle between the two 

positions 

Calculated speed Avg speed of the vehicle between two positions 

GTW technical The maximum allowed gross trailer weight 

Engine stroke volume The volume of the engine 

Engine horsepower The power of the engine 

Rear axle gear ratio The rear axle gear ratio 

Overdrive Whether the vehicle has an overdrive gearbox 

Eco-cruise Whether the vehicle has an ecocruise system 

Distance with trailer per second Distance travelled with a trailer, divided by time 

Over-speeding rate Time spent over-speeding divided by total time  

Over-revving rate Time spent over-revving divided by total time  

Brakes per second Total number of brake applications divided by time 

Harsh brakes per second Number of harsh brake applications divided by time 

Harsh accelerations per second Number of harsh accelerations divided by time 

Out of green band driving rate Time spent driving environmentally unfriendly divided by 

total time 

Coasting rate Time spent coasting divided by total time 

Dist with vehicle warnings per 

second 

Distance travelled with warning light divided 

by time 

Distance with CC active per second Distance travelled using cruise control divided by time 

Dist moving while out of gear per 

second 

Distance travelled in neutral divided by time 

Calculated vehicle weight The estimated weight of the vehicle during an 

aggregation period 

Platooning Whether the vehicle is in a platoon 

Platooning distance The distance to the nearest vehicle in the platoon 

Average slope The average slope of the route 

Total climb The calculated total climb of the route  

Total descent The calculated total descent of the route 

Average speed The estimated average speed of the route 

Speed limit The speed limit of the link 

Max administrative road class The maximum admin class of the route 

Bridge Whether the route has a bridge 

Urban Whether the route is near an urban area 

Average temperature The average temperature between the two messages 

Wind factor The average wind factor between the two messages 

Average humidity The average humidity between the two messages 

Average air pressure The average precipitation between the two messages 

Average precipitation The amount of rain or snow fall in mm/h 
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3.2 Regression models and algorithms 
This chapter describes the general regression models and algorithms that have been implemented in 

this work and evaluated in Section 3.3 using the final dataset described in 3.1. 

3.2.1 Linear regression 

Linear regression involves the fitting of a linear function of one or more inputs, known as covariates, 

to a single output, known as the dependent variable. The general specification of the linear 

regression model is: 

= => ?@A@
B

@CD
% AE % �, 

where = is the dependent variable, G is the number of covariates,  ?@  is the ith covariate, A@ is the 

weight or coefficient of the ith covariate,  AE is the intercept and � is the error term. Given a matrix H  

of size � × G and a vector J of size �, where � is the number of observations of the G covariates and 

the corresponding dependent variable, the learning of a regression model involves finding an 

estimate AK = �AKE, … , AKB* of the true weight vector A = #AE, … , AB). This is usually done by finding 

the MN  that minimizes the sum of the squares |�̂|� of the residuals: 

�̂ = J " QA,N  

which is known as the ordinary least square (OLS) estimate and can be solved analytically or 

iteratively using e.g. a gradient descent algorithm [12]. In this study linear regression will be used as a 

benchmark model for comparison with the more advanced non-linear regression models. 

A common metric used to evaluate the influence of a single observation #H@, J@) during OLS 

estimation of a linear regression model is Cook’s distance [13]: 

&@ =
∑ �JST " JST#@)*�UVCD
#G % 1) ⋅ X�� , 

where JST is the prediction of the full regression model for observation j, JST#@) is the corresponding 

prediction of the refitted regression model in which observation i has been omitted, and: 

YZ[ = |\]|^
U " #_ % `) , 

     

 is the mean squared error of the model. 

3.2.2 Decision and regression trees 

A decision tree is a relatively simple model which takes a sequence of attributes as inputs and 

outputs a value or decision. Each internal node in the tree corresponds to an attribute test with one 

branch for each possible value/outcome of the test. In the case of a discrete attribute, the possible 

outcomes of the test are simply the set of all possible values of the attribute. In the case of a 

continuous attribute, the test typically involves one or more attribute thresholds that define the 

possible outcomes, e.g. if the value of attribute X is less than Y or not.  Each leaf node of the tree 

contains the resulting value (decision) for the sequence of attribute value tests that lead down to the 

leaf (see Figure 3.13). When predicting the value for a new observation,  we start at the root node 
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and check the corresponding attribute of the observation. Depending on the value of the current 

attribute, we chose the corresponding branch and check the attribute of the child node, etc. This 

recursive procedure is repeated until we reach a leaf node. 

Algorithms for generating decision trees from data are usually based on a greedy learning strategy; 

starting from the root, each leaf node is incrementally branched into new leaf nodes. For each leaf 

node, the attribute whose value is expected to be the most informative is chosen among the 

remaining attributes (ie the attributes that have not already been tested in the current path from the 

root). By ”most informative” we mean the attribute test that would result in the best split of the 

subset of observations in our training data that fulfil the attribute tests so far; ideally the chosen 

attribute test would result in a perfect split where each of the resulting subsets of observations, one 

for each leaf node, contain the same target value. In the case of classification, the degree to which an 

attribute is informative is measured in terms of expected reduction of the entropy among the 

training observations after the split [12]. When considering continuous attributes, we also have to 

determine a suitable threshold or split point for the attribute test that results in the largest expected 

reduction of entropy [12]. 

The splitting of leaf nodes is typically continued until the whole training set is perfectly split into 

subsets with the same target value, or there are no more attributes available for splitting. In the 

latter case the value of each leaf node is often set to the majority or mean value of the 

corresponding training observations. 

A regression tree is a specific type of decision tree used for regression, where the output is a numeric 

value. In this case each leaf node generally contains a linear function of some subset of numerical 

attributes [12]. For example, a regression tree for fuel prediction may have leaf nodes that contain 

different linear functions of vehicle weight, road slope and engine strength. When learning a 

regression tree from training data, the algorithm needs to determine when to stop splitting the leaf 

nodes and estimate a linear regression model based on the remaining attributes (or some subset 

thereof) [12]. In contrast to learning classification trees, the expected reduction in variance is usually 

used instead of entropy when deciding which attribute to split on. 

3.2.3 Random forests 

A random forest for regression is an ensemble learning method where several regression trees are 

trained independently of each other and the mean of their outputs used for prediction. Random 

forests use a modified tree learning algorithm that selects a random subset of the attributes at each 

candidate split in the learning process. Random forests correct for the tendency of decision trees to 

overfit to training data [14]. Two parameters are used for tuning a model fit: mtry, which defines 

how many features to use in each tree, and ntrees, which defines how many trees to train in total. 

The default for mtry is usually set to the square root of the total number of features. The value of 

ntrees is usually selected to be as high as possible while keeping training time reasonably short. 
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Figure 3.13: An example of a simple regression tree. This tree has three attributes that are evaluated. At each 

node, a yes or no question is answered and the corresponding path down the tree chosen. Once a leaf node 

is reached, the tree returns the corresponding value. 

3.2.4 Support vector regression 

The support vector machine (SVM) is a popular machine learning method for supervised classification 

which is appropriate in the case that you do not have any specialized prior knowledge of the problem 

domain [12]. In its original formulation, the SVM finds a hyperplane in feature space that separates 

the training data of the two classes with a wide margin. New test data points are then classified 

according to the separating hyperplane. The separating hyperplane is expressed in terms of a subset 

of the training data points known as the support vectors, which are the points that lie closest to the 

hyperplane.  A key property of SVM is that the found hyperplane has the maximum margin to 

training data points of both classes, which reduces the risk of overfitting. Moreover, using the so-

called kernel trick and dual formulation of the SVM optimization problem, different kernels may be 

used to embed the data in a higher dimensional space, producing powerful non-linear classifiers [12]. 

Support vector regression (SVR) is an extension of SVM where the same principles are applied for 

regression instead of classification. Rather than finding a wide margin separating hyperplane, the 

standard SVR finds a narrow margin “corridor” in feature space that includes all of the training points 

(see Figure 3.14).  More specially, SVR finds a linear function: 

�#?) = 〈b, ?〉 % d, 
for predicting the response = based on the input vector ? ∈ fB, such that the error |=@ " �#?)| for 

each response =@  in the training data is at most g while the weight vector b is as small as possible, 

i.e. the norm of b should be minimized. Hence, the problem of finding �#?) involves solving the 

convex optimization problem: 

minimize			 12 ‖b‖
�

subject	to		 q=@ " 〈b, ?@〉 " d r s
〈b, ?@〉 % d " =@ r s,
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where the parameter s is an upper bound of the error corresponding to the maximum allowable 

width of the corridor. The support vectors in SVR correspond to the subset of training data points 

(typically three or four) that have the largest error. 

 

Figure 3.14: Illustration of support vector regression in 2D feature space. The blue points correspond to the 

training data. The red dashed line corresponds to the approximated linear function. The two solid lines 

represent the narrow margin corridor enclosing all point. Note the three support vectors located on the 

border lines; these alone define the fitted linear function. 

 

Similar to SVM, the SVR can benefit from the kernel trick in the case that the response variable is a 

non-linear function of the input variables. The key idea is that the optimization problem above can 

be reformulated as the so-called dual problem, in which the training data points only occur pairwise 

as terms of dot products, i.e. they are not explicitly represented. By replacing the dot product 〈?, ?́〉 
between each pair of training data points ?, ?́ with a more general kernel function G#?, ?́), such as 

the Gaussian function, the input data is effectively mapped into a higher-dimensional feature space 

where the relationship between ? and = becomes (more) linear, i.e. similar to Figure 3.14. Further, 

due to the fact that we do not care about the actual error of each training data point (as long as it is 

less than s), only the support vectors are needed for defining the SVR model. Hence, only the dot 

products (or kernel function values) of the support vectors are needed during prediction. 

3.2.5 Artificial neural networks 

Artificial neural networks (ANN) were first envisioned as a digital model of a brain, connecting many 

simple neurons into a network capable of solving complex problems. A neuron in the context of a 

ANN is a node in the neural network. Roughly speaking one can say that the neuron “fires” when a 

linear combination of its inputs exceed a threshold [12]. The nodes have one or more inputs, each of 

which has an associated weight. The inputs are multiplied by their corresponding weights and their 
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sum fed to an activation function which returns a binary response signalling if the sum exceeded the 

threshold or not [12]. Figure 3.15 illustrates the structure of a node. 

 

Figure 3.15: Illustration of an artificial neuron. Each neuron has a set of inputs links with associated weights, 

a transfer function and an activation function. The activation function outputs a binary response and the 

result is sent on the output link. 

 

The activation function of the node is typically a hard threshold function, in which case the node is 

called a perceptron, or a logistic function [12]. The two types of activation functions are illustrated in 

Figure 3.16. In this study activation functions of the logistic kind will be used since they are 

continuous and thus possible to differentiate, which is a requirement for being able to update the 

weights in the training algorithm that will be used [12]. Note that the activation functions of the 

nodes are nonlinear, meaning that their output is not the sum of their inputs multiplied by some 

constant. This property of the individual nodes ensures that the entire network of nodes also can 

represent nonlinear functions [12]. 

   

Figure 3.16: Activation functions commonly used in ANN nodes. The left image shows the hard threshold 

function associated with a perceptron. The right image shows a logistic function. 

 

To form a network, the nodes are arranged in layers and connected by directed links, where each link 

has an associated weight. The layers in between the input and output layers are referred to as 

hidden layers [12]. There are two general ways that ANN are structured. The first is the feed-forward 

network in which the connections are only in one direction. That is every node receives input from 

nodes in the previous layer and sends their output to the next layer, without any loops. A feed-

forward network where each layer is fully connected to the next one and where the nodes use 

logistic activation functions is called a multilayer perceptron (MLP) [12]. Figure 3.17 illustrates the 

structure of a feed-forward ANN. 
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The second structure is a recurrent network where nodes may feed their responses back to nodes in 

preceding layers. Recurrent networks form dynamic stateful systems that may exhibit oscillations 

and chaotic behaviour and can be difficult to understand [12]. In this work we will focus on feed-

forward networks. 

 

Figure 3.17: An example of a feed-forward ANN with four input nodes, two output nodes and one hidden 

layer. Each node is connected to all other nodes in the succeeding layer by a directed link with an associated 

value. It is the values of these weight together with the activation functions that define the behaviour of the 

ANN. 

 

In a MLP you can back-propagate the error from the output layer to the hidden layers. Such 

backpropagation of the error in a multilayer network implements gradient descent to update the 

weights in the network and minimize the output error [12]. The backpropagation learning algorithm 

that will be used in this work is known as resilient backpropagation with weight tracking as defined 

by Riedmiller [16].  
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3.3 Regression of fuel consumption 

3.3.1 Data partitioning and normalization 

Before the training of the regression models, the data is divided into dedicated training, validation 

and test datasets. The training set is used to train the regression models. The validation set is used 

for hyperparameter optimization, i.e. selection of the model among a set of models that yields the 

best performance on the validation set. Once the hyperparameters have been chosen, the model’s 

predictive performance is evaluated on the test set.  

The partitioning of the datasets is done based on the date. The training set is defined as all data 

collected from 2013-06-01 to 2014-05-31, i.e. one year of data. The rest of the data collected 

between 2014-06-01 and 2014-10-31 is used for the validation and test sets, which are split in such a 

way that the two sets do not contain observations from the same dates. Partitioning based on the 

date ensures that correlation/dependencies between data from the different sets is minimized. If a 

random sampling method had been applied there would be a risk that observations coming from the 

same vehicle and the same time period would appear in both training and test sets, resulting in 

unwanted correlation between the datasets. As a result of the partitioning, approximately 67 % of 

data belongs to the training set, 11 % to the validation set and 22 % to the test set.  

After splitting the data, the mean and standard deviation of all features in the training set were 

computed to perform whitening transformation and then used to transform the features in the 

validation and test partitions. 

3.3.2 Variable correlation analysis 

A summary of a correlation analysis between each of the variables is provided in Figure 3.18. Strong 

correlation is found between the variables describing the engine characteristics. One interesting 

question is if the set of engine variables could be reduced to one or two descriptive features using 

principal component analysis (PCA) or some other method for dimensionality reduction. This 

question is beyond the scope of this study but could be worth investigating in future research.  

3.3.3 Prediction of average fuel consumption 

This subsection presents details of the different regression models and algorithms that have been 

evaluated for average fuel consumption prediction, including experimental results. But before we 

presents these results , let us briefly introduce the two main performance metrics that are used. 

Performance metrics 

The mean squared error (MSE) is a standard performance metric for predictive models in general and 

regression models in particular. The MSE of a predictive model is the average of the squares of the 

prediction errors, where the error is defined as the difference between the predicted value and the 

true value. Given a test sample of size �, the MSE is defined as: 

X�� = 1
�>�JS@ " J@*�

5

@CD
 

where JS@  is the predicted value for the ith observation J@. A common variant of the MSE is the root 

mean squared error (RMSE), which is simply the square root of the MSE. The absolute value of the 

RMSE is usually more interesting since it is measured in the same unit as the quantity that we want 
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to predict. In the experiments of the following subsections, we will report on the RMSE for each of 

the different regression models. 

As a complement to the RMSE, we will also consider the mean of the relative prediction error:  

1
�>

uJS@ " J@u
J@

5

@CD
. 

 

Figure 3.18: Correlation plot of the variables in the 1-minute dataset. Dark blue circles represent strong 

positive correlation and dark red circles represent strong negative correlation. The circles grow in size 

depending on the absolute value of correlation. Empty boxes indicate that there is no correlation between 

the parameters. The diagram shows that the engine parameters are strongly correlated with each other and 

that the three parameters describing the slope profile of a road are also correlated. Correlation between the 

road type and speed limit is present as well. 
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Linear regression 

As a first step linear regression was applied to all the observations in the data in order to investigate 

the distributions properties and see how well the data could be fitted by a simple linear model. 

When training the linear model it became evident that two of the variables in the dataset, i.e. 

truck/bus and tunnel/no tunnel, were constant; only trucks and roads without tunnels were present 

in the data. These variable were removed from the data since they would not have any influence on 

the training.  

To evaluate the fit of the linear model, plots describing the residual vs fitted values as well as Cook’s 

distance vs leverage were created. The diagrams are shown in Figure 3.19. The diagrams imply that a 

linear model cannot accurately model the underlying relations in the data. The Cook’s distance plot 

also suggest that some points should be examined extra carefully and possibly removed from the 

dataset before training the more advanced models.  

 

Figure 3.19: Plots describing how well the linear regression model fits the 10-minute dataset. The orange 

lines shows the smoothed means of the blue points. The left image shows how the residual errors vary 

depending on the fitted value for fuel consumption. When the values are close to 3 l / 10 km the average 

residual is near 0 and the maximum absolute residual is around 2-2.5. But when the prediction is lower the 

variance is lower, and when the prediction is higher the variance is higher. The mean error also becomes 

greater for the extreme values. This implies that the distribution is heteroscedastic and nonlinear and cannot 

be accurately described by a linear model. The right image shows the Cook’s distance vs leverage of each 

point in the dataset. If a point has a high Cook’s distance and/or high leverage it means that point is highly 

influential in the model result. These points should be checked extra carefully for validity and possibly be 

removed from the dataset. 

The points indicated by the Cook’s distance vs leverage plot turned out to be faulty on closer 

inspection. The point with highest Cook’s distance indicated by the plot contained an extreme value 

of fuel consumption of 20 l / 10 km. This data point was considered an outlier and removed from the 

dataset. The 1-minute dataset was also filtered to remove outliers using the same method. The 

residuals vs fitted and Cook’s distance vs leverage plots for the 1-minute dataset, after outlier 

removal, can be seen in Figure A.1 which can be found in the appendix. 

The results of the predictive performance on the test set is summarized in Table 3-6. It is interesting 

to note that the 10-minute dataset seems to be better suited for linear regression compared to the 

1-minute dataset. This is most likely because of the lower variation of fuel consumption observations 

in the 10-minute dataset. The linear regression model is used to perform a variable importance 

ranking in which the individual features are ranked based on their associated weight in the estimated 
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linear model. The results of the variable importance ranking can be found in Figure A.2 which can be 

found in the appendix. 

Table 3-6: RMSE values [liter/10 km] for the linear regression models. 

 RMSE training set RMSE test set 

1-minute dataset 1.24 1.65 

10-minutes dataset 0.46 0.80 

 

Random forest 

For fitting a random forest to the training data the R package randomForest was used, which 

implements Breiman’s random forest algorithm for classification and regression[7]. As described in 

Section 3.2.3, a random forest is created by building several regression trees using random 

subsamples of the features (variables) for each tree. The parameter mtry defines the number of 

features to be used in the trees. The default value of mtry is set to the square root of the total 

number of features; with 36 features this comes out to a default value of 6 features per tree. 

However, in order to find the optimal parameter setting, we iterate over different values of mtry and 

train a corresponding model and evaluate the RMSE of both the training and validation sets. The 

ntrees parameter, which defines how many trees to train for each model, was fixed at 100 in order to 

speed up the calculations. The experiment was carried out using only the 10-minute dataset as it is 

significantly smaller and therefore the training much faster compared to the 1-minute dataset. Initial 

prototyping showed the RMSE decreases as mtry approaches the upper bound of 36. It also showed 

that the decrease in RMSE is very small after the value of mtry passes 10. The RMSE as a function of 

mtry is plotted in Figure 3.20  and compared to the RMSE of a standard regression tree. The final 

random forest fit for the 10-minute dataset was trained using an mtry value of 10 and an ntrees 

value of 500, keeping the RMSE low while optimizing training speed. 

For the 1-minute dataset, ntrees was reduced to 100 and the data subsampled to 150 000 out of the 

total of 650 000 data points. This was done due to the very large memory and time requirements of 

training a random forest on the full 1-minute dataset. Reducing the dataset in this way may result in 

a worse fit than if the entire dataset had been used. The results of the training are summarized in 

Table 3-7. 

Table 3-7: RMSE values [liter/10 km] for the random forest models. 

 RMSE training set RMSE test set 

1-minute dataset 0.68 1.29 

10-minutes dataset 0.10 0.74 

 

The relative importance of the different variables of the random forest model was also investigated 

by measuring the increase in RMSE caused by removing the corresponding variable from the dataset. 

The results of this ranking is described by Figure A.3 which can be found in the appendix. 
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Figure 3.20: Plot of the RMSE of the training and validation sets for the random forest prototype. The 

horizontal lines represent the RMSE of a standard regression tree trained on the same data. The mtry 

parameter is incremented with 3 per step in the x direction. The diagram shows that the error for both the 

training and validation sets become smaller as mtry approaches the upper bound of 36. The jagged 

appearance of the lines can be attributed to the influence of randomness caused by the small number of 

trees in the forest. The diagram also shows that a random forest has better performance than a standard 

regression tree. 

Support vector regression 

The SVM-implementation available through the R-package e1071 was used to fit an SVR model to the 

data. The e1071 package provides an interface to libsvm, the C++ implementation by Chih-Chung 

Chang and Chih-Jen Lin [8]. SVR performance depends on several parameters, namely the choice of 

kernel function, the value of g and settings for w and . To find suitable parameters for estimating 

fuel consumption the parameter space was iteratively searched. The first search was for a good value 

of g. This parameter has an effect on the smoothness of the SVR response and it affects the number 

of support vectors. Thus both the complexity and the generalization capability of the network 

depend on g [9]. In the search for g, a radial basis kernel function was used and w and  were held 

constant. To make the search more time efficient the data used for the training was subsampled to 

4000 data points. The result of the search is illustrated by plots in Figure 3.21. Based on these plots, g 

was set to 0.25 and 1.75 for the 1-minute and 10-minutes datasets, respectively. 

To find good values for w and , a grid search over possible values was carried out using the tuning 

framework of e1071. The  value regulates the trade-off between the complexity of decision rule 

and the frequency of error [10]. The w value defines how far the influence of a single training 

example reaches, where a low value means “far” and a high value means “close” [10]. Initial searches 

over a random subsample of 4000 data points from the 1-minute validation set suggested that a w 

value close to 0.0135 and a  value close to 12 is a good starting point. Searching over an equally 

sized subsample of the 10-minute validation set resulted in a w value of 0.025 and a	 value of 20. 

The search space was defined by doing an initial coarse grid search over a larger space of values of w 

and  ranging between 27D� and 2D�.  
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Figure 3.21: The influence of x on the RMSE. The left plot for the 1-minute dataset shows that a value of x 

between 0 and 0.5 is the best fit. The right plot for the 10-minute dataset shows that a value between 1.5 

and 2 seems to minimize the error on the validation set. 

 

Figure 3.22 illustrates the result of the initial grid search. Using these preliminary values, another 

more narrow search using the full validation sets was performed. The results of the narrow search on 

the full 10-minute validation set indicates that a w value of 0.001 and a  value of 18 gives the best 

results, however only by a very small margin compared to the values found by the initial search on 

the subsample. For the 1-minute dataset a search over the full validation set is not computationally 

feasible, so the values found for the subsampled validation set were selected as the final values. 

 

Figure 3.22: Results from the grid search over the SVR parameters y and z for the 1-minute (left) and 10-

minutes (right) datasets. The diagrams show the error on the validation set for different values of the 

parameters. 
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When fitting the SVR model to the 1-minute dataset, the training set was subsampled to 65 000 data 

points. This was done due to the very large time requirements for training the model on the entire 

training set of 650 000 observations. The performance of the final SVR models on the training and 

test sets are summarized in Table 3-8. Although it is theoretically possible to do a variable 

importance ranking similar to the random forest model, the e1071 R library does not include any 

such methods [8]. Due to time limitations, variable importance ranking for the SVR model was 

therefore not performed in this work. 

Table 3-8: RMSE values [liter/10 km] for the SVR models. 

 RMSE training set RMSE test set 

1-minute dataset 0.87 1.41 

10-minutes dataset 0.48 0.76 

Artificial neural network 

The last regression model investigated in this work is a feed-forward ANN. For this we used the ANN 

package neuralnet in R, which implements several variants of backpropagation algorithms that can 

be configured extensively [11]. A multi-layer perceptron was configured with a single hidden layer. 

The network was trained with a resilient backpropagation learning algorithm with weight 

backtracking and a linear function in the output node. Figure 3.23 describes how the performance of 

the ANN varies with the number of nodes in the hidden layer. It seems like the model overfits as the 

number of hidden nodes increases and that two nodes minimizes the error on the validation set. The 

best RMSE results are summarized in Table 3-9. 

  

 

Figure 3.23: The error as a function of the number of hidden nodes. It is evident that the training error 

becomes smaller and that the validation error grows as the number of hidden nodes increases. The training 

error is nearly 0 when the number of hidden nodes is equal to the number of input nodes. This suggests that 

the model overfits when the number of hidden nodes is large. 

Table 3-9: RMSE values [liter/10 km] for the ANN models. 

 RMSE training set RMSE test set 

1-minute dataset 1.17 1.55 

10-minutes dataset 0.43 0.77 
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3.3.4 Statistical analysis of results 

The results in Table 3-6 to Table 3-9 consistently show that the models trained on the 10-minute 

dataset achieve greater predictive performance than the corresponding models trained on the 1-

minute dataset. This is also clear in the Figure 3.24, which summarizes the distribution of the relative 

error of the different models and datasets. Examining  Figure 3.24 it may also seem that the 

predictive performance of the random forest model is slightly better than that of the other models. 

However, it is not obvious if this difference is statistically significant. We would therefore like to test 

whether the predictive performance is affected by the choice of sampling rate (1 or 10 minutes) and 

the choice of regression model (linear model, random forest, SVR or ANN). In order to test these 

hypothesis, we perform two types of statistical tests, i.e. two-way ANOVA and the Friedman test. 

Two-way ANOVA 

The two-way ANOVA is a statistical method for analyzing the influence of two different categorical 

independent variables (in our case the type of regression model and the sampling rate, respectively) 

on one dependent variable (in our case the mean of the relative prediction error). In work we use 

two-way ANOVA for testing the hypotheses that: 

1. the means of the relative prediction error for models trained on the 1-minute and 10-minute 

are the same, 

2. the mean of the relative prediction error for each of the different regression models is the 

same, 

under the assumption that the relative prediction errors are normally distributed with the same 

variance for all datasets and regression models. 

The results from the two-way ANOVA can be found Table 3-10. Examining the first row, we see that 

the p-value for hypothesis 1 (above) is equal to 0.002. This means that if the choice of sampling rate 

does not influence the relative prediction error, then the probability of observing similar or larger 

differences in the relative prediction error during our experiment would be at most 0.2%. In other 

words, our experimental results would be very unlikely if it was indeed true that the choice of 

sampling rate has no effect on the relative prediction error. Hence, setting the significance level to 

e.g. 1%, we can reject hypothesis 1 and be more than 99% confident that the choice of sampling rate 

does in fact influence the relative prediction error. 

Examining the second row of Table 3-10, we see that the p-value for hypothesis 2 is equal to 0.428. 

This means that the hypothesis that the choice of regression model has no influence on the relative 

prediction error is quite plausible and cannot be rejected at significance level 1% or 5%. Hence, we 

cannot be confident whether or not the choice of regression model has any effect on the relative 

prediction error. 

Table 3-10: Results from the 2-way ANOVA. The first row corresponds to testing the hypothesis that the 

choice of data sampling rate (1 or 10 minutes) has no effect on the mean of the relative prediction error. The 

second row corresponds to testing the hypothesis that the choice of regression model (linear, random forest, 

SVR or ANN) has no effect on the mean of the relative prediction error. 

 Degrees of 

freedom 

Sum of squares Mean of squares F-value p-value 

Sampling rate 1 247.8 247.8 113.4 0.002 

Regression model  3 8.2 2.7 1.3 0.428 
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Figure 3.24: Summary of the distribution of the relative prediction error for the sampling rates and 

regression models. The top image shows the 1-minute dataset and the bottom image the 10-minute dataset. 

The diagrams show boxplots of the relative prediction error in percent. The bottom line and the top line of 

the boxplots indicate the first and third quartile, respectively. The middle lines and the annotated numbers 

represent the second quartile, i.e. the median of the distributions.  
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Friedman test 

The Friedman test is a statistical method similar to two-way ANOVA but with the following key 

differences: 

1) it only tests for the influence of one independent categorical variable (e.g. regression 

model or sampling rate) on a dependent variable (e.g. relative prediction error), 

2) it is based on the ranking (i.e. not the numerical score) of the values of the 

dependent variable for each row (also known as “group”) in the data,  

3) due to the ranking, the method is non-parametric, i.e. there are no particular 

assumptions regarding the distribution of the dependent variable, which can be non-

Gaussian. 

In order to apply the Friedman test for the influence of the regression model on the fuel prediction 

error, the data is updated as follows. For each test observation, the four numerical error values (one 

for each regression model) are replaced with their relative rank (1-4). Similarly, the two numerical 

error values are replaced by their rank (1 or 2) when testing for the influence of the sampling rate. 

The results from the Friedman tests can be found in Table 3-11. Considering the first row, we see 

that the p-value is equal to 0.046 for the hypothesis that the sampling rate has no influence on the 

relative prediction error. This result is less significant than that of the ANOVA test result above. 

Nevertheless, we can still reject the hypothesis at significance level 5% and be fairly confident that 

the choice of sampling rate has a significant influence on the prediction error. The main explanation 

for this is probably the larger variance in the fuel consumption of the 1-minute dataset, which is can 

be seen in Figure 3.7. 

However, the p-value for the hypothesis that the regression model has no influence on the 

prediction error (second row) is 0.145, which is too large to reject. Hence, we can still not be 

confident in whether or not the regression model  has any significant influence on the prediction 

error. 

Table 3-11: Results from the Friedman tests. The first row corresponds to testing the hypothesis that the 

choice of data sampling rate (1 or 10 minutes) has no effect on the mean of the rank of the relative 

prediction error. The second row corresponds to testing the hypothesis that the choice of regression model 

(linear, random forest, SVR or ANN) has no effect on the mean of rank of the relative prediction error. 

 Friedman {^ Degrees of freedom p-value 

Sampling rate 4  1 0.046 

Regression model 5.3 3 0.145 

 

3.4 Discussion 
The results for the RMSE and the relative prediction error on the 1-minute and 10-minutes datasets 

are of course of interest for determining e.g. which, if any, of the models perform better than the 

others. However, it may not be obvious how good the models actually are in a real application. For 

example, let us consider the results for the random forest model, which has the best performance on 

the test data in our experiments. Is a median relative prediction error of 13.12%  for the average fuel 

consumption over 10 minutes a good result or not? Would such a prediction model be good enough 

in a real application? Should it be possible to achieve better performance with some other type of 

model? These questions are not easy to answer.  
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Nevertheless, to get a rough idea of the magnitude of the absolute errors we can expect, let us 

discuss a simple example. From our data, we observe that a typical value of the average fuel 

consumption is around 3 liters per 10km. This means that a typical prediction error for the random 

forest model is 0.1312*3 = 0.3936 liters per 10km. Further, assuming the speed is typically 80 km/h 

and that the sampling rate is 10 minutes, the typical distance travelled is 80/6 = 13.3 km. Hence, a 

typical absolute error of the predicted fuel consumption during 10 minutes is 0.3936*1.33 = 0.5235 

liters. However, the relative prediction error of the random forest model is in many cases as large as 

22% (third quartile of the boxplot in Figure 3.24), which may result in absolute errors of around 1 

liter or more. 

As previously discussed in this report, it is clear that the 10 minutes sampling rate results in smaller 

prediction errors on average, which is intuitively explained by the larger variance of the 1-minute fuel 

consumption distribution (see Figure 3.7). Extrapolating from these results, it would seem reasonable 

that the relative prediction error should further decrease if we reduce the sampling rate even more 

and predict the fuel consumption for, say, 1 hour or a whole route. Indeed, a model for predicting 

the total fuel consumption for a whole route is probably of more relevance in the context of route 

planning and optimization. In such a model, the variance in short-term fuel consumption related to 

noise and unknown variables would probably be “averaged out” in the long run, resulting in more 

consistent and accurate fuel consumption predictions.  Hence, as future work, it would be interesting 

to investigate the predictive performance of the models using data with a lower sampling rate. 

3.5 Conclusion 
In this section we have investigated the performance of different machine learning regression 

models for predicting the average fuel consumption for heavy trucks based on a number of different 

variables. A dataset including historical fuel consumption and a number of variables related to the 

driving behavior, truck configuration, road characteristics and weather data has been used for 

training and evaluating the predictive models. The data originates from a number of different 

sources, including a fleet management database (Scania), vehicle configuration database (Scania), 

road database (VW) and historical weather data (SMHI). The data from the different sources has 

been preprocessed and consolidated into two main datasets with different sampling rates: 1 minute 

and 10 minutes, respectively. 

The predictive performance of four different types of regression models (linear regression, random 

forests, support vector regression and neural networks, respectively) have each been evaluated on 

the two main datasets. The results indicate that the vehicle weight, vehicle speed, road slope, wind 

direction and wind speed are among the most important variables for all models. Further, the results 

show that the sampling rate has a significant influence on the relative prediction error, which is less 

when the data is sampled every 10 minutes. However, the results do not show whether the type of 

regression model has a statistically significant impact on the predictive performance. 

It is not clear if the predictive performance of the models is good enough for a realistic application. 

Nevertheless, the relative prediction error could potentially be reduced if we consider a lower data 

sampling rate. In particular, it would be interesting in future work to train and evaluate a model for 

predicting the total fuel consumption for whole routes.  
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A Appendix 
 

 

Figure A.1: Residuals vs fitted and Cook’s distance vs leverage plots for the 1-minute dataset after outlier 

removal. The orange lines show the smoothed means of the blue points. The sharp lower boundary in the 

left image indicates the 0 value for fuel consumption. Both diagrams show similar properties as the diagrams 

for the 10-minute dataset. The right plot looks different due to the compressed y-axis, but represents similar 

conditions. The heteroscedasticity in the left image is much more pronounced compared to the 10-minute 

dataset. This implies that the variance in fuel consumption is greater when using a finer sampling rate. It also 

indicates that neither of the datasets can be accurately described by a linear model. 
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Figure A.2: The weights of variables of the linear models plotted in a bar chart. The top diagram shows the 

weights for the 1 minute fit. The bottom diagram shows the weights for the 10 minute fit. The y-axis of the 

diagrams are scaled by taking the base 2 logarithm, this is because there is a very large difference between 

the most important weight and the other weights. The diagrams show that vehicle weight, vehicle speed and 

road slope are relatively important in both models. The diagrams also show that the driving behavior 

variables are more descriptive for the 10 minute set. This can be explained by the fact that the 10 minute 

sampling rate is closer to the original 1 hour sampling rate for the variables related to driving behavior. 
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Figure A.3: Chart of variable importance ranking found by the random forest model using the 10-minutes 

dataset. The results from the 1-minute dataset are similar. The chart shows that the most important 

variables for fuel consumption are the road slope, road speed and the vehicle weight. These are followed by 

the type of variables that are weather and season related. Driving behavior, platooning and vehicle 

properties also have a substantial effect, but they do not come close in importance to the road slope, road 

speed and vehicle weight. 


