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Chapter 1

Introduction

In WP1 the objective is to advance the theory and algorithms that are the basis of the LIFT
approach. This deliverable focuses on the transfer and progression of the theory in the field of
data mining. This deliverable provides an overview on the applications of the LIFT approach in
different areas of data mining together with a detailed description of the research conducted in
each area. We applied the LIFT approach to several domains from machine learning as well as
complex query processing.

In machine learning, a general framework for communication efficient online learning has been
developed. Furthermore, LIFT has been applied to distributed clustering and outlier detection.
In the domain of clustering, a method for distributed monitoring of cluster quality has been
developed and tested in a real world application. A distributed outlier detection method has been
developed where outliers can be defined by various measures, e.g., cosine similarity or extended
Jaccard distance. The method has been applied in sensor networks where the goal is to find
outlying sensor readings that indicate local phenomena or sensor failures. Furthermore, machine
learning has been applied to enhance the LIFT approach. In the geometric approach safe zones
are constructed around the data points. A data drift will inevitably lead to a safe zone violation.
However, by predicting the data drift, more elaborate safe zones can be constructed that integrate
the drift models. Thereby, communication can be further reduced, as long as the data drifts
predictably.

In the field of complex query processing, the LIFT approach has been applied to skyline
monitoring and summarization. In skyline monitoring, a general communication efficient solution
to monitoring the skyline of objects spread over large numbers of nodes has been developed. The
difficulty here is that each object itself is fragmented and scattered across a distributed system. The
approach successfully transforms the problem into several dynamic threshold monitoring tasks at
each node. Data summarization can be employed to make huge data streams manageable. Certain
sketching techniques allow to reduce the data significantly while still being able to answer data
mining relevant queries, such as join queries and heavy hitters (e.g., for frequent itemset mining).
The LIFT approach has been applied to AMS sketches that allow for a variety of such queries,
e.g., general inner products, quantiles, histograms and heavy hitters. Here, the geometric safe zone
method is combined with the AMS sketch for further communication reduction. Furthermore, the
ECM sketch—a highly efficient sketch for sliding-window streams—has been proposed that allows
for frequency queries.

Furthermore, several applications of the LIFT approach to data mining have been studied
but remain future work. These further applications involve monitoring decision trees as well as
the dimensions of a principal component analysis. We also present an approach for uni-class
prediction in the communication efficient distributed online learning framework. For the ECM
sketch synopses we strive for a combination with the safe zone approach. Furthermore, we describe
how the LIFT approach can be generalized to more complex stream elements in the form of
distributed complex event processing.
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In summary, the contributions to data mining are

1. Machine Learning

(a) Communication Efficient Distributed Online Learning (Classification and Regression)
(b) Distributed Monitoring of Cluster Quality (Clustering)
(c) Detecting Local Outliers in Sensor Networks (Outlier Detection)
(d) Prediction-Based Geometric Monitoring of Distributed Streams (Prediction Models)

2. Complex Query Processing

(a) Continuous Fragmented Skylines over Distributed Streams (Skyline Monitoring)
(b) Sketch-Based Geometric Monitoring of Distributed Queries (Summarization)
(c) ECM Sketch Synopses for Sliding-Window Streams (Summarization)

In all of these contributions, we assume a distributed streaming scenario, e.g., sensor networks,
data centers or clusters and clouds. Each distributed system consists of k nodes N1, ..., Nk and
a designated coordinator C. Each node Ni receives a data stream si of stream elements e ∈ Rd.
Each node can store stream elements and additional statistics in a local statistics vector vi ∈ Rd′ .
The coordinator monitors a function f : Rd′ 7→ R of the average of local statistics vectors, i.e., the
value of f at any point in time is determined by f(1/k

∑k
i=1 vi).

The function to monitor depends on the individual task and is in general not a function of the
average of local stream elements. Hence, for a specific problem the monitored function has to be
transformed into a function of the average of local statistics vectors. The previous theoretic work
provides strategies and building blocks for the transformation of general functions to functions of
the average; in each contribution we describe this transformation in detail.

In the following, we present each contribution as well as an outlook on further data mining
tasks the LIFT approach can be applied to.
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Chapter 2

Machine Learning

In data mining and knowledge discovery one key task is discovering models that describe the data at
hand. Using machine learning techniques such models can be found and adapted according to the
incoming data. Machine learning can be subdivided into supervised and unsupervised learning. In
supervised learning, each node receives a label y ∈ Y for each, or at least for some stream elements
e ∈ Rk eventually. The label can be a class, as in classification, or a real value, as in regression.
Before receiving the true label, a prediction ŷ ∈ Y is generated. The goal is to minimize the loss
l(y, ŷ), where l : Y 7→ R is an arbitrary loss function. In unsupervised learning, hidden structural
properties of the data are extracted that appear in the context of an interestingness measure, e.g.,
closeness of data points for clustering or their singularity in case of outlier detection. Furthermore,
models learned from the local streaming data can also be effectively exploited in order to predict
the behavior of local sites and futher minimize communication.

2.1 Communication Efficient Distributed Online Learning
We applied the LIFT primitives to online prediction problems where data points are observed
at local nodes in a distributed environment and there is a trade-off between maximizing predic-
tion accuracy and minimizing network communication. This situation abounds in a wide range
of machine learning applications, in which communication induces a severe cost. Examples are
parallel data mining (Zinkevich et al., 2009; Hsu et al., 2011) where communication constitutes
a performance bottleneck, learning with mobile sensors (Nguyen et al., 2004; Predd et al., 2006)
where communication drains battery power, and, most centrally, prediction-based real-time ser-
vices (Dekel et al., 2012) carried out by several servers, e.g., for social content promotion, ad
placement, or algorithmic trading. In addition to the above, here the cost of communication can
also be a loss of prediction quality itself when training examples have to be discarded due to
network latency.

2.1.1 State-of-the-art
Despite the communication costs it induces, decentralization is inevitable in many modern scale
applications. Hence, recent articles (Balcan et al., 2012; Daumé III et al., 2012) explicitly in-
vestigate the communication complexity of learning with decentralized data as well as giving
communication-efficient algorithms for this setting (Bar-Or et al., 2005; Ouyang et al., 2009). All
these papers, however, consider the offline task of finding a good global model over the union of
all data as a final computation result. The same applies to some work on parallel machine learning
(e.g., Zinkevich et al. (2010); McDonald et al. (2010)) where data shards are distributed among
several processors and then all computation is carried out independently in parallel except for one
final model merging step. While these approaches avoid communication for performance reasons,
they do not intend to optimize the predictive performance during the computation. In contrast,
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we are interested in the online in-place performance, i.e., for every data point performance is
assessed locally when and where it is received or sampled.

To this end, research focused so far on specific environments with fixed communication con-
straints. Correspondingly, the learning strategies that are proposed and analyzed for these settings,
do not aim to minimize communication beyond the level that is enforced by these constraints.
Zinkevich et al. (2009) considers a shared-memory model, in which all local nodes can update a
global model in a round-robin fashion as they process their training examples. Since this approach
is problematic if there is a notable communication latency, strategies have been investigated (Mann
et al., 2009; Dekel et al., 2012) that communicate only periodically after a statically fixed number
of data points have been processed. Dekel et al. (2012) shows that for smooth loss functions and
stationary environments optimal asymptotic regret bounds can be retained by updating a global
model only after mini-batches of O( 3

√
m) data points. Here, m denotes the total number of data

points observed throughout the lifetime of the system. For large values of m, the effect of bounded
latency values is asymptotically outgrown by the increasing mini-batch size.

While a fixed periodic communication schedule reduces the communication by some fixed
amount, further reduction is desirable: The above mentioned costs of communication can have
a severe impact on the practical performance—even if they are not reflected in asymptotic per-
formance bounds. This is further amplified because often a large number of parallel modeling
tasks compete for the same limited bandwidth. Moreover, distributed learning systems that are
deployed for a long lifetime relative to their data throughput can experience periodical or singular
target drifts (e.g., corresponding to micro-trends in social networks). In these settings, a static
schedule is bound to either provide only little to none communication reduction or to insufficiently
react to changing data distributions.

2.1.2 Achievements
In our work (Boley et al., 2013a,b), we give the first distributed prediction protocol for linear
models that, at the same time, aims to provide a high online in-place prediction performance and
explicitly tries to minimize communication. In terms of predictive power the protocol retains the
asymptotic optimal regret of the distributed mini-batch algorithm of Dekel et al. (2012) for iid
data. In addition, it allows to reduce the communication among the local nodes substantially.
This is achieved by a dynamic data dependent communication schedule, which, in contrast to
previous algorithms, remains applicable when the data is non-stationary and shows rapid concept
drifts. We demonstrate this empirically with controlled synthetic data and real-world datasets
from stock markets and the short-message service Twitter.

The main idea is to synchronize the local models to their mean model in order to reduce their
variance, but to do so only in system states that show a high divergence among the models. This
divergence, measured by the average model distance to the mean model indicates the synchroniza-
tions that are most important in terms of their correcting effects on the predictions. Formally,
this function is defined as

δ(w) = 1
k

k∑
l=1
‖w−wl‖2

where w = 1/k
∑k
l=1 wl is the mean of the prediction model parameters wl present at the individual

nodes. This divergence can be monitored distributedly by defining a spherical safe zone at each
node for a global reference point. Given a threshold ∆ ∈ R on the model divergence and a global
reference point r ∈ Rd, it hold for all nodes Nl with l ∈ {1, ..., k} that if ‖r − wl‖ ≤ ∆/2 then
δ(w) ≤ ∆.

In stable phases this idea allows communicative quiescence, while, in hard phases where vari-
ance reduction is crucial, the protocol will trigger a lot of model synchronizations. In order to
efficiently implement this strategy one has to monitor the non-linear divergence function without
communication overhead. We solved this problem by using the LIFT primitive of local safe-zones
in the function domain.
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2.2 Distributed Monitoring of Cluster Quality
We tackle the problem of continuously monitoring whether a given cluster assignment (for instance
computed in an initialization phase or given by the user) is still good enough to be used. In
particular, we assume each node of the system represents one single object, which is assigned to
one of the given clusters.

2.2.1 Problem definition
We adopt a simple and very popular clustering quality measure called Sum of Squared Error (SSE
in short), defined as follows:

SSE =
k∑
i=1

∑
p∈Ci

||p− ci||22 (2.1)

where Ci represents the i-th cluster, and ci is its center (average vector). This measure evaluates
the dispersion of each cluster around its centroid, and therefore gives emphasis to the compactness
of clusters.

Our approach to deal with dynamic data consists in continuously checking that the dispersion
of the objects within the clusters did not grow, or at least not significantly. That means computing
the SSE at each time stamp t, which we will denote with SSEt, and test that it stays below some
threshold. That is summarized in the following problem definition:

Definition 2.2.1 (Cluster Monitoring Problem). Given a clustering C = {C1, . . . , Ck} having
initial SSE equal to SSE0, and given a tolerance α ∈ R+, we require to ensure that at each time
instant t the following holds for the SSE of the (dynamic) dataset Dt:

SSEt ≤ (1 + α)SSE0 (2.2)

When that does not happen, an alarm is raised.

2.2.2 Reduction to the Safe Zones framework
The cluster monitor problem can be fitted to the geometric (safe zones) approach by properly
rewriting it through a vector augmentation trick. Indeed, the formulation of SSE is very similar to
a variance, though on d dimensions, which is a classical example of complex function that can be
reduced to the framework of safe zones. To find the precise relation between the two, we observe
that each cluster Ci, having centroid ci, contributes to the SSE by the following value:

SSE(i) =
∑
p∈Ci

||p− ci||22 = |Ci|
∑d
j=1 varp∈Ci

(pj)
= |Ci| ·

[
avgp∈Ci

(
||p||22

)
− ||avgp∈Ci

(p)||22
] (2.3)

where pj represents the j-th component of the d-dimensional vector p. This means that by
augmenting the vector vi(t) of each node with the additional feature ||p||22 we can compute the
variance for each component, as requested in (2.3).

2.2.3 Achievements
The work in Nanni et al. (2014) implements a complete monitoring framework based on the
problem reformulation shown above, by partitioning the problem into k subproblems (one per
cluster). Basically, the single global threshold for SSEt in (2.2) is properly partitioned into k
components, i.e. one threshold for the SSE(i) of each cluster.

Also, the framework is organized along three levels. At the lowest level, each node Ni monitors
whether its local vector stays within the associated safe zone. Whenever a local violation occurs,
the node communicates the new local vector to the controller, which tries to solve the violation
locally to the cluster, i.e., applies a balancing procedure involving only (a subset of) the nodes
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that belong to the same cluster as the violating node. This represents the middle- or cluster-
level of the framework. When the balancing within the cluster fails (i.e., SSE(i) is really larger
than its associated threshold), a global, inter-cluster balancing is operated, trying to see whether
the threshold of a virtuous cluster can be slightly eroded in favour of the violating cluster. This
represents the higher level of the framework. When everything fails, a complete synchronization
of the system is operated, together with the re-computation of cluster assignments.

2.3 Detecting Local Outliers in Sensor Networks
This research Burdakis and Deligiannakis (2012) tackles the problem of detecting nodes with
“unusual” measurement vectors in sensor network environments. A node is not deemed as an
outlier if its measurement vector is similar to at least a user defined number (often termed as the
minimum support) of other sensor nodes. This detection process is often referred to as outlier
detection.

2.3.1 Problem Definition
A significant amount of effort has been recently placed on detecting outliers. However, none of the
existing techniques has tackled the general problem of being able to detect with 100% accuracy
the similarity amongst any desired pair of sensor nodes, while at the same allowing, in some
cases, sensor nodes to refrain from transmitting any information regarding their measurements.
In a nutshell, existing outlier detection techniques suffer from one, or more, of the following
drawbacks: (i) they cannot identify the similarity of two nodes with 100% accuracy (assuming no
message losses); or (ii) they require the transmission of information that is comparable in size to
a centralized query evaluation; or (iii) they require nodes to perform transmissions at each epoch;
or (iv) they are tailored to the evaluation of specific similarity functions and/or cannot handle
similarity functions over the measurements collected at different nodes (such as the Extended
Jaccard Coefficient, or the L1 norm).

Our goal is on providing techniques that can detect outlier nodes with 100% accuracy, while
significantly reducing the number of transmitted messages in sensor networks. For this purpose
we utilized and developed LIFT techniques based on both geometric monitoring, as well as safe
zones.

2.3.2 Achievements
As we demonstrate in our work, several common similarity functions, such as the L∞, L1, L2, Lk
norms, the cosine similarity and the Extended Jaccard Coefficient can be transformed in a way
that allows us to utilize the safe zones approach for monitoring the corresponding similarity of any
pair of sensor nodes. To illustrate just an example, let us consider how to compute the correlation
coefficient of two W-dimensional vectors X and Y . Let Xi (Yi) denote the i-th element of X (Y ).
Then, the computation:

J(X,Y ) = XY

||X||22 + ||Y ||22 −XY
=

2
∑W
i=1 (Xi+Yi

2 )2 − ||X||2
2+||Y ||2

2
2

2 ||X|2
2+||Y ||2

2
2 − (2

∑W
i=1 (Xi+Yi

2 )2 − ||X||2
2+||Y ||2

2
2 )

Thus, using the above transformation, by instead maintaining at each node the derived vectors,
correspondingly, X ′ = [X1, . . . , XW , ||X||22]T and Y ′ = [Y1, . . . , YW , ||Y ||22]T the Extended Jaccard
Coefficient can be computed as a function over the average of the derived vectors maintained
at each node. This allows us to use the safe zone approach for monitoring the similarity of
any pair of nodes. Similar findings are shown for other similarity functions as well. We then
demonstrate Burdakis and Deligiannakis (2012) how the monitoring task needs to be adapted
in the case of sensor networks, as the pair-wise computation allows us to avoid using a global
coordinator, but rather have both nodes in each pair act as a coordinator. Extensions to monitoring
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whether the minimum support of each node exceeds/falls below a threshold are shown to be easy
to handle in our framework. Different optimizations, based on the characteristics of the monitored
similarity function, are applied. Experiments with real data demonstrate that efficient monitoring
of outliers can be performed utilizing a fraction of the bandwidth that a centralized method would
require.

2.4 Prediction-based Geometric Monitoring of Distributed
Streams

Our recent work Giatrakos et al. (2012) examines the integration of simple, easy to learn/maintain
prediction models of local data streams within the geometric monitoring framework. By accurately
capturing the dynamics of local site behavior, such models have the potential to drastically re-
duce communication overhead in distributed settings, as already demonstrated by our earlier
results Cormode and Garofalakis (2008).

2.4.1 Problem Definition
Our goal is to extend extend the basic geometric monitoring framework and illustrate how it can
incorporate predictors, in order to forecast the evolution of local data vectors of sites. In contrast
to earlier work, we demonstrate that the mere utilization of accurate local predictions is no longer
sufficient to guarantee a reduction in communication costs, thereby mandating novel approaches
for designing prediction-based safe zones for local sites.

2.4.2 Achievements
We introduce the adoption of prediction models in the setting of tracking complex, non-linear
functions utilizing the geometric approach. We exhibit the way prediction models can be locally
adopted by sites, and illustrate that the initial geometric monitoring framework is a special case of
our, more general, prediction-based geometric approach. We point out the failure of conventional
notions of good predictors to guarantee communication reductions in this setting, and establish a
solid theoretic framework comprising sufficient conditions that can offer such performance guaran-
tees. We expose a number of novel tracking mechanisms relaxing the previously (hard to verify in a
distributed manner) identified sufficient conditions. Using the simplest possible primitives regard-
ing prediction model behavior, we thoroughly study the ability of our new tracking techniques to
achieve communication preservation. Finally, we present an extensive experimental analysis using
a variety of real data sets, parameters and functions of interest. Our evaluation shows that our
approaches can provide significant communication load reduction with savings ranging from two
times and in some cases reaching three orders of magnitude compared to the transmission cost of
the original bounding algorithm.
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Chapter 3

Complex Query Processing

Efficiently tracking complex queries over collections of massive, distributed data streams is a
fundamental problem in big data mining and analytics. Such queries typically involve fairly
complex, non-linear operations on the streaming data, and mapping them to the basic geometric
monitoring framework raises difficult algorithmic and systems challenges. Furthermore, handling
the massive nature of the streaming data implies the need for effective summarization/sketching
tools in order to minimize the volume of data exchanges, as well as the local stream storage and
processing requirements.

3.1 Continuous Fragmented Skylines over Distributed
Streams

Our recent research targets the problem of monitoring distributed functional skylines, where the
values corresponding to each object are fragmented throughout the network sites, and the skyline
dimensions are defined by a set of (possibly) complex functions over the aggregated object values.

3.1.1 Problem Definition
Algorithms for efficiently constructing and maintaining skylines in distributed networks have been
widely considered in the recent years (see Hose and Vlachou (2011) for a recent survey). However,
all proposed algorithms require that there exists a single point of reference for each object - a single
node - where the vector corresponding to the object is maintained. This is a limiting constraint
for a number of real-world applications, such as maintaining the skyline of cities with the most
extreme weather situations (temperature, humidity, wind, etc.), where the values corresponding
to each object are typically determined by averaging the values over a large number of physically
distributed nodes, i.e., the values of all sensors dispersed in the city. Furthermore, in many setups,
the dimensions of the skyline may be defined by non-linear, complex functions over the aggregated
data. For example, an ISP network administrator may want to monitor the skyline defined by
the average transfer volume and variance caused by each IP address that passes through the edge
routers of the ISP network, in order to detect abnormal behavior, such as DoS attacks.

We refer to the above queries as fragmented functional skyline queries. Our goal is to pro-
vide monitoring algorithms that enable execution of distributed fragmented skyline queries with
minimal network communication, by promoting in situ processing.

3.1.2 Achievements
In a recent paper (under submission), we propose two algorithms, the direct algorithm and the
pivot-based algorithm. Both algorithms work by decomposing the fragmented skyline problem to
a set of threshold crossing queries, which can be efficiently monitored at each of the participating
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nodes by employing the geometric method. The two algorithms determine the threshold queries
such that, as long as no threshold crossing is observed at any query as a result of an update, then
the skyline is guaranteed not to change. The main difference between the pivot-based algorithm
and the direct monitoring algorithm is the process of extracting these queries. On the one hand,
the pivot-based algorithm constructs threshold crossing queries that pair each object with a set
of carefully selected fixed pivot points. The purpose of these queries is to ensure that the object
remains within a safe region, defined by the pivot points. On the other hand, the direct monitoring
algorithm constructs threshold crossing queries that correlate each object with a small set of other
(also moving) objects. The purpose of the queries in this case is to detect when the dominance
relation between the objects changes.

We also consider two algorithmic extensions, which are shown to drastically reduce the mon-
itoring cost. The first one relies on reducing the number of threshold crossing queries that need
to be monitored, by detecting and keeping only the tightest of the threshold queries per object.
This extension enables reducing the total number of threshold queries from O(n2) to O(n), where
n is the number of objects to monitor. The second extension focuses on detecting extremely tight
threshold queries that would cause frequent threshold crossing violations, i.e., queries that do
not allow sufficient movement slack for the geometric monitoring to work effectively. By setting
these (typically very few) queries to conventional/centralized streaming monitoring, we avoid the
network cost that would be caused by the frequent threshold crossings, while still guaranteeing
the correctness of the skyline. Extensive experimentation with both real-world and synthetic
data shows that the proposed algorithms typically enable an order of magnitude network savings
compared to a centralized monitoring algorithm where all updates are streamed to a coordinator.

3.2 Sketch-based Geometric Monitoring of Distributed
Stream Queries

Techniques based on small-space pseudo-random sketch summaries of the data have proved to be
very effective tools for dealing with massive, rapid-rate data streams in centralized settings Alon
et al. (1999, 1996); Cormode and Muthukrishnan (2004); Dobra et al. (2002); Gilbert et al. (2003).
The key idea in such sketching techniques is to represent a streaming frequency vector v using
a much smaller (typically, randomized) sketch vector (denoted by sk(v)) that (1) can be easily
maintained as the updates incrementally rendering v are streaming by, and (2) provide probabilis-
tic guarantees for the quality of the data approximation. The widely used AMS sketch (proposed
by Alon, Matias, and Szegedy in their seminal paper Alon et al. (1996)) can effectively approxi-
mate complex inner-product queries v ·u =

∑
i v[i] ·u[i] over streaming data vectors and tensors.

Such inner products naturally map to join and multi-join aggregates when the the vectors/tensors
capture the frequency distribution of the underlying join attribute(s) Dobra et al. (2002). Fur-
thermore, they can capture several other interesting query classes, including range and quantile
queries Gilbert et al. (2002), heavy hitters and top-k queries Charikar et al. (2002), and approxi-
mate histogram and wavelet representations Cormode et al. (2006); Gilbert et al. (2003); Thaper
et al. (2002).

3.2.1 Problem Definition
We tackle the problem of developing an effective approach for geometric monitoring of non-
linear, inner-product queries using AMS sketches. The sketching idea offers an effective stream-
ing dimensionality-reduction tool that significantly expands the scope of the original geometric
method, allowing it to handle massive, high-dimensional distributed data streams in an efficient
manner with approximation-quality guarantees. Our focus is on on the class of stream queries
supported by AMS sketching tools, including general inner products (i.e., join aggregates), as
well as the special cases of L2-norms (i.e., self-join sizes) and range aggregates (e.g., for tracking
quantiles, histograms, wavelets, and heavy-hitters over the streams) Cormode and Garofalakis
(2008).
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3.2.2 Achievements
In our recent paper Garofalakis et al. (2013), we propose novel algorithmic techniques for efficiently
tracking sketch-based approximations for a broad class of complex aggregate queries over massive,
distributed data streams. Our tracking protocols are based on a novel combination of the geometric
method of Sharfman et al. Keren et al. (2012); Sharfman et al. (2006) for monitoring general
threshold conditions over distributed streams and AMS sketch estimators for querying massive
streaming data Alon et al. (1999, 1996); Dobra et al. (2002). One of our key technical insights
is that, by exploiting properties of AMS sketches, our algorithms can perform highly-efficient
geometric monitoring in a much lower-dimensional space. Another major technical challenge lies
in effectively dealing with the highly non-linear median operator (that is required for estimation
over AMS sketches) in the context of geometric function monitoring. We propose novel geometric
algorithms for tracking medians computed over AMS sketches of the streams for different types of
distributed stream queries of high practical interest. Our experimental study with real-life data
sets demonstrates the practical benefits of our approach, showing consistent gains of up to 35%
in terms of total communication cost compared to the current state-of-the-art method Cormode
and Garofalakis (2008); furthermore, our techniques demonstrate even more impressive benefits
(of over 100%) when focusing on the communication costs of data (i.e., sketch) shipping in the
system.

3.3 ECM Sketch Synopses for Sliding-Window Streams
In the network monitoring domain, among others, it is frequently necessary to maintain compact
statistics for high-velocity and high-dimensional data streams over sliding windows. Such statistics
could include both per-item statistics, such as the frequency of each distinct item observed within
the sliding window range, or holistic stream aggregates, such as the L2 norm of the part of the
stream observed within the sliding window.

3.3.1 Problem Definition
In a recent work, we explored the problem of answering complex queries over distributed and
high dimensional data streams, in the sliding window model. The targeted scenario involves
distributed networks, where each node monitors high-velocity and high-dimensional streams, and
requires algorithms of small memory footprint (sublinear to the number of observed items or the
sliding window size). This problem frequently occurs in the network domain, where only the most
recent events should be taken into account for answering the queries, e.g., for finding the number
of packets sent by an IP address through all edge routers of an ISP.

3.3.2 Achievements
In Papapetrou et al. (2012) we have proposed ECM-sketches, a compact sketch combining the
state-of-the-art sketching technique for data stream summarization (count-min sketches Cor-
mode and Muthukrishnan (2005)) with deterministic sliding window synopses (exponential his-
tograms Datar et al. (2002)). The sketch is a w×d array of sliding window synopses accompanied
by a set of d independent hash functions. Inserting a stream arrival requires updating d sliding
window synopses whose location is dictated by the d hash functions, whereas querying for the fre-
quency of an element within a sliding window involves getting an estimate out of d sliding window
synopses and returning the minimum. The structure guarantees that the frequency estimate is
within a relative error ε from the true answer (error is relative on the L1 norm of the stream within
the sliding window) with probability at least 1 − δ, for preconfigured ε and δ values. The space
complexity of the structure is O(1/ε log 1

δ log2 N), where N is the length of the sliding window.
Holistic aggregates, such as the self-join size, can also be estimated using ECM-sketches, with
similar accuracy guarantees.
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Focusing on distributed applications, we also showed how a set of ECM-sketches, each one
representing an individual stream, can be aggregated to generate a single ECM-sketch that sum-
marizes the stream produced by the order-sensitive aggregation of all individual streams. Inter-
estingly, this is the first result in the literature enabling such aggregation for sketches that use
deterministic sliding window synopses, and it is of high importance since deterministic synopses
are generally a factor of O(1/ε) more compact than the best-known randomized synopsis for de-
livering an ε-accurate approximation. In the same context, we demonstrated how ECM-sketches
can be exploited for detecting frequent items.

ECM-sketches were thoroughly evaluated with a set of extensive experiments, using two large
real-world datasets, and considering both centralized and distributed setups. The results verified
the high performance of the structure. Compared to structures based on randomized sliding
window synopses, ECM-sketches improve the memory and computational complexity by at least
one order of magnitude. The same magnitude of improvement was observed with respect to
network cost, where sketches were used in a distributed network for exchanging and aggregating
statistics of distributed streams.
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Chapter 4

Further Applications of the LIFT
Approach

In the following, we present several data mining tasks the LIFT approach can be applied to. Even
though these applications remain future work they are well-investigated. The applications involve
standard data mining tools, such as decision trees and principal component analysis (PCA) as
well as one-class prediction and data summaries. Furthermore, we describe an extension of the
LIFT approach in the form of distributed complex event processing.

Monitoring Decision Trees Suppose that a decision tree needs to be constructed over dis-
tributed data, and assume that, further, the data is dynamic. Initially, the data can be
centralized and the decision tree built, but it is impossible to centralize the entire data
whenever the data in one of the nodes is updated. Since the criteria for defining the parti-
tion at a tree vertex is the value of a function (such as mutual information) evaluated over
the aggregated data, this monitoring problem can be addressed in the LIFT framework. In
previous work (Sharfman et al., 2007) we have addressed monitoring information gain in a
distributed setting, using the "bounding spheres" approach; we plan to apply to this problem
the more advanced method of "optimal convex subset" of the function’s domain (Sharfman
et al., 2008).

Monitoring PCA Dimensions In a distributed system, an empirical rule (Lakhina et al., 2004)
is that if the PCA dimension of certain volume traffic vectors is no more than 4 (that is,
there’s a sub-space S of dimension <= 4 which is on the average very close to all these
vectors, in the sense that the sum of squared lengths of their projections on S is at least 95%
of the sum of their squared lengths), then the system is properly working.
This problem falls within the distributed functional monitoring paradigm addressed in the
LIFT project. To see this, observe that the scatter matrix of the traffic data is built at each
node, and if the eigenvalue of the average of these matrices satisfy a simple inequality (the
sum of the largest 4 eigenvalues squared is at least 95% of the sum of all the eigenvalues
squared), the monitored condition holds. To apply the LIFT approach will require to find a
large convex subset of matrices which satisfy the above-mentioned inequality. This is one of
the directions we plan to study in the future.

Uni-Class Prediction The achievements in distributed online prediction are in fact more gener-
ally applicable than just to supervised prediction. The online learning algorithm employed in
this work are stochastic gradient descent updates based on a suitably defined loss function.
By using loss functions for uni-class prediction, i.e.,

lε(w, y) =
{

0 , if ‖w − x‖ ≤ ε
‖w − x‖ − ε , otherwise
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also this problem can be tackled. Here w ∈ Rd denotes the current model vector and x ∈ Rd
the just observed member of the single class.

ECM Sketch Synopses Ongoing work on ECM sketches involves their integration with the ge-
ometric method in order to enable continuous monitoring of arbitrary functions on high
dimensional domains. Some preliminary ideas were already described in Papapetrou et al.
(2012). Now, we are looking into optimizing the integration, having in mind two represen-
tative applications:
(a) distributed monitoring of the items with global frequency higher than a user-defined
threshold and
(b) distributed monitoring of holistic vector aggregates, such as the self-join size.

Distributed Complex Event Processing (CEP) The powerful realm of Complex Event Pro-
cessing (CEP) has gained significant traction in the Big Data industry in the past few years,
as one of the key technologies for transforming massive volumes of low-level streaming data
into higher-level, semantically rich streams of events. CEP patterns are often defined over
distributed streams in environments where the cost of data centralization can be prohibitive;
thus, there is an imperative need for intelligent in situ data-processing tools for effective
large-scale CEP. While our work on in-situ data processing has focused on conditions defined
over aggregates, many complex events of interest are defined over more granular patterns
of events, such as sequences of specific events. Consider, for example, detecting a malware
infection attempt on one of the mobile devices on the cellular network. Such events are
characterized by a sequence of stages, where each stage in itself may seem innocent, but
the sequence as a whole indicates an attack. Furthermore, due to the mobile nature of
the devices, different stages of the attack might be routed through different base stations.
Obviously, the types of safe zones employed for detecting events over aggregates, namely
ranges over numerical attributes, are inadequate in this case, and novel approaches need to
be developed.
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Communication-Efficient Distributed Online
Prediction by Monitoring Distances of Local Models

Submitted for Blind Review

Abstract—We present the first protocol for distributed online
prediction that aims to minimize online prediction loss and
network communication at the same time. Applications include
social content recommendation, algorithmic trading, and other
scenarios where a configuration of local prediction models of
high-frequency streams is used to provide a real-time service. For
iid data, the proposed protocol retains the asymptotic optimal
regret of previous algorithms. At the same time, it allows to
substantially reduce network communication, and, in contrast to
previous approaches, it remains applicable when the data is non-
stationary and shows rapid concept drift. The protocol is based on
controlling the divergence of the local models in a decentralized
way. We demonstrate its properties empirically with synthetic
and real-world data of stock prices and Twitter messages.

I. INTRODUCTION

We consider online prediction problems where data points
are observed at local nodes in a distributed environment
and there is a trade-off between maximizing prediction accu-
racy and minimizing network communication. This situation
abounds in a wide range of machine learning applications,
in which communication induces a severe cost. Examples are
parallel data mining [Zinkevich et al., 2009, Hsu et al., 2011]
where communication constitutes a performance bottleneck,
learning with mobile sensors [Nguyen et al., 2004, Predd et al.,
2006] where communication drains battery power, and, most
centrally, prediction-based real-time services [Dekel et al.,
2012] carried out by several servers, e.g., for social content
promotion, ad placement, or algorithmic trading. In addition
to the above, here the cost of communication can also be a
loss of prediction quality itself when training examples have
to be discarded due to network latency.

A. Setting and Related Work

Despite the communication costs it induces, decentraliza-
tion is inevitable in many modern scale applications. Hence,
recent articles [Balcan et al., 2012, Daumé III et al., 2012]
explicitly investigate the communication complexity of learn-
ing with decentralized data as well as giving communication-
efficient algorithms for this setting [Bar-Or et al., 2005,
Ouyang et al., 2009]. All these papers, however, consider
the offline task of finding a good global model over the
union of all data as a final computation result. The same
applies to some work on parallel machine learning (e.g.,
Zinkevich et al. [2010], McDonald et al. [2010]) where data
shards are distributed among several processors and then all
computation is carried out independently in parallel except for
one final model merging step. While these approaches avoid
communication for performance reasons, they do not intend to
optimize the predictive performance during the computation. In
contrast, we are interested in the online in-place performance,

i.e., for every data point performance is assessed locally when
and where it is received or sampled.

To this end, research focused so far on specific environ-
ments with fixed communication constraints. Correspondingly,
the learning strategies that are proposed and analyzed for
these settings, do not aim to minimize communication beyond
the level that is enforced by these constraints. Zinkevich
et al. [2009] considers a shared-memory model, in which
all local nodes can update a global model in a round-robin
fashion as they process their training examples. Since this
approach is problematic if there is a notable communication
latency, strategies have been investigated [Mann et al., 2009,
Dekel et al., 2012] that communicate only periodically after
a statically fixed number of data points have been processed.
Dekel et al. [2012] shows that for smooth loss functions and
stationary environments optimal asymptotic regret bounds can
be retained by updating a global model only after mini-batches
of O( 3

√
m) data points. Here, m denotes the total number of

data points observed throughout the lifetime of the system.
For large values of m, the effect of bounded latency values is
asymptotically outgrown by the increasing mini-batch size.

While a fixed periodic communication schedule reduces the
communication by some fixed amount, further reduction is de-
sirable: The above mentioned costs of communication can have
a severe impact on the practical performance—even if they are
not reflected in asymptotic performance bounds. This is further
amplified because often a large number of parallel modeling
tasks compete for the same limited bandwidth. Moreover, dis-
tributed learning systems that are deployed for a long lifetime
relative to their data throughput can experience periodical or
singular target drifts (e.g., corresponding to micro-trends in
social networks). In these settings, a static schedule is bound
to either provide only little to none communication reduction
or to insufficiently react to changing data distributions.

B. Contributions and Outline

In this work, we give the first distributed prediction proto-
col for linear models that, at the same time, aims to provide a
high online in-place prediction performance and explicitly tries
to minimize communication. In terms of predictive power, as
shown Sec. III-A, the protocol retains the asymptotic optimal
regret of the distributed mini-batch algorithm of Dekel et al.
[2012] for iid data. In addition, it allows to reduce the commu-
nication among the local nodes substantially. This is achieved
by a dynamic data dependent communication schedule, which,
in contrast to previous algorithms, remains applicable when
the data is non-stationary and shows rapid concept drifts.
We demonstrate this empirically (Sec. IV) with controlled
synthetic data and real-world datasets from stock markets and
the short-message service Twitter.



The main idea is to synchronize the local models to their
mean model in order to reduce their variance, but to do so only
in system states that show a high divergence among the models.
This divergence, measured by the average model distance to
the mean model, indicates the synchronizations that are most
important in terms of their correcting effects on the predictions.
In stable phases this allows communicative quiescence, while,
in hard phases where variance reduction is crucial, the protocol
will trigger a lot of model synchronizations. In order to
efficiently implement this strategy one has to monitor the non-
linear divergence function without communication overhead.
We propose a solution to this problem that adapts recent ideas
from distributed systems research based on local safe-zones in
the function domain (Sec. III-B).

II. PRELIMINARIES

In this section we formally introduce the distributed online
prediction task. As simple local learning tool we recall stochas-
tic gradient descent for linear models. Finally, we review the
state-of-the-art communication protocol as a departure point
for developing a more communication-efficient solution in
subsequent sections.

A. Distributed Online Prediction

Throughout this paper we consider a distributed online
prediction system of k local learners that maintain individual
linear models wt,1, . . . , wt,k ∈ Rn of some global environ-
ment through discrete time t ∈ [T ] where T ∈ N denotes
the total time horizon with respect to which we analyze the
system’s performance. This environment is represented by a
target distribution Dt : X × Y → [0, 1] that describes the
relation between an input space X ⊆ Rn and an output space
Y ⊆ R. The nature of Y varies with the learning task at
hand; Y = {−1, 1} is used for binary classification, Y = R
for regression. While we allow Dt to vary with time, we
assume that it remains constant most of the time, and, only
experiences a small number of rapid drifts. That is, there are
drift points 0 = d0 < d1 < · · · < dp = T such that for
all i ∈ [p] and t, t′ ∈ [T ] with di−1 ≤ t ≤ t′ < di it
holds that Dt = Dt′ . Hence, there are identically distributed
episodes Ei = {di, . . . , di+1−1} between any two drift points.
We assume that all learners sample from D independently in
parallel using a constant and uniform sampling frequency, and
we denote by (xt,l, yt,l) ∼ Dt the training example received
at node l at time t. Generally, we assume that all training
examples are bounded by a ball with radius R.

Conceptually, every learner first observes the input part xt,l
and performs a real time service based on the linear prediction
score pt,l = 〈wt,l, xt,l〉, i.e., the inner product of xt,l and
the learner’s current model vector. Only then it receives as
feedback the true label yt,l, which it can use to locally update
its model to wt+1,l = ϕ(wt,l, xt,l, yt,l) by some update rule
ϕ : Rn × X × Y → Rn. Finally, the learners are connected
by a communication infrastructure that allows them to jointly
perform a synchronization operation σ : Rk×n → Rk×n that
resets the whole model configuration to a new state and that
may take into account the information of all local learners
simultaneously. The performance of such a distributed online
prediction system is measured by two quantities:

1) the predictive performance
∑T

t=1

∑k
l=1 f(pt,l, yt,l)

measured by a loss function f : R × Y → R+ that
assigns positive penalties to prediction scores based
on how (in-)appropriately they describe the true label;
and

2) the amount of communication within the system that
is measured by the number of bits send in-between
learners in order to compute the synchronization
operation.

We specify possible choices for the update rule, the loss
function, and the synchronization operator in the following
two subsections.

B. Losses and Gradient Descent

Generally, the communication protocol developed in this
paper is applicable to a wide range of online update rules for
linear models from, e.g., the passive aggressive rule [Crammer
and Singer, 2001] to regularized dual averaging [Xiao, 2010].
However, the regret bound given in Theorem 2 assumes that
the updates are contractions. That is, there is some constant
c < 1 such that for all w,w′ ∈ Rn, and x, y ∈ X ×Y it holds
that

‖ϕ(w, x, y)− ϕ(w′, x, y)‖ ≤ c‖w − w′‖ .
For the sake of simplicity, in this paper, we focus on rules
based on l2-regularized stochastic gradient descent, for which
this contraction property is readily available. We note that by
considering expected contractions the result can be extended
to rules that reduce on average the distance to a (regularized)
loss minimizer.

Before we can define gradient descent updates, we have to
introduce the underlying loss functions measuring predictive
performance. Again for convenience, we restrict ourselves to
functions that are differentiable, convex, and globally Lips-
chitz continuous in the prediction score, i.e., there is some
constant L such that for all p, p′, y ∈ R2n × Y it holds that

|f(p, y)− f(p′, y)| ≤ L|p− p′| .
These are standard assumptions in online prediction that can be
relaxed with some technical effort, but also as is, they already
include useful loss functions for all standard predictions tasks
such as the logistic loss

flg(p, y) = ln(1 + exp(−yp))
for binary classification (case Y = {−1, 1}) or the Huber loss
for regression (in the case Y = R)

fhu(p, y) =

{
1
2 (p− y)2 , for |p− y| ≤ 1

|p− y| − 1
2

.

See, e.g., Zhang [2004] for further possible choices. In both
of these cases the (best) Lipschitz constant is L = 1.

With this we can define stochastic gradient descent
(SGD) rules with l2-regularization, i.e., rules of the form

ϕ(w, x, y) = w − ηt∇w

(
λ

2
‖w‖2 + f(〈w, x〉, y)

)

where λ ∈ R+ is a strictly positive regularization parameter
and ηt ∈ R+ are strictly positive learning rates for t ∈ N. For
stationary target distributions, one often chooses a decreasing



Algorithm 1 Static Synchronization Protocol

Initialization:
local models w1,1, . . . , w1,k ← (0, . . . , 0)

Round t at node l:
observe xt,l and provide service based on pt,l
observe yt,l and update wt+1,l ← ϕ(wt,l, xt, yt)
if t mod b = 0 then

send wt,l to coordinator

At coordinator every b rounds:
receive local models {wt,l : l ∈ [k]}
send wt,1, . . . , wt,k ← 1

k

∑
l∈[k] wl

learning rate such as ηt = 1/
√
t in order to guarantee

convergence of the learning process. For non-stationary targets
this is infeasible, because for large t it would prevent sufficient
model adaption to target changes. However, one can show
[Zinkevich et al., 2010] that stochastic gradient descent is
a contraction for sufficiently small constant learning rates.
Namely, for η ≤ (RL + λ)−1 the updates do contract with
constant c = 1 − ηλ. This can be used to show that the
stochastic learning process converges to a distribution centered
close to a regularized loss minimizer even when the process is
distributed among k nodes (see the analysis of Zinkevich et al.
[2010]). This refers to the stochastic learning process defined
by the mean of independent local models that result from SGD
with iid samples from (episodes of) the target distribution. In
this paper, we use the contraction property for the regret bound
given in Theorem 2.

C. Communication and Mini-batches

For every episode Ei, the predictive performance of a
distributed prediction system lies between two baselines that
correspond to the two extremes in terms of communication
behavior—complete centralization and no communication. Let
Ti = |Ei| denote the length of episode Ei and by R =∑

t∈Ei, l∈[k] f(pt,l, yt,l)−f∗ the regret with respect to the opti-
mal expected loss f∗ = argminw∈Rn E(x,y)∼Di

[f(〈w, x〉, y)].
When all data points are centrally processed by one online
learner, for long enough episodes one can achieve an expected
regret of O(

√
kTi) which is optimal (see Cesa-Bianchi and

Lugosi [2006] and Abernethy et al. [2009]). In contrast,
when the k nodes perform their learning processes in parallel
without any communication this results in an expected regret
of O(k

√
Ti), which is worse than the centralized performance

by a factor of
√
k. Therefore, we are interested in algorithms

that lie between these two extremes and that show a beneficial
trade-off between predictive performance and the amount
communication.

Mann et al. [2009] and Dekel et al. [2012] give algorithms
where information between nodes is only exchanged every
b rounds where b ∈ N is referred to as batch size. These
algorithms can be written as static model synchronization
protocol similar to Alg. 1. Here, after a batch of kb examples
has been processed globally in the system, all local models
are re-set to the mean model of the configuration w defined

as w = 1/k
∑k

l=1 wl. Formally, the synchronization operator
that is implicitly employed in these algorithms is given by
σ(wt) = (wt, . . . ,wt). We refer to this operation as full mean
synchronization. The choice of a (uniform) model mixture is
often used for combining linear models that have been learned
in parallel on independent training data (see Mann et al.
[2009], McDonald et al. [2010], Zinkevich et al. [2010]). The
motivation is that the mean of k models provides a variance
reduction of

√
k over an individual random model (recall that

all learners sample from the same distribution, hence their
models are identically distributed). Dekel et al. [2012] shows
that when the gradient variance is bounded then the optimal
regret can be asymptotically retained by setting b = O( 3

√
Ti)

even if a constant number of examples have to be discarded
during each synchronization due to network latency. Note that
that paper considers a slightly modified algorithm based on
delayed gradient descent, which accumulates updates during
a batch and then only applies them at the synchronization
points. However, the expected loss of eager updates (as used in
Alg. 1) is bounded by the expected loss of delayed updates (as
used in Dekel et al. [2012]) as long as the updates reduce the
distance to a loss minimizer on average (which is the case for
sufficiently small learning rates and regularization parameters;
see again Zhang [2004, Eq. 5]).

Closing this section, let us analyze the communication cost
of this protocol throughout the global system lifetime. Using
a designated coordinator note as in Alg. 1, σ can be applied
to a configuration of the distributed prediction system simply
by all nodes sending their current model to the coordinator,
who in turn computes the mean model and sends it back
to all the nodes. For assessing the communication cost of
this operation, we can use a simplified cost model that only
counts the number of model vectors sent between the learners:
independently of the exact communication infrastructure, the
number of model messages asymptotically determines the true
bit-based communication cost. Hence, the communication
cost of static model synchronization over k nodes with batch
size b can be asymptotically quantified as O(kT/b). In Dekel
et al. [2012] the assumption is that the data is sampled iid
over all rounds and b can therefore be set to O( 3

√
T ). This

results in an automatic communication reduction with a longer
system lifetime. However, this strategy is not applicable when
we want to stay adaptive towards changing data distributions.
In this case, we have to set the batch size with respect to the
expected episode length and not with respect to the overall
system lifetime. This number can be much smaller then T ,
which means that we can end up with batch sizes too small
to meet our communication reduction goal. In the following
section, we therefore design a synchronization protocol that
can substantially reduce this cost based on a data-dependent
dynamic schedule.

III. DYNAMIC SYNCHRONIZATION

We refer to the synchronization protocol given in Alg. 1 as
static, because it sets the system into sync after a fixed number
of rounds independently of the sampled data and of the effect
it had on the local models. Consequently, this static protocol
incurs the communication cost of a full synchronization round
even if the models are identical or almost identical and thus
only receive little to none correction. In this section, we



develop a dynamic protocol for synchronizations based on
quantifying their effect. After showing that this approach
is sound from a learning perspective, we discuss how it
can be implemented in a distributed prediction system in a
communication-efficient way.

A. Partial Synchronizations

A simple measure to quantify the correcting effect of
synchronizations is given by the average Euclidean distance
between the current local models and the result model. We re-
fer to this quantity as the divergence of a model configuration,
denoted by δ(·), i.e.,

δ(w) =
1

k

k∑

l=1

‖w −wl‖2 .

In the following definition we provide a relaxation of the full
mean synchronization operation that introduces some leeway
in terms of this divergence.

Definition 1: A partial synchronization operator with
a positive divergence threshold ∆ ∈ R is an operator σ∆ :
Rk×n → Rk×n that 1) leaves the mean model invariant and
2) after its application the model divergence is bounded by ∆.
That is, for all model configurations w ∈ Rk×n it holds that
w = σ∆w and δ(σ∆w) ≤ ∆.

An operator adhering to this definition does not generally put
all nodes into sync (albeit the fact that we still refer to it as
synchronization operator). In particular it allows to leave all
models untouched as long as the divergence remains below the
threshold ∆. The following theorem notes that partial synchro-
nization has a controlled regret over full synchronization if the
batch size is sufficiently large and the divergence threshold is
set proportional to the Lipschitz constant L of the losses and
the data radius R.

Theorem 2: Suppose the update rule ϕ is a contraction
with constant c. Then, for batch sizes b ≥ log−1

2 c−1 and
divergence thresholds ∆ ≤ ε/(2RL), the average regret of
using a partial synchronization operator σ∆ instead of σ is
bounded by ε, i.e., for all rounds t ∈ N it holds that the
average regret 1/k

∑k
l=1 |f(p∆

t,l, yt,l)−f(pt,l, yt,l)| is bounded
by ε where pt,l and p∆

t,l denote the prediction scores at learner
l and time t resulting from σ and σ∆, respectively.

Proof: We proof the claim within two steps. First we note
that a regret bound is induced by a bound on the average
distances between pairs of models at the local nodes. Then we
show that such a bound is retained between the local model
pairs resulting from static and dynamic synchronization. Let us
denote by dt,l the model vectors resulting from dynamic partial
synchronization based on σ∆ and by st,l the model vectors
resulting from static full synchronization based on σ. Using
the Lipschitz continuity of f , the Cauchy-Schwartz inequality,
and the bound on the data radius R, we can see that the average
regret at round t is bounded as follows:

∣∣f(p∆
t,l, yt)− f(pt,l, yt)

∣∣ =L|〈dt,l, xt〉 − 〈st,l, xt,l〉|
≤L‖dt,l − st,l‖‖xt‖
≤LR‖dt,l − st,l‖ .

Hence, for the desired average regret bound of ε it is sufficient
to show that at all times t ∈ N it holds that the average pair-
wise model distance at the local learners is bounded by 2∆ =
ε/(LR), i.e.,

1

k

k∑

l=1

‖dt,l − st,l‖ ≤ 2∆ . (1)

We now show that Eq. (1) is retained throughout all rounds
t ∈ N. Before the first synchronization, i.e., for t ≤ b, both
weight sequences are identical and the bound holds. Moreover,
if t−1 is not a synchronization step, i.e., t−1 mod b 6= 0, the
bound is preserved for dt and st due to ϕ being a contraction.
Hence, the crucial case is t > b with (t − 1) mod b = 0.
Let us denote by w′t the model configuration resulting from
the local updates at step t− 1 but before synchronization, i.e.,
w′t,l = ϕ(wt−1,l, xt,l, yt,l). By the triangle inequality we can
bound the left-hand-side of Eq. (1) via the distance to the
model mean resulting from dynamic synchronization:

k∑

l=1

‖dt,l − st,l‖ ≤
k∑

l=1

‖dt,l − dt‖+

k∑

l=1

‖st,l − dt‖

= k δ(σ∆d′t)︸ ︷︷ ︸
≤∆

+
k∑

l=1

‖ (σs′t)l︸ ︷︷ ︸
=s′t

−σ∆d′t︸ ︷︷ ︸
=d

′
t

‖

≤ k∆ + k‖1

k

k∑

l=1

s′t,l −
1

k

k∑

l=1

d′t,l‖

≤ k∆ +

k∑

l=1

‖s′t,l − d′t,l‖
︸ ︷︷ ︸

(∗)

Setting ϕt,l(·) = ϕ(·, xt,l, yt,l) as the update mapping resulting
from the training example (xt,l, yt,l) and noting that vt,l results
from composition of b updates, we can rewrite (∗) as

k∑

l=1

∥∥∥
(
b−1◦
i=0

ϕt−i,l
)

(st−b)−
(
b−1◦
i=0

ϕt−i,l
)

(dt−b,l)
∥∥∥ .

Using that all ϕi,l contract by c we can bound further

k∑

l=1

‖dt,l − st,l‖ ≤ k∆ + cb
k∑

l=1

‖st−b,l − dt−b,l‖

≤ k∆ +
1

2
2k∆ = 2k∆

as required. The last inequality follows from the fact that
the batch-size is larger than log2 c

−1 = logc 1/2 and by the
induction assumption.

While the contraction assumption allows a streamlined proof
and is readily available for regularized SGD, as mentioned
in Sec. II, this assumption can be relaxed: by requiring the
updates to only contract on expectation it is possible to extend
the theorem to unregularized SGD updates as well as to other
rules. Moreover, we remark that Thm. 2 implies that partial
synchronizations retain the optimality of the static mini-batch
algorithm of Dekel et al. [2012] for the case of stationary
targets: By using a time-dependent divergence threshold based
on εt ∈ O(1/

√
t) the bound of O(

√
T ) follows.



Algorithm 2 Dynamic Synchronization Protocol

Initialization:
local models w1,1, . . . , w1,k ← (0, . . . , 0)
reference point r ← (0, . . . , 0)
violation counter v ← 0

Round t at node l:
observe xt,l and provide service based on pt,l
observe yt,l and update wt+1,l ← ϕ(wt,l, xt, yt)
if t mod b = 0 and ‖r − wt,l‖ > ∆/2 then

send wt,l to coordinator

At coordinator on violation:
let B be set of nodes with violation
v ← v + |B|
if v = k then B ← [k], v ← 0
while B 6= [k] and ‖r − 1

B

∑
l∈B wl‖ > ∆ do

augment B by augmentation strategy
receive models from nodes added to B

send to nodes in B model w = 1
B

∑
l∈B wl

if B = [k] also set new reference model r ← w

B. Communication-efficient Protocol

After seeing that partial synchronization operators are
sound from the learning perspective, we now turn to how
they can be implemented in a communication-efficient way.
Every distributed learning protocol that implements a partial
synchronization operator has to implicitly control the diver-
gence of the model configuration. However, we cannot simply
compute the divergence by centralizing all local models, be-
cause this would incur just as much communication as static
full synchronization. Our strategy to overcome this problem is
to first decompose the global condition δ(w) ≤ ∆ into a set of
local conditions that can be monitored at their respective nodes
without communication (see, e.g., Sharfman et al. [2007]).
Secondly, we define a resolution protocol that transfers the
system back into a valid state whenever one or more of these
local conditions are violated. This includes carrying out a
sufficient amount of synchronization to reduce the divergence
to be less or equal than ∆.

For deriving local conditions we consider the domain of the
divergence function restricted to an individual model vector.
Here, we identify a safe-zone S (see Keren et al. [2012]) such
that the global divergence can not cross the ∆-threshold as
long as all local models remain in S.1 The following statement
provides a valid spherical safe zone Sr that is centered around
some global reference point r.

Theorem 3: Let r ∈ Rd be some reference point. If for all
nodes l ∈ {1, . . . , k} it holds that ‖r − wl‖ ≤ ∆/2 then we
have for the model divergence that δ(w) ≤ ∆.

Proof: Using the triangle inequality we can bound the true
divergence by the divergence of the local models in terms of

1Note that a direct distribution of the threshold across the local nodes (as in,
e.g., Keralapura et al. [2006]) is in-feasible, because the divergence function
is non-linear.

the reference model and the distance of the reference model
to the mean model:

δ(w) =
1

k

k∑

l=1

‖w − wl‖

≤ 1

k

k∑

l=1

(‖w − r‖+ ‖r − wl‖)

= ‖w − r‖+
1

k

k∑

l=1

‖r − wl‖

Re-expressing w as r−1/k
∑k

l=1(r−wl) reveals that we can
also bound the difference of the current mean model by the
average distance of the local models to the reference point,
and we can continue by

= ‖1

k

k∑

l=1

r − wl‖+
1

k

k∑

l=1

‖r − wl‖

≤ 2

k

k∑

l=1

‖r − wl‖ .

from which the claim follows.

We now incorporate these local conditions into a distributed
prediction protocol. As a first step, we have to guarantee that
at all times all nodes use the same reference point. For a
prediction t, let us denote by t′ the last time prior to t when
a full model synchronization was performed (resp. t′ = 0 in
case no full synchronization has happened until round t). The
mean model wt′ is known to all local learners. We use this
model as the reference model and set r = wt′ . A local learners
l can then monitor their local condition ‖r −wl‖ ≤ ∆/2 in a
decentralized manner.

It remains to design a resolution protocol that specifies
how to react when one or several of the local conditions are
violated. A direct solution is to trigger a full synchronization
in that case. This approach, however, does not scale well with
a high number of nodes in cases where model updates have
a non-zero probability even in the asymptotic regime of the
learning process. When, e.g., PAC models for the current target
distribution are present at all local nodes, the probability of
one local violation, albeit very low for an individual node,
increases exponentially with the number of nodes. An alter-
native approach that can keep the amount of communication
low relative to the number of nodes is to perform a local
balancing procedure: on a violation, the respective node sends
his model to a designated note we refer to as coordinator. The
coordinator then tries to balance this violation by incrementally
querying other nodes for their models. If the mean of all
received models lies within the safe zone, it is transferred back
as new model to all participating nodes, and the resolution is
finished. If all nodes have been queried, the result is equal to
a full synchronization and the reference point can be updated.
In both cases, the divergence of the model configuration is
bounded by ∆ at the end of the balancing process, because
all local conditions hold. Also, it is easy to check that this
protocol leaves the global mean model unchanged. Hence, it
is complying to Def. 1.
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Fig. 1. Performance of static and dynamic model synchronization that track (left) a rapidly drifting disjunction over 100-dim. data with 512 nodes; and (right)
a neural network with one hidden layer and 150 output vars. with 1024 nodes.

While balancing can achieve a high communication reduc-
tion over direct resolution particularly for a large number of
nodes, it potentially degenerates in certain special situations:
We can end up in a stable regime in which local violations are
likely to be balanced by a subset of the nodes; however a full
synchronization would strongly reduce the expected number
of violations in future rounds. In other words: balancing can
delay crucial reference point updates indefinitely. A simple
hedging mechanism for online optimization can be employed
in order to avoid this situation : we count the number of
local violations using the current reference point and trigger
a full synchronization whenever this number exceeds the total
number of nodes. This concludes our dynamic protocol for
distributed prediction. All components are summarized in
Alg. 2

IV. EMPIRICAL EVALUATION

In this section we investigate the practical performance
of the dynamic learning protocol for settings ranging from
clean linearly separable data, over unseparable data with a
reasonable linear approximation, up to real-world data without
any guarantee. Our main goal is to empirically confirm that the
predictive gain of static full synchronizations (using a batch
size of 8) over no synchronization can be approximately pre-
served for small enough thresholds, and to assess the amount
of communication reduction achieved by these thresholds.

A. Linearly Separable Data

We start with the problem of tracking a rapidly drifting
random disjunction. In this case the target distribution produces
data that is episode-wise linearly separable. Hence, we can set
up the individual learning processes so that they converge to a
linear model with zero classification error within each episode.
Formally, we identify a target disjunction with a binary vector
z ∈ {0, 1}n. A data point x ∈ X = {0, 1}n is labeled
positively y = 1 if 〈x, z〉 ≥ 1 and otherwise receives a negative
label y = −1. The target disjunction is drawn randomly at
the beginning of the learning process and is randomly re-
set after each round with a fixed drift probability of 0.0002.
In order to have balanced classes, the disjunctions as well
as the data points are generated such that each coordinate
is set independently to 1 with probability

√
1− 2−1/n. As

loss function for the stochastic gradient descent we use the

logistic loss. Corresponding to our setting of noise-free linearly
separable data, we choose the regularization parameter λ = 0
and the learning rate η = 1.

In Fig. 1 (left) we present the result for dimensionality
n = 100, with k = 512 nodes, processing m = 12.8M
data points through T = 25000 rounds. For divergence
thresholds up to 3.0, dynamic synchronization can retain the
error number of statically synchronizing every 8 rounds. At
the same time the communication is reduced to 3.9% of
the original number of messages. An approximately similar
amount of communication reduction can also be achieved using
static synchronization by increasing the batch size to 128. This
approach, however, only retains 51.5% of the error reduction
over no communication. Figure 2 provides some insight into
how the two evaluation metrics develop over time. Target
drifts are marked with vertical lines that frame episodes of
a stable target disjunction. At the beginning of each episode
there is a relatively short phase in which additional errors
are accumulated and the communicative protocols acquire an
advantage over the baseline of never synchronizing. This is
followed by a phase during which no additional error is made.
Here, the communication curve of the dynamic protocols
remain constant acquiring a gain over the static protocols in
terms of communication.

B. Non-separable Data with Noise

We now turn to a harder experimental setting, in which
the target distribution is given by a rapidly drifting two-
layer neural network. For this target even the Bayes optimal
classifier per episode has a non-zero error, and, in particular,
the generated data is not linearly separable. Intuitively, it is
harder in this setting to save communication, because a non-
zero residual error can cause the linear models to periodically
fluctuate around a local loss minimizer—resulting in crossings
of the divergence threshold even when the learning processes
have reached their asymptotic regime. We choose the network
structure and parameter ranges in a way that allow for a
relatively good approximation by linear models (see Bshouty
and Long [2012]). The process for generating a single labeled
data point is as follows: First, the label y ∈ Y = {−1, 1}
is drawn uniformly from Y . Then, values are determined
for hidden variables Hi with 1 ≤ i ≤ dlog ne based on a
Bernoulli distribution P [Hi = · |Y = y] = Ber(phi,y). Finally,
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Fig. 2. Cumulative error (left) and communication (right) over time for tracking a rapidly drifting disjunction for different synchronization protocols; vertical
lines depict drifts.
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Fig. 3. Performance of static and dynamic synchronization with 256 nodes that predict (left) Twitter retweets over 1000 textual features and (right) stock
prices based on 400 prices and sliding averages.

x ∈ X = {−1, 1}n is determined by drawing xi for 1 ≤ i ≤ n
according to P [Xi = xi, |Hp(i) = h] = Ber(poi,h) where p(i)
denotes the unique hidden layer parent of xi. In order to ensure
linear approximability, the parameters of the output layer are
drawn such that |poi,−1 − poi,1| ≥ 0.9, i.e., their values have
a high relevance in determining the hidden values. As in the
disjunction case all parameters are re-set randomly after each
round with a fixed drift probability (here, 0.005). For this non-
separable setting we choose again to optimize the logistic loss,
this time with parameters λ = 0.5 and η = 0.05 respectively.
Also, in order to increase the stability of the learning process,
we apply averaged updates over mini-batches of size 8.

Figure 1 (right) contains the results for dimensionality
150, with k = 1024 nodes, processing m = 2.56M data
points through T = 2500 rounds. For divergence thresholds
up to 0.05, dynamic synchronization can retain the error of
the baseline. At the same time the communication is reduced
to 46% of the original number of messages.

C. Real-world Data

We concluded our experimental section with tests on two
real-world datasets containing stock prices and Twitter short
messages, respectively. Note that these datasets do not reflect
real application settings for distributed real-time services.
Rather they are intended to further illustrate the properties
of the learning protocol in environments with real-word data
distributions that provide fewer guarantees than we have in the
synthetic settings.

The data from Twitter has been gathered via its streaming
API (https://dev.twitter.com/docs/streaming-apis) during a pe-
riod of 3 weeks (Sep 26 through Oct 15 2012). Inspired by
the content recommendation task, we consider the problem of
predicting whether a given tweet will be re-tweeted within one
hour after its posting—for a number of times that lies below
or above the median hourly re-tweet number of the specific
Twitter user. The feature space are the top-1000 textual features
(stemmed 1-gram, 2-gram) ranked by information gain, i.e.,
X = {0, 1}1000. Learning is performed with λ = 0.25 and
η = t−1/2. The stock price data are gathered from Google Fi-
nance (http://www.google.com/finance) and contains the daily
closing stock prices of the S&P100 stocks between 2004 and
2012. Inspired by algorithmic trading, we consider the problem
of predicting tomorrow’s closing price, i.e., Y = R, of a single
target stock based on all stock prices and their gliding averages
(11, 50, and 200 days) of today, i.e., X = R400. The target
stock is switched with probability 0.002. Here, we use the
regression loss, λ = 1, and a small learning rate η = 10−7

corresponding to the high data radius.

The results for 1M data points distributed to k = 256
nodes are presented in Fig. 3. Again, the gap between no
synchronization and the baseline is well preserved by partial
synchronizations. For Twitter (left), a threshold of 0.05 has the
same error as the baseline with only 0.56% of the communica-
tion. For the stock prices (right), a threshold of 0.01 preserves
95% of the predictive gain using 29% of the communication.
The trade-off is even more beneficial for threshold 0.03 which



preserves 92% of the gain using only 9% communication.

V. CONCLUSION

We presented a protocol for distributed online prediction
that aims to dynamically save on network communications in
sufficiently easy phases of the modeling task. The protocol
has a controlled predictive regret over its static counterpart and
experiments show that it can indeed reduce the communication
substantially—up to 95% in settings where the linear learning
processes are suitable to model the data well and converge
reasonably fast. Generally, the effectivity of the approach
appears to correspond to the effectivity of linear modeling by
SGD in the given setting.

For future research a theoretical characterization of this be-
havior is desirable. A practically even more important direction
is to extend the approach to other model classes that can tackle
a wider range of learning problems. In principle, the approach
of controlling model divergence remains applicable, as long as
the divergence is measured with respect to a distance function
that induces a useful loss bound between two models. For prob-
abilistic models this can for instance be the KL-divergence.
However, more complex distance functions constitute more
challenging distributed monitoring tasks, which currently are
open problems.
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Abstract—Distributed skyline computation is important for
a wide range of application domains, from distributed and
web-based systems to ISP-network monitoring and distributed
databases. The problem is particularly challenging in dynamic
distributed settings, where the goal is to efficiently monitor a
continuous skyline query over a collection of distributed streams.
All existing work relies on the assumption of a single point of
reference for object attributes/dimensions, i.e., objects may be
vertically or horizontally partitioned, but the accurate value of
each dimension for each object is always maintained by a single
site. This assumption is unrealistic for several distributed moni-
toring applications, where object information is fragmented over
a set of distributed streams (each monitored by a different site)
and needs to be aggregated (e.g., averaged) across several sites.
Furthermore, it is frequently useful to define skyline dimensions
through complex functions over the aggregated objects, which
raises further challenges for dealing with object fragmentation.
In this paper, we present the first known distributed approach for
continuous fragmented skylines, namely distributed monitoring of
skylines over complex functions of fragmented multi-dimensional
objects. We also propose several optimizations, including a new
technique based on random-walk models for adaptively deter-
mining the most efficient monitoring strategy for each object. A
thorough experimental study with synthetic and real-life data sets
verifies the effectiveness of our approach, demonstrating order-
of-magnitude improvements in communication costs compared to
the only available centralized solution.

I. INTRODUCTION
Since the introduction of the skyline operator [1], the

problem of efficiently constructing skylines in distributed
environments (such as, client-server and P2P architectures)
has been widely studied (see [2] for a survey). The bulk of this
work has typically focused on one-shot skyline computation,
proposing CPU- and communication-efficient strategies for
one-time computation of the set of skyline (i.e., dominating,
or, Pareto-optimal) objects across static, distributed multi-
dimensional object collections. Such one-shot techniques over
static data are inadequate for new, rapidly-emerging classes
of large-scale event monitoring applications, which need to
effectively manage, query, and analyze large collections of
distributed data streams. Prototypical examples include ISP
network-monitoring systems (where usage information from a
multitude of monitoring points must be tracked and correlated
in order to quickly react to hot spots, floods, failures, and
attacks), and wireless sensor networks (where multiple remote
sensor measurements must be monitored and analyzed for
trends, patterns, intrusions, or other adverse events). Querying
in such systems is naturally distributed (i.e., over a collection
of remote sites), and also continuous, that is, we require
real-time monitoring of query answers and events, not merely
one-shot responses to sporadic queries.

router target IP #packets vol. target IP #packets vol. target IP #packets Var(vol.) skyline
1 121.11.*.* 134 1226 121.11.*.* 158 1269 121.11.*.* 158 1497 YES
1 110.1.*.* 60 72 110.1.*.* 70 86 110.1.*.* 70 392 NO
2 121.11.*.* 180 1280 201.7.*.* 627 4874 201.7.*.* 627 0 NO
2 110.1.*.* 80 100 117.3.*.* 884 982 117.3.*.* 884 1208 YES
3 121.11.*.* 160 1301 … … … … … … …
4 201.7.*.* 627 4874

… … … … Dimensions: #packets, Var(vol.)
Aggregation (average) Skyline space 

Fig. 1. Monitoring an ISP network: (a) the raw-distributed data, (b) the
aggregated data, (c) the skyline space.

The problem of continuous skyline maintenance in such
dynamic distributed settings has also been addressed in recent
work [3]. Still, that work, as well as all existing work in
distributed skyline processing assumes horizontal or vertical
partitioning of the data, i.e, each site maintains a subset
of the complete object vectors, e.g., [4], or a subset of the
dimensions of all objects [5], [6]. As such, all previous
algorithms rely on the fundamental assumption that there exists
a single site in the network maintaining the accurate value
for each object’s dimension. This configuration enables each
site to independently apply local, arbitrarily complex, filtering
techniques on the observed updates, drastically reducing the
network resources. This assumption, however, is unrealistic
for a number of real-world, distributed monitoring applications,
where the vector corresponding to each object is determined by
aggregating (e.g., averaging) partial vector values fragmented
over many sites.

To make matters worse, the skyline dimensions may be
defined through (possibly) complex, non-linear functions over
the aggregated object vectors. For example, an ISP might be
interested in monitoring the skyline of the aggregate packet
volume and the (non-linear) variance of the packet sizes
routed to each subnet through each of the edge routers. Such
complex functional skyline queries are, of course, particularly
challenging in the case of fragmented objects: each site only
has its partial view of the object vector values, and, for
non-linear functions like variance, it is impossible to estimate
the value of the function on the global object vector from the
function values computed locally [7].
Example 1. Consider the problem of monitoring the network
of a large ISP. A typical configuration involves installing
monitoring code at the edge routers of the ISP to collect
workload statistics over sliding windows for a set of IP
addresses served by the ISP. Skyline queries on the data
aggregated over all edge routers are powerful tools for network
administrators, for instance, to quickly identify problematic
IP addresses or interesting network events. For example, the
skyline of the average (over all routers) number of packets
and transfer volume, per target IP (data shown in Fig. 1(b)),
helps an administrator to quickly focus on the IPs under
attack. The skyline dimensions can even be defined through



complex, non-linear functions on the aggregated data, such as
the variance on the workload per IP, collected by the edge
routers (Fig. 1(c)) – a key indicator for sites under a DoS
attack. Even though the industry standard in routers enables
local statistics maintenance, aggregation of the data in order
to maintain the skyline space is a challenging task, due to
the sheer volume and volatility of the traffic update streams.
The problem is only aggravated by the usage of non-linear
functions for the definition of the skyline dimensions (e.g.,
variance), in which case a router observing a local update
cannot even predict the direction of the change at the skyline
space, e.g., a sudden drop in the transfer volume at one edge
router may actually cause an increase of the variance. This
calls for a distributed solution for skyline maintenance, where
each edge-router monitor can react only to its local updates
that potentially invalidate the existing skyline, notifying the
central monitor for further analysis.

Prior Work. Since the proposal of the skyline operator [1],
several aspects of skyline computation have been explored,
such as, continuous skylines, e.g., [8], [9], [10], functional (or,
dynamic) skylines [9], subspace skylines [11], and skylines
over distributed and P2P networks [2]. Our contribution lies on
the intersection of the areas of distributed, functional and con-
tinuous skyline queries, with a novel data fragmentation model.

Algorithms for efficiently constructing skylines in P2P
and distributed networks have been widely considered in the
recent years (see [2] for a recent survey). These algorithms
typically rely on three key ideas to reduce the network
communication between participants: (1) Additivity of the
Skyline Operator: The skyline over all remote sites is always
a subset of the union of the local skylines computed at
each site, e.g., [4]; (2) Point Filtering: Representative points,
belonging to one or more sites’ local skylines, can help other
sites effectively reduce their local skylines [5], [6]; and, (3)
Site Filtering: Compact local site summaries can be used to
target neighboring sites that can potentially contribute skyline
points [12]. However, at the core of these approaches is the
requirement that the value of each dimension for each object is
always maintained by a single site, i.e., vertical or horizontal
data partitioning, but not fragmentation. Even though
both vertical and horizontal data partitioning models hold
significant interest for real-life applications (and, in fact, they
can also be handled by our work), they are out of the focus of
this work. Instead, our contribution is optimized for the case
of fragmented data objects, as this arises frequently in a wide
range of network-based applications. Furthermore, we focus
on continuous skyline queries, and not on one-shot queries.

Perhaps most similar to ours is the work of Zhang et al.
for distributed continuous skyline monitoring [3], which relies
on installing filters at remote sites to control the updates that
need to be sent to the coordinator. The functionality of filters
is similar to the one of threshold-crossing queries used in this
work. In fact, in the simple case where data is partitioned but
not fragmented, and no functions are used for producing the
skyline space, our algorithms (without the adaptivity extension)
and the one of [3] produce similar types of local constraints,
yet, each one following different optimization strategies. No-
tice however that [3] supports neither fragmented data nor
functional skylines, the combination of which is the main
focus of this work. Still, some of the ideas of [3], i.e., near-
optimal derivation of filters, as well as the sampling-based

extension that trades accuracy for performance, can potentially
be adapted for the case of fragmented functional skylines, and
will be considered in our future work.
Our Contributions. All previous distributed skyline
techniques assume either horizontal or vertical partitioning of
the database at the sites, which implies that the accurate value
of each dimension for each object is known by one of the
sites at any time. In this work, we consider the fundamentally
different problem of continuous fragmented skyline queries,
where: (a) each dimension for each object is fragmented
over a number of sites, i.e., the actual values of each object
are computed by the aggregation (e.g., averaging) of all
object’s vectors across all sites, and, (b) the skyline space
can be further defined through complex arbitrary functions,
parameterized by the aggregate values of the objects. Our
contributions are summarized as follows:
• We formally define the continuous fragmented skyline prob-
lem, and outline the key underlying challenges.
•We present the first known algorithms for efficient processing
of continuous fragmented skyline queries, with dimensions
defined through possibly complex arbitrary functions over the
aggregate vectors. The two algorithms (termed PIVOT and
DIRECT) employ different methodologies for decomposing the
problem to a select set of distributed threshold-crossing queries
that are guaranteed to fire when a change in the skyline occurs.
These queries can then be monitored efficiently using ideas
from the geometric method [13], [7].
• We propose several optimizations that significantly improve
the communication efficiency of our fragmented skyline mon-
itoring algorithms. These include techniques for effectively
reducing the queries, which can result to substantial network
cost reduction, as well as a technique based on random-
walk models for adaptively determining the most efficient
monitoring strategy for different objects in the system.
• We present a thorough experimental study of our algorithms
over both synthetic and real-life data sets. Our experimental
results demonstrate substantial performance benefits compared
to the (only alternative) centralized solution, which often
exceed two orders of magnitude.

II. PROBLEM FORMULATION
System Model. We consider a distributed computing environ-
ment, comprising a collection of N remote processing sites
P = {p1, p2, . . . , pN} and a designated coordinator site. Re-
mote sites receive continuous streams of data updates for a col-
lection of n multi-dimensional objects O = {o1, o2, . . . , on}
that reside in the system (possibly fragmented across multiple
sites), while the coordinator is responsible for maintaining
answers to continuous user queries posed over the union
of remotely-observed streams (across all sites). The (sub)set
of sites monitoring object oj is denoted by P(oj) ⊆ P ,
while O(pi) denotes the (sub)set of objects monitored by
site pi. Following earlier work in the area, e.g., [14], [15],
[16], our distributed stream-processing model does not allow
direct communication between remote sites; instead, a remote
site exchanges messages only with the coordinator, providing
it with state information on its (locally-observed) streams.
Note that such a hierarchical processing model is, in fact,
representative of several application domains, including ISP
network monitoring and sensor networks.

At time t, the local state of each object oj at site



pi is captured by a dynamic d-dimensional local statis-
tics vector ~v(oj , pi, t). The global state of oj is defined
as the average of oj’s local statistics vectors across all
sites in P(oj), i.e., the global statistics vector ~v(oj , t) =

1
|P(oj)|

∑
pi∈P(oj) ~v(oj , pi, t).1 (To simplify notation, we omit

the explicit dependence on time when referring to the current
value of local/global vectors.)
Problem Statement. Our goal is to define effective pro-
tocols for continuously monitoring distributed skylines over
complex functions of fragmented multi-dimensional objects.
More formally, assume that the dimensions of our skyline
space are defined through a d′-dimensional function vector
f : Rd → Rd′ , where each dimension f [k](~v(·)) is a possibly
complex, non-linear, arbitrary function over the original d-
dimensional global statistics vectors of our objects. We define
the notion of functional dominance (or, f -dominance) over
fragmented data objects as follows. (Wlog., the definition
assumes that lower values are preferred for the skyline.)

Definition 1 (f -dominance). Let ~v(oi), ~v(oj) denote the
global statistics vectors of objects oi and oj . We say that
oi f -dominates oj (denoted as oi ≺f oj) if and only if
f [k](~v(oi)) ≤ f [k](~v(oj)) for all k = 1, . . . , d′, and ∃k ∈
{1, . . . , d′} such that f [k](~v(oi)) < f [k](~v(oj)).

The f -skyline of the set of objects O = {o1, . . . , on}
fragmented over the remote sites P is then simply defined
as the subset of objects in O that are not f -dominated by any
other object in O. That is, o ∈ O belongs in the f -skyline if
and only if @o′ ∈ O such that o′ ≺f o.

We address the challenging task of continuously maintain-
ing the f -skyline over a large collection of fragmented multi-
dimensional objects O that are dynamically updated across
multiple remote sites P . Our protocols aim to minimize
communication across remote sites and the coordinator — a
critical requirement in large-scale monitoring systems, owing
to either network-capacity restrictions (e.g., in ISP monitoring,
where the volumes of collected utilization and traffic data can
be huge [17]), or power and bandwidth restrictions (e.g., in
wireless sensor networks, where communication overhead is
the key factor in determining sensor battery life [18]). It is
important to note that the centralized solution that ships all
updates to a coordinator can easily introduce network, com-
putation, and power bottlenecks, overwhelming the underlying
network infrastructure. Similarly, simplistic solutions based on
batch or periodic updates to the coordinator can either cause
large amounts of unnecessary network traffic (with no real
change in the skyline) or fail to react to important transitions
in a timely manner (when the update period is large). Most
importantly, such techniques cannot offer useful guarantees
on the quality of the skyline between updates. Instead, our
proposed algorithms are reactive (based on the observed stream
of object updates) and guarantee the continuous correctness of
the f -skyline at the coordinator.

Example 2. Building on the ISP monitoring scenario of Ex-
ample 1, the set of remote processing sites P includes all
edge routers in the ISP network, which collect workload
statistics for all target IP addresses (or, subnets) contained in
O. Assume that we want to monitor the 2-dimensional skyline

1More generally, the global statistics vector can be defined through any
convex combination of the local statistics vectors.

shown in Fig. 1(c) (average number of packets and variance of
transfer volume across all routers, per IP address). Since our
f -skylines are defined on averaged global vectors, we rewrite
the variance function using the average transfer volume and
the average squared transfer volume per IP at all routers. In
particular, each router pj maintains a three-dimensional vector
~v(oi, pj) for each IP address oi: ~v[0](oi, pj) stores the count
of all observed packets destined for oi and routed through pj ,
~v[1](oi, pj) stores the sum of the packet sizes, and ~v[2](oi, pj)
stores (~v[1](oi, pj))

2. The global statistics vector for each IP
address oi is the average of the local statistics vectors over all
routers, i.e., ~v(oi) =

∑
pj∈P(oi)

~v(oi, pj)/|P(oi)|. The desired
skyline space is then defined by function f : f [0] = ~v[0](oi),
i.e., the identity function of the average number of packets
for each IP address, and f [1] = V ar({~v(oi, pj)|pj∈P(oi)})
=
∑

pj∈P(oi)

~v[2](oi,pj)

|P(oi)| −
(∑

pj∈P(oi)

~v[1](oi,pj)

|P(oi)|

)2
= ~v[2](oi) −

(~v[1](oi))
2.

Background: The Geometric Method. Our algorithms de-
compose functional fragmented skyline monitoring to a small
set of distributed threshold crossing queries, which can be
monitored locally at each site using the geometric method. We
now describe the elements of the geometric method needed for
this paper. Further details can be found in [7].

The geometric method addresses the basic problem of mon-
itoring distributed threshold-crossing queries; that is, monitor
whether f(~v(o)) < τ or f(~v(o)) > τ , for any arbitrary,
possibly complex, non-linear function f() of a global statistics
vector ~v(o) fragmented over N sites, and a fixed threshold
τ . The core idea is that, since it is generally impossible to
connect the values of f() on the local statistics vectors to the
global value f(~v(o)), one can employ geometric arguments to
monitor the domain (rather than the range) of f().

To initialize the monitoring process, at time t0 all nodes
p ∈ P(o) send their local statistics vectors for the object
~v(o, p, t0) to a coordinator, where the global statistics vector
~v(o, t0) is computed. This global statistics vector is also called
the global estimate vector ~e(o), and is sent to all network
nodes. Whenever a node pj receives a new local value for o,
say, at time t, it updates its local statistics vector and checks
whether the new value may cause a threshold crossing. For
this check, pj extracts the statistics delta vector ∆~v(o, pj) =
~v(o, pj , t) − ~v(o, pj , t0). The drift vector is then defined as
~u(o, pj) = ~e(o) + ∆~v(o, pj). These vectors can be used to
bound the location of the global statistics vector, which, by
definition, is guaranteed to lie, within the convex hull formed
by the drift vectors of all nodes and ~e(o) [7]. Therefore, by
checking that the convex hull does not overlap the inadmissible
region (i.e., the region {~v ∈ R2 : f(~v) > τ} in Fig. 2) we can
guarantee that the threshold has not been violated.

The problem of course is that the drift vectors are dis-
tributed across the nodes. Therefore, the global convex hull
is unknown to the individual nodes. To transform the global
condition into a local constraint, we place a d-dimensional
bounding ball around each local delta vector, of radius ||~e(o)−
~u(o, pj)||/2 and centered at (~e(o)+~u(o, pj))/2 (see Fig. 2). It
can be shown that the union of all these balls completely covers
the convex hull of the drift vectors [7]. Therefore, as long
as the bounding ball constructed individually at each node is
monochromatic, i.e., it does not overlap with the inadmissible
region, the threshold has not been violated, and the node can



e 

u1 
u2 

u3 

u4 u5 A
re

a 
w

h
er

e 
f(

v)
 >

  T
 

v 

Fig. 2. Estimate vector ~e, delta vectors ∆~v(pi) (arrows out of ~e), convex
hull enclosing the current global vector ~v (dotted outline), and bounding balls
B(~e,∆~v(pi)).

refrain from sending the local update to the coordinator. If
this is not the case, we have a local threshold violation, and
the site communicates its local ∆~v(pi) to the coordinator.
The coordinator then initiates a synchronization process that
typically tries to resolve the local violation by communicating
with some of the sites in order to “balance out” the violating
∆~v(pi). Briefly, this process involves collecting the current
delta vectors from (a subset of) the sites, and recomputing the
minimum and maximum values of f(~v) according to the new,
partial, average. In the worst case, the delta vectors from all
N sites are collected, leading to an accurate estimate of the
current global statistics vector.

In more recent work, Sharfman et al. [13] show that
the local bounding balls defined by the geometric method
are special cases of a more general theory of Safe Zones
(SZs), which can be broadly defined as convex subsets of
the admissible region of a threshold query. As long as the
local drift vectors stay within such a SZ, the global vector is
guaranteed (by convexity) to be within the admissible region
of the query [13].

III. MONITORING FRAGMENTED SKYLINES
In this section, we propose two novel algorithms for

continuous fragmented skylines: (1) the Pivot-Based (PIVOT)
algorithm, and (2) the Direct Monitoring (DIRECT) algorithm.
Both algorithms rely on effectively decomposing the con-
tinuous fragmented skyline computation into a collection of
threshold-crossing queries, which can be efficiently monitored
at the participating sites using the geometric method. The main
difference between PIVOT and DIRECT lies in the details of
this decomposition into threshold-crossing conditions. Still,
since both algorithms share a common framework, we describe
them in parallel, with references to their particularities.

We start with a brief discussion of the high-level
distributed-monitoring protocol. Initially, the user configures
the continuous skyline query, by first defining the global statis-
tics vector ~v, and, second, the possibly complex functions over
~v deriving the skyline dimensions, e.g., variance, L2 norm, or
identity function. The system goes through an initialization
phase, during which the coordinator requests the current local
statistics vectors from all sites, and uses them to compute the
initial global statistics vectors, the f values for all objects
in O, and an initial f -skyline, using a standard, centralized
algorithm [1]. Then, for each object oi ∈ O, the coordinator
extracts a set of continuous threshold-crossing queries, denoted
as Q(oi). While the details of these query sets depend on the
employed algorithm (PIVOT or DIRECT), their key property
is that they are “safe”: as long as no threshold violation is

observed at any site, the skyline is guaranteed not to change.
Finally, the computed global statistics vectors and threshold-
crossing queries are shipped to the remote sites observing
the corresponding objects, where they are monitored using
the geometric method. All updates not violating any threshold
query are registered locally at the sites, and only the remaining
updates are sent to the coordinator, invoking a synchronization
process.

As discussed earlier, a threshold-crossing query focuses
on detecting the condition that the value of a function g()
over a dynamic vector crosses a fixed threshold value τ . More
formally, let t0 denote the query construction time and let ~v(t)
be the dynamic vector; then, using the sign function sgn(), we
can define this general threshold-crossing query Qt0(g,~v, τ)
as the boolean condition:

Qt0(g,~v, τ) ≡ sgn(g(~v(t))− τ) 6= sgn(g(~v(t0))− τ). (1)

Both g() and τ can be multi-dimensional, giving rise to a
threshold-crossing query that is equivalent to the OR of the
boolean conditions across all dimensions; that is, a threshold
crossing along any of the dimensions causes the query to
fire. To keep our descriptions concise, we employ the multi-
dimensional form of Query (1) over our skyline function vector
f : Rd → Rd′ in the ensuing discussion. Obviously, only
the subset of relevant dimensions of Rd are accounted for
monitoring each component function f [k] (k = 1, . . . , d′).

In the remainder of this section, we first explain how the
two algorithms extract the threshold-crossing queries for each
object. Then, we outline the local monitoring and synchroniza-
tion processes, which are largely common to both algorithms.

A. Threshold-Crossing Query Decomposition
We now discuss the details of decomposing a contin-

uous fragmented skyline into threshold-crossing queries for
both PIVOT and DIRECT. PIVOT constructs threshold-crossing
queries that pair each object with a set of carefully selected
fixed pivot points. The purpose of these queries is to ensure that
the object remains within a “safe” region, defined by its pivot
points in Rd′ . DIRECT, on the other hand, constructs threshold-
crossing queries that correlate each object with a small set of
other (also moving) objects from O. The purpose of the queries
in this case is to detect when the dominance relation between
the objects changes.

We describe the query extraction process, starting with a
first approach, where each object monitors its relative position-
ing with respect to all other objects in the system, resulting in
n − 1 threshold-crossing queries per object in O. We then
propose techniques for drastically reducing the number of
queries (and, therefore, the network resources) required for
effective fragmented skyline monitoring.
The PIVOT Algorithm. PIVOT constructs threshold-crossing
queries that pair an object oi ∈ O with a set of fixed points
in the Rd′ space, termed pivot points. Specifically, during
the initialization phase at time t0, for each pair of objects
{oi, oj}, the coordinator computes the pivot point −→ppi,j as
the midpoint between the f -values of oi and oj , that is,−→ppi,j = 1

2 (f(~v(oi, t0)) + f(~v(oj , t0))). Then, it constructs the
two threshold-crossing queries: Qt0(f , ~v(oi),

−→ppi,j) (installed
at sites P(oi)) and Qt0(f , ~v(oj),

−→ppi,j) (installed at sites
P(oj)). As an example, Fig. 3(a) depicts a sample data set
with five 2-dimensional objects, and Fig. 3(b) shows the same
objects in the f -skyline space, including the four pivot points
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Fig. 3. Pivot-based method: (a) the original Rd space, (b) the four pivot points for o2 in the transformed Rd′ space, (c) the safe region for o2.

defined for o2 with respect to all other objects. A site observing
o2 then has to monitor the following threshold-crossing queries
(one per pivot point): Qt0(f , ~v(o2), −→pp1,2), Qt0(f , ~v(o2),−→pp3,2), Qt0(f , ~v(o2), −→pp4,2), and Qt0(f , ~v(o2), −→pp5,2).

Consider the geometric interpretation of the PIVOT tech-
nique. Each pivot point −→ppi,j partitions the Rd′ space into
3d

′
subspaces: three subspaces for each dimension k =

{1, . . . , d′}, namely, {~x : ~x[k] < −→ppi,j [k]}, {~x : ~x[k] >−→ppi,j [k]}, and {~x : ~x[k] = −→ppi,j [k]}. The intersection of these
3d

′
subspaces across all threshold-crossing queries for object oi

that contains f(~v(oi)) effectively defines a safe region for oi;
that is, as long as f(~v(oi)) remains in this region, its relative
positioning in the skyline with respect to all other objects in O
remains unchanged. For example, Fig. 3(c) depicts the (shaded)
safe region for o2. Note that the threshold-crossing queries
installed at P(oi) monitor exactly this safe-region condition
for oi. It is not difficult to prove that this scheme is correct:
As long as no PIVOT threshold-crossing query fires, the relative
positioning of any object pair in the fragmented skyline (i.e.,
their relative dominance) remains unchanged, and, thus, the
previously-computed skyline remains valid.
The DIRECT Algorithm. Rather than placing fixed pivot
points somewhat arbitrarily at the midpoint of two objects,
DIRECT directly monitors the relative dominance relation
across each pair of fragmented objects, based on the vector
difference of their f -values. Formally, consider any pair of
objects oi, oj ∈ O and, for the time being, assume that both
objects are observed at exactly the same subset of remote sites,
i.e., P(oi) = P(oj). We define the function-difference vector
g(~v(oi)|~v(oj)) = f(~v(oi))− f(~v(oj)), where ~v(oi)|~v(oj)
denotes the concatenation of the objects’ global statistics
vectors; thus, g : R2d → Rd′ . Then, for each such object
pair, the coordinator simply constructs the threshold-crossing
query Qt0(g, ~v(oi)|~v(oj), ~0) and installs it at all sites in
P(oi) = P(oj) to monitor updates to either oi or oj (~0
denotes the all-zero d′-dimensional vector). For instance, in
our running example in Fig. 3, the set of DIRECT threshold
queries extracted for o2 is Q(o2) = {Qt0(g, ~v(o2)|~v(oj), ~0) :
j = 1, 3, 4, 5}. Once again, it can be formally shown that, as
long as none of the DIRECT threshold-crossing queries fires,
the fragmented skyline cannot change.

A number of issues with the DIRECT algorithm are worth
noting. First, observe that it effectively doubles the dimen-
sionality of the local geometric bounding constraints since it
needs to account for updates to both objects. This increased
dimensionality typically leads to more frequent local threshold
violations and higher communication costs. (This issue can be
avoided for certain function types, e.g., when f is linear, but

not on the general case.) A second, and perhaps more subtle,
issue concerns the extension of DIRECT to handle the general
case of object pairs {oi, oj} that are observed at different
subsets of the remote sites (i.e., P(oi) 6= P(oj)), and its ef-
fectiveness in such settings. To ensure correctness in this case,
the DIRECT threshold query over ~v(oi)|~v(oj) needs to be mon-
itored across all sites in S = P(oi)∪P(oj) (with parts of the
local statistics vector zeroed out at sites observing only one of
the objects). Furthermore, since the geometric method requires
the monitored function(s) g to be defined over the average of
the local vectors across all |S| participating sites, an additional
weighting step is needed for the local statistics vectors used
in the computation of the f -values. The key observation here
is that the average global statistics vector ~v(oi) over all sites
in P(oi) is equal to the average vector over the super-set S
(assuming zero vectors for sites in S− P(oi)) multiplied by
|S|/|P(oi)|. Therefore, we can apply the geometric method
assuming that oi is monitored by all sites in S, by simply
scaling each of its local statistics vectors by |S|/|P(oi)| (and,
similarly for oj). This scaling, however, has the adverse effect
of increasing the radius of the local bounding ball for the
object, thereby increasing the number of local violations. In
fact, it can be formally proved that the performance of DIRECT
is worse than that of PIVOT under certain such settings.

Theorem 1. Monitoring the DIRECT threshold-crossing query
Qt0(g, ~v(oi)|~v(oj), ~0) for object oi at sites S = P(oi)∪P(oj)
is provably less communication-efficient than monitoring the
corresponding PIVOT threshold query Qt0(f , ~v(oi),

−→ppi,j),
when all functions in f are linear, and |S|

|P(oi)| > 2.

All proofs are deferred to the extended version of the paper.
Similar results can also be shown for other types of functions.
Note that the cardinality ratio condition |S|

|P(oi)| > 2 is easily
satisfied when objects are monitored by distinct subsets of
sites; furthermore, some of the optimizations discussed later
in this section (e.g., grouping) further exacerbate this problem
for the DIRECT algorithm.

B. Reducing the Number of Queries
The total number of threshold crossing queries influences

the network cost of PIVOT and DIRECT, since: (a) all queries
need to be sent to the sites, during initialization and after
threshold crossings, and, (b) a higher number of queries can
obviously lead to tighter safe regions and more frequent thresh-
old crossings. To reduce network cost, we need to extract a suf-
ficient subset of queries that can still guarantee the correctness
of the skyline. In this section, we show how the total number of
queries can be substantially reduced (from quadratic to linear
on the number of objects). It is important to note that this re-



duction comes without increasing the tightness of the threshold
queries, which would have the adverse effect of increasing the
frequency of threshold violations and the induced network cost.
In fact, the safe regions are, for most objects, substantially
relaxed. To avoid repetition, the ensuing discussion focuses
primarily on PIVOT. The same optimizations can be adapted
for DIRECT in a reasonably straightforward manner.
Eliminating Redundant Threshold Queries. A crucial obser-
vation is that not all changes in pairwise dominance relations
between objects in O are important for skyline monitoring.
For example, the skyline will not change if o4 (Fig. 3(b))
is updated such that it no longer f -dominates o5. In fact,
there are only two types of threshold-crossing queries that
can signify a change in the skyline: (1) Queries monitoring
the domination of a non-skyline object by a skyline object,
where a violation may indicate the entry of a new object in
the skyline; and, (2) Queries monitoring the dominance (i.e.,
Pareto optimality) of a skyline object, where a violation may
indicate the removal of an object from the skyline. All other
queries are essentially redundant and can be safely dropped.
(1) Queries Monitoring Domination of a Non-Skyline Object:
The key observation here is that a non-skyline object cannot
enter the skyline as long as it is f -dominated by at least
one skyline object. Thus, for any given non-skyline object
oi, it suffices to monitor a single threshold-crossing query
between oi and a skyline object oj that f -dominates oi. Having
no knowledge on the distribution of future updates, the best
threshold condition to monitor is the one that maximizes
the minimum distance (slack) between oi and the resulting
pivot point −→ppi,j along all d′ dimensions; that is, we select
the skyline object oj that f -dominates oi and maximizes
mind

′
`=1{f [`](~v(oi))− f [`](−→ppi,j)}. In our Fig. 3(b) example,

this gives rise to threshold queries for the object pairs {o2, o4}
and {o2, o5}.
(2) Queries Monitoring Dominance of a Skyline Object: A
skyline object oi may exit the skyline only when some other
skyline object oj moves to f -dominate oi. (A non-skyline
object can cause the removal of a skyline object only after
itself enters the skyline, thereby causing another threshold
query of the previous class to fire.) Furthermore, not all pairs
of skyline objects need to be monitored, since some skyline
objects impose tighter threshold constraints than others, and
will always be violated first. For example, o1 cannot move
to dominate o3 without first crossing its threshold query with
o2. Specifically, for any skyline object oi, the coordinator
constructs a threshold-crossing query between oi and all other
skyline objects whose f values immediately precede or follow
f(oi) along any dimension of the Rd′ space. In our Fig. 3(b)
example, this gives rise to threshold queries for the pairs
{o2, o3} and {o2, o1}.

Using the above ideas, the total number of threshold-
crossing queries in the system is effectively reduced from
Θ(n2) to (at most) 2(n + s(d′ − 1)), where s denotes the
size of the skyline (and, typically, s << n).
Grouping of Pivot Points. Even after eliminating redundant
queries, skyline objects with dense dominance regions may
end up participating in a large number of threshold-crossing
queries with different pivot points. This translates to high
transfer volume for sending all these threshold queries to sites,
both during initialization and after threshold crossings. To
further reduce PIVOT’s resource requirements, the coordinator

forms groups of pivot points for each skyline object oi, and
replaces each group with a single “composite” pivot point
that imposes equivalent threshold constraints on oi. Threshold
queries are then constructed based on the computed composite
pivot points, which are much fewer than the original ones,
and typically also enable enlarging the safe-zones for the non-
skyline objects.

Precisely, the pivot points of each skyline object oi are
grouped based on their relative positioning with respect to
f(~v(oi)) in all d′ dimensions. Any two pivot points −→ppi,j and−→ppi,k are grouped together if their f values are on the same
side of f(~v(oi)) in all d′ dimensions, or, more formally, if
sgn(f [`](~v(oi))− −→ppi,j [`]) = sgn(f [`](~v(oi))− −→ppi,k[`]) for
all ` = 1, . . . , d′. All pivot points belonging in the same group
G = {−→ppi,j ,−→ppi,k, . . .} are then replaced by a composite pivot
point −→ppi,G, defined as follows:

−→ppi,G[`] =

{
min−→pp∈G

−→pp[`] if min−→pp∈G(
−→pp[`]) ≥ f [`](~v(oi, t))

max−→pp∈G
−→pp[`] if max−→pp∈G(

−→pp[`]) < f [`](~v(oi, t))

for ` = 1, . . . , d′.
By construction, this composite pivot point imposes the

same restrictions on f(~v(oi, t)) as the collection of pivot
points in G. Furthermore, all pivot points in G for objects
{oj , ok, . . .} are also replaced by the composite pivot point−→ppi,G, which can result in additional slack for these objects,
yet without introducing errors. In the example of Fig. 3(c),
grouping replaces G = {−→pp2,4, −→pp2,5} with a single composite
pivot point −→pp2,G that coincides with −→pp2,4, which actually
gives additional slack to o5.

Combining the elimination of redundant queries with pivot-
point grouping results in a maximum of 2d′ + 1 threshold-
crossing queries for each skyline object (2d′ pivot points for its
neighboring skyline objects and one composite pivot point for
all objects in its dominance region). Each non-skyline object
only needs to monitor a single threshold query. Thus, the
total number of threshold queries in the system is effectively
reduced to (at most) n+ 2sd′, that is, O(n).

The following theorem summarizes the correctness guar-
antees offered by the resulting queries.

Theorem 2. The extracted threshold queries are sufficient for
accurate fragmented skyline monitoring, i.e., as long as no
threshold violation occurs, the fragmented skyline is guaran-
teed to stay the same. They are also minimal, in the sense that
omitting any of the queries breaks the correctness guarantees.

C. Local Monitoring
Note that the threshold-crossing queries produced by our

decomposition do not directly translate to local monitoring
conditions, since these are defined over the aggregate object
values (the global statistics vectors). However, nodes can ex-
ploit the geometric method to efficiently monitor these thresh-
old queries without imposing centralization of all updates.
Briefly, a node receiving an update for an object o forms the
bounding ball (see Section II), and tests for monochromicity
w.r.t. all threshold queries. This test is performed by finding
the minimum and maximum value of the monitored function
inside the bounding ball. If both values are on the same side
of the threshold, the update is safe, i.e., it does not violate the
threshold query and cannot invalidate the skyline. Otherwise,
the site notifies the coordinator and a synchronization process
is initiated.
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Fig. 4. Handling updates with the pivot-based method: (a) constructing the
balls in the Rd space, (b) constructing the boxes in the Rd′ space.

An example is depicted in Fig. 4, with two sites (p1 and
p4) receiving updates for the same object o2, and constructing
the local bounding balls, B1 and B4 (Fig. 4(a)). Let −→m1/

−→
M1

denote the minimum and maximum values of f inside B1,
as computed at p1, and −→m4/

−→
M4 the ones inside B4. Since

both −→m1 and
−→
M1 remain within the safe region defined by the

threshold queries in Rd′ (Fig. 4(b)), the update at p1 is safe
and registered locally at p1. On the other hand, the update at p4
is unsafe, since −→m4 violates the query corresponding to −→pp2,3.
Thus, p4 notifies the coordinator of its current local vector,
initiating a synchronization process.

The local monitoring algorithm also makes use of the
more general safe zone mechanism for testing local violations
(Section II). Safe zones can be defined for various classes
of monitoring functions; for instance, using hyperplanes for
linear functions. In our work, we employ safe zones whenever
applicable, as these can drastically reduce the number of local
violations and, consequently, the required network resources.
More details on the definition and construction of safe zones
can be found in [19], [13].

D. Synchronization
Consider a PIVOT threshold-crossing query Q monitoring

the relative dominance relation of the object pair {oi, oj} that
raises a local violation due to an update of object oi at some
site in P(oi). As discussed briefly in Section II, the coordinator
initiates a balancing process to try to resolve the violation on
oi. If that balancing fails to resolve the local threshold violation
even after contacting all sites, the coordinator computes the
updated ~v(oi) out of the collected local statistics. Then, if the
dominance relation between oi and oj has not changed, the
coordinator only needs to recompute the pivot point for Q, and
send it to P(oi) and P(oj). Otherwise, it updates the skyline
according to the updated global statistics (using a centralized
continuous skyline algorithm to reduce computation cost [8]),
and recomputes only the threshold queries involving at least
one of the two objects and a skyline object, according to
the process described in Section III-B. All updated and new
threshold queries are then sent to the sites monitoring the
corresponding objects, and the monitoring protocol continues.
The above process relies on cached global statistics vectors of
some objects (i.e., oj), to extract the new threshold queries. It
is therefore possible that the local statistics vectors at some of
the sites cause immediate threshold violations with the updated
threshold queries. In such cases, synchronization is invoked
recursively, until no more threshold violations are observed.

An important optimization here is lazy query updating,
which postpones the replacement of all queries that are still
valid, even if the participating objects have changed their

skyline status. For example, when an object is removed from
the skyline but still dominates a large number of objects, the
coordinator need not update the corresponding query. Instead,
sites continue monitoring the query, until an update causes a
threshold crossing. In our experiments with real-world data
sets, this optimization has been shown to enable substantial
network savings.

A slight modification is required at the synchronization
process for the DIRECT algorithm: Since DIRECT threshold
queries are defined on pairs of objects, balancing is always
performed for both objects. The rest of the synchronization
scheme remains the same.

IV. THE ADAPTIVE METHOD
The geometric method (and, in effect, the proposed algo-

rithms) relies on the existence of a small slack (i.e., freedom to
move) for each object, for effectively filtering local updates. In
extreme situations, however, the constructed threshold queries
may be too tight, leaving little slack for updates and causing
frequent synchronizations (e.g., when two objects are very
close in Rd′ ). Depending on the frequency and cost of these
synchronizations, it may be more network-efficient to identify
such costly threshold queries, and exclude their corresponding
objects from the geometric monitoring protocol. All updates
for these objects are then directly streamed to the coordina-
tor, thereby introducing a cost for sending the updates, but
eliminating the need for costly synchronizations.

In this section, we propose an adaptive module for iden-
tifying such objects. The module is executed by the coor-
dinator each time any object causes a threshold violation,
and operates by estimating and comparing the communication
cost for keeping the object under geometric monitoring versus
directly streaming all its updates. Note that this module is only
applicable to PIVOT; since DIRECT always considers objects
in pairs, the dependencies across objects make it impossible
to exclude an individual object from geometric monitoring.

With Agm and Ast we denote the two alternative mon-
itoring schemes, the first based on the geometric method
(i.e., PIVOT) and the second based on streaming updates. We
distinguish two types of threshold violations: (a) true threshold
violations, where the global statistics vector of the object has
changed sufficiently to cause a threshold violation in the global
query; and, (b) false-positive threshold violations, where only a
local statistics vector of the object causes a violation that can
be resolved with balancing, without changing the threshold
query. Note that both Agm and Ast will incur the same true
threshold violations for the same stream, but only Agm will
run into false-positive violations.

To decide between Agm and Ast for a given object o,
the coordinator needs to predict the network cost required by
each scheme for monitoring o until the next true threshold
violation for o. Let t denote the time of the last global
synchronization for o, and t′ the time of the next true threshold
violation caused by o. For illustration purposes only, assume
that the coordinator has full knowledge of the updates arriving
between t and t′. Let Nt′ denote the number of updates
arriving for o in this time range, Nfp(o) the number of false
positive threshold violations, and Cfp(o) the average cost of
resolving each such violation. Then, the cost for monitoring
o with Agm is Cgm = Cfp(o) × Nfp(o) (for resolving all
false positive threshold violations), whereas the cost for Ast
is simply Cst = c × Nt′ , where c is the cost of a single



Algorithm 1: Adaptivity Estimation Algorithm
// Executed at the coordinator

1 function EstimateNt′ ()
2 begin
3 n ← 1;
4 TC ← false; // true when I find a threshold crossing
5 repeat
6 TC ← probe(n); // check for threshold crossing
7 if (!TC) then n ← 2n;
8 until (TC);

// I know that n/2 < Nt′ ≤ n
9 maxN ← n; minN ← n/2;

10 while (maxN-minN>1) do
11 n = minN + (maxN-minN)/2;
12 if (probe(n)) then maxN ← n; else minN ← n;
13 end
14 return n;
15 end

// Checks for threshold crossing, for a given n
16 function probe(int n)
17 begin
18 for (dim = 1 → d) do

// Compute left/right bounds for prob 0.5 (see Eqn.3)
19 l[dim] ← computeLeftBound(n, 0.5);
20 r[dim] ← computeRightBound(n, 0.5);
21 end

// sampleN determines the sampling resolution
22 for (int sample=0 → sampleN) do
23 ~p←UniformSampleFromHyperCube(l, r);

// Compute prob to reach ~p after n steps (see Eqn.3)
24 prp ←probToReachPoint(~p,~v(o, t), n);
25 if (prp ≥ 0.5 and f(~p) causes threshold

crossing) then return true;
26 end
27 return false;
28 end

update message. The coordinator chooses the algorithm with
the smallest network cost, and notifies the sites monitoring o
to switch to that algorithm.

A. Estimating Threshold Violation Costs
Clearly, in a real-world situation, at time t < t′, the coor-

dinator cannot know the accurate values of Nfp(o), Cfp(o),
and Nt′(o), since these concern future updates in the stream.
It can, however, estimate these values through extrapolation
on recently observed updates for o. In the remainder of this
section, we first describe mathematical models for obtaining
these estimates, and then present the detailed algorithm that
exploits these models to predict the cost of the geometric and
streaming schemes.
Mathematical Preliminaries. To estimate the resolution cost
Cfp(o), the coordinator employs the average cost for resolving
false positive threshold violations over the last ` observed
violations, where ` is a small number, e.g., 10. Estimating Nt′
and Nfp requires a prediction model for future object updates.
In the absence of knowledge on the distribution characterizing
the updates, we employ a random walk model to capture the
behavior of object updates. Precisely, the changes in both the
global and local statistics vectors for each object o are modeled
as d-dimensional random walks. The step length for these
walks is determined empirically, by averaging the magnitudes
of change for all observed updates of o across all sites.

Let vector ~s(o) denote the average of change magnitudes
for the updates observed by all sites in P(o). According to

the random walk model [20], the global statistics vector of
o follows a d-dimensional binomial distribution, with variance
σg[i]

2 = ~s(o)[i]2
∑
p∈P(o) np, where np denotes the number of

updates received for object o at site p since time t. A similar
random walk is used to model the local statistics vector of
o at each site p ∈ P(o): To simplify computation, rather
than using per-site update statistics, our model employs the
single aggregate change vector |P(o)| × ~s(o) for all sites in
P(o) (recall that the global statistics vector is the average
of the |P(o)| local statistics vectors). Then, the probability
distribution describing the local statistics vector of object o
at p is a d-dimensional binomial distribution with variance
σl[i]

2 = (|P(o)| × ~s(o)[i])2np [20].
Through one-sided Chebyshev inequalities we can proba-

bilistically bound the location of the global and local statistics
vectors of each object, after np updates. Precisely, for any
dimension i and any point l < ~v(o, t)[i], the probability of
~v(o, t′)[i] crossing l along dimension i is Pr[~v(o, t′)[i] <

l] ≤ σg[i]
2

σg [i]2+(~v(o,t)[i]−l)2 . Therefore, the value of l satisfying
Pr[~v(o, t′)[i] < l] > pr for a desired minimum probability pr
is:

l ≥ ~v(o, t)[i]− σg[i]
√

(1− pr)/pr (2)

Similar inequalities hold for Pr[~v(o, t′)[i] > r] for all r >
~v(o, t)[i], as well as for the probability of a local statistics
vector dimension being less than l or greater than r.
Estimation Algorithm. Alg. 1 exploits the above-derived
probabilistic inequalities to estimate Nt′(o) and Nfp. Starting
from n = 1 and using a combination of doubling and binary
search, we find the maximum number of steps n, such that
any point ~p reachable from ~v(o, t) with probability higher
than 0.5, does not cause a threshold violation. Formally, let
Vn = {~p1, ~p2, . . .} denote the (possibly infinite) set of points,
such that any ~p ∈ Vn satisfies the following condition after n
updates, for all dimensions i = 1, . . . , d:
d∏

i=1

pri ≥ 0.5, with pri =
{
Pr[~v(o, t′)[i] < ~p[i]], if ~p[i] < ~v(o, t)[i]

Pr[~v(o, t′)[i] > ~p[i]], if ~p[i] > ~v(o, t)[i]

The significance of Vn is that each of the points in the set is
likely to be reached from ~v(o, t) after n updates, i.e., with
probability ≥ 0.5. Nt′(o) is set to the maximum value n,
such that for all points ~p ∈ Vn, f(~p) does not cause a
threshold violation for any of the threshold queries for object
o. To test the above constraints efficiently, the points ~p are
uniformly sampled (using a superimposed grid) over the range
defined by l and r, as these are computed per dimension
for probability 0.5, (e.g., using Equation 2). The number
of repetitions required to estimate Nt′(o), is logarithmic in
Nt′(o), and linear in the resolution of the grid.

The same process is used to predict the number of steps
for the next false positive threshold violation, required for es-
timating the total number of false positive threshold violations
Nfp. Then, using the described formulas for Cgm and Cst, we
compute the expected cost for Agm and Ast and select the
most efficient monitoring scheme.

Due to sampling and extrapolation, the above process may
fail to detect some local or global threshold violations. A
sudden change in stream characteristics may also result in an
overestimate or underestimate of the values of Nfp or Nt′ .
Such inaccuracies, however, do not introduce errors in the
skyline; the only possible negative consequence is that the



Data sets
Name synthetic, WEATHER, MOVIES
Correlation of dim. Independent, Correlated, Anti-correlated
Max. relative change 0.01, 0.02, 0.04, 0.08, 0.16
# objects 257, 1000, 2000, 3000, 4000, 5000, 10681
Experimental Configuration
Function Linear, Norm, L2 distance, Variance
Dimensions 2, 3, 4, 5
# sites 200, 500, 1000, 1500, 2000, 2500, 5423

TABLE I. EXPERIMENTAL PARAMETERS (DEFAULT VALUE IS BOLD).

adaptive module selects a suboptimal monitoring algorithm for
an object, thereby increasing the monitoring cost.

V. EXPERIMENTAL EVALUATION
Our experiments were focused on evaluating the network

efficiency and scalability of PIVOT and DIRECT, as well as on
providing guidelines for selecting the best algorithm for each
configuration. Network efficiency was measured in number of
messages and transfer volume. Since both algorithms guarantee
maintaining the exact skyline, their accuracy was always 100%
and is therefore not presented in the results.

As a baseline, we have used the only available alternative
for continuous fragmented functional skylines, which streams
the updates to a central node (only the updates that actually
alter the local statistics vector of an object were considered).
In the following, the baseline will be denoted as CENTR, due
to its central nature. Unless noted differently, the results for
PIVOT and DIRECT correspond to the fully-fledged variants
of the algorithms, i.e., with query reduction, grouping, and the
adaptivity extension. In the vast majority of the experiments,
each of these extensions was shown to improve the perfor-
mance of the algorithms, typically reducing the communication
overhead by a factor of two.
Data sets. We have used two publicly available real-
world data sets, a massive weather-related data set (denoted
with WEATHER), and the Movielens movie ratings data set
(MOVIES). Furthermore, a set of massive synthetic data
streams generated with Kossmann’s data generator [1] – the
standard generator for evaluation of skyline algorithms – al-
lowed us to study the behavior of the algorithms under different
data characteristics. Since Kossmann’s generator creates only
static data sets, updates were simulated by randomly selecting
a site pi and an object oj at each step, and shifting the local
value of the object to a value uniformly selected within the
range [(1−maxCh)~v(oj , pi, t), (1 + maxCh)~v(oj , pi, t)], with
maxCh denoting the maximum relative change chosen for the
experiment. Unless otherwise specified, the reported results
correspond to the average cost over 40 executions, with streams
of 10 million updates.
Monitored functions. The proposed algorithms were evalu-
ated using both linear and non-linear functions. For linear
functions, we will report results for the identity function of the
average object values, i.e., f(~v(o, t)) = ~v(o, t), which enables
us to directly observe the influence of the data characteristics
to the performance of the algorithms. For non-linear functions,
we considered three frequently used functions, variance of a
dimension across all sites, euclidean norm on two dimensions,
and L2 distance on four dimensions.

Table I summarizes the configuration parameters varied in
our experiments, and the default values for each parameter. To
avoid repetition, in our discussion we will be noting only the
parameters with values different from the default values.

A. Influence of the data characteristics
We first investigate the influence of the following data

characteristics to the performance of the proposed algorithms:
• Correlation between dimensions: correlated (e.g., price Vs
performance for computers), anti-correlated (price Vs mileage
for used cars), or independent (shipping cost Vs item price).
• Maximum change: We consider values from 1% to 16%.

For this first set of experiments, we have generated different
synthetic streams of 2000 two-dimensional objects, varying the
properties described earlier. The network was configured such
that all objects were monitored by all sites. In order to maintain
the stream properties also in the skyline space, f [0] and f [1]
were set to be the identity functions on the two dimensions of
the objects. The total cost of CENTR in these experiments was
always 10 million messages totaling 305 Mbytes.
Correlation between dimensions. Fig. 5(a) plots the transfer
volume required by PIVOT and DIRECT, as measured at regular
stream intervals. Notice that, for illustration purposes, Y axis
is interrupted at y = 0.0065. Clearly, both PIVOT and DIRECT
enable substantial savings for all data sets. In particular, both
algorithms require two to three orders of magnitude less
transfer volume compared to CENTR on the data sets with
independent and correlated dimensions. The data set with
anti-correlated dimensions is more challenging for the two
algorithms, since, due to this anti-correlation, skyline objects
end up to be close to each other leading to frequent skyline
updates. Nevertheless, even for this data set, both PIVOT and
DIRECT still enable around 70% reduction of the network cost
compared to CENTR. Similar observations are derived by the
comparison of the three algorithms in terms of number of
messages (Fig. 5(b)).

Also note that DIRECT is more efficient than PIVOT for
the streams with the correlated and independent dimensions,
both with respect to number of messages and transfer volume.
This is not the case for the anti-correlated data set, where
PIVOT substantially outperforms DIRECT in terms of number
of messages. The reason for this discrepancy is the adaptivity
extension of PIVOT, which, for the anti-correlated data set,
sets a small set of objects (less than 10%) to the streaming
algorithm, reducing the threshold crossings and the incurred
network cost. The effect of the additivity extension is more
visible at the latter part of the stream, since the extension relies
on stream statistics to detect the candidate objects. In terms of
transfer volume, this difference becomes apparent only at the
end of the stream, since the messages exchanged by PIVOT also
include the pivot point coordinates, and are therefore larger
than the messages sent by DIRECT.

The initialization phase of PIVOT and DIRECT induces
a small network cost, for broadcasting the initial threshold
queries to all sites. Notice that this is a one-time cost, and,
therefore, with a small significance for continuous skyline
queries. In the previous experiments, the maximum initializa-
tion cost over all runs and for both algorithms was found to
be less than 25 Kbytes per node, i.e., less than 25 Mbytes
total. The total transfer volume (including initialization cost)
required by the algorithms is shown in Fig. 5(c) (the figure
corresponding to number of messages is almost identical to
Fig. 5(b), and is omitted). We see that, for the anti-correlated
data set, CENTR appears to be more efficient at the early
stages of the stream compared to PIVOT and DIRECT. This is
expected, since CENTR does not require initialization. How-
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Fig. 5. Effect of the correlation of dimensions to the performance of PIVOT and DIRECT: (a) transfer volume, (b) # messages, (c) transfer volume including
one-time initialization cost.

ever, already after around 1.5 million updates, the amortized
transfer volume of both PIVOT and DIRECT becomes less
than the corresponding cost of CENTR. Since most real-world
applications involve long-running – possibly infinite – streams,
the one-time initialization cost of the proposed algorithms is
not an important concern. Instead, as more updates arrive in
the stream, the amortized transfer volume of the two proposed
algorithms converges to their running transfer volume. There-
fore, the running cost of each algorithm (Fig. 5(a) and (b)) is
a more interesting evaluation indicator.
Maximum Change. The streams in the previous simula-
tions were generated assuming a maximum relative change
maxCh = 0.02 per update. This value is reasonable for
simulating real-world applications, since the stream readings
usually arrive at regular intervals, e.g., every 30 seconds, and
therefore most updates are expected to be small. However, to
verify the applicability of PIVOT and DIRECT for fast-changing
streams, we have also conducted experiments with different
maximum change values, up to 0.16. Fig. 6(a) plots the
measured transfer volume and number of messages required by
PIVOT and DIRECT for data sets generated with independent
dimensions. As expected, increasing maxCh results to an
increase of the network cost of both algorithms. Nevertheless,
even for maxCh = 0.16, PIVOT enables network savings of
80% compared to CENTR in terms of transfer volume, and
90% in terms of messages. DIRECT is even more efficient,
requiring 88% less network volume, and 90% less messages
compared to CENTR. The 8% difference in the transfer volume
between PIVOT and DIRECT is attributed to the more compact
threshold queries of DIRECT, which do not need to include the
pivot points. For small maxCh values, the network savings of
both algorithms are substantially higher, approximating 100%.
B. Scalability

To investigate the scalability of the two algorithms, we also
ran experiments with different network sizes. To ensure that
each site receives a substantial number of updates for each
object, the number of rounds in each experiment was set such
that each site receives an expected number of 10000 updates.
Therefore, the cost of CENTR varied with the network size,
starting from 152 Mbytes for 500 sites, and reaching to 763
Mbytes for the largest network of 2500 sites.

The cost of PIVOT and DIRECT for the different network
sizes is presented in Fig. 6(b), as a ratio of the corresponding
cost of CENTR for the same setup. Clearly, both PIVOT and
DIRECT maintain a steady cost ratio compared to CENTR,
independent of the network size (the small peaks visible in
the plot for networks of 500 and 1500 sites are due to random
artifacts in the generated data sets). For all network sizes, the

transfer volume is less than 3% of CENTR for PIVOT and less
than 1% for DIRECT, whereas the number of messages remains
always below 1% for both.

We have also considered experiments with different num-
bers of objects (from 1000 to 5000). Similar to the previous
experiment, the stream size was adapted to the number of
objects (5000 expected updates per object, reaching to a total
of 25 million updates for the 5000-objects configuration).
As seen in Fig. 6(c), the cost ratio for PIVOT in terms of
transfer volume slightly increases with the number of objects.
This behavior is expected, since the denser area around the
skyline (attributed to the increased number of objects) leads to
more frequent threshold crossings and updates in the skyline.
This does not affect the number of messages, because all
threshold crossings observed due to an update by a node are
packed to a single message. Nevertheless, even for the 5000-
objects experiment, the transfer volume of both PIVOT and
DIRECT does not exceed 4% of CENTR, whereas the number
of messages remains always less than 2%. The scalability
experiments were also repeated in configurations where each
site monitored a subset of the objects, with very similar results.
C. Different function types

The final set of experiments with synthetic data focused
on investigating the influence of the number of functions to
the performance of PIVOT and DIRECT, and on verifying
the applicability of the algorithms to different function types
– not necessarily linear. Fig. 7(a) presents the performance
of PIVOT and DIRECT when monitoring 2, 3, and 4 linear
functions, i.e., the skyline space is of 2, 3, and 4 dimensions.
Notice that the transfer volume for the baseline varies with the
number of functions, since the number of object dimensions
are increased. For 2 dimensions, the transfer volume of CENTR
is 305 Mbytes, for 3 dimensions it is 343 Mbytes, and for 4
dimensions it reaches to 381 Mbytes.

We observe that an increase of the number of functions
leads to higher network requirements for both PIVOT and
DIRECT. The main reason for this observation is that by adding
functions – dimensions in the skyline space – we increase the
frequency of synchronizations (recall that threshold crossing
in a single dimension is sufficient to invoke the synchroniza-
tion process). Nevertheless, even for the experiment with 4
functions, PIVOT is substantially more efficient than CENTR,
reducing the transfer volume by 70%, and the messages
by more than 80% by the end of the stream. Notice that
skylines of higher dimensions are rarely considered, since in
high dimensions most of the objects end up in the skyline,
rendering it useless. Also note that PIVOT is more efficient than
DIRECT for 3 or more functions. The inefficiency of DIRECT
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in the experiments with 4 functions is attributed to a high
frequency of threshold crossings, due to the increased number
of functions. PIVOT on the other hand identifies the objects
causing frequent threshold crossings, through the adaptivity
extension, and sets them to the streaming algorithm, thereby
avoiding the majority of the threshold crossings.

We also conducted experiments with more complex
functions, namely the Euclidean norm on two dimensions
(Norm(~v(o, t)) =

√∑2
i=1 ~v(o, t)[i]

2), the L2 distance on four

dimensions (L2(~v(o, t)) =
√∑2

i=1 ~v(o, t)[i]
2 − ~v(o, t)[i+ 2]2),

and the variance of one dimension on all sites (V ar(~v(o, t)[i]) =∑
p∈P(o)(~v(o, t, p)[i])

2−~v(o, t)[i]2). In all experiments, the sky-
line space was 2-dimensional, with f [0] set as the identity
function, and f [1] set as one of the three functions above.

Fig. 7(b) plots the network cost incurred by the two
algorithms for each function, as the ratio of the corresponding
cost of CENTR. For comparison, the figure also includes the
cost for the case where both functions are set to the identity
function. Notice that, as with the previous experiments, the
transfer volume of CENTR was not the same for all functions,
since the number of dimensions in the object space differed:
for the variance, the transfer volume was 305 Mbytes (2-
dimensional objects), for the Euclidean norm 343 Mbytes (3-
dim.), and for L2 distance 420 Mbytes (5-dim.).

We see that the proposed algorithms substantially outper-
form CENTR, also on skylines defined through non-linear func-
tions. The improvement is in fact similar to the improvement
observed with linear functions. The only exception involves
the experiments with DIRECT used for monitoring the pair
of identity and L2 distance functions. For this configuration,
DIRECT reduces the transfer volume only by 20% compared
to CENTR. DIRECT does not perform well in this configuration
due to its local monitoring process, which requires constructing
balls in the 2d-space for each function, i.e., in the 8-dimensions
for L2 (cf. Section III-A). This substantially increases the

frequency of threshold crossings, and consequently also the
transfer volume. PIVOT, on the other hand, reduces the network
cost to around 20% of the baseline, since: (a) it constructs
balls in the d-dimensional space, and not in the 2d-dimensional
space and, (b) it uses the adaptivity extension, which avoids a
large number of threshold crossings.

D. Experiments with real data sets
We have also conducted experiments with two real-world

data sets, WEATHER and MOVIES. WEATHER was down-
loaded from the website of the National Oceanic and At-
mospheric Administration (NOAA). The data set includes
weather statistics collected from a network of sensors dis-
tributed around the globe. For our experiments, we used a
subset of the data set for years 2010 and 2011, by excluding
the sensors with incomplete location meta-data or infrequent
readings. The resulting data set contained 93.6 million readings
of 5423 sensors distributed in 257 countries. An interesting
characteristic of this data set is that, even though the value of
each object (country) is fragmented over many sensors, each
sensor always maintains the data of a single object, i.e., the
weather statistics corresponding to a single country. This has
two important consequences. First, as shown in Theorem 1,
DIRECT is provably worse than PIVOT for such a setup, and
therefore we do not use it in this experiment. Second, our
experiments have shown that the query grouping extension
introduced at Section III-B is not beneficial for this extreme
scenario, since every time a small threshold violation occurs
at a composite pivot point, a large number of distinct sensors
need to be contacted for updating the composite pivot point.
Therefore, for this data set, we present results of PIVOT, both
with and without query grouping.

MOVIES is the largest of the Movielens data sets, published
by the grouplens group. The data set contains 10 million
ratings of 10681 movies provided by 71567 users, and is
frequently used for evaluating recommender systems. In the
context of this work, MOVIES is used to simulate the scenario



where a large number of servers distributed around the world
(such as eBay servers) collaborate to maintain a set of useful
skylines on collected user ratings. Since the data set does not
contain any kind of user demographics that would allow us to
break the stream to sites, we introduced a random distribution
of the users to 200 sites. Each site accepts ratings for all
movies, and the initial ratings at each site are set based on
a sample of the ratings for the movie.

Fig. 7(c) shows the incurred network cost for maintaining
two indicative skylines on these data sets: (1) for WEATHER,
the skyline of countries with lower average temperatures and
lower average dew points, and, (2) for MOVIES, the movies
with the highest average ratings and the highest number of
ratings in the network. The transfer volume is always reported
as a percentage of the corresponding cost of CENTR, which
was 2.8 Gbytes for WEATHER, and 248 Mbytes for MOVIES.

Both methods enable substantial improvement on the in-
curred network cost, similar to the improvement with the
synthetic data sets with different correlations (cf. Fig. 5). With
respect to WEATHER, PIVOT without query grouping is more
efficient than the fully-fledged PIVOT, requiring 4 times less
network cost. Compared to CENTR, PIVOT without grouping
requires only 10% of the cost of CENTR, both with respect to
number of messages and transfer volume. The network savings
for MOVIES approached 100% for both algorithms.

We also see that WEATHER is more difficult to handle
compared to MOVIES, i.e., the network savings are lower. This
is due to the characteristics of the two data sets. On the one
hand, MOVIES has correlated dimensions, i.e., a movie with
high average rating is highly likely to have a high number of
ratings. As discussed in Section V-A, our algorithms thrive
in these data sets, requiring a near-zero network cost. On
the other hand, WEATHER has two properties that make it
a difficult data set: (a) the similar weather statistics observed
in nearby countries, leading to tight threshold queries, and to
frequent changes in the skyline, and, (b) the periodicity of
the readings due to the day-night cycle, which causes frequent
changes in the skyline. Extreme weather situations, such as the
extremely low temperatures in continental Europe in the winter
of 2010-2011 (starting at around 50% of the stream), also cause
drastic skyline changes and increased network requirements.
Nevertheless, even with this data set, the overall network
savings are significant, reaching to 90%.
Summary. The experimental evaluation showed that the
proposed algorithms substantially outperform CENTR, the
only available alternative. Cost reduction was frequently
in the range of two orders of magnitude, as shown with
experiments on both real and synthetic data sets, and using
different number and types of functions. Both PIVOT and
DIRECT were shown to scale well with the number of objects,
and number of sites. Furthermore, a thorough experimental
comparison of the two algorithms was used to reveal the
preferred algorithms for each situation:
• PIVOT is the algorithm of choice for monitoring dense
skyline spaces, i.e., with anti-correlated dimensions, and with
many functions, due to the adaptivity extension which detects
tight threshold queries and assigns their corresponding objects
to streaming monitoring.
• PIVOT substantially outperforms DIRECT when monitoring
skylines that include non-linear functions with a high number
of dimensions, e.g., the L2 distance.

• For 2-dimensional skylines with correlated or independent
dimensions, DIRECT is more efficient than PIVOT, since it
does not introduce fixed pivot points, allowing higher slack
to the objects, and more compact threshold queries.

VI. CONCLUSIONS
In this paper we formally introduced the problem of

continuous fragmented skyline queries, i.e., skyline queries
defined over aggregate values of distributed data, possibly
through additional complex functions. To address the problem,
we proposed two distributed algorithms that rely on geometric
monitoring to reduce the number of updates that need to be
transmitted by each site to a central node, thereby drastically
reducing the total network cost for maintaining the skyline.
We have also described an adaptivity module which enables
detecting highly volatile data and handling them more effi-
ciently. An extensive experimental evaluation with massive
real-world and synthetic datasets demonstrated the scalability
of the algorithm, as well as its significantly improved network
efficiency compared to the only available baseline algorithm.
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ABSTRACT
Emerging large-scale monitoring applications rely on continuous
tracking of complex data-analysis queries over collections of mas-
sive, physically-distributed data streams. Thus, in addition to the
space- and time-efficiency requirements of conventional stream pro-
cessing (at each remote monitor site), effective solutions also need
to guarantee communication efficiency (over the underlying com-
munication network). The complexity of the monitored query adds
to the difficulty of the problem — this is especially true for non-
linear queries (e.g., joins), where no obvious solutions exist for
distributing the monitor condition across sites. The recently pro-
posed geometric method offers a generic methodology for split-
ting an arbitrary (non-linear) global threshold-monitoring task into
a collection of local site constraints; still, the approach relies on
maintaining the complete stream(s) at each site, thus raising seri-
ous efficiency concerns for massive data streams. In this paper,
we propose novel algorithms for efficiently tracking a broad class
of complex aggregate queries in such distributed-streams settings.
Our tracking schemes rely on a novel combination of the geomet-
ric method with compact sketch summaries of local data streams,
and maintain approximate answers with provable error guarantees,
while optimizing space and processing costs at each remote site
and communication cost across the network. One of our key tech-
nical insights for the effective use of the geometric method lies
in exploiting a much lower-dimensional space for monitoring the
sketch-based estimation query. Due to the complex, highly non-
linear nature of these estimates, efficiently monitoring the local ge-
ometric constraints poses challenging algorithmic issues for which
we propose novel solutions. Experimental results on real-life data
streams verify the effectiveness of our approach.

1. INTRODUCTION
Traditional data-management systems are typically built on a

pull-based paradigm, where users issue one-shot queries to static
data sets residing on disk, and the system processes these queries
and returns their results. Recent years, however, have witnessed
the emergence of a new class of large-scale event monitoring ap-
plications, that require the ability to efficiently process continuous,
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high-volume streams of data in real time. Examples include moni-
toring systems for IP and sensor networks, real-time analysis tools
for financial data streams, and event and operations monitoring ap-
plications for enterprise clouds and data centers. As both the scale
of today’s networked systems, and the volumes and rates of the as-
sociated data streams continue to increase with no bound in sight,
algorithms and tools for effectively analyzing them are becoming
an important research mandate.

Large-scale stream processing applications rely on continuous,
event-driven monitoring, that is, real-time tracking of measurements
and events, rather than one-shot answers to sporadic queries. Fur-
thermore, the vast majority of these applications are inherently dis-
tributed, with several remote monitor sites observing their local,
high-speed data streams and exchanging information through a com-
munication network. This distribution of the data naturally implies
critical communication constraints that typically prohibit central-
izing all the streaming data, due to either the huge volume of the
data (e.g., in IP-network monitoring, where the massive amounts of
collected utilization and traffic information can overwhelm the pro-
duction IP network [12]), or power and bandwidth restrictions (e.g.,
in wireless sensornets, where communication is the key determi-
nant of sensor battery life [26]). Finally, an important requirement
of large-scale event monitoring is the effective support for track-
ing complex, holistic queries that provide a global view of the data
by combining and correlating information across the collection of
remote monitor sites. For instance, tracking aggregates over the
result of a distributed join (the “workhorse” operator for correlat-
ing data from different tables in relational databases) can provide
unique, real-time insights into the workings of a large-scale dis-
tributed system, including system-wide correlations and potential
anomalies [7]. Monitoring the precise value of such holistic queries
without continuously centralizing all the data seems hopeless; luck-
ily, when tracking statistical behavior and patters in large scale sys-
tems, approximate answers (with reasonable approximation error
guarantees) are typically sufficient. This often allows algorithms
to effectively tradeoff efficiency with approximation quality (e.g.,
using sketch-based stream approximations [7]).

Given the prohibitive cost of data centralization, it is clear that
realizing sophisticated, large-scale distributed data-stream analy-
sis tools must rely on novel algorithmic paradigms for process-
ing local streams of data in situ (i.e., locally at the sites where
the data is observed). This, of course, implies the need for in-
telligently decomposing a (possibly complex) global data-analysis
and monitoring query into a collection of “safe” local queries that
can be tracked independently at each site (without communica-
tion), while guaranteeing correctness for the global monitoring op-
eration. This decomposition process can enable truly distributed,
event-driven processing of real-time streaming data, using a push-



based paradigm, where sites monitor their local queries and com-
municate only when some local query constraints are violated [7,
31]. Nevertheless, effectively decomposing a complex, holistic
query over the global collections of streams into such local con-
straints is far from straightforward, especially in the case of non-
linear queries (e.g., joins) [31].

Prior Work. The bulk of work on data-stream processing has fo-
cused on developing space-efficient, one-pass algorithms for per-
forming a wide range of centralized, one-shot computations on
massive data streams; examples include computing quantiles [21],
estimating distinct values [18] and set-expression cardinalities [16],
counting frequent elements (i.e., “heavy hitters”) [4, 10, 28], ap-
proximating large Haar-wavelet coefficients [20], and estimating
join sizes and stream norms [1, 2, 15]. As already mentioned,
all the above methods work in a centralized, one-shot setting and,
therefore, do not consider communication-efficiency issues. Other
work has proposed methods that carefully optimize site communi-
cation costs for approximating different queries in a distributed set-
ting, including quantiles [22] and heavy hitters [27]; however, the
underlying assumption is that the computation is triggered either
periodically or in response to a one-shot request. Such techniques
are not immediately applicable for continuous-monitoring, where
the goal is to continuously provide real-time, guaranteed-quality
estimates over a distributed collection of streams. Morphing such
one-shot solutions to continuous problems entails propagating each
change and recomputing the solutions which is communication in-
efficient, or involves periodic updates and other heuristics that can
no longer provide real-time estimation guarantees.

Monitoring distributed data streams has attracted substantial re-
search interest in recent years [6, 29]. Early work has looked at
the monitoring of single values, and building appropriate models
and filters to avoid propagating updates if these are insignificant
compared to the value of a simple aggregate (e.g., to the SUM of
the distributed values). [30] proposes a scheme based on “adaptive
filters” — that is, bounds around the value of distributed variables,
which shrink or grow in response to relative stability or variability,
while ensuring that the total uncertainty in the bounds is at most a
user-specified bound. [23] proposes building a Kalman Filter for
individual values, and only propagating an update in a value if it
falls more than δ away from the predicted value. The BBQ sys-
tem [14] builds a dynamic, multi-dimensional probabilistic model
of a set of distributed sensor readings to drive acquisitional query
processing; this was later extended to the continuous case in the
Ken system [5]. A common aspect of all these earlier works is that
they typically consider only a small number of monitored values
per site, and assume that it is feasible to locally monitor and/or
build a model for each such value. In contrast, our problem setup
is much more complex, as each resource-limited site monitors a
streaming distribution of a large number of values and cannot af-
ford to explicitly capture or model each value separately.

Closest in spirit to our work are the results of [3] and [13], as
well as our work on tracking distributed quantiles [8] and join ag-
gregates [7]. All these efforts explicitly consider the tradeoff be-
tween accuracy and communication for monitoring a class of con-
tinuous queries over distributed streams. With the exception of [7],
these earlier papers focus solely on a narrow class of distributed-
monitoring queries (e.g., top-k values or one-dimensional quan-
tiles), resulting in special-purpose solutions applicable only to the
specific form of queries at hand. More recently, [25, 31] have pro-
posed an approach for efficiently monitoring the value of a general
function/query over distributed data relative to a given threshold.
Their solution relies on interesting geometric arguments for break-
ing up a global threshold condition on a function into “safe” local

conditions that can be checked locally at each site. Still, [25, 31] fo-
cus on monitoring a distributed trigger condition rather than a dis-
tributed query result with approximation-error guarantees; perhaps
more importantly, they assume that the full state of the stream can
be maintained at both the remote sites and the coordinator. [7] con-
siders monitoring the same class of sketch-based query estimates
as we do. Their proposed approach is again purpose-built for the
specific type of queries; furthermore, as our experimental results
show, the effective combination of the generic geometric monitor-
ing method of [25, 31] and sketch-based query estimates (as pro-
posed in this paper) can give significant performance benefits over
the approach in [7].1

Our Contributions. In this paper, we propose novel algorithmic
techniques for efficiently tracking sketch-based approximations for
a broad class of complex aggregate queries over massive, distributed
data streams. Our tracking protocols are based on a novel combina-
tion of the geometric method of Sharfman et al. [25, 31] for mon-
itoring general threshold conditions over distributed streams and
AMS sketch estimators for querying massive streaming data [1,
2, 15]. The effective incorporation of sketching techniques sig-
nificantly expands the scope of the original geometric method, al-
lowing it to efficiently track a broad class of complex queries over
massive, high-dimensional distributed data streams with provable
error guarantees. More specifically, we focus on the class of stream
queries supported by AMS sketching tools, including general in-
ner products (i.e., join aggregates), as well as the special cases
of L2-norms (i.e., self-join sizes) and range aggregates (e.g., for
tracking quantiles, histograms, wavelets, and heavy-hitters over the
streams) [7]. One of our key technical insights is that, by exploiting
properties of AMS sketches, our algorithms can perform highly-
efficient geometric monitoring in a much lower-dimensional space.
Another major technical challenge lies in effectively dealing with
the highly non-linear median operator (that is required for esti-
mation over AMS sketches) in the context of geometric function
monitoring. We propose novel geometric algorithms for tracking
medians computed over AMS sketches of the streams for different
types of distributed stream queries of high practical interest. Our
experimental study with real-life data sets demonstrates the prac-
tical benefits of our approach, showing consistent gains of up to
35% in terms of total communication cost compared to the current
state-of-the-art method [7]; furthermore, our techniques demon-
strate even more impressive benefits (of over 100%) when focusing
on the communication costs of data (i.e., sketch) shipping in the
system.

Roadmap. The remainder of this paper is organized as follows.
Section 2 discusses background material on distributed streaming,
sketches, and the geometric method. In Section 3, we present our
novel geometric monitoring schemes for sketch-based approximate
query tracking. Section 4 presents the results of our experimental
study. Finally, we conclude the paper and discuss future directions
in Section 5.

2. PRELIMINARIES AND PROBLEM SETUP
System Architecture. We consider a distributed-computing envi-
ronment, comprising a collection of k remote sites and a designated

1Note that [7] also proposes the idea of using prediction models
for local data streams, which is orthogonal to the work presented in
this paper. In fact, the application of prediction models within the
geometric monitoring method has already been explored in a recent
paper [17].
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coordinator site. Streams of data updates arrive continuously at re-
mote sites, while the coordinator site is responsible for generating
approximate answers to (possibly, continuous) user queries posed
over the unions of remotely-observed streams (across all sites). Fol-
lowing earlier work in the area [3, 7, 8, 13, 30], our distributed
stream-processing model does not allow direct communication be-
tween remote sites; instead, as illustrated in Figure 1, a remote site
exchanges messages only with the coordinator, providing it with
state information on its (locally-observed) streams. Note that such
a hierarchical processing model is, in fact, representative of a large
class of applications, including network monitoring where a central
Network Operations Center (NOC) is responsible for processing
network traffic statistics (e.g., link bandwidth utilization, IP source-
destination byte counts) collected at switches, routers, and/or Ele-
ment Management Systems (EMSs) distributed across the network.

Each remote site j ∈ {1, . . . , k} observes (possibly, several) lo-
cal update streams that incrementally render a local statistics vector
vj capturing the current local state of the observed stream(s) at site
j. As an example, in the case of IP routers monitoring the number
of TCP and UDP packets exchanged between source and destina-
tion IP addresses, the local statistics vector vj has 2 × 264 entries
capturing the up-to-date frequencies for specific (source, destina-
tion) pairs observed in TCP and UDP packets routed through router
j. (For instance, the first (last) 264 entries of vj could be used for
TCP (respectively, UDP) packet frequencies.) All local statistics
vectors vj in our distributed streaming architecture change dynam-
ically over time — when necessary, we make this dependence ex-
plicit, using vj(t) to denote the state of the vector at time t (assum-
ing a consistent notion of “global time” in our distributed system).
The unqualified notation vj typically refers to the current state of
the local statistics vector.

We define the global statistics vector v of our distributed stream(s)
as any weighted average (i.e., convex combination) of the local
statistics vectors {vj}; that is, v =

∑k
j=1 λjvj , where

∑
j λj = 1

and λj ≥ 0 for all j. (Again, to simplify notation, we typically omit
the explicit dependence on time when referring to the current global
vector.) Our focus is on the problem of effectively answering user
queries (or, functions) over the global statistics vector at the coor-
dinator site. Rather than one-time query/function evaluation, we
assume a continuous-querying environment which implies that the
coordinator needs to continuously maintain (or, track) the answers
to queries as the local update streams vj evolve at individual re-
mote sites. There are two defining characteristics of our problem
setup that raise difficult algorithmic challenges for our query track-
ing problems:
• The distributed nature and large volumes of local streaming data
imply important communication and space/time efficiency concerns.
Naı̈ve schemes that accurately track query answers by forcing re-
mote sites to ship every remote stream update to the coordinator are
clearly impractical, since they can impose an inordinate burden on
the underlying communication infrastructure (especially, for high-

rate data streams and large numbers of remote sites). Furthermore,
the voluminous nature of the local data streams implies that effec-
tive streaming tools are needed at the remote sites in order to man-
age the streaming local statistics vectors in sublinear space/time. A
main part of our approach is to adopt the paradigm of continuous
tracking of approximate query answers at the coordinator site with
strong guarantees on the quality of the approximation. This allows
our schemes to effectively trade-off space/time/communication ef-
ficiency and query-approximation accuracy in a precise, quantita-
tive manner.
•General, non-linear queries/functions imply fundamental and dif-
ficult challenges for distributed monitoring. For the case of linear
functions, a number of approaches have been proposed that rely
on the key idea of allocating appropriate “slacks” to the remote
sites based on their locally-observed function values (e.g., [3, 24,
30]). Unfortunately, it is not difficult to find examples of simple
non-linear functions on one-dimensional data, where it is basi-
cally impossible to make any assumptions about the value of the
global function based on the function values observed locally at
the sites [31]. This renders conventional slack-allocation schemes
inapplicable in our setting.

As a concrete example of complex function tracking, consider
the aforementioned global vector v = 〈t,u〉 of TCP and UDP
packet frequencies observed over a collection of IP routers. where
t, u are the subvectors of v corresponding to TCP and UDP traf-
fic, respectively. Tracking the (non-linear) inner-product function
f(v) = t · u =

∑
i t[i]u[i] (i.e., the size of the join of the two

traffic distributions over (source, destination)) can allow the NOC
to effectively monitor the strength of the correlation across the two
types of traffic in the underlying set of routers. Clearly, simple
slack-allocation techniques [3, 24, 30] cannot be applied here.

AMS Stream Sketches. Techniques based on small-space pseudo-
random sketch summaries of the data have proved to be very ef-
fective tools for dealing with massive, rapid-rate data streams in
centralized settings [1, 2, 11, 15, 20]. The key idea in such sketch-
ing techniques is to represent a streaming frequency vector v using
a much smaller (typically, randomized) sketch vector (denoted by
sk(v)) that (1) can be easily maintained as the updates incremen-
tally rendering v are streaming by, and (2) provide probabilistic
guarantees for the quality of the data approximation. The widely
used AMS sketch (proposed by Alon, Matias, and Szegedy in their
seminal paper [2]) defines ith sketch entry sk(v)[i] as the random
variable

∑
k v[k] · ξi[k], where {ξi} is a family of four-wise inde-

pendent binary random variables uniformly distributed in {−1,+1}
(with mutually-independent families used across different entries
of the sketch). The key here is that, using appropriate pseudo-
random hash functions, each such family can be efficiently con-
structed on-line in small (logarithmic) space [2]. Note that, by con-
struction, each entry of sk(v) is essentially a randomized linear
projection (i.e., an inner product) of the v vector (using the corre-
sponding ξ family), that can be easily maintained (using a simple
counter) over the input update stream. Another important property
is the linearity of AMS sketches: Given two “parallel” sketches
(built using the same ξ families) sk(v1) and sk(v2), the sketch of
the union of the two underlying streams (i.e., the streaming vector
v1 + v2) is simply the component-wise sum of their sketches; that
is, sk(v1 + v2) = sk(v1)+ sk(v2). This linearity makes such
sketches particularly useful in distributed streaming settings [7].

The following theorem summarizes some of the basic estima-
tion properties of AMS sketches for (centralized) stream query pro-
cessing. (Throughout, the notation x ∈ (y ± z) is equivalent to
|x− y| ≤ |z|.) We use fAMS() to denote the standard AMS estima-
tor function, involving both averaging and median-selection opera-



tions over the components of the sketch-vector inner product [1, 2].
Formally, each sketch vector can be conceptually viewed as a two-
dimensional n ×m array, where n = O( 1

ε2
), m = O(log(1/δ))

and ε, 1 − δ denote the desired bounds on error and probabilistic
confidence (respectively), and the AMS estimator function is de-
fined as:

fAMS(sk(v), sk(u)) = median
i=1,...,m

{ 1

n

n∑

l=1

sk(v)[l, i] · sk(u)[l, i]}.

THEOREM 2.1 ([1, 2]). Let sk(v) and sk(u) denote two par-
allel sketches comprising O( 1

ε2
log(1/δ)) counters, built over the

streams v and u. Then, with probability at least 1−δ, fAMS(sk(v),
sk(u)) ∈ (v · u± ε‖v‖‖u‖). The processing time required to
maintain each sketch is O( 1

ε2
log(1/δ)) per update.

Thus, AMS sketch estimators can effectively approximate inner-
product queries v · u =

∑
i v[i] · u[i] over streaming data vectors

and tensors. Such inner products naturally map to join and multi-
join aggregates when the the vectors/tensors capture the frequency
distribution of the underlying join attribute(s) [15]. Furthermore,
they can capture several other interesting query classes, including
range and quantile queries [19], heavy hitters and top-k queries [4],
and approximate histogram and wavelet representations [9, 20, 32].
An interesting special case is that of the (squared) L2 norm (or,
self-join) query (i.e., u = v): Theorem 2.1 implies that the AMS
estimator fAMS(sk(v), sk(v)) (or, simply fAMS(sk(v))) is within
ε relative error of the true squared L2 norm ‖v‖2 =

∑
k(v[k])2;

that is, fAMS(sk(v)) ∈ (1 ± ε)‖v‖2. To provide ε relative-error
guarantees for the general inner-product query v · u, Theorem 2.1
can be applied with error bound ε′ = ε(v · u)/(‖v‖‖u‖), giv-
ing a total sketching space requirement of O( ‖v‖

2‖u‖2
ε2(v·u)2

log(1/δ))

counters [1].
A drawback of AMS sketches is that every streaming update

must “touch” every component of the sketch vector (to update the
corresponding randomized linear projection). This can be problem-
atic for massive, rapid-rate data streams, especially when a tight
error guarantee ε is required. The Fast-AMS sketch [7] solves this
problem by guaranteeing logarithmic-time (i.e.,O(log(1/δ))) sketch-
update costs, while offering the same space/accuracy tradeoff as the
basic AMS sketch (through a more careful analysis) [7]. (Our im-
plementation in Section 4 employs the Fast-AMS variant.)

The Geometric Method. Sharfman et al. [31] consider the fun-
damental problem of distributed threshold monitoring; that is, de-
termine whether f(v) < τ or f(v) > τ , for a given (general)
function f() over the global statistics vector and a fixed threshold
τ . Their key idea is that, since it is generally impossible to connect
the locally-observed values of f() to the global value f(v), one can
employ geometric arguments to monitor the domain (rather than the
range) of the monitored function f(). More specifically, assume
that at any point in time, each site j has informed the coordinator
of some prior state of its local vector vpj ; thus, the coordinator has
an estimated global vector e = vp =

∑k
j=1 λjv

p
j . Clearly, the

updates arriving at sites can cause the local vectors vj to drift too
far from their previously reported values vpj , possibly leading to a
violation of the τ threshold. Let ∆vj = vj − vpj denote the local
delta vector (due to updates) at site j, and let uj = e + ∆vj be
the drift vector from the previously reported estimate at site j. We
can then express the current global statistics vector v in terms of
the drift vectors:

v =
k∑

j=1

λj(v
p
j + ∆vj) = e +

k∑

j=1

λj∆vj =
k∑

j=1

λj(e + ∆vj).
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Figure 2: Estimate vector e, delta vectors ∆vj (arrows out of e),
convex hull enclosing the current global vector v (dotted outline),
and bounding balls B(e + 1

2
∆vj ,

1
2
‖∆vj‖).

That is, the current global vector is a convex combination of drift
vectors and, thus, guaranteed to lie somewhere within the convex
hull of the delta vectors around e. Figure 2 depicts an example in
d = 2 dimensions. The current value of the global statistics vector
lies somewhere within the shaded convex-hull region; thus, as long
as the convex hull does not overlap the inadmissible region (i.e., the
region {v ∈ R2 : f(v) > τ} in Figure 2), we can guarantee that
the threshold has not been violated (i.e., f(v) ≤ τ)).

The problem, of course, is that the ∆vj’s are spread across the
sites and, thus, the above condition cannot be checked locally. To
transform the global condition into a local constraint, we place a d-
dimensional bounding ball B(c, r) around each local delta vector,
of radius r = 1

2
‖∆vj‖ and centered at c = e + 1

2
∆vj (see Fig-

ure 2). It can be shown that (in any dimensionality d) the union
of all these balls completely covers the convex hull of the drift
vectors [31]. This observation effectively reduces the problem of
monitoring the global statistics vector to the local problem of each
remote site monitoring the ball around its local delta vector.

More specifically, given the monitored function f() and thresh-
old τ , we can partition the d-dimensional space into two sets V =
{v : f(v) > τ} and V = {v : f(v) ≤ τ}. (Note that these sets
can be arbitrarily complex, e.g., they may comprise multiple dis-
joint regions of Rd.) The basic protocol is now quite simple: Each
site monitors its delta vector ∆vj and, with each update, checks
whether its bounding ball B(e + 1

2
∆vj ,

1
2
‖∆vj‖) is monochro-

matic, i.e., all points in the ball lie within the same region (V or
V ). If this is not the case, we have a local threshold violation, and
the site communicates its local ∆vj to the coordinator. The coor-
dinator then initiates a synchronization process that typically tries
to resolve the local violation by communicating with only a subset
of the sites in order to “balance out” the violating ∆vj and ensure
the monochromicity of all local bounding balls [31]. In the worst
case, the delta vectors from all k sites are collected, leading to an
accurate estimate of the current global statistics vector, which is by
definition monochromatic (since all bounding balls have 0 radius).

In more recent work, Sharfman et al. [25] demonstrate that their
geometric monitoring method can employ properties of the func-
tion and the data to guide the choice of a global reference point and
local bounding ellipsoids for defining the local constraints. Further-
more, they show that the local bounding balls/ellipsoids defined by
the geometric method are actually special cases of a more general
theory of Safe Zones (SZs), which can be broadly defined as convex
subsets of the admissible region of a threshold query. It is not diffi-



cult to see that, as long as the local drift vectors stay within such a
SZ, the global vector is guaranteed (by convexity) to be within the
admissible region of the query [25].

3. SKETCH-BASED APPROXIMATE GEO-
METRIC MONITORING

In this section, we develop our approach for geometric moni-
toring of non-linear, inner-product queries using AMS sketches.
The sketching idea offers an effective streaming dimensionality-
reduction tool that significantly expands the scope of the origi-
nal geometric method [31], allowing it to handle massive, high-
dimensional distributed data streams in an efficient manner with
approximation-quality guarantees. The key technical observation is
that, by exploiting properties of the AMS estimator function, geo-
metric monitoring can now take place in a much lower-dimensional
space, allowing for communication-efficient monitoring. Effec-
tively dealing with the highly non-linear median operator in the
AMS estimator also mandates novel algorithmic solutions. We start
by showing how our approximate function monitoring problem can
be transformed into low-dimensional threshold crossing queries for
the geometric method. To simplify notation, in the remainder of
this section, we use ṽi to denote the AMS sketch at remote sites
and let ṽ =

∑
j ṽj denote the global AMS sketch of the entire dis-

tributed stream; similarly, ṽpj , ṽp =
∑
i ṽ

p
j denote the local/global

sketch values last communicated to the coordinator.

3.1 From Threshold Crossing to Approximate
Function Monitoring

Consider the task of monitoring (at the coordinator) the value of
a function f() over the (full) global statistics vector v to within θ
relative error. (Our discussion here focuses on relative error – the
case of monitoring to within bounded absolute error can be handled
in a similar manner, e.g., using the absolute to relative error trans-
formation outlined under Theorem 2.1.) Since the coordinator only
holds the estimated value of the global statistics vector vp based on
the most recent site updates, our monitoring protocol would have to
guarantee that the estimated function value carries at most θ rela-
tive error compared to the up-to-date value f(v) = f(v(t)), that is
f(vp) ∈ (1±θ)f(v), which is obviously equivalent to monitoring
two threshold queries on f(v):

f(v) ≥ f(vp)

1 + θ
and f(v) ≤ f(vp)

1− θ .

Now, since we assume that the remote sites only maintain AMS
sketches of their local vectors, all we have at our disposal are the
sketched versions of the v and vp vectors (denoted by ṽ and ṽp,
respectively), and the corresponding function values are approxi-
mated through the AMS estimator function fAMS() (Theorem 2.1).
This, of course, implies a sketching error ε in the function val-
ues which can be bounded with the help of Theorem 2.1 so that
fAMS(ṽ) ∈ (1± ε)f(v) with high probability (whp). Since our end
goal is to guarantee that the sketch-based estimate available at the
coordinator fAMS(ṽ

p) is within θ relative error, the above threshold
monitoring conditions become:

f(v) ≥ fAMS(ṽ
p)

1 + θ
and f(v) ≤ fAMS(ṽ

p)

1− θ ,

and, since fAMS(ṽ) ∈ (1±ε)f(v), it is not difficult to see that these
two conditions are satisfied (whp) as long as:

fAMS(ṽ) ≥ fAMS(ṽ
p)(1 + ε)

1 + θ
and fAMS(ṽ) ≤ fAMS(ṽ

p)(1− ε)
1− θ .

(1)

These are exactly the threshold conditions that our approximate
function monitoring protocols will need to track. Note that fAMS(ṽ

p)
in the above expression is a constant (based on the latest commu-
nication of the coordinator with the remote sites). When either of
the above conditions is violated, some (possibly all) remote sites
must flush their current local stream estimates to the coordinator,
updating ṽp so that the difference between fAMS(ṽ) and fAMS(ṽ

p)
is again small. Also, observe that the condition 1+ε

1+θ
≤ 1−ε

1−θ always
holds as long as θ ≥ ε, which is obviously the case (the overall
error guarantee cannot be tighter than the incurred sketching error).

As discussed earlier, for remote site j, ṽj denotes the sketch of
local stream updates, and ṽpj the sketch last flushed to the coor-
dinator. Exploiting the linearity of AMS sketches, remote site j
maintains ∆ṽj = ṽj − ṽpj , corresponding to stream updates since
the last flush. At the time of the next flush, the remote site simply
transfers ∆ṽj to the coordinator and resets its local delta sketch to
zero. (If the stream updates sketched in ∆ṽj are few, in order to
reduce communication cost, the remote site may send the updates
verbatim to the coordinator.)

3.2 Applying the Geometric Method: Overview
Having reduced approximate distributed stream monitoring to

appropriate threshold-crossing conditions (Eqn. (1)), we now turn
our attention to the issue of effectively applying the geometric method
to the problem at hand. A direct application would take the dis-
tributed stream sketch ṽ as the global statistics vector, scaling each
local sketch ṽj by the number of sites k to obtain the local statistics
vectors (in order to satisfy the convex combination requirement of
the geometric method); then, the geometric method could be em-
ployed to monitor the two threshold conditions on fAMS(ṽ) in the
(n×m)-dimensional sketching space (Section 2).

Unfortunately, such a direct application of the geometric method
turns out to perform poorly in practice, giving high communication
overheads. The problem here is that, even though sketch vectors
are a compressed, (n ×m)-dimensional representation of the full
stream, they can still get fairly large, especially when tight error
bounds are required. Thus, when a local threshold violation occurs
at a remote site, it triggers a balancing process that requires some
of the sites to transmit their local statistics (i.e., sketches) to the
coordinator, imposing high communication overheads.

To address this issue, we develop a novel technique that allows
us to track the threshold conditions on fAMS(ṽ) through geometric
monitoring in a much lower-dimensional space. More specifically,
consider a sketch x as a two-dimensional n×m array, and let x[i]
(i = 1, . . .m) denote the n-vector corresponding to the ith column
of the sketch matrix. We define the local statistics vector for remote
site j as the m-dimensional error vector dj , where

dj [i] = ‖∆ṽj [i]‖ = ‖ṽj [i]− ṽpj [i]‖,

for i = 1, . . . ,m, and the global statistics vector as the (m-dimen-
sional) average error vector d = 1

k

∑k
j=1 dj . In what follows, we

show how to construct functions Fu() and Fl() of d that provide
lower and upper bounds on fAMS(ṽ); that is,

Fl(d) ≤ fAMS(ṽ) ≤ Fu(d).

We can then monitor the threshold-crossing conditions on fAMS(ṽ)
(Eqn. (1)) using the geometric method for Fu(d) and Fl(d) in the
m-dimensional space of error vectors d. It is important to note
that this optimization implies huge communication savings: Sketch
matrices are typically very “thin”, i.e., n >> m, since n depends
quadratically on the sketching error ε, whereas m depends only
logarithmically on the desired confidence δ [2, 1, 9, 15].



Another major technical challenge that arises is how to effec-
tively test the monochromicity of bounding balls in the resulting
lower-dimensional space with respect to threshold conditions in-
volving the highly non-linear median operator present in the AMS
estimator (as well as the upper/lower bound functions Fu() and
Fl()). Our techniques and analyses make use of three well-known
properties of the median operator:

Monotonicity: If x[i] ≤ y[i] for all i, then mediani{x[i]} ≤
mediani{y[i]}.

Distributivity: For any monotone function f(),
mediani{f(x[i])} = f(mediani{x[i]}).

Homogeneity: ∀λ ∈ R, mediani{λx[i]} = λmediani{x[i]}.

We propose a number of novel algorithmic techniques to address
the aforementioned technical challenges for three different types of
distributed stream queries of high practical interest. We start with
the easier cases of L2-norm (i.e., self-join) and range queries, and
then extend our approach to the case of general inner-product (i.e.,
binary-join) queries.

3.3 Monitoring Self-Joins
In the case of (approximate) self-join/L2-norm queries, our goal

is to track an estimate of the (squared) norm of a frequency vector
using AMS sketches. Thus, we need to monitor the values of the
AMS estimator function

fAMS(ṽ) = median
i=1,...,m

{ 1

n

n∑

l=1

(ṽ[l, i])2} = median
i=1,...,m

{ 1

n
‖ṽ[i]‖2}

(2)
where ṽ is an n×m-sized AMS sketch and ṽ[i] is the ith-th column
of the sketch. Using the distributivity of the median operator, the
threshold-crossing conditions in Eqn. (1) become:
√
n

1 + ε

1 + θ
fAMS(ṽ

p) ≤ median
i=1,...,m

{‖ṽ[i]‖} ≤
√
n

1− ε
1− θ fAMS(ṽ

p).

We now develop “safe” threshold conditions over Rm for the above
monitoring problem using upper/lower bound functions defined over
the m-dimensional error vector d. By definition, at site j, dj [i] =
‖ṽj [i]− ṽpj [i]‖; thus, applying the the triangle inequality, we have

‖ṽ[i]− ṽp[i]‖ ≤
k∑

j=1

‖ṽj [i]− ṽpj [i]‖ =
k∑

j=1

dj [i] = kd[i], (3)

or, equivalently,

‖ṽp[i]‖ − kd[i] ≤ ‖ṽ[i]‖ ≤ ‖ṽp[i]‖+ kd[i].

Then, by monotonicity of the median, it is sufficient to monitor the
following threshold conditions over d ∈ Rm:

Fu(d) = median
i
{‖ṽp[i]‖+ kd[i]} ≤

√
n

1− ε
1− θ fAMS(ṽ

p)

Fl(d) = median
i
{‖ṽp[i]‖ − kd[i]} ≥

√
n

1 + ε

1 + θ
fAMS(ṽ

p).

Geometric Monitoring for the Median. By dividing both sides of
the above threshold conditions over Rm by±k and by virtue of the
homogeneity of the median, both conditions take the general form

F (d) = median
i=1,...,m

{a[i] + d[i]} ≤ ζ,

where a is a constant m-dimensional vector and ζ ∈ R.

Algorithm 1: Computing the distance of a vector to the region
defined by a median threshold.
Data: c = [c[1], . . . , c[m]], a = [a[1], . . . ,a[m]]:

m-dimensional vectors; ζ: real.
Result: The distance of c to the region

{x ∈ Rm|mediani{a[i] + x[i]} ≥ ζ}.
begin

let z = a + c
Sort(z, ascending)
r = 0
for i←− bm+1

2
c to m do

if z[i] < ζ then
r += (ζ − z[i])2

z[i] = ζ

return ρj =
√
r

end

To monitor such conditions using the geometric method, we must
be able, given a bounding ball B(c, ρ) in Rm, to efficiently decide
whether the ball is monochromatic; that is, whether mediani{a[i]+
x[i]) ≤ ζ, for all x ∈ B(c, ρ), This can be done by determining
the Euclidean distance ρζ of the ball center c from the closest point
in the inadmissible region Z = {x ∈ Rm| F (x) ≥ ζ}; then, the
ball B(c, ρ) is monochromatic if and only if ρ ≤ ρζ .

We now show how to efficiently compute this distance to the in-
admissible region. Clearly, if mediani{a[i]+c[i]} ≥ ζ, then ρζ =
0. Else, we can employ a greedy algorithm to find a point z on
the boundary of the inadmissible region Z (with mediani{a[i] +
z[i]}) = ζ), such that no other point in Z is closer to the ball
center c (note that this point z is not necessarily unique). Algo-
rithm 1 constructs such a boundary point z in a greedy manner:
Starting with z = a + c, it takes all coordinates from rank bm+1

2
c

to rank m that are < ζ and sets them equal to ζ in order to reach
the boundary; then, it returns the distance ρζ = ‖c− z‖. The fol-
lowing theorem summarizes our analysis (due to space constraints,
the proof is deferred to the full paper).

THEOREM 3.1. Algorithm 1 correctly computes the minimum
Euclidean distance of point c ∈ Rm from the inadmissible region
Z = {x ∈ Rm|mediani{a[i] + x[i]} ≥ ζ} in time O(m logm).

3.4 Monitoring Range Aggregates
We now turn our attention to a different special type of inner-

product queries, namely the inner product of a distributed data
stream with a constant vector b. An important special case here
is that of range aggregates, in which the constant vector b simply
contains non-zero values for a subset S of values in the joint data
distribution in the streaming vector v, and zero everywhere else;
thus, b · v =

∑
i∈S b[i]v[i], i.e., the distribution aggregate (e.g.,

the number of tuples) in range S. These aggregates can, of course,
be estimated using an AMS sketch estimator fAMS(ṽ, b̃) (where b̃
is the constant sketch vector for b), with the quality guarantees out-
lined in Theorem 2.1. Such approximate range aggregates over
AMS sketches have been utilized in several important streaming
applications, including the construction of effective quantile, his-
togram, and wavelet summaries over streaming data [9, 19, 20, 32].
For instance, in the case of wavelets, we are interested in estimat-



ing large wavelet coefficients, which are inner product of the data
distribution with constant wavelet-basis vectors [9].2

Within our framework, we are asked to monitor the estimator

fAMS(ṽ, b̃) = median
i=1,...,m

{ 1

n
b̃[i]ṽ[i]}.

The global statistic again consists of a single sketch (since b is con-
stant). Thus, we can start from Eqn. (3), and we obtain
∣∣b[i](ṽ[i]− ṽp[i])

∣∣ ≤ ‖b[i]‖‖ṽ[i]− ṽp[i]‖ ≤ kd[i]‖b[i]‖,
which yields the two threshold conditions:

median
i
{b[i]ṽp[i] + kd[i]‖b[i]‖} ≤ n

1− ε
1− θ fAMS(ṽ

p, b) (4)

median
i
{b[i]ṽp[i]− kd[i]‖b[i]‖} ≥ n

1 + ε

1 + θ
fAMS(ṽ

p, b). (5)

Geometric Monitoring for the Median of Linear Forms. By
dividing both sides by ±k and by virtue of the homogeneity of the
median, both conditions take the form

F (d) = median
i
{a[i] + b[i]d[i]} ≤ ζ

for a, b ∈ Rm, where b has nonnegative components and ζ ∈ R.
The monochromicity question for ball B(c, ρ) can be addressed

in a spirit similar to that of Section 3.3. One small complication
arises by the fact that, in this case, ρζ may be undefined! This may
occur only if some entries in b are zero, so that the inadmissible
region Z = {x ∈ Rm | F (x) ≥ ζ} is empty. To handle this
complication smoothly, we apply a standard algebraic perturbation
trick; we assume that, when b[i] = 0 and a[i] < ζ, then a[i] +
b[i](+∞) ≥ ζ. Thus, region Z is never empty, although some of
its elements may have infinite coordinates.

As earlier, we wish to minimize ρ2ζ =
∑m
i=1(x[i]−c[i])2, where

x ∈ Z. For each i = 1, ...,m, let r2i denote the minimum of
(x[i] − c[i])2, such that a[i] + b[i]x[i] ≥ ζ. It is easy to derive
that,

r2i =





0 if a[i] + b[i]c[i] ≥ ζ
+∞ if a[i] < ζ and b[i] = 0

( ζ−a[i]
b[i]

− c[i])2 if a[i] + b[i]c[i] < ζ and b[i] 6= 0

Then, ρ2ζ is equal to the sum of the (m+1)/2 smallest r2i s (treating
ties arbitrarily). Again, the ball is monochromatic if and only if
ρ ≤ ρζ .

3.5 Monitoring General Inner Products
We now turn our attention to a more complicated monitoring

problem, where the global statistic comprises of the concatenation
of two sketches 〈ṽ, ũ〉 corresponding to two distributed streams,
and the monitored function is the sketch estimate of the inner prod-
uct of the sketched vectors, corresponding to the size of the inner
product (i.e., join):

fAMS(ṽ, ũ) = median
i=1,...,m

{ 1

n

n∑

l=1

ṽ[l, i]ũ[l, i] }

= median
i=1,...,m

{ 1

n
ṽ[i]ũ[i]}

In addition, error vectors are also concatenated, denoted as 〈dv,du〉.
2Note that sketching is employed here since the range queries of
interest are not fixed (i.e., can vary over time), and a search over
the sketch summary is needed to discover the ranges of interest
as the stream distribution changes. In simpler scenarios where the
range aggregate of interest is fixed, slack-allocation techniques for
tracking linear aggregates can be used (e.g., [24]).

We now develop bounds for the monitored function using the
error vectors. From Eqn. (3), we can write

ṽ[i] = ṽp[i] + kdv[i]qv,i and ũ[i] = ũp[i] + kdu[i]qu,i,

where qv,i and qu,i are (unknown) vectors of length at most 1.
Thus,

ṽ[i]ũ[i] = ṽp[i]ũp[i] + kdv[i]qv,iũ
p[i] + kdu[i]qu,iṽ

p[i]

+ k2dv[i]du[i]qv,iqu,i

Exact maximization/minimization of the above condition is possi-
ble but yields formulas that are too unwieldy. We provide slightly
weaker upper and lower bounds by treating each term in the above
sum separately. Then, applying median monotonicity, we get the
following conditions:

median
i
{ṽp[i]ũp[i] + kdv[i]‖ũp[i]‖+ kdu[i]‖ṽp[i]‖

+ k2dv[i]du[i]} ≤ n
1− ε
1− θ fAMS(ṽ

p, ũp)

median
i
{ṽp[i]ũp[i]− kdv[i]‖ũp[i]‖ − kdu[i]‖ṽp[i]‖

− k2dv[i]du[i]} ≥ n
1 + ε

1 + θ
fAMS(ṽ

p, ũp)

Geometric Monitoring for the Median of Bilinear Forms. By
dividing both sides by±k2 and by virtue of the homogeneity of the
median, both conditions take the form:

F (x,y) = median
i
{x[i]y[i] + a[i]x[i] + b[i]y[i] + g[i]} ≤ ζ,

with variables x,y ∈ Rm, and constants a, b, g ∈ Rm, where a, b
have nonnegative components, and ζ ∈ R.

In order to apply the geometric method, we need to determine the
monochromicity of balls of error vectors (in the combined 2m−dim-
ensional space. In other words, we need to determine whether
a ball defined by (x − c)2 + (y − c′)2 ≤ ρ2 (where c, c′ are
m-vectors) intersects the interior of the inadmissible region Z =
{〈x,y〉 ∈ R2m | F (x,y) ≥ ζ}. For this problem, essentially
the same reasoning applied to the range query case leads us to a
bound-of-ball-radius solution.

Given a ballB(〈c, c′〉, ρ), let some vector 〈x,y〉 ∈ Z be a near-
est neighbor of 〈c, c′〉. Then,

ρ2ζ = (x−c)2+(y−c′)2 =
m∑

i=1

(x[i]−c[i])2+(y[i]−c′[i])2 (6)

We compute the (squared) distance ρ2ζ of the center 〈c, c′〉 to region
Z by computing, for each component i = 1, . . . ,m of the median
operator in F (), a squared coefficient, r2i . Each r2i corresponds to a
term in the sum of Eqn. (6). Then, the (squared) distance of center
〈c, c′〉 to the boundary of the inadmissible region Z is obtained by
summing the b(m+ 1)/2c smallest r2i .

We now turn to the computation of r2i . To keep notation clean,
we drop the i-index from the variables: Let c and c′ be the i-th co-
ordinates of c and c′, respectively (and, similarly, for a, b, g, x, y).
If cc′+ac+ bc′+g ≥ ζ, then r2 = 0. Else, we need to compute x
and y which minimize (x−c)2+(y−c′)2 but set the corresponding
component of the median to ζ, that is,

r2 = inf{(x− c)2 + (y − c′)2 |xy + ax+ by + g = ζ}

To simplify the problem, first rewrite

xy + ax+ by + g = (x+ b)(y + a) + g − ab



By substituting p = x+ b and q = y + a, we have:

r2 = inf{(p− α)2 + (q − β)2 | pq = τ},
where α = c+ b, β = c′ + a and τ = ζ + ab− g.

Now, if τ = 0, then r2 = min(α, β); else, substitute q = τ/p
to obtain (p − α)2+ ( τ

p
− β)2. Taking the derivative equal to 0

reduces to the quartic equation

f(p) = p4 − αp3 + τβp− τ2 = 0.

One of its real roots yields the smallest r2 (real roots exist since
f(0) < 0).

3.6 Synchronization Policies for Remote Sites
When the coordinator determines from the geometric method

that there is a global violation in the monitoring (that is, the global
error vector d is no longer within the admissible region), the coor-
dinator signals some remote sites to flush their updates ∆ṽj . While
several flushing policies are possible, we describe two alternatives.

Eager Synchronization. This is a simple policy, where all remote
sites synchronize concurrently. Each remote site j transmits its cur-
rent stream updates ∆ṽj . After the end of this process, the system
reaches a state where, for all j, ṽj = ṽpj and thus dj = d = 0.
Then, new bounds for the error are computed and broadcast to all
remote sites and stream processing begins anew.

Lazy Synchronization. In eager syncronization, even sites whose
local updates are few are forced to synchronize. This may be waste-
ful, and unnecessary; these sites are probably not contributing to
the error significantly. A lazy approach would be for the coordina-
tor to syncronize a minimum number of sites, necessary to restore
global bounds. Remote sites are ranked in (descending) order of the
number of unflushed updates (other choices, such as the distance of
dj to the inadmissible zone, are possible, but our experiments in-
dicated that they do not perform as well). Then, sites are asked to
flush sequentially, until, after some flush, the global error d is again
restored within the (updated) bounds.

4. EXPERIMENTAL STUDY
In this section, we discuss the empirical evaluation of our tech-

niques using real-life data sets. We start by discussing our testbed
and methodology.

Data Sets and Techniques. We use the same real-life data sets
as [7] for our experiments. The first data set, WCup3, was drawn
from the Internet Traffic Archive and contains HTTP requests sent
to the servers hosting the World Cup 1998 web site (totaling ap-
proximately 1.35 billion requests over a three-month period). The
second data set, Cdad4, comprises SNMP network usage data ob-
tained from CRAWDAD (the Community Resource for Archiving
Wireless Data at Dartmouth). It consists of measurements of to-
tal network traffic every five minutes over a four month period at a
large number of access points (approximately 200) inside a corpo-
rate research center (IBM Watson). We tracked the distribution of
the size attribute from WCup and the shortRet attribute from
Cdad, since both these attributes take a very large number of values
thus making streaming estimation challenging.

From each data set, we construct a distributed stream for a num-
ber of remote sites, by hashing the site field from the data set to the
desired number of remote sites in each experiment (WCup relates
to 26 sites and Cdad to 27). Thus, skew in the datasets also appears
3http://ita.ee.lbl.gov/html/contrib/WorldCup.html
4http://crawdad.cs.dartmouth.edu/meta.php?name=
ibm/watson#N100AD

in our streams. We focus primarily on self-join queries over these
streams, as these queries are not parameterized and their sketching
error is predictable.

We experimented with our sketch-based geometric monitoring
schemes using both the eager and the lazy synchronization policy
(denoted by GM-lazy and GM-eager, respectively). To demon-
strate their effectiveness, our methods are contrasted against the
sketch-based monitoring technique of [7] (denoted by CG). In a
nutshell, CG is a purely “push-based” monitoring protocol: Each
site j continuously tracks the value of its relative delta sketch vec-

tor norm
‖ṽj−ṽ

p
j ‖

‖ṽj‖ checking that it is below an upper bound that de-
pends on ε, θ, and the number of sites (determined by the analysis
in [7]). When that upper bound is violated, the site simply sends
the coordinator its local delta sketch vector (or, the local updates
themselves, if smaller), resetting its delta to zero, and resumes its
local tracking.

All three methods were implemented using the Fast-AMS sketch-
ing technique [7]. Furthermore, since our GM schemes are static
(i.e., do not try to predict the evolution of local/global statistics
vectors), we compared them against the static variant of the CG
technique [7]. As mentioned earlier, the idea of using dynamic pre-
diction models (as suggested in [7]) is essentially orthogonal to the
ideas in this paper, and prediction models have recently been shown
to significantly improve the performance of geometric monitoring
as well [17]. We defer the comparison of the dynamic, prediction-
based variants of the schemes to the full version of this paper.

Metrics.
Our main focus is on the communication cost incurred by our

method. We distinguish two parts in the total communication traf-
fic. The first part, data communication, comprises messages trans-
mitted from remote sites to the coordinator, when remote sites flush
their sketched updates ∆ṽj (or, the list of update records verbatim,
if smaller). The second part comprises the monitoring overhead of
the geometric method, for tracking the global error vector d. Study-
ing data communication in isolation, provides a better contrast to
the method of [7], since this is the only type of communication per-
formed by that method. In their technique, flushes happen by each
remote site when a purely local condition is violated. Our tech-
nique, in its effort to delay flushes (improving the effectiveness of
sketching) by balancing local errors, incurs additional monitoring
overhead. Naturally, we are interested in the cost of this overhead,
relative to the gains in data communication costs.

In addition, the separation of these traffic costs makes sense be-
cause, in principle, it is possible that the coordinator for the pro-
tocols of the geometric method is not co-located in the same ma-
chine with the site which collects the global stream updates. For
example, if communication channels among remote sites are good,
the role of coordinator may be assigned to one of the sites. Fur-
thermore, the traffic patterns of these two types of communication
differ significantly: Data communication traffic consists of large
messages, travelling from remote sites to the collection site only.
Geometric monitoring traffic, on the other hand, consists of small
messages, which can easily fit in a single UDP datagram. Upstream
traffic (from remote sites to coordinator) is almost equal in volume
to downstream traffic (from coordinator to sites). Moreover, down-
stream traffic consists of identical messages to all sites, and thus it
can be implemented by multicast channels. For these reasons, dis-
tinguishing between these types of communication can highlight
the suitability of each technique in different distributed settings.

Another interesting metric is the scalability of our monitoring
schemes as the the number of sites collecting the distributed stream
becomes larger. In the technique of [7], each site’s local condition
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Figure 3: Self-join, data communication costs, as a fraction of the cost of CG.
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Figure 4: Self-join, total communication cost, as a fraction of stream size (WCup dataset).

becomes stricter, causing more frequent flushes—thus, less oppor-
tunity for communication reduction via sketching. For our tech-
nique, data communication is not increased with more sites, in fact
it decreases slightly, as with more nodes there is greater opportu-
nity for balancing. Unfortunately, the overhead of the geometric
method increases significantly with the number of sites, rendering
our techniques non-scalable to many sites. Although a proper study
of scalability is outside the scope of this paper, we present some
scalability results, in order to motivate further research.

Results: Communication Cost. The results presented measure the
communication cost incurred by our methods. In order to contrast
better with the techniques of [7], we do not present absolute cost, by
rather the cost scaled relative to the cost of the CG method (which
has scaled cost 1).

In these experiments, the number of remote sites is 4. We used
two different sketch sizes. In both, δ = 1/27 (thus, sketches had 7
columns each). The first sketch is built for sketching error ε = 0.01
and the second, larger sketch is built for ε = 0.005.

Fig. 3 depicts the (relative) data communication cost for our
methods, as a function of the total monitoring error θ. It can be
seen that both variants of our technique improve significantly upon

the cost of the previous technique, with the lazy variant performing
much better than the eager one.

A natural question that arises is how much further one can re-
duce data communication in this framework. To quantify the po-
tential improvement, Fig. 3 depicts also the costs of an unrealistic
oracle-based scheme, in which data is collected from sites (using
either the eager or the lazy flushing policy) only when a global vio-
lation occurs. As can be seen, the cost of our lazy strategy is quite
close to that of the lazy oracle-based one, leaving very little room
for improvement. The costs of our eager strategy, while not as close
to the eager oracle-based one, are still near. These results validate
our claim that monitoring in a lower-dimensional space via the er-
ror vector d provides an excellent compromise between monitoring
accuracy and monitoring cost.

The total communication costs are depicted in Fig. 4, as a func-
tion of stream size. For the technique of [7], this cost is equal to
that depicted in Fig. 3, whereas our techniques incur additional cost
related to error monitoring. Still, as shown in , this additional cost
is well-worth. Our techniques still outperform that of [7], some-
times by up to 35%. Note that, to keep to plot clear, we only show
the graphs for the WCup dataset. The graphs for the Cdad dataset
almost coincide.
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Figure 6: Self-join monitoring overhead as a percent of total cost.

In Fig. 6, the overhead incurred by geometric monitoring is shown
as a function of θ. Although the overhead remains relatively con-
stant as θ increases, it is higher for ε = 0.01 (where sketches
are smaller, imposing less per-flush cost). Interestingly, the lazy
method has significantly higher overhead (as a percent) over the
eager method. This is due to two factors; first, because the eager
method exhibits higher data communication, and second, because
intuitively, the lazy method performs more rebalancing, as it delays
flushing some sites. Still, the additional overhead is justified for
the lazy method, because the savings in data communication are
greater.

Other types of monitored queries behave similarly to the self-
join query. Due to space restrictions we only present results for our
most general full-join query. Fig. 5 presents data and total commu-
nication costs for monitoring the join of two streams with sketch-
ing error ε = 0.01. From each data set we created two streams by
splitting the records (WCup dataset was split on the clientID
attribute and Cdad was split on the site attribute). The join at-
tributes were the same ones tracked in the self-join experiments
(size and shortRet respectively). The same broad effect, of
much reduced data communication over CG with modest monitor-
ing overhead is observed in this case as well.

4.1 Effect of sketch size
Sketching accuracy ε affects communication cost more signif-

icantly than the probability bound δ. As sketch size grows with
log(1/δ), reasonable values of δ (say, from 2−11 to 2−7 will only
affect the sketch size modestly.

Sketching accuracy affects sketch size more strongly, as it in-
creases with O(1/ε2). When overall accuracy θ is kept constant,
the increased accuracy of larger sketches implies that the global
sketch will need to be updated less frequently, incurring fewer, al-
beit larger messages. This implies a trade-off between number of
messages and message size.

We now study the trade-off between sketching accuracy (and
sketch size) and monitoring accuracy. Fig. 7 depicts data commu-
nication cost for overall accuracy θ = 0.04, as the ratio ε/θ varies
from 0.1 to 0.95. Note that, this cost is normalized (to the total size
of all stream updates), and not relative to CG (which is actually also
shown in the graph).

The analysis of [7] indicates that their technique performs best
for ε ≈ θ/2. This is exhibited by our experiments, for our tech-
niques also.

However, the benefit of our technique over that of [7] should
be greater when ε is smaller than θ/2, that is, when sketches are
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more accurate and larger, because balancing the global error can be
done more effectively (and cheaply) when monitoring accuracy is
relaxed. Indeed, Fig. 8 shows that the overhead grows significantly
as θ approaches ε. Again, note that the lazy technique has higher
overhead than the eager technique (CG has overhead 0 in this plot).

In practice, it may be desirable that applications utilize sketches
of small ε, relying on relaxed monitoring precision in order to de-
crease communication. This is because ε cannot be adjusted on-
the-fly, once a stream has started to be sketched, whereas adjusting
θ can be done on-line very easily.

4.2 Scalability
To measure the behavior of our techniques as the number of sites

grows, we conducted experiments where the number of sites mon-
itoring a stream increases, keeping other parameters constant.

Fig. 9 depicts data communication cost (relative to the CG method).
As expected, the advantage of our techniques in this aspect of the
cost is maintained over the CG method—in fact, there is slow im-
provement. In fact, the data cost of the lazy synchronization over
CG for WorldCup on streams of 20 sites is 4 times less.

Unfortunately, this does not render our techniques scalable, be-
cause as the number of sites grows, communication overhead be-
comes dominant. Fig. 10 depicts the total y(normalized) commu-
nication cost. It can be seen that the CG method maintains a 50%
saving over the cost of the naive method. In our technique however,
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Figure 9: Data comm. cost over number of sites, as a fraction of
the cost of CG, for ε = 0.01 and θ = 0.04.
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communication overhead dominates, to the extent that the total cost
becomes 2–4.5 times higher than the cost of the naive method! No-
tice that the lazy method exhibits again about twice the overhead of
the eager method.

The source of the problem seems to be in protocols of the geo-
metric method itself (which we have not adapted in any way in this
paper). As the number of sites increases, opportunities for rebal-
ancing among sites increase commensurably. The protocols of the
geometric method exhaust every opportunity to ensure that a global
violation (triggering flushes) does not occur, without regard for the
cost incurred by this rebalancing.

These results indicate that our techniques are only applicable
beneficially to applications with a modest number of sites (up to
7). They also indicate an important direction for further research,
namely, attempt to capture (at least some of) the benefit in data
communication with a scalable rebalancing approach.

5. CONCLUSIONS
The problem addressed in this paper is monitoring of massive,

distributed streaming data. The recently proposed geometric method
has been combined with AMS sketches towards reducing the com-
munication cost of tracking complex aggregate queries over dis-
tributed streams with strict error bounds.

To reduce communication cost, we utilized AMS sketches, sim-
ilarly to previous work, but in a novel way; we developed a novel



geometric method of dynamic balancing of error between remote
sites, improving summarization at the sites before stream data has
to be transferred over the network. We showed how to treat three
fundamental types of aggregate queries: self-join, range and 2-way
join between streams. Finally, we presented extensive empirical
results to validate our performance claims for our techniques and
demonstrate their practical viability.

Extensions and Future Work. In this paper, we applied the stan-
dard geometric method, as it appears in the literature. The tech-
niques we developed exhibit much improved performance com-
pared to previous techniques (particularly that of [7]) but fail to
scale performance-wise when the number of remote sites increases.
A fruitful problem of future research will be to enhance the stan-
dard geometric method, adapting it to the particularities of sketch-
based monitoring, in order to improve scalability. Another promis-
ing direction for extension is the adoption of dynamic predictive er-
ror models. This idea has been shown in [7] to be beneficial to data
communication and may also prove useful in reducing the overhead
of the geometric method. We also intend to combine our techniques
with other types of sketches from the literature and extend their ap-
plicability to new types of queries.
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ABSTRACT
Customer segmentation is one of the most traditional and
valued tasks in customer relationship management (CRM).
In this paper, we explore the problem in the context of the
car insurance industry, where the mobility behavior of cus-
tomers plays a key role: different mobility needs, driving
habits and skills imply also different requirements (level of
coverage provided by the insurance) and risks (of accidents).
In the present work, we describe a methodology to extract
several indicators describing the driving profile of customers,
and provide a clustering-oriented instantiation of the seg-
mentation problem, based on such indicators. Then, we con-
sider the availability of a continuous flow of fresh mobility
data sent by the circulating vehicles, aiming at keeping our
segments constantly up-to-date. We tackle a major scalabil-
ity issue that emerges in this context when the number of
customers is large, namely the communication bottleneck,
by proposing and implementing a sophisticated distributed
monitoring solution, which reduces the communications be-
tween vehicles and company servers to the essential. Finally,
we validate the framework on a large database of real mo-
bility data, coming from GPS devices of private cars.

1. INTRODUCTION AND MOTIVATIONS
A key task in modern customer relationship management

(CRM) is to understand the needs of each customer and to
devise policies to harmonize them at the best with the com-
pany objectives. In most cases that translates into identify
a portfolio of customer profiles, each representing the needs
and requirements of a reasonable number of customers. Then,
each profile can be treated separately in order to devise
the market strategies and business models that best fit its
customers’ peculiarities. In the business intelligence field,
this process is best known as customer segmentation, and is
traditionally implemented by applying pre-defined customer
classification rules (for instance based on RFM indices: Re-
cency of last contact with customer, Frequency of transac-
tions, Monetary volume involved in the relation with the
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customer) or, in more recent times, by using clustering al-
gorithms. This kind of process can be applied to any kind
of business focused on services towards several customers,
including the classical domain of retail selling as well as e-
commerce and many others. In particular, in this paper
we explore solutions for customer segmentation that put
together several novel aspects: first, we focus on the very
actual and rather uncommon ground of car insurance busi-
ness, where the main features that characterize a customer
are related to how he/she drives, and therefore on his/her
mobility; second, we instantiate the general problem to the
new context by adopting a data mining-oriented approach;
third, we tackle the problem from a more realistic big data
perspective, where the application can benefit from a con-
tinuous flow of fresh information. The first point leads us to
model the characteristics of the customers through features
extracted from his/her mobility. In particular, we analyze
the trajectories that describe such mobility based on stan-
dard GPS traces, as those recently collected by specialized
companies for the car insurance sector. At the second point,
we propose a definition of customer segmentation based on
the features mentioned above and a clustering procedure,
together with a notion of quality of the segmentation that
can be used to test the validity of a given segmentation in
the context of dynamic data, i.e. when the features describ-
ing the customers are updated to reflect their recent behav-
ior. This aspect is connected to the third point mentioned
above, related to big data, which implies, on the one hand,
that the application can in principle provide a customer seg-
mentation which is kept up-to-date with the recent changes
in real time; on the other hand, the huge size and speed of
such data requires to adopt proper strategies to minimize the
communication and storage requirements, since traditional
centralized, off-line analysis methods might be unsustain-
able in this context.

In this paper we provide solutions that consider all three
aspects discussed above, equipped with an extensive exper-
imentation based on a large real dataset of GPS traces. In
particular, we address the problem of continuous monitor-
ing of the quality of the clusters (profiles) of similar drivers
by adapting and extending the safe-zones approach [19], a
method that supports the distributed monitoring of global
functions while limiting as far as possible the need for com-
munication between the distributed agents and a central
server.



2. PROBLEM DEFINITION

2.1 Background on trajectory data analysis
The history of a user is represented by the set of points

in space and time recorded by their mobility device defined
as H = 〈p1 . . . pn〉 where pi = (x, y, t) and x, y are spatial
coordinates and t is an absolute time-point. Starting from
this sequence we are interested in extracting the user’s tra-
jectories, where a trajectory is a subsequence of points rep-
resenting the movement between two places where the user
stops for an activity. In the literature there are complex
techniques for stop computation, but in our experiences a
simple cut when using a minimum period of time γ in con-
sidering a spatial buffer with radius r is a good trade-off
between the computational efficiency and quality of result
obtained. A common setup of the parameters in case of pri-
vate cars is γ = 2hrs. and r = 50m. In the following, we
will also use the concepts of “the most frequent location L1”
and “the second most frequent location L2”. These two ar-
eas represent for the user the most attractive places and in
the literature, usually are interpreted respectively as home
and workplace.

2.2 Application
For the description of the user driving behavior in a time

window we identified four categories of measures: (i) ba-
sic, (ii) space-time distribution, (iii) context-aware, and (iv)
behavioral. The first one contains measures describing the
basic features of the trajectories in the time window such as:
Length: distance travelled by the user.
Duration: time spent travelling by the user.
Count: number of different user’s trips.
MaxAcceleration: maximum user’s acceleration.
MaxDeceleration: maximum user’s deceleration.

This information is directly computable from the raw GPS
traces without any complex process. However, they are use-
ful to understand the behavior of the car usage. The second
category comprehends more complex measures that capture
how the territory is used, both spatially and temporally:
Avg Dist L1: average distance of the user from his most

frequent location L1.
Radius g: radius of gyration of the user (i.e. the standard

deviation from the center of mass of his movements).
Radius g L1: radius of gyration w.r.t. to the user’s L1.
TimeL1L2: time spent by the user in L1 or L2.
EntropyLocation: entropy of the location frequencies

where the user stops.
EntropyTime: entropy of user’s travel time frequencies.

This set of measures describes the spatial and temporal user
distribution movements. The third category is composed
of the context-aware features, where information about the
user’s movement is related to the spatial and temporal con-
text in which he moves:
EntropyArc: entropy of road segment frequencies tra-

versed by the user.
Phighway: distance travelled on highways by the user.
Pcity: distance travelled inside urban areas by the user.
Length arc crowded: distance travelled on top 20% most

crowded road segments.
Pnight: distance travelled during night time (i.e. between

10 p.m. and 5 a.m.) by the user.
With this category the user is characterized by the different
contexts in which he travel during the time window. The

last category focuses on capturing some specific behaviors:
PAccelerationDeceleration: percentage of rapid accel-

erations/decelerations of the user during his movements.
Pover: how much the user drives over the speed limits.
Profile: how much the user follows his profiles, i.e. trips

that he performs frequently.

Clustering-based customer segmentation. The indicators built
at the previous step provide a summary of all factors deemed
relevant to characterize the driving of an individual. On this
base, the customer segmentation can be defined essentially
in two ways: by means of user-defined rules to assign each
customer to one out of a set of pre-defined segments; or by
applying a data-driven approach that looks for the existence
of meaningful groups of customers, each group containing
individuals with similar feature values. The first solution
mimics quite closely the traditional approach to CRM, where
a set of golden rules, learned through years of experience or
through prestigious studies, is assumed to hold perpetually,
virtually unaffected by external factors. The second solution
follows a data-mining perspective, and essentially trades the
clear understanding of static, well-established golden rules
for the capability of capturing the potentially dynamic group
structure of customers directly suggested by their mobility
indicators.

Quite obviously, the user-defined rules look advantageous
in all contexts where such a set of such rules are known and
the domain is characterized by a large inertia. In all other
cases (no applicable rules are known or the domain is in-
herently dynamic, thus quickly turning such rules obsolete),
the data-driven approach may come to help. Since the char-
acteristics of the domain considered in this paper better fit
the latter situation, in our work we will devise a data-driven
solution to the customer segmentation problem.

Following well-known precedents in the business intelli-
gence literature [4], we choose to build segments through
a clustering algorithm. In selecting the most appropriate
clustering schema, we should consider the following require-
ments of our application: first, each segment should contain
customers that are significantly similar to each other, and
therefore clusters should be basically compact; second, some
customers might not fit well any segment, and therefore the
clustering procedure should account outliers, to some ex-
tent; third, as the pool of customers might be very large,
for instance in the order of several millions, the algorithms
need to have a low computational complexity.

The first and last requirements can be met very simply
by the standard K-means algorithm, which seeks globular
clusters and has an almost linear complexity. In order to
account outliers and yet keep the overall procedure efficient,
we choose to first apply K-means on the input data, and
afterwards apply a postprocessing to remove objects too far
from the cluster center. The K-means algorithm starts from
a set of random cluster centers (centroids), and then itera-
tively assigns each data object to the closest centroid and
then recomputes the centroid of each cluster as the average
of its data vectors; the process is repeated until convergence
is reached, i.e. the cluster centroids are stable.

As we can see, the only parameter of the method is the
number of clusters K. If no (correct) guesses for K are pro-
vided by the domain knowledge, a reasonable value can be
found by applying standard methods (see, e.g. [15]) that
run the clustering with several values for K, and select the
largest one such that a further increase in K generates no



significant improvement in the clusters compactness (the lat-
ter being measured through a quantity called SSE, defined
in the next sections for other purposes).

2.3 Customer segmentation on dynamic data
The mobility of individuals is a phenomenon that, in prin-

ciple, can highly change with time. For instance, some rou-
tines might be affected by sudden and temporary variations
of the environment (special events or road works forcing
people to adapt their daily routes), or they might be influ-
enced by seasonal factors (actually, the whole lifestyle might
change from winter to summer). Finally, a change in the mo-
bility might be simply an effect of the natural evolution of
individual lives, possibly involving changing working condi-
tions, family status and taste on how to enjoy the spare time
– cases in which the variation of the individual mobility is
more likely to last relatively long.

For these reasons, in our context it is advisable to have
mechanisms that ensure a good fit between the actual seg-
mentation (the one that the company is using to shape its
business) and the real mobility behavior of the customers.

Assuming to have access to a stream of continuously up-
dated indicators for all our customers, the first question to
tackle is the following: how and when the changes detected
on single users should translate into changes in the customer
segmentation? Indeed, some individual changes might be
small enough to have negligible effects on the corresponding
segments, or at least not to impact on the overall structure
of segments. In these cases, it is advisable to simply keep
the known segmentation, avoiding the practical troubles at
the management level that would result from an excessively
frequent redefinition of the segments.

In order to implement the general principles mentioned
above, we follow an approach where the last computed seg-
mentation is kept as long as some quality requirements are
satisfied, which are defined and discussed below in some de-
tail. Then, whenever such requirements are violated, the
existing segmentation is discarded, and a new one is com-
puted from the most recent data.

In the remaining of this section we provide the elements for
redefining the customer segmentation in a dynamic context
following the ideas mentioned above. We do that assuming
to work in a centralized setting where it is possible to store
and analyze all the mobility data streaming in. In Section 3
we will move to a more realistic setting, where the commu-
nication issues (inevitable on a large scale application like
the one we are developing) are considered and dealt with.

Quality measure. A simple and very popular method for
measuring the overall quality of a clustering is the so-called
Sum of Squared Error (SSE in short), defined as follows:

SSE =
k∑

i=1

∑

p∈Ci

||p− ci||22 (1)

where Ci represents the i-th cluster, and ci is its center
(average vector). This measure evaluates the dispersion of
each cluster around its centroid, and therefore gives empha-
sis to the compactness of clusters. Having dispersed clusters
does not necessarily mean that they are not meaningful or
that they do not capture well the cluster structure hidden
in the data. However, that might affect the reliability of a
centroid as a representative of all the objects in the clus-
ter, and the cluster might lack the homogeneity that was a

requirement of our initial problem – segmenting customers
into groups having homogeneous needs. For this reason the
SSE measure seems to fit properly with our context, and
will later be applied in our application.

We also notice that the use of SSE is very coherent with
the algorithm adopted for clustering. Indeed, it is easy to see
that K-means tries to reduce the SSE at each step of its it-
erative process, stopping when a local optimum is reached.

Monitoring formulation of the problem. Our approach to
deal with dynamic data consists in continuously checking
whether the last customer segmentation computed is still
good enough, recomputing the segments only in the nega-
tive case. This requirement can be easily translated in terms
of SSE by asking that the dispersion of the objects within
the clusters did not grow, or at least not significantly. That
means computing the SSE at each time stamp t, which we
will denote with SSEt, and test that it stays below some
threshold. We refer to this continuous testing with the term
monitoring. Finally, such a threshold should take into ac-
count the dispersion obtained at the very moment the clus-
ters were created, which we denote with SSE0 (i.e. time
counting starts from the moment the most recent clustering
was performed), suggesting to adopt a relative threshold.
That is summarized in the following problem definition:

Definition 1 (Cluster Monitoring Problem).
Given a clustering C = {C1, . . . , Ck} having initial SSE
equal to SSE0, and given a tolerance α ∈ R+, we require to
ensure that at each time instant t the following holds for the
SSE of the (dynamic) dataset Dt:

SSEt ≤ (1 + α)SSE0 (2)

When that does not happen, a recomputation/update of clus-
ter assignments should be performed.

We should note that SSE describes all the clusters to-
gether, aggregating the dispersions of the single clusters.
That means that in principle having a good SSE does not
guarantee that each single cluster is compact, since some
slightly over-dispersed cluster might be balanced in the sum
by some virtuous one that adds very little to the SSE. From
this perspective, it might happen that the end user of our
application wants to ask for stronger requirements in the
monitoring problem. Therefore, we will consider also the
following variant of the problem, where the constraints are
imposed over each single cluster:

Definition 2 (Strict Cluster Monitoring). Given
a clustering C = {C1, . . . , Ck} having initial SSE equal to
SSE0, and given a tolerance α ∈ R+, we require to ensure
that at each time instant t the following holds:

∀ki=1.SSE
(i)
t ≤ SSE(i)

0 + θ(i) (3)

where SSE
(i)
t is the contribution of cluster i to the SSE

at time t, i.e. SSEt =
∑k

i=1 SSE
(i)
t , and the θ(i) ∈ R+ are

fixed thresholds such that
∑k

i=1 SSE
(i)
0 +θ(i) = (1+α)SSE0.

When condition (3) is violated, a recomputation/update of
cluster assignments should be performed.

3. DISTRIBUTED MONITORING
Our application context implies that our data sources are

both streaming and distributed, since each vehicle involved



continuously generates updates for its indicators, and all
these data need somehow to be collected by a single unit
to elaborate them. This creates a simple network with sev-
eral nodes that communicate exclusively with a single spe-
cial node, that we call controller, where nodes just commu-
nicate everything and the controller performs all the com-
putation. However, such a purely centralized solution is
applicable only on the small scale, since the communica-
tion stream generated by millions of vehicles would be hard
to sustain. In this section we propose a solution based on
the distributed monitoring paradigm, that aims to save a
significant amount of communications by deferring a small
part of the computation to the nodes of the network. More
specifically, our objective is to continuously verify that the
clustering/segmentation satisfies the quality constraint (2)
or (3), and recompute the clustering only when the con-
straint is violated. Therefore, a simple way to distribute the
computation consists in providing to the nodes some local
conditions to test such that, if each local test is success-
ful, they guarantee also the satisfaction of the global quality
constraint. The basic idea is that the nodes themselves can
recognize the data changes that do not significantly impact
on the quality measure to monitor, thus avoiding to update
the controller with useless information.

In the following subsections we describe the setting of dis-
tributed monitoring of functions that we are going to use,
showing how our problem can be translated is such terms.
Then, we describe the full framework that implements the
monitoring and integrates several forms of predictive models
that improve its communication reduction capabilities.

3.1 Distributed monitoring of functions
The work in [19] addresses the general problem of moni-

toring the value of a function computed over data that are
distributed in a network. More specifically, the framework
considers a two-tiered setting, with n geographically dis-
persed sites (also called nodes) and a central coordinator
(also called controller) that is capable of communicating
with every site, while pairwise site communication is only
allowed via the coordinating source. Each site receives a
stream of data updates and maintains a d-dimensional local
measurements vector vi(t). The task of the coordinator is
to ensure that at each time instant t the following holds:

f(v(t)) ≤ T (4)

where f is a given function, f : Rd → R, T ∈ R is a
threshold and v(t) is the weighted average of the vi(t) of
all sites, i.e. v(t) = (

∑
i wivi(t))/

∑
wi for some weights

wi ≥ 0. While the latter condition is apparently a strong
limitation to the applicability of the framework, it has been
shown that several interesting problems can be reformulated
in this way. A basic means to do this, which will also be used
later in this paper, is a vector augmentation trick, consisting
in adding to vectors vi(t) (sent by the sites to the coordi-
nator) one or more extra components. The basic example
is the task of monitoring the variance of all vi(t), assuming
d = 1, i.e. ensure that vari(vi(t)) ≤ T . While not directly
fitting the form in (4), we can exploit the well known prop-
erty var(X) = avg(X2)− [avg(X)]2 to rewrite our problem
as f(v(t)) = v(t)1 − [v(t)2]2, assuming that each site now
communicates a 2-dimensional vector

(
vi(t), vi(t)

2
)
.

The algorithmic solution proposed in [19] to perform the
monitoring of (4) follows a so called geometric approach.

All the points in Rd where (4) is satisfied form the admis-
sible region G, and our objective is simply to ensure that
v(t) ∈ G. The method stems from the following property:
the convex hull of a set {xi}i ⊂ Rd of points is entirely
contained in

⋃
iB(xi, e), where e is any point in Rd and

B(xi, e) is the ball having the segment xie as diameter. In
turn, it is straightforward to see that our v(t) is contained
in the convex hull of the set {vi(t)}i. Therefore, if every ball
B(vi(t), e) is contained in the admissible region (namely, it
is monochromatic), then also v(t) will be, and therefore (4)
will be satisfied. Once the controller has communicated to
all sites the point e, each site will be able to test whether its
ball B(vi(t), e) is monochromatic. As long as no site detects
a failure, we are guaranteed to satisfy (4), without any need
of communicating information to the controller. When a site
fails, it notifies the controller, who, in the basic approach,
will ask to every site to send their new vector values, and
test condition (4). Notice that the test performed on each
site might cause false alarms (its ball exits the admissible
region, yet the overall v(t) is still inside) but not false neg-
atives, i.e. when condition (4) is violated the system will
always discover that. While in principle the point e can be
chosen freely, it is convenient in practise to compute it as
e = v(t′), where t′ is the time of the most recent synchro-
nization, i.e. the phase where every site communicates its
new values to the controller. Beside at the start-up of the
system, synchronizations usually occur when a site rises an
alarm. With this choice, it results useful to slightly change
the method by asking each site to check the ball B(ui(t), e)
instead of B(vi(t), e), where ui(t) = e + (vi(t) − vi(t′)) is
called the drift vector. It is trivial to prove that the average
avgi (ui(t)) is equal to v(t), thus not changing the monitor-
ing task. Yet, now, immediately after any synchronization
we have that ui(t

′) = e, therefore the vectors of all sites start
from the same point e, and the balls B(ui(t), e) have actu-
ally the size of a single point, clearly reducing the chance
that a false alarm will rise in the near future.

3.2 Distributed monitoring of cluster quality
The cluster monitor problem (Definitions 1 and 2) can

be fitted to the geometric approach described above, by
properly rewriting it and exploiting the vector augmentation
trick seen for the variance monitoring (Section 3.1). Indeed,
the formulation of SSE is very similar to a variance, though
on d dimensions. To find the precise relation between the
two, we observe that each cluster Ci, having centroid ci,
contributes to the SSE by the following value:

SSE(i) =
∑

p∈Ci
||p− ci||22

=
∑d

j=1

∑
p∈Ci

(pj − avgq∈Ci(q
j))

= |Ci|
∑d

j=1 varp∈Ci(p
j)

= |Ci|
∑d

j=1

[
avgp∈Ci((p

j)2)−
(
avgp∈Ci(p

j)
)2]

(5)
where pj represents the j-th component of the d-dimensional

vector p. This means that by augmenting the vector vi(t) of
each node with the additional d features vi,1(t)2, . . . , vi,d(t)2,
we can compute the variance for each component, as re-
quested in (5). Actually, we can do slightly better, by fur-
ther aggregating the terms in the last line:

SSE(i) = |Ci| ·
[
avgp∈Ci

(
||p||22

)
− ||avgp∈Ci(p)||22

]
(6)

which means that only one additional component is needed,
corresponding to ||p||22 of the node (p represents our vi(t)).



3.3 Monitoring framework
The relation (6) states that the geometric approach dis-

cussed in Section 3.1 can be applied to monitor a single
cluster, provided that we have defined a threshold value for
it. This provides a direct solution to the strict version of
our monitoring problem (Definition 2), since it already in-
troduces an individual threshold for each cluster, and there-
fore implicitly partitions the problem into K separate sub-
problems. The basic problem (Definition 1), instead, does
not impose such a partitioning, and allows some interplay
between the different clustering, e.g., clusters with a high
SSE(i) might be balanced by others having a low value.

Problem partitioning. In our solution we choose to divide the
monitoring into K separate sub-problems in both the basic
and the strict problem definitions. That means, in practice,
we will introduce thresholds for each single SSE(i) also in
the basic case, thus actually making it more restrictive. Ad-
ditional mechanisms to exploit the interplay between clus-
ters allowed by the basic problem will be introduced later
in this section. Then, after each synchronization, where all
nodes send their vectors to the controller (including the ini-
tial start-up of the system), the controller will send to the
node of each cluster both its centroid and the corresponding
SSE threshold. With this information, each node will be
able to locally test sufficient conditions that ensure the clus-
ter not to exceed the SSE threshold assigned to it, based
on the geometric solution described in Section 3.1.

In order to perform the above mentioned threshold parti-
tioning, we essentially need to define the values (or rather,

a method to compute them) of the constants θ(i) mentioned
in Definition 2, i.e. the SSE increments allowed to each
cluster. Two natural choices emerge: using the same value
for all clusters; or making θ(i) proportional to SSE(i). The
first solution will be called uniform SSE distribution, and
implies that we set ∀i.θ(i) = αSSE0/K. The second one
will be called proportional SSE distribution, and requires

to set ∀i.θ(i) = αSSE
(i)
0 . In order to allow a flexible choice

between the two alternatives, we will adopt the following
schema, parametric in β ∈ [0, 1]:

∀i.θ(i) = β
(
αSSE

(i)
0

)
+ (1− β)

(
α
SSE0

K

)
(7)

Thus, β = 0 will correspond to the uniform distribution,
β = 1 to the proportional one, and any value in the middle
to some trade-off between them.

Multi-level monitoring. The previous discussions suggest
that the cluster monitoring can be organized at three levels,
as depicted in Fig.1. At the bottom layer, each node checks
its local constraints, based on the information it received
during the last synchronization. Whenever a local viola-
tion occurs at some node, the controller reacts by verifying
whether the alarm was true (the SSE(i) of the correspond-
ing cluster is too large) or not, which constitutes the second
layer. The basic action taken by the controller is to simply
query all nodes of the cluster to compute the real SSE(i), yet
smarter solutions are possible, including the node balancing
strategy that will be discussed later in this section. When
the alarm is true, the strict problem definition requires a
recomputation of the clustering, and thus the controller also
needs to start a full synchronization. In the basic problem
definition a smarter approach is possible (also discussed later
in this section) which checks whether other, more virtuous

Figure 1: Logic organization of the framework.

clusters have a SSE(i) that can balance our large one.
Algorithm 1 summarizes the whole monitoring process for

a more complex case, i.e. the basic problem, where some bal-
ancing is possible between single nodes or between clusters.

Algorithm 1: Overall monitoring workflow

Input: number of clusters K; tolerance α; dynamic customers
data set D

// Synchronization and setup
Initialize t := 0;1
All nodes in D send vectors vi(0);2
Compute clustering;3
foreach cluster Ci do4

Compute threshold SSE
(i)
thr;5

Send ci and SSE
(i)
thr to all nodes in Ci;6

// Monitoring
repeat7

t := t+ 1;8
foreach node Si ∈ D do9

Si tests its local constraints;10
if Violation then11

Send alarm to Controller;12

foreach cluster Ci do13
if Controller receives at least one alarm from Ci then14

Try node balancing on Ci;15
if balancing failed then16

Try cluster balancing;17
if balancing failed then18

Exit loop and request synchronization;19

if Requested synchronization then20
// Recompute clusters
Compute clustering ;21
foreach cluster Ci do22

Compute threshold SSE
(i)
thr;23

Send ci and SSE
(i)
thr to all nodes in Ci;24

until Forever ;25

First, in an initialization phase (steps 1–6) the controller
receives all local vectors vi(0) from the nodes and computes
a first clustering, sending back to the nodes all the infor-
mation they need to start the distributed monitoring. The
monitoring phase (steps 7–25) contains three main actions:
first, each node tests its local constraints (steps 9–12) us-
ing the methods described in Sections 3.1 and 3.2. If no
violation occurs, the monitoring cycles simply goes on with-
out any communication and any action from the controller’s
side. If, instead, there is some local violation, the controller
communicates with the nodes of the corresponding cluster
to check is the violation can be balanced (steps 13–15). If
that is not possible, it means the cluster SSE is too large,
and the controller tries to see if other clusters can help to
balance it (steps 16–17). If everything fails, it means the
whole clustering is actually violating the monitoring con-
dition (2), and therefore an initialization of the system is



required (steps 18–19). The latter event triggers the execu-
tion of the last phase (steps 20–24), essentially requiring the
same operations of the initialization phase. We remark that
the strict version of the monitoring problem does not allow
any interplay between clusters, therefore, in that case the
cluster balancing (step 17) should simply be omitted. Also,
as we will see later, the cluster balancing is executed in such
a way that a when it fails all nodes will already have sent
their up-to-date vectors to the controller, and therefore it
is not required any further communication from the nodes
side. When the cluster balancing is omitted, as for the basic
monitoring problem, such communications are needed, and
step 2 should be replicated before the clustering takes place
(i.e., between steps 20 and 21).

3.4 Node-level improvements
The proposed solution can be improved in several ways,

by exploiting recent developments of the general theory sum-
marized in Section 3.1 (which will be discussed in the next
paragraphs) or by extending it with application-specific im-
provements (topic mainly covered in the next section).

Safe Zones for convex inadmissible regions. The geometric
method discussed in Section 3.1 provides a means to decide
locally to the node which vector values guarantee that the
overall function satisfies the global constraint to monitor.
The set of such values is also called safe zone and, since it is
only based on the global function and on the reference point
e, all nodes have the same safe zone.

In [14] it is shown that the safe zones built by the geo-
metric method can also be computed as the intersection of
an infinite set of hyperplanes. Yet, it is also shown that
part of them are unnecessary, which makes the safe zones
smaller (and thus less effective) than what strictly needed.
A particular case is that where the inadmissible region (the
set of values that violate the global constraint) is convex.
In this situation we can easily find an optimal safe zone in
two steps: first, find the point p of the inadmissible region
which is closest to the reference point e; second, draw the
hyperplane that passes through p and is orthogonal to the
segment ep, and then, of the two half-spaces determined by
the hyperplane take as safe zone the one that contains e.

This is very relevant for our problem, since the SSE(i) of
a cluster has a quadratic form with positive coefficients, and
therefore our inadmissible region is the part of space that
stands above an “upward” parabola, which is a convex set.
For this reason, in our application we will adopt the smarted
safe zones described above.

Balancing. As already mentioned earlier, when a node vi-
olates its local constraints (i.e., it exits its safe zone) there
might be other nodes that can compensate it. A simple
method to do that consists in applying a straightforward
property: if we move the local vectors vi(t) and vj(t) of two
nodes, respectively by δ and −δ, the overall average v(t)
will not be affected. That means that if vi(t) trespassed the
border (an hyperplane, in our case) of the safe zone by an
amount δ, generating an alarm, and we realize that vj(t)−δ
still remains in the safe zone, we can remove the violation
by translating both vectors as described above, without any
further effect on the monitoring process. Actually, since the
border of the safe zone is a hyperplane, we only need to
consider δ that are orthogonal to it, therefore we can code
the translation by means of a single scalar, representing the

distance between vi(t) and the hyperplane.
The balancing of nodes, then, is realized along the follow-

ing strategy: when a node of cluster Ci raises a violation,
it also communicates its amount δ (which will be negative);
then, the controller asks to 2 other nodes of the cluster,
chosen randomly, their distance δ1 and δ2 from the hyper-
plane. If δ + δ1 + δ2 ≥ 0, the balancing is successful, oth-
erwise the controller tries with 4 more nodes, etc., at each
iteration doubling the number of nodes involved, till either
δ +

∑
i δi ≥ 0, or all nodes have been contacted without

success. In the latter case, the balancing fails.
When the balancing is successful, we have two alterna-

tives, that we call respectively balancing with memory and
memoryless balancing. In the first one, the node that rose
the violation and the other ones needed to balance it, perma-
nently translate their vectors; in the second one, the trans-
lation is only virtual, and all nodes keep their vector. The
latter is expected to work better in situations where the vi-
olations are due to temporary noisy updates of the vectors,
which should disappear at the next timestamp.

The balancing process described above, when successful,
assigns a final distance from the hyperplane that is zero for
the node who rose the violation and all those used to balance
it, while all other nodes (those queried by the controller but
not needed to reach the amount |δ|) are left unchanged. A
possible alternative consists in building a buffer between all
the n nodes and the hyperplane, by redistributing the total
amount of δi of the nodes not yet involved. That can be
realized by setting the distance from the hyperplane of each
node involved to

(
δ +

∑n
i δ1

)
/(n+ 1).

Finally, the same kind of reasoning followed so far can
be applied at the level of clusters, in the case of the basic
problem definition: if a cluster exceeds its assigned threshold
θ(i), the controller can try to balance it with other clusters.
In order to do that, all the nodes of each cluster Cj involved
will send their up-to-date vectors, in order to compute the
real SSE(j), and see if it can be used to balance SSE(i).
Similarly as above, we can also introduce a buffer, in order
to provide some extra-tolerance to the clusters for the next
iterations of the monitoring. Since the number of cluster
is usually relatively low, the exponential schema applied at
the level of nodes can be replace by a linear one, i.e. the
controller involves new clusters in the balancing one-by-one,
instead of doubling their number at each step.

In Section 4 we will experiment all these variants, in order
to verify which ones seem to fit better our application.

3.5 Introducing predictive models
The recent work in [8] extends the geometric approach by

introducing predictive models. The basic idea is that the
reference point e used to define the safe zones needs not to
be static. As far as all nodes always share the same value,
it can change in time. The basic idea consists in defining
models that provide some predictions for each vi(t), which
in turn are combined together by the controller to provide
a model that predicts v(t). Such model is distributed to
all nodes, which will then use its predicted values as (time-
varying) reference point. The final effect is that, if the pre-
dictive models work well, the drift vectors of the nodes (see
Section 3.1) will all be very close to the real value v(t), thus
minimizing the chance of false alarms.

We distinguish two types of predictive models to use in
our framework: one based on the detection of trends in the



Figure 2: Communications during the strict cluster-
ing monitor by varying the α parameter.

recent data; and one based on the detection periodicities of
the data, obtained by analyzing historical information.

Trend-based models. From this family of models, introduced
in [8], we will consider two alternatives: the linear growth
model, which assumes that the vector of a node will evolve in
time following the law vi(t) = t

ts
vi(ts), where ts is the time

of the last synchronization; and the velocity/acceleration
model, which assumes the law followed has the form vi(t) =
vi(ts)+(t−ts)veli +(t−ts)2acci, where veli and acci are es-
timates of the velocity and acceleration (as vectors) of vi(t)
estimated at time ts by the node itself, by looking to a piece
of its recent history. Both models favour simplicity and ease
of computation, only requiring to send very little extra in-
formation on the network.

History-based models. This models extend the approach
of [8] by learning regularities in the behaviour of a vector
vi(t) from a segment of history of its node, in way similar
to [16]. We consider two variants. The first one is called
history-based constant model, very simply computes the av-
erage value of vi(t) on the history segment, which then rep-
resents the “default” vector for the node. The second one is
called history-based variable, and performs a similar compu-
tation, yet providing different values for different time slots
within the 24h of the day. This way, we will obtain a “de-
fault” vector which is dependent on the hour of the day (or
other time unit adopted). Since they are based on longer-
term history, as compared to the trend-based methods, these
solutions require to send the local models of the nodes to the
controller (and the aggregate global model backward) only
at the beginning of the monitoring, thus not affecting com-
munications in any significant way.

Adapting the Choosing Among Alternative approach shown
in [8], we combine together all models listed above in the fol-
lowing way: at each synchronization only one model type is
chosen, based on how well each model performed since the
previous synchronization. Therefore, each node always ap-
plies all models, in order to test whether it would cause an
alarm or not, even if only one of them is actually used to
decide whether a violation is occurring. During the synchro-
nization, for each model the coordinator counts the number
of nodes where the model was successful (i.e., did not signal
a false alarm), and selects the best one.

3.6 Dataset and data preprocessing
The dataset is provided by an Italian company called Oc-

Figure 3: The percentage predictive model usage.

toTelematics collecting data for insurance purposes. This
dataset is composed by GPS observations of 11,470 1 private
cars active in Tuscany in a period of 35 days between June
and July 2011. Due some pre-processing (i.e. aggregation
and filtering) performed by the device on board the sam-
pling rate is reduced to a observation every 3 minutes and it
is not regulated by any policy of synchronization. Moreover,
we divided the dataset temporally in order to create a train-
ing and a test set respectively using the first week and the
remaining 4 weeks. The two dataset are processed to extract
the measures presented in Sec.2.2 using a time window of 3
days with a time granularity of 15 minutes. Unfortunately,
due the low sampling rate, some of the measures can’t be
extracted, i.e. all the acceleration based measures, there-
fore we have excluded them from our experiments. Once all
the measures are collected we studied their values and since
some variables follow skewed distribution, they were trans-
formed to a log scale. Finally, all variables have been nor-
malized through z-score, thus making all variables have zero
average and variance equal to 1. Since the idea is to build
the customer profiles using a clustering method, we must
consider also the correlation between the measures, hence
we used the training set to produce a schema of correlations
revealing that several strong correlations held. Therefore we
selected a subset of measures to avoid strong biases in suc-
cessive analyses and, as side effect, reduce the dimensionality
of the dataset. The attributes remained after this selection
are the following: Duration, Radius g L1, TimeL1L2, En-
tropyArc, Pcity, Phighway, Pnight, Pover and Profile.

4. EXPERIMENTS

4.1 Performance evaluation
To evaluate the performances of the proposed method we

consider the amount of communications exchanged between
the nodes and the controller. To better study the perfor-
mances we separated two different kinds of messages: the
ones coming from the nodes toward the controller and vice
versa. The communications of the first type are always of the
same size (a vector with d dimensions plus other parameters
for predictive models) and the channel is a point-to-point
link between the node and the controller; meanwhile the
second group is composed by communications with different
sizes that can use broadcasting capabilities of the networks
to reach all the nodes at once. A worst case analysis of
the communications from the controller revealed that they

1The dataset is available at kdd.isti.cnr.it/node/493



Figure 4: Communications during the clustering
monitor by varying the α parameter.

are dominated by the requests for the balancing and they
have an upper bound of 4%, which in an empirically eval-
uation drops to values between 1.23% and 2.34%. For sake
of readability we first present the results of the strict clus-
tering monitor. In Fig.2 the method is evaluated varying
the α parameter. The algorithm is applied with different
variants presented in previous sections: the method with
only node balancing without memory (Basic); with mem-
ory during the balancing (M); using the trend predictive
models (PT); using the history predictive models (PH); and
considering a buffer in the balancing (B). Moreover in the
figure we report also the baseline representing a lower bound
of the communications needed to monitor, computed as the
communications generated by synchronizations. It is inter-
esting to see the effect of the introduction of the memory
during the node balancing (in the strict problem the clus-
ters are not balanced) which gives a first boost to the per-
formances reducing the communications. The usage of the
trend based predictive models contributes only marginally to
reduce communications, while the history based ones have
a rather large impact, reducing the communications close
to the baseline. The impact of the history-based predictive
models it is also confirmed by the Fig.3 where the usage of
each predictive model is analyzed in terms of the amount
of time in which it is used during the monitoring. It is
important to notice how, excluding the static one, the con-
stant history based model is the most used outperforming
the others. The second most used is the variable version,
which is probably more affected by noisy values than the
constant version. The least used is the linear growth which
is never used and clearly not suitable to describe the trend
of the data. Considering the basic version of the clustering
monitor problem, it is clear from the baseline in Fig.4 that
the communications needed are less. Our method obtains
good performances and, as in the strict version, the predic-
tive models improve the performances. Experiments showed
that the buffer feature presented in Sec.3.4, applied at the
node level, does not improve the performances significantly,
hence in the experiments we present it only in the case of
the balancing applied at the cluster level, where we can see
that it reduces significantly the communications, both with
and without the predictive model.

4.2 Cluster evaluation
Given the result of a clustering operation, our end user

needs to interpret the solution by defining and labeling the

Figure 5: Hierarchical clustering on a set of cen-
troids (left) and feature distributions (right).

obtained clusters. Interpreting clusters usually involves ex-
amining their centroids, which represent the average behav-
ior of each group of objects. This analysis is important be-
cause sheds light on whether the segments identified by the
clusters are conceptually distinguishable. As a consequence
we have decided to examine the values of centroids and tried
to identify explanatory features to profile the clusters. The
first step of the interpretation process was to understand
the relation among the cluster centroids in order to under-
stand their similarity (or dissimilarity). Therefore, we have
applied on the set of centroids a hierarchical clustering al-
gorithm with “single-linkage” method for the distance com-
putation. The result simply highlights groups of centroids
(clusters), which are similar and clusters that are particu-
larly different. In this way, it is easy to understand which
clusters represent similar customer profiles. In Fig.5 (left)
we depict the result of the hierarchical clustering on a set
of centroids. We observe that by analyzing the dendogram
an analyst could easily understand that the customer pro-
file represented by Cluster 12 (green) and that of Cluster
0 (red) should be more similar to each other than the cus-
tomer profile of Cluster 38 (blue). This is confirmed by the
behaviors of some of the feature distributions in each one of
these three clusters. Indeed, in Fig.5(right), we observe that
the feature distributions are more similar in Clusters 0 and
12; especially, for almost all the context-aware features.

Analyzing the feature distributions in Fig.5(right) we can
characterize each one of the three clusters by labeling them
with a particular customer profile. We classified Cluster 0
as the group of drivers that we call explorers. The people
in this cluster travel a lot without following any particular
systematic behavior and the entropy of their movements is
high. Moreover, this category of drivers tends not to respect
the speed limits. Cluster 12, as explained above, is very sim-
ilar to Cluster 0 but the people here have a more systematic
behavior (Profile), spend more time in their frequent loca-
tions – typically representing home and working locations –,
which probably determine most of their mobility. We iden-
tify these people as long-range commuters. Finally, Cluster
38 represents drivers called Sunday drivers; indeed, they
travel rarely, typically use the highways and do not travel
within the city. Also, they tend to respect the speed limits.

Another important point in the monitoring of clustering
is how much time passes between consecutive reclusterings.
As expected, we verified that it strongly depends on the α
parameter. As an example, for α = 4 we perform the re-
clustering on average once every 20 hours, and an average



of 11 hours for α = 0.8. A deeper analysis reveals that
this average is strongly affected particularly unstable peri-
ods of time where many clusterings are executed consecu-
tively. However, once good profiles are detected the relative
clustering persists longer.

5. RELATED WORK
We briefly summarize some works in the literature on

fields that are tightly connected to our proposal.
Distributed Clustering can be classified into two main
groups. The first one includes completely decentralized meth-
ods requiring a significant amount of communications among
nodes [5, 7, 3]. Most of these works propose algorithms for
k-means clustering over a P2P network. The second group
requires that the nodes build local clustering models and
send them asynchronously to a central station, that forms a
combined global model [18, 17, 13]. The basic assumption
of these algorithms is that each node contains more than
one point. Some of these works propose algorithms for hi-
erarchical clustering [17], others extend the density-based
clustering to this setting [13] and others present a k-means
version suitable for wireless sensor networks with a hierar-
chical structure [18]. As opposed to the methods mentioned
above, in our context, in a given timestamp each node has
a single point that is transmitted to the central station for
the clustering. Moreover, our setting does not allow com-
munications among nodes.

Clustering on Data Streams is addressed in [10]: given
a sequence of points, the approach maintains a good cluster-
ing of the sequences observed, using a small amount of mem-
ory and time. Some other works in the data stream scenario
may be found in [1, 2, 6]. [9] proposes an algorithm for clus-
tering distributed data streams. Given a network of nodes,
where each of them receives its share of a distributed data
stream, the goal is to obtain a common clustering. Here,the
nodes cannot share single points of their datasets, but only
aggregate information. This setting differs from ours be-
cause they image to have more than one point in each node.

Monitoring. Besides the methods addressing the moni-
toring of arbitrary threshold functions over distributed data
streams described in [19, 8] and already discussed in previ-
ous sections, in the literature some works treat the problem
of clustering monitoring by considering different aspects and
settings. For instance, [20] studies the monitoring of the L2
norm, useful for monitoring the accuracy of a k-means clus-
tering. Others consider the clustering monitoring in a P2P
network by proposing a hierarchical structure of nodes [12].

Customer Segmentation. Market segmentation is one
of the most fundamental strategic marketing concepts: group-
ing people according to their similarity in several dimensions
related to a product under consideration [4]. Typically, for
this task predefined customer classification rules are applied.
However, recently, some methods propose the use of clus-
tering algorithms. As an example, in [11] authors propose
the use of k-means clustering analysis to group consumers
into segments by collecting historical data accumulated in
business support systems of a telecommunication company.
They do not consider any distribution of the data and the
analysis is performed off-line.

6. CONCLUSIONS
In this paper we explored an innovative instance of the

customer segmentation problem in the context of car insur-
ances, characterized by a strong human mobility component
and the large scale, distributed and streaming nature of its
data sources. We developed and tested all the components
of the application, exploiting a large dataset of car mobility
data, showing the feasibility of the approach. We believe
that the distributed monitoring of cluster quality proposed
here has a validity beyond the application domain, and we
plan to validate it into an extensive array of clustering prob-
lems so that to achieve a general methodology.
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ABSTRACT
While traditional data-management systems focus on evaluating single, ad-
hoc queries over static data sets in a centralized setting, several emerg-
ing applications require (possibly, continuous) answers to queries on dy-
namic data that is widely distributed and constantly updated. Furthermore,
such query answers often need to discount data that is “stale”, and operate
solely on a sliding window of recent data arrivals (e.g., data updates occur-
ring over the last 24 hours). Such distributed data streaming applications
mandate novel algorithmic solutions that are both time- and space-efficient
(to manage high-speed data streams), and also communication-efficient (to
deal with physical data distribution). In this paper, we consider the prob-
lem of complex query answering over distributed, high-dimensional data
streams in the sliding-window model. We introduce a novel sketching tech-
nique (termed ECM-sketch) that allows effective summarization of stream-
ing data over both time-based and count-based sliding windows with prob-
abilistic accuracy guarantees. Our sketch structure enables point as well
as inner-product queries, and can be employed to address a broad range
of problems, such as maintaining frequency statistics, finding heavy hit-
ters, and computing quantiles in the sliding-window model. Focusing on
distributed environments, we demonstrate how ECM-sketches of individ-
ual, local streams can be composed to generate a (low-error) ECM-sketch
summary of the order-preserving aggregation of all streams; furthermore,
we show how ECM-sketches can be exploited for continuous monitoring
of sliding-window queries over distributed streams. Our extensive experi-
mental study with two real-life data sets validates our theoretical claims and
verifies the effectiveness of our techniques. To the best of our knowledge,
ours is the first work to address efficient, guaranteed-error complex query
answering over distributed data streams in the sliding-window model.

1. INTRODUCTION
The ability to process, in real time, continuous high-volume stre-

ams of data is a common requirement in many emerging applica-
tion environments. Examples of such applications include, sensor
networks, financial data trackers, and intrusion-detection systems.
As a result, in recent years, we have seen a flurry of activity in
the area of data-stream processing. Unlike conventional database
query processing that requires several passes over a static, archived
data image, data-stream processing algorithms often rely on build-
ing concise, approximate (yet, accurate) sketch synopses of the in-

put streams in real time (i.e., in one pass over the streaming data).
Such sketch structures typically require small space and update
time (both significantly sublinear in the size of the data), and can be
used to provide approximate query answers with guarantees on the
quality of the approximation. These answers can be more than suf-
ficient for typical exploratory analysis of massive data, where the
goal is to detect interesting statistical behavior and patterns rather
than obtain answers that are precise to the last decimal. Large-scale
stream processing applications are also inherently distributed, with
several remote sites observing their local stream(s) and exchanging
information through a communication network. This distribution
of the data naturally imposes critical communication-efficiency re-
quirements that prohibit naı̈ve solutions that centralize all the data,
due to its massive volume and/or the high cost of communication
(e.g., in sensornets). Communication efficiency is particularly im-
portant for distributed event-monitoring scenarios (e.g., monitoring
sensor or IP networks), where the goal is real-time tracking of dis-
tributed measurements and events, rather than one-shot answers to
sporadic queries [25].

Several query models for streaming data have been explored over
the past decade. Streaming data items naturally carry a notion
of “time”, and, in many applications, it is important to be able
to downgrade the importance (or, weight) of older items; for in-
stance, in the statistical analysis of trends or patterns in financial
data streams, data that is more than a few months old might be
considered “stale” and irrelevant. Various time-decay models for
querying streaming data have been proposed in the literature, mostly
differentiating on the relation of an item’s weight to its age (e.g., ex-
ponential or polynomial decay [6]). The sliding-window model [12]
is one of the most prominent and intuitive time-decay models that
considers only a window of the most recent items seen in the stream
thus far (i.e., items outside the window are “aged out” or given a
weight of zero). The window itself can be either time-based (i.e.,
items seen in the last N time units) or count-based (i.e., the last
N items). Several algorithms have been proposed for maintaining
different types of statistics over sliding-window data streams while
requiring time and space that is significantly sublinear (typically,
poly-logarithmic) in the window size N [12, 15, 24, 26]. Still, the
bulk of existing work on the sliding-window model has focused on
tracking basic counts and other simple aggregates (e.g., sums) over
one-dimensional streams in a centralized setting. Some recent work
has also considered the case of distributed data, however, no exist-
ing techniques can handle flexible, complex aggregate queries over
rapid, high-dimensional distributed data streams, e.g., with each
dimension corresponding to the frequency of a distinct key in the
stream.

Example: Recent work on effective network-monitoring systems
(e.g., for detecting DDoS attacks or network-wide anomalies in
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large-scale IP networks) has stressed the importance of an efficient
distributed-triggering functionality [20, 22, 18, 17]. In their early
work, Jain et al. [20] discuss a generic distributed attack-detection
scheme relying on the ability to maintain frequency statistics for
high-dimensional data over sliding windows. In particular, each
node (e.g., a network router implementing Cisco’s Netflow proto-
col, a wireless access point, or a peer in a P2P network) maintains
a sliding-window count of all observed messages for each target IP
address. If this count exceeds a pre-determined threshold, which is
determined based on the capacity of the target machine (possibly
expressing the fair share of each client to the target machine), an
event is triggered to a central coordinator as a warning of possible
overloading. The coordinator then collects network-wide statistics
to monitor overloaded nodes or abnormal behavior. More recent
efforts have focused on different variants and extensions of this ba-
sic scheme, often requiring more extensive data/statistics collection
and more sophisticated analyses [18, 17]. (Note that such data col-
lection mechanisms are supported by commercial products, such as
the Cisco Netflow Collection Engine solution.)

The ability to efficiently summarize high-dimensional data over
sliding windows is obviously crucial to such network-monitoring
schemes, given the tremendous volume of network-data streams
and their massive domain sizes (e.g., 248 for IPv6 addresses). This
raises a critical need for synopsis data structures that can compactly
capture accurate frequency statistics for a vast domain space over
sliding windows. Furthermore, to enable the coordinator to aggre-
gate data coming from different nodes (a requirement for detecting
DDoS attacks), we need to be able to compose individually con-
structed synopses to a single synopsis which can capture the global
state of the network and help isolate network-wide abnormalities.
Thus, we are faced with the difficult challenge of designing ef-
fective, composable synopses that can support potentially complex
sliding-window analysis queries over massive, distributed network-
data streams.

Note that similar requirements are frequently observed in other
domains, e.g., for identifying misbehaving nodes in large wireless
networks, for training of classifiers with distributed training data
that expires over time, and for ranking products in a cloud-based
e-shop, based on the number of recent visits of each product.

Our Contributions. In this paper, we consider the problem of an-
swering potentially complex queries over distributed, high-dimen-
sional data streams in the sliding-window model. Our contribu-
tions can be summarized as follows.

• ECM-Sketches for Sliding-Window Streams. We introduce a
novel sketch synopsis (termed ECM-sketch) that allows effective
summarization of streaming data over both time-based and count-
based sliding windows with probabilistic accuracy guarantees. In
a nutshell, our ECM-sketch combines the well-known Count-Min
sketch structure [10] for conventional streams with state-of-the-art
tools for sliding-window statistics. The end result is a sliding-
window sketch synopsis that can provide provable, guaranteed-
error performance for point, as well as inner-product, queries, and
can be employed to address a broad range of problems, such as
maintaining frequency statistics, finding heavy hitters, and com-
puting quantiles in the sliding-window model.

• Time-based Sliding Windows over Distributed Streams. Fo-
cusing on distributed environments, we demonstrate how ECM-
sketches summarizing time-based sliding windows of individual,
local streams can be composed to generate a guaranteed-error ECM-
sketch synopsis of the order-preserving aggregation of all streams.
While conventional Count-Min sketches are trivially composable,
composing ECM-sketches is more challenging, since it requires

the composition of the sliding-window statistics maintained in the
sketch. Compared to earlier work on composable, randomized sli-
ding-window statistics [27, 15], our sliding window approximation
technique is completely deterministic and is much more space ef-
ficient (with a linear rather than a quadratic dependence on the ap-
proximation error). This increased efficiency comes at the cost of
a slight inflation of the worst-case error guarantee due to composi-
tion. Furthermore, we demonstrate how our ECM-sketches can be
exploited in the context of the geometric framework of Sharfman et
al. [25] for continuous monitoring of sliding-window queries over
distributed streams.

• Experimental Study and Validation. We perform a thorough
experimental evaluation of our techniques using two real-life data
sets, in both centralized and distributed settings. The results of our
study verify the efficiency and effectiveness of our ECM-sketch
synopses in a variety of applications, and expose interesting func-
tional trade-offs. When compared to algorithms based on random-
ized sliding window synopses – which are the only ones that were
considered for composition up to now – ECM-sketches reduce the
memory and computational requirements by at least one order of
magnitude with a very small loss in accuracy. Similar savings ap-
ply to the network requirements.

2. RELATED WORK
Centralized and Distributed Data Streams. Most prior work on
data-stream processing has focused on developing space-efficient,
one-pass algorithms for performing a wide range of centralized,
one-shot computations on massive data streams; examples include
computing quantiles [16], estimating distinct values [14], count-
ing frequent elements (i.e., “heavy hitters”) [5, 9], and estimating
join sizes and stream norms [1, 10]. Out of these efforts, flexi-
ble, general-purpose sketch summaries, such as the AMS [1] and
the Count-Min [10] sketch have found wide applicability in a broad
range of stream-processing scenarios. More recent efforts have also
concentrated on distributed-stream processing, proposing commu-
nication-efficient streaming tools for handling a number of query
tasks, including distributed tracking of simple aggregates [23], quan-
tiles [8], and join aggregates [7], as well as monitoring distributed
threshold conditions [25]. All the above-referenced works assume
a traditional, “full-history” data stream and do not address the is-
sues specific to the sliding-window model.

Sliding-Window Stream Queries. As mentioned earlier, the bulk
of existing work on the sliding-window model has focused on al-
gorithms for maintaining simple statistics, such as basic counts and
sums, in space and time that is significantly sub-linear (typically,
poly-logarithmic) in the sliding-window size N . Exponential his-
tograms [12] are a state-of-the-art deterministic technique for main-
taining ǫ-approximate counts and sums over sliding windows, using
O( 1

ǫ
log2 N) space. Deterministic waves [15] solve the same ba-

sic counting/summation problem with the same space complexity
as exponential histograms, but improve the worst-case update time
complexity to O(1); on the other hand, randomized waves [15] rely
on randomization through hashing to track duplicate-insensitive
counts (i.e., COUNT-DISTINCT aggregates) over sliding windows.
While randomized waves can be easily composed (in distributed
settings), they also come with an increased space requirement of
O( log(1/δ)

ǫ2
log2 N), where δ is a small probability of failure. Xu

et al. [27] describe a randomized, sampling-based synopsis, very
similar to randomized waves, for tracking sliding-window counts
and sums with out-of-order arrivals (e.g., due to network delays)
in a distributed setting. As with randomized waves, their space re-
quirements are also quadratic in the inverse approximation error;
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furthermore, their approach requires knowledge of the maximum
number of elements in any sliding window (to set up the synopsis
data structure), which could be problematic in dynamic, widely-
distributed environments. Cormode et al. [11] also propose ran-
domized techniques for handling out-of-order arrivals for tracking
duplicate-insensitive sliding-window aggregates. To address the
high cost associated with randomized data structures, Busch and
Tirthapura propose a deterministic structure for handling out-of-
order arrivals in sliding windows [3]. Similar to the other deter-
ministic structures, this structure also does not allow composition
and focuses only on basic counts and sums. Finally, Chan et al. [4]
investigate continuous monitoring of exponential-histogram aggre-
gates over distributed sliding windows. The main contribution of
their work lies in the efficient scheduling of the propagation of the
local exponential-histogram summaries to a coordinator, without
violating prescribed accuracy guarantees.

Going beyond counts, sums, and simple aggregates, there is sur-
prisingly little work in the more general problem of maintaining
general, frequency-distribution synopses over high-dimensional
streaming data in the sliding-window model. Hung and Ting [19]
and Dimitropoulos et al. [13] propose synopses based on Count-
Min sketches for tracking heavy hitters and frequency counts over
sliding windows; still, their techniques rely on keeping simple equi-
width counters within the sketch, and, thus, cannot provide any
meaningful error guarantees, especially for small query ranges. Sim-
ilarly, the hybrid histograms of Qiao et al. [24] combine exponen-
tial histograms with simplistic equi-width histograms for answer-
ing sliding-window range queries; again, these structures cannot
give meaningful bounds on the approximation error and cannot be
composed in a distributed setting.

3. PRELIMINARIES
ECM-sketches combine the functionalities of Count-Min

sketches [10] and exponential histograms [12]. We now describe
the two structures, focusing on the aspect related to our work.

Count-Min Sketches. Count-Min sketches are a widely applied
sketching technique for data streams. A Count-Min sketch is com-
posed of a set of d hash functions, h1(·), h2(·), . . ., hd(·), and a 2-
dimensional array of counters of width w and depth d. Hash func-
tion hj corresponds to row j of the array, mapping stream items to
the range of [1 . . . w]. Let CM [i, j] denote the counter at position
(i, j) in the array. To add an item x of value vx in the Count-Min
sketch, we increase the counters located at CM [hj(x), j] by vx,
for j ∈ [1 . . . d]. A point query for an item q is answered by hash-
ing the item in each of the d rows and getting the minimum value
of the corresponding cells, i.e., mind

j=1 CM [hj(q), j]. Note that
hash collisions may cause estimation inaccuracies – only overesti-
mations. By setting d = ⌈ln(1/δ)⌉ and w = ⌈e/ǫ⌉, where e is the
base of the natural logarithm, the structure enables point queries to
be answered with an error of less than ǫ||a||1, with a probability of
at least 1− δ, where ||a||1 denotes the number of items seen in the
stream. Similar results hold for range and inner product queries.

Exponential Histograms. Exponential histograms [12] are a de-
terministic structure, proposed to address the basic counting prob-
lem, i.e., for counting the number of true bits in the last N stream
arrivals. They belong to the family of methods that break the slid-
ing window range into smaller windows, called buckets or basic
windows, to enable efficient maintenance of the statistics. Each
bucket contains the aggregate statistics, i.e., number of arrivals and
bucket bounds, for the corresponding sub-range. Buckets that no
longer overlap with the sliding window are expired and discarded
from the structure. To compute an aggregate over the whole (or

Notation Description
N Length of the sliding window, in time units or # arrivals
hi(·) Hash function i of the Count-Min sketch
ar , br Substream of stream a, b, within the query range r
fa(x, r) Frequency of item x in stream a, within the query range r
Ea(i, j, r) Estimated value of the ECM-sketch counter for stream a in

position (i, j) for query range r

ar ⊙ br, ̂ar ⊙ br Real and estimated inner product of ar and br
u(N,S) Upper bound of number of arrivals on stream S within the

sliding window of length N

Table 1: Frequently used notation.

a part of) sliding window, the statistics from all buckets overlap-
ping with the query range are aggregated. For example, for basic
counting, aggregation is a summation of the number of true bits in
the buckets. A possible estimation error can be introduced due to
the oldest bucket inside the query range, which usually has only a
partial overlap with the query. Therefore, the maximum possible
estimation error is bounded by the size of the last bucket.

To reduce the space requirements, exponential histograms main-
tain buckets of exponentially increasing sizes. Bucket boundaries
are chosen such that the ratio of the size of each bucket b with the
sum of the sizes of all buckets more recent than b is upper bounded.
In particular, the following invariant (invariant 1) is maintained for
all buckets j: Cj/(2(1+

∑j−1
i=1 Ci)) ≤ ǫ where ǫ denotes the max-

imum acceptable relative error and Cj denotes the size of bucket j
(number of true bits arrived in the bucket range), with bucket 1
being the most recent bucket. Queries are answered by summing
the sizes of all buckets that fully overlap the query range, and half
of the size of the oldest bucket, if it partially overlaps the query.
The estimation error is solely contained in the oldest bucket, and is
therefore bounded by this invariant, resulting to a maximum rela-
tive error of ǫ.

4. ECM-SKETCHES
We now describe ECM-sketches (short for Exponential Count-

Min sketches), a composable sketch for maintaining data stream
statistics over sliding windows in distributed environments. ECM-
sketches combine the functionality of Count-Min sketches and slid-
ing windows, and support both time-based and count-based sliding
windows under the cash register model. Therefore, they can be
used for compactly summarizing high-dimensional streams over
sliding windows, i.e., to maintain the observed frequencies of the
stream items within the sliding window range.

The core of the structure is a modified Count-Min sketch. Count-
Min sketches alone cannot handle the sliding window requirement.
To address this limitation, ECM-sketches replace the Count-Min
counters with sliding window structures. Each counter is main-
tained as a sliding window, covering the last N time units, or the
last N arrivals, depending on whether we need time-based or count-
based sliding windows.

As discussed in Section 2, there have been several algorithms
proposed for sliding window maintenance. Due to the large ex-
pected number of sliding window counters in ECM-sketches, we
require an algorithm with a small memory footprint. Randomized
sliding window synopses are therefore not a good choice. Instead,
we employ exponential histograms [12], a compact and efficient
deterministic synopsis. Each of the Count-Min counters is imple-
mented as an exponential histogram, configured to provide an ǫ
approximation for any query within a sliding window of length N ,
i.e., the estimation x̂ of the counter for any query range within the
sliding window length is in the range of (1 ± ǫ)x of the true value
x of the counter. We will be discussing our choice for exponential
histograms again in more detail in the following section, where we
will consider alternative deterministic and randomized algorithms.
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Figure 1: Adding an element to the ECM-sketch.

Adding an item x to the structure is similar to the case of the
standard Count-Min sketches. The process for time-based sliding
windows is depicted in Figure 1. First, the counters CM [hj(x), j],
where j ∈ {1 . . . d}, corresponding to the d hash functions are
detected. For each of the counters, we register the arrival of the item
at time t, and remove all expired information, i.e., the buckets of the
exponential histogram that have no overlap with the sliding window
range. The process for count-based sliding windows is similar, but
instead of registering each arrival with system time t, we register it
with the count of arrivals since the beginning of the stream.

The challenges that need to be addressed for the integration of
exponential histograms with Count-Min sketches are: (a) to take
into account the additional error introduced by the sliding window
counters for deriving the accuracy guarantees for ECM-sketches
(presented in the remainder of this section), and, (b) to enable com-
position of a set of ECM-sketches to a single ECM-sketch repre-
senting the order-preserving aggregation of the corresponding indi-
vidual streams (Section 5).

4.1 Query Answering
We now explain how ECM-sketches support point queries, inner

product queries, and self-join queries, and we derive probabilistic
guarantees for the accuracy of the estimation. Our analysis covers
both sliding window models, i.e., time-based and count-based.

Point Queries. A point query (x, r) is a combination of an item
identifier x, and the query range r defined either as number of time
units or number of arrivals. Point queries are executed as follows.
The query item is hashed to the d counters CM [hj(x), j] where
(j ∈ {1 . . . d}), and the estimate of each counter E(hj(x), j, r) for
the query range is computed. The estimate value for the frequency
of x is f̂(x, r) = minj=1...d E(hj(x), j, r).

Let δcm and ǫcm denote the configuration parameters of the Count-
Min sketch, whereas ǫsw denotes the configuration parameter of
the exponential histogram. With ||ar||1 we denote the number of
arrivals within the query range. The following theorem provides
probabilistic guarantees for the approximation quality.

THEOREM 1. |f̂(x, r)− f(x, r)| ≥ (ǫsw + ǫcm + ǫswǫcm)||ar||1
with probability at most δ = δcm.

PROOF. Special case of Theorem 3, proved in the appendix.
As is typical for small-space sketches, the error guarantees are rel-
ative to the stream characteristics, i.e., the L1 norm. For all pairs of
ǫsw and ǫcm satisfying ǫsw + ǫcm + ǫswǫcm = ǫ, the maximum es-
timation error will be ǫ||ar||1. (Note that ǫ ≈ ǫcm+ǫsw, since typi-
cally ǫsw, ǫcm < 0.5, and thus the product ǫswǫcm is much smaller
than the two linear terms.) The optimal pair of ǫcm and ǫsw is the
one that minimizes memory utilization. The worst-case memory re-
quirements of the structure are minimized as follows. The required
memory per sliding window counter is O( 1

ǫsw
log2 Z), where Z

denotes the maximum possible count of each item in the sliding
window. Therefore, the maximum required memory is mem =
c

ǫsw
log2 Z × w × d, with c denoting a constant, w = ⌈e/ǫcm⌉,

and d = ⌈ln(1/δcm)⌉. By derivation we find that the memory
bound is minimized for ǫsw = ǫcm =

√
ǫ+ 1 − 1, and becomes

O( ln
2 Z ln(1/δcm)

ǫswǫcm
) = O( ln

2 Z ln(1/δcm)
ǫ

).

Inner Product and Self-Join Queries. Another frequent query
type is the cardinality of the inner product. Given two streams a

and b, the inner product is defined as a ⊙ b =
∑

x∈D fa(x) ×
fb(x), where D denotes the input domain, i.e., the distinct input
elements, and fa(x) (resp. fb(x)) denotes the frequency of element
x in stream a (resp. stream b). Self-join queries, also called the
second frequency moment F2, are a special case of inner product
queries defined over a single stream: F2(a) =

∑
x∈D (fa(x))

2.
Both inner product queries and self-join queries are very important
for databases, e.g., for building query execution plans, and they
can be efficiently and accurately computed for streams with the
cash register and turnstile model. However, similar to point queries,
computing these queries over sliding windows is challenging.

ECM-sketches can be used to address this type of queries as well.
Let ar (resp. br) denote the substream of stream a (resp. b) within
the query range. With CMa we denote the corresponding ECM-
sketch for stream ar , and with Ea(i, j, r) we denote the estimated
value of the counter of CMa in position (i, j), for query range r.
Also, fa(x, r) and f̂a(x, r) denote the real and estimated frequency
of x in stream ar .

The inner product of two streams a and b in a range r is defined
as ar ⊙ br =

∑
x∈D fa(x, r)fb(x, r). Using the ECM-sketches

of a and b, we estimate it as follows: âr ⊙ br = minj(âr ⊙ br)j ,
where (âr ⊙ br)j =

∑w
i=1 Ea(i, j, r)×Eb(i, j, r). The following

theorem bounds the approximation error of this estimation.
THEOREM 2. |âr ⊙ br − ar ⊙ br| ≥ (ǫ2sw + 2ǫsw + ǫcm(1 +

ǫsw)
2)||ar||1||br||1 with probability at most δ = δcm.

PROOF. In the appendix.
The error is therefore ≈ (2ǫsw+ǫcm)||ar||1||br||1, since the higher-
order components are dominated by ǫsw and ǫcm. Similar to the
analysis for point queries, we can find the optimal pair of ǫsw
and ǫcm guaranteeing a maximum error of ǫ||ar||1||br||1 by us-
ing derivation on the total memory requirements: ǫsw = −1 −

3+3ǫ

3
4
3
(
9+9ǫ+

√
3
√

28+57ǫ+30ǫ2+ǫ3
) 1

3

+

(
9+9ǫ+

√
3
√

28+57ǫ+30ǫ2+ǫ3
) 1

3

3
2
3

and ǫcm =
ǫ−ǫ2sw−2ǫsw
(1+ǫsw)2

.

4.2 Extensions
4.2.1 Time-based Vs Count-based ECM-Sketches

Exponential histograms were originally developed for count-ba-
sed sliding windows. They can be easily extended for time-based
sliding windows as follows. First, each entry in the data structure is
identified using its arrival time, instead of using its position in the
stream. To reduce memory, arrival times are stored in wraparound
counters of O(log(N)) bits, where N is the length of the sliding
window, e.g., in milliseconds. Second, entries expire based on their
arrival time, and not on their position in the stream. Finally, we re-
quire an upper bound of the number of arrivals within the sliding
window time range for each stream S, denoted as u(N,S). Note
that this is required only for computing the maximum memory re-
quirements of the structure a priori; it does not have an impact on
the actual required memory or quality of ECM-sketches. Further-
more, the bound can be very loose without a noticeable change
on the estimated space requirements, because space complexity in-
creases only logarithmically with u(N,S).

Complexity. We use N to denote the length of the sliding window,
either in number of arrivals or in time, depending on the desired
sliding window model. With u(N,S) we denote the upper bound
of the number of arrivals in stream S within a sliding window of
length N . Also, g(N,S) = max(u(N,S), N).

To get an ǫsw-approximation of the number of one-bits in the
sliding window, exponential histograms require O(log(N)+
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Exponential Histogram Deterministic Wave Randomized Wave

Memory O
(
1
ǫ
ln( 1

δ
) ln2(g(N,S))

)
O

(
1
ǫ
ln( 1

δ
) ln2(g(N,S))

)
O

(
1
ǫ2

ln2(δ) ln2(u(N,S))
)

Amort. update O(ln(1/δ)) O(ln(1/δ)) O(ln2(δ))
Worst update O(ln(1/δ) ln(u(N,S))) O(ln(1/δ)) O(ln2(δ) ln(u(N,S)))

Query O(ln(1/δ) ln(u(N,S))/
√
ǫ) O(ln(1/δ) ln(u(N,S))/

√
ǫ) O(ln2(δ)(ln(u(N,S)) + 1/ǫ2))

Table 2: Computational and space complexity of ECM-sketches. Function g(N,S) is used as a shortcut for max(u(N,S), N).

log log(u(N,S))) memory per bucket, to store the bucket size and
bucket boundaries. The number of buckets is O(log(u(N,S))/ǫsw),
yielding a total memory of O(log2(g(N,S))/ǫsw). With respect to
computational cost, the update cost per element is O(log(u(N,S)))
worst-case, and O(1) amortized time. Queries covering the whole
sliding window are executed in constant time. For queries with
range N ′ < N , the required time is O(log(u(N,S)/ǫsw)). The
extra time is required for finding the oldest bucket overlapping with
the query, assuming sequential access. If the storage model of the
buckets supports random access, e.g., a fixed-length array, then this
time can be further reduced to O(log(log(u(N,S)/ǫsw))), by em-
ploying binary search.

The space complexity of ECM-sketches is as follows. For the
Count-Min array, we require an array of width w = ⌈e/ǫcm⌉ and
depth d = ⌈ln(1/δ)⌉. Each cell in the array stores an exponential
histogram, requiring O(log2(g(N,S))/ǫsw) bits. Therefore, the
total memory requirements are O( 1

ǫswǫcm
log2(g(N,S)) log(1/δ)).

With respect to the time complexity, adding an element requires
computing d hash functions, and updating d separate exponential
histograms. The amortized complexity for each arrival is there-
fore O(d) = O(log(1/δ)), whereas the worst-case complexity is
O(d log(u(N,S))) = O(log(u(N,S)) log(1/δ)). Finally, query
execution takes O(log(1/δ)) time for a query of range N ′ equal to
N . For N ′ < N , the execution cost is O(d log(u(N,S))/ǫsw) =
O(log(1/δ) log(u(N,S))/

√
ǫ) with sequential access to buckets,

e.g., using a linked list. With random access support, binary search
can be used for finding the last relevant bucket for each query, re-
ducing the query cost to O(log(1/δ) log(log(u(N,S))/

√
ǫ)).

4.2.2 ECM-Sketches based on Waves
The sliding window counters can also be materialized using other

sliding window algorithms. In the literature, two such algorithms
are particularly well-known: (a) deterministic waves, and, (b) ran-
domized waves [15]. We now show how ECM-sketches can in-
corporate these algorithms, and discuss the positive and negative
aspects of each variant.

Deterministic Waves. Deterministic waves [15] have identical
memory requirements with exponential histograms, and they out-
perform exponential histograms with respect to worst-case com-
plexity for updates, requiring always constant time. As such, the
space and computational complexity of ECM-sketches based on
deterministic waves is the same to the one of sketches based on
exponential histograms, with the only difference being the worst-
case update complexity, which is O(log(1/δ)).

A downside of deterministic waves is that they require knowl-
edge of the upper bound of the number of arrivals u(N,S) during
the initialization of the data structures, to decide on the required
number of queues/levels. Any overestimation of u(N,S) is there-
fore translated to an increase on the space requirements – logarith-
mic with u(N,S). It is important to note that this constraint is
substantially less limiting compared to the constraints of previous
algorithms, e.g., [27], which required an upper bound for the total
number of items in all streams, and therefore could not be applied
to dynamic networks, with an unknown number of participating
nodes and streams.

Randomized Waves. Randomized waves [15] provide an (ǫ, δ)

approximation for the basic counting problem, i.e., Pr[|x̂ − x| ≤
ǫswx] ≥ 1 − δsw, where x̂ and x denote the estimated and real
number of true bits in the sliding window range respectively. This
structure has substantially higher space complexity compared to the
deterministic counterparts – O(1/ǫ2sw) instead of O(1/ǫsw). How-
ever, randomized waves are important for distributed applications,
as they enable lossless aggregation of individual summaries to a
single summary corresponding to the aggregated data. Therefore,
we also consider randomized waves for integration with the ECM-
sketch.

The space complexity of ECM-sketches based on randomized
waves is derived by multiplying the space complexity of the two ba-
sic structures: O (log(δcm) log(δsw) log2(f(N,S))/(ǫcmǫ2sw)

)
.

Inserting a new element requires O(log(δcm) log(δsw)) amortized
time, and O(log(δcm) log(δsw) log(f(N,S))) worst-case time. Fi-
nally, query execution takes O(log(δcm) log(δsw) (log(f(N,S))+
1/ǫ2sw)) with sequential access to buckets and O(log(δcm) log(δsw)
(log log(f(N,S)) + log(1/ǫ2sw))) time with random access.

THEOREM 3. |f̂(x, r)− f(x, r)| ≥ (ǫsw + ǫcm + ǫswǫcm)||ar||1
with probability at most δ = δsw + δcm.

PROOF. In the appendix.
By derivation on the total memory usage, we can find the combi-
nation of ǫsw and ǫcm that minimizes the memory bound: ǫsw =√

ǫ2+10ǫ+9+ǫ−3

4
and ǫcm =

3ǫ−
√

ǫ2+10ǫ+9+3

ǫ+
√

ǫ2+10ǫ+9+1
. The optimal space

complexity becomes O
(
log(δcm) log(δsw) log2(f(N,S))/ǫ2

)
, and

for δcm = δsw = δ/2 it becomes O
(
log2(δ) log2(f(N,S))/ǫ2

)
.

Table 2 summarizes the main results for the combination of ECM-
sketches and the three sliding window structures. The results cor-
respond to both time-based and count-based sliding windows.

5. ORDER-PRESERVING AGGREGATION
For many distributed applications, such as the network monitoring
application described in the introduction, we require aggregating
individual ECM-sketches CM1, CM2, . . . , CMn, each one cor-
responding to stream S1, S2, . . . , Sn, to get a single ECM-sketch
CM⊕ that corresponds to the logical stream S⊕ = S1 ⊕ S2 ⊕
. . . ⊕ Sn. The ⊕ operator is defined as an aggregation that pre-
serves the ordering and arrival time of the events. Standard Count-
Min sketches allow this aggregation, as long as all sketches are
constructed with identical dimensions and hash functions. For this,
they rely on the linearity of the Count-Min counters, which are sim-
ple integers in the general case. However, this does not trivially
hold for ECM-sketches, where the counters are not simple num-
bers but complex sliding window structures, since the analysis of
exponential histograms (as well as all other deterministic sliding
window structures), does not cover linearity. Although random-
ized structures cover linearity by default, these are substantially
more expensive, and not preferable for ECM-sketches. Therefore,
we now consider the order-preserving aggregation of deterministic
sliding window structures. Note that this problem is interesting by
itself, since these data structures are widely used in the literature
for maintaining statistics over sliding windows. We then extend
our results to cover aggregation of the ECM-sketches.
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5.1 Aggregation of Exponential Histograms
Consider a set of exponential histograms EH1, EH2, . . . , EHn,

summarizing time-based sliding windows. All are configured to
cover a sliding window of N time units. The aggregation opera-
tion is denoted with ⊕, i.e., EH⊕ = EH1 ⊕ EH2 ⊕ . . .⊕ EHn.
With EHj

i we denote bucket j of EHi, and |EHj
i | denotes the

bucket size (number of true bits). By convention, buckets are num-
bered such that bucket 1 is the most recent. The ending time of the
bucket is denoted as e(EHj

i ). To ease exposition, we use s(EHj
i )

to denote the starting time of the bucket, even though this is not
explicitly stored in the buckets. By construction, the starting time
of a bucket is equal to the ending time of the previous bucket, i.e.,
s(EHj

i ) = e(EHj−1
i ).

To construct EH⊕ our methodology considers the individual ex-
ponential histograms as logs. The general idea is to reconstruct
EH⊕ by assuming that half of the elements arrive at the start-
ing time of each bucket, and the other half at the ending time of
the bucket. Precisely, let B denote the list containing all buckets
of all sliding windows. We initialize an empty time-based expo-
nential histogram with error ǫ′, configured to keep the last N time
units, and a maximum of

∑n
i=1 |EHi| elements. For each bucket

B[i] ∈ B, we simulate the insertion in EH⊕ of |B[i]| true bits. Half
of the bits are inserted with timestamp s(B[i]), and the other half at
time e(B[i]). The insertions are simulated in the order defined by
the starting and ending timestamps of the buckets.

THEOREM 4. Consider n time-based exponential histograms
EH1, EH2, . . ., EHn, initialized with error parameter ǫ, and cov-
ering the same time range. The exponential histogram EH⊕ ini-
tialized with error parameter ǫ′, and constructed with the proposed
aggregation algorithm answers any query within its time range for
the stream S⊕ with a maximum relative error of (ǫ+ ǫ′ + ǫǫ′).

We will now give the intuition of the proof. The formal proof
is presented in the appendix. Each exponential histogram EH of
stream S configured with error parameter ǫ can be used to recon-
struct an approximate stream S′, as follows: For each bucket b in
EH , add |b|/2 true bits in time s(b), and |b|/2 true bits in time
e(b). We argue that answering any query with starting time sq
within the range of EH using the reconstructed stream S′ will
result to a maximum relative error ǫ. Let bj be the bucket s.t.
s(bj) < sq ≤ e(bj). Therefore, the accurate answer x of the
query for stream S is bounded by x ≥ ∑j−1

i=1 |bi| + 1 and x ≤∑j−1
i=1 |bi| + |bj |. By construction, the reconstructed stream will

contain a total of
∑j−1

i=1 |bi|+ |bj |/2 items with timestamp greater
than or equal to sq . Therefore, answering the query by counting
the number of true bits in the reconstructed stream with times-
tamp after sq will have a maximum error of max(h−∑j−1

i=0 |bi|+
|bj |/2,

∑j−1
i=0 |bi| + |bj |/2 − l) = |bj |/2. By invariant 1 of expo-

nential histograms, |bj |/2 ≤ ǫ(1 +
∑j−1

i=1 |bi|) ≤ ǫx. Therefore,
the maximum difference between the answer estimated by stream
S′ and the correct answer x will be less than or equal to ǫx.

Our aggregation algorithm is equivalent to reconstructing each
stream S′

i from exponential histogram EHi, and using these to
recreate an exponential histogram EH⊕. The reconstruction of
stream S′ introduces a maximum relative error ǫ, as explained above.
Summarizing S′ with a new exponential histogram we get an ad-
ditional error ǫ′. However, ǫ′ is relative on the answer provided
by stream S′, and not by S. Therefore, the absolute error due
to the exponential histogram summarization will be ǫ′x′, where
x′ ∈ (1 ± ǫ)x and x denoting the accurate answer on Si. Sum-
ming both errors, we get a total relative error of ǫ+ ǫ′ + ǫǫ′.

For the special case when ǫ′ = ǫ, the maximum relative error
becomes 2ǫ+ǫ2. Concerning space and computational complexity,

EH⊕ behaves as a standard exponential histogram, and therefore
has the same complexity as presented in [12].

Multi-level Aggregation. It is frequently desired to aggregate slid-
ing windows in more than one levels. For example, consider a
hierarchical P2P network, where each peer maintains its own ex-
ponential histogram, and pushes it to its parent for aggregation at
regular intervals. Since the aggregated exponential histograms have
the same properties as the individual exponential histograms (albeit
with a higher ǫ), the above analysis also supports iterative aggrega-
tion of exponential histograms.

There are two types of approximation error that influence the
estimation of an aggregated exponential histogram. A possible ap-
proximation error, denoted as err1, is introduced due to halving of
the size of the last bucket of the aggregated exponential histogram.
This error occurs only at query time, and is independent of the num-
ber of performed aggregations. Therefore, at a multi-level aggre-
gation scenario this error does not need to be propagated at the in-
termediary exponential histograms. A second type of error, termed
as err2, occurs due to the inclusion (exclusion) of data that arrived
before (after) the query starting time in buckets that are accounted
(not accounted) in the query result.

It turns out that the error err2 is additive at the worst case (in
absolute value). For instance, in the lowest level (Level 0) of the
hierarchy, aggregating two exponential histograms (all with relative
error ǫ), having a true number of bits (in a given query range) equal
to i1 and i2, will result at a maximum value for err2 ≤ ǫ(i1 + i2).
In Level 1, in addition to the previous possible errors, ǫ(i1 + i2) +
ǫ(i3 + i4) stream items may be incorrectly registered at the wrong
side of the query start time. A recursive repetition for h levels
results to err2 ≤ hǫi, where i =

∑
j ij . The total absolute error

(including err1) then becomes err = err2+err1 ≤ hǫi+ǫ(i+hǫi),
resulting to a maximum relative error of hǫ(1 + ǫ) + ǫ.

In many applications, the number of aggregation levels can be
predicted, or even controlled when constructing the network topol-
ogy. For example, consider DHT-based or hierarchical P2P topolo-
gies, which typically enable a balanced-tree access to the peers of
height h = log(N), where N is the number of nodes. In such sys-
tems, initializing the individual exponential histograms with error√

1+2h+h2+4hǫ−1−h

2h
yields an aggregated exponential histogram

of relative error ǫ. Naturally, this causes a slight inflation of the
size of the sliding window, by O(log(N)). However, even with this
inflation, exponential histograms are – even for extremely large net-
works – substantially smaller and more efficient than randomized
data structures that enable error-free aggregation in the expense of
memory proportional to O(1/ǫ2) (see also Section 5.2).

Deterministic Waves. The aggregation technique trivially extends
for deterministic waves. Recall that each wave is composed of l
levels, each covering a different range. To perform the aggregation,
we start from the lowest level l − 1, and switch to a higher level
every (1/ǫ+ 1)/2 bits, i.e., when the first entry in the higher level
has arrived before the next entry in the current level. Repeating the
calculation of the error bounds for the aggregation of deterministic
waves becomes straightforward when we notice that invariant 1 of
the exponential histograms is also true for deterministic waves.

Count-based Exponential Histograms. Although exponential his-
tograms cover both time-based and count-based sliding windows,
aggregation of exponential histograms is specific for time-based
sliding windows. Count-based sliding windows do not contain suf-
ficient information for allowing order-preserving aggregation. Even
storing the system-wide time of the buckets would not be sufficient
to allow such an aggregation. To illustrate this limitation, consider
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the two count-based exponential histograms depicted in Fig. 2. For
each bucket we store the bucket id, the size of the bucket, the bucket
completion time and the total number of arrivals until that time. An
arrival in count-based sliding windows might be a true or a false
bit. An example query can then be: how many true bits arrived in
the last 100 system-wide arrivals. If these 100 system-wide arrivals
were read between time 19 and 20, then the correct answer would
be 1. However, it is also possible that the last 100 system-wide ar-
rivals have arrived between time 3 and time 20, in which case the
correct answer could be anything between 2 and 9. The information
contained in the two exponential histograms is not sufficient to es-
timate this type of queries, as it only allows us to preserve the order
of the true bits, but looses the order of the false bits, which is also
important. Therefore, given only the exponential histograms, it is
not possible to aggregate them in a way that preserves the ordering
of both true and false bits. Deterministic and randomized waves
also have the same limitation when it comes to order-preserving
aggregation of count-based sliding windows.

5.2 Aggregation of Randomized Waves
Randomized waves were proposed in [15] to address the prob-

lem of distributed union counting: counting the number of 1’s in
the position-wise union of t distributed data streams, over a slid-
ing window. However, the existing algorithm for utilizing more
than one randomized waves does not consider aggregation of sev-
eral waves, to generate a single wave. It assumes that the individual
randomized waves can be stored and accessed any time, which is
inconvenient for large networks. To eliminate this assumption we
now propose a slight variation of their algorithm that can produce
a single randomized wave out of a set of individual waves, with the
same probabilistic accuracy guarantees as the individual waves.

Our algorithm simulates the construction of the aggregate ran-
domized wave RW⊕ by using only the information included in
the individual randomized waves. Consider a set R of randomized
waves RW1, RW2, . . . , RWn, configured to store a sliding win-
dow of N time units, with error parameters ǫ and δ. The aggregate
randomized wave RW⊕ is initialized with the same ǫ and δ pa-
rameters, for storing a maximum of

∑n
i=1 |RWi| events over N

time units. Each level l of RW⊕ is then constructed by concatenat-
ing the corresponding level l from all individual randomized waves,
sorting all events based on the timestamp, and keeping the last c/ǫ2

events. Recall that the number of levels of individual randomized
waves is determined based on the maximum number of events in
the sliding window. Therefore, it may happen that RW⊕ has more
levels than individual randomized waves. To populate the lower
levels of RW⊕, we rehash the events populating the last level of
each individual randomized wave, as proposed in [15] when merg-
ing different levels from randomized waves.

The process of query execution and the accuracy guarantees re-
main the same as for the standard randomized waves.

5.3 Composability of ECM-Sketches
Consider a set of ECM-sketches CM1, CM2, . . ., CMn with

identical dimensions and hash functions. The ECM-sketch CM⊕
with each counter set to the sum of all corresponding counters from
the individual sketches (as defined by the ⊕ operator), summarizes
the information found in the individual sketches:

CM⊕[j, k] = CM1[j, k]⊕ CM2[j, k]⊕ . . .⊕ CMn[j, k]

To bound the estimation error, we consider the two sources of
error in the aggregated ECM-sketch. The error due to the Count-
Min sketch ǫcm does not change, since it only depends on the di-
mensionality of the Count-Min array, which is fixed. However,

EH1 EH2

Bucket id 2 1 5 4 3 2 1
Size 1 1 8 4 2 1 1

Completion time 3 20 3 5 10 15 19
Arrivals 500 1000 900 950 980 990 1000

Figure 2: An example why aggregating count-based exponen-
tial histograms is not possible.

the error due to sliding window estimations at each counter might
change with each aggregation. Let ǫ′sw denote the error produced
by the aggregation of the corresponding Count-Min counters, as
discussed in Sections 5.1 and 5.2. Recall that this error depends on
the data structure used for maintaining the sliding window. Simi-
lar to the case of individual ECM-sketches, the total error is ǫ =
ǫcm + ǫ′sw + ǫcmǫ′sw, with probability 1− δsw − δcm.

6. OTHER APPLICATIONS
In addition to point and inner product queries, ECM-sketches can

also address more complex requirements. We now briefly discuss
two such cases: (a) finding the frequent items, and, (b) continu-
ous monitoring of the value of inner joins or point queries over
distributed streams. Additional problems, such as computing quan-
tiles or answering range queries over sliding windows, can also be
addressed, e.g., by adapting the algorithms proposed for Count-Min
sketches [10] to employ ECM-sketches instead.

6.1 Finding the Frequent Items
Consider a stream S containing items from the universe U. The

straightforward solution for finding the frequent items in the slid-
ing window is to execute |U| point queries on the ECM-sketch, one
for each item in the universe, and retain only the items above the
desired frequency threshold. However, this approach carries a com-
putational complexity of O(|U|×ln(1/δ)) for executing all queries
and detecting the frequent items, which is clearly prohibitive for
streaming algorithms.

A more efficient algorithm based on range sums is proposed by
Cormode et al. [10], and can be adapted to ECM-sketches for ad-
dressing the sliding-window requirements. The algorithm relies on
group testing, for progressively reducing the domain of candidate
frequent items, until only the truly frequent items remain. The basic
idea is to create log(|U|) ECM-sketches, denoted as CM0, CM1,
. . .CMlog(|U|)−1, to keep the number of occurrences of ranges of
items. The i’th ECM sketch is used to maintain the range sum of the
necessary dyadic ranges of length 2i for covering U. A new arrival
x ∈ U is handled by adding ⌊x/2i⌋ to CMi, for 0 ≤ i < log(|U|).
To detect the frequent items, we start with CMlog(|U|)−1, estimat-
ing the number of occurrences of the contained dyadic ranges. If
any of the dyadic ranges has an estimated frequency less than the
frequency threshold φ, the whole dyadic range is ignored, as it can-
not contain a frequent item. For all ranges with frequency surpass-
ing φ, the test continues recursively by breaking the range in two,
and using the ECM-sketch of the lower level.

There are some interesting variants of the above problem, mostly
relating to the way the threshold φ is expressed by the user. If φ is
given as a minimum number of occurrences of each item, then no
further computation is needed to determine which dyadic ranges
are frequent and which are infrequent. However, it is often useful
to express φ as the ratio of the number of occurrences of each item
to the total number of arrivals within the sliding window. For time-
based sliding windows, we can estimate the total number of arrivals
by maintaining an additional sliding window, e.g., a deterministic
wave, and using its lower bound. A better alternative that does
not require additional memory is to use ECM-sketch CM0 to esti-
mate the total number of arrivals, by summing all counters in each
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Figure 3: Local constraints using the Geometric Approach.
Each node constructs a sphere with diameter the drift vector
u of the node and the estimate vector e. The global statistics
vector v is guaranteed to lie in the convex hull of e, u1, u2,
u3, u4. The union of the local spheres covers the convex hull.

row, and getting the average value. Although this approach has the
same error bounds, in practice it offers better estimation accuracy
than maintaining a single additional sliding window, since the er-
rors coming from all counters in each row are usually canceled out.

This estimation based on ECM-sketches may result to false pos-
itives and false negatives. Theorem 5 allows us to bound this error.

THEOREM 5. The proposed algorithm uses
O((log |U|/ǫ) log(2 log |U|/(δφ)) log2(g(N,S))) memory and
amortized time O(log(2 log |U|/δ) log |U|) per update, for detect-
ing every item with frequency at least (φ+ǫ)||a||1. With probability
1− δ, no item with frequency less than φ||a||1 is output.

The same algorithm for approximating range sums can also be
used for range queries, by noticing that all valid ranges within
U can be expressed by a sum of dyadic ranges [10]. The error
guarantees in this case are identical to the ones for Count-Min
sketches, as described in [10], whereas the memory requirements
are O((1/ǫ) log(1/δ) log2(g(N,S)) log |U|) bytes, for maintain-
ing the log |U| ECM-sketches.

6.2 Continuous Monitoring of Functions for
Threshold Crossing

In many application domains, continuous monitoring of func-
tions is required. ECM-sketches can also be used in these scenar-
ios to reduce the memory and network requirements. We give the
main intuition on how this can be done using self-join queries over
sliding windows as an example.

We combine ECM-sketches with the geometric method [25]. The
geometric method allows the distributed monitoring of complex
(non-linear) functions defined over the average of local vectors
(termed as local statistics vectors) maintained at sites. The goal
is to to drastically reduce the required coordination for monitoring
threshold crossing of such complex functions in a distributed net-
work. The main idea is to distributively monitor the domain space
where the average vector may lie. Each site monitors a portion
of the corresponding subset of the domain space, with the corre-
sponding monitoring zone often being expressed as a hypersphere.
A common reference point of all such hyperspheres is the global
estimate vector, which is the average vector computed during the
last global communication (often called as a synchronization step)
among all sites. Figure 3 depicts this process.

In this context, ECM-sketches are used to represent:
• The local statistics vectors at each site. The ECM-sketches are

denoted as −→sv1(t),
−→sv2(t), . . . ,

−→svn(t), where n is the number
of sites. All sketches have an identical configuration.

• The global statistics vector. This vector is the current average
over all local statistics vectors. The value of this vector is un-

known to all sites, unless a synchronization takes place. The
global statistics sketch is denoted as −→sv(t), and is computed by
a linear aggregation of the local statistics sketches. We also
use −→se(t) to denote the global estimate vector, which is the last
known value of the global statistics vector.

Out of these two ECM-sketches, we can also compute the fol-
lowing two vectors, required by the geometric method:
• The statistics delta vectors, denoted using ∆−→sv(t). This vec-

tor is equal to the difference between the local statistics vector
and the corresponding vector that was transmitted in the last
synchronization.

• The drift vectors, denoted as −→sui(t), where −→sui(t) = −→se(t) +
∆−→svi(t). The global statistics vector is guaranteed to lie in the
convex hull of the drift vectors, while this convex hull is cov-
ered by the union of hyperspheres monitored by the sites. Each
hypersphere of a site is constructed with diameter the global es-
timate vector and the corresponding drift vector of the site [25].

To initialize the monitoring process, all nodes send their local
statistics vectors −→sv1(t),

−→sv2(t), . . . ,
−→svn(t) to a coordinator. The

coordinator aggregates all vectors using the algorithm for order-
preserving aggregation of ECM-sketches, and computes a single
global statistics vector −→sv(t). This global statistics vector is called
the global estimate vector, and it is propagated to all network nodes,
e.g., by using a hierarchy, or a broadcasting technique. This es-
timate vector is used by each participating node to extract a set
of Count-Min sketches, one for each query range. Without loss
of generality, assume that we have only a single query range, and−→se(t) denotes the corresponding extracted Count-Min sketch.

After each new arrival at time t′, node pi updates its local statis-
tics vector −→svi, and checks for a local constraint violation. For this
check, pi extracts the statistics delta vector ∆−→sv(t′) from −→svi(t

′)
as a Count-Min sketch, by querying each counter of −→svi(t

′) for its
value within the time range (t, t′]. By summing ∆−→sv(t′) with −→se(t)
the node can compute the drift vector −→sui(t

′), again as a Count-
Min sketch, and construct the sphere of the geometric method. The
sphere is formed with a center κ = (−→se(t)+−→sui(t

′))/2, and radius
α = ||(−→se(t) − −→sui(t

′))||/2. The geometric method guarantees
that if the maximum and minimum value of the function within the
sphere are at the same side of the threshold, then there can be no
threshold crossing caused by this update. For computing the max-
imum and minimum value of the function efficiently, we currently
have closed form equations for simple functions, like self-joins.
Sharfman et al. [25] propose using numerical analysis algorithms,
to compute these extrema, e.g., with Matlab. We are still work-
ing on this problem, to achieve efficient analytic solutions for more
function types.

7. EXPERIMENTAL EVALUATION
Our experiments focused on evaluating ECM-sketches with re-

spect to their scalability, effectiveness, and efficiency, as well as
their suitability for distributed setups. The experiments were con-
ducted using two frequently used real-life data sets, the world-
cup’98 [2] (wc’98) and the Crawdad SNMP Fall 03/04 data set [21]
(snmp). The wc’98 data set consists of all HTTP requests that
were directed within a period of 92 days to the web-servers host-
ing the official world-cup 1998 website. It contains a total of 1.089
billion valid requests, served by 33 server mirrors. Each request
was indexed using the web-page url as a key, i.e., the ECM-sketch
could be used for estimating the popularity of each web-page. The
snmp data set contains a total of 134 million records collected
from the wireless network of Dartmouth college during the fall
of 2003/2003. For this data set, we have used the (anonymised)
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MAC addresses of the clients as keys for indexing. Therefore,
the ECM-sketch enabled estimating the traffic volume generated
by each user.

We have compared three sketch variants, differentiating on the
employed sliding window algorithm: (a) the default variant de-
scribed earlier which is based on exponential histograms, denoted
as ECM-EH, (b) a variant using deterministic waves (ECM-DW),
and, (c) a variant based on randomized waves (ECM-RW). The
comparison between the variants was performed to demonstrate the
influence of the sliding window algorithm to the performance of
ECM-sketches.

7.1 Implementation Details
ECM-sketches were implemented in Java 1.7 using 32-bit ad-

dressing, and executed on a single idle core of an Intel Xeon 1.6
GHz machine. Deterministic and randomized waves were imple-
mented as described in [15], including all optimizations. The queues
were implemented as fixed-size deques. The waves were initialized
using one event per millisecond as an upper bound for the num-
ber of arrivals within the sliding window. In practice, it is rarely
possible to predict the maximum number of events per sliding win-
dow, and therefore conservative estimates, like this one, are often
the only option. Concerning exponential histograms, [12] does not
provide sufficient details for the implementation of the list of buck-
ets. We therefore considered different possibilities for maintaining
the buckets, including fixed arrays, deques, doubly-linked lists, and
tree lists, and their combinations. The most efficient implementa-
tion was a combination of fixed arrays with deques, which enabled
random access to buckets and constant-time bucket merges. Specif-
ically, the bucket list was divided to different levels L0, L1, . . . , Ll.
Each level Li was initialized as a fixed-length deque, for storing
only the buckets of size 2i. Furthermore, to save memory, all levels
were initially set to null, and initialized on request. The space and
computational complexity of our implementation is as described in
Section 6, for the random-access model.

Unless otherwise noted, all ECM-sketches were set to monitor a
sliding window of 1 million seconds (11.5 days). Queries were gen-
erated with an exponentially increasing range, i.e., query qi covered
the range [t−10i, t], with t denoting the time of the last arrival. For
each range, a self-join query, as well as a set of point queries were
constructed and executed. For thorough evaluation, we constructed
one point query for each distinct item in the query range (i.e., es-
timating the popularity of each web-page in the wc’98 dataset, or
the number of snmp messages generated by each MAC address in
the snmp dataset).

7.2 Centralized Setup
In the centralized scenario, a single node monitors the whole

stream and maintains an ECM-sketch, which is subsequently used
for answering the queries. We first consider the tradeoff between
memory requirements and estimation error. For this, we vary ǫ
within the range of [0.05, 0.25], keeping δ = 0.1. For each ǫ value,
we use the analysis presented in Section 4 to configure the ECM-
sketch such that the required memory for the targeted query type is
minimized – hence the difference in the cost of point queries and
self-join queries for the same ǫ values.

Figures 4(a)-(d) plot the average and maximum observed error
in correlation to the required memory for the two data sets. The
figures are annotated with indicative ǫ values. The displayed error
at the Y axis is relative to the number of events arriving within the
query range, i.e., for point queries, err = |f̂(x, r)−f(x, r)|/||ar||1
and for self-joins, err = | ̂ar ⊙ ar − ar ⊙ ar|/(||ar||1)2. Recall
that the ECM-RW structure does not allow probabilistic guarantees

for self-join queries, and is therefore not considered for this type
of queries. Table 3 presents sample update rates for the considered
variants, for ǫ = 0.1.

Our first observation is that, for all variants, both the average and
maximum observed errors are lower than the user-selected value ǫ.
However, the memory requirements of ECM-RW are at least an or-
der of magnitude higher than the requirements of ECM-sketches
based on the two deterministic structures for offering the same ac-
curacy guarantees. As an example, for the wc’98 experiment with
a moderate value of ǫ = 0.1, the cost of maintaining the ECM-RW
sketch is already 400 Mbytes, whereas the ECM-sketches based on
exponential histograms and deterministic waves require less than
a megabyte for satisfying the same guarantees (the simulation of
ECM-RW configured with ǫ = 0.05 could not be completed due
to insufficient main memory). This happens because the memory
requirements of randomized waves grow quadratically with 1/ǫ,
whereas the two deterministic sliding window algorithms scale lin-
early. Note that this negative result applies to all known random-
ized sliding window algorithms, e.g., [27, 11], since they all scale
quadratically with 1/ǫ. As such, ECM-sketches based on determin-
istic structures are more applicable for scenarios with non-specia-
lized hardware, or hardware with less memory, like sensor net-
works and network devices. Comparing the two deterministic meth-
ods, we see that ECM-EH sketches are faster and more compact,
requiring approximately half the space compared to the ones based
on deterministic waves. All results are consistent for both data sets.

Summarizing, these results demonstrate that ECM-EH sketches
are more efficient and compact compared to the other two variants,
and that ECM-RW sketches require at least an order of magnitude
more memory to satisfy the accuracy guarantees compared to the
two variants based on deterministic sliding window structures.

7.3 Distributed Setup
The second series of experiments focused on evaluating the ap-

plicability of ECM-sketches for distributed setups. For this, we
conducted simulations of distributed networks using the real-world
distributions obtained from the two data sets. In particular, wc’98
contains the server identification for each of the 33 official world-
cup servers answering the HTTP requests, whereas the records in
the snmp data set contain the identification for each of the 535 mon-
itored APs. For our simulations, these servers were organized in an
architecture resembling a balanced binary tree of height ⌈log2(n)⌉,
where n is the number of servers. All servers resided at the leaf
nodes of the tree. Some of these servers were also randomly cho-
sen to occupy the internal tree nodes, responsible for aggregation of
the ECM-sketches coming from the children nodes. At the end of
the aggregation process, the root node of the hierarchy was holding
a single ECM-sketch, representing the order-preserving aggrega-
tion of the n streams generated in ⌈log2(n)⌉ − 1 steps. ECM-DW
sketches are not considered in this set of experiments, since they do
not offer any advantages compared to ECM-EH sketches.

Figures 5(a)-(b) plot the average observed error for point and
self-join queries in correlation to the network requirements for the
whole aggregation to be completed. The results correspond
to ǫ ∈ [0.05, 0.25] and δ = 0.1. Note that the simulation with
ECM-RW sketches did not complete for all ǫ values, due to insuffi-
cient memory resources at the machine simulating the n nodes. To
illustrate the accuracy loss due to this aggregation, Table 4 presents
a comparison between the observed error of the centralized and the
distributed ECM-sketches.

As expected, the process of iterative aggregations causes an in-
crease of the observed error for ECM-EH sketches. This error how-
ever is still substantially lower than the upper bound derived by
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Figure 4: Average and maximum observed error in correlation to memory requirements for a centralized setup: (a)-(b) wc’98 data
set, (c)-(d) snmp data set. The plots are annotated with indicative ǫ values.

ECM-EH ECM-DW ECM-RW
wc’98 1486314 1167704 177149
snmp 736595 667036 105825

Table 3: Update rate (updates per sec-
ond) for the centralized setup (ǫ = 0.1).

Point queries ECM-EH Self join ECM-EH Point queries ECM-RW
ǫ Data set Centr.:Distr. Ratio Centr.:Distr. Ratio Centr.:Distr. Ratio
0.1 wc’98 0.012:0.015 1.234 0.012:0.015 1.231 0.007:N/A N/A
0.2 wc’98 0.027:0.031 1.164 0.026:0.029 1.131 0.016:0.016 1.008
0.1 snmp 0.011:0.011 1.042 0.010:0.011 1.021 0.006:0.006 1.031
0.2 snmp 0.025:0.026 1.037 0.025:0.025 1.016 0.014:0.014 0.986

Table 4: Observed error – loss is due to the iterative aggregation.
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Figure 5: Observed error in correlation to the network cost, for
varying ǫ: (a) wc’98 data set, (b) snmp data set.

the analysis. For example, for the case of the wc’98 data set with
ǫ = 0.1, the error bound is 0.3, whereas the average observed er-
ror after aggregation is less than 0.015, i.e., the increase due to the
aggregation is less than 1/4 of the experimentally derived error of
the centralized sketch. Concerning ECM-RW sketches, there is no
systemic variation of the error, since randomized waves enable a
lossless aggregation at the expense of a larger memory footprint.
However, the network required for performing this aggregation us-
ing ECM-RW is higher by at least an order of magnitude compared
to the transfer volume for the variant with exponential histograms.
This requirement is prohibitive for a large set of application sce-
narios, like sensor and mobile networks, where high network usage
causes battery drainage.

To further explore the influence of the network size on the esti-
mation accuracy and network cost, we have also simulated an arti-
ficial network of i servers, with i = {1, 2, 4, . . . , 256}. The nodes
were again placed as leaf nodes on a balanced binary tree, and the
requests were divided uniformly across them. Figure 6(a) and (c)
plot the average observed error in correlation to the network size,
for ǫ = δ = 0.1. As expected, for ECM-EH sketches, increasing
the number of nodes leads to a small increase on the observed esti-
mation error. On the other hand, the aggregation process does not
affect the accuracy of ECM-RW sketches, due to the lossless aggre-
gation of randomized waves. However, the network cost for aggre-
gating the sketches based on randomized waves (Figure 6(b) and
(d)) is at least an order of magnitude higher compared to ECM-EH.
This limits the applicability of ECM-sketches based on randomized
waves to cases where a fast, fixed network is available, and makes
the ability to merge deterministic sliding windows, e.g., based on
exponential histograms, a very important contribution of this work.

Summarizing, this set of experiments showed that ECM-sketches
based on exponential histograms can be aggregated with very small
information loss. Compared to the lossless aggregation of ECM-

sketches based on randomized waves, the sketches based on expo-
nential histograms are substantially more compact, and are there-
fore applicable for a wider range of application scenarios, where
network cost and memory is of the essence, such as P2P networks,
sensor networks, and communication between network routers.

8. CONCLUSIONS
In this work we considered the problem of answering complex

queries over distributed and high dimensional data streams, in the
sliding window model. Our proposal, ECM-sketches, is a com-
pact structure combining the state-of-the-art sketching technique
for data stream summarization with deterministic sliding window
synopses. The structure provides probabilistic accuracy guaran-
tees for the quality of the estimation, for point queries and self-join
queries, and can enable a broad range of problems, such as finding
heavy hitters, computing quantiles, and answering range queries
over sliding windows.

Focusing on distributed applications, we also showed how a set
of ECM-sketches, each one representing an individual stream, can
be aggregated to generate a single ECM-sketch that summarizes
the stream produced by the order-sensitive aggregation of all indi-
vidual streams. Interestingly, this is the first result in the literature
enabling such aggregation for sketches that use deterministic slid-
ing window synopses, and it is of high importance since determin-
istic synopses are generally a factor of O(1/ǫ) more compact than
the best-known randomized synopsis for delivering an ǫ-accurate
approximation. In the same context, we demonstrated how ECM-
sketches can be exploited for detecting frequent items, as well as
within the geometric method for answering continuous queries.

ECM-sketches were thoroughly evaluated with a set of extensive
experiments, using two large real-world datasets, and considering
both centralized and distributed setups. The results verified the
high performance of the structure. Compared to structures based
on randomized sliding window synopses, ECM-sketches improve
the memory and computational complexity by at least one order of
magnitude. The same magnitude of improvement is observed with
respect to the network requirements.

Our future work includes further investigation on employing
ECM-sketches for the geometric method, for handling additional
types of continuous queries over distributed sliding window streams.

Acknowledgments. This work was supported by the European
Commission under ICT-FP7- LIFT-255951 (Local Inference in
Massively Distributed Systems).
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APPENDIX
PROOF OF THEOREM 2. We consider the estimation derived by

any single row j of the ECM-sketch. We first check the case of
E((âr ⊙ br)j) > ar ⊙ br:

E((âr ⊙ br)j − ar ⊙ br) =
∑

x∈D
f̂a(x, r)f̂b(x, r)+

∑

p,q∈D,p 6=q
hj(p)=hj(q)

f̂a(p, r)f̂b(q, r)−
∑

x∈D
fa(x, r)fb(x, r)

≤
∑

x∈D
fa(x, r)fb(x, r)(1 + ǫsw)

2+

∑

p,q∈D,p 6=q
hj(p)=hj(q)

fa(p, r)fb(q, r)(1 + ǫsw)
2 −

∑

x∈D
fa(x, r)fb(x, r) =

(ǫ2sw + 2ǫsw)ar ⊙ br +
∑

p,q∈D,p 6=q
hj(p)=hj(q)

fa(p, r)fb(q, r)(1 + ǫsw)
2 (1)

From [10], we know that E(
∑

p,q∈D,p 6=q
hj(p)=hj(q)

fa(p, r)fb(q, r)) ≤

ǫcm||ar||1||br||1/e. Furthermore, by Markov inequality,

Pr[∀j :
∑

p,q∈D,p 6=q
hj(p)=hj(q)

fa(p, r)fb(q, r) ≥ ǫcm||ar||1||br||1/e] ≤ e−d ≤ δ

Combining this with Eqn. 1, we get that with probability at least
1− δ,

âr ⊙ br − ar ⊙ br ≤ (ǫ2sw + 2ǫsw)ar ⊙ br + ǫcm(1 + ǫsw)
2||ar||1||br||1

Repeating the analysis for the case of E((âr ⊙ br)j) < ar ⊙ br
we get the following probabilistic guarantees:

ar ⊙ br − âr ⊙ br ≤ (ǫ2sw + 2ǫsw)ar ⊙ br

The bounds follow directly by noticing that
ar ⊙ br ≤ ||ar||1||br||1.

PROOF OF THEOREM 3. By the estimation algorithm we know
that there exists at least one row j, for which
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E(hj(x), j, r) = f̂(x, r). Let us focus now on this row. We ini-
tially assume that we have an accurate algorithm to maintain the
sliding window counters, i.e., errors are only due to hashing colli-
sions. With R(hj(x), j, r) we denote the accurate number of bits
that were added in the counter (hj(x), j), within the query range r.
Note that, because of hashing collisions, the value of R(hj(x), j, r)
might be greater than the real frequency of x, denoted as f(x, r).
In fact, since the counters are assumed to be accurate, the standard
analysis introduced for count-min sketches may be applied. There-
fore, Pr[R(hj(x), j, r) − f(x, r) ≤ ǫcm||ar||1] ≥ 1 − δcm ⇒
Pr[R(hj(x), j, r) ≤ f(x, r) + ǫcm||ar||1] ≥ 1− δcm.

However, in practice, the sliding window algorithm may intro-
duce errors to the computation of R(hj(x), j, r). Since all consid-
ered algorithms are (ǫ, δ)-approximate, we know that their estima-
tion E(hj(x), j, r) has the following property: Pr[|E(hj(x), j, r)−
R(hj(x), j, r) ≤ ǫswR(hj(x), j, r)] ≥ 1− δsw.

For the case that E(hj(x), j, r) > R(hj(x), j, r), we have
Pr[E(hj(x), j, r) ≤ (1 + ǫsw)R(hj(x), j, r)] ≥ 1 − δsw. Con-
sidering the two results together, we get:

Pr[E(hj(x), j, r) ≤ (1 + ǫsw)R(hj(x), j, r)] ≥ 1− δsw ⇒
Pr[E(hj(x), j, r) ≤ (1 + ǫsw)(f(x, r) + ǫcm||ar||1)]

≥ 1− δsw − δcm ⇒
Pr[f̂(x, r)− f(x, r) ≤ ǫswf(x, r) + ǫcm||ar||1+

ǫcmǫsw||ar||1] ≥ 1− δ

Note that ǫswf(x, r) + ǫcm||ar||1 + ǫcmǫsw||ar||1 ≤ (ǫsw +
ǫcm + ǫcmǫsw)||ar||1. Therefore,

Pr[f̂(x, r)− f(x, r) ≤ (ǫsw + ǫcm + ǫcmǫsw)||ar||1] ≥ 1− δ (2)

With a similar analysis, the case of E(hj(x), j, r) <
R(hj(x), j, r) gives a much tighter constraint:

Pr[f(x, r)− f̂(x, r) ≤ ǫswf(x, r)] ≥ 1− δsw (3)

Note that the events considered by equations 2 and 3 are mutu-
ally exclusive. The proof is completed by taking the minimum of
Pr[f(x, r)− f̂(x, r) ≤ ǫswf(x, r)] and Pr[f̂(x, r)− f(x, r) ≤
(ǫsw + ǫcm + ǫcmǫsw)||ar||1].

PROOF OF THEOREM 4. We argue that EH⊕ approximates the ex-
ponential histogram of the logical stream, with a maximum relative
error of (1 + ǫ)ǫ′ + ǫ, where ǫ is the error parameter of the initial
exponential histograms. Consider a query for the last q time units.
With sq = t − q we denote the query starting time. Let Q denote
the index of the bucket of EH⊕ which contains sq in its range, i.e.,
s(EHQ

⊕ ) ≤ sq ≤ e(EHQ
⊕ ). With i and î we denote the accurate

and estimated number of true bits in the query range. According to
the estimation algorithm, the estimation for the number of true bits
in the stream will be î = 1/2|EHQ

⊕ |+∑
1≤Y <Q |EHY

⊕ |. This es-
timation may be influenced by two types of approximation errors:
(a) a possible approximation error of the overlap of bucket EHQ

⊕
with the query range, denoted as err1, and, (b) a possible approxi-
mation error of i, denoted as err2, because of the inclusion of data
that arrived before sq in buckets Y ≤ Q, or data that arrived after
sq in buckets Y > Q. Let us now look into these two errors in
more details.

With respect to err2, recall that the contents of individual buckets
are inserted to EH⊕ using the starting time and the ending time of

the buckets. Therefore, it may happen that some bits arrive before
sq but are inserted to EH⊕ with a timestamp after sq , creating
‘false positives’. The opposite is also possible. These bits are called
out-of-order bits with respect to sq . Clearly, out-of-order bits may
lead to underestimation or overestimation of the query answer. The
following lemma allows us to upper bound the number of out-of-
order bits, and thereby control the maximum error err2.

LEMMA 1. Consider an (individual) exponential histogram
EHz of stream Z, configured with error parameter ǫ. The out-
of-order bits with respect to the query starting time sq that EHz

can generate are at most ǫiz , with iz denoting the number of true
bits arriving after sq in Z.

PROOF. Due to the non-decreasing nature of bucket timestamps,
there can be only one bucket with a start time less than sq and end
time greater than or equal to sq . Let this bucket be EHj

z . All other
buckets have both starting and ending time at the same side of sq ,
and therefore their contents are always inserted with a timestamp
at the correct side of sq and do not create out-of-order bits.

Since the ending time of EHj
z is at or after sq , its most recent

true bit has arrived at or after sq , and should be included in the
query range. Therefore, the number of true bits arriving at or after
sq in stream Z is iz ≥ 1 +

∑j−1
b=1 |EHb

z |. Furthermore, since
half of the bits of EHj

z are inserted using the ending time and half
using the starting time of the bucket, the maximum number of out-
of-order bits is |EHj

z |/2. By construction (invariant 1):

|EHj
z |

2(1 +

j−1∑

b=1

|EHb
z |)

≤ ǫ ⇒ |EHj
z |

2
≤ ǫ(1+

j−1∑

b=1

|EHb
z |) ≤ ǫiz

The following lemma extends this result to all exponential his-
tograms constituting EH⊕, for computing the total value of err2:

LEMMA 2. Consider the exponential histogram EH⊕, con-
structed by aggregating exponential histograms EH1, EH2, . . .,
EHn. The maximum value of err2 is ǫi, with i =

∑n
x=1 ix de-

noting the number of true bits that arrived in all streams during or
after sq .

PROOF. Let err2(x) denote the number of out-of-order bits of
stream x with respect to sq . Furthermore, jx = max{b|e(EHb

x) ≥
sq}.

Notice that err2(x) is upper-bounded by Lemma 1. Due to the
aggregation algorithm, err2 =

∑n
x=1 err2(x). Observing that ǫ

is the same across all EH, we have: err2 =
∑n

x=1 err2(x) ≤
ǫ
∑n

x=1 ix ≤ ǫi.

Underestimation or overestimation of the overlap may also hap-
pen because of the halving of the size of bucket EHQ

⊕ during query
time (err1). As shown in [12], this process may introduce a max-
imum relative error of ǫr, where r is the sum of the sizes of all
buckets in EH⊕ with an index lower than Q (i.e., with a starting
time at least equal to sq). Recall that r may also include bits that ar-
rived before sq , which can however be upper bounded by Lemma 2.
Therefore, the maximum underestimation or overestimation error is
err1 = ǫ′r ≤ ǫ′(i+ ǫi) = ǫ′i+ ǫǫ′i, with i =

∑n
x=1 ix.

Summing err1 and err2, we get a maximum relative error of (ǫ+
ǫ′ + ǫǫ′). Theorem 4 follows directly.
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ABSTRACT
Many modern streaming applications, such as online analysis of fi-
nancial, network, sensor and other forms of data are inherently dis-
tributed in nature. An important query type that is the focal point in
such application scenarios regards actuation queries, where proper
action is dictated based on a trigger condition placed upon the cur-
rent value that a monitored function receives. Recent work [18,
20, 21] studies the problem of (non-linear) sophisticated function
tracking in a distributed manner. The main concept behind the geo-
metric monitoring approach proposed there, is for each distributed
site to perform the function monitoring over an appropriate sub-
set of the input domain. In the current work, we examine whether
the distributed monitoring mechanism can become more efficient,
in terms of the number of communicated messages, by extending
the geometric monitoring framework to utilize prediction models.
We initially describe a number of local estimators (predictors) that
are useful for the applications that we consider and which have al-
ready been shown particularly useful in past work. We then demon-
strate the feasibility of incorporating predictors in the geometric
monitoring framework and show that prediction-based geometric
monitoring in fact generalizes the original geometric monitoring
framework. We propose a large variety of different prediction-
based monitoring models for the distributed threshold monitoring
of complex functions. Our extensive experimentation with a variety
of real data sets, functions and parameter settings indicates that our
approaches can provide significant communication savings ranging
between two times and up to three orders of magnitude, compared
to the transmission cost of the original monitoring framework.
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1. INTRODUCTION
A wide variety of modern applications relies on the continuous

processing of vast amounts of arriving data in order to support de-
cision making procedures in real time. Examples include network
administration, stock market analysis, environmental, surveillance
and other application scenarios. These settings are, more often than
not, inherently distributed in nature. For instance, consider the case
of a network operation center where data is produced by hundreds
or thousands of routers [2, 5, 4] or the case of environmental as well
as control applications where wireless sensor network adoption has
become of great importance [15].

Due to the distributed nature of data production in the afore-
mentioned scenarios, the major challenge confronted by algorithms
dealing with their manipulation is to reduce communication [2, 5,
4, 18, 20, 21, 8]. This happens because the central collection of
data is not feasible in large-scale applications. Furthermore, in the
case of sensor network deployments, central data accumulation re-
sults in depleting the power supply of individual sensors reducing
the network lifetime [15].

An important query type that is of the essence in the aforemen-
tioned fields regards the monitoring of a trigger condition defined
upon the range of values a function of interest receives [18, 20, 21,
10, 12, 13, 11]. For instance, in order to perform spam detection on
a number of dispersed mail servers, algorithms base their decisions
on whether the value of the information gain function globally ex-
ceeds a given threshold [20]. Moreover, in the example of the net-
work operation center, Denial-of-Service attacks are detected by
attempting to pinpoint strangely high (based on a given threshold)
number of distinct source addresses routing packets across various
destinations within the network [8].

Recently, the work in [18, 20] has introduced a generic paradigm
for monitoring complex (non-linear) functions defined over the av-
erage of local vectors maintained at distributed sites. Their pro-
posed geometric approach essentially monitors the area of the in-
put domain where the average vector may lie, rather than monitor-
ing the function’s value itself. The monitoring is performed in a



distributed manner, by assigning each node a monitoring zone, ex-
pressed as a hypersphere, which is nothing more than a subset of the
input domain where the average vector may lie. Communication is
shown to be necessary only if at least one site considers it likely that
the condition of the monitored function may have changed since the
last communication between the sites.

In this work, we examine the potentials of a simple (yet power-
ful), easy to locally maintain approach in order to further reduce
transmissions towards the central source. In particular, we foster
prediction models so as to describe the evolution of local streams.
The adoption of prediction models has already been proven ben-
eficial in terms of bandwidth preservation [2, 5, 4] in distributed
settings. Initially, we extend the geometric monitoring framework
of [18, 20] and illustrate how it can incorporate predictors, in or-
der to forecast the evolution of local data vectors of sites. We ex-
hibit the way the geometric monitoring framework is modified to
encompass constructed predictors and identify the peculiarities oc-
curred upon predictors’ adoption. In contrast to the findings of prior
works [2, 5, 4], we prove that the mere utilization of local predic-
tions is hardly adequate to guarantee communication preservation
even when predictors are quite capable of describing local stream
distributions. We then proceed by establishing a theoretically solid
monitoring framework that incorporates conditions managing to
guarantee fewer contacts with the central source. Eventually, we
develop a number of mechanisms, along with extensive specula-
tive analysis, that relax the previously introduced framework, base
their function on simpler criteria, and in practice yield significant
transmission reduction. Our main contributions are:
• We introduce the adoption of prediction models in the setting

of tracking complex, non-linear functions utilizing the geomet-
ric approach [18, 20]. We exhibit the way prediction models
can be locally adopted by sites and we show the characteris-
tics they attribute to the geometric approach. We then illustrate
that the initial geometric monitoring framework of [18, 20] is
a special case of our, more general, prediction-based geometric
monitoring framework.

• We point out the failure of conventional notions of good pre-
dictors to be applied in this setting and manage to establish
a solid theoretic framework consisting of sufficient conditions
that do render prediction models capable of guaranteeing re-
duced bandwidth consumption.

• We expose a number of novel tracking mechanisms relaxing
the previously (hard to verify in a distributed manner) identified
sufficient conditions. Using the simplest possible primitives re-
garding prediction models’ behavior, we thoroughly study the
potentials of our new tracking techniques to achieve communi-
cation preservation.

• We present an extensive experimental analysis using a variety
of real data sets, parameters and functions of interest. Our eval-
uation shows that our approaches can provide significant com-
munication load reduction with savings ranging from 2 times
and in some cases reaching 3 orders of magnitude compared to
the transmission cost of the original bounding algorithm.

2. RELATED WORK
Recently, substantial efforts have been devoted on tracking and

querying distributed data streams [3]. The geometric monitoring
framework which is leveraged by our approaches was introduced
in [18, 20] and was later enhanced in [21]. The optimizations pro-
posed in [21] are orthogonal to our approaches, but note that the
techniques of [21] either require data to conform with a multivariate
normal distribution or entail a number of solutions to a series of op-

timization problems that may increase the computational load. The
latter renders their adoption unaffordable in resource constraint en-
vironments such as [19]. On the contrary, our approaches are based
on simple predictors’ adoption that remain adaptable to changing
data distributions and are easy to maintain even when resource con-
straints exist. In other work related to the geometric monitoring ap-
proach, [19] discusses an application of the framework of [18, 20]
to clustered sensor network settings. The more recent work of [17]
adopts the geometric approach and proposes a tentative bound algo-
rithm to monitor threshold queries in distributed databases (rather
than distributed data streams) for functions with bounded deviation.

Prediction models in the context of distributed data streams have
already been fostered in previous work to monitor one-dimensional
quantiles [5] and randomized sketch summaries [4]. Their adoption
has been proven beneficial in terms of reducing the communication
burden. Contrary to previous approaches our focus is on the ben-
efits they can provide in the context of the geometric monitoring
framework for tracking non-linear threshold functions.

In related work regarding distributed trigger monitoring, [13]
provides a framework for monitoring thresholded counts over dis-
tributed data streams, while [12] designs techniques that decom-
pose the problem of detecting when the sum of a distributed set of
variables exceeds a given threshold. Based on [12] anomaly detec-
tion techniques are studied in [10] and [11]. The recent work of [6]
provides upper and lower communication bounds for approximate
monitoring of thresholded Fp moments, with p = 0,1,2.

Other works focus on tracking specific types of functions over
distributed data streams. The work of [16] considers simple aggre-
gation queries over multiple sources, while [1] focuses on moni-
toring top-k values. Furthermore, [8] monitors set-expression car-
dinalities in a distributed system using a scheme for charging lo-
cal changes against single site’s error tolerance. [22] considers the
problem of tracking heavy hitters and quantiles in a distributed
manner establishing optimal algorithms to accomplish the task. Even-
tually, [7] studies the problem of clustering distributed data streams,
while [23] generalizes the previous approach to hierarchical envi-
ronments.

3. PRELIMINARIES
In this section, we first provide helpful background work related

to function monitoring using the geometric approach. We then
describe local stream predictors, which have been utilized in past
work. The notation used in this paper appears in Table 1.

3.1 The Geometric Monitoring Framework
As in previous works [5, 20, 2, 4, 21], we assume a distributed,

two-tiered setting, where data arrives continuously at n geograph-
ically dispersed sites. At the top tier, a central coordinator exists
that is capable of communicating with every site, while pairwise
site communication is only allowed via the coordinating source.

Each site Si, i ∈ [1..n] participating at the bottom tier receives
updates on its local stream and maintains a d-dimensional local
measurements vector vi(t). The global measurements vector v(t)
at any given timestamp t, is calculated as the weighted average of

vi(t) vectors, v(t) =

n
∑

i=1
wivi(t)

n
∑

i=1
wi

, where wi ≥ 0 refers to the weight

associated with a site. Usually, wi corresponds to the number of
data points received by Si [18]. Our aim is to continuously moni-
tor whether the value of a function f (v(t)), defined upon v(t), lies
above/below a given threshold T . We use the term threshold sur-
face to denote the area of the input domain where f (v(t)) = T .



Table 1: Notation used
Symbol Description

n The number of sites
Si The i-th site
ts Timestamp of the last synchronization

v(t) Global measurements vector at time t (
n
∑

i=1
wivi(t)/

n
∑

i=1
wi)

e(t) Estimate vector at time t (equal to v(ts))

ep(t) The predicted estimate vector (
n
∑

i=1
wiv

p
i (t)/

n
∑

i=1
wi)

vi(t) Local measurements vector at Si at time t
wi Number of data points at Si

ui(t) Drift vector (equals to e(t)+ vi(t)− vi(ts))
vp

i (t) Local predictor of Si at time t
up

i (t) Prediction deviation vector (ep(t)+ vi(t)− vp
i (t))

B‖r‖c Local constraint (ball) centered at c with radius ‖r‖

During the monitoring task using the geometric approach [18,
20], the coordinator may request that all sites transmit their local
measurements vectors and subsequently calculates v(t), performs
the required check on f (v(t)), and transmits the v(t) vector to all
sites. The previous process is referred to as a synchronization step.
Let vi(ts) denote the local measurements vector that Si communi-
cated during the last synchronization process at time ts. The global
measurements vector computed during a synchronization step is

denoted as the estimate vector e, where e =
n
∑

i=1
wivi(ts)/

n
∑

i=1
wi.

After a synchronization, sites keep up receiving updates of their
local streams and accordingly maintain their vi(t) vectors. At any
given timestamp, each site Si individually computes vi(t)− vi(ts)
and the local drift vector ui(t) = e+(vi(t)− vi(ts)). Since

v(t) =

n
∑

i=1
wivi(t)

n
∑

i=1
wi

= e+

n
∑

i=1
wi(vi(t)− vi(ts))

n
∑

i=1
wi

=

n
∑

i=1
wiui(t)

n
∑

i=1
wi

v(t) constitutes a convex combination of the drift vectors. Conse-
quently, v(t) will always lie in the convex hull formed by the ui(t)
vectors: v(t) ∈Conv (u1(t), . . . , un(t)), as depicted in Figure 1.

Note that each site can compute the last known value of the mon-
itored function as f (e) and can, thus, determine whether this value
lies above/below the threshold T . Since v(t) ∈ Conv (u1(t), . . . ,
un(t)), if the value of the monitored function in the entire convex
hull lies in the same direction (above/below the threshold T ) as
f (e), then it is guaranteed that f (v(t)) will lie in that side. In this
case, the function will certainly not have crossed the threshold sur-
face. The key question is: “how can the sites check the value of the
monitored function in the entire convex hull, since each site is un-
aware of the current drift vectors of the other sites”? This test can
be performed in a distributed manner as described in Theorem 1,
while an example (in 2-dimensions) is included in Figure 1.

THEOREM 1. [18, 20] Let x,y1, . . . ,yn ∈ Rd be a set of d di-
mensional vectors. Let Conv (x, y1, . . . , yn) be the convex hull of

x,y1, . . . ,yn. Let B
‖ x−yi

2 ‖
x+yi

2
be a ball centered at x+yi

2 with a radius of

‖ x−yi
2 ‖ that is, B

‖ x−yi
2 ‖

x+yi
2

= {z ∈ Rd : |‖z− x+yi
2 ‖ ≤ ‖

x−yi
2 ‖}. Then,

Conv (x, y1, . . . , yn) ⊂
n∪

i=1
B
‖ x−yi

2 ‖
x+yi

2
.

With respect to our previous discussion x corresponds to e while
yi vectors refer to the drift vectors ui(t). Hence, sites need to com-

e 

u1 
u2 

u3 

u4 u5 

f(v(t)) >  T 

v(t) 

Figure 1: Demonstration of the geometric framework ratio-
nale. Conv (u1, . . . , un) is depicted in gray, while the actual
position of e and the current v(t) are shown as well. Black
spheres refer to the local constraints constructed by sites to as-
sess possible threshold crossing. v(t) is guaranteed to lie within
the union of these locally constructed spheres. Since one of the
spheres crosses the threshold surface, f (v(t)) and f (e) may not
lie at the same side relative to the threshold T . Hence, a syn-
chronization needs to be performed.

pute their local constraints in the form of B
‖ e−ui(t)

2 ‖
e+ui(t)

2

and indepen-

dently check whether a point within these balls may cause a thresh-
old crossing. If this indeed is the case, a synchronization step takes
place. Note that since Conv (e, u1, . . . , un) is a subset of the union
of local ball constraints, the framework may produce a synchro-
nization in cases where the convex hull has not actually crossed the
threshold surface (false positives).

In summary, each site in the geometric monitoring framework
manages to track a subset of the input domain. The overall ap-
proach achieves communication savings since the coordinator needs
to collect the local measurement vectors of the sites only when a
site locally detects (in its monitored area of the input domain) that
a threshold crossing may have occurred.

3.2 Local Stream Predictors
We now outline the properties of some prediction model options

that have already been proven useful in the context of distributed
data streams [4, 5]. Note, beforehand, that the concept of their
adoption is to keep such models as simple as possible, and yet pow-
erful enough to describe local stream distributions. It can easily be
conceived that more complex model descriptors can be utilized,
which however incur extra communication burden when sites need
to contact the coordinating source [4, 5]. In our setting, this trans-
lates to an increased data transmission overhead during each syn-
chronization step. In our discussion, hereafter, we utilize the term
predictor to denote a prediction estimator for future values of a lo-
cal measurements vector. Using a similar notation to the one of
Section 3.1, we employ vp

i (t) to denote the prediction for the local
measurements vector of site Si at timestamp t.
The Static Predictor. The simplest guess a site may take regarding
the evolution of its local measurements vector is that its coordinates
will remain unchanged with respect to the values they possessed in
the last synchronization: vp

i (t) = vi(ts). It is also evident that this
predictor is trivial to maintain in both the sites and the coordinator.

Table 2: Local Stream Predictors’ Summary
Predictor Info. Pred. Local Vector (vp

i )
Static /0 vi(ts)

Linear Growth /0 t
ts

vi(ts)
Velocity/Acceleration veli vi(ts)+(t− ts)veli +(t− ts)2acceli



Moreover, it requires no additional information to be communi-
cated towards the coordinator upon a synchronization step. Using
the static predictor, in the absence of a synchronization step, the
coordinator estimates that v(t) = e.

The static predictor may be a good choice only in settings where
the evolution of the values in each local measurements vector is
unpredictable, or local measurements vectors change rarely.
The Linear Growth Predictor. The next simple, but less restric-
tive, assumption that can be made is that local vectors will scale
proportionally with time. In particular, vp

i (t) =
t
ts vi(ts) which is the

only calculation individual sites and the coordinating source need
to perform in order to derive an estimation of vi(t) at any given
time. Note that, using this predictor, the best guess that a coordi-
nator can make for the value of v(t) is equal to t

ts v(ts) = t
ts e. As

with the Static Predictor, the Linear Growth Predictor requires no
additional information to be transmitted upon a synchronization.

We can deduce that the Linear Growth Predictor is built on the
assumption that vi(t) vectors evolve, but that their evolution in-
volves no direction alterations. Consequently, it can be adopted to
approximate local streams in which vi(t) vectors’ coordinates are
expected to increase uniformly over time.
The Velocity/Acceleration Predictor. The Velocity/Acceleration
(VA) Predictor is a much more expressive predictor. VA employs
additional vectors that attempt to capture both the scaling and di-
rectional change that vi(t) may undertake. More precisely, in the
VA predictor the future value of the local measurements vector is
estimated as vp

i (t) = vi(ts)+(t− ts)veli +(t− ts)2acceli. Since the
velocity veli and the acceleration acceli of the local stream are capa-
ble of expressing both possible types of vi(t) alterations, it provides
an enriched way to approximate its behavioral pattern.

In a way similar to [4], when a synchronization is about to take
place, Si is required to compute the velocity vector veli utilizing a
window of the W most recent updates it received. Given that win-
dow, the velocity vector can be calculated by computing the overall
disposition as the difference between vi(t) and the local vector in-
stance corresponding to the first position of the window.1 Scaling
this outcome by the time difference between the window extremes
provides veli. In addition, the acceli value can be computed as the
difference between the current velocity and corresponding veloc-
ity calculated in the previous synchronization. Scaling the previous
result by 1/(t− ts) computes a proper acceli vector. Additional ap-
proaches based on use of veli and acceli values can be found in [4].

It is easy to see that the flexibility provided by the VA Predictor
comes at the cost of the transmission of veli (along with vi(t)) dur-
ing each synchronization. We note that acceli does not need to be
communicated to the coordinator, since the coordinator is already
aware of the previously computed velocity vectors of each site.

Table 2 summarizes the described predictor characteristics. It is
important to emphasize that the prediction-based monitoring frame-
work described in the next sections can utilize any predictor and is,
thus, not restricted to the predictors presented in this section.

4. PREDICTION-BASED MONITORING
In this section, we first motivate the need to incorporate predic-

tors in the geometric monitoring framework and then demonstrate
how this can be achieved. We then illustrate that the initial geo-
metric monitoring framework of [18, 20] is a special case of our,
more general, prediction-based geometric monitoring framework.
Subsequently, we define the notion of a good predictor and demon-

1Note that each update may not arrive at each timestamp. Thus,
the timestamp of the first update in the window may in general be
different than t−W +1.

strate that good predictors lead to monitoring a smaller subset of
the domain space, thus potentially leading to fewer synchroniza-
tions and, hence, fewer transmitted messages.
Motivation for Predictors. Figure 1 demonstrates a motivating ex-
ample of why it may be beneficial to incorporate predictors in the
geometric monitoring framework. In the illustrated example, the
sphere of u4 has crossed the threshold surface. By definition, the di-
rection of each drift vector essentially depicts how the values of the
corresponding local measurements vector have changed since the
last synchronization. Using the geometric monitoring approach, a
synchronization will take place because S4 will detect a threshold
crossing. A plausible question is: ”Could we avoid such a synchro-
nization step, if the changes in the values of the five local measure-
ments vectors could have been predicted fairly accurately”? For
example, if we could have predicted the change (drift) in the lo-
cal measurements vectors of each site fairly accurately, then we
would have determined that v(t) has probably not moved closer to
the threshold surface and, thus, avoid the synchronization step. The
above example motivates the need for prediction-based geometric
monitoring.
How to Incorporate Predictors. As explained in Section 3.2, the
coordinator can receive, during a synchronization step, information
regarding the predicted local measurements vector vp

i (t) of each
site. Thus, the coordinator will be able to compute an estimation

of v(t) provided by the local predictors as: ep(t) =

n
∑

i−1
wiv

p
i (t)

n
∑

i−1
wi

, which

we will term as the predicted estimate vector. Based on ep(t), we
now show that the coordinator can continuously check for potential
threshold crossings. However, in this case a synchronization is re-
quired only when ep(t) and v(t) are likely to be placed in different
sides of the threshold surface.

In the context of the geometric monitoring framework, we first
observe that:

v(t) =

n
∑

i=1
wivi(t)

n
∑

i=1
wi

= ep(t)+

n
∑

i=1
wi(vi(t)− vp

i (t))

n
∑

i=1
wi

=

n
∑

i=1
wiu

p
i (t)

n
∑

i=1
wi

where up
i (t) = ep(t) + (vi(t)− vp

i (t)) denotes the vector express-
ing the prediction deviation. Thus, similar to our analysis in Sec-

tion 3.1, v(t) ∈ Conv (up
1(t), . . . , up

n(t)) ⊂
n⋃

i=1
B
‖ ep(t)−up

i (t)
2 ‖

ep(t)+up
i (t)

2

. Since

v(t) lies in the convex hull Conv(up
1(t), . . . , up

n(t)), each site Si can
monitor the ball that has as endpoints of its diameter the estimated
predicted vector ep(t) and its prediction deviation up

i (t).
Note that the geometric monitoring approach of [18, 20] corre-

sponds to utilizing a static predictor (this leads to vp
i (t) = v(ts),

ep(t) = e and up
i (t) = ui(t)) and is, thus, a special case of our, more

general, prediction-based monitoring framework.
Defining a Good Predictor. Upon utilizing a predictor, as long
as local forecasts (vp

i (t)) remain sound, we expect that they will
approximate the true local vectors vi(t) to a satisfactory degree at
any given timestamp. This means that each vp

i (t) will be in constant
proximity to the vi(t) vector, when compared to vi(ts). Formally:

PROPERTY 1. A Good Predictor possesses the property:

‖vi(t)− vp
i (t)‖ ≤ ‖vi(t)− vi(ts)‖ ∀t ≥ ts

Property 1 lies, implicitly or not, in the core of predictors’ adop-
tion in distributed stream settings. It expresses the notion of a use-
ful, in terms of bandwidth consumption reduction, predictor present



in previous works [2, 4, 5] which have managed to exhibit impor-
tant improvements by exploiting the above fact. Hence, we start by
exploring the benefits of the notion of good predictors expressed by
Property 1 within the geometric monitoring setting.

Predictors satisfying Property 1 yield stricter local constraints
for the bounding algorithm compared to the original monitoring
mechanism (Section 3.1). This happens because ‖vi(t)− vp

i (t)‖ ≤
‖vi(t)− vi(ts)‖ ⇔ ‖up

i (t)− ep(t)‖ ≤ ‖ui(t)− e‖ and the radius of
the constructed balls will always be smaller. An example of predict-
ion-based monitoring is depicted in Figure 2.

Consequently, a good predictor results in the sites monitoring
a tighter convex hull, namely Conv (up

1(t), . . . , up
n(t)), than the

corresponding convex hull of the original geometric monitoring
framework. This yields the construction of tighter local constraints
and, as already mentioned, a synchronization is required only when
ep(t) is likely to be placed in a different side of the threshold sur-
face to the one of v(t). Hence, a synchronization is again caused

when any ball B
‖ ep(t)−up

i (t)
2 ‖

ep(t)+up
i (t)

2

crosses the threshold surface.

Despite the fact that this mechanism may in practice be useful,
it cannot guarantee fewer synchronizations because Conv (up

1(t),
. . . , up

n(t)), although tighter, might still be placed closer than Conv
(u1(t), . . . , un(t)) to the threshold surface. This in turn will cause

some B
‖ ep(t)−up

i (t)
2 ‖

ep(t)+up
i (t)

2

to cross the threshold before any B
‖ e−ui(t)

2 ‖
e+ui(t)

2

does

(Figure 2). This observation shows that the conventional concept
of good predictors fails to adapt in the current setting since it does
not guarantee by itself fewer synchronizations.

5. STRONG MONITORING MODELS
The concluding observations of Section 4 raise a concern regard-

ing the sufficient conditions that should be fulfilled for the predic-
tors to always yield fewer synchronizations than the original frame-
work. Apparently, this happens when the surface of the monitoring
framework devised by the predictors is contained inside the mon-
itored surface of the original framework. In other words, we need
to define the prerequisites for constructing local constraints that are

always included in
n⋃

i=1
B
‖ e−ui(t)

2 ‖
e+ui(t)

2

utilized by the original framework.

Let Sur(P) be the surface monitored by any alternative mechanism
that adopts predictors while operating. A monitoring model is de-
fined as strong if the following property holds:

PROPERTY 2. A Strong predictor-based Monitoring Model pos-

sesses the property: Sur(P)⊆
n⋃

i=1
B
‖ e−ui(t)

2 ‖
e+ui(t)

2

5.1 Containment of Convex Hulls
According to Theorem 1, after computing the local drift vectors

and prediction deviations, we are free to choose any common, ref-
erence vector in order to perform the monitoring task. Thus, it is
not mandatory for the sites to use e and ep(t) as a common refer-
ence point in order to construct their monitoring zones. In fact, the
sites could use any common point as an endpoint of the diameter of
their monitoring zones.

An important observation that we prove in this section is that a
predictor-based monitoring model satisfies Property 2 when (1) ev-
ery prediction deviation vector is contained in the convex hull of the
estimate vector and the drift vectors defined by the original bound-
ing algorithm, and (2) an appropriate reference vector is selected.

Before proving our observation, we first show that for any triplet

of vectors z,y,x ∈ Rd , the condition z ∈ B
‖ y−x

2 ‖
y+x

2
is equivalent to

f(v(t)) >  T 

e 

u1 
u2 

u4 u5 

v(t) 
ep 

up
1 

up
2 

up
3 

up
4 up

5 

v(t) 

Figure 2: The red balls demonstrate the local constraints of
sites when using a sample good predictor. A good predictor re-
sults in the tighter convex hull Conv (up

1(t), . . . , up
n(t)) (depicted

in yellow). Here, fewer synchronizations are not guaranteed,

since
n∪

i=1
B
‖ ep(t)−up

i (t)
2 ‖

ep(t)+up
i (t)

2

crosses the threshold before
n∪

i=1
B
‖ e−ui(t)

2 ‖
e+ui(t)

2

.

〈x− z,y− z〉 ≤ 0 where the notation 〈., .〉 refers to the inner product
of two vectors. Whenever it is appropriate, we omit the temporal
reference symbol (t) in the vectors to simplify the exposition.

LEMMA 1. z ∈ B
‖ y−x

2 ‖
y+x

2
if and only if 〈x− z,y− z〉 ≤ 0.

PROOF. Recall that if z ∈ B
‖ y−x

2 ‖
y+x

2
, then ‖z− x+y

2 ‖ ≤ ‖
x−y

2 ‖. This

is equivalent to 1
4 〈2z− (x+ y), 2z− (x+ y)〉 − 1

4 〈x− y, x− y〉 ≤
0. Recall that the inner product is distributive, i.e. 〈a+ b, c〉 =
〈a ,c〉 +〈b ,c〉, and symmetric, i.e. 〈a ,b〉 = 〈b ,a〉 Therefore:
1
4 〈2z− (x+ y),2z− (x+ y)〉− 1

4 〈x− y,x− y〉 =
1
4 〈(z− x)+(z− y),(z− x)+(z− y)〉−
1
4 〈(z− x)− (z− y),(z− x)− (z− y)〉 =
〈z− x,z− y〉= 〈x− z,y− z〉 .

We now proceed to prove in Lemma 2 that a predictor-based
monitoring model that maintains each prediction deviation vector
contained in the convex hull of the drift vectors defined by the
original bounding algorithm is a strong predictor-based monitor-
ing model if it also selects the same reference vector (e.g., e instead
of ep) as the original framework. A direct result is that the area
monitored by the sites is a subset of the corresponding area of the
original framework. This, in turn, leads to fewer synchronizations,
since every time a site detects a potential threshold crossing in the
predictor-based monitoring model, at least one site would also have
detected the same threshold crossing (for the same vector of the in-
put domain) in the original framework.

LEMMA 2. Let up
i ∈Conv(u1, ..., un) ∀i ∈ {1..n}. Then

B
‖ e−up

i
2 ‖

e+up
i

2

⊆
n⋃

i=1
B
‖ e−ui

2 ‖
e+ui

2
.

PROOF. For each up
i ∈ Conv(u1, ..., un) there exist λ1,λ2, . . . ,

λn such that λi > 0 (i ∈ {1..n}), ∑n
i=1 λi = 1 and up

i = ∑n
i=1 λiui.

Let h ∈ B
‖ e−up

i
2 ‖

e+up
i

2

. We show that for at least one of the ui vectors,

h ∈ B
‖ e−ui

2 ‖
e+ui

2
. According to Lemma 1:〈h−e,h−up

i 〉 ≤ 0. Therefore:

〈
h− e,h−up

i
〉
=
〈
h− e,∑λih−∑λiui

〉
=

〈
h− e,∑λi(h−ui)

〉
= ∑λi 〈h− e,h−ui〉 ≤ 0



Since λi > 0, it follows that for at least one ui with λi > 0, 〈h−e,

h−ui〉 ≤ 0, which implies (Lemma 1) that h ∈ B
‖ e−ui

2 ‖
e+ui

2
.

A trivial example of a strong predictor-based monitoring model
is the static predictor which, as mentioned in Section 4, is equiva-
lent to the original framework of [18, 20]. Unfortunately, the con-
tainment constraints are not easily abided by any other chosen pre-
dictor and, even if they are, it appears hard to dictate a way that
allows sites to identify that fact in a distributed manner. We will
revisit the convex hull containment issues in Section 6.1.

5.2 Convex Hull Intersection Monitoring
An important observation that we make is that, as v(t)∈Conv(u1,

. . . , un) and v(t)∈Conv(up
1 , . . . , up

n), these two convex hulls cannot
be disjoint (Fig. 2). One could, thus, seek ways to exploit this fact,
which limits the possible locations of v(t), in order to reduce the
size of the monitoring zones of each site which, in turn, will po-
tentially lead to fewer detected threshold crossings. We thus seek
to come up with new local constraints in the context of predictor-
based monitoring models that cover the intersection of the two con-
vex hulls and which also fulfill Property 2. To proceed towards that
goal we first formally formulate an enhanced version of Property 1.

PROPERTY 3. A Universally Good Predictor possesses the pro-
perty: ‖vi(t)− vp

i (t)‖ ≤ ‖v j(t)− v j(ts)‖ for any pair of sites Si,S j

In other words for universally good predictors:

min
k=1..n

‖e−uk‖ ≥ max
k=1..n

‖ep−up
k ‖ (1)

Property 3 yields ‖up
i − ep‖ ≤ ‖u j− e‖ for any pair of sites Si,S j.

The latter result is produced by simply adding as well as subtract-
ing ep, e to the left and right side of its inequality, respectively.
The following lemma utilizes this fact to devise appropriate local
constraints to be fostered at each site Si.

LEMMA 3. If Property 3 holds, each site Si needs to examine

whether B
‖ e−ui

2 ‖
e+ui

2
∩B‖e−ui‖

ep crosses the threshold, since:

Conv(u1, . . . ,un)∩Conv(up
1 , . . . ,u

p
n)⊂

n∪
k=1

B
‖ e−uk

2 ‖
e+uk

2
∩B‖e−uk‖

ep

PROOF. We demonstrate that any vector h ∈ Rd which lies in
Conv (u1, . . . , un) ∩ Conv (up

1 , . . . , up
n) is also included in at least

one intersection B
‖ e−uk

2 ‖
e+uk

2
∩ B‖e−uk‖

ep of a site Sk (k ∈ {1..n}). What

is certain is that, due to Property 3, h ∈ Conv (up
1 , . . . , up

n) ⇒

h ∈ n∪
k=1

B
‖ ep−up

k
2 ‖

ep+up
k

2

⇒ h ∈ n∪
k=1

B‖e
p−up

k ‖
ep ⇒ h ∈ B‖e−uk‖

ep . Since h is def-

initely contained as well in at least one of the balls B
‖ e−uk

2 ‖
e+uk

2
(Theo-

rem 1) constructed by the sites, which implies that h will be exam-
ined by at least one site. The proof follows immediately.

According to Lemma 3, universally good predictors guarantee
Property 2, thus leading to a decreased synchronization frequency.
Nonetheless, in practice we cannot safely assume that predictors
are always universally good. Hence, sites need to constantly check
Inequality 1. This check can only be done by gathering all ‖e−ui‖,
‖ep− up

i ‖ values to the coordinator so as to compute the respec-
tive minimum and maximum. But if we allow that, the number of
messages will be equivalent to that of continuous, central data col-
lection. Thus, in Section 6.2, we seek to devise alternative imple-
mentations for intersection monitoring that employ more relaxed
conditions and call for a synchronization only when a violation of
newly devised local constraints occurs.

6. SIMPLIFIED ALTERNATIVES

6.1 Relaxing the Containment Condition
The containment of convex hulls (Section 5.1), as a sufficient

prerequisite to achieve accordance with Property 2 is seemingly
hard to achieve, let alone come up with ways to continuously check
it in a distributed manner. To confront the above drawbacks we
investigate an alternative approach which relaxes that condition.
Rather than implementing distributed checks for the containment
condition, we direct our interest to the more practical alternative of
making it likely. Intuitively, we are looking for a way to monitor
v(t) such that:
Requirement 1: the local constraints in the shape of constructed
balls are tighter than those of the original framework (Section 3.1)
Requirement 2: the choice of the reference point should be as
close as possible to e (due to the establishment of Lemma 2)
since this pair of requirements renders the containment of new con-

straints in
n⋃

i=1
B
‖ e−ui

2 ‖
e+ui

2
more likely. Furthermore, we wish to invent

an algorithm that avoids any communication among the sites, un-
less a threshold crossing is observed.

Since v(t) =

n
∑

i=1
wiu

p
i

n
∑

i=1
wi

and v(t) =

n
∑

i=1
wiui

n
∑

i=1
wi

, for any µ ∈ R we can ex-

press the true global vector as v(t) =

n
∑

i=1
wi(µup

i +(1−µ)ui)

n
∑

i=1
wi

. So, in order

to monitor the current status of the true global vector we may reside
to a new convex hull, namely Conv (µup

1+ (1− µ)u1, . . . , µup
n+

(1− µ)un). We then find ourselves concerned with identifying a
value for µ that may fulfill Requirements 1 and 2.

LEMMA 4. For any 1
2 ≤ µ ≤ 1, when Property 1 holds, tighter

local constraints compared to the framework of Section 3.1 are
guaranteed, i.e.: ‖(µup

i +(1−µ)ui)− (µep +(1−µ)e)‖ ≤ ‖ui−e‖
PROOF.

‖up
i − ep‖ ≤ ‖ui− e‖ µ≥0⇔ ‖µup

i −µep‖ ≤ ‖µui−µe‖⇔

‖µup
i −µep +(1−µ)(ui− e)+(µ−1)(ui− e)‖ ≤ ‖µui−µe‖

By the triangle inequality:

‖µup
i −µep +(1−µ)(ui− e)‖−‖(µ−1)(ui− e)‖ ≤ ‖µui−µe‖⇔

‖µup
i −µep +(1−µ)(ui− e)‖ ≤ (2µ−1)‖ui− e‖

Obviously, (2µ− 1) ≥ 0⇔ µ ≥ 1
2 . The balls that are built by the

original framework possess a radius of ‖ui−e‖
2 and for µ≤ 1:

‖µup
i −µep +(1−µ)(ui− e)‖ ≤ (2µ−1)‖ui− e‖ ≤ ‖ui− e‖

The latter inequality completes the proof.

The lemma above provides a rough upper, as well as lower, bound
to the value of µ such that ‖(µup

i +(1−µ)ui)−(µep+(1−µ)e)‖ ≤
‖ui− e‖ in every site. This means that sites construct tighter con-
straints than the ones they possessed using the original framework.
The Average Model. Lemma 4 shows that setting µ = 1

2 meets
Requirement 1 and simultaneously provides beforehand some min-
imum knowledge with respect to the closest we can move µep +
(1−µ)e towards e for Requirement 2 to be satisfied as well. Based
on these, we are able to devise a first simpler alternative to the con-
tainment of convex hulls notion, which we term as the ”average
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(a) The original and the prediction-
based convex hulls cross the thresh-
old. The blue and red balls depict
the areas monitored by each site, cor-
respondingly, for the original and the
prediction-based frameworks. S2 vio-
lates Property 1 producing a larger pre-
diction deviation (up

2 ) than the corre-
sponding drift vector’s (u2) length.

(b) Convex hull and local constraints of
the Average Model. Threshold cross-
ing is prevented with stricter local con-
straints (except for S2) and increased

n⋃
i=1

B
‖ ep+e

4 −
up

i +ui
4 ‖

ep+e+up
i +ui

4

area contained in the

constraints of the original bounding al-
gorithm.

Figure 3: The effect of the Average Model Adoption
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Figure 4: Loosened Intersection Mon-
itoring. max

i=1..n
B‖e−ui‖

e , max
i=1..n

B‖e−ui‖
ep are

produced by S1 which is the one
that checks max

i=1..n
B‖e−ui‖

e ∩ max
i=1..n

B‖e−ui‖
ep .

No threshold crossing occurs despite
that individual convex hulls violate the
threshold surface.

model”. The average model monitors Conv (
up

1+u1
2 , . . . , up

n+un
2 ) ⊂

n⋃
i=1

B
‖ ep+e

4 −
up

i +ui
4 ‖

ep+e+up
i +ui

4

by a priori picking a value of µ = 1
2 .

Figure 3 depicts an example of the Average Model adoption,
where both the original and the prediction-based convex hulls cross
the threshold surface in different areas (we used three sites to sim-
plify the exposition). In Figure 3(a), notice that for S2 Property 1
is violated. Despite this fact, as shown in Figure 3(b), the Average
Model can still ward off threshold crossing, nearly achieving con-
tainment of its spheres in those of the original bounding algorithm.
The Safer Model. We now discuss an alternative model that re-
laxes Requirement 2. Following a rationale similar to [21], we ob-
serve that at any given time, the sites can individually choose the
reference point µep + (1− µ)e, 1

2 ≤ µ ≤ 1 which is farther from
the threshold surface and, simultaneously, ensures smaller local
constraints. Note that by being far from the threshold surface, a
reference point makes the local constraints of any predictor based
monitoring model less likely to cause a crossing [21]. This second
alternative is termed the ”safer model”.

At the first step of the algorithm, every site starts with µ1 = 1
2

and calculates µ1ep +(1−µ1)e. In addition, let e∗1 denote the vec-
tor lying on the threshold surface and being the closest to µ1ep +
(1−µ1)e. Every site is capable of individually computing ‖µ1ep +
(1−µ1)e−e∗1‖ and, thus, determine the distance the first examined
reference point yields. To reduce the computational requirements
of the technique, we define a number of allowed steps θ, such that
in every subsequent step 1 ≤ j ≤ θ the sites employ a value of
µ j = µ j−1 +

1
2θ until µθ = 1. Eventually, the µ j value that induces

the largest distance is chosen. Notice that using this framework,
the sites can reach a consensus regarding µ without any additional
communication. This happens due to the fact that the choice of the
final µ is based on common criteria related to the threshold surface
and the e,ep vectors that are known to all sites.

6.2 Loosened Intersection Monitoring
So far in this section we have proposed simplistic alternatives

that relax the convex hull containment condition that was discussed
in Section 5.1. The presented (average and safer) predictor based
monitoring models do manage to avoid any direct communication

between the sites unless a threshold crossing is detected. Although
they do not necessarily abide by Property 2, these models encom-
pass Requirements 1 and 2 (for the average model) and are, thus, in
practice likely to substantiate a condition that is hard to check in a
distributed manner.

We next aim at inventing a loosened version for the intersection
monitoring model of Section 5.2. As before, we wish to come up
with a mechanism that avoids any communication between sites un-
less a threshold crossing happens and simultaneously makes Prop-
erty 2 very likely. Property 1 is again set as a simple prerequisite,
but note that all our algorithms in this section remain correct even if
it does not hold, since local constraints still totally cover the mon-
itored area of the input domain. In Section 5.2 we saw that v(t) ∈
Conv(u1, · · · , un) ∩ Conv(up

1 , · · · , up
n) while in this section we

demonstrated that v(t) also lies in any Conv (µup
1+ (1−µ)u1, · · · ,

µup
n+ (1−µ)ui) which for 1

2 ≤ µ≤ 1 possesses the desired charac-
teristics formulated in Requirements 1 and 2. The following lemma
provides a primitive result on how the intersection monitoring can
be achieved using the aforementioned logic. For ease of exposi-
tion, we use Conv3

∩ to denote the triple intersection of these three
(original, predicted and weighted) convex hulls, while Sur(Conv3

∩)

≡ max
i=1..n

B‖e−ui‖
e ∩ max

i=1..n
B‖e

p−up
i ‖

ep ∩ max
i=1..n

B‖µep+(1−µ)e−µup
i −(1−µ)ui‖

µep+(1−µ)e ,

where max
i=1..n

B‖r‖c denotes the corresponding (in each maximization

term) ball of maximum radius.

LEMMA 5. For any µ ∈ R, the area inscribed in Conv3
∩ is cov-

ered by the region induced by Sur(Conv3
∩).

PROOF. Initially notice that:

Conv(u1, . . . ,un)⊂
n∪

i=1
B
‖ e−ui

2 ‖
e+ui

2
⊂ max

i=1..n
B‖e−ui‖

e (2)

Conv(up
1 , . . . ,u

p
n)⊂

n∪
i=1

B
‖ ep−up

i
2 ‖

ep+up
i

2

⊂ max
i=1..n

B‖e
p−up

i ‖
ep (3)

Conv(µup
1 +(1−µ)u1, . . . ,µup

n +(1−µ)un)⊂
n∪

i=1
B
‖ µep+(1−µ)e−µup

i −(1−µ)ui
2 ‖

µep+(1−µ)e+µup
i +(1−µ)ui

2

⊂ max
i=1..n

B‖µep+(1−µ)e−µup
i −(1−µ)ui‖

µep+(1−µ)e (4)



So each time the maximum balls cover the corresponding convex
hulls. We want to prove that the intersection of the latter balls also
covers the intersection of the convex hulls. The proof will be de-
rived by contradiction.

Suppose that a vector h ∈ Conv3
∩ exists. Now assume that the

vector h does not lie in at least one of max
i=1..n

B‖e−ui‖
e , max

i=1..n
B‖e

p−up
i ‖

ep ,

or max
i=1..n

B‖(µep+(1−µ)e)−(µup
i +(1−µ)ui)‖

µep+(1−µ)e . However, this would violate

at least one of the Propositions 2,3,4, which is a contradiction. This
concludes the proof.

Note, however, that the intersection cover identified in Lemma 5
cannot be tracked in a distributed manner, since the site that deter-
mines each maximum ball may be different. Should Property 1 and,
thus, (for 1

2 ≤ µ≤ 1) Lemma 4 hold, what sites actually need to per-
form so that they can track (in a distributed manner) Conv3

∩ is to use
B‖e−ui‖

e , B‖e−ui‖
ep and B‖e−ui‖

µep+(1−µ)e. To understand this, observe that

if both ‖ep− up
i ‖, ‖(µep+ (1− µ)e)− µup

i − 1− µ)ui‖ ≤ ‖e− ui‖
(due to Property 1 and Lemma 4, respectively), it is evident that:
Sur(Conv3

∩) ⊂ max
i=1..n

B‖e−ui‖
e ∩ max

i=1..n
B‖e−ui‖

ep ∩ max
i=1..n

B‖e−ui‖
µep+(1−µ)e.

Hence, the site that possesses the maximum ‖e−ui‖ will check
whether the intersection of its locally constructed balls crosses the
threshold. Provided that the intersection of the local balls does
not cross the threshold at any site (and, thus, at the site with the
maximum ‖e−ui‖ as well), synchronization can safely be avoided.
At this point, we would be interested in identifying proper values
for µ that refine the range ( 1

2 ≤ µ ≤ 1) established in Lemma 4.
Nonetheless, the following corollary shows that if we have to em-
ploy ‖e− ui‖ as the radius of the balls, max

i=1..n
B‖e−ui‖

µep+(1−µ)e does not

reduce the volume of the intersection.

COROLLARY 1. When Property 1 holds and for any 0≤ µ≤ 1,
max
i=1..n

B‖e−ui‖
µep+(1−µ)e does not reduce the volume of the region induced

by max
i=1..n

B‖e−ui‖
e ∩ max

i=1..n
B‖e−ui‖

ep .

PROOF. Omitted due to space constraints.

Corollary 1 is true for any 0 ≤ µ ≤ 1, but note that in order to
ensure ‖ep− up

i ‖ ≤ ‖e− ui‖ and ‖(µep+ (1− µ)e)− µup
i − (1−

µ)ui‖ ≤ ‖e− ui‖, we had already assumed that 1
2 ≤ µ ≤ 1. Hence

it suffices to check whether the pair B‖e−ui‖
e ∩ B‖e−ui‖

ep crosses the
threshold in at least one site 2. Figure 4 provides an exemplary
application of the intersection monitoring procedure described so
far, where max

i=1..n
B‖e−ui‖

e , max
i=1..n

B‖e−ui‖
ep are produced by S1.

On the other hand, following an intuition similar to the one uti-
lized in the average model, an alternative is to track Conv (up

1 , · · · ,
up

n) ∩ Conv (
up

1+u1
2 , · · · , up

n+un
2 ) instead. In other words, this time

each site Si needs to individually construct two balls using ep and
ep+e

2 as centers and M = max{‖ep− up
i ‖, ‖ ep+e

2 − up
i +ui

2 ‖} as the
common radius (note that M refers to the maximum of the pair
of local radii). Subsequently, a synchronization is caused when at
least one Si detects that the locally constructed intersection crosses
the threshold.

We conclude our study by showing the condition which makes
the latter intersection tracking preferable as it results in smaller lo-
cal constraints compared to max

i=1..n
B‖e−ui‖

e ∩ max
i=1..n

B‖e−ui‖
ep .

2Even if the site that determines the maximum radius finds that
Property 1 does not hold, Corollary 1 is still valid upon replacing
‖e−ui‖ with ‖ep−up

i ‖.

PROPOSITION 1. When Property 1 holds and max
i=1..n

B‖e−ui‖
e ⊇

max
i=1..n

BM
ep+e

2
, then:

max
i=1..n

BM
ep ∩ max

i=1..n
BM

ep+e
2
⊆ max

i=1..n
B‖e−ui‖

e ∩ max
i=1..n

B‖e−ui‖
ep

PROOF. Omitted due to space constraints.

6.3 Choosing Amongst Alternatives
So far, we investigated a number of simpler alternatives that

loosen the strong monitoring frameworks of Section 5, i.e., the con-
vex hull containment as well as the intersection monitoring frame-
work. We based our analysis on Property 1 as an intuitive as-
sumption also employed in past studies [5, 2, 4] and evolved it to
practical tracking mechanisms together with appropriate specula-
tive analysis. Nonetheless, upon relaxing the monitoring conditions
we also relaxed their conformity to Property 2, i.e., the prerequisite
for strong predictor-based monitoring models. Since the coordi-
nator is supposed to a priori dictate the predictor-based tracking
alternative that should be uniformly utilized by sites at least until
the next synchronization, we need to provide a decision making
mechanism that enables it choose among the available options and
adjust its decisions on their anticipated performance with respect to
communication savings.

The available tracking options that do not belong (excluding the
trivial choice of the original framework) to the strong predictor-
based monitoring models’ class include:
• Monitoring of Conv(u1, . . .un) as in Section 3.1
• Monitoring of Conv(up

1 , . . . ,u
p
n) as in Section 4

• Adoption of the average model
• Adoption of the safer model

• Tracking of max
i=1..n

B‖e−ui‖
e ∩ max

i=1..n
B‖e−ui‖

ep

• Tracking of max
i=1..n

BM
ep ∩ max

i=1..n
BM

ep+e
2

In order to provide an appropriate decision making mechanism,
we require that sites keep up monitoring all the six options men-
tioned above. This monitoring will take place only for models that
would not result in any local transmission since the last synchro-
nization (i.e., we stop monitoring an alternative model for which
we detect that a transmission would have been caused). Notice that
one model has been chosen as the main model after the last syn-
chronization. Thus, for each of the 6 alternatives, the sites maintain
6 bits, where the i-th bit is set iff the corresponding monitoring
mode would have resulted in at least one transmission since the
last synchronization. A synchronization can still be caused only by
the main model. Upon a synchronization, however, together with
vi(t) and the velocity vector in the case of the velocity acceleration
model choice, sites attach 5 bits (they do not need to send a bit
for the current model being used) on their messages. Note that the
following facts hold in our adaptive algorithm:
• No site had a violation using the current model in a previous

time instance (since the previous synchronization).
• An alternative model that has its corresponding bit to 1 in any

of the sites would not have been better than the model currently
being used, since it would have resulted in a transmission in a
prior (or the current) time instance.

• Based on the above observation, we decide to switch to an alter-
native model only if the corresponding bits for this model were
equal to 0 in all the sites.

In case of multiple alternatives with unset bits, a random choice
among such alternatives is performed.



7. EVALUATION RESULTS
In order to evaluate our algorithms we developed a simulation

environment in Java. We utilized two real data sets to derive data
stream tuples arriving at every site in the network. "Corpus", con-
sists of 804,414 records present in the Reuters Corpus (RCV1-
v2) [14] collection. Each record corresponds to a news story to
which a list of terms (features) and appropriate categorization have
been attributed. As in [21, 20] we focused on the following fea-
tures: Bosnia, Ipo, Febru while monitoring their coexistence with
the CCAT (the CORPORATE / INDUSTRIAL) category. Aiming
at identifying the relevance of these features to the CCAT category
at any given time, we monitored two different functions involv-
ing the Chi-Square(χ2) and Mutual Information(MI) score. We uti-
lized the Corpus data set in order to test our techniques using the
Cash Register streaming paradigm i.e. taking into consideration the
whole history of the tuples arriving at the various sites. In any given
timestamp, after the receipt of a new tuple each site forms a vector
which consists of four dimensions for the χ2 and three dimensions
for the MI case. These vectors have one of their positions set, while
the rest remain zero. In particular, for both the functions the first
position of the vector is set if the term and the category co-occur,
the second if the term occurs without the CCAT category, the third
in case CCAT is present without the term, while the fourth (only
for χ2 score) if neither of them appeared in the incoming tuple.

Due to the nature of the incoming (binary) vectors and the uti-
lized Cash Register paradigm the previously described environment
may be considered moderate to change and be thought of as eas-
ily predictable by our techniques. In order to test our algorithms
in more dynamic conditions we utilized one more data set. The
"Weather" data set includes Solar Irradiance, Wind Speed and Wind
Peak measurements from the station in the University of Washing-
ton and for the year 2002 [9], where each file incorporates 523,439
records of measurements. We used the Weather data sets so as
to monitor the Variance (Var) and the Signal to Noise Ratio (StN)
functions. We utilized Var since it has already been used within the
geometric monitoring framework [19]. In addition, the StN func-
tion equals the ratio between the mean and the standard deviation
( µ

σ ) in a given window of measurements and can, thus, be applica-
ble to globally quantify the noise present in the measurements.

In each experiment we first measure the number of messages
transmitted in the network across different thresholds for a network
configuration consisting of 10 sites. We then use the middle case
threshold and plot the number of transmitted messages when in-
creasing the scale of the distributed environment (the number of
sites). We denote the performance of the original bounding algo-
rithm (Section 3.1) by "Model 0", while "Model 1" refers to the
mere application and monitoring of the prediction-based bounding
algorithm (Section 4). Eventually, "CAA" shows the performance
of the Choosing Amongst Alternatives framework that was intro-
duced in Section 6.3. Moreover, for each of the lines in the graphs,
we enclosed the chosen predictor using LG to denote the Linear
Growth predictor and VA−W so as to declare a Velocity / Acceler-
ation predictor with a window of W measurements 3.

7.1 Corpus Data Set - Cash Register Paradigm
We begin our study by examining the performance of our tech-

niques in the Corpus data set on par with the Cash Register paradigm

3We focus on comparing the performance of our prediction-based
geometric monitoring techniques against [18, 20] (Model 0), since
we expect our prediction-based methods to give similar benefits
when operating over the ellipsoidal bounding regions of [21] to
those seen in our current study using spherical constraints as in [18,
20].

adoption. Figure 5 depicts the performance of Model 0 and of the
CAA approach when using the LG and the VA predictors. Since al-
most 6000 documents are received within a period of a month [21],
we choose a W = 200 window for the VA predictor which is ex-
pected to be roughly the amount of news stories received daily.
Each column of the figure corresponds to the case of the terms
“Bosnia”, “Ipo” and “Febru”, respectively.
Sensitivity to Threshold - Chi Square. As shown in the first col-
umn of Figure 5, where the χ2 function for the term "Bosnia" is
monitored, Model 0 appears to always be about 2 and 1.85 times
worse in terms of the number of transmitted messages when com-
pared to the CAA(LG) and CAA(VA-200) approaches, respectively,
for different threshold values (Fig. 5(a)) using 10 sites.
Sensitivity to Threshold - Mutual Information (MI). Moving to
the second and third columns of Figure 5(a) we investigate the cases
of the "Ipo" as well as "Febru" terms, monitoring the MI function
across different threshold values for a 10 site configuration (note
that MI is calculated as a logarithm, therefore the negative thresh-
old values in that axis). In these graphs the peak that occurs at 0.4
and 0 for the "Ipo" and "Febru" involves an accumulation of syn-
chronizations around the average value the MI function possesses
along the run. We again observe that CAA(LG) performs 1.75-2.1
times better than the Model 0 case for both monitored terms. De-
spite the fact that CAA(VA-200) is proved slightly worse compared
to CAA(LG), it is still able to better amend the peak that occurs in
"Febru" monitoring for a 0 threshold.
Sensitivity to Number of Sites. Eventually, switching to Fig-
ure 5(b), for the “Bosnia” term (left column) the relative benefits re-
main almost the same across all network scales. For the "Ipo" term
monitoring (middle column) we observe that Model 0 is steadily
more than 1.8 times worse than the CAA(LG) choice across differ-
ent scales. CAA(VA-200) performs worse than the CAA(LG) case
for network configurations up to 80 sites. Nonetheless, the intro-
duction of additional sites (along with their respective substreams)
in 90, 100 site cases, causes the MI function to always lie below the
posed zero threshold since the "Ipo" term becomes more rare. This
fact is perfectly read by the CAA(VA-200) approach, the transmit-
ted messages of which approach zero. A similar behavior appears
early in the third column of Figure 5(b) for the Febru case where
the introduction of more than 10 sites causes MI to be negative,
which is again accurately pinpointed by the CAA(VA-200) moni-
toring model reaching savings of 3 orders of magnitude size.

In the previously presented graphs we omitted the lines for the
mere application of Model 1 to keep the diagram readable, since
Model 1 shows almost identical (actually CAA can occasionally
save a few tens of extra messages) behavior with its corresponding
CAA applications. CAA possesses the ability to recognize the util-
ity of Model 1 (the mere application of predictors as described in
Section 4) in this setting and encompass it throughout its operation.
On the other hand, this fact exhibits the ability of Model 1 to pro-
vide an efficient solution in environments where vi values evolve
relatively slowly. Nonetheless, as we will shortly present, this is
not always true in scenarios where more dynamic updates occur.

7.2 Weather Data - Sliding Window Paradigm
We proceed to the sliding window operation, using the Weather

data set and monitoring the Var and StN functions. Note that in all
the graphs presented in the current subsection the Linear Growth
predictor is not applicable since it assumes that local vectors (vi)
uniformly evolve by a time dependent factor (Section 3.2), which is
obviously unrealistic for the physical measurements in the Weather
data and the sliding window application scenario. We thus com-
pare the performance of Model 0, Model 1(VA-W) and CAA(VA-
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Figure 5: Corpus Data Set: Performance of our Techniques in the Cash Register Streaming Paradigm

W) cases in our study. For the CAA(VA-W) monitoring model
we again choose the window based on natural time units’ division.
We uniformly utilize a prediction window W = 10 which corre-
sponds to the latest minutes of received observations, except for
the Wind Peak data where W = 50 was chosen to adjust predictions
to the expected frequency of the peaks in the wind blasts. For each
data set-function pair, the default value of the sliding window size,
over which the corresponding function is computed, is 200 mea-
surements. However, we also perform a sensitivity analysis on this
parameter as well.
Variance Monitoring. Figure 6(a) plots the performance of the
techniques in the case of Var monitoring in the Solar Irradiance
Data. In the first column of the figure we observe that the cost
of Model 0 ranges between 11 and 600 times larger than the cost
yielded by CAA(VA-10) monitoring model, while CAA(VA-10)
ensures up to 500 times lower cost even when compared with Model 1
across different thresholds. A case of particular interest shows up
for a threshold of 30000. There, Model 1 shows a peak in the
number of transmitted messages which are higher even when com-
pared to Model 0. This happens due to the existence of specific
sites whose drift vectors approach the threshold surface as noted in
Figure 2. Obviously, increasing the threshold to 40000 alters the
threshold surface and thus hinders the same sites to cause threshold
violations. Nonetheless, CAA(VA-10) maintains low transmission
cost due to the loosened intersection monitoring capabilities (Sec-
tion 6.2) that it embodies. We will revisit this issue in the next
subsection where we look into the operational details of the CAA
monitoring model. In the meantime we note that the same applies
for the second column of Figure 6(a) where increasing the scale of
the network results in CAA(VA-10) savings that reach a number of
30 times compared to Model 0 and they become even larger when
compared to Model 1. Eventually, the third column of the same
figure, shows the resilience of our techniques when altering the em-
ployed size of observations encapsulated in the sliding window for
10 sites. CAA(VA-10) shows similar behavior when enlarging the
window. Model 1 yields more synchronizations for a window of
200 observations since enlarging the window causes the variance
values within it to increase and thus some sites approach the posed

threshold of 50000. The lack of the alternative mechanisms that
are incorporated in CAA leads sites merely utilizing Model 1 to
threshold crossings. Finally, Model 0 exhibits high sensitivity to
the number of values that local vectors (vi) are built upon.

Figure 6(b) presents corresponding results for Var monitoring in
the Wind Speed data set. Model 1 is slightly worse (almost 1%)
in terms of transmitted messages compared to CAA(VA-10) when
varying the threshold (first column in the figure) and across dif-
ferent network scales (second column), yet both result in savings
ranging between 3 and 13 times compared to the message cost of
Model 0. Furthermore, in the third column of Figure 6(b) we ob-
serve that both CAA(VA-10) and Model 1 remain resilient to alter-
ing the sliding window size ensuring significant benefits when com-
pared to Model 0. Notice that for a window of 100 observations,
Model 1 performs better than CAA(VA-10). Recall that CAA re-
solves ties in the choice of the monitoring mechanism (Section 6.3)
by picking a random model among those which did not cause a
threshold crossing. Thus, when a particular model is always the
appropriate choice, the adaptive CAA algorithm may sometimes
end up transmitting slightly more messages. The results are similar
for the Wind Peak data set which we omit due to space limitations.
Signal to Noise Monitoring. In our next experiment we utilized
the same motif for analyzing the performance of our techniques in
monitoring the StN function. We begin our discussion with the So-
lar Irradiance data set in Figure 7(a). CAA(VA-10) performs up to
3 times better than Model 0 when varying the threshold for 10 sites
(first column in the figure) and up to 5 times across network con-
figurations of 10-100 sites (second column). Model 1 is again the
worst choice as it yields 2-5 times higher cost compared to Model
0 across different thresholds and appears over 2 times worse than
Model 0 for different scales. In the third column of Figure 7(a),
it is evident that CAA(VA-10) again remains mostly unaffected to
different window sizes, while Model 1 exhibits a wavy behavior
depending on the accuracy of the employed VA-10 predictor.

We then analyze the performance of the Wind Peak Data in StN
monitoring (Figure 7(b)) (the Wind Speed data had similar be-
havior). Model 1 and CAA possess similar performance across
different thresholds with savings ranging between 4 and 85 times
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Figure 6: Weather Data Set: Performance of our Techniques in the Sliding Window Streaming Paradigm for Variance Monitoring

Table 3: Case study: Solar-Var Vs Threshold Monitoring
Threshold Model 0 Model 1 Average Safer Intersection 1 Intersection 2

10000 0 15 0 3 0 0
30000 105 0 0 0 4 25
50000 7 0 0 0 5 3
70000 0 0 1 0 0 1
90000 0 0 1 0 0 1

compared to the cost of Model 0. The same holds in large part
when varying the network scale (middle column in Fig 7(b)) where
savings reach a factor of 5. An exception occurs for 40 and 50
site configuration cases. This is another occasion where site pre-
dictors lie close to the threshold surface for the given threshold
of 0.5 and CAA manages to achieve increased savings due to the
intersection monitoring capacity. As more sites are added in the
subsequent steps (60-100 site configurations) the predicted esti-
mate’s (ep) position is affected and thus the sites that were previ-
ously causing synchronizations (despite their restricted local con-
straints - balls) were ousted from the threshold surface, stabilizing
the cost of Model 1. Eventually, as with the previously examined
functions-data set pairs, the CAA monitoring model is not sensi-
tive to changes in the window size (third column of Fig 7(b)) while
Model 0 and Model 1 exhibit opposite trends upon enlarging it.
Overall, Model 0’s cost is 5 to 35 times the transmission cost of
CAA, while savings against Model 1 range between 4 to 9 times
across different window sizes.

7.3 CAA Operational Insights
We are now providing additional details regarding the choices

that CAA makes throughout its operation to investigate the stem of
its benefits. Since it is hard to present analytic statistics of alterna-
tive models’ usage for every single case of the previously discussed
graphs, we focus on two situations where Model 1 exhibits possi-
bly unexpected peaks in the number of messages and examine the
tools that CAA utilizes to avoid similarly high message exchange.

The first of the aforementioned cases regards the Solar Irradi-
ance under Var monitoring against different thresholds and for 10
sites(left figure of Fig 6(a)). Table 3 shows the CAA choices for

Table 4: Case study: Wind Peak-StN Vs # Sites Monitoring
# Sites Model 0 Model 1 Average Safer Intersection 1 Intersection 2

10 35 16 25 35 1 3
40 8 6 12 19 0 1
50 13 10 7 17 0 1
80 12 14 9 14 0 1
90 9 9 12 21 0 1

different thresholds. Intersection1 refers to monitoring the inter-
section between the original and the predicted convex hull, while
Intersection2 refers to monitoring the intersection between the av-
erage convex hull and the predicted one. We point out that for
threshold >10000 (where it exhibits low costs) Model 1 is never
employed by CAA. For the threshold 30000 case, Model 0 appears
as the most frequent choice but it is only used during the first syn-
chronizations until predictors are stabilized around the threshold
surface (if Model 0 was continuously picked, CAA would have
had similar cost to Model 0). Afterwards, the loosened intersection
framework is chosen which safely leads the monitoring procedure
to the decrement of the transmission cost as shown in Fig 6(a).

The second case we distinguished during our discussion was the
peak that occurs when monitoring the Wind Peak data under the
StN function for network configurations of different scale (middle
figure of Fig. 7(b)). As Table 4 shows, for 10 sites the savings CAA
provides are mostly attributed to the average and safer model usage,
while for 40, 50 and more sites, after a few synchronizations, the
single time that Intersection2 is employed by CAA hinders com-
munication for a considerable amount of time.

8. CONCLUSIONS
In this paper, we presented a thorough study regarding predic-

tion models’ adoption within the geometric monitoring setting. Af-
ter identifying the peculiarities exhibited by predictors upon their
implementation in the aforementioned environment, we developed
a solid theoretic framework composed of sufficient conditions ren-
dering predictors capable of refraining the communication burden.
We proposed algorithms incorporating those conditions and ex-
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Figure 7: Weather Data Set: Performance of our Techniques in the Sliding Window Streaming Paradigm for StN Monitoring

panded on relaxed versions of them along with extensive theoretical
analysis on their expected benefits. Our ongoing efforts in this area
explore the choice of optimal reference points, as in [21], that could
perhaps enable “looser” conditions of strict containment.
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Abstract—The topic of outlier detection in sensor networks
has received significant attention in recent years. Detecting when
the measurements of a node become “abnormal” is interesting,
because this event may help detect either a malfunctioning node,
or a node that starts observing a local interesting phenomenon
(i.e., a fire). In this paper we present a new algorithm for detecting
outliers in sensor networks, based on the geometric approach. Un-
like prior work. our algorithms perform a distributed monitoring
of outlier readings, exhibit 100% accuracy in their monitoring
(assuming no message losses), and require the transmission of
messages only at a fraction of the epochs, thus allowing nodes to
safely refrain from transmitting in many epochs. Our approach
is based on transforming common similarity metrics in a way
that admits the application of the recently proposed geometric
approach. We then propose a general framework and suggest
multiple modes of operation, which allow each sensor node to
accurately monitor its similarity to other nodes. Our experiments
demonstrate that our algorithms can accurately detect outliers
at a fraction of the communication cost that a centralized
approach would require (even in the case where the central node
lies just one hop away from all sensor nodes). Moreover, we
demonstrate that these bandwidth savings become even larger as
we incorporate further optimizations in our proposed modes of
operation.

I. INTRODUCTION

Recent advances in microelectronics have enabled the de-
velopment of large scale sensor networks for a variety of mon-
itoring applications, ranging from wildlife monitoring, health-
care, traffic monitoring, agriculture, production monitoring,
battlefield surveillance etc. In such applications, detecting
events of interest may require monitoring whether sensors
collect measurements that are deemed as “similar” to the
measurements of nearby sensors [6]. Detecting when the
measurements of two nodes become dissimilar is interesting,
because this event may help detect either (i) a malfunctioning
node, or (ii) a node that starts observing a local interesting
phenomenon (i.e., a fire).

The aforementioned detection process is often referred to
as outlier detection. We need to note that, while several
ways of classifying and detecting nodes as outliers exist, our
work targets the important case where testing the similarity
of measurements between different nodes is required by the
outlier detection process. It, thus, is not applicable to other
scenarios, for example when the measurements of a node may

A. Deligiannakis was supported by the European Commission under ICT-
FP7-LIFT-255951 (Local Inference in Massively Distributed Systems).

be classified as an outlier solely based on the node’s past
measurements.

For monitoring applications, it is often crucial to be able to
detect interesting events with absolute accuracy. For example,
in applications where sensors are deployed in order to detect
natural phenomena, such as tsunamis, landslides or avalanches,
a failure to quickly detect and report the offset of such phe-
nomena may result in a failure to safely evacuate people from
areas that are in danger. In other applications, extinguishing
fires in forests is much easier when the fire is detected early,
but extremely harder after the fire has escalated. In equipment
monitoring, failure to accurately detect a malfunctioning part
may result in the destruction of a much larger and expensive
system. In all the above applications, it is crucial to have
an outlier detection system that reports outlier nodes with
100% accuracy. Of course, to ensure the longevity of the
sensor network, the requirement for accurate detection needs to
coexist with data processing techniques that efficiently reduce
the number of messages transmitted by sensor nodes.

A significant amount of effort [2], [4], [6], [8], [27], [29],
[33] has been recently placed on detecting outliers. However,
none of the existing techniques has tackled the general prob-
lem of being able to detect with 100% accuracy the similarity
amongst any desired pair of sensor nodes, while at the same
allowing, in some cases, sensor nodes to refrain from trans-
mitting any information regarding their measurements. In a
nutshell, existing outlier detection techniques suffer from one,
or more, of the following drawbacks: (i) they cannot identify
the similarity of two nodes with 100% accuracy (assuming
no message losses); or (ii) they require the transmission of
information that is comparable in size to a centralized query
evaluation; or (iii) they require nodes to perform transmissions
at each epoch; or (iv) they are tailored to the evaluation of
specific similarity functions and/or cannot handle similarity
functions over the measurements collected at different nodes
(such as the correlation coefficient, or the L∞ norm).

In this paper we present an outlier detection framework that
is based on the recently proposed geometric approach [21],
[22], [23], [24]. The geometric approach allows us to accu-
rately (and efficiently) monitor whether a complex, potentially
non-linear function, computed over the average of vectors
maintained at all the sensor nodes, is above or below a
specified threshold. In a nutshell, each sensor is automati-
cally assigned a monitoring zone, which is a subset of the



domain space, and examines whether the monitored function
at any point within its monitoring zone may have crossed
the threshold. Each sensor that detects a potential threshold
violation makes a transmission (e.g., to a coordinator). While
monitoring zones of different shapes may be chosen [24],
without loss of generality, in this work we adopt the simplest
case where the shape of each monitoring zone is a sphere [22].
What is guaranteed by the geometric approach is that, at any
time, the true average vector (which is unknown to the sensor
nodes) will lie within the union of the local monitoring zones
examined by the sensor nodes. Thus, if no sensor signals a
potential threshold violation, then the monitored function will
not have crossed the threshold either, since the value of the
monitored function for the true average vector has certainly
been examined by at least one sensor node.

As we demonstrate in this paper, several common simi-
larity functions (depicted in Figure 2) can be transformed
in a way that they allow the application of the geometric
approach. Then, the similarity between any pair of nodes
is simply expressed as a function whose value is desirable
to lie above/below a specified threshold. For example, we
may consider two nodes to be similar if their vector of
measurements have an L1 distance that is below a threshold, or
have a cosine similarity above a given threshold. Of course, the
number of functions that we need to monitor in our application
scenario may increase quadratically (in the worst case O(

(
n
2

)
))

to the number n of sensor nodes. Our transformations allow
us to utilize the geometric approach and develop a generic
framework that: (i) supports a variety of similarity functions;
(ii) performs the monitoring with 100% accuracy; and (iii)
allows nodes to often refrain from any communication thus,
as shown in our experimental evaluation, consuming only a
fraction of the bandwidth that centralized techniques would
require. This is in contrast to recently proposed outlier de-
tection techniques [6], [8] that require each node to perform
a transmission at each epoch. Extensions to allowing the
specification of a minimum support (i.e., how many nodes
need to be similar to me, so that I am not considered an
outlier?) are also trivially incorporated in our framework.
Our contributions can be summarized as follows:
• We demonstrate that several common similarity functions

used in outlier detection can be transformed in a way that
allows the application of the geometric approach.

• We propose a generic framework for outlier detection in
sensor networks using the geometric approach and propose
various modes of node operation that achieve the desired
monitoring task. Our framework computes with absolute
accuracy (assuming no message losses) the similarity of
two nodes, a property that stems directly from the geometric
approach transformation.

• We examine cases of monitoring the similarity amongst
sensor nodes when the communication between these sen-
sors is direct, or not. We also demonstrate how our frame-
work allows the evaluation of minimum support queries.

• We perform an extensive experimental evaluation using real
world data. Our analysis demonstrates that our algorithms

can accurately detect outliers at a fraction of the communi-
cation cost that a centralized approach would require (even
in the case where the central node lies just one hop away
from all sensor nodes). Moreover, we demonstrate that these
bandwidth savings become even larger as we incorporate
further optimizations in our proposed modes of operation.

The paper proceeds as follows. In Section II we present
related work. Section III provides the necessary background
on the geometric approach. Section IV details the setup that we
consider in this paper. In Section V we demonstrate how sev-
eral common similarity functions can be transformed in order
to allow the application of the geometric approach. Section VI
contains our framework and algorithms for monitoring the
similarity of a node with any other sensor that our application
deems necessary. Our experimental evaluation is presented in
Section VII, while Section VIII contains concluding remarks
and future directions.

II. RELATED WORK

In recent years, significant effort has been placed on de-
termining and designing the necessary primitives for data
acquisition based on sensor networks [17], [30]. Multiple ways
of organizing the network have been proposed, including hier-
archical (i.e., tree-like) organizations such as the aggregation
tree [17], [26], [32], clustered formations [3], [9], [20], [31],
or even completely ad-hoc formations [1], [13], [16].

Due to their inexpensive hardware, sensor nodes are prone
to producing outlier readings. Thus, many techniques that
seek to determine nodes with “abnormal” behavior have been
have been proposed [34]. In [10], [11], a declarative data
cleaning mechanism over data streams produced by the sensors
is proposed. Similarly, the work of [7] introduces a data
cleaning module designed to capture noise in sensor streaming
data based on the prior data distribution and a given error
model N(0, δ2). In [18] kalman filters are adopted during data
cleaning or outlier detection procedures. Nonetheless, without
prior knowledge of the data distribution the parameters and
covariance values used in these filters are difficult to set.
The data cleaning technique presented in [36] makes use of
a weighted moving average which takes into account both
recent local samples and corresponding values by neighboring
motes to estimate actual measurements. A wavelet-based value
correction process is discussed in [35] while outliers are deter-
mined utilizing the Dynamic Time Warping (DTW) distance of
neighboring motes’ values. The work in [28] proposes a fuzzy
approach to infer the correlation among readings from different
sensors, assigns a confidence value to each of them, and then
performs a fused weighted average scheme. A histogram-based
method to detect outliers with reduced communication cost is
presented in [25].

The work in [4], [29] addresses the problem of identifying
faulty sensors using a localized voting protocol. However,
localized voting schemes are prone to errors when motes that
observe interesting events generating outlier readings are not in
direct communication [6]. Furthermore, the framework of [29]
requires a correlation network to be maintained.



TABLE I
NOTATION

Symbol Definition
Si The i-th sensor node
CNi The Comparison Neighborhood of Si: With

which nodes does Si compute its similarity
with?

W Dimensionality of the measurements vector
d Dimensionality of the local statistics vector
T The similarity threshold
~e The estimate vector. Its dimensionality is d

~vi The local statistics vector of Si. Its dimen-
sionality is d

~v The true (not known by the sites) global
statistics vector

∆~vi The delta vector of Si. Calculated as the
difference of the current local statistic vector
from the last local statistic vector that Si has
transmitted.

~ui The drift vector of Si. Equal to ~e+∆~vi
B(~e, ~ui) The sphere having ~e and ~ui as its diameter
Conv(~e, ~u1, . . . , ~un) The convex hull determined by vectors ~e,

~u1, . . . , ~un

minSupp The specified minimum support

In [15], the authors discuss a framework for cleaning input
data errors using integrity constraints, while in [2], [33]
unsupervised outlier detection techniques are used to report the
top-k values that exhibit the highest deviation in a network’s
global sample. However, these techniques provide no means of
directly controlling the bandwidth consumption, thus often re-
quiring comparable bandwidth to centralized approaches [10]
for outlier detection [2].

In [12], a probabilistic technique for cleaning RFID data
streams is presented. In [27] the authors introduce a novel
definition of an outlier, as an observation that is sufficiently
far from most other observations in the data set. A simi-
lar definition is adopted in [19] where a distributed outlier
detection approach for dynamic data sets is presented. The
framework of [6] is used to identify and remove outliers during
the computation of aggregate and group-by queries posed to an
aggregation tree [5], [17]. The TACO [8] framework operates
on top of a clustered network organizations and attempt to
identify outliers based on compressed (LSH) representations
of the collected data.

The algorithms in [6], [8], [27] have significant drawbacks
compared to our proposed technique. Perhaps most important,
they provide no strong guarantees of detecting outlier nodes,
but rather follow a best-effort approach ([6], [27]), or at best
offer (TACO) some probabilistic guarantees, which however
are poor when the similarity of two sensors is close the
similarity threshold. Furthermore, the work in [27] is tailored
to different similarity functions and cannot directly handle the
similarity functions that we target in this paper. The bandwidth
savings of [6], compared to centralized alternative algorithms,
are modest, while TACO cannot operate at each epoch (with-
out being prohibitively expensive in bandwidth), but rather
operates in tumbles. Both [6] and TACO require each node
to perform a transmission at each epoch. On the contrary,

our proposed algorithms (i) guarantee that the similarity (or
not) of two nodes can always be performed with absolute
certainty (assuming reliable communication), (ii) can operate
in a continuous fashion, thus computing the similarity of nodes
at each epoch, and (iii) enable sensor nodes to safely refrain
from transmitting in many epochs, thus achieving significant
bandwidth savings.

The geometric approach was first presented in [22]. The
monitoring zones used in [22] were spheres, an approach that
we also adopt in our work due to its lower computational
requirements. The work in [14], [24] demonstrated that using
monitoring zones of different shapes (i.e., triangles or ellipses)
may be more beneficial in terms of the number of transmitted
messages. In Section VI we also exploit (for some functions
such as the L∞, L1, L2 metrics) the notion of safe zones
introduced in [14] in order to further reduce the number of
transmitted messages. [21] presents a framework for the
efficient evaluation of threshold queries of general functions
over distributed data (as opposed to distributed data streams
settings used in [14], [22], [24]). The work in [23] is the
only work that we are aware of that applies the geometric
approach over sensor networks (in order to answer aggregate
threshold queries). In [23] the aggregate function is computed
over the entire network. Besides the difference in the type of
the monitored function with our problem, in this paper we are
interested in evaluating multiple pair-wise similarity functions,
a setting in which [23] is not efficient.

III. BASICS - THE GEOMETRIC APPROACH

We now describe in more detail the geometric approach
for function monitoring over a distributed system of n sites.
Table I summarizes the most important notation used in this
paper. The corresponding definitions appear at appropriate
areas of the text. Figure 1 demonstrates the basic ideas of
the geometric approach that we discuss in this section.

Each site Si maintains a local d-dimensional vector, termed
as the local statistics vector, with the j-th (j = 1 . . . d) element
of the local statistics vector of Si denoted as ~vj,i. All sites
contain a vector of the same dimensionality (i.e., number of
elements). The global statistics vector ~v is computed as the
average1 amongst all local statistics vectors. Thus, the j-th
component of the global statistics vector, denoted as ~vj is
computed as: ~vj = 1

n

∑n
i=1 ~vj,i.

For the framework to be applicable, any supported monitor-
ing function f : Rd → R must be expressed over the global
statistics vector ~v (thus, over the average of all local statistics
vectors). An important feature is the wide applicability of the
geometric approach, as the threshold function can in general
be non-linear. Given a threshold T, the framework in [21],
[22], [23], [24] can safely determine whether f(~v) > T .

The geometric approach decomposes the monitoring task
into a set of constraints (one per site) that each site can monitor
locally. To achieve this, during the operation of the algorithm,

1The same framework also applies when the global statistics vector is
calculated as a weighted average of the local statistics vectors.
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Fig. 1. Local constraints using the Geometric Approach. Each node
constructs a sphere with diameter the drift vector ~u of the node and the
estimate vector ~e. The global statistics vector ~v is guaranteed to lie in the
convex hull of ~e, ~u1, ~u2, ~u3, ~u4. The union of the local spheres covers the
convex hull.

each site Si maintains (i) the estimate vector ~e, which is
equal to the global statistics vector ~v computed by the local
statistics vectors transmitted by sites at certain times, and (ii)
a delta vector ∆~vi, denoting the difference of the current local
statistic vector from the last local statistic vector that Si has
transmitted. Based on these two quantities, Si calculates its
drift vector ~ui = ~e+∆~vi. Additional optimizations have been
developed in the framework, such as the ability to balance
only a portion of the network in case of violations. In that
case, an additional slack vector needs to be maintained and
added in the calculation of the drift vector.

The domain space Rd represents the potential locations
of the global statistics vector at any time. Let all points in
Rd where f(~v) <= T be colored by the same color (i.e.,
white in Figure 1), while the remaining points be colored by
a different color (i.e., green in Figure 1). Because the sites
do not perform transmissions at each time period, the current
global statistics vector ~v is not known to the sites. However,
what is guaranteed is that ~v will always lie within the convex
hull Conv(~u1, . . . , ~un) of the drift vectors and, thus, within the
convex hull Conv(~e, ~u1, . . . , ~un) of the drift vectors and the
estimate vector. Thus, if Conv(~e, ~u1, . . . , ~un) is monochro-
matic (i.e., either entirely below/equal to the threshold, or
entirely above to the threshold), then all sites are certain
about the color of the function f(), since this will coincide
with the color of f(~e). Of course, each node cannot compute
Conv(~e, ~u1, . . . , ~un), since it is not aware of the current drift
vectors of other sites. However, an important observation [22]
is that if each site monitors the sphere B(~e, ~ui) constructed
with diameter the estimate vector and its own drift vector,
then the union of these spheres covers the convex hull. Thus,
it suffices for each node to simply monitor whether its sphere
is monochromatic. If all the spheres are monochromatic, then
the convex hull is also monochromatic and, thus, f(~v) has
the same color as f(~e). Otherwise, nodes transmit their local
statistics vectors, and a new estimate vector is computed and

made known to all nodes.

IV. PROBLEM SETUP

In this paper we are interested in the following general
problem setup. A base station monitors the pair-wise similarity
of W -dimensional vectors of measurements collected at sensor
nodes. While our techniques are not restricted to the origin of
these W values, two likely alternatives are the following: (i)
the vector contains the latest W readings regarding the same
quantity; or (ii) the vector contains the current reading of W
different quantities that the sensor monitors.

Each sensor Si is asked to continuously compare its vector
of measurements to a subset (which we will term as the
comparison neighborhood (CN ) of Si) of the other nodes
in the network. We make no assumption on whether Si can
directly communicate with all nodes in CNi. We, thus, first
discuss the general case, where each sensor may require a
unicast (potentially multi-hop) communication with all nodes
in its CN , and then discuss further potential optimizations
that can be applied when all the nodes in CNi are in direct
communication with Si. The in-between scenario where a node
Si is in direct communication with only a fraction of the nodes
in CNi can be trivially handled by partitioning the nodes in
CNi in two sets - the first set contains those nodes that are in
direct communication with Si, while the second set contains
the remaining nodes - and applying the techniques developed
for the appropriate scenario to each of these sets.

The requirement of our application is for the base station
to know with certainty (assuming no message losses) whether
each node is similar (or not) to the other nodes in its CN . If a
node Si detects that its similarity with a node Sj ∈ CNi has
changed (i.e., Si and Sj were dissimilar/similar up until the
previous epoch, but they are now deemed similar/dissimilar),
then (exactly) one of these nodes needs to notify the base
station. Obviously, these notifications from all sensor nodes
may use for their propagation an interconnect such as the
aggregation tree [17].

Another interesting application involves monitoring whether
the measurements in each node Si have a required minimum
support minSupp, expressed as the number of nodes in CNi

that are deemed similar to Si. We show in Section VI-C that
this case can also be easily handled in our framework.

V. EXPRESSING SIMILARITY FUNCTIONS USING THE
GEOMETRIC APPROACH

We now show how several interesting similarity functions
(shown in Figure 2) can be transformed in a way that they can
be used in the geometric approach.
Notation and Important Notes. Let us consider the similarity
between two nodes with measurement vectors X and Y,
correspondingly. Because some of the transformations that we
need to perform do not treat X and Y in a symmetric way, we
always assign X to the node (in the pair-wise test) with the
lowest identifier (id), among the two nodes.

In order to use the geometric approach, each similarity
function must be expressed as a general function over the
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Fig. 2. Expressing common similarity functions between two nodes with W-dimensional measurement vectors X and Y using the geometric approach. The
function must be expressed as a general function over the average of local statistics vectors X’ and Y’, with the elements of X’ (Y’) being computed based
only on the elements of X (Y). X’ (Y’) may have a different dimensionality than X (Y).

average of local statistics vectors X’ and Y’, with the elements
of X’/Y’ being computed based only on the elements of X/Y.
We need to emphasize the following points:
• X’/Y’ may have a different dimensionality than X/Y.
• The dimensions of the sub-space that each node monitors

(i.e., the spheres in Figure 1) correspond to the dimension-
ality of X’/Y’, and not on the dimensionality of X/Y.

• During its monitoring, each node needs to calculate the
value of the similarity function over any point Z that lies
in its monitoring zone (i.e., in the sphere that it constructs).
Any such point Z represents a potential position of the
global statistics vector (which is computed as the average
of local statistics vectors), and should not be confused with
how the function is computed on either X/Y/X’/Y’. The last
column of Figure 2 demonstrates how to compute the value
of the function over any point Z.

Transformations for the L∞, L1, L2 and Lk norms. Let us
first consider the simplest case of the L∞ norm, computed as
the maximum difference maxi=1...W {|Xi − Yi|}. Then:

L∞(X,Y ) = max
i=1...W

{|Xi − Yi|} = 2 max
i=1...W

{|Xi − Yi

2
|}

= 2 max
i=1...W

{|Xi + (−Yi)

2
|}

Thus, by setting X ′ = X and Y ′ = −Y , the overall
L∞(X,Y ) can be computed as a function on the average
vector 1

2 (X
′ + Y ′). Please recall that, as mentioned earlier

in this section, the local statistics vector Y’ corresponds to the

node in the pair-wise test with the highest id.
The transformations for the L1, L2 and Lk norms are similar

in principle. We, thus demonstrate the transformation only for
the L2 norm.

L2(X,Y ) =

√√√√
W∑

i=1

(Xi − Yi)2 =

√√√√22
W∑

i=1

(
Xi − Yi

2
)2

= 2

√√√√
W∑

i=1

(
Xi − Yi

2
)2

Thus, similarly to the L∞ case, by using X ′ = X and Y ′ =
−Y as the local statistics vectors at the two nodes, the L1, L2

and Lk norms, can be evaluated as shown in Figure 2.

Transformations for the Cosine Similarity. In order to
compute the cosine similarity of two vectors, we first need
to express the inner product (which is equal to the summation
of the products of corresponding vector elements) in a form
that admits the geometric approach. Thus:

X · Y =
W∑

i=1

XiYi =
1

2

W∑

i=1

2XiYi

=
1

2
(
W∑

i=1

(Xi + Yi)
2 − (

W∑

i=1

(Xi)
2 +

W∑

i=1

(Yi)
2))

= 2
W∑

i=1

(
Xi + Yi

2
)2 − ||X||

2
2 + ||Y ||22
2



Using a similar transformation for the quantity at the denom-
inator of the cosine similarity:

||X||2||Y ||2 = 2(
||X||2 + ||Y ||2

2
)2 − ||X||

2
2 + ||Y ||22
2

.

Therefore, the overall cosine similarity

cos(θ(X,Y )) =
XY

||X||2||Y ||2
can be computed as a function of average quantities. Thus, by
maintaining

X ′ = [X1, . . . , XW , ||X||22, ||X||2]T

(for the node with the lowest id in the comparison test), and

Y ′ = [Y1, . . . , YW , ||Y ||22, ||Y ||2]T

(for the node with the highest id), the overall cosine similarity
can be computed over the average of the local statistics vectors
maintained at the nodes (Figure 2). Please note that in this case
the dimensionality of the local statistics vectors is W +2 and,
therefore, larger than the dimensionality of the measurements
vector.
Transformations for the Extended Jaccard Coefficient. The
Extended Jaccard contains two quantities that need to be
transformed: (i) The inner product X ·Y , which is transformed
in the same way as in the cosine similarity, and (ii) the term
||X||22 + ||Y ||22, which can be transformed to 2

||X||22+||Y ||22
2 .

Thus, as shown in Figure 2, the Extended Jaccard Coefficient
can be transformed in the required format by maintaining as
local statistics vectors

X ′ = [X1, . . . , XW , ||X||22]T

(for the node with the lowest id in the comparison test), and

Y ′ = [Y1, . . . , YW , ||Y ||22]T

(for the node with the highest id).
Transformations for the Correlation Coefficient. The most
difficult transformation involves the computation of the Cor-
relation Coefficient: corr(X,Y ) = cov(X,Y )

σXσY
, computed based

on the covariance of the two vectors of measurements, and
their standard deviations. The denominator can be computed
based on the same approach that we have demonstrated:

σXσY = 2(
σX + σY

2
)2 − σ2

X + σ2
Y

2
.

We then observe that the covariance cov(X,Y ) can be
computed as: cov(X,Y ) = E[XY ]−E[X]E[Y ]. The product
E[X]E[Y ] can be transformed as:

E[X]E[Y ] = 2(
E[X] + E[Y ]

2
)2 − (E[X])2 + (E[Y ])2

2
.

For the term E[XY ] we obtain:

E[XY ] =
1

W

W∑

i=1

XiYi

See inner
product
=

2

W

W∑

i=1

(
Xi + Yi

2
)2 − 1

W

||X||22 + ||Y ||22
2

Based on the above transformations, as shown in Figure 2,
the Correlation Coefficient can be transformed in the required
format by maintaining as local statistics vectors

X ′ = [X1, . . . , XW , ||X||22, E[X], (E[X])2, σX , σ2
X ]T

(for the node with the lowest id in the comparison test), and

Y ′ = [Y1, . . . , YW , ||Y ||22, E[Y ], (E[Y ])2, σY , σ
2
Y ]

T

(for the node with the highest id).

VI. NODE OPERATION FOR SIMILARITY MONITORING

We now propose different alternatives of node operation, so
that each node can monitor with accuracy its similarity with
any node in its CN set. For ease of presentation, we begin our
discussion with a model of having just two nodes that want
to compute their similarity. This model, on one hand, helps
explain the various alternatives and, on the other hand, can be
used for answering similarity queries between nodes that do
not communicate directly with each other (the first scenario
discussed in Section IV), while also being applicable to the
second scenario (direct connectivity with all nodes in CN ) as
well.

Besides, simply applying the same pair-wise algorithms that
we will present to all neighbors of a node, provides a solution
to the monitoring task that we tackle in this paper. Each node,
simply has to maintain statistics for each node in its CN set,
and follow for each such node the process described in the
two-node communication model.

A. A Two-Node Communication Model

In our initial model, we do not worry about whether the
two nodes are in direct communication with each other. Thus,
whenever we refer to a node Si transmitting a message to
Sj , this message may involve a multihop communication. Of
course, it is more natural to expect that the similarity between
the readings of two nodes will be useful when these sensors
are placed nearby and can, thus, either communicate directly
(pending any obstacle that may block their communication),
or are reachable within a few hops.

All but (the last) one of the modes of operation that we
propose in this paper do not require a fixed order (amongst
the two nodes whose similarity is monitored) in which the
sensor nodes will examine whether they have a local violation.
However, for ease of presentation, let us simply assume that
such an order, which need not be the same across all epochs
(i.e., as in a case where nodes alternate their turn) has been
established.

We need to note that a local violation occurs when a node
deems that its local constraint is violated (i.e, when the sphere
that it monitors is bi-chromatic). A global violation occurs
when a node is certain that its similarity with another node
has changed color. The node that detects a global violation
notifies the base station.
The Simple Mode of Operation. Algorithm 1 presents
the Simple mode of operation of each node. This mode of
operation has no optimizations in its decisions and it is,



Algorithm 1 Node i: Operation under Simple Mode
Require: Threshold T , Similarity Function F

1: Maintain ~v′
i: last transmitted local statistics vector

2: Maintain ~e: Estimate vector
3: Maintain ~v′

j : last received local statistics vector from Sj

4: while Asked to Monitor Similarity to Sj do
5: Obtain new measurements and form local statistics vector ~vi
6: Compute delta vector ∆~vi = ~vi − ~v′

i

7: Compute drift vector ~ui = ~e+∆~vi
8: if Acting Second in Pair then
9: if MessageWait(Sj , ~v′

j , ~e′ ) == true then
10: if ~e′ and ~e are bi-chromatic then
11: Notify base station about global violation
12: end if
13: Send local measurements vector to Sj

14: ~v′
i = ~vi, ~e = ~e′

15: Continue
16: end if
17: end if
18: {Acting first, or acting second but did not receive a message}
19: localViolation = checkIfViolation(~e, ~ui, F , T )
20: if localViolation == true then
21: Send local measurements vector to Sj

22: ~v′
i = ~vi

23: MessageWait(Sj , ~v′
j , ~e′ ) {Will definitely arrive}

24: Compute ~e = 1
2
(~v′

j + ~vi)
25: Continue {If global violation, Sj will send notification}
26: end if
27: if Acting first then
28: if MessageWait(Sj , ~v′

j , ~e′ ) == true then
29: goto 10
30: end if
31: end if
32: end while

Algorithm 2 Node i: MessageWait Subroutine

Require: Paired node Sj , last received local statistics vector ~v′
j ,

vector ~e′

1: Wait for message from Sj

2: if Message Arrived, containing vector of measurements then
3: Compute local statistics vector ~vj of Sj

4: ~v′
j = ~vj

5: Compute ~e′ = 1
2
(~v′

j + ~vi)
6: RETURN true
7: end if
8: RETURN false

thus, presented only as a baseline solution for estimating
the similarity of two nodes Si and Sj . One may consider
this Simple mode as the most natural way of applying the
geometric approach to our problem. However, while in prior
work typically a coordinator node exists, in the Simple mode,
as an optimization to reduce message transmissions, each node
in a pair may act as a coordinator.

Both nodes at each epoch update their vectors of mea-
surements (Line 5), and compute their delta and drift vectors
(Lines 6-7). There are three cases in which Si may receive a
message from Sj :
• Lines 8-17: If Si acts second and receives a message from
Sj (local violation at Sj). Then Si checks to see if a global

Algorithm 3 Node i: checkIfViolation Subroutine
Require: estimate vector ~e, drift vector ~ui, function F , threshold T

1: if F (~e) > T then
2: Find min value testVal in sphere B(~e, ~ui)
3: else
4: Find max value testVal in sphere B(~e, ~ui)
5: end if
6: if F (~e) and testVal are monochromatic then
7: Return false
8: end if
9: Return true

violation has occurred. In order to accomplish this, it does
not need to construct any spheres using its drift vector.
Please note that Si knows the measurement vector of Sj

and also knows its own vector of measurements. Then Si

knows the exact value of the global statistics vector ~e′

(Algorithm 2, Line 5), and can simply check whether the
similarity function at the estimate vector ~e and ~e′ are bi-
chromatic. If so (Lines 10-12), then a global violation has
occurred, and the base station will be notified by Si.

• Lines 20-26: If Si acts second, Sj has no local violation,
but Si detects a local violation (using Algorithm 3). Then,
Si will transmit its vector of measurements and will wait
to receive the corresponding vector from Sj , in order to
update its estimate vector.

• Lines 27-31: If Si acts first, Si detects no local violation,
but Sj (which in this case acts second) detects a local
violation. This case is identical to the first case that we
described in this list.

The Autobalance Mode of Operation. In the Simple mode
operation either both nodes will not detect any local violation
and will remain silent, or they will both transmit their local
measurement vectors to the other node. The latter is a signifi-
cant drawback of the Simple mode, which we aim to improve
upon with our Autobalance mode.

In order to ensure accurate monitoring, the geometric ap-
proach requires that (i) both nodes always use the same
estimate vector, and (ii) the average of the drift vectors is
equal to the global statistic vector (i.e., the true average of the
local statistics vectors).

In the Autobalance mode, the first node (in the pair) that
detects a local violation:
• Modifies its estimate vector to ~e+ 1

2∆~v
• Transmits its measurement vector (after the transmission,

∆~v = 0).
• Awaits for a potential message from the other node. If

a message is received, it updates its estimate vector by
incorporating half of the delta vector that it calculates for
the pairing node.

On the other hand, the node that first receives a message,
uses the following steps:
• Checks if the new global estimate vector is monochromatic

with the estimate vector.
• Updates (note: the update must be done after the previous

check) its estimate vector by incorporating half of the delta
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Fig. 3. Depicting the shaded areas where the global statistic vector may
lie such that the L∞, L2 and L1 distance between the two sensor nodes is
not above the threshold T, for 2-dimensional vectors of measurements. The
shaded areas are also convex in any dimension for these similarity measures.

vector that it calculates for the pairing node.
• If the first step signaled a global violation, the node notifies

the base station, sets the estimate vector to the global statis-
tics vector that it computed, and transmits its measurement
vector to the pairing node. Otherwise, it continues using
the estimate vector that it computed in the second step.

The above procedure is similar in principle to the techniques
developed in [22], where a slack vector may be added to all
the computed drift vectors, with the requirement that the slack
vectors cancel out. It is simple to verify that our procedure
distributes the delta vector of the node with the violation to
both nodes (both nodes modify their estimate vector and, thus,
their drift vector by half of this delta, while the transmitting
node also zeroes its delta vector), thus resulting in zero overall
change in the computation. To understand why this is the case,
assume that Si detected the local violation. Then the overall
change in the drift vector of Si is, − 1

2∆~vi (the node zeroes its
delta vector after the transmission, but half of that vector has
been added to the estimate vector), while the overall change
in the drift vector of Sj is 1

2∆~vi (due to the modification of
the estimate vector). Thus, the sum of the drift vectors before
and after the autobalance operation remains the same.

In the Autobalance mode, the node that first receives a
message during an epoch does not necessarily transmits its
own measurement vector, unless it detects a global violation.
We, thus, expect the Autobalance mode to significantly reduce
the number of transmitted messages. However, since only the
second message may be pruned in each epoch, this reduction
may not exceed 50%, when compared to the Simple mode.

Exploiting the Convexity of Safe Zones. For the L∞, L1 and
L2 similarity functions, we may further reduce the number
of transmitted messages, by exploiting the notions of Safe
Zones (SZ) [14] and the convexity of the Safe Zones for the
aforementioned similarity functions.

According to [14], “a node’s SZ consists of the set of
vectors which satisfy the local constraints, and as long as the
vectors remain in their SZs, no communication is required”.
Based on the above definition, for the L∞, L1 and L2

similarity functions we can define the gray safe zones that are
depicted, for W = 2, in Figure 3. In higher dimensions, the
corresponding safe zones are a hypercube (for L∞), a sphere

(for L2) and the intersection of hyperplanes (for L1). We note
that the safe zones that we depict are convex. Thus, as long as
the estimate vector and the drift vectors remain within the safe
zones, then the global statistics vector (which is the average of
the drift vectors) will also lie inside the safe zone. Exploiting
this fact, we may modify Algorithm 3 in the following way:
If f(~e) ≤ T , then simply check if f(~u) ≤ T (i.e., do not find
the maximum value within a sphere) in order to test whether a
local violation exists. In the case where f(~e) > T , the existing
technique depicted in Lines 1-2 of Algorithm 3 is followed.
We denote as Convex the variation of the Simple mode that
exploits the convexity of safe zones for L∞, L1 and L2. We
denote as Convex Autobalance the corresponding variation of
the Autobalance mode.

B. Neighbors in Direct Communication.

In the case where all the neighbors of Si are in direct
communication with Si, then any message transmission by Si,
regarding its measurements vector, can be performed using
broadcast communication. Due to space constraints, we do
not enumerate all possible combinations of the broadcast
communication with the Simple, Convex, Autobalance and
Convex Autobalance modes, but rather focus on the most
efficient one, namely the Proactive Broadcast Convex mode.
This mode is based on the Convex Autobalance mode.

In this mode, the nodes within each CN must be ordered,
so that each node knows who acts before it, or not. Let us
consider the operation of node Si:
• Si waits for messages from nodes that act before it.
• For each received message, Si updates its estimate vector

(due to autobalancing) with the corresponding neighbor,
and checks if a global violation regarding that neighbor
occurs. If yes, then Si will later broadcast its measurement
vector, so we skip the next step.
• Si examines if a local violation exists regarding itself and

nodes that act after Si. Si marks all such nodes with which
it observes a local violation.

• If either of the steps 2,3 necessitate a transmission, Si

broadcasts its measurement vector. Si will update (due to
autobalancing) its estimate vector for all nodes: (i) that act
after it, and (ii) for which a global violation was detected in
Step 1. Please note that in this case Si proactively modifies
its estimate vector for nodes that act after it, even if it does
not detect a local violation for their similarity.

• Si then awaits messages regarding potential violations. It
ignores received messages from any node Sj that act after
Si and which did not have a global violation with Si (i.e.,
the received message was due to a violation that Sj had
with another node). The latter is easy for Si to determine,
based on the received measurements vector from Sj .

C. Handling Minimum Support Queries

In the case of queries involving a required minimum support
(i.e., number of nodes with similar measurements), the base
station wants to be notified about any sensor node that did not



have (did have) the required minimum support at the previ-
ous epoch, but reaches (drops below) the required minimum
support at the current epoch. However, this problem is trivial
to handle in our framework, since each node Si will only
transmit a message to the base station at the end of the epoch
(i.e., after the monitoring process for all neighbors has been
completed for this epoch) if its current support follows the
previous condition. Please recall that each node knows with
absolute certainty whether its desired distance from any node
in its CN is above/below the required threshold.

We actually expect minimum support queries to be more
bandwidth efficient, since our initial algorithms notified the
base station each time that their similarity status with any
node in CN was modified. However, as we demonstrate in
our experimental evaluation, the overall bandwidth savings are
restricted by the fact that the vast majority of the transmitted
messages are between pairs of nodes tested for similarity.
Thus, even though the transmissions to the base station are
reduced, these transmissions were relatively few, to begin with.

D. A Note on Message Losses

All the presented algorithms assume, similarly to previous
work that uses the geometric approach, the reliable delivery of
messages. However, in sensor network applications messages
are often lost due to conflicts. We now discuss the conse-
quences of message loss when using the geometric approach.

In case a message involving the notification to the base
station is lost, the base station is not aware whether two nodes
are similar or not. In the case of minimum support queries,
the base station will not know whether a node’s measurements
have reached the required minimum support or not. This issue
will be resolved in the next notification transmitted by the
same node to the base station.

In versions of our algorithms that do not include the
Autobalance mode, each node that first makes a transmission
due to a local violation expects a reply. Thus, if a message
is lost, the node will not receive a reply, will recognize this
message loss and may resend its message, thus resolving this
issue. On the other hand, in versions of our algorithms that
include the Autobalance mode, it is possible that a node that
exhibits a local violation and transmits a message will not
receive a reply. In such a case, the node will not know whether
this occurred because of a message loss, or because of a
successful balancing operation at the pairing node (unless we
use acknowledgments). In this case, the 100% guarantees of
our algorithms are no longer valid, as the two corresponding
pairing nodes will end up using different estimate vectors. Let
us now consider when this problem will be resolved. Let X
denote the node in the pair whose transmitted message was not
received. The problem will only be resolved in either (i) the
next epoch that X exhibits a local violation (when monitoring
the same pair-wise similarity), if the message of X is not lost
again, or (ii) the next epoch that the pairing node first detects
a local violation and X detects a threshold violation, as X
will then transmit its measurements vector to its pairing node.

E. Handling the Addition and Removal of Nodes

When nodes are added/removed from the network (for
example, due to node failures), then each sensor simply
needs to monitor its similarity to more/fewer sensor nodes.
In most cases, this does not require any additional effort by
the remaining sensor nodes. In the case of minimum support
queries, the removal of sensor nodes may cause some nodes
to notify the base station, as their minimum support may drop
below the required threshold. The only minor complication
that arises involves the broadcast case described in VI-B:
any new node added in the network, after determining its
comparison neighborhood CNi, will have to pick/determine
its order (when to act) within CNi, so that it knows which
other sensors act before/after it.

VII. EXPERIMENTS

In our experiments we utilized two real world data sets. The
first data set, termed Intel Lab Data, includes temperature,
humidity and light measurements collected by motes in the
Intel Research, Berkeley Lab 2. We selected the measurements
of the following nodes (in the specified order) that lie in nearby
lab locations: 38, 39, 40, 41, 43, 37, 35, 36. In experiments
where we vary the number of used nodes, any experiment
containing K nodes, contains measurements from the K first
nodes in the above list, for 30000 epochs. The second data
set, termed as Weather Data, includes air temperature, relative
humidity and solar irradiance measurements from the station in
the University of Washington and for the year 20023. We used
these measurements to generate readings for up to 9 motes for
a period of 2000 epochs. To avoid presenting experiments for
the same quantity in both data sets, in the Intel Lab data set we
present the results for the temperature and light data, while in
the Weather data we present the results for the humidity and
the solar irradiance data. Our simulator was written in Java.

Techniques and Parameter Settings. We compare the perfor-
mance of our Simple, Convex, Autobalance, Convex Autobal-
ance and Proactive Broadcast Convex techniques in different
data sets, when we vary several parameters, such as the used
threshold, the similarity function, the minimum support, the
dimensionality of the measurements vector, or the number
of the sensor nodes. In order to be able to test the Convex
alternatives, we focused on the L∞, L1 and L2 similarity func-
tions. Moreover, these functions have a closed form solution
that helps us determine in a simple way their minimum and
maximum values within any sphere.

We also consider in our discussion (but do not depict in our
graphs due to its high bandwidth consumption compared to
our techniques), a baseline method, termed NAIVE, in which
the sensor nodes transmit their measurement vectors to the
base station at each epoch. To favor this NAIVE algorithm,
we generated clusters of k sensor nodes (the default value
of k was 5), all in direct communication to each other and
to the base station. Even though the competitive algorithm

2Data available at: http://db.csail.mit.edu/labdata/labdata.html
3Data available at: http://wwwk12.atmos.washington.edu/k12/grayskies
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is termed as NAIVE, the setup that was provided favors
it extremely, since at each epoch each node transmits its
measurements vector over a single hop. Please also note that,
as mentioned in Section II, recent approaches [6], [8] require
each node to perform a transmission at each epoch and, thus,
cannot perform better than our baseline NAIVE algorithm.
Contrary to the NAIVE algorithm, our algorithms transmit to
the base station only when a global violation is detected. Thus,
our algorithms, contrary to NAIVE, would not be severely
impacted in cases where the base station is several hops away
from the sensor nodes. Table II depicts the default values used
for our parameters.

A. Varying the Monitored Function

In Figures 4-7 we demonstrate the total number of transmit-
ted messages of our techniques in our data sets when varying
the used threshold, with the L1 similarity function. The cluster
contained 5 nodes, which means that the total number of
transmitted messages for NAIVE (not depicted) was 150,000
in the Intel Lab data, and 10,000 in the Weather data. We
make two interesting observations:
• Our techniques can provide significant bandwidth savings
compared to NAIVE. For example, by using a modest 5-degree
threshold for L1 in Figure 4, the Simple mode reduces the

number of messages by a factor of 3.3 (compared to NAIVE),
while our Broadcast mode achieves about a 10 fold reduction.
When considering these improvements, recall that we have
selected a setup that significantly favors the NAIVE algorithm.
• In the controlled environment of the Intel Lab, the max-
imum number of transmitted messages occurs in very small
threshold values, which implies small differences on the sensor
measurement vectors. This is encouraging, as it seems less
likely that one would pick such low threshold values in order
to test whether the readings of some sensors are “abnormal”.
On the other hand, the Weather data set contains measurements
from outdoor sensors, thus resulting in significant differences
between their measurements. This explains why the maximum
number of transmitted messages in the Weather data set is at
higher threshold values. Please note that using the geometric
approach, a node is less likely to have a local violation if its
estimate point is far away from the threshold surface, inde-

TABLE II
PARAMETERS AND DEFAULT VALUES

Parameter Default Value
k: cluster size 5
W: vector dimensionality 3
minSupp: minimum Support unspecified
#epochs Intel Lab: 30000, Weather:2000
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pendently on which side of the surface (above, or below the
threshold) it belongs to. Thus, with very low (high) threshold
values, nodes often construct monochromatic spheres with
values entirely above (below) the desired threshold, which,
in turn, results in fewer local violations.

In Figures 8-11 we depict the performance (for the same
data sets) when using the L∞ similarity function. The per-
formance is similar to the L1 case, with L∞, on one hand,
generating more messages in very small threshold values but,
on the other hand, exhibiting a very rapid decrease in the
transmitted messages as the threshold increases.

B. Minimum Support Queries

We now investigate whether the benefits of our algorithms
improve even more when we specify a desired minimum
support value. In Section VI-C we argued why this may be
the case. In Figures 12 and 13 we depict the number of global
violations (please note the difference, compared to all the
other depicted figures) for our Proactive Broadcast Convex
mode of operation and for the Intel Lab/Temperature and
Weather/Humidity data, respectively. We make three important
observations:
• The number of global violations in the modes of operation
that are not depicted are similar, for the same values of the
threshold and the minimum support. Since these alternative
modes of operation modify their estimate vectors in different
ways (i.e., more or less aggressively), the number of global
violations cannot be exactly the same. Thus, since the number
of violations is about the same in all modes of operation, the
benefits of the techniques (compared to each other) stem from
reducing the communication within each pair of nodes.
• The number of global violations is only a small fraction of
the total number of transmitted messages. Thus, our techniques
are less sensitive than NAIVE when the base station is placed
further away from the cluster.
• Specifying a minimum support reduces the number of
violations in all cases. We need to note that the pair-wise
communication is not impacted (only the notification of the
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base stations is impacted), which implies that the overall
decrease in the transmitted messages is modest.

C. Varying the Dimensionality W

In Figures 14 and 15 we depict the number of transmitted
messages for our Proactive Broadcast Convex mode of opera-
tion under the L2 distance, and for the Intel Lab/Temperature
and Weather/Humidity data, respectively, when varying the
dimensionality of the measurement vector. In this case, the
L2 function accumulates the sum of more terms. It is, thus,
expected that the shape of the graphs will gradually shift
towards higher threshold values (for example, assuming the
same absolute vector elements in all dimensions, the L2

function increases with the number of dimensions).

D. Varying the Cluster Size

We now investigate how our techniques are influenced when
increasing the cluster size. For a cluster with k nodes,

(
k
2

)

similarity relations need to be monitored. Thus, we expect
an increase in the number of transmitted messages as the
size of the cluster increases. Please note that the NAIVE
technique scales linearly with the cluster size (i.e., for a
cluster of 8 nodes in the Intel Lab data, 240, 000 messages



are required). Figures 16-17 depict the scalability for the Intel
Labs/Temperature data, and for our Convex Autobalance and
Proactive Broadcast Convex modes of operation. Even when
increasing the cluster size, our techniques maintain important
savings over the NAIVE approach, with the Proactive Broad-
cast Convex mode being able to scale better.

VIII. CONCLUSIONS

In this paper we proposed a novel framework for outlier
detection in sensor networks, based on the geometric approach.
We demonstrated that several common similarity functions
used for outlier detection can be transformed and expressed in
a way that allows the applicability of the geometric approach.
We then proposed a general framework for outlier detection
and suggested multiple modes of operation for the sensor
nodes. Appropriate optimizations, such as the Autobalance
mode, the exploitation of the convexity of safe zones, and
the potential for broadcast communication were also discussed
and evaluated. Furthermore, our framework can easily be used
for minimum support queries. Perhaps most importantly, our
framework allows each sensor node to accurately monitor
its similarity to other nodes, while resulting in bandwidth
consumption that is merely a fraction of the communication
cost that a centralized approach would require.

For our future work, we will investigate how additional
similarity functions can be incorporated in our framework.
Moreover, for some similarity functions it may be hard for
the sensor node to accurately find the maximum/minimum
value within the local sphere that it constructs. In such cases,
examining the value of the function over a set of points
belonging to a grid (which lies within the sphere) is a feasible
alternative, but may not always result in perfect accuracy.
Perhaps, a more promising direction involves asking the base
station (which may have additional computational resources)
to compute, when possible, an appropriate convex safe zone,
which the sensors will then utilize. We plan to explore these
directions in the future.
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