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Executive Summary  

The main goal of the XLike project is to extract knowledge from multilingual text documents by annotating 
textual unites, such as words and phrases, in the documents with a cross-lingual knowledge base.  

The goal of the task T3.2 is to develop techniques that can, using ontological structure of knowledge bases, 
filter-out improbable, inconsistent and implausible semantic annotations within the text annotated with 
the tool coming from T3.1. The techniques will rely on the context of particular annotation in the sentence, 
paragraph and document to select appropriate meaning. Ontological structure and concept descriptions 
will be used to detect improbable annotations and ontological constraints (e.g. range and domain of 
properties) to detect inconsistent and implausible annotations. 

This deliverable will provide tools and methodology for bootstrapping additional annotations for 
techniques developed in T3.2. A solution using crowd-sourcing (e.g. Amazon Mechanical Turk) will be 
developed for the situations where there are not enough pre-labelled resources and where there is no 
other possibility to bootstrap critical amount of annotations to apply other types of techniques.  

From now on whenever we use the term “XLike languages” we refer to English, German, Spanish, Chinese, 
Catalan and Slovenian. 
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1 Introduction 

 

1.1 Motivation 

The main goal of the XLike project is to extract knowledge from multi-lingual text documents by annotating 
textual unites, such as words and phrases, in the documents with a cross-lingual knowledge base. As the 
early text annotation prototype is to investigate the performance of shallow multilingual text annotation 
tools with Wikipedia. This deliverable provides the final version of knowledge resources, such as DBpedia 
and other Linked-Open-Data sources, with added cross-lingual groundings and annotation tool that can 
annotate documents with these resources. For the situations where there are not enough pre-labelled 
resources and where there is no other possibility to bootstrap critical amount of annotations automatically, 
tools and methodology for bootstrapping additional annotations based on solutions using crowd-sourcing 
(e.g. Amazon Mechanical Turk) will be developed. 

 

1.2 Entity Tracking in Bloomberg Use Case 

The Bloomberg.com website maintains a section on market information. As part of the section, each major 
company has a dedicated page, listing core statistics. The company profile page contains a list of latest 
news articles, related to the company, pooled from the rest of Bloomberg.com. This works well for major or 
US companies, for which enough content is produced. However, the list might maintain outdated articles 
for smaller companies or companies from other parts of the world.  

The entity-tracking task in the Bloomberg use case is to generate a more up-to-date list of relevant 
company news, preferably from their home markets for each company. The task can be roughly defined in 
two steps as (1) detect mentions of the entity (i.e. company), in the multi-lingual news stream and (2) 
determine which four are most suitable to be displayed on the company news profile page. The first step 
requires entity extraction from multi-lingual stream, while the second step requires integration and 
summarization across all languages with relevant articles.  
 

1.3 Topic and Entity Tracking in STA Use Case 

STA covers topics related to Slovenia or Slovenian entities (E.g. companies, athletes). As such, tracking 
relevant news is an important part of editors’ daily routine. Technologies developed within XLike project 
can improve this process by providing tools for detecting relevant articles across languages and media 
(mainstream, social media).  

Formally, topic or entity tracking can be seen as a filter applied to a stream of articles. An article is retained 
by the filter if it matches the topic, or is related to the entity. Topics can be defined as a standard 
classification task, with articles on the input and set of matching topics on the output. Entities can be 
detected using named-entity extractors and text annotation.  

For popular topics or entities, the filter can retain a large amount of articles. The information contained 
within these articles can be visualized or summarized to help the editors in skimming through the content, 
to identify relevant events. 

 

1.4 Event Identification in STA Use Case 

The goal is to develop methodology to identify the event mentioned in the article and to describe it with a 
set of properties (such as time of the event, involved entities, keywords, etc.). The developed algorithms 
will be able to assign each article to an event. The identified event will be either new (when this will be the 



first article describing it) or existing (when we have already seen other articles describing it). Events will be 
stored in an event registry that will provide querying and editing functionality. 

An event is defined as a collection of semantic facts/assertions with the focus on actions. The (subject-
predicate-object) assertions can be represented as a semantic graph. There are two main steps to detecting 
events: 1) extracting semantic facts from text (i.e. semantic graph construction) and 2) automatically 
deciding what set of facts constitutes an event. In order to extract new event patterns from the documents 
and identify events from the semantic graphs using event patterns, we need to first annotate the 
documents with knowledge resources, which relies on the word-sense-disambiguation of the annotations.  

 



2 Preliminaries for Crowdsourcing Prototype 

 

2.1 Background Knowledge Base 

In this section, we will first introduce the main knowledge bases involved in this deliverable, namely 
DBpedia and Wikiepdia. 

 

2.1.1 DBpedia 

DBpedia is a crowd-sourced community effort to extract structured information from Wikipedia and to 
make this information available on the Web. DBpedia allows you to make sophisticated queries against 
Wikipedia, and to link other data sets on the Web to Wikipedia data. We hope this will make it easier for 
the amazing amount of information in Wikipedia to be used in new and interesting ways, and that it might 
inspire new mechanisms for navigating, linking, and improving the encyclopedia itself. 

The English version of the DBpedia knowledge base currently describes 3.77 million things, out of which 
2.35 million are classified in a consistent Ontology, including 764,000 persons, 573,000 places (including 
387,000 populated places), 333,000 creative works (including 112,000 music albums, 72,000 films and 
18,000 video games), 192,000 organizations (including 45,000 companies and 42,000 educational 
institutions), 202,000 species and 5,500 diseases.  

Localized versions of DBpedia in 111 languages are provided. All these versions together describe 20.8 
million things, out of which 10.5 million overlap (are interlinked) with concepts from the English DBpedia. 
The full DBpedia data set features labels and abstracts for 10.3 million unique things in 111 different 
languages; 8.0 million links to images and 24.4 million HTML links to external web pages; 27.2 million data 
links into external RDF data sets, 55.8 million links to Wikipedia categories, and 8.2 million YAGO 
categories. The dataset consists of 1.89 billion pieces of information (RDF triples) out of which 400 million 
were extracted from the English edition of Wikipedia, 1.46 billion were extracted from other language 
editions, and about 27 million are data links into external RDF data sets. 

 

2.1.2 Wikipedia 

The online encyclopedia Wikipedia is a vast, constantly evolving tapestry of richly interlinked textual 
information. To a growing community of researchers and developers it is an ever-growing source of 
manually defined concepts and semantic relations. It constitutes an unparalleled and largely untapped 
resource for natural language processing, knowledge management, data mining, and other research areas. 

All of Wikipedia’s content is presented on pages of one kind or another, such as article, category, and 
redirect.  Articles supply the bulk of Wikipedia’s informative content. Each article describes a single concept 
or topic, and their titles are succinct, well-formed phrases that can be used as descriptors in ontologies and 
thesauri. Articles often contain links to equivalent articles in other language versions of Wikipedia. For 
example, the article Dog links to Chien in the French Wikipedia, Haushund in German, in Chinese, and many 
others. 

Wikipedia provides several structural elements that associate articles with terms or surface forms that can 
be used to denote them. The most obvious elements are article titles and redirects: the article about dogs 
is given the title Dog and has about 30 redirects, including canis familiaris, domestic dog and man’s best 
friend. The links made from other Wikipedia articles to this one provide additional surface forms, because 
authors tailor anchor text to suit the surrounding prose. A scientific article may contain a link to Dog that is 
labeled with the anchor text canis lupus familiaris, while a more informal article may refer to doggy. 

Article titles, redirects and link anchors are all considered as Labels: terms (including phrases) that have 
been used to refer to the article in some way. Labels encode synonymy and polysemy, because it is possible 



for an article to be referred to by many labels, and for a label to refer to multiple articles. Because these 
labels are mined from an extensive corpus of text—that is, the full content of Wikipedia articles—they also 
have associated usage statistics: 76% of dog labels refer to the pet, 7% to the Chinese star sign, and less 
than 1% to hot dogs. How often labels are used within links, and how often they are found in plain text will 
be also tracked. The ratio between these statistics—prior link probability—helps to identify terms in new 
text that are likely to refer to concepts. For example, the probability that the term dog is linked in 
Wikipedia is 6%, while for the term the it is only 0.0006%. These statistics are useful for automatically 
detecting salient topics when they are mentioned in documents. 

 

2.2 Cross-lingual Groundings 

Now we introduce the cross-lingual lexica constructed by exploiting the multilingual Wikipedia to extract 
the cross-lingual groundings, namely the surface forms of resources in different languages. These resources 
will be used for building sense suggestion service, which will be employed for our crowdsourcing prototype. 

Wikipedia provides several elements that associate articles with terms, also called surface forms, that can 
be used to refer to the corresponding resources. Now we introduce these elements, which can be extracted 
using the Wikipedia-Miner toolkit 

 Title of Wikipedia article: The most obvious elements are article titles. Generally, the title of each 
article is the most common name for the resource described in this article, e.g., the article about 
the U.S. state New York has the title “New York”. 

 Redirect page: A redirect page exists for each alternative name, which can be used to refer to a 
resource in Wikipedia. For example, the article titled “New York State”, which is the full name of 
the U.S. state New York, is redirected to the article titled “New York”. Redirect pages often indicate 
synonyms, abbreviations or other variations of the pointed resources. 

 Disambiguation page: When multiple resources in Wikipedia could have the same name, a 
disambiguation page containing the references to those resources is usually created. For example, 
the disambiguation page for the name “New York” lists more than 30 associated resources that 
could have the same name of “New York” including the U.S. state New York as well as the film 
“New York, New York” and so on. These disambiguation pages are very useful in extracting 
abbreviations or other aliases of resources. 

 Anchor text of hyperlinks: The article in Wikipedia often contains hyperlinks pointing to the pages 
of re- sources mentioned in this article. For example, there are anchor texts “NY” appearing more 
than 400 times in Wikipedia pointing to the article about the U.S. state New York. The anchor text 
of a link pointing to a page provides the most useful source of synonyms and other variations of the 
linked resource. 

As mentioned, Wikipedia articles that provide information about the equivalent resources in different 
languages are connected through the cross-language links. For example, the English article “New York” links 
to “New York (Bundesstaat)” in the German Wikipedia, “Nueva York (estado)” in the Spanish Wikipedia and 
many others. In or- der to derive the cross-lingual lexica, we employ such cross-language links in Wikipedia 
to find the corresponding Wikipedia articles in different languages. Table 1 shows some statistics of the 
Wikipedia used in this work. We analysed cross-language links between Wikipedia articles for each pair of 
supported languages in both directions and keep only articles for which aligned versions exist at least in 
one direction. For instance, we have extracted 721, 878 cross-language links from English Wikipedia to 
German Wikipedia, and 718,401 cross-language links from German to English. By merging them together, 
we obtain 722, 069 cross-language links, which are used to construct the Wikipedia comparable corpus of 
the English-German language pair. 

Generally, article titles, redirect pages, disambiguation pages and link anchors are all considered as surface 
forms, i.e., terms (including words and phrases) that have been used to refer to resources in some way. 
Based on the above sources, we extract surface forms of DBpedia resources in different languages from 



Wikipedia. Furthermore, we use the links between DBpedia and various other data sources to derive cross-
lingual groundings of resources from other LOD data sources. 

 

2.3 Amazon Mechanical Turk 

Recently, there has been substantial interest in harnessing Human Computation for solving problems that 
are impossible or too expensive to answer correctly using computers. Microtask crowdsourcing platforms 
such as Amazon’s Mechanical Turk (AMT) provide the infrastructure, connectivity and payment 
mechanisms that enable hundreds of thousands of people to perform paid work on the Internet. AMT is 
used for many tasks that are easier for people than computers, from simple tasks such as labeling or 
segmenting images and tagging content to more complex tasks such as translating or even editing text. 

  

Figure 1. Amazon’s Mechanical Turk (AMT) Basic Concepts 

As shown in Figure 1, a crowdsourcing platform like AMT creates a marketplace on which requesters offer 
tasks and workers accept and work on the tasks. We chose to build our crowdsourcing word-sense-
disambiguation prototype using one of the leading platforms AMT, which provides an API for requesting 
and managing work. AMT supports so-called microtasks. Microtasks usually do not require any special 
training and typically take no longer than one minute to complete; although in extreme cases, tasks can 
require up to one hour to finish. In AMT, as part of specifying a task, a requester defines a price/reward 
(minimum $0.01) that the worker receives if the task is completed satisfactorily. In AMT currently, workers 
from anywhere in the world can participate but requesters must be holders of a US credit card. Amazon 
does not publish current statistics about the marketplace, but it contained over 200,000  workers (referred 
to as turkers) in 2006, and by all estimates, the marketplace has grown dramatically since then. 

  

Figure 2. Amazon’s Mechanical Turk (AMT) Terminology 

AMT has established its own terminology. There are slight differences in terminology used by requesters 
and workers. For clarity in this deliverable, we use the requesters’ terminology. Key terms as shown in 
Figure 2 are: 



 HIT: A Human Intelligent Task, or HIT, is the smallest entity of work a worker can accept to do. HITs 
contain one or more jobs. For example, tagging 5 pictures could be one HIT. Note that “job” is not 
an official term used in AMT, but we use it in this paper where necessary. 

 Assignment: Every HIT can be replicated into multiple assignments. AMT ensures that any particular 
worker processes at most a single assignment for each HIT, enabling the requester to obtain 
answers to the same HIT from multiple workers. Odd numbers of assignments per HIT enable 
majority voting for quality assurance, so it is typical to have 3 or 5 assignments per HIT. Requesters 
pay workers for each assignment completed satisfactorily. 

 HIT Group: AMT automatically groups similar HITs together into HIT Groups based on the 
requester, the title of the HIT, the description, and the reward. For example, a HIT Group could 
contain 50 HITs, each HIT asking the worker to classify several pictures. As we discuss below, 
workers typically choose which work to perform based on HIT Groups. 

  

Figure 3. Amazon’s Mechanical Turk (AMT) Workflow 

The basic AMT workflow as shown in Figure 3 is as follows: A requester packages the jobs comprising his or 
her information needs into HITs, determines the number of assignments required for each HIT and posts 
the HITs. Requesters can optionally specify requirements that workers must meet in order to be able to 
accept the HIT. AMT Groups compatible HITs into HIT Groups and posts them so that they are searchable by 
workers. A worker accepts and processes assignments. Requesters then collect all the completed 
assignments for their HITs and apply whatever quality control methods they deem necessary. 

Furthermore, requesters approve or reject each assignment completed by a worker: Approval is given at 
the discretion of the requester. Assignments are automatically deemed approved if not rejected within a 
time specified in the HIT configuration. For each approved assignment the requester pays the worker the 
pre-defined reward, an optional bonus, and a commission to Amazon. 

Workers access AMT through their web browsers and deal with two kinds of user interfaces. One is the 
main AMT interface, which enables workers to search for HIT Groups, list the HITs in a HIT Group, and to 
accept assignments. The second interface is provided by the requester of the HIT and is used by the worker 
to actually complete the HIT’s assignments. A good user interface can greatly improve result quality and 
worker productivity. 

In AMT, requesters and workers have visible IDs so relationships and reputations can be established over 
time. For example, workers will often lean towards accepting assignments from requesters who are known 
to provide clearly defined jobs with good user interfaces and who are known for having good payment 
practices. Information about requesters and HIT Groups are shared among workers via on-line forums. 



3 Crowdsourcing Word-sense-disambiguation with Wikipedia 
and DBpedia  

3.1 Problem Definition 

We first define the cross-lingual semantic annotation, where word-sense-disambiguation is an important 
step. On the one side, there are documents containing a set of entity mentions in source language. On the 
other side, there is a semantic knowledge base in target language containing a set of entities, each of which 
has its labels and attributes, and the relations between entities. Cross-lingual semantic annotation is to 
link/annotate these entity mentions in documents in the source language with their referent entities in the 
knowledge base in the target language. 

 

Figure 4. Cross-lingual Semantic Annotation 

 

3.2 Framework 

Now we present the framework of our crowdsourcing prototype. As shown in Figure 5, the input is 
documents containing a set of mentions in source language and the output is the file containing 
annotations of the documents with KB resources in target language provided by the crowd based on the 
Amazon Mechanical Turk (AMT) platform. 

  

Figure 5. Example of Input and output of the crowdsourcing prototype 

The process of yielding the annotations is illustrated in Figure 6. First, a document is processed by the 
semantic annotation service to yield sense suggestions of mentions contained in the document. Then we 
transform the resulting sense suggestions in to html pages, which will be displayed to the crowd based on 



the Amazon Mechanical Turk API as HITs. After the workers solve the HITs, we retrieve the results and 
transform them into the final annotations in XML based on a schema define in XLike project.  

  

Figure 6. Process of crowdsourcing cross-lingual semantic annotation 

 

3.3 Methodology 

In this section, we discuss the methodology of our crowdsourcing framework. First we discuss (1) how to 
select the cross-lingual semantic annotation service to provide the sense suggestions and then (2) how to 
design and generate the user interfaces to present the sense suggestions to the crowd.  

 

3.3.1 Sense Suggestion Service 

The semantic annotation service that automatically annotates the input article should be targeted to 
achieve the highest recall. This step should provide a noisy output with a set of links to Wikipedia articles as 
complete as possible, which will be manually verified and cleaned by the crowd. Another issue is how to 
rank the sense suggestions for each detected mention. We think the random order of the sense suggestions 
make it easy to judge the quality of the results retrieved from the crowd. Based on that, we choose the 
most efficient solution to build the service by using the cross-lingual lexica constructed by exploiting the 
multilingual Wikipedia to find all possible candidate senses without disambiguation performed on them. 
The service is described in the following: 

Service URL: http://km.aifb.kit.edu/services/sense-suggestion  

Input Parameters: 

 source: the URL of a web page or raw text 

 lang1: language of source information 

 lang2: language of knowledge base resources 

 kb: the knowledge base used for annotation (DBpedia or Wikipedia) 

When the source parameter is raw text, the response of the service consists of the xml elements 
Response, which consists of a source element containing the raw input document before pre-
processing, a result element containing annotated text and a DetectedTopics element, which 
consists of a list of the Mention elements. For each Mention element, the corresponding sense 



suggestions are included in a list of DetectedTopic elements, each of which has the following 

attributes: 

 URL: the URL of the knowledge base resource 

 id: the id of the knowledge base resource 

 mention: the mention of the knowledge base resource in the text 

 lang: the language of the knowledge base resource 

 displayName: the display name of the knowledge base resource 

 weigth: measure of the confidence between the mention and the knowledge base resource 

Figure 7 shows the output format of the service when the source parameter is raw text.   

 

Figure 7. Example output of the service for annotating raw text 

 

3.3.2 User Interface Design 

To design the user interface, we first separate the article into blocks with appropriate length. For each 
block, we provide sense suggestions linked to Wikipedia generated automatically by the service as shown in 
Figure 8.  

  

Figure 8. Process of crowdsourcing cross-lingual semantic annotation 

Because the workers might not familiar with the Wikipedia entity/concept, they can simply click the sense 
to open the corresponding Wikipedia page as shown in Figure 9.  



  

Figure 9. Process of crowdsourcing cross-lingual semantic annotation 

To make it easy to check the context the mention, we provide preview of the input article with highlighted 
mention as shown in Figure 10. 

  

Figure 10. Process of crowdsourcing cross-lingual semantic annotation 

Workers can suggest a correct sense for a detected mention as shown in Figure 8 or add a new mention not 
detected as shown in Figure 11. 

  

Figure 11. Process of crowdsourcing cross-lingual semantic annotation 

 



4 Conclusions 

This document presents the tools and methodology for bootstrapping additional annotations for 
techniques developed in T3.2. A solution using crowdsourcing (e.g. Amazon Mechanical Turk) has been be 
developed for the situations where there are not enough pre-labelled resources and where there is no 
other possibility to bootstrap critical amount of annotations to apply other types of techniques. We 
discussed the process of creating HITs on the Amazon Mechanical Turk platform given the input documents 
and the process of generating the final annotations after the workers solve the HITs. We consider the 
evaluation of the quality of the annotations achieved by our crowdsourcing prototype as future work. 
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