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Abstract
There is clear evidence of deep intermediations between interactive 3D environments (mainly
games) and movies. While both share a number of common elements in the way events and
actions are portrayed to the viewer/player, specificities of interactive 3D environments
necessarily shape the nature and extent of cinematographic techniques which can be utilized.
In deliverable D5.1 (Specification of Cinematic Idioms), we have described into details the
major elements of cinematography and drawn some conclusions and recommendations as to
what an interactive cinematography system should handle.
In this deliverable, we answer recommendations identified in D5.1 through the detailed
presentation of a novel interactive cinematography system. Our automated system constructs
a movie from a flow of low-level narrative events. The system computes appropriate
viewpoints of these narrative elements, and performs an edit in real-time by reasoning at a
symbolic level on the available set of viewpoints to maintain continuity in the edits. It
furthermore provide means to explore a number of directorial styles through the identification
and control of some high-level editing and framing parameters (camera pacing, camera
dynamicity, preferred viewpoints, screen composition).
With regard to the technical contributions, and following recommendations in D5.1, our
system couples automated camera planning, automated montage and screen composition,
which stands in stark contrast to existing techniques that are mostly procedural.
Such a system opens many perspectives as to how the model can be applied and extended
in Interactive Storytelling, in particular to influence the directorial style from the narrative
goals, in how to link audio aspects to editing, and how the expressiveness in the montage
can be employed to better support interactivity.
The organization of the deliverable is the following: we first present our scientific contribution
to IS, by detailing our technical answers to issues such as visibility computation, path
planning, real-time editing and maintenance of continuity through reasoning. In a second part,
we present a detailed analysis of the Canteen scene in Michael Radford’s 1984 movie, with
specific reference to its narrative outcomes and the motivations of and relationships between
its characters including aspects of dominance, isolation and affinity. Finally, we demonstrate
the results of our system by exploring variations in the edits given high level narrative
motions. An appendix describes into details the means to parameterize and control our
application.
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1.

A Cinematography System for Interactive Storytelling

With the advent of increasingly realistic 3D graphical environments, a requirement has arisen
for the developers of many interactive applications to create more immersive narrative
experiences for the user (e.g. games, machinima, storytelling). Furthermore, there is a
particular demand to recreate the cinematic experience of conventional movies. This not only
requires an underlying narrative model to drive action and behavior, but the ability to specify
and control virtual cameras such that they obey the conventions of traditional film making.
This integration of narrative and cinematography in interactive 3D graphics applications
requires camera control techniques that can address both low-level issues such as the
visibility of scene elements, and high-level issues such as composition and continuity in the
edits. Though a number of systems have been proposed to support camera staging (i.e.
where to position and move the camera, see [CON08]), the integration of such work within an
appropriately expressive camera editing process (i.e. how, when and where to cut between
viewpoints) remains an open problem that has received limited attention from the computer
graphics research community in general.

1.1

Motivations for IS and recommendations of D5.1

We recall the main motivations for camera control systems dedicated to interactive
storytelling together with recommendations highlighted in Deliverable D5.1:
•

Reactivity: ability of the system to react in real-time to changes in the story,
originated from the user, or from the geometric environment. A camera control
system therefore should rely on the knowledge of the environment and of the
events in the scene, to offer the capacity to re-compute camera configurations in
real-time while efficiently handling subject visibility.

•

Integration of style: ability of the system to explore a range of directorial styles,
wide enough to support main cinematic genres (movies, TV shows, game-like
cinematic shots), and expressive enough to provide some degree of control in a realtime context to better support the global narrative on one side and the variations in
narrative dimensions inside scenes, on the other.

•

Coherency in shots: ability of the camera system to maintain continuity between
shots and coherency over the movie, thereby properly conveying a full and complex
sequence of events, rather than a set of sequences of shots, each of them
corresponding to an action to be conveyed, e.g. in an idiom-based approach.

•

Screen composition: ability of the system to compute basically composed shots.
Main motivations for composition are not aesthetics, but a support to the
understanding of spatial relations between characters in the scene, through the
better composition of subjects on the screen (especially left/right relations in
dialogues), and the ability to perform variations in composition to support high-level
narrative dimensions.

Throughout this work, our major motivation consists in performing a shift from idiom-based
representations proposed in the literature, where characteristic sets of viewpoints and edits
are associated with an action, to an approach that fully integrates continuity rules that
guarantee the general coherence of a sequence of shots, together with a range of directorial
style parameters. This move from procedural camera control to reasoning-based camera
control represents the main challenge for an expressive approach to virtual camera control.
IRIS
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1.2

Contributions

In this section we describe a fully automated cinematography system that constructs a
cinematically expressive movie in real-time from a flow of low-level narrative elements. In
essence, our approach contributes to the domain on the following points:
•

Real-time integrated system. Our model proposes an integrated approach that
characterizes full and partial visibility of key subjects, performs camera planning
between viewpoints, and enforces continuity editing rules. Current contributions in
the field generally focus on individual aspects of camera control (visibility and path
path-planning on one side [OSTG09], editing on the other [CAwH*96,ER07,
AWD10]).

•

Expressive cinematographic engine. Our cinematographic engine introduces the
notion of Director Volumes as a spatial characterization of viewpoint regions of key
subjects. Volumes encode the empirical knowledge from practice and literature on
camera staging (e.g. Internal, External, Parallel) as well as classical shot sizes
(close, medium, long). Additionally, knowledge related to continuity editing and style
is encoded by filtering operators over the Director volumes (line-of-interest, line-ofaction, thirty-degree angle,...). At last, our engine enforces on-the-screen
composition that selects the best view from the resulting regions using a local search
optimisation technique and following well-known composition rules.

•

Variation in directorial style. Our system provides means to express a large
variation in directorial style in a real-time context by integrating a generic filtering
process over the Director Volumes, control of cinematic indicators such as pacing
and camera dynamicity.

1.3

A Director-Volume approach

1.3.1

Introduction

The provision of fully automated camera control for interactive environments, is a complex
problem that raises four important issues.
1. Such a system needs to be underpinned by a narrative model that both structures the
way the actions are organized, and allows us to reason as to their relative importance
and presentation. Following Young’s bipartite model [You07], interactive narratives
can be considered to have two levels: (1) the story, the chronologic account of events
over time; and (2) the discourse, the way in which events are organized and
presented to the spectator.
2. Second, the system should provide the user with well-composed viewpoints of key
subjects in the scene following established conventions in the literature, while
maintaining the visibility of these elements in fully dynamic 3D environments. For
example, the simultaneous computation of the visibility of multiple targets in a
dynamic environment requires a pragmatic solution to provide some guarantee as to
the efficacy of results, as well as a quantified estimation of visibility for a large range
of viewpoints.
3. Third, a critical issue is related to the fundamental challenge of operationalizing
editing rules and conventions in a sufficiently expressive computational model of
automated editing. Such rules and conventions are often expressed as a set of
idioms (that is, a typical set of camera configurations that, when assembled, bring to
IRIS
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the screen the viewer’s understanding of the spatial and causal relations pertained to
a specific action). While current implementations strongly rely on these pragmatic
representations to model camera editing systems (see section 1.2.2 for a description
of the state of the art), there is a clear necessity and demand to perform a shift
towards more expressive representations that augment the range of possible
variations in the montage.
4. Finally, a last question is how to develop efficient solution mechanisms which must
address the innate complexity of well understood problems such as visibility
determination and path planning? For example, the simultaneous computation of the
visibility of multiple targets in a dynamic environment requires a pragmatic solution
which will provide some guarantee as to the efficacy of results. Facilitating jump-cut
continuity editing, where a user’s view switches between two different viewpoints,
requires the ability to reason more than just on local visibility of the current camera.
Similarly, selecting appropriate tracking shots involves planning a camera’s motion in
a dynamic environment whilst simultaneously taking account of the visibility of scene
elements from viewpoints along the spatio-temporal path.
In the context of the IRIS project, we propose a fully automated system that allows the
construction of a cinematically expressive movie from a specified sequence of low-level
narrative elements (e.g. character actions and motions). Our system computes appropriate
viewpoints on these narrative elements, by selecting specific regions referred to as Director
Volumes that capture both visibility and characteristic shot information in the scene. We then
rely on filtering-based techniques to reason over Director Volumes and from a large set of
possible viewpoints, select the appropriate candidate shot. In this filtering process,
cinematographic rules are expressed as constraints (applied on with constraint-based
filtering processes) and cinematographic style is expressed as preferences to choose where
to position the camera, how to plan paths between viewpoints, and when to perform cuts. Our
system constitutes a novel and significant step towards the expressive coupling of camera
planning and editing in 3D graphical environments, and a ground stone on which to build
Interactive Storytelling systems.
We first present a technical state of the art spreading over the multiple aspects of camera
control (viewpoint computation, path-planning, editing). We then propose an overview of our
approach in Section 1.3, before detailing the construction of Director Volumes (in Section 1.4)
and the mechanics of the reasoning process for editing (in Section 1.5).

1.3.2

The Elements of Automated Cinematography

Camera control in computer graphics has received significant attention in recent years.
Contributions span a range of sub-problems, from viewpoint computation and specification of
shot properties, to camera motion control and the planning of visually felicitous paths. To
contextualize our formulation of automated cinematography we considered a number of
significant contributions across the broad spectrum of problems to be solved, from viewpoint
computation and camera motion planning, to editing:
A.

Viewpoint Computation

Viewpoint computation refers to the process of positioning the camera to furnish an image
with the desired set of cinematographic properties and which conveys the appropriate
information with relation to the key subjects. The ability to compute viewpoints with
specifiable properties is of particular value in a range of applications, including visual
servoing, medical and scientific visualization, and image-based rendering. For such
applications, viewpoints typically maximize the visibility of salient features and highlight the
spatial relations between objects with a view to enhancing a viewer’s perception and
understanding of a scene. Vasquez et al. [VFSH03] described the problem as maximizing the
IRIS
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amount of information about a scene for a viewer. Drawing on Information Theory they use
the notion viewpoint entropy (defined in terms of the probability distribution the relative area
of the projected faces over the sphere of directions centered in the viewpoint) to compute a
minimal set of $N$ good views.
Others contributions have considered the problem of viewpoint selection as one of
information composition. Bares et al. [BK01] automatically generated camera shots using the
composition heuristics of expert photographers. Sophisticated camera constraints are
specified using storyboard frames to indicate how a desired shot should appear. The 3D
environment is then analyzed to determine camera parameter settings leading to a shot
closely matching the specification. Christie and Normand [CN05] proposed a semantic
partitioning of space into volumes that capture the regions of space around scene elements
for which a camera will have a consistent set of visual properties. However such approaches
to viewpoint computation mostly concentrate on static scenes in offline contexts (with the
notable exception of [HHS01] and [CM01] who handle some elements of composition in realtime). By contrast, we rely on the real-time computation of characteristic views while
propagating full and partial visibility of multiple key subjects and ensuring composition of
elements on the screen using a local search optimization process.
B.

Motion Planning

Existing methods for camera motion planning augment classical path planning approaches
with features such as path continuity and visibility along the path. Due to the seven degrees
of freedom (DOF) of a simple camera model, exhaustive search of the parameter space is
impractical. Three board classes of techniques have been used to reduce this complexity: (1)
reduce space exploration, by using sampling or a local search; (2) reduce DOF, for example,
by linking the camera to a point or a trajectory; and (3) partition the parameter space, for
example, by solving for the camera position. Planning techniques can be divided into two
main classes: local approaches, that constrain the search to a reduced set of candidate
solutions, and global approaches, which require the construction of, and search over, an a
priori representation of the whole environment. In terms of local approaches, techniques
based on potential fields have been proposed to plan camera’s position in dynamic
environments. The potential field is an established local approach technique to robot motion
planning. Beckhaus [Bec02] dynamically modified the potential to plan a camera's position in
a dynamic environment and set the remaining DOF with safe heuristics (e.g. fixing the field of
view and pointing the camera at an object of interest). Another class of local methods uses
image-based visual servoing in which the camera is positioned according to information
computed from its rendering alone [CM01]. Here the primary task (following a target object)
does not fix all the camera parameters, and secondary tasks may be added (e.g. relating to
occlusion or lighting). Though motion of the camera can be efficiently computed, a virtual
controller and occlusion prediction are required to avoid jerky motions and mitigate the
problems of local search. [LiCheng:08] described the use of probabilistic road-maps (PRMs)
around a camera. Using a ''lazy'' update, the validity of a node only needs to be checked
when necessary and dynamic path planning can be performed based on changes in the
validity of path's nodes.
Although such local approaches are responsive to local changes and dynamic elements of
the scene (i.e. occluders) they typically fail to produce camera paths with properties that
account for the global properties of a scene. Integrating global knowledge of the environment
significantly improves the quality of the path but generally relies on an offline analysis of static
environments. For instance, [NO03] proposed pre-computed PRM constructed over a
complete environment in the automatic generation of camera movements. Within static
environments, [AVF04] combined global planning, a search through a discretization (cells) of
an environment, with a secondary local search of each cell. In order to adapt to dynamic
aspects, Oskam et al. [OSTG09] recently presented a single target tracking real-time system
that uses a global visibility-aware roadmap together with an estimate of the pair-wise visibility
between portions of the scene, and which adapts at run-time to moving occluders. Using a
IRIS
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pre-computed road-map to find a coarse path along which the target will be in view, and
combining it with a path-smoothing process using a sequence of occlusion maps computed
on-the-fly to alter the path, reveals to be a robust and reactive solution. Such global planning
methods enable large-scale camera transitions as well as a local camera module that follows
a target and avoids obstructed viewpoints, although coarse visibility evaluation does not find
all possible solutions and can lead to issues when no solutions are found.
C.

Editing

Incorporating the editing process (where and when to cut between viewpoints) in computer
graphics applications has been relatively under-addressed [HCS96] [CAwH_96] [CLDM03]
[FF04]. Typically this is realized as set of idioms (series of reference viewpoints linked to a
given configuration of actors) using a procedural language (usually a finite state machine):
when a given action occurs, apply the associated viewpoint transition. An example is
illustrated in Figure 1.

Figure 1: Using a finite state machine (FSM) to model a cinematic idiom in He etal., [HCS96]. On
the left figure, each state represents a typical camera shot, and each transition between states
holds the conditions that trigger the transition from one shot to another. Transition triggers are
visibility of key-subjects, duration of the shot, or occurrence of events (here T represents the
elapsed time, while D represents the distance between the characters). The model is restricted
in its expressiveness in that no variations are allowed in the editing (e.g. a change in the pacing,
means a redesign of all Finite State Machines). The right part of the figure displays a set of shots
corresponding to this Finite State Machine with the transition conditions.

Such approaches fail to recognize the importance of narrative discourse level [You07]. That
is, story elements (plot and character) are defined in terms of plans that drive the dynamics of
a virtual environment, and discourse elements (the narrative’s communicative actions) are
defined in terms of discourse plans whose communicative goals include conveying the story
world plan’s structure. Integration of these narrative aspects has only recently been
considered [ER07] [Jha09]. However, the realization has again been procedural in character,
a script (i.e. a series of actions) is taken as input and an automated visualization of the
scenario w.r.t. procedural cinematic rules is produced. Recently an approach has proposed to
study the correlation between the motion of key subjects in the 3D environment and the
motion of the key subjects on the screen for a number of candidate cameras [AWD10]. This
correlation metric is utilized to select the most appropriate view while enforcing coherency.
However motion is only one of the key elements of editing, and the approach cannot be
generalized to narrative environments.
The procedural application of idioms often leads to highly restrictive editing rules and cannot
IRIS
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furnish the expressive range of real world cinematography. Instead, series of idioms are
deterministically applied to a story, and the idiom application architecture (e.g. finite state
machines) makes idiom composition impossible when two actions are unfolding in parallel.
Crucially, such approaches do not address low-level issues, such as visibility, that must be
simultaneously accounted for. Indeed, the fact that no representation of an environment takes
account of the exact visibility in the whole environment is a major issue in automated camera
control. Therefore, automated cinematography must incorporate a high-level editing model, in
which rules (to specify spatio-temporal context) and idiom preferences (i.e. style) are nondeterministically applied, and incorporate an integrated facility to reason as to visibility in
camera movement and cut planning.

1.3.3

Overview

We propose a real-time approach to virtual camera control and editing that directly addresses
the visibility of key subjects, and provides an expressive means to reason over viewpoints,
cuts and shot transitions. An overview of this process is displayed in Fig. 2.
Our system takes as input a 3D interactive environment (in which changes are not known
beforehand) together with a narrative pipeline that injects narrative elements in real-time in a
flow of actions. This flow is a semantic description of the actions performed in the
environment. The notion of narrative element is a central notion in our approach and we look
at its coherent translation into cinematographic viewpoints/idioms. A narrative element is a
component of the discourse and conveys relevant information of an action from the story.
Narrative elements carry in accordance with the nature of the story, prototypical actions (a
character stands up, walks, talks to another character) to more subtle notions such as the
display of a relationship between characters (e.g. show dominance, conflict or isolation). The
output of our system is a movie which conveys these narrative elements according to some
cinematic rules and directorial style parameters.

Figure 2: Overview of our real-time cinematography system. First, relevant narrative elements
are selected from a flow of events. Narrative elements are then turned into Director Volumes (all
regions of space from which the narrative element can be portrayed). Editing is performed by
reasoning over Director Volumes to select an appropriate viewpoint region, given editing
continuity rules and style rules. Finally frame composition is performed to offer the best
viewpoint for the narrative element, following some composition guiding rules (e.g. rule of the
IRIS
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thirds). Finally the type of transition between the current viewpoint and the new viewpoint is
computed, either as a cut or as a continuous transition.

In our approach, each narrative element is associated with a collection of stereotypical
viewpoints (Semantic Volumes) that convey the element according to established
cinematographic conventions. Typically an action such as “Symes speaks to Smith” can be
portrayed through a large collection of viewpoints described in the literature (Internal,
External, Apex, Subjective) together with a range of distances (Close-Up, Medium Shot, Long
shot, Extreme Long Shot) [Ari76]. Do note that for such an action, the utterance of a
character may be portrayed either by framing the talking character talking, the listening
character, or both (the choice is a matter of continuity and directorial style). By default each
narrative element is portrayed by all possible viewpoints, though some elements may require
a specific subset of shots ( e.g. “Symes looks at Smith” obviously requires that the camera
should not be located behind Syme).

Our system follows a four-step process to compute viewpoints and transitions (see Fig. 2):

IRIS

•

Selecting Narrative elements: Whenever a new cut/transition is enabled, our
system selects at run-time the most relevant narrative element among all events
occurring during the same time step. The relevance is computed by an external
process (e.g. narrative engine) that distinguishes the relative importance of actions
running in parallel.

•

Computing Director Volumes. This stage turns selected narrative elements into
Director volumes by composing areas of characteristic viewpoints that enable the
portray of the element (the Semantic Volumes) with an analysis the full and partial
visibility of key targets (Visibility Volumes) involved in the narrative element.
Underlying representations of semantic, visibility and director volumes rely on
annotated Binary Space Partitions (a-BSPs).The visibility of the selected narrative
element is first computed by performing some real-time viewpoint partitions using
visibility stabbing planes [TS91] and propagating visibility to neighboring cells through
a cell-and-portal representation of the environment; the process computes visibility
volumes that are characterized w.r.t full visibility, partial visibility and no visibility,
yielding an annotated Binary Space Partition (a-BSP). In a second step, the space of
viewpoints is further partitioned and characterized with relation to characteristic
cinematographic shots described in literature and relative to the narrative element (
e.g. for two characters in interaction we consider internal, external, parallel, apex and
subjective shots, with a full range of sizes from close shot to extreme long shot).
Such partitions are modelled with a second a-BSP and yield volumes that we refer to
as Semantic Volumes; In last step, both a-BSPs are intersected to provide a full
characterization of viewpoints (semantic and visibility). We refer to these resulting
volumes as Director Volumes;

•

Editing over Director Volumes. The selection of appropriate Director Volumes
among all available is performed by applying multiple filtering processes. Continuity
filters typically enforce classical continuity rules between shots by removing or
pruning inconsistent regions in the set of Director Volumes (for example those that
would make the camera cross a line-of-action). A second filtering process selects the
most appropriate shots with relation to the narrative event by enforcing elements of
directorial style (Style Filters).

•

Computing frame composition. A numerical optimization process is performed in
each resulting Director Volume to select the best shot in terms of composition in the
Page 8
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screen (exact locations of key subjects in the screen).
•

Computing transitions. Whenever it appears necessary to switch between Director
Volumes (end of narrative event, new narrative event, target occluded, pacing in
cuts), our system selects an appropriate transition (a cut or a continuous transition).
Continuous transitions are generally a matter of style (e.g. as in the ER TV show
described in Deliverable D5.1). For continuous transitions, we rely on our
characterization of the topological environment to plan an appropriate path between
the current camera and a set of target Director Volumes.

At runtime, our system first selects the most relevant event (or set of events) and chooses the
best viewpoint to convey this event by filtering the Director Volumes according to (i) the
visibility of key-subjects, (i) the coherency in the sequence of viewpoints, (iii) and a
characterization of style. A transition planner then determines appropriate viewpoint
transitions, either by using a jump cut or a path-planning process between viewpoints.
In the sequel we detail the major steps of our computational process, namely computing
Director Volumes, reasoning over Director Volumes and performing editing cuts and
transitions.

1.3.4

Computing Director Volumes

At the core of our approach is a spatial representation -- the Director Volume -- that
aggregates viewpoints that give rise to qualitatively equivalent shots in terms of information
conveyed to the user, and in terms of visibility of key subjects. Director Volumes are built
from the intersection of Visibility Volumes (volumes which hold the visibility of key-subjects)
and Semantic Volumes (volumes which hold the characteristic cinematographic viewpoints).
The computation of the Director Volumes is illustration in Fig. 3.

Figure 3: Computation of Director Volumes (a) the input 3D model with two key subjects, (b) the
pre-computed cell-and-portal representation (cells in blue, portals in red), (c) the visibility
computation for both key subjects (white is visible, black is occluded and grey is partially
visible), (d) the semantic volume computation which identifies characteristic viewpoints
(internal/external/apex) and shots sizes (close shot to extreme long shot), (e) intersecting
semantic and visibility volumes to generate Director Volumes.

IRIS
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A.

Computing Semantic Volumes

The first step consists in translating the selected narrative element into semantic volumes. In
our approach, each narrative element is associated with a collection of stereotypical
viewpoints that convey the element according to established cinematographic conventions.
Typically an action such as “Symes speaks to Smith” can be portrayed through a large
collection of viewpoints described in the literature (Internal, External, Apex, Subjective)
together with a range of distances (Close-Up, Medium Shot, Long shot, Extreme Long Shot)
[Ari76]. Do note that for such an action, the utterance of a key subject may be portrayed
either by framing the talking key subject, the listening key subject, or both (the choice is a
matter of continuity and directorial style). By default each narrative element is portrayed by all
possible viewpoints, though some elements may require a specific subset of shots (e.g.
“Symes looks at Smith”] obviously requires that the camera should not be located behind
Syme). In the task of precisely designing the semantic volumes that encodes
cinematographic knowledge, we followed an experimental process that consists in positioning
and evaluating shots in a 3D modeler for key configurations of subjects (single subject, two
subjects facing, two subjects not facing, ...). This process was guided by empirical evidence
in literature and a professional experienced modeler. As a result we characterized the spatial
extents of viewpoint regions for key configurations of subjects. Resulting Semantic volumes
are displayed in Figure 4. Additionally, we studied the evolution of these semantic volumes
with relation to the distance between the key subjects, and the orientations of the key
subjects. In cases where the targets are too close to each other, areas of subjective shots are
removed. In a similar way, as the distance between key subjects increases, the range of
typical shot sizes is extended for internal shots (close-up, close, medium, long).

In this work, we have fully specified sets of semantic volumes related to key configurations of
key subjects (see Figure 2). For example, in the case of a dialogue between two characters,
a semi-space defined one side of the line of interest (LOI) captures the range of positions in
which we can formulate over-the-shoulder shots of the two characters. In order to represent
such volumes, we rely on a BSP data-structure. We use annotated Binary Space Partitions
(a-BSPs), which are classical BSPs augmented with tags on the branches. This structure is
dynamically and procedurally processed with respect to the configuration of the key subjects,
for each frame, and allows us to efficiently characterize and partition the environment into
such sets of characteristic viewpoints.

IRIS
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Figure 4: Top-view of semantic volumes for a classical interaction between two key subjects.
Each circle represents a key subject (characters Syme and Smith). The identification of the
regions has been performed with the help of a professional modeler. Each region gathers the
characteristic viewpoints for this configuration of actors. A characteristic region is defined by
the nature of the shot (close, close-up, medium, long shot, extreme long shot), and the relative
position of the camera with the characters (external shot, internal shot, parallel shot, subjective
shot). The focal distance is fixed for all shots (50mm).

Some regions of space cannot be selected as candidates since the actors are fully or partially
occluded. In order to efficiently compute the visibility information that we then store in the
regions, a topological level of representation of the geometry is employed.

IRIS
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Figure 5: Screenshot of our system which displays the semantic volumes (top left). For each
frame, all the semantic volumes are recomputed to track the characters motions. Depending on
the distance between the characters, the nature and shape of volumes evolve. For example in
situations where the characters are very close, Internal shots disappear, as well as parallel
shots (impossibility to frame only one character). Similarly, as actors are distant, different
ranges of internal shots can be added (close-up, close, medium, long). On the top left, green
areas represent external shots, blue areas are parallel shots and red areas are internal shots. On
the top right, the viewpoint from the current camera is displayed. In the bottom left, the current
action is highlighted (“Syme speaks to Smith”). The bottom right frame details the current
editing parameters (visibility of key subjects, pacing and nature of current viewpoint).

B.

Computing Visibility Volumes

The second step consists in computing and characterizing the visibility of key subjects. Realtime visibility computation is a prohibitively expensive process. We address this constraint by
reducing the practical complexity through two assumptions as to the geometric properties of
the environment. Firstly, we estimate the visibility of a target subjects (actor) using a 2D
convex hull of the projection of its geometry onto the floor. Secondly, we restrict the setting to
static 3D indoor environments which we represent as a 2D cell-and-portal structure [TS91].
Cells represent the rooms and portals represent doorways and connections between cells.
Hard visibility constraints exist in relation to extremities of the portals (e.g. walls or doors).
Each boundary between a wall and a portal supports a stabbing line that represents a
separation between visibility and occlusion. By assuming that the indoor environment resides
on plane (i.e. distinct floors) we extract a 2.5D topological representation. All geometric
elements in the scene above a specified height (here 1.5m) are treated as occluders. The
visibility process is therefore restricted to dynamic targets in static environments.
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Figure 6: From a vertex p, two stabbing lines are defined with respect to a key subject. By
combining both stabbing lines, a categorization into three regions (full occlusion, partial
visibility and full visibility) is obtained. 2D visibility of a key subject corresponds to a segment s
linking its extreme points. From a viewpoint included in the region of partial visibility, the visible
portion of the key subject is evaluated by using relative side of the occluder w.r.t the stabbing
line passing by the viewpoint and the extreme point p of this occluder. Visibility is then
propagated to all other cells in a cell-and-portal representation.

To offer a better characterization of partial visibility, we extend classical cell-and-portal
visibility propagation techniques [TS91] to handle from-region visibility where subjects are
approximated as convex cells [COCSD00]. Consequently, we base our visibility analysis on
the use of stabbing lines to compute a dynamic categorization of the full and partial visibility
of a key subject. For a point p (in case of a vertex of a portal, we refer to as visibility
constraint or v-constraint), two stabbing lines are defined such that each line is tangential to,
but on opposite sides, of the convex hull of the key subject. We refer to these lines as
stabbing lines.

The stabbing line associated to an extremal point e of the key subject separates the region
where e is visible and the region where e is occluded. Since the key subject is fully included
between stabbing lines, visibility categorization of the whole key subject is then processed by
combining visibility categorization of each stabbing line.

Firstly, a visibility prism (v-prism) is defined as a triangle between p and these extremal
points. Then, the segment that join both extremal points is seen as the abstraction of the 2D
visible part of the key subject at p. We will refer to this segment as the v-segment (visibility
segment) of p.

Secondly, a reversed prism (r-prism) is processed, and we consider the region located
between both stabbing lines as the propagation of the partial visibility due to p. Three regions
IRIS
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are then obtained: a region where the key subject is fully occluded, a region where the key
subject is fully visible, and an intermediate region where the key subject is partially visible.

Moreover, for any viewpoint v with partial visibility, the visibility degree of the key subject is
estimated by the visible portion of the v-segment of v. For each v-constraint p included in the
v-prism of v (they are known by construction of the partial visibility region), the reduction of
the v-segment of v is computed by using the relative side of the occluder w.r.t. the stabbing
line drawn between v and p. As a result, one (or a set of) sub-segment are computed,
providing an estimation of the visibility degree of the key subject at v.

The process is further repeated for all portals connected to the current cell in which the key
subject is located. Areas of full visibility, partial visibility and no visibility are then further
propagated through the cell-and-portal representation in a way similar to [TS91] (see Figure
7). An a-BSP representation is used for each topological cell. A node of this a-BSP
represents a stabbing line, and a leaf corresponds to a visibility cell of the key subject.
Respective sides of the stabbing lines carry the visibility information. This a-BSP
representation enables (1) an on-the-fly cell subdivision process, through the use of a
description of intermediate visibility cells in each node; and, (2) a reduction of the search
complexity when characterizing a given viewpoint in the topological cell.

The visibility propagation (see Fig. 7) is processed in two steps: (1) we propagate each rprism through portals, which allow categorizing a list of VV (visibility volumes) as having a
partial visibility and we add annotations to the stabbing lines which are stored in the a-BSP -an annotation is made as an association between a v-constraint and the side of the
corresponding portal with relation to the stabbing line --, and (2) we categorize the remaining
list of VV (i.e. with total visibility/occlusion), depending on the list of annotations associated to
their tangent stabbing lines.
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Figure 7: Areas of full visibility, partial visibility and no visibility are propagated through the celland-portal representation in a way similar to [TS91]: (a) all cells of the cell-and-portal
representation are tagged as unknown visibility areas; (b) the visibility of the actor in the top left
cell is propagated through the bottom left cell by creating regions of full visibility (white),
regions of partial visibility (grey) and regions without visibility (dark grey); (c) the different
regions are propagated to the adjacent using the cell-and-portal adjacency graph [TS91]; (d) the
process stops when all cells are characterized.

Figure 8: Two illustrations of the visibility characterization in the 3D Canteen scene in our tool.
Three pillars represent the main occluders in the environment. Visibility volumes are
recomputed at each frame in order to track the characters motions. White regions represent
areas from which key subjects are visible. Grey areas characterize partial visibility regions,
while black areas characterize fully occluded areas. Such a reactive characterization opens
interesting perspectives such as maintaining the partial view over a character, or maintaining a
viewpoint in which a given character is not visible.
IRIS
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The propagation step is processed as a recursive process. The propagation of a r-prism is
initiated from its corresponding portal P-init in the two adjacent cells. This r-prism is then
successively Integration to topological analysis
In reality the representation of the environment is based on the topological analysis and is a
set of convex topological cells and portals. A portal comprises two points carried by one or
more walls. Thus each point of a portal defines two stabbing lines for an actor, providing a
subdivision of an adjacent topological cell into visibility cells. Moreover, since topological cells
are convex, visibility cells will also be convex. The environment visibility characterization
proceeds as: (1) the decomposition of topological cells into visibility cells by using stabbing
lines; and, (2) the recursive propagation of stabbing lines to adjacent cells.
In this context, a BSP characterization is used for each topological cell. A node represents a
stabbing line, and a leaf corresponds to a visibility cell of the actor. This structure provides:
(1) an on-the-fly cell subdivision; and, (2) a reduction of the search complexity when
characterizing a given viewpoint in the topological cell.
This visibility computation process is built upon a topological analysis of the 3D environment.
Topological representations of an environment are spatial structures that support fast visibility
computation and path planning around (typically static) obstacles. We use TopoPlan
(Topological Planner) [Lam09] to preprocess the static environment geometry. TopoPlan
analyses the scene geometry and generates a topological map as a triangular cell and portal
decomposition based on a 2D constrained Delaunay triangulation of the space in which the
camera can be positioned. All BSP representations rely on this topological characterization.

C.

Director Volumes

In the previous sections, we have computed volumes corresponding to semantic information,
and volumes corresponding to visibility information on an actor. Combining visibility volumes
and semantic volumes, by using the compatibility between both BSP structures, leads to BSP
partitioning into semantic volumes augmented with visibility information on actors. We
propose to intersect visibility volumes relative to each actor, obtaining a multiple visibility
volume partition (Fig. 9(b)). The representation of semantic information as a BSP now allows
to easily intersect it with visibility information, and to obtain a camera director partition of the
whole environment (Fig. 9(c)).
This information composition now provides a good basis to reason on camera director
volumes (semantic volumes augmented with visibility information) to either perform a jump,
move in the environment, or maintain the camera position. In the following we will present our
editing method, providing the camera paths and jumps given as input to the dynamic
resolution of non-occluded camera positions.

(a)

(b)

(c)

Figure 9: (a) Partitioning into visibility cells. Regions are divided into three groups: full visibility
cells (white), full occlusion cells (black), and partial visibility cells (grey level) (b) Partitioning
into multiple visibility cells (Two actors)(c) Semantic volumes linked to a configuration with two
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actors, and merged with the visibility information. Each semantic volume is coloured, and the
visibility degree is represented by the coloration intensity of the cell.

1.3.5

Reasoning over Director Volumes

Once the space of viewpoints has been characterized in terms of Director Volumes, the next
step consists in selecting the best candidate volume following continuity rules and directorial
style.
To enforce elements of continuity and style in an expressive way, we propose to model rules
as filters that operate over a set of Director Volumes: each filter is a continuity rule or a style
rule which removes inappropriate sets of viewpoints in Director Volumes. Filters operate at a
geometric, at a semantic level, or at a property level.
•

at a geometric level. Such filters remove inappropriate geometric areas from
Director Volumes (see the the 30° angle rule);

•

at a semantic level. Such filters remove entire Director Volumes according to
constraints established at a semantic level (eg. remove all Director Volumes which
are Close Shots).

•

at the property level. Such filters can reason on the specific properties or each
director volume, as well as add, remove or edit properties. A typical example is the
fitness property. Each Director Volume has a fitness (e.g. representing a degree of
preference of this Director Volume) and rules can add values to the fitness property.

Our editing model therefore considers a set of Director Volumes as input, together with a set
of filters, and applies the filters in sequence. The last filter (referred to as the selection filter)
returns the best director volume (the one which maximizes the fitness property). The process
is detailed in Fig. 10.
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Figure 10: The filtering process: (a) a set of Director Volumes, together with the current camera
location is input in the Filtering process; (b) continuity filters remove areas for which continuity
in edits are not consistent with the current camera; (c) style filters remove inappropriate
volumes and rank the other ones; (d) selection filter selects the best Director Volume among the
remaining candidates. The process if performed each time a cut or a move is necessary; cuts (or
moves) are guided by the pacing, the camera dynamicity, the visibility of targets, and the start
and end of narrative elements.

Our system encodes three classes of filters: continuity filters, style filters and selection filters:

IRIS

•

Continuity editing filters remove inappropriate director volumes, i.e. viewpoints in
director volumes that do not match editing continuity rules (crossing the line-ofinterest or crossing the line-of-action).

•

Style filters rank director volumes according to style preferences. Style preferences
model for example the preferred set of viewpoints from which to shoot an event/a
scene (such viewpoints will simply be ranked better).
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•

Selection filters select the best director volume from available director volumes.

Continuity editing filters
Continuity affords compliance with cinematographic conventions and enforces the
maintenance of the spatio-temporal context when the camera changes viewpoint.
Conventions are well established in relation to the key subjects' motions, spatial locations,
line-of-interest and actions. We describe some continuity rules and the way to model them as
filters in our editing model:
•

Line-of-action continuity. Between two shots relative to the same key subject,
coherency must be maintained in the apparent direction of motion of this key subject.
Line-of-action (LOA) is modeled as a geometric filter. All the viewpoints located on
the opposite side with relation to the direction of motion of the character are
discarded. For this purpose, we insert a new half-plane into the a-BSP representation
(along the director of motion of the character) and we compute the resulting
intersection of this half plane with the current set of Director Volumes.

•

Line-of-interest continuity: In narrative elements that involve two or more key
subjects, once the side of the line-of-interest (imaginary line linking two key subjects)
has been chosen, it should not be crossed, unless using an extreme long shot (that
re-establishes the key subjects in relation to the environment) or a continuous
transition. The line-of-interest is recomputed at each frame and all Director Volumes
on the opposite side -- but extreme long shots-- are discarded. In a way similar to
LOA, the process injects a new plane in the a-BSP representation and computes the
resulting intersection. An illustration is provided in Figure 10 (b).

•

Matching between lines of interest: this LOI is, for an actor, represented by the
direction of its eyes. If a key subject (character) watches an item which does not
appear in the frame, the corresponding viewpoints should convey the fact that his
eyes are directed towards the place where user thinks the item is. Therefore, all the
Director Volumes for which the direction of the characters gaze is not visible need to
be removed. This is implemented by inserting a new couple of planes in the a-BSP
representation representing a 60° wedge around the characters gaze. All viewpoints
out of the wedge are discarded.

•

Change in angle or size: Between two shots related to the same narrative element,
there should be at least a thirty-degree difference in orientation, or a notable
difference in size of portrayed elements. The rule is implemented by first removing all
viewpoints from director volumes that subtend an angle lower and 30 degree to the
subject (computed by injecting a new half plane in the a-BSP), and then building the
union of the resulting director volumes with all director volumes which are at least two
units different in size (in a graduation that ranges in close-up, medium close-up, long
shot and extreme long shot).

Style Filters
Style in Director Volumes is defined as a number of preferences as to which viewpoints
should be considered first when selecting the next shot. Style is encoded as a filtering
process that ranks the Director Volumes according to style parameters. In our approach, we
considered three style parameters:
•
IRIS
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restricted set of viewpoints (among all the possible ones). Obviously this subset is
different from one scene to another and such a variation underlines the narrative
discourse out through the whole movie. In the Exotica movie (Atom Egoyan, 1994),
for example, the filmmaker focuses on the use of parallel shots in most of the
dialogue scenes, except those shot in the meadows. To model such a behavior in
our system, we offer the possibility to indicate the viewpoints that should be used in
priority, together with the viewpoints that should be avoided. A scalar value ranging
from -1 to +1 is attached to each Director Volume indicating its degree of preference
(+1 to give preference, and -1 to avoid). In case of no preference, all Director
Volumes have the same value for this parameter.
•

Variation in the choice of successive viewpoints. Another style parameter to
consider when selecting the next viewpoint, is how different it should be from the
previous ones, i.e. what is the degree of variation in the choice of the successive
viewpoints. Some styles impose a limited variation (e.g. in dialogue scenes in the
Exotica movie, the camera switches back and forth between parallel shots only),
while others provide an important variation (e.g. in dialogue scenes in the 1984
movie from Michael Radford). For this purpose, we offer the possibility of ranking the
Director Volumes against their use in the previous sequence of shots. That is, when
variation is required, the process better ranks the shots which have not been
employed previously. In case of no variation, all volumes are ranked with the same
value and this parameter does not influence the final choice.

•

Narrative dimensions. As detailed in Section 2 (Results), one can augment the
Director Volumes with some symbolic information representing narrative dimension
(namely dominance, affinity, isolation). In case dominance of one character over an
other needs to be conveyed in a dialogue, the selected set of Director Volumes is
updated with the “Dominance” tag. Typically, external shots are dominant shots
(compared to apex shots). Consequently, in the Style Filtering process, whenever
dominance style is required, the Director Volumes tagged with “Dominance” are
better ranked.

In this approach, we pose as the hypothesis that continuity in editing prevails over style.
Indeed, we believe that violation in continuity is far more noticeable for the viewer than
violation in style. For this purpose, as filters are applied in sequence, we first process the
Director Volumes with Continuity Filters before Style Filters.

Selection Filter
The selection filter is the last filter to be applied. From a set of Director Volumes which have
been filtered for continuity in edits and style, this filter simply selects the best Director Volume
in the remaining set. The ranking of the Director Volumes is built as a weighted sum over a
range of parameters of the Director volume: visibility, preferred viewpoint, variation in style,
narrative dimension, and composition.
A number of cases occur in which filtering operators may remove all possible Director
Volumes (before applying Style filters). We handle such failures in two ways. First, in our
design, extreme long-shots are not impacted by continuity rules. Such shots are generally
used to establish the relation between a key subject in his environment, and film makers
classically use this device. Second, continuous transitions can be applied to violate
continuity rules (crossing the line of interest) as long as the spatial continuity between keysubjects is maintained.
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1.4

Enforcing screen composition

The next step consists in selecting an appropriate viewpoint inside a Director Volumes and
enforcing some composition rules (e.g. rule of the thirds and balance in the image). By
definition each Director Volume encompasses some implicit elements of composition
(number of key subjects and relative locations of the subjects on the screen). For example,
an apex shot should portray two key subjects respectively on the left and on the right on the
screen. In our approach we express the composition through the exact location of key
subjects on the screen. When key subjects are characters, we actually abstract characters by
using their eye location or head location (depending on the shot size).
To enforce composition, we first associate with each Director Volume some constraints on
the composition for one, two or more key subjects on the screen. Since the volumes already
encompass a notion of size (close-shot to long-shot), we do not model the size of the key
subjects on the screen as a constraint. We then rely on a local search optimization technique
to compute the best shot inside the Director Volume.
The constraints can be modified to enforce some specific narrative dimensions (e.g.
dominance of one character over another can be expressed by constraining his eye-line to be
higher on screen than the eye-line of the dominated character). The Results section details
the implementation of narrative dimensions with our system and displays the impact on
composition.

Figure 11: A local search optimization [AJ03] is performed inside a Director Volume to seek for
the viewpoint which provides the best composition on the screen. The search process starts
from a set of uniformly distributed viewpoints inside the Director Volume. Then, for each
viewpoint, a number of neighbour candidates are generated and evaluated with regard to
composition. The best neighbour is chosen as the current configuration and the process
iterates on a new set of neighbors.

IRIS

Page 21

D5.1/WP5

Figure 12: The evaluation of a camera configuration w.r.t. frame composition is expressed as the
Euclidian distances between on-screen real positions (red) and desired positions (green) of
characters eyes. The solving process seeks for minimizing these distances using a local search
optimization process.

In order to select the appropriate shot, a local search optimization process is performed in the
set of Director Volumes.
The search process starts from a set of uniformly distributed viewpoints. For each viewpoint,
a number of neighbour candidates are generated and evaluated with regard to composition our evaluation is computed by a cost related to the Euclidian distances between on-screen
real positions and desired positions of characters eyes or heads. The best neighbour is
chosen as the current viewpoint and the process iterates on a new set of neighbours.
Iteration stops whenever no improvement is made or when a threshold in iterations is
reached (see Figure 12 for examples).
At this step, the handling of dynamic occluders could be included by adding a cost related to
the visibility of key subjects for dynamic occluders. Simple techniques such ray-casts or
depth rendering can be integrated with little overhead.

1.5

Performing cuts or continuous transitions

Our system constantly reasons as to whether to
•

maintain the current location of the camera,

•

perform a cut,

•

make a transition to another viewpoint,

•

react to a new narrative element that has occurred.

These choices depend on: (1) the current and incoming narrative elements (and their likely
duration), (2) the current viewpoint, (3) the past viewpoint and (4) continuity and style
parameters.
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1.5.1

Controlling cuts with Dynamicity and Pacing

In our approach we introduce two indicators of editing that control cuts and transitions: pacing
and dynamicity.
•

Pacing. As described in literature, cuts are motivated either by style or by necessity.
When a matter of necessity, cuts may be performed at any moment in the movie.
Such cuts are motivated by the occlusion of a key target, or the fact that a key target
leaves the frame. When a matter of style, cuts are driven in our model by a specific
indicator: the pacing which represents the rate at which cuts are performed. Our
pacing is modeled with two boundary values: a minimum (p_min) and a maximum
(p_max) shot duration. The probability of cutting within these bounds is driven by a
Gaussian (the closer to p_min the less probable, the closer to p_max the more
probable).

•

Dynamicity. Changes in viewpoints may be realized through continuous transitions
(i.e. camera paths). Such changes are typically a matter of cinematographic style,
which we model through the dynamicity indicator. In our implementation, dynamicity
ranges from static shots, pannings, travellings and free camera motions.
Interestingly, continuous transitions may allow the director to break continuity rules,
for example by crossing the line-of-interest or the line-of-action. Thus in cases where
no Director Volumes are applicable after filtering on continuity, we allow the camera
to continuously move to any visible Director Volume.

Examples illustrating some variations in Pacing and Dynamicity are presented in the results
section.

1.5.2

Performing continuous transitions by path-planning

To enforce continuous transitions between viewpoints, it is necessary to first build a roadmap
of the environment, and second, from this roadmap, perform path planning requests between
the camera current configuration and the desired location in the selected Director Volume.

Building a roadmap of the environment
The roadmap is built using both the cell-and-portal representation together with the a-BSP
decomposition of the environment into Director Volumes. By construction, the cell-and-portal
decomposition offers a connectivity graph that avoids obstacles (so the camera will avoid
them). Each cell of the cell-and-portal representation contains an a-BSP decomposition into
Director Volumes. A coarse roadmap is first built by interconnecting all adjacent partitions
inside each a-BSP and between a-BSPs in different cells. The roadmap is then refined by:
(1) locally sampling the BSP boundaries to generate more way-point nodes; and (2) creating
edges that connect all pairs of way-points nodes together. The process is illustrated in Figure
13.
The roadmap is recomputed on demand each time the scene evolves (i.e. when a keysubject moves or new narrative elements occur which demand the re-computation of the
Director Volumes).
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Figure 13: The roadmap is built in multiple steps: (a) a first roadmap is built from the cell-andportal topological representation, (b) topological cells are split by the a-BSP representation of
Director Volumes which in turn (c) forms a coarse roadmap by interconnecting all adjacent
partitions inside a-BSPs and between a-BSPs, (d) the roadmap is then refined by sampling the
edges shared between the partitions to provide smoother paths in the planning process.
IRIS

Page 24

D5.1/WP5

Computing Transitions

The task of planning a path between Director Volumes is expressed as a classical multicriteria optimization process that includes criteria such as the visibility of key subjects along
the path and the length of the path. The search is performed with a Dijkstra process that
handles multiple target cells and stops as soon as a solution is found. The cost function is
expressed as a weighted sum of the path length and visibility of key subjects. The cost c of a
path t composed by s segments is therefore defined as

where phi(s) stands for the visibility v_s along the segment s and Delta(s) represents the
length of the segment s. Such a representation favors paths with little, no or many occlusions
on the way.
Since the roadmap is built upon the a-BSP representations, all the nodes of the roadmap
hold the information from the Director Volumes (visibility, nature of the volume, …). Thus
more evolved criteria may be employed in the search process (find paths which avoid certain
shots, or path which go through preferred viewpoints).
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Figure 14: We build upon the roadmap to compute paths between Director Volumes. Since the
roadmap is built from the Director Volumes a-BSPs, each cell (and therefore each node of the
roadmap holds the information of the Director Volumes (visibility, type of viewpoint). Therefore
the search for a path in the roadmap may contain evolved search criteria such as finding paths
with maximum visibility of targets, or finding paths which avoid certain shots (eg. long shots).
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1.5.3

Limitations and discussion

In summary, we have presented a real-time cinematography system for virtual environments
which relies on an encoding of cinematic knowledge and continuity rules to produce
appropriate edits and camera paths from a set of narrative actions. Our method relies on a
spatial partitioning providing a characterization into visibility cells (fully visible, partially visible,
or fully occluded) and characteristic viewpoints (the Director Volumes). We reason on these
cells to identify how, when and where shot transitions should be performed, utilizing a
filtering-based encoding of cinematic conventions together with the possibility to implement
different directorial styles. The expressiveness of our system stands in stark contrast to
existing approaches that are either procedural in character, non-interactive or do not account
for proper visibility of key subjects.
A limitation of our approach stands in that the visibility computation for static occluders is
performed in 2D. Though the 2D cells are extruded to 2.5D (by considering the respective
ceiling heights) and composition is computed in full 3D, the propagation of visibility between
cells fundamentally relies on a 2D process. Therefore, in environments with multiple levels,
inter-level visibility will not be computed although this could potentially be addressed by precomputing inter-cell visibility for cells on different levels using ray casting techniques (in a
way similar to [OSTG09]). Additionally visibility of key targets w.r.t. dynamic occluders can be
handled by including ray-casting or depth rendering techniques in the screen-composition
process.
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2.

Study of the 1984 Canteen scene (M. Radford)

An important objective of WP5 is to allow the evaluation of competing cinematic idioms using
more intensive constraint-based formalisms. By the application of appropriate cinematic
idioms taken from a variety of sources including Arijon, Katz and Mascelli, the camera can
take an active part in the storytelling process.

2.1

Analysis of 1984

As detailed in D5.1, the Canteen Scene in Michael Radford’s 1984 was analysed with
reference as to how cinematography was used not only to make clear the spatial
configuration of the scene but to expose narrative factors such as relationships between
characters. The main reason for selecting this particular scene was the comparative lack of
clear and significant actions on the part of the characters (the scene ostensibly comprises a
conversation where the characters eat, drink and chat about their day to day lives).
Nevertheless, over the 4:12 minutes of the scene, the viewer learns important facts about the
characters, the world they inhabit and their relationships to each other. Much of this narrative
information is realised through the use of established cinematographic techniques.
The key objectives in this analysis were twofold. The first task was to identify narrative
dimensions which were crucial to the development of the story, such as the relationship of
individual characters to each other and their roles in the world described by the narrative. The
second was to describe how our cinematography system was employed to introduce
variations in directorial style, with attention given to factors such as camera placement
(including the employment of commonly used idioms), framing, and editing.

2.1.1

Analysis of Actions

Initially, the scene was broken down shot-by-shot using video-editing software. The length of
each cut, the relationship of framing to dialogue and action content, editing and lighting
configurations were all noted. Next an exhaustive list of individual actions performed by
characters within the scene was drawn up, completely independent of cinematographic
considerations.
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Figure 15: A partial view of the events in the 1984 Canteen scene. The vertical axis displays the all events for each of the character
involved in the scene (the screen is considered as a character), whereas the horizontal axis represents the timeline (the figure displays
the range of actions between time 2:13 mns and 2:47 mns). The line at the bottom represents the current edit from the original 1984 movie
(nature of the shot, characters involved, and duration).
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2.1.2

Modeling the Canteen Scene

The 1984 canteen scene, the protagonists and background characters was reproduced by a
professional animator. Screenshots of the modelled 3D environment are shown below,
together with a shot from which the geometry was sketched.
A.

The Canteen Scene

Figure 16: Shot from the 1984 movie from which the geometry was sketched.
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Figure 17: Synthetic overview of main shots and character locations in the Canteen scene.

Figure 18: Overview of the canteen scene, with background characters, and the protagonists in
the foreground. Background characters are all similar to simplify the process.
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Figure 19: Overview of the canteen scene with protagonists only (Smith, Syme and OPMember).

B.

IRIS

Protagonists

Smith

Syme

OPMember

Parsons
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Julia
Figure 20: Main protagonists of the Canteen scene.
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3.

Automated editing in the 1984 environment

This section details the application of our virtual cinematography system to the 1984 canteen
scene, by exploring different ways of filming the same set of actions occurring in the same
environment. The degrees of variation in the directorial style that we explore are related to
low-level style parameters such as camera dynamicity, visibility of targets, and pacing. We
then demonstrate the editing possibilities of our system with high-level narrative dimensions
(dominance, affinity and isolation of characters) that influence the main components of our
system.

3.1

Impact of low-level parameters on editing

We illustrate the key features of our automated cinematography system by first focussing on
some simple tests and then exploring the possible variations in terms of camera pacing,
visibility of key subjects and camera dynamicity (from fixed shots to complete dynamic shots).
All video results can be found at the following address:
http://iris.scm.tees.ac.uk/gallery/university-of-newcastle

3.1.1

Influence of Individual Parameters

A.

Pacing

The pacing influences the duration of each shot, i.e. the interval of time in which the system is
allowed to make a cut or perform a camera movement. The pacing is an input to the system
declared as a complex interval [ d0 ; [d1 ; d2] ], where d0 is the minimum duration before
making a cut to convey a new event, and [d1 ; d2] is the interval of shot duration in which a
cut is allowed to still convey the same event.
Here, we display two simple examples of variations in editing by changing the pacing. For
each of them, three snapshots of the system are taken at three different dates (88s, 90s and
93s).
Example #1: Fast pacing (pacing=[ 2 : [4 ; 6] ])
In the first example, three cuts are performed (see Figure 21), respectively after 3 seconds, 2
seconds, and 3 seconds.
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Figure 21: Example #1: exploring the variation of the pacing parameter in the 1984 canteen
scene. Pacing parameters are set to [ 2 : [4 ; 6] ]. Therefore cuts to convey a new narrative
element may be performed after 2 seconds of the same shot, and cuts to convey the same
narrative element should be performed within the interval of 4 to 6 seconds. Snapshots #1, 2 and
3 were taken respectively at time steps 88, 90 and 93 seconds. Here three cuts of the same
narrative element (Parson walking to the table) were performed.

Example #2: Slow pacing (pacing=[ 4 : [6 ; 8] ])
In this second example, only one cut is performed (see Figure 22). Snapshots were taken at
the same time steps as in Example #1 (88s, 90s and 93s). All three snapshots occur in the
same shot (no cut), whereas in the same case in Example #1, three cuts were performed.

Figure 22: Example #2: exploring the variation of the pacing parameter in the 1984 canteen
scene. Pacing parameters are set to [ 4 : [6 ; 8] ]. Therefore cuts to convey a new narrative
element may be performed after 4 seconds of the same shot, and cuts to convey the same
narrative element should be performed within the interval of 6 to 8 seconds. As a result, there
are only two shots. Snapshots were taken respectively at time steps 88, 90 and 93 seconds
(compare to Example #1, where three cuts were performed during this same interval).
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Page 35

D5.2/WP5

B.

Degree of Visibility

Another style parameter that we illustrate here is the degree of visibility that is desired for a
key subject and how it influences the editing. Our system considers as input an interval of
allowed visibility of key subjects in a continuous range between 0 and 1. Value 0 stands for
no visibility, while value 1 stands for full visibility. This interval influences the editing process
in (1) the choice of the viewpoints (the system needs to select viewpoints which ensure that
the degree of visibility can be maintained), and (2) the critical moments to perform cuts (when
the degree of visibility cannot be maintained any more).
Here we display three results on the same narrative element “Syme turns around pillars”, with
three different ranges for the desired degree of visibility: full visibility (interval [1;1]), full
occlusion (interval [0;0]) and partial visibility of Syme (interval [0.25;0.75]).
Example #3: Full Visibility
In this example, the degree of visibility is constrained to interval [1;1] (maintain full visibility of
the target). As displayed in Figure 23, as soon as the character is occluded by a pillar, the
system performs a cut to an unoccluded view by selecting a Director Volume where visibility
is equal to 1.

Figure 23: Example #3: exploring the impact of the visibility parameter on the editing process. In
our editing model, as soon as the visibility constraint is violated, the system performs a cut. In
this example, the visibility is set to full visibility (interval [1;1]). Therefore as soon as the
character is occluded by a pillar, the system automatically cuts to a new viewpoint.
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Example #4: Full Occlusion
In the next example, we constraint the visibility to interval [0;0] which stands for no visibility.
As displayed in Figure 24, as soon as a part of the character starts to be visible, the system
performs a cut to an occluded view by selecting a Director Volume where visibility is equal to
zero.

Figure 24: Example #4: exploring the impact of the visibility parameter on the editing process. In
this example, the visibility is set to no visibility (interval [0;0]). Therefore as soon as a part of the
character is visible, the system automatically cuts to a new viewpoint where the character is
occluded. On shots 2, 4 and 6 parts of the character which start to be visible are highlighted with
a red circle, just before the system cuts to another viewpoint (time 0.9s, 4.3s and 6.1s).

Example #5: Partial Visibility
In the next example, the degree of visibility is constrained to interval [0.25; 0.75], which
stands for partial visibility of the key subject. As displayed in Figure 25, as soon as the
character is either strongly visible or strongly occluded, the system performs a cut to a more
appropriate view by selecting adequate Director Volumes with visibility inside the specified
range.

Figure 25: Example #5: exploring the impact of the visibility parameter on the editing process.
In this example, the visibility is set to partial visibility (interval [0.25;0.75]). Therefore as soon as
the character is either strongly occluded (visibility < 0.25), or strongly visible (visibility > 0.75),
the system automatically cuts to a new viewpoint where the partial visibility is satisfied. See how
the different shots display only partially visible characters.
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3.1.2

Influence of Multiple Parameters

All video results can be found at the following address:
http://iris.scm.tees.ac.uk/gallery/university-of-newcastle
A.

Camera Dynamicity

In this result section, we describe how the camera dynamicity parameter impacts the editing
and the generation of camera movements computed by the system.
The camera dynamicity influences our system in (1) allowing specific camera movements
(panning, travelling, etc.) and (2) the choice of the next viewpoint when performing a cut, due
to changes in view angle and/or character size between the beginning and the end of a shot.
Four level of dynamicity are proposed in our system:
•

no dynamicity: only static camera positions are computed;

•

dynamicity on orientation: panning motions are allowed for the camera;

•

dynamicity on orientation and position: travelling and panning motions are allowed
(together with compositions of travellings and pannings);

•

full dynamicity: all camera motions are allowed, and furthermore all the transitions
between shots need to be continuous transitions instead of cuts (this generates a
long-take shot).

In the system, camera movements on position
roadmap to plan a linear motion of the camera.
path from the starting Director Volume to the
panning consists in re-orientating the camera
composition.

(i.e. travellings) are enabled by using the
A transition consists in planning a camera
Director Volume chosen as candidate. A
to maintain the satisfaction of the frame

Example #6: No Dynamicity
This level of dynamicity disallows any camera movement. The editing is then only made of
cuts between static viewpoints. Figure 16 illustrates some results.

Figure 26: Example #6: exploring the impact of the dynamicity parameter on the on the editing
process. In this example, the dynamicity of the camera is set to “no dynamicity”, which means
that only static shots are computed. The editing process therefore cuts according to the pacing
constraints, the visibility of characters and the occurrence of new events. For example, the cut
from shot #1 to shot #2 is due to the new event “Parsons walks to the table”, the cut from shot
#2 to shot #3 is due to the visibility of Parsons (he leaves the screen, see second snapshot), the
cuts from shots #3 to #4 is due to visibility once again, while the last cut (#4 to #5) is due to the
pacing parameter.
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Example #7: Dynamicity on Orientation
This level of dynamicity enables the camera to perform panning shots. The editing process
then selects either static shots or panning shots depending on the nature of events occuring
in the scene. In our system, events are tagged by the user with camera dynamicity features,
i.e. for each event, the user specifies whether it may be shot with a static shot, or a dynamic
shot (panning, travelling, full dynamic). This represents a matter of style, and different
directorial styles will obviously tag the events in a different way. In our example #7, the event
“Symes eats” is tagged with “static shot”, while the event “Parsons walks to the table” is
tagged with “dynamic shot”. Figure 27 details some results: shot #1 is a static shot, shot #2 is
a panning shot and a cut is performed at time=90s due pacing constraints. Shots #3 and #4
are panning shots too.

Figure 27: Example #7: exploring the impact of the dynamicity parameter on the on the editing
process. In this example, the dynamicity of the camera is set to “orientation”, which means that
the camera can perform static shots or panning shots. The editing process therefore cuts
according to the pacing constraints, the visibility of characters and the occurrence of new
events. Shot #1 is a static shot, while all others are panning shots. The second and third cuts
occur due to pacing constraints.
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Example #8: Dynamicity on Orientation and Position
This level of dynamicity enables the camera to perform both panning and travelling motions.
In a way similar to Dynamicity on Position, our system uses the tags associated with the
events to know whether a dynamic motion of the camera is possible. Travelling motions are
computed by relying on the underlying roadmap (i.e. searching for close-to-linear paths).
Snapshots have been taken at the same time steps than Example #7, which provides a nice
basis for comparison: snapshots 1 and 2 are quite similar, while snapshots 3, 4, 5 and 6
display some variation since a travelling motion is used. Cuts 2 and 3 are performed due to
pacing constraints only (see Figure 28).

Figure 28: Example #8: exploring the impact of the dynamicity parameter on the on the editing
process. In this example, the dynamicity of the camera is set to “orientation and position”,
which means that the camera can perform static shots, panning shots, travelling shots or a mix
between panning and travelling. The editing process therefore cuts according to the pacing
constraints, the visibility of characters and the occurrence of new events. Shot #1 is a static
shot, while all others are mixing panning and travelling shots. The second and third cuts occur
due to pacing constraints. All snapshots are taken at the same time steps than Example #7,
which provides a basis to compare the results.

Example #9: Full Dynamicity (Orientation, Position, Continuous Transition)
This level of dynamicity enables full dynamicity, i.e. the camera moves freely in the
environment, and no cuts are performed between the viewpoints. Such a parameter
generates long-takes, and is able to handle directorial styles such as those of the ER TV
show (see Deliverable D5.1). All transitions between viewpoints are continuous transitions
using the path planning process from the roadmap. When a new event occurs (e.g. here
Parsons walking to the table), the camera performs a long movement and rotates to grab a
view of Parsons, then the camera follows him continuously until he reaches the table (see
Figure 29).
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Figure 29: Example #9: exploring the impact of the dynamicity parameter on the on the editing
process. In this example, the dynamicity of the camera is set to “full dynamicity”, which means
that the camera can perform any motion, and performs path planning between viewpoints
conveying different events. Only one shot is produced with this system (a long take).

3.2

Identifying and Enforcing Relevant Narrative Dimensions.

As a useful step in developing a constraint-based approach to cinematography, certain
qualities important to the viewer’s understanding of the dramatic outcome of the scene were
selected. Isolation, dominance of one character over another and characters’ affinity for each
other were selected as factors which could be manipulated to affect a viewer’s perception of
inter-character relationships in the scene, substantially changing the dramatic outcomes of a
section of the narrative independently of dialogue and other character actions.

3.2.1 Characterisation of Dominance, Affinity, Isolation and Protagonist
character
From research undertaken prior to D5.1 it was noted that in addition to standard
cinematographic conventions used to establish spatial configuration of a scene and establish
a legible temporal flow, the following rules could be used to develop these qualities:

A.

Isolation

One of the central themes of the film is Smith’s disillusionment with and consequent isolation
from the party. Throughout the film this is related partly through dialogue but is reinforced by
the way Radford places and frames him in certain scenes. In the canteen scene he is
arranged literally ‘back to the wall’, in a corner seat, alone in the frame, with only Big
Brother’s image on the telescreen behind him. His companions by comparison are always
pictured surrounded by other party members. Techniques which could be used to reinforce
isolation include:
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•

Pairing a shot in which a character is alone (spatially isolated) with a shot in which
multiple characters are present.

•

Keeping the camera on the character for longer than usual (e.g. while another
character is speaking).

•

Framing a character so that he/she appears smaller than his counterparts

•

Framing a character so that he/she is lower in the frame than other characters.
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•
B.

Framing a character so that there is a large empty space in front of his gaze.
Dominance

Domination of a particular conversation by one character lends weight to the character’s
words, increasing the perceived importance of their part of the dialogue. In the canteen scene
Syme dominates the conversation, reinforcing the idea that the party’s views override other
considerations in the society depicted in the film. (N.B. Dominance here refers to assuming a
position of superiority over other characters in specific dialogues rather than in the narrative
as a whole). Techniques used to expose this include:
•

Using interior shots for the dominant character and exterior shots for the dominated.

•

Placing the dominant character higher in the frame than the dominated. Standing
characters usually dominate seated characters.

•

Making the dominant character closer to the camera (and therefore larger in the
frame).

•

Angling the camera more favourably towards the dominant character.

•

Increasing the light level on the dominant character.

•

Slightly raising the volume of the dominant character’s dialogue.

C.

Affinity

Establishing affinity between characters, for example in identifying a character’s friends
versus his enemies is often vital to the viewer’s understanding of the characters’ motivations.
Techniques used to establish affinity between characters include:
•

Symmetrical composition of shots imply affinity between characters.

•

Similarity in composition of shots (in terms of background, light level etc.) suggest
affinity.

•

Maintaining a consistent level eye-line between characters.

•

Similar volume levels during dialogue imply affinity between characters.

•

External Shots and especially Apex shots also imply a connection between
characters.

D.

Determining the Protagonist

In the canteen scene it can be clearly seen that although Smith is clearly the hero of the film,
he contributes little in terms of dialogue or decisive actions. It is left to the cinematography to
identify him to the viewer.
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•

Coverage of a character engaged in actions not central to the plot.

•

Extending the amount of coverage (in both length and number of shots) of a
particular character in relation to others.

•

Increasing in particular the number of reaction shots on a particular character.

•

Framing a particular character to appear larger than others.
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3.2.2

Enforcing Narrative Dimensions with our cinematography system

In this section, we detail the mechanisms by which we enforce dominance, affinity and
isolation within our cinematography system and present our results with the 1984 Canteen
scene. The narrative dimension influences our system in (1) specifying preferences on the
set of characters that appear on screen and in (2) applying a specific frame composition of
this set of characters.
The enforcement of these dimensions produces fairly different results in terms of editing,
viewpoint selection and composition. For each dimension, three snapshots of the system
were taken at exactly the same time steps (19s, 41s and 50s), and clearly demonstrates the
variation (see Figures 30, 31 and 32).
In order to implement these narrative dimensions, we extended the virtual cinematography
system in four ways:
•

narrative dimensions can influence the selection of the next narrative elements to
convey. For example, by selecting a different protagonist in the story, only the
narrative elements related to this protagonist (and his interactions) will be
considered.

•

each DirectorVolume is annotated beforehand with the appropriate dimensions it
may convey (e.g. Apex shots better convey affinity, external shots better convey
affinity and dominance, parallel shots better convey isolation). Each Semantic
Volume may be annotated by multiple dimensions.

•

a specific filter (called DimensionFilter) is added in the style filtering queue. Its role is
to remove from the list of Director Volumes, all Volumes (ie viewpoints) which do not
enforce a specified dimension.

•

constraints on the screen composition are different from one dimension to an other.
For example, in an External shot, the dominant character will have his eyes
constrained to a higher location on the screen than the dominated character.
Similarly, for isolation, the characters body, head or eyes (depending on the size of
the shot) will be constrained on the far left or far right side of the screen.

Figure 30 details how these narrative dimensions influence the different components of our
cinematography system on an example with multiple narrative elements. As displayed in the
figure, the narrative dimensions mainly control the style parameters which in turn control the
choice of appropriate Director Volumes, editing and screen composition.
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Figure 30: Influence of “dominance” and “affinity” narrative dimensions on main components of
our cinematography system. Narrative dimensions first can influence the selection of
appropriate narrative elements (events) in the story (e.g. selecting events related to the main
protagonist). To each narrative element is associated a range of viewpoints. In a second step,
this range of viewpoints can be narrowed down by selecting preferred viewpoints (Director
Volumes) associated to each narrative dimension. For example, affinity is better conveyed using
apex shots or over-the-shoulder shots, rather than using parallel shots. Third, narrative
dimensions influence the selection of the next best Director Volume to cut to, given previous
camera locations and preferred shots (Resulting shots in the Figure). Finally, such dimensions
influence the composition of key subjects on the screen, inside each Director Volume.

A.

Encoding Dimensions

Figure 31 illustrates the encoding of the narrative dimensions. For each action, different
narrative dimensions may be specified. For the action “A speaks to B”, dominance may be
enforced by selecting “Ext-A-closeup” or “Ext-A-close” viewpoints which represent External
shots of character A with close-up and close sizes (see figure 32 to understand how these
shots are related to viewpoints). If no viewpoint is specified for a given narrative dimension,
the system will take the set of viewpoints that are specified for the default narrative
dimension.
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Figure 31: The encoding of narrative dimensions. Each action (independently of the actors) may
be characterized in terms of specific viewpoints that convey dominance, affinity or isolation
dimensions. For example “dominance” for the action “A listens to B” can be conveyed by using
the viewpoints “Ext-A-closeup” or “Ext-A-close” which that specific Director Volumes (External
close-up shot of character A, and external close shot of A respectively). The encoding of the
viewpoints is described in Figure 32.
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The set of characteristic viewpoints, specified as Semantic Volumes:

Figure 32: The encoding of viewpoints. Idioms actually represent collections of viewpoints to
which we associate a tag to easily address them. For example “Ext-B-long” represents an
external long shot of character B (B is a generic name).

B.

Encoding composition

As described, a narrative dimension may be enforced by constraining the composition inside
the viewpoint. We followed these very generic rules:
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•

Isolation: framing the character so that there is a large empty space in front of his
gaze.

•

Dominance: placing the dominant character higher in the frame than the dominated.

•

Affinity: enforcing similarity in composition of shots, and consistent level eye-line
between characters.
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To integrate these composition rules specific to the desired narrative dimension, we encoded
framing constraints specific to each Director Volume. Such constraints are selected when a
Director Volume is chosen and optimized using the local search solver described in section
1.3.
Frame composition is expressed as 2D on-screen coordinates (x ; y) of characters eyes,
where x is the horizontal value and y is the vertical value. The coordinates of the center of
the screen are (0 ; 0), the coordinates of the bottom left corner are (-1 ; -1) and the
coordinates of the top right corner are (+1 ; +1).
Figure 33 details the encoding of composition for different dimensions and different director
volumes (viewpoints). For example, dominance in an external long shot is enforced by
constraining the dominated character to have his eyes located at y=-0.1, which is below the
eye level of the dominant character (y=0.3).
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Figure 33: The encoding of composition in frames. For each viewpoint, a number of
compositions specific to narrative dimensions can be specified. Each viewpoint has at least a
default composition, and may be extended with dominance, isolation, affinity (or any new
dimension).

In a last step, the desired dimension is simply specified as an input parameter in our
cinematography system. Interestingly this parameter may be modified in real-time in
application to convey a progressive change of relations between characters (e.g. from affinity
to dominance). Figures 34 and 35 show the specification of the narrative dimension.

Figure 34: Specification of the isolation narrative dimension. The first character represents the
isolated character (here it is Syme).
IRIS
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Figure 35: Specification of the dominance narrative dimension. The first character represents
the dominant character (Syme) and the second one the dominated character (Smith).

We now detail some results for the different narrative dimensions, through Examples #10,
#11, #12 and #13. All video results can be found at the following address:
http://iris.scm.tees.ac.uk/gallery/university-of-newcastle

Example #10: Default Narrative Dimension
For this narrative dimension, there is no preference as to which characters have to be
framed: the DimensionFilter thus eliminates no viewpoint. Moreover, the frame composition is
balanced: i.e. with regard to the rule of thirds, the eyes of both characters are placed on the
top third horizontal line. See Figure 36.

Figure 36: Example #10: Shots illustrating the “default” narrative dimension (no specific
narrative dimension is enforced). All viewpoints are available to the process and compositions
are balance according to the rule of the thirds. Shots were respectively taken at time steps 19s,
41s and 50s (see Figures 37, 38 and 40 for a comparison).

Example #11: Affinity between Syme and Smith
To convey affinity between both characters, the system will prefer shots with a balanced
frame composition on Syme and Smith, and with regard to the rule of thirds, the eyes of both
characters are placed on the top horizontal line. Specifically, the system will favor apex shots
or external shots through the DimensionFilter which will only keep APEX or EXTERNAL
shots. See figure 37.
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Figure 37: Example #11: Shots illustrating the “affinity” narrative dimension. Only external shots
and apex shots will be selected by the DimensionFilter process. The composition is a balanced
composition in both apex and external views. Shots were respectively taken at time steps 19s,
41s and 50s (see Figures 36, 38 and 39 for a comparison).

Example #12: Dominance of Syme
To illustrate the dominance of Syme over Smith, the system will optimize the viewpoints
where the eyes of Syme can be placed higher than eyes of Smith on screen: with regards to
the rule of thirds, the eyes of Syme are placed on the top horizontal line, and the eyes of
Smith are placed on the bottom horizontal line.
In terms of shots, the system the system will prefer external shots: the DimensionFilter will
only keep external shots. See Figure 38.

Figure 38: Example #12: Shots illustrating the “dominance” narrative dimension. Only external
shots will be selected by the DimensionFilter process. The composition process computes
shots where the character Syme (right character) is always higher on the screen than Smith (left
character). Shots were respectively taken at time steps 19s, 41s and 50s (see Figures 36, 37 and
39 for a comparison).

Example #13: Isolation of Syme
To display the isolation of a character, our system favors shots where this character is alone.
In this example, all along the dialog between Syme and Smith, the DimensionFilter will
eliminate all viewpoints but internal shots on Syme, parallel shots on Syme and subjective
shots on Syme.
Moreover, the frame composition shows Syme spatially isolated on screen (composition is
expressed with the rule of the fifths, and character Syme is constrained to the rightmost
vertical line (see Figure 39).
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Figure 39: Example #13: Shots illustrating the “isolation” narrative dimension. Only shots with
one character on the screen are kept by the DimensionFilter. The composition process
computes shots where the character Syme is always on the right most part of the screen. Shots
were respectively taken at time steps 19s, 41s and 50s (see Figures 36, 37 and 38 for a
comparison).

Finally, we furthermore illustrate the different narrative dimensions through a number of
examples (see Figure 40) taken a different time steps.
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Figure 40: Comparing narrative dimensions “default”, “affinity”, “dominance” and “isolation”
generated by our cinematography system. Given that the set of actions and geometry is the
same for the whole sequence, our cinematography system demonstrates important variation in
selection of viewpoints and on screen composition. Though devices as choosing appropriate
viewpoints and composition are not the only elements to convey such narrative dimensions
(think of lighting, soundtrack, or pacing) they remain a necessary step.
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3.2.3

About narrative dimensions

Obviously, one can criticize the stylistic choices we made to enforce dominance, affinity or
isolation. The purpose here is not to find the best ways to enforce such dimensions (there are
too many), but to demonstrate how some choices can strongly influence the resulting movies,
through the control of stylistic parameters in our system and through the integration of
specific components (e.g. adding the DimensionFilter in the selection of appropriate shots). In
that, we hereby demonstrate the expressiveness of our system, more than the
implementation of legible narrative dimensions which require the control of many other
parameters (lighting, sound, discourse).

3.3

Conclusion on results

This section has detailed 13 examples which illustrate the features of our virtual
cinematography system. The exploration of individual parameters (such as pacing), multiple
parameters (dynamicity), or high-level narrative dimensions demonstrate the range of
possibilities offered by our system. Now in order to fully specify a directorial style for a movie,
there is a considerable amount of choices to be made, and parameters to be set (preferred
viewpoints, narrative dimension, composition, pacing, dynamicity,...). The individual
exploration of all the possibilities in the design of a directorial style remains a tedious work. It
therefore appears necessary to initiate a task of characterizing cinematographic genres, and
associating sets of choices and style parameters to each genre. Furthermore, a movie is
classically built as a sequence of scenes, and there may be considerable variation in style
between the scenes. A second task then consists in providing means to express these
variations within a cinematographic genre.
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4.

Discussion and Conclusion

4.1

Comparing our approach to the State of the Art

To compare our contribution to the state of the art, we selected a number of properties a
virtual cinematography system should display when considering its application in Interactive
Virtual Storytelling:
•

Interactive/Dynamic. First of all, such a system needs to be fully interactive, that is,
enjoying the possibility to react to interactive events occurring in the environment.
Events may be new actions, new characters entering the scene, new dialogues or
any narrative elements that influences the unfolding of the story. The dynamic aspect
represents the necessity in re-computing camera locations for characters motions
which are not known in advance.

•

Staging. In the context of Interactive Virtual Storytelling, automated staging of
characters is an essential component (see work in WP4 – Intelligent Virtual Agents)
that strongly influences camera planning and editing.

•

Shot coherency. As empirical rules guide the way shots should be organized in a
coherent way to convey a piece of a story, a virtual cinematography system needs to
encode such knowledge. The key relies in the expressiveness of approaches to
encode such coherency.

•

Composition. The composition property represents the capacity of a system to
handle screen composition and variation in screen composition. Composition is an
essential component of cinematography, not only from the perspective of aesthetics
(modelling aesthetics in images represents an impossible challenge), but more
basically for understanding spatial relations between characters (a character on the
left of the screen and looking right is implicitly interacting with a subject on his right)
and causal relations. The range of composition properties and the expressiveness of
the underlying computational process is a key property of any virtual cinematography
system.

•

Style. The style property represents the capacity of a cinematography system to
provide a range of directorial styles, or some degree of variation in a style. While
characterizing and enforcing style may represent a challenging task, a number of
devices and parameters can be used to enforce variation.

•

Path-planning. The path-planning property, which is situated at a much lower
algorithmic degree than other properties, represents the ability of performing complex
camera motions in environments. Nonetheless, path-planning is a key-component to
represent simple motions such as travellings and trackings, together with more
complex motions such as those encountered with hand-held cameras.

•

Cinematic discourse. This last property characterizes the ability of a camera control
system to deliver a coherent construction of viewpoints over a set of events, thereby
conveying a coherent narration of the events.

Table in Figure 41 provides a comparison of major scientific contributions in the domain of
automated camera control. As displayed in the table, our approach satisfies most of the
properties required in an interactive storytelling system and stands in stark contrast. The
closest contribution to our work (Elson 07) is not a reactive approach (the system runs offline)
and therefore cannot handle interactivity, does not handle composition on the screen (all
shots are pre-computed path sequences) and does not offer path-planning capacities for
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complex camera motions.
Limitations of our approach are related to staging. Work is currently undertaken with WP4 –
Intelligent Virtual Agents to provide means of controlling the staging of characters and
therefore improving overall quality of shots (staging will offer the possibility of better
controlling the background of characters, which is mandatory when handling isolation, for
example). Second, the handling of cinematic discourse is limited due to the restricted
knowledge of events that will occur. A finer integration of cinematography with WP2 –
Planning techniques, may provide means to better control and convey a coherent discourse.

Figure 41: Comparing our cinematography system to main contributions in the domain. This
table compares 7 properties of main cinematography systems proposed in the computer
science literature, together with the techniques that we implemented. The “Staging” parameter
characterizes the ability of the system to automate the staging of characters in the scene. The
“Interactive/Dynamic” parameter represents the ability to react to interactive events occurring in
the environment. “Coherency” stands for the capacity to enforce some degree of coherency in a
sequence of shots. “Composition” is related to the possibilities the system have in changing the
composition in shots. “Style” stands for the ability to perform some variations in the directorial
style. Only Elson07 and our approach offer this possibility. “Path-planning” indicates whether
the system is able to perform some camera motions inside the environment. Finally “cinematic
discourse” represents the possibility of maintaining a cinematic discourse over a number of
events. All in all, our approach fulfills most of the properties desired in a virtual cinematography
system, and clearly represents a improvement in comparison to previous approaches.

4.2

General conclusion

This deliverable describes expressive and efficient solution mechanisms to the problem of
interactive camera control for virtual storytelling. We address the innate complexity of well
understood problems such as visibility determination and path planning required in real-time
camera control, while tackling higher-level issues related to continuity between successive
shots in an expressive editing model. Our real-time cinematography system encodes
cinematic idioms and coherency rules to produce appropriate edits and camera paths from a
set of narrative actions. The model relies on a spatial partitioning providing a characterization
into visibility cells (fully visible, partially visible, or fully occluded) and characteristic viewpoint
cells (the semantic volumes). We reason on these cells to identify how, when and where shot
transitions should be performed, utilizing a filtering-based encoding of cinematic conventions
together with the possibility to implement different directorial styles. A large number of
examples have been presented that demonstrate the main features of our approach. All
videos of the result are available on the IRIS web page (section WP5). The expressiveness of
our system stands in stark contrast to existing approaches that are either procedural in
character, non-interactive or do not account for proper visibility of key subjects.
IRIS

Page 55

D5.2/WP5

In that, our approach fulfills the main requirements for a camera control system in Interactive
Storytelling: handling interactive events, handling dynamic environments, handling coherency
over shots and screen composition. Furthermore, thanks to an expressive symbolic
reasoning system over Director Volumes, our approach handles considerable variation in
directorial style. This feature is essential for both conveying a range of cinematic genres, and
conveying some degree of variation inside a genre. Since movies rely on stylistic parameters
to convey subtle changes inside scenes (e.g. moving from a neutral composition, to a
dominant composition), it was essential to offer ways of interactively modifying such stylistic
parameters to better convey the discourse. At last, our approach performs an essential move
from an idiom-based representation by considering continuity in edits rather than collections
of characteristic viewpoints specific to given actions. Essentially, the fundamental knowledge
we rely on is the relative position of the camera in relation to one or multiple key-subjects –
which we encode as Director Volumes, and the rules related to how a camera should switch
from one viewpoint to another without violating continuity. As a result, our approach opens
interesting perspectives in the implementation of new ways of reasoning over editing. For
example, intensification in a sequence of shots (which consists getting the camera closer and
closer to the key-subjects, over a number of shots), is a device which can be easily simulated
in our system.
An issue we identified with our approach is in the necessity to specify a very large number of
parameters to be able define precisely a Directorial style. Choices are related to the pacing,
the camera dynamicity, the preferred views of actions and narrative dimensions, the ranking
of Director Volumes, the continuity rules to allow, the composition parameters to specify. The
individual exploration of all the possibilities in the design of a directorial style remains a
tedious work. A contribution to the domain could consist in the detailed analysis of identifiable
cinematic genres and the specification of sets of parameters to represent them. Tools which
automatically extract indicators from real movies (pacing, preferred shots, transitions, screen
composition of characters) together with manual annotation may be a useful basis to assign
parameters in our system.

At last, our approach represents a novel scientific contribution in the domain of virtual camera
control and a fundamental tool for conveying interactive 3D stories. Main further tasks will
focus on the integration of essential components that are lighting and audio and explore their
intricate interaction with composition and editing.
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APPENDIX
4.3

Description of the tool

The system input is based on an XML parameterization which describes the environment
geometry, the animations of each actor, the narrative elements (the events and the
associated Director Volumes), together with the specification of a cinematographic style that
defines some degrees of variation in the application of the editing process (pacing,
dynamicity of the camera, viewpoint preferences).

4.3.1

General configuration file

The general configuration file specifies the main pieces of data related to the virtual
cinematography system (see Figure 42).

Figure 42: Main configuration file defines the geometry, the sound tracks, the events together
with the main Directorial style parameters: <ControlledCamera> and <FrameComposition>.

•
IRIS

Environment: describes the topological representation of the environments related
to the camera and the characters (Golaem::Path env3d file format), together with the
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geometric representation of the environment (Ogre mesh file format).

IRIS

•

Viewpoints: specifies the name of the XML file where the preferred viewpoints are
defined.

•

Events: specifies the name of the XML file where the events are defined.

•

Character: describes the parameters pertained to a character: (i) the 3D geometry
(Ogre mesh file format), (ii) the animation (Golaem::Motion s4d file format), (iii) the
abstraction of its 2D geometry (a circle approximated by a set of regularly sampled
vertices), and (iv) its path (as a list of waypoints).

•

ControlledCamera: specifies the maximum speed (in meters per second) of the
camera (a proxy for dynamicity).

•

PathPlanning: specifies the maximum value of the cost functions for arcs in the
roadmap when planning paths (a mean to control the nature of paths)

•

Visibility: specifies the minimum/maximum visibility degree of a character when
planning camera paths and cuts.

•

Shot: specifies the camera pacing, by constraining the minimum/maximum shot
duration.

•

Style: defines the narrative dimension to be used.

Page 58

D5.2/WP5

4.3.2

Viewpoints file

Figure 43: Relation between actions and viewpoints. Each action may be associated with a set of
viewpoints (Director Volumes) that portray it. This is a way of establishing preferred viewpoints.
If such a preferred viewpoint is not available, the system will default back to any other
viewpoint. By default, every action may be viewed from any viewpoint. The action “A speaks to
B”, in the default style, may be conveyed from a collection of viewpoints (Ext-B-closeup, Int-Bclose, Par-A-closeup, Par-A-close, Int-A-mcu). Ext-A-closeup stands for external shot of A, with
a closeup view, and Int-A-mcu stands for an internal shot of A, with a medium closeup view.

4.3.3

IRIS

Events file
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Figure 43: The Events file stores the sequence of actions unfolding in the environment. Though
the events are specified in a static XML file, there are interactively sent to our system (thereby
simulating a narrative engine sending them).

Action: specifies the set of actions (or narrative elements) that occur in the environment.
Each narrative element id defined by its duration, relevance (the higher the more important)
and the characters involved in the actions. In the name of the action, by norm, A represents
the first character, B represents the second one.

IRIS
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4.4

Snapshots of the system

Figure 44: Snapshot of our system. Four frames represent respectively the top view of the
scenes with the director volumes (top left), the sequence of events or actions (bottom left),
some style parameters (bottom right) and the current viewpoint computed with our system (top
right).

Figure 45: Multiple snapshots at different moments of the 1984 canteen scene.

4.5

Content of the DVD

The DVD provided with this deliverable contains the software to run the application, together
IRIS
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with all the data files and example videos :

IRIS

•

“Editing/CameraControl” directory: contains all the sources of the software with its
components. A registration key is required to use some of the components
(developed with Goleam company). Contact marc.christie@inria.fr for a registration
key.

•

“Editing” directory: contains all the dependencies of the software, together with the
data files (sound, geometries, xml configuration files)

•

“Editing/xml” directory: contains all the XML configuration files

•

“Videos” directory: contains all the video produced with out cinematography tool

•

“Deliverable” directory: contains the D5.1 and D5.2 deliverables.
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