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The project challenge 

News content in the internet, available through both traditional news media portals and the 
blogosphere, constitutes valuable information to both professionals and casual internet users. 
Thus, news and social media are emerging as a dominant source of information for numerous 
applications, which lay on the media domain, but are not only limited to it. However, this 
unstructured content presents challenges to efficient extraction of such information, as target 
users can be inundated by its vast amount. Clearly, such information could be much more useful 
if presented and delivered in a well-structured way. Many attempts, taking the form of either 
research projects or commercial solutions, have been made to provide centralised repositories 
of such content. However, to date, there exists no integrated system that structures blog post 
content across these two broad sources of news information in parallel, capable to meet the 
requirements of a broad range of end users, such as professional journalists, communication 
experts, and citizen bloggers.  



 

D1.3: End of Project Report 

 

 - 6 - 

Addressing the challenge 

In order to address the above challenge, SYNC3 delivers a user-friendly news analysis tool for 
searching blogs and traditional media news, allowing users to create, comment and 'sync' their 
news in a virtually limitless network. The platform integrates functionalities laid on three areas, 
namely news clustering, blog processing and news events labelling and relation extraction, and 
can be customisable to the needs of the professional and citizen journalists, as well as to policy 
makers and communication experts. 

More specifically, SYNC3 fills this gap, efficiently structuring content from both domains, 
rendering it accessible, manageable, and re-usable. This is achieved by incorporating innovative 
algorithms that first model news media content statistically, based on fine clustering of articles 
into so-called “news events”. Such models are then adapted and applied to the blogosphere 
domain, allowing its content to map to the traditional news domain and attaching sentiment to 
them. Furthermore, appropriate algorithms are employed to extract news event labels and 
relations between events, in order to efficiently present news content to the system end users. 

SYNC3 applies the news domain structure derived from well-organised news portals to the 
unstructured domain of the blogosphere. To achieve this, novel research approaches are 
proposed, which advance the state-of-the-art and produce a number of software modules that 
have been integrated into a common platform operating as a news aggregation tool. This tool is 
organising content coming from both news portals and blogs. It also allows the creation of more 
user-generated content, either by authoring new material, or by re-organising the links 
structured by SYNC3 into user-generated storylines. 

 

Going deeper into the SYNC3 objectives, the main goal of SYNC3 is to create a framework for 
structuring, rendering more accessible, and enabling collaborative creation of the extensive 
user-provided content that is located in personal blogs and refers to running news issues. The 
main obstacle for blogosphere content exploitation has been the difficulty to structure the 
disparate and vast information found in blog posts. On the other hand, news articles have a 
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multitude of favourable characteristics that make their analysis easier. SYNC3 takes advantage 
of the latter, axiomatising that the most appropriate thematology atom for the task of associating 
user commentaries with news articles is the news event. News events are determined by state-
of-the-art clustering algorithms at a much greater granularity level than any present day method 
can achieve, without the need to study the underlying semantics of them. SYNC3 can also derive 
relations between news events and connect them with blog post excerpts, while – through 
sentiment analysis of these excerpts – it can derive user opinions that are associated to news 
events. The final product, which combines news events and their relations and users and their 
opinions, is the SYNC3 graph of the commentaries of blog users on current news. The graph is 
presented to the user through an intuitive interface, which also enables the user to re-use the 
now structured content attached to the graph and create content collaboratively. 
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Who can benefit from SYNC3? 

 News and media sector in Europe and worldwide 

The Primary Market comprises organisations active in the news and media sector in Europe 
and worldwide, including organisations offering services in these areas (e.g. newspapers, 
agencies, publishers, etc.), as well as research institutions dealing with media analysis. As the 
main target is in the area of the availability of news content, either being provided by legacy 
news portals and news agencies or the blogosphere, and following the SYNC3 research 
orientation, the main candidates are Media Organisations, News Agencies and Digital Content 
Providers. Such organisations and/or individuals operate in highly competitive marketplaces, 
where content access and distribution play a crucial role and are already investigating low cost 
solutions, which efficiently utilise existing content, combine it to structure the news events 
picture and make it available across multiple stakeholders. 

 Software developing organisations 

The Secondary Market includes software developing organisations across Europe and 
worldwide offering vertical software solutions and applications on Semantic Web, natural 
language processing, opinion mining and search engines to the enterprises in the primary 
market or offered as Web services. The majority of such organisations are SMEs. Web services 
software providers as well as semantic application developers also fall under this category as 
follows: 

 News application and service developers who are involved in the development of semantic 
applications in general; 

 Developers of textual and linguistic analysis components; 

 Companies specialising in the development of intuitive user interfaces, opinion mining and 
knowledge representation techniques; 

 Enterprises being involved in the provision and support of news aggregation strategies. 

 Consultants and Intermediate users 

The Tertiary Market includes Consultants / Intermediate users: These are IT Companies that 
work on behalf of End Users (i.e. News Organisations), e.g. outsourcing, either for Software 
development or for providing Consulting Services to the IT Groups of the End Users. 

Consultants and 
Intermediate IT Companies
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Highlights of the SYNC3 solution 

Complete life-cycle solution 

The main advantage of SYNC3 is based on the fact that it represents a complete solution for 
aggregating news from both traditional news media (i.e. news portals, etc.) and the blogosphere, 
providing the end users with sophisticated capabilities with respect to content structuring, 
management, and delivery. The system adopts novel approaches in key research fields, such as 
natural language and linguistic processing, textual analysis and data/opinion mining, which act 
complementary to each other and deliver a customisable solution to target stakeholders, 
allowing the creation of user generated content, either by authoring new material, or by re-
organising the links structured by SYNC3 into user generated storylines. 

As a single platform, SYNC3 integrates the following functionalities: 

 Identify correlated text excerpts among news articles to provide the news thematology, by 
grouping news items into events, topics, and themes. 

 Adapt the news event models and use them to find blog excerpts that comment on the 
corresponding news events, while performing sentiment analysis on them. 

 Use existing tagging and annotation information to extract labels, as well as geographical, and 
temporal relations between news events. 

 Visualize a graph and its rich information in a straightforward and easy to navigate way, 
providing users with the functionality needed to individually or collaboratively augment this 
graph with content and viewpoints. 

Easy to integrate platform 

The SYNC3 system comes as an integrated solution consisting of individual modules, which can 
also operate on their own. In that respect, this system offers the capability to interface with 
existing relevant solutions and products and/or substitute a specific functionality with existing 
one through a plug and play mode. Most of the individual components provide their functionality 
through a Web interface, in order to accomplish the scope of the tool. 

Components-based approach 

Following a modular approach for the development of the SYNC3 architecture, the project 
outcome has been developed in order to maintain extensibility and independence in the 
implementation of different functionalities. The system can be extended in the future or 
interface with existing solutions by the deployment of simple Web interfaces. The Web-based 
approach for the integration of the individual components comes as an advantage for the future 
exploitation of the whole system. 

Addressing the requirements of real business 

The SYNC3 system delivers an integrated solution to the target markets. Through the supported 
functionalities, the system can monitor the news sources and correlate events with non-
professional opinions. The available information sources, including news agencies and media 
organization portals, as well as the macro- and micro-blogosphere, are effectively combined to 
discover the trends with respect to the news events covered by the social media and further 
become content “prosumers” by providing a completely new area for economical transactions. 
SYNC3, as a collaborative system, could assist in measuring the impact of news and enable media 
organisations to refine their strategy. It can be used as a system offering a totally new 
experience of news creation by providing the environment to set criteria in delivering real news 
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events to the wide public, as well as to listen to the public feedback about the events occurring 
around them, in order to reform the way that media content is produced and distributed. 

The system allows rendering the vast blog content referring to current news easily accessible, 
thus lifting the last barrier in the way towards a new era of effective communication among 
citizens and synergetic formation of public opinion, an idea that has long been evangelized by 
media and Internet experts alike. The SYNC3 system, as an enabling system, is the last piece in 
the puzzle needed for materializing the concept of collaborative structuring of the public 
opinion. 
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The SYNC3 results 

The work in SYNC3 has resulted in a set of exploitable tangible and intangible results as follows: 

 The tangible results come in the form of the SYNC3 platform, an integrated platform which is 
a news aggregation tool, categorising news articles and blogs posts into news events and 
allowing for exploration of relations between them in temporal and geographical terms. This 
integrated prototype comprises of certain individual components, which can also be used on 
their own either as self-standing applications or by inclusion in other software systems. 
Thus, the project also maintains the potential of exploiting these individual results. 

 The in-tangible results include the knowledge on how to introduce and integrate the 
produced components and algorithms across similar domains, and the research and 
experience in natural language and linguistic processing and opinion mining. These results 
benefit from the implementation of the project, which also have the potential to be exploited 
for additional revenues, either collectively, or by individual partners of the SYNC3 
Consortium. 

 

The SYNC3 prototype implements all the envisaged functionalities in a single platform, which 
integrates the components under four groups:  
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 The news processing components that are used to identify correlated text excerpts among 
news articles and provide the news thematology, by grouping news items into events, topics, 
and themes 

 The blog processing and sentiment analysis components that adapt the news event 
models and use them to find blog excerpts that comment on the corresponding news events, 
while performing sentiment analysis on them 

 The news event labelling and relation extraction components that use existing tagging 
and annotation information to extract labels, as well as geographical and temporal relations 
between news events 

 The user interface components, which visualise a graph and its rich information in a 
straightforward and easy to navigate way, providing users with the functionality needed to 
individually or collaboratively augment this graph with content and viewpoints 

The whole list of the SYNC3 exploitable results, along with a short description, is presented on 
the Table below: 

 

Product Name Brief Description 

Html cleaning and linguistic pre-
processing 

This component is in charge of removing irrelevant 
information in the original html files associated to the 
news items, as well as parsing the textual content to 
extract lemmas and named entities (persons, places, 
organizations) and updating the corresponding 
dictionaries. 

Topic/theme categorization 
This component probabilistically assigns each news 
item to one or multiple IPTC codes.  

Event recognition 
This component builds event models incrementally, by 
clustering the “main segments” of news items from 
primary sources. 

Excerpt extraction 

This component deals with all segments not used in 
clustering (i.e., all segments that are not the main 
segments of articles from primary sources), which are 
categorized using all active event models, with the 
possibility of assigning these segments to no events. 

SYNC3 ontology 
The SYNC3 ontology is an RDF-based ontology for the 
characterisation of news items and blog posts with the 
appropriate metadata.  

Blog post classification module 
This component deals with the classification of blog 
posts to news events. 

Blog post adaptation module 

This component is used to extent the news event 
recognition model for handling documents in a different 
domain (i.e. blog posts), without losing the ability to 
classify documents from the original domain (i.e. news 
items replicated in blog posts, or blog posts from 
journalists). 

Sentiment analysis tool 
This component identifies the sentiment of the blogger 
towards an event and its involved entities 

News event labeller 
The news event labeller exploits the clustering of news 
items to provide cluster labels that users can easily 
recognize and quickly obtain relevant information to 
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Product Name Brief Description 
aid them in interpreting the clustering results. 

News event relation extractor 
The news event relation extractor calculates 
geographical and temporal relations between news 
events.  

Exploration and browsing module 

The exploration and browsing module allows the users 
to search and explore the underlying news collection, 
including the extracted metadata, in an easy and 
powerful way, by supporting simple and keyword 
queries, as well as more advanced search capabilities. 

News Story Creator 

The News Story Creator allows users not only to access, 
search and navigate the information available in the 
SYNC3 repository, but also to manage and organize it, 
combining news items to create news stories. In 
particular, the News Story Creator is an application that 
runs in a Web browser and allows the users to create 
and share interconnections between news items.  

User profiling tool 

The user profiling infrastructure enables the social 
aspect of the SYNC3 platform, by allowing users to 
register their contacts, to create and join groups, to 
collaborate with other users, and to receive 
personalized services. It provides a Web interface 
through which users can create an account, manage 
their contacts and their groups, and configure their 
preferences. User information is stored in RDF-based 
user profiles that are used to provide personalized 
search, notifications, and recommendations to the user. 

SYNC3 crawler 

The SYNC3 crawler is a software package that enables 
collecting and crawling content from Web sources, such 
as news articles and blog posts, based on the RSS 
interface they expose. The release has been made 
available at the Google Code Web Site under an Open 
Source license (Apache license). 

SYNC3 platform 

The SYNC3 platform integrates all the above tools into a 
single functional system, aiming to aggregate news from 
various sources, derived from the news world (i.e. news 
portals, etc.) and the blogosphere, and to provide the 
end users with sophisticated capabilities with respect to 
content structuring, management, and delivery. The 
SYNC3 platform is a news analysis tool customised to 
the needs of professional and citizen journalists, 
advancing the state-of-the-art in the areas of linguistic 
processing, textual analysis, and data/opinion mining. 

The SYNC3 platform and its constituent modules are listed in the next sections together with a 
brief analysis of their functionalities, innovation, potential business impact, and interoperability 
capabilities. 

http://code.google.com/p/sync3crawler/
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 The SYNC3 platform 

The solution 

The SYNC3 platform is a news analysis tool customised to the needs of professional and citizen 
journalists, which advances the state-of-the-art in the areas of linguistic processing, textual 
analysis and data/opinion mining. The SYNC3 platform integrates functionalities in these 
scientific areas in a fashion customisable to the needs of the target stakeholders. 

 

The SYNC3 platform aims to aggregate news from various sources, derived from the news world 
(i.e., news portals, etc.) and the blogosphere, and to provide the end users with sophisticated 
capabilities with respect to content structuring, management, and delivery. Thus, it selects the 
“news event” concept as the primary information point for the effective classification of news 
articles and their excerpts derived from news portals, as well as the clustering of blog posts, 
based on the classification models of the news articles. This concept provides a totally new 
approach for the semantic characterisation of media content and constitutes the correlation 
point between these two media-related worlds, acting as an additional layer for grouping news 
items, supplementary to the standard news thematology, which defines topics and themes for 
the news items categorisation. 
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Innovation 

The SYNC3 platform applies the news domain structure derived from well-organised news 
portals to the unstructured domain of the blogosphere.  To achieve this, novel and innovative 
approaches are introduced, advancing the state-of-the-art in the areas of natural language 
processing, linguistic analysis, opinion mining and Semantic Web and producing a number of 
software modules that are integrated into a common platform operating as a news aggregation 
tool. SYNC3 organizes news content from both professional news portals and the blogosphere, 
also allowing the creation of user-generated content by authoring new material or re-organising 
data into user-generated storylines.  

Business impact 

The SYNC3 platform is a step towards a paradigm that represents a radical departure from news 
reporting as we know it today. SYNC3, as a collaborative platform, could assist in measuring the 
impact of news and enable media organisations to refine their strategy. It can be used as a 
platform offering a totally new experience of news creation by providing the environment to set 
criteria in delivering real news events to the wide public, as well as to listen to the public 
feedback about the events occurring around them, in order to reform the way that media 
content is produced and distributed. 

Interoperability 

A major objective of the SYNC3 platform is to decouple functionality and technology. The design 
of the system is based on Service Oriented Architecture, RESTful loosely-coupled Web Services, 
and a modular architecture, where all the composite units are separated in layers (tiers). By 
following these principles, the SYNC3 platform facilitates the rapid, stable, and efficient 
integration of many different technologies, offers high scalability and flexibility (enhanced 
agility, maintenance and evolution), and improves the overall operational efficiency. 
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 The news processing chain components 

The solution 

The news processing chain components analyse news items from professional news sources and 
categorise them based on the news events that are reflected in them. More specifically, the news 
processing chain tries to automatically detect homogeneous groups of documents that report on 
the same event by means of clustering techniques. Detecting events allows structuring the news 
sphere in an effective way and, as a consequence, it should allow the user to access the mass of 
news articles from an event-based viewpoint, rather than a document-based, or a website-based 
one, as usually done. Through an innovative model for topic and theme categorisation, news 
events are efficiently clustered into the existing news taxonomy of IPTC.  

 

The news processing chain consists of four components that are sequentially called, when new 
content becomes available: 
 The html cleaning and linguistic pre-processing component, which is in charge of removing 

irrelevant information in the original html files associated to the news items, as well as 
parsing the textual content to extract lemmas and named entities and updating the 
corresponding dictionaries. 

 The topic/theme categorisation component, which probabilistically assigns each news item 
to one or multiple IPTC codes. 

 The events recognition module, which models events incrementally, by clustering the “main 
segments” of news items from primary sources. 

 The excerpt extraction module, which categorises all segments that are not used in 
clustering into the active event models, with the possibility of assigning these segments to no 
events. 
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Innovation 

The news processing chain components advance the state-of-the-art in linguistic processing and 
textual analysis. The components depend on the definition of so-called “primary sources” (i.e.,   
main news agencies, reporting mostly factual information) which are cleaned by a finely-tuned 
rule-based system (based on x-path rules) and analysed based on the Xerox Incremental Parser 
technology. The topic/theme categorisation is fully hierarchical, exploiting hierarchical 
dependencies between IPTC codes, while clustering relies on a three-step process, which 
delivers a set of event statistical models. The excerpt extraction part is based both on a dynamic 
programming technique often used in text segmentation problems and on nearest neighbour 
classifiers with particular metrics.   

Business impact 

The news processing chain components have a direct impact to the way that current online news 
can be clustered and classified for better visualisation. Large amounts of news content are made 
available on an everyday basis, but the lack of proper characterisation (i.e., through metadata 
etc.) prevent from efficiently providing it to the target stakeholders. Through the SYNC3 news 
processing chain components, a modern and effective way of clustering news articles to events is 
introduced, which provides an additional powerful means for characterising news content. 

Interoperability 

The news processing chain components are implemented as separate Web Services, which can 
be accessed through RESTful interfaces. The services are implemented using Tomcat 6 and the 
jax-ws/jersey libraries and can fit to the selected workflow for the textual analysis and the 
hierarchical clustering of news articles to news events. 
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 SYNC3 ontology 

The solution 

The SYNC3 ontology is implemented as an OWL/RDF representation framework for metadata 
structure of the SYNC3 concepts, characterising news items and blog posts with the appropriate 
metadata. It adopts the DOLCE UltraLite (DUL) and Event Model F foundational ontologies as the 
basis of the schema and vocabulary. Building on them, the SYNC3 ontology: 

 Introduces an extension of the generic spatio-temporal model in DUL that formalizes 
document retrieval from the Web. 

 Proposes an alternative mereology of text fragments that is better suited for representing 
linguistic analysis results than the one in DUL. 

 Uses Event Model F to define the descriptions of the situations encountered in SYNC3 
documents, linking events to participants, to a topic hierarchy, to their spatio-temporal 
grounding, and to each other. 

The ontology integrates the information of a number of extraction and analysis modules that 
semantically annotate and cross-index news items and blog posts, identify the events that news 
items and blog posts refer to, and extract events metadata. 

 

 

Innovation 

The SYNC3 ontology is inspired by the persistence layer technology for relational databases and 
extends it to deliver an access model, which maps SYNC3 related data models and objects to 
instances and classes to concepts. These classes provide methods for assigning or retrieving 
properties and class inheritance in the programming language maps to property inheritance in 
the conceptual model. 

A POWDER processor has been adopted as the computational infrastructure that enables taking 
advantage of regularities in URI naming conventions to significantly optimize the repository and 
the implementation of an inference module that provides multi-faceted access to data about 
events without reduplicating information to support different data models. 
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Business impact 

The news domain integrates two different worlds, which comment on the reality and the 
evolution of news events, as they are realised from different user groups. The media 
professionals use their own news content characterisation that should be mapped to the 
formalism of citizens’ journalists in order to bridge the semantic gap. The SYNC3 ontology offers 
the flexibility to define a variety of concepts and describe the relations between them. Upon that, 
an application interface can extract such information to provide target stakeholders with 
enriched functionalities and complex relational graphs. 

Interoperability 

The SYNC3 ontology is made available as an OWL/RDF representation framework, which can be 
made accessible through the development and implementation of a population and querying 
interface service that provides access to different aspects of the ontology. Emphasis is given on 
the parts of the model that are pertinent, while hiding the minute details of the rest of the model. 
The interface service implementation restricts write access to only allow, to the extent possible, 
operations that are consistent with the data model and provides atomic function calls that 
implement series of repetitive actions for improving programming convenience as well as run-
time efficiency.  

This service is developed as three classes, each one implementing a different API: 

 A documents API, where relations between content, events, and other entities are can be 
populated as annotations of a news item or blog post; 

 An events API, where such relations are seen from the perspective of annotations of an 
event; 

 A user interface API facilitating content and event retrieval based on semantic querying 

 The blogs processing chain components 

The solution 

The blogs processing chain components adopt the clustering model (for the allocation of news 
articles to news events) to associate blog posts to news events as well. A main challenge in this 
represents the domain shift. Classifying blog posts into events extracted from news items can be 
easy, if the domain of both blog posts and news items are relatively similar. This can be the case 
for professional journalists who are also bloggers, as their writing style roughly remains the 
same when they write news items or blog posts. However, the vast majority of bloggers do not 
fall into this category, as they are typically individuals expressing personal thoughts, while their 
writing style may vary significantly from what is observed in the news. In order to associate blog 
posts from the latter category to the news, an adaptation of the classification model is required, 
in order to accommodate any possibly new writing styles.  

The blogs processing chain consists of two main components, namely the model adaptation 
module, which is characterized as an “off-line” process, as it is expected to run after the news 
classification model has been changed, and the blog post classification component that operates 
as an “on-line” process on a single blog post at a time, and aims to classify it into one or more 
events. 
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Innovation 

The main innovation of the blogs processing chain components is the shift of the clustering 
model from the news domain to the blogosphere. The components adopt an approach based on 
text relatedness to expand the feature space of the structured news domain to incorporate the 
new ones residing in the unstructured blogosphere. The classification part exploits all this 
information to allocate a single blog post to the most appropriate news event or events. 

 

 

Business impact 

The exploitation of the blogosphere for online media offering is a new trend, which brings the 
subjective opinion of citizen journalists to a comparable position to the professional news 
sources. With the blogs processing chain components, SYNC3 identifies a totally new market for 
the media domain, which instead of lingering in the news monitoring field, it becomes the media 
leader by generating value-added commentary on the objective presentation of events. 
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Interoperability 

The blogs processing chain components are implemented as separate Web Services, which can 
be accessed through RESTful interfaces. The services are implemented using Tomcat 6 and the 
jax-ws/jersey libraries, and they can fit to the selected workflow for the textual analysis and 
model adaptation of blog posts to news domain. 

 Sentiment analysis tool 

The solution 

The sentiment analysis tool exploits the raw information, crawled from the online sources, and 
the event clustering model to provide an attribution of the blogger’s sentiment towards a 
specific news event. Every blog post that has been allocated to an event is analysed so as a 
decision is made on whether the relevant blogger is positive, negative, or neutral, as far as a 
specific event is concerned. Every blog post is attached to one event. Accordingly, the blogger is 
presumed to either be in favour or against something that took place at a specific place and time. 
If none of the above mentioned conditions is met, that is, if no sentiment towards an event is 
expressed, or if the positive and negative opinions are equal, then the sentiment is taken as 
neutral. 

Lists of GI affective

words

Blog Posts

Stanford Parser

Preprocessing

Event Detection

Synonym Detection

Linguistic Restrictions

Detection

Syntactic Analysis

List of event words

WordNet

Sentiment Detection

Blog Graph Creation

Reference Graph Creation

Lists of verbs

Linguistic Processing

Sentiment Attribution

 

Innovation 

The whole chain of sentiment analysis adopts innovative research to come up with sentiment 
analysis towards specific features of a defined document. Thus, the innovation of the SYNC3 
sentiment analysis lies on the exploitation of the linguistic analysis performed in the news 
articles and the blog posts to attribute sentiment towards a specific news event that the blog has 
been classified to. 

Business impact 

The sentiment analysis tool can provide a comprehensive roadmap to the opinions and 
sentiments expressed for news events in the blogosphere. Through this tool, news and media 
organisations, as well as other relevant stakeholders, such as research institutions dealing with 
media analysis, could potentially monitor the social media environment and participate in 
fostering opinions in a local, national, and international level. 
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Interoperability 

The sentiment analysis tool is implemented as a separate Web Service, which can be accessed 
through RESTful interfaces. The service is implemented using Tomcat 6 and the jax-ws/jersey 
libraries, and it can fit to the selected workflow for the opinion mining of commentary text to 
news items. 

 Labelling and relation extraction chain components 

The solution 

The labelling and relation extraction chain components are exploited to provide additional 
information to the news processing chain analysis of the news events. Each news article that is 
part of an event is fed through a linguistic processing pipeline, including named entity 
recognition (NER), geo-resolution, and temporal grounding, which are vital for later processing.  
The news event clusters are then processed by a labelling and a relation extraction component. 
The former determines document and event-level labels, and the latter computes temporal and 
geographical relations between news events. 

The main aim of the news event labelling component is to provide brief descriptions of the news 
events in terms of their “what” content, thus helping users to find out easily what news events 
are about. Each news event is given a label (a title-like summary of the news event) and a 
description (a one-sentence summary of the event). 

The aim of the relation extraction component is to identify “where” and “when” a news event 
happened, i.e., the news event location and the news event date.  This allows users to associate 
different news events in terms of their geographical and/or temporal relation information.  By 
visualising news events on a map or timeline, users can gain a different perspective on events 
compared to reading through a flat stream of news. 
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Innovation 

The labelling and relation extraction chain components advance the state-of-the-art in natural 
language processing and linguistics analysis. The labelling component determines a news event 
label through variations of title labelling, made up of a document-level title detection step 
followed by an event-level title selection step.  For the relation extraction part, a unique 
GeoNames ID with corresponding latitude and longitude values is allocated to all location 
entities that are recognised in the text documents along with additional attributes, such as 
population size, capital, or country name, if appropriate. Subsequently, the news event location 
is selected using various methods. 
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Business impact 

Location-based services can depend on the appropriate analysis of textual information, which 
enable the proper contextualisation of the news event information. The adoption of labelling and 
relation extraction techniques opens a new area for effective development of media applications 
that advance the simple news delivery process to a personalised experience for both 
professionals and citizens journalists. 

Interoperability 

The labelling and relation extraction chain components are implemented as separate Web 
Services, which can be accessed through a RESTful interface. The services are implemented 
using Tomcat 6 and the jax-ws/jersey libraries, and they can fit to the selected workflow for the 
textual analysis of news events. 

 The User Interface components 

The Solution 

The SYNC3 User Interface components provide the appropriate visualisation techniques and 
support for user interaction and personalisation. They consist of three main components, 
namely the Exploration and Browsing Module, the News Story Creator, and the User Profiling 
Infrastructure.  

 

The Exploration and Browsing Module allows the users to search and explore a defined news 
collection, including the associated metadata, in an easy and powerful way, by supporting simple 
and keyword queries, as well as more advanced search capabilities. 

The News Story Creator allows users not only to access, search, and navigate the information 
available from a news collection, but also to manage and organize it, combining news items to 
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create news stories. In particular, the News Story Creator is an application that runs in a Web 
browser and allows the users to create and share interconnections between news items.  

The User Profiling Infrastructure enables a social aspect in SYNC3, by allowing users to register 
their contacts, to create and join groups, to collaborate with other users, and to receive 
personalised news services. 

 

Innovation 

The main innovative part of the user interface components is the provision of the News Story 
Creator, which enables the efficient navigation to news events and the collaborative formulation 
of user-generated content. The integration of various functionalities on the easy-to-use Web 
application can lift the barrier towards a new era of effective communication among citizens and 
the synergetic formation of public opinion, through personal involvement. 

Business impact 

The User Interface components can be commercially exploited to visualise analysed news and 
blog sources and provide a comprehensive roadmap to news and story creation, relevant 
opinions, and sentiments expressed for news events in the blogosphere. The user-friendly 
functionalities can significantly improve the way that the vast news content can be accessed 
putting it into context through the adoption of the appropriate clustering and categorisation 
techniques. 

Interoperability 

The User Interface components are implemented using GWT and SmartGWT, which can be 
embedded in any website in an easy and straightforward way. Employing such tools allows 
creating an AJAX frontend using Java as programming language. GWT cross-compiles the Java 
code into optimized Java-Script Code. 
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Availability of the SYNC3 results 

The SYNC3 results are made available through an appropriate licensing schema per result, based 
on three main axes: 

 The background licenses applied to the background exploited in the development of the 
results. 

 The free access of the research community to the software produced by the project to view, 
modify, and enhance the project developments. 

 The license must not place restrictions on other software that is distributed along with the 
licensed software. For example, the license must not insist that all other programs 
distributed on the same medium must be open-source. 

Based on these dimensions, the SYNC3 Consortium has decided on the availability schema for 
each project result, as listed in the following Table: 
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Project Result Availability 
Release License 

Download from Contact Person 
Implementation Documentation 

SYNC3 Platform Software 
SYNC3 

commercial 
license 

GNU Free 
Documentation 
License (GFDL1) 

www.sync3.eu 
Name: Dr Nikos Sarris 

Email: n.sarris@atc.gr 

Html cleaning and 
linguistic pre-

processing 
Software 

Commercial 
license 

Commercial 
license 

www.sync3.eu 

Name: Jean Michel Renders 

Email: jean-
michel.renders@xrce.xerox.com 

Topic and Theme 
Categoriser 

Software 
Commercial 

license 
Commercial 

license 
www.sync3.eu 

Name: Jean Michel Renders 

Email: jean-
michel.renders@xrce.xerox.com 

Event Recognition 
Model 

Software 
Commercial 

license 
Commercial 

license 
www.sync3.eu 

Name: Jean Michel Renders 

Email: jean-
michel.renders@xrce.xerox.com 

Excerpt 
Extraction 

Software 
Commercial 

license 
Commercial 

license 
www.sync3.eu 

Name: Jean Michel Renders 

Email: jean-
michel.renders@xrce.xerox.com 

                                                             
1 http://www.gnu.org/licenses/fdl.html 

mailto:n.sarris@atc.gr
http://www.sync3.eu/
http://www.sync3.eu/
http://www.gnu.org/licenses/fdl.html
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Project Result Availability 
Release License 

Download from Contact Person 
Implementation Documentation 

SYNC3 Ontology RDF 
GNU General 

Public License 
(GPL2) 

GNU Free 
Documentation 
License (GFDL3) 

www.sync3.eu 

Name: George Paliouras 

Email: 
paliourg@iit.demokritos.gr 

Blog Post 
Classification 

Module 
Java library 

SYNC3 
commercial 

license 

GNU Free 
Documentation 
License (GFDL) 

www.sync3.eu 

Name: George Paliouras 

Email: 
paliourg@iit.demokritos.gr 

Blog Post 
Adaptation 

Module 
Java library 

SYNC3 
commercial 

license 

GNU Free 
Documentation 
License (GFDL) 

www.sync3.eu 

Name: George Paliouras 

Email: 
paliourg@iit.demokritos.gr 

Sentiment 
Analysis Tool 

Java library 
SYNC3 

commercial 
license 

GNU Free 
Documentation 
License (GFDL) 

www.sync3.eu 
Name: Costas Chandrinos 

Email: chandrinos@gmail.com 

News Event 
Labeller 

Java library 
GNU General 

Public License 
(GPL) 

GNU Free 
Documentation 
License (GFDL) 

www.sync3.eu 
Name: Claire Grover 

Email: grover@inf.ed.ac.uk 

News Event 
Relation Extractor 

Java library 
GNU General 

Public License 
(GPL) 

GNU Free 
Documentation 
License (GFDL) 

www.sync3.eu 
Name: Claire Grover 

Email: grover@inf.ed.ac.uk 

                                                             
2 http://www.gnu.org/licenses/gpl.html 
3 http://www.gnu.org/licenses/fdl.html 

http://www.gnu.org/licenses/gpl.html
http://www.gnu.org/licenses/fdl.html
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Project Result Availability 
Release License 

Download from Contact Person 
Implementation Documentation 

Exploration and 
Browsing Module 

GWT and Java 
libraries 

GNU General 
Public License 

(GPL) 

GNU Free 
Documentation 
License (GFDL) 

www.sync3.eu 
Name: Eelco Herder 

Email: herder@l3s.de 

News Story 
Creator 

GWT and Java 
libraries 

GNU General 
Public License 

(GPL) 

GNU Free 
Documentation 
License (GFDL) 

www.sync3.eu 
Name: Eelco Herder 

Email: herder@l3s.de 

SYNC3 Crawlers4 Java library Apache License 
2.05 

GNU Free 
Documentation 
License (GFDL) 

http://code.google.com/p/sy
nc3crawler/ 

- 

                                                             
4 Google has made the package is available on http://code.google.com/p/sync3crawler/ according to the licensing model. No further licensing enquiries or support are 
provided 
5 http://www.apache.org/licenses/LICENSE-2.0  

http://code.google.com/p/sync3crawler/
http://www.apache.org/licenses/LICENSE-2.0
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Project impact 

SYNC3 delivers a user-friendly news analysis tool for searching blogs and traditional media 
news, allowing users to create, comment, and “sync” their news in a virtually limitless network. 
SYNC3 integrates functionalities in three areas, namely news clustering, blog processing, as well 
as news event labelling and relation extraction, in a fashion customisable to the needs of the 
professional and citizen journalists. SYNC3 has developed novel and fine-tuned methods to 
connect users to news content and other users. Providing this kind of social activity enabling 
functionality may prove a turning point for news media and social networks.  

Countless attempts have been made to provide centralized repositories of personal content. 
However, blog users do want to have control of their own content and are often unwilling to get 
locked-in to a specific provider. This leads the blogosphere to be a decentralised and largely 
unstructured universe. SYNC3 tackles this problem by structuring the part of blogosphere that 
refers to running news stories, rendering it accessible, manageable, and re-usable. 

Notably, SYNC3 is a step towards a paradigm that represents a radical departure from news 
reporting as we know it today. By observing the facts and trends in internet news media and 
social networks, we arrive at the conclusion that today’s environment is not only ready to accept 
the change, but also demands it. All the pieces of the puzzle are already there. The one thing that 
has been missing is a technological platform that provides the required synergy, by addressing 
the long-standing issues of user-created content management and presentation.  

SYNC3 renders the vast blog content referring to current news easily accessible, thus lifting the 
last barrier in the way towards a new era of effective communication among citizens and 
collaborative formation of public opinion, an idea that has long been evangelized by media and 
internet experts alike. SYNC3, as an enabling platform, represents the last piece in the puzzle 
needed for materializing the concept of collaborative public opinion formation. 

 Contribution to the state-of-the-art 

SYNC3 has contributed to the advancement of the state-of-the-art in many focal areas of its 
technical workpackages. Details on a few of these are given in the next paragraphs.  

In the area of linguistic pre-processing of Web documents related to news items, a new 
“BoilerPlate” filtering approach has been designed for cleaning and extracting relevant 
information from html pages. The approach is based on a combination of a generic machine-
learning based component (“BoilerPipe”) and source-specific X-path extraction rules. This 
combination of generic and specific types of knowledge is relatively unique in the current 
landscape of html cleaning tools. Significant progress has also been made in the area of named-
entity co-reference resolution. The SYNC3 approach is based on the exploitation of an external 
resource, namely the set of redirection pages of Wikipedia, which offers a convenient way of 
getting lists of equivalent surface forms for specific entities and, consequently, of solving the 
linkage problem for named entities. 

In the area of structural segmentation of news documents, SYNC3 work has mainly focused on 
extracting “main segments” from news items. A novel approach has been designed that takes 
into account the possible presence of spam and irrelevant segments at the beginning of news 
articles. This approach uses a strategy that relies on the content and the position of the title 
segment. It achieves better event recognition and excerpt extraction performance, by removing 
spam segments efficiently. 
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Concerning event extraction, SYNC3 has contributed to the state-of-the-art in a number of fronts, 
namely: The detection of duplicate segments and their subsequent processing in the clustering 
process through the use of “virtual documents” and a specific instance-weighting strategy; the 
design and implementation of a novel threshold-based clustering algorithm, the so-called “Star-
EM” (and its extension in a semi-batch setting), that outperforms other similar algorithms, while 
behaving in a more stable way than the algorithm used until now to create events; a statistical 
approach to story building (called “pre-story building”), based on the computation of inter-event 
similarities; and, finally, the design and implementation of a new method that jointly performs 
event extraction (clustering) and cross-document entity resolution, which is based on ``socio-
temporal’’ information derived from the event extraction module. 

With respect to the problem of topic- and theme-based characterization of news documents, a 
new strategy has been proposed for building respective categorizers using no directly annotated 
data. This novel method exploits the hierarchical relationships of the IPTC taxonomy (as well as 
its category titles and short descriptions) and external resources like the Web and Wikipedia to 
build accurate hierarchical language models of topics and themes. At run time, in order to 
classify new articles, these language models are used by a categorizer that, once again, exploits 
the hierarchical relationships between the categories (themes and topics) in order to assign 
(possibly multiple) IPTC codes to the articles.  Moreover, in order to enhance the computing 
time for both the training and run-time phases, an alternative version of the topic/theme 
recognizer module has been designed, based on a hierarchical extension of non-negative matrix 
factorization to build the language models of each IPTC category from a set of pseudo-positive 
documents. 

Concerning semantic, event-based news article excerpt extraction, the objective pursued in 
SYNC3 has been more about enhancing the quality of the event model building phase, so that the 
excerpt extraction quality is itself, de facto, improved. This has been achieved through the 
coupling of dynamic programming and categorisation of segments into events. 

SYNC3 has also contributed to advancing the state-of-the-art in semantic modelling, inference, 
and ontology patterns. In more detail, in semantic modelling, an extension and a correction of the 
DOLCE foundational ontology have been proposed. Namely, the DOLCE spatio-temporal model 
has been extended, in order to represent the Web coordinates of information, reflecting the 
volatile nature of Web data, by requiring temporal coordinates (access time) and modelling 
proxy repositories and snapshots of Web objects at the given time. Exploiting the distinction 
between abstract information objects and their concrete realizations, the developed model 
supports http re-direction and the distinction between Web coordinates and the time and place 
of original publication or creation of Web objects. Further, an alternative mereology of linguistic 
objects has been proposed that is better suited for statistical language processing than the 
current DOLCE model. Unlike the latter, the proposed model allows text to be represented as a 
bag of (possibly multi-word) domain terms.  An investigation on ontology patterns has also been 
carried out, extending standard semantic inference with ontology pattern coordination 
knowledge. This allows inferring data in one data model from data in another (coordinated) 
model. The prototype has been deployed in SYNC3 to serve dynamic facets, where a query 
endpoint serves the same data per multiple data models, without any reduplication of explicit 
information. Finally, with respect to inference, two alternative approaches of implementing 
POWDER, a recent W3C recommendation for grouping of Web resources based on URI patterns, 
have been proposed. The proposed implementation is capable of capturing the part of POWDER 
semantics that is outside the expressivity of the current Semantic Web technologies and tools 
based on extra-logical operators for inference and query-rewriting. 

Concerning unsupervised domain adaptation, SYNC3 research work has been performed along 
three axes, namely extending the feature space, adapting model weights, and detecting outliers. 
On the feature space front, work has concentrated on expanding features of the source domain 
with ones that appear only in the target domain. Features that originate from the two domains 
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are aligned or linked to each other, through text relatedness. Using the WordNet resource, the 
proposed approach has achieved performance similar to semi-supervised methods (that use 
information unavailable in the SYNC3 case), while maintaining excellent scalability and speedy 
adaptation of very large news models. Concerning adaptation of news model weights, a novel 
transfer learning approach has been proposed, namely a variant of the probabilistic latent 
semantic analysis (PLSA) model that has been called TL-PLSA. The method attempts to capture 
both the domain difference and the commonalities of their sets of classes. Finally, concerning 
outlier detection, a new approach has been proposed that tries to detect blog posts that do not 
belong to any of the news events. The process uses n-gram graphs to form class-representative 
graphs, and it employs appropriately trained one-class support vector machines to attack the 
problem. 

As far as sentiment analysis is concerned, SYNC3 innovation regards the attribution of sentiment 
towards a news event, as detected in a blog post commenting on it.  Detecting the writer’s 
opinion on news events constitutes a more complex task than detecting the opinion on simple 
entities, as a news event contains multiple interconnected entities. In order to cope with this 
challenge, SYNC3 has implemented a number of novel approaches, combining statistical and rule 
based techniques, including n-gram graph based, naive Bayes, and Conditional Random Fields. 

SYNC3 has also advanced the state-of-the-art in the problem of labelling news event clusters. This 
has been achieved by examining the content of the documents in each cluster and either 
selecting or generating a label accordingly. In contrast, in previous research, cluster labelling 
most commonly involved extracting “important” terms that characterize the cluster as compared 
to other clusters, also referred to as differential cluster labelling.  Such approach may not always 
allow the user to understand what news events are about.  Instead, SYNC3 has developed an 
algorithm based on identifying the shortest most representative title of a news event, resulting 
to the best overall labelling performance. Appropriate evaluation metrics have also been 
adopted in the task, akin to evaluation of text summarization approaches. 

Progress has also been achieved in the area of named entity extraction. Rule-based heuristics 
have been applied to merge the output of rule-based and machine-learning-based named entity 
recognisers, an area that relatively little research has been previously conducted in the 
literature. The proposed approach has resulted in significantly superior named entity extraction 
scores, mainly due to the higher recall achieved.  

Finally, in the area of relations extraction between news events, work has progressed 
significantly beyond the relatively limited previous research that leans on the topic detection 
and tracking framework, focusing for example specifically on identifying dependencies between 
news events that belong to the same “story”. In contrast, SYNC3 has built a temporal and a 
geographical news event relation extraction system that grounds all news events in time and 
space by assigning a time stamp and a unique location identifier.  This information enables users 
to ask complex queries in the User Interface, e.g. “all news events that happened last week in the 
UK” or “all news events that happened in radius of 100km around this news event in London”. 
Significant effort has also been devoted in evaluating the developed algorithms, thus resulting in 
valuable benchmarks for the research community. 

 Scientific impact 

SYNC3 does not depend on the blog content to derive the needed information structure, but 
instead employs the more structured news articles to derive a news thematology. This general 
concept of deriving the thematology from one domain and then applying it to another, less 
structured one constitutes an innovative approach in SYNC3. The SYNC3 news article clustering 
methodology is particularly suited to the news domain. It defines news events as the basic 
abstract common interest “atoms”. The method does not categorize the news content in a 
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specific pre-defined ontology and neither does it extract the underlying semantics. Yet, the 
linguistic statistical clustering of SYNC3 generates clusters that are precisely specified and 
logically separated. That is, the combination of the statistical approach and the specific 
regularities in news articles distils the human knowledge that is embodied in the (statistical) 
way the news articles are structured. 

The linguistic and structural differences between news articles and blog posts are neither large 
enough to render the results of news article clustering totally inapplicable to blog posts, nor 
small enough to allow the aforementioned results achieve the desired level of performance. The 
differences between news articles and blog posts are systematic in nature, and therefore they 
can be captured in a method that augments or updates the news article clustering results, in 
order for the latter to achieve the desired performance in the blogosphere domain. 

Research on extraction of relations from text has focused in identifying relations between named 
entities. In the context of SYNC3, the relation extraction methods adopted identify relations 
between excerpts in text. Each excerpt usually has multiple named entities, and many of them 
are also present in both excerpts. The pioneering work in this research area addresses the 
fuzziness and inaccuracy in its input, i.e. in the determination of the excerpts. The method aims 
to compensate these drawbacks by working with the multiple available articles for each relation 
and subsequently augmenting the results to phase out the errors introduced by inconsistencies 
in individual articles. 

Sentiment analysis faces similar challenges. Traditional sentiment analysis research primarily 
focuses in detecting opinion about named entities. The method in the context of SYNC3 operates 
instead on excerpts that have multiple named entities. To enable this, SYNC3 work adopts 
various strategies, such as holistic approaches that group excerpts across each polarity, instead 
of analysing each excerpt independently. 

The human-computer interface breaks new ground to achieve the visualization of the 
information-rich graph. There exist multiple types of nodes and connectors in this graph: news 
events, topics, themes, users, user content, relations (temporal, geographical) between news 
events, opinions per user attached to news events and possibly grouped to opinion groups, 
existing connections between users based on interest, etc. 

One of the highlights of the SYNC3 research is the fact that the project has disseminated to high 
impact research journals and conferences. More specifically, the scientific work performed in the 
course of the project has led to two patent applications, one submission for patent application, 
22 publications to scientific journals and conference proceedings, 28 presentations of the project 
work and demonstrations of the SYNC3 system, and 9 participations to scientific and industrial 
related events with project specific dissemination material. 

 Societal and economic impact 

SYNC3 delivers a platform that can be commercially exploited to analyse existing news and blog 
sources and provide a comprehensive roadmap to news creation, relevant opinions, and 
sentiments expressed for news events in the blogosphere. 

As media goes online, the potential of SYNC3 is great. Through the platform, the target 
stakeholders (including the media organisations, the media research institutions, and the 
general public) can monitor the presentation of news in two different worlds, the professional 
news and the personal space of citizens’ journalists (the blogosphere), and take advantage of the 
added-value services offered in SYNC3 to further evaluate the impact of such events in 
formulating the public opinion.  

SYNC3 offers the capability to monitor the news sources and correlate events with non-
professional opinions. The whole societal structure in Europe and worldwide is based on 
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highlighting the power of democracy, which is reflected in the expression of the public opinion 
in the evolution of history and events. The association of professional news with the 
commentaries in the blogosphere comprises a direct way to set the public in front of the fact 
generation. 

The available information sources, including news agencies and media organisation portals, as 
well as the macro- and micro-blogging sphere (the social media), can be exploited to discover 
the trends with respect to the news events covered by the social media. The voice of ordinary 
people, as it is expressed in the blogosphere, can now be raised, as decision makers have the 
SYNC3 tool to monitor the reaction of the general public with respect to specific political actions 
and decisions generating news events.  

The corresponding SYNC3 stakeholders could also engage target markets in the media sphere by 
becoming content “prosumers”, thus providing a completely new area for financial transactions. 
As a news aggregation tool, SYNC3 offers the baseline technology platform for attracting the 
potential customers of specific information sources. This is extremely important nowadays, 
since news agencies and media organisations invest a lot of modern business models to offer 
their content online, and SYNC3 can constitute a news delivery channel, which can increase the 
traffic to their official portals through directing the mass of news information readers to their 
sites. 

SYNC3, as a collaborative platform, could assist in measuring the impact of news events and 
enable media organisations to refine their strategy. Professional media invest on their presence 
in the media landscape, and the way that their events are commented in the blogosphere can 
produce additional perspectives for their acceptance as trusted and creditable information 
sources. Through their active involvement in the formulation of news events and how these 
events are consumed by the interested parties (politicians, media analysts, and the public in 
general), the media organisations may increase their penetration to large audiences and can 
potentially be attributed as public opinion formulators with significant impact to the evolution 
of events. 

Apart from simple media monitors, the SYNC3 stakeholders are provided with a powerful 
platform that offers a totally new experience in the creation of news events. These stakeholders 
do not only consume their everyday news, but they set their own objective rules and criteria in 
delivering real information to the wide public. On the other hand, they are equipped with an 
unbiased tool to listen to the public feedback about the events occurring around them, in order 
to reform the way that media content is produced and distributed. 

Further, SYNC3 opens new business opportunities for the ICT companies to participate in 
fostering local, national, and international growth. The platform can act as the baseline tool on 
top of which additional services and application can be built, satisfying the continuously 
emerging requirements of the media domain users. The technologies offered by SYNC3 enable 
easy extension and/or integration to existing and new tools. 
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The SYNC3 Consortium 

 

Athens Technology Center S.A. 
(Coordinator) 
http://www.atc.gr  
Contact: Nikos Sarris 
e-mail: info@sync3.eu 

 

National Centre of Scientific Research 
'Demokritos' 
http://skel.iit.demokritos.gr/ 
Contact: George Paliouras 

 

Gottfried Wilhelm Leibniz Universität 
Hannover 
http://www.l3s.de 
Contact: Eelco Herder 
 

 

The University of Edinburgh 
http://www.ltg.ed.ac.uk/ 
Contact: Bea Alex 

 

Xerox Research Centre Europe 
http://www.xrce.xerox.com/ 
Contact: Jean-Michel Renders 

 

European Journalism Centre 
http://www.ejc.net/ 
Contact: Liliana Bounegru 

 

i-Sieve 
http://www.i-sieve.com/ 
Contact: Costas Chandrinos 

 

RIA Novosti 
http://www.rian.ru 
Contact: Valery Levchenko 

 

Google 
http://www.google.com 
Contact: Claudia Krueger 
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