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Preface 

The first Dicode scientific workshop, namely “dicoSyn 2012 - Mastering Data-Intensive 
Collaboration through the Synergy of Human and Machine Reasoning” 
(http://dicode.cti.gr/dicosyn12/), took place in Seattle, in the context of CSCW 2012 (15th 
ACM Conference on Computer Supported Cooperative Work - http://www.cscw2012.org/).  
 
dicoSyn 2012 brought together researchers and practitioners from different scientific fields 
and research communities to further explore (i) the synergy between human and machine 
intelligence, and (ii) larger issues surrounding analytical practices and data sharing practices. 
The workshop offered a venue for targeted discussion on the development and evaluation of 
innovative services that shift in focus from the collection and representation of large-scale 
information to its meaningful assessment, aggregation and utilization. Of particular interest 
were approaches that brought together the reasoning capabilities of the machine and the 
humans in contemporary collaborative settings.  
 
dicoSyn 2012 was structured around a number of main themes (research issues), including:   

 Innovative approaches to the exploration, delivery and visualization of the 
pertinent information: Particular challenges are related to: (i) the intelligent semantic 
annotation, structuring and aggregation of voluminous and complex data, (ii) the 
meaningful analysis and exploitation of data patterns and interrelations, (iii) the 
capturing of stakeholders’ tacit knowledge, as far as information analysis and 
problem solving are concerned, through a social web approach, and (iv) the 
exploitation of particular user and group characteristics to properly direct or adapt 
data. Generally speaking, semantics to be deployed should come out of a joint 
consideration of stakeholders, their actions in the settings under consideration, and 
data considered each time.  

 Novel collaboration tools and platforms for handling ill-defined domains: In the 
settings under consideration, we need to think about appropriate solutions that easily 
enable stakeholders create and maintain private or public workspaces, where the 
most pertinent information about the problem at hand can be gathered, linked, 
synthesized and assessed. Through such workspaces, stakeholders need to carry out 
synchronous or asynchronous collaboration to accommodate and elaborate relevant 
data, get recommendations, identify inconsistencies, spot and repair information 
gaps, reason about actions, etc.  

 Collaborative sense making of real-world multi-faceted data: Information explosion 
led to a need for human to make judgments on the value and relevance of this 
information at the point of use (very often in a problem solving situation). It has been 
recognized that sense making activities extend far beyond individuals as people have 
to work together to make sense of data, which come from heterogeneous information 
sources.  Although individual sense making has been studied since ‘90s, the 
challenges in collaborative sense making remain, especially within the context of 
increasing data intensiveness of current digital landscape.  

 Novel mechanisms for understanding collaborative patterns and intelligent 
probing: In the settings under consideration, data sources are associated with various 
types of information, each of them covering distinct aspects. A systematic way is 
needed to generate different points of view for such kind of data. We need to help 
users utilizing complex multi-source data in a reasonable way by supporting them in 
finding relevant information and by providing personalized recommendations. 
However, the development of effective recommender systems faces - particularly in 
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the domain of complex data - challenging issues, such as a complex object 
representation and lack of information about user preferences.  

 Advances in cloud computing and scalable high-performance data mining for data-
intensive collaboration: Recent research in data mining is geared towards the 
extraction of more semantic information. At the same time, the exploitation of a cloud 
infrastructure to adapt and refine computationally expensive algorithms for semantic 
data mining to new paradigms for distributed computing, such as the MapReduce 
paradigm (as implemented in frameworks like Mahout), is very interesting. For 
instance, Mahout may significantly help towards grouping similar items, identifying 
hot topics, assigning items to predefined categories, and recommending important 
data to diverse stakeholders. 

 
The co-chairs of this workshop were: 

 Nikos Karacapilidis, University of Patras & CTI, Greece 

 Lydia Lau, University of Leeds, UK 

 Charlotte Lee, University of Washington, USA 

 Stefan Rüping, Fraunhofer IAIS, Germany 
 
Eight papers were finally accepted for presentation. These were: 

 Post-Doctoral Researchers’ Use of Preexisting Data in Cancer Epidemiology Research, by 
Betsy Rolland & Charlotte P. Lee; 

 CoPExplorer: A Novel Collaboration Platform for Quantitative Proteomics Research in 
China, by Tun Lu, Xianghua Ding, Xing Huang, Guangmeng Zhai, Zhaocan Chen & 
Ning Gu; 

 Two Socio-Technical Gaps of Cyberinfrastructure Development and Implementation for Data-
Intensive Collaboration and Computational Simulation in Early e-Science Projects in the 
U.S., by Kerk F. Kee & Larry D. Browning; 

 Emergent Properties of Data-Driven Technological Development in Science, by Stephanie 
Gokhman; 

 Striving toward ad hocracy in dataland, by Ben Li; 

 On the identification and integration of countermeasures to cope with data intensiveness in 
collaboration settings, by Manolis Tzagarakis, Spyros Christodoulou & Nikos 
Karacapilidis; 

 Distributed Data Mining for User Sensemaking in Online Collaborative Spaces, by Ahmad 
Ammari, Lydia Lau & Vania Dimitrova; 

 Distance Metric Learning for Recommender Systems in Complex Domains, by Natalja 
Friesen & Stefan Rüping. 

  
These eight papers are included in this report. These are preceded by a synopsis of the 
workshop, titled “Mastering Data-Intensive Collaboration through the Synergy of Human 
and Machine Reasoning”, by N. Karacapilidis, L. Lau, C. Lee & S. Rüping, which appeared in 
the official Proceedings of CSCW 2012 (In: S.E. Poltrock, C. Simone, J. Grudin, G. Mark and J. 
Riedl (eds.), Proceedings of the 2012 ACM Conference on Computer Supported Cooperative 
Work (CSCW 2012) - Companion Volume, Seattle, WA, USA, February 11-15, 2012, ACM 
Press, pp. 21-22, http://dl.acm.org/citation.cfm?doid=2141512.2141524). 
 
In the beginning of the workshop, an influential keynote, titled “Enhancing a collaboration 
space with social media features to support data-intensive collaboration”, was given by Prof. 
Wolfgang Prinz. In his talk, Prof. Prinz presented the approach and challenges of the EU-
funded Granatum project, which aims at the development of a cooperation environment for 
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chemoprevention researchers. This keynote was the first action towards establishing a close 
collaboration between the Dicode and Granatum projects. 
 
 A very productive session, held after the paper and keynote presentations, concerned group 
discussion on cross cutting themes; this resulted in the collaborative production and 
elaboration of insights for future work on the workshop’s research issues. Plan for producing 
a special issue at an international journal – with extended versions of the dicoSyn 2012 
papers - is in progress. 
 
Finally, we note that a complementary workshop, titled “Data-Intensive Collaboration in 
Science and Engineering” (http://www.dicose.org), was also accepted at CSCW 2012.  This 
workshop had a broad focus on issues of data-intensive collaboration, and leaned more 
toward social and organizational issues. The two workshops were organized independently, 
but shared a common theme. The organizers coordinated their timing so that participants 
could attend both events, as they should find the cross-fertilisation valuable. The organizers 
attended each other’s workshop. The two workshops shared a list of themes and conclusions, 
and were presented next to each other in the related “poster session” of the main CSCW 
conference. Through this complementary arrangement, further dissemination of the Dicode 
results and progress was achieved (mainly addressing researchers and academic faculty 
based on USA).  
 
  

  

http://www.dicose.org/
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ABSTRACT 

Contemporary collaboration settings are often associated with huge, ever-increasing 
amounts of data, which may vary in terms of relevance, subjectivity and importance. In such 
settings, collective sense making is crucial for well-informed decision making. This sense 
making process may both utilize and provide input to intelligent information analysis tools. 
This workshop aims to bring together researchers and practitioners from different scientific 
fields and research communities to further explore (i) the synergy between human and 
machine intelligence, and (ii) larger issues surrounding analytical practices and data sharing 
practices in the above settings. 

Keywords 

Data-intensive collaboration; human reasoning; machine reasoning; sense making. 

ACM Classification Keywords 

K.4.3 Organizational Impacts: Computer-supported collaborative work; H.5.3 Group and 
Organization Interfaces: Computer-supported collaborative work.  

General Terms 
Design; Experimentation; Human Factors; Performance. 

INTRODUCTION 

This workshop aims to bring together researchers and practitioners from different scientific 
fields and research communities to exchange experiences and discuss the topic of how data-
intensive and cognitively-complex sense making and decision making within diverse types of 
teams can be facilitated and augmented. The workshop offers a venue for targeted discussion 
on the development and evaluation of innovative services that shift in focus from the mere 
collection and representation of large-scale information to its meaningful assessment, 
aggregation and utilization. Of particular interest are approaches that bring together the 
reasoning capabilities of the machine and the humans in contemporary collaborative settings. 
In parallel, much interest is given to larger issues surrounding analytical practices and data 
sharing practices in the above settings.  

WORKSHOP THEMES 

The workshop is structured around a number of main themes (research issues), including: 

Innovative approaches to the exploration, delivery and visualization of the pertinent information: 
Particular challenges are related to: (i) the intelligent semantic annotation, structuring and 
aggregation of voluminous and complex data, (ii) the meaningful analysis and exploitation of 
data patterns and interrelations, (iii) the capturing of stakeholders’ tacit knowledge, as far as 
information analysis and problem solving are concerned, through a social web approach, and 
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(iv) the exploitation of particular user and group characteristics to properly direct or adapt 
data.  

Novel collaboration tools and platforms for handling ill-defined domains: In the settings under 
consideration, we need to think about appropriate solutions that easily enable stakeholders 
create and maintain private or public workspaces, where the most pertinent information about 
the problem at hand can be gathered, linked, synthesized and assessed. Through such 
workspaces, stakeholders need to carry out collaboration to elaborate relevant data, get 
recommendations, identify inconsistencies, spot information gaps, reason about actions, etc.  

Collaborative sense making of real-world multi-faceted data: Information explosion led to a need for 
human to make judgments on the value and relevance of this information at the point of use. 
It has been recognized that sense making activities extend far beyond individuals as people 
have to work together to make sense of data, which come from heterogeneous information 
sources.  

Novel mechanisms for understanding collaborative patterns and intelligent probing: In the settings 
under consideration, data sources are associated with various types of information, each of 
them covering distinct aspects. A systematic way is needed to generate different points of 
view for such kind of data. We need to help users utilizing complex multi-source data in a 
reasonable way by supporting them in finding relevant information and by providing 
personalized recommendations.  

Advances in cloud computing and scalable high-performance data mining for data-intensive 
collaboration: Recent research in data mining is geared towards the extraction of more semantic 
information. The impact of cloud infrastructure and new paradigms for distributed computing 
needs to be investigated for adapting and refining computationally expensive algorithms for 
diverse stakeholders. 

ACKNOWLEDGEMENTS 
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Post-Doctoral Researchers’ Use of Pre-existing Data in Cancer 
Epidemiology Research 

Betsy Rolland 
Human Centered Design & Engineering, University of Washington &  
Public Health Sciences Division, Fred Hutchinson Cancer Research Center, 1100 Fairview Ave N, M4-B402, 
Seattle, WA 98109, brolland@fhcrc.org 
Charlotte P. Lee 
Human Centered Design & Engineering, University of Washington, 423 Sieg Hall, College of Engineering, 
Seattle, WA 98195, cplee@uw.edu 
 

ABSTRACT 

While calls to reuse research data are increasingly loud and urgent, little research has been 
done on how those data are subsequently used, especially in the field of cancer 
epidemiology. We interviewed eleven post-doctoral researchers working in the field of 
cancer epidemiology at the Fred Hutchinson Cancer Research Center in Seattle, WA. Despite 
the availability of high-quality written study documentation, post-docs still had unanswered 
questions about the data that required interacting with PIs and study staff of the original 
project. These questions fell into three categories: (1) study design; (2) a variable’s origins or 
coding procedures; and (3) variables with unfamiliar measures. Without answers to these 
questions, post-docs were unable to complete their analyses in a scientifically responsible 
way. 

Author Keywords 

Data reuse; Data sharing; Data intensive science; Cancer epidemiology; Qualitative research methods 

ACM Classification Keywords 

H.5.m. Information interfaces and presentation (e.g., HCI): Miscellaneous.  

General Terms 

Human Factors; Design 

INTRODUCTION 

Cancer epidemiologists have a long history of sharing data with colleagues, including their 
post-doctoral researchers. Reciprocal sharing between and among investigators who know 
and trust one another generally results from relationships developed through a shared history 
or network. Such relationships guarantee a reasonable understanding of how, when, and why 
the original research has been done. They also assure personal access to the original 
investigators in case of questions about the background of the research and a grasp of the 
original motivations and hypotheses. That connection between the original investigator and 
the dataset recipient is being lost as journals and funding agencies demand that researchers 
make data available in vast repositories as a condition of publication or funding. 

Yet these raw data tell only part of the story, leaving out crucial contextual details essential to 
interpretation and potentially leading to the mistaken assumption, “that the necessary 
syntheses of raw data can be performed automatically.” [1] Without such contextual details, 
researchers are more likely to misinterpret what a given data point means or utilize data 
incorrectly, leading to bad science. 

As science becomes more data intensive, larger and more complicated data sets are being 
made available to researchers with no connection to the original study personnel. This raises 
important questions of how usable a data set is without that connection and whether there are 
types of data that are simply impossible to use without interaction with the original data 

mailto:brolland@fhcrc.org
mailto:cplee@uw.edu
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collectors. Such interactions are costly and may deter scientists from sharing simply to avoid 
this burden; however, having no interaction where one is required has the potential to lead to 
serious errors. 

So, if we take as our goal helping people share data effectively, we need to understand how 
shared data can be interpreted appropriately in order to be used in a way that is scientifically 
valid. We also need to understand if this can be done without access to the original study staff. 
To answer this question, we interviewed post-doctoral researchers at the Fred Hutchinson 
Cancer Research Center about their use of preexisting data. 

BACKGROUND 

Post-docs in the field of cancer epidemiology are generally brought in to do new analyses on a 
set of data that have already been collected. As such, they represent a group that is just one 
step removed from the data collection. We think that their experience can help us start to 
understand the challenges facing someone as they use data they did not themselves collect. 
We started with the following research question: How do cancer epidemiology post-doctoral 
researchers determine how to use a variable from an existing dataset appropriately for their 
own analyses? 

As discussed, scientists are increasingly being pushed to share their data. In a recent comment 
piece in the Lancet, the leaders of two major funding agencies, the Wellcome Trust and the 
Hewlett Packard Foundation, asserted that not sharing data is harming public health research. 
[5] They propose an agenda for discussion and immediate steps to take to solve this issue, one 
of which is developing standards around data collection in public health research. This call to 
sharing was also signed by the leaders of other major foundations and funding agencies. 

There seems to be general agreement that data sharing can have tremendous benefits, if done 
well. These include the ability to ask larger questions than any individual study might be able 
to ask on its own, simply due to a larger and more complex data set; the ability to take 
advantage of existing datasets rather than spending time collecting new data; and potentially 
large cost savings because there is no need to assemble new projects. 

Of course, the field of CSCW has also documented significant challenges of data sharing. 
These include difficulties in the interpretation of data and appropriately conveying context [3]; 
issues of trust in the quality of data [6]; and a reluctance to give away intellectual property [3]. 
Baker and Yarmey (2008) define context as “the properties of the broader physical 
environment in space and time and is recorded in the accompanying metadata. The context 
(and thus the metadata) also includes the technical and social environments comprised of 
instruments, people, traditions and organizational entities associated with obtaining the 
measurement as well as the later processing, storage, use, transport and reuse of the resulting 
data” [2]. This definition makes clear that context is complex and difficult to document. 

Faniel and Jacobsen (2010) document many of the challenges inherent in data reuse by 
earthquake engineering (EE) researchers. [4] Their study identified three factors EE 
researchers consider when thinking about the reusability of the data of colleagues: (1) 
relevance; (2) their ability to understand the data; and (3) trustworthiness. They note that the 
reusability of data is rarely discussed in the recommendations and reports from funding 
agencies, even as those agencies press for a greater level of sharing. Faniel and Jacobsen 
further emphasize that is not simply the availability of data that will spur reuse and, 
ultimately, scientific innovation, but, rather, the availability of data is easily reused. 

So, funders and publishers are demanding not just sharing but deposit of data into 
repositories. Yet they rarely address the question of how usable those data are once they’ve 
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been deposited and give little support to researchers in either sharing their data or using the 
data of others. 

CANCER EPIDEMIOLOGY 

Epidemiology is the study of disease risk at the population level. Some examples of 
populations studied by epidemiologists may include post-menopausal women, prostate-
cancer survivors, or children. Studies focus on exposures such as tobacco use, family medical 
history, diet, or proximity to contaminants. Cancer-epidemiology datasets possess a number 
of characteristics which make them particularly interesting for CSCW researchers to study. 
First, epidemiologic data are generally collected by questionnaire. Questions must be 
straightforward enough for a non-scientist to administer them and for a participant to 
answer them. While epidemiology questions are not standardized, there are some generally 
accepted practices which make it easier for researchers to understand one another’s data sets. 
For example, anyone collecting lifestyle data will want to collect smoking data with both 
frequency and duration in order to produce the derived variable “pack-years”. Additionally, 
epidemiologists are asking similar questions over different populations. Studying the effect 
of smoking on breast cancer in post-menopausal women is not that different, at a high level, 
than studying the effect of smoking on prostate cancer in Hispanic men. 

Most importantly, cancer epidemiologists have a history of sharing data within their trusted 
social networks. This is partially attributable to the similarity of data collected but also 
speaks to a core belief within the cancer-epidemiology community that a data set that isn’t 
being used is worthless. As funding for new projects and new data collection gets tighter and 
computing power increases, it is quite likely that this sharing will increase, yet little study 
has been done on how cancer epidemiologists share and use preexisting data sets. 

RESEARCH SITE AND METHODS 

This research took place at the Fred Hutchinson Cancer Research Center (FHCRC), an NCI-
designated cancer center in Seattle, WA (Figure 1). This class of research institute is 
categorized by a high level of scientific excellence and patient-centered research. FHCRC has 
approximately 3,000 employees and is organized into five divisions. One of these divisions is 
the Public Health Sciences Division, home to most of the organization’s cancer 
epidemiologists.  

 

Figure 1: Fred Hutchinson Cancer Research Center (Photo from FHCRC.org December 2011) 

 
Post-doctoral researchers at FHCRC are generally brought in to do new analyses on data that 
have already been collected, either earlier in the project or for a completely different project. 
They work with a specific mentor, most often the PI who originally collected the data under 
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analysis. In some cases, post-docs were written into grants and then hired; in other cases, 
they were hired under training grants and then found a project within FHCRC.  

Over the course of six weeks, we conducted semi-structured interviews with a diverse group 
of post-doctoral researchers in cancer epidemiology at FHCRC, including four men and 
seven women. Interviews lasted between 30 minutes and one hour and were conducted at 
FHCRC. Participating post-docs hailed from several different institutions and fields, 
including medicine and public health (MD/MPHs), behavioral epidemiology and molecular 
epidemiology. They worked with different mentors and were at different points in their 
post-docs, ranging from 3 months to 2 years. After the interviews, we analyzed the 
transcripts using a grounded theory approach. 

FINDINGS: WRITTEN INFORMATION SOURCES WERE NOT ENOUGH 

Below we present findings based on a preliminary analysis of our data. Participants were 
given a variety of written information sources when they began their data analysis projects. 
Interestingly, the types of sources given to them were remarkably consistent across our 
interviews, possibly representing a standard set of information sources available to post-docs 
at FHCRC or even within the field of cancer-epidemiology. These written information 
sources included: 

 Questionnaires and Codebooks 

 Websites with variable lists 

 Grants (previous and current) 

 Published manuscripts from this dataset 

 Comments in analysis code 

However, all participants reported having unanswered questions about their data sets, 
questions the written documentation could not answer. In order to complete their analyses, 
they need to interact with the original study personnel to gain additional contextual details 
missing from the documentation. These contextual details were generally those that had not 
been important in the analysis done on the data set for the original study but were crucial for 
the new analyses being performed by the post-docs. Personnel consulted ranged from the 
original PIs, study and data managers, to other post-docs. The person they chose to interact 
with on a given question depended on the information they were seeking, as well as their 
relationship with the personnel. For example, some post-docs were reluctant to bother a 
senior PI mentor with a question about data collection methods, and took those to data or 
study managers instead. Others took all questions to their PI because they were the only one 
with the necessary knowledge.  

These written and human information sources were used at all stages of participants’ 
projects. The majority of the projects had websites with variable lists that participants could 
use in selecting their variables for their project proposals. Grants, previously published 
manuscripts and codebooks were also used at this stage, as were any of the people listed 
above. Once the project had been approved and the data received, participants used their 
information sources to clean the data, often checking their results against published analyses. 
At the stage of descriptive statistics, participants reported especially heavy usage of 
questionnaires and codebooks, as well as the data manager. It was at this stage that they 
made decisions about which participants to include or exclude based on missing data, so 
ensuring a full understanding of why those data were missing was crucial, as discussed 
below. As participants completed their analyses, they again went back and compared their 
findings with accepted scientific findings published in journals and consulted analysis code 
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previously written by other post-docs. Finally, as they wrote their analysis into manuscripts, 
participants consulted the comments in their own analysis code to remind themselves of 
how they had set up their analyses. 

The questions participants asked about their data sets ranged from simple to quite complex, 
requiring a quick email or a lengthy recreation of coding a derived variable. However, it is 
interesting to note that the topics covered by the questions were not infinitely complex but, 
rather, fell into three categories. 

QUESTION #1: STUDY DESIGN 

“Well, I mean, the biggest one that I’ve struggled with the most, really, is the tumor 
stage. Some of that has to do more with administrative reasons that not every site 
within the [project] … transmits the same information. So for whatever reason … 
they don’t have whether or not the tumor has metastasized. And so I didn’t 
understand that variable in the sense that there’s a lot of missing variables that they 
just don’t have that data.” – Stewart 

Because the post-docs did not participate in the original study collection, they were not 
aware of the minutiae of the study design, contextual details that had not been documented 
but that original study staff knew. In the interview above, Stewart had been previously 
unaware that human subjects rules in the country where the data had been collected 
prohibited a specific study site from sharing a data point. Without that knowledge, he would 
have been forced to eliminate those subjects from that study site from his analyses due to the 
missing data. 

Other participants identified issues with collection procedures of biologic samples that had 
been documented but not as thoroughly as was necessary for their own analyses. Population 
sampling techniques was another frequently mentioned study design detail missing. Post-
docs wanted more details about how the study population had been decided upon and why. 

QUESTION #2: A variable’s origin or coding procedures 

“…sometimes when a variable was measured was confusing because some were 
measured at diagnosis, and some were measured at the reference date. ... Some were 
measured over the interval, and then you had this categorization into current use and 
recent use and how those were defined ... there were all these different ways to 
categorize these things, and that was a little confusing.” – Ginger 

Ginger was investigating the link between a common prescription drug and the risk of a 
second cancer, so time was an important factor in her analysis, whereas the original analyses 
of the study had not used this variable. After her analysis turned up surprising findings, 
Ginger and the data manager retraced the steps taken to code the medication variable. In the 
end, they discovered that the coding procedure was inappropriate for her analysis, and they 
recoded the original study data with more precise time information to better suit her needs.  
Participants made clear that sometimes the variable’s origin or coding procedure was 
irrelevant, but when it was unclear or directly affected their analysis, they needed deeper 
information than was available in the study’s codebook or in previously published papers.  

QUESTION #3: variables with unfamiliar measures 

 “And then the other thing that was difficult was using some of the treatment 
variables. And again, I don’t know if it was necessarily - I don’t think it’s how the 
data was set up, but it was just me learning how to use that kind of data, especially 
using things like they have certain sort of scoring measures that they use for 
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chemotherapy dose and radiation dose and things like that and really understanding. 
Not being a clinician, making sure that I’m using the types of variables appropriately 
and scoring them right and that sort of thing. So I’d say those were - I wouldn’t even 
say it’s necessarily the data part of it. It’s what that data means was the challenging 
part to me, and I think that’s probably kind of standard across some of these other data 
sets that I’ve used that sort of our clinical epidemiology type data sets is really 
understanding what’s in there.” – Abbie 

The third category of questions described by our participants was that of variables with 
unfamiliar measures. In the quote, above, Abbie is describing the difficulties she faced, as a 
non-clinician, when trying to integrate clinical data into her analyses. Here her primary focus 
is on making sure she uses the data correctly to ensure the integrity of her results. In order to 
do so, she must consult with clinicians who specialize in the area of the treatment variables.  

DISCUSSION 

What we see, then, is that information-sharing interactions occurred at all stages of the 
analysis process. Questions arose when post-docs were first writing their proposals to use 
the existing datasets, when they were first poking around in the data, when they were 
performing their analyses and when they were writing up their results. Participants first 
tried the written documentation which had been provided to them, then sought out 
appropriate human information sources to augment their knowledge. This was not always 
an easy process, but sometimes required weeks of work to answer the question, either by 
tracking down an original study member or retracing the steps taken to clean and store the 
data.  

Foremost in participants’ minds was always their responsibility to use the data in a 
scientifically responsible way. The questions they asked were not frivolous, stemming from 
mere curiosity, but rather, sought important contextual details that had not been 
documented in the original study, but without which data use was impossible. It is 
important to stress here that the fact that these details were not documented is not a failure, 
per se, of the original study. Much of the knowledge about how a study was conducted 
remains tacit or appears superfluous to the results. What our participants point out is that it 
is impossible to document contextual details of a study so thoroughly that a future ancillary 
study will be able to seamlessly use the data. There is simply no way to predict all future 
uses to which a given dataset may be put. 

What, then, is legitimate to expect of researchers in the realm of data sharing and deposit? 
We believe that these results show that in order for cancer epidemiology data to be reused, 
the link between the data and the PI may need to be maintained and certain information 
sharing practices supported. Preparing data to share and answering subsequent questions 
about those data is labor intensive and expensive. If future users are unable to understand 
the data sufficiently to use them in a way that is scientifically appropriate and responsible 
without making further demands on the original study team, those efforts are wasted.  

This research represents a first step toward understanding how cancer epidemiologists 
determine if they are using variables appropriately when they did not themselves collect the 
data. We have shown that cancer epidemiology post-doctoral researchers are unable to use 
preexisting datasets without access to both written and human information sources. They 
require additional contextual details not documented in codebooks or published 
manuscripts. Analysis of this data is ongoing and will further detail how researchers go 
about finding the information they need to use variables appropriately within the three 
classes of questions detailed above. 



FP7-ICT-2009-5  257184 - Dicode 

D7.3.1 (version 4): Page 16 of 75 

FUTURE WORK 

In the near-term, future work will also explore two additional questions: 

 How can PIs, study coordinators and data managers ensure that their data are used 
appropriately by others? 

 How do users of data repositories without access to original study personnel 
interpret data? 

The long-term goal of this research is to produce a qualitative model of how epidemiological 
data is shared for the purpose of promoting a principled way of designing databases and 
associated tools and systems to support data sharing. We also want to understand further 
what is the relationship between the categories of questions and the types of projects on 
which the researchers are working. 
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ABSTRACT 

Quantitative proteomics, with its aim to comprehensively identify and quantify proteins in 
complex samples, is a relatively new research field in bioinformatics. It usually involves 
scientists from different domains to collaboratively deal with various artifacts such as 
massive data, software tools and analysis processes to achieve their research goals. However, 
issues such as non-standard data formats, scattered software tools, and poor interaction 
methods, have posed great challenges to collaborative research in proteomics. To address 
these issues, we developed a novel collaboration platform called CoPExplorer to facilitate 
cooperative research in proteomics. In this position paper, we briefly introduce CoPExplorer 
from three collaboration layers (i.e. group, software, and data) and share our initial practical 
experiences in this data-intensive collaboration field. 

Author Keywords 
Collaboration platform; Quantitative proteomics; Group collaboration; Software collaboration; Data 
collaboration 

ACM Classification Keywords 
C.2.4 Distributed Systems: Distributed Applications; D.2.13 Reusable Software: Reuse models 
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INTRODUCTION 

As one of the major emerging areas of post-genome era, quantitative proteomics is of key 
importance to life sciences, medicine and biotechnology development. It brings hopes to 
explore the various phenomena of life and the nature of occurrence and development of 
diseases, one of the hottest research fields in the 21st century [1, 2]. Massive data analysis lies 
at the heart of quantitative proteomics to comprehensively identify and quantify proteins in 
different complex samples [3], and it often involves a group of researchers from different 
domains to communicate and collaborate to complete the analysis task. 
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However, there are many obstacles to research collaboration in quantitative proteomics [4, 5]. 
Firstly, it is difficult for the massive proteomics data with different structures and formats to 
be exchanged and shared. Secondly, various software tools for different analysis steps are 
scattered in geographically dispersed labs, making it inconvenient for scientists to share and 
reuse them, especially in dynamic analysis processes. Thirdly, for the scientists from different 
research domains, individual and separate communication or coordination tools are far from 
being adequate to meet the collaboration requirements such as collaborative awareness, 
collaborative annotation, etc. 

To deal with these challenges, we developed a novel collaboration platform called 
CoPExplorer to facilitate cooperative research in quantitative proteomics, under the support of 
the National High-Tech Research & Development Program (863 Program) of Ministry of 
Science and Technology of China. In this position paper, we will briefly introduce 
CoPExplorer from three collaboration layers, including group collaboration layer, software 
collaboration layer, and data collaboration layer; and share our initial practical experiences in 
this data-intensive collaboration field. 

ARCHITECTURE OF CoPExplorer 

CoPExplorer is devised and implemented in a three- layer architecture showed in Figure 1. 

 

Figure 1. Architecture of CoPExplorer 
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The data collaboration layer manages and standardizes heterogeneous data involved in 
quantitative proteomics research process, and maintains the consistency of the analysis 
results. The software collaboration layer wraps the scattered data processing software tools 
and publishes them as Web services, and customizes the data analysis process according to 
different analysis goals by using service discovery and composition techniques. The group 
collaboration layer models the group roles and their collaborative behavior, and provides 
collaboration tools for cooperative work such as collaborative awareness, collaborative 
annotation and group notification. 

SUB-SYSTEMS OF CoPExplorer 

CoPExplorer consists of seven sub-systems distributed in these three layers: standardization & 
management for heterogeneous data, consistency maintenance for analysis result data (in data 
collaboration layer), web service wrapping for analysis software, web service composition for 
analysis software, customizable web service process management (in software collaboration 
layer); organization and management for data analysis group, collaborative browse of 
experiment & research data (in group collaboration layer). 

Sub-systems in data collaboration layer 

 Standardization & Management for Heterogeneous Data. To deal with heterogeneous data 
coming from different analysis devices & equipments, analysis process steps, and 
public database, this sub-system standardizes the data format and stores them in the 
integrated database, and provides uniform search & query interfaces for data 
exchange and sharing between different labs and research groups. 

 Consistency Maintenance for Analysis Result Data. This sub-system maintains the 
consistency of analysis results in each step to achieve the correctness of the whole 
analysis process in both on-line and off-line collaboration scenarios. 

Sub-systems in software collaboration layer 

 Web Service Wrapping for Analysis Software. This sub-system describes and wraps the 
analysis software by standard WSDL (Web Service Description Language), and 
builds UDDI (Universal Description Discovery and Integration) center to publish, 
discover and share these Web services. 

 Web Service Composition for Analysis Software. This sub-system builds a semantic 
ontology repository of proteomics to model the Web services, and then supports 
automatic Web service composition. 

 Customizable Web Service Process Management. This sub-system provides visual 
modeling tools, process execution engines and corresponding management tools for 
analysis process customization. Sub-systems in group collaboration layer. 

 Organization and Management for Data Analysis Group. To address the distributed 
nature of analysis processes and the dynamic nature of analysis roles, this sub-system 
provides role-based access control and rule-based role management services. 

 Collaborative Browsing of Experiment & Research Data. This sub-system integrates 
various collaborative tools such as collaborative awareness, collaborative annotation, 
group notification and instant messaging to support collaborative browsing. 

A screenshot of the platform homepage of CoPExplorer is shown in Figure 2 
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Figure 2. Homepage of CoPExplorer 

INITIAL FEEDBACK AND FUTURE WORK 

Quantitative proteomics is a relatively new research domain, and to our best knowledge, 
CoPExplorer is the first platform to support collaboration research in this emerging field. As of 
this writing, CoPExplorer has been deployed in Shanghai Center for Bioinformatics 
Technology (SCBIT) and Research Center of Protein Analysis (RCPA) of Shanghai Institute for 
Biological Sciences for a field trial. The initial feedback is encouraging in its effectiveness in 
supporting collaborative research. With CoPExplorer deployed in the real field, we’ll explore 
how CoPExplorer is used, what role CoPExplorer plays in supporting collaborations in 
quantitative proteomics research, and what kinds of collaborative behavior may emerge. 
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ABSTRACT 

This position paper explores two socio-technical gaps that hamper effective synergy between 
human and machine intelligence as well as data-intensive and cognitively complex sense 
making and decision making in early U.S. e-science projects. Based on qualitative methods 
guided by grounded theory and 70 interviews, we identify limiting constrains at the levels of 
scientists, technologists, science funders, and technology quality, under the participatory and 
bespoke natures of cyberinfrastructure. More specifically, scientists cannot fully envision the 
new computational tools they need for their science (i.e., human intelligence in domain 
science), and technologists have limited knowledge of the domain science they are building 
cyberinfrastructure/computational tools for (i.e., representing the machine intelligence built 
into computational tools). Furthermore, science funders offer limited direct funding for 
cyberinfrastructure development, and this development is time consuming and it produces 
unstable software (i.e., thus affecting the quality and development of machine intelligence). 
A closer examination of these key limitations led to the identification of two gaps: the 
specialization-synergy gap between scientists and technologists, as well as the science 
investment-technology quality gap between funders and development. We argue that these 
two gaps hamper the effective cognitively-complex sense making and decision making in 
data-intensive e-science projects.  
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Cyberinfrastructure; e-science; participatory and bespoke natures of cyberinfrastructure; socio-
technical gaps. 
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INTRODUCTION 

The grand vision of cyberinfrastructure (CI) is to enable large-scale research using 
aggregated computational resources and combined datasets through the Internet, high-
performance networks, and local machines and to be able to mine publicly-funded datasets 
accumulated over time. Data intensiveness if a key defining characteristic of CI and e-science 
projects [1]. When the grand vision described is achieved, there will be increased 
productivity and breakthrough discoveries in research. However, like most innovations, an 
ambitious endeavor such as CI implementation for data-intensive collaboration and 
computational simulation often encounters challenging conditions in the general 
environment. In this paper, we explore two socio-technical gaps that present challenging 
conditions to the synergy between domain scientists (i.e., the key human actants in e-science 
projects) as well as computational technologists (i.e., whose logic, algorithm, and design 
become of the machine intelligence for e-science) and science funders (i.e., whose funding 
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determines the quality of CI development). As a preview, the two gaps are the specialization-
synergy gap and the science investment-technology quality gap. These gaps stemmed from the 
participatory and bespoke natures of CI. 

PARTICIPATORY AND BESPOKE NATURES OF CYBERINFRASTRUCTURE 

This paper examines CI development and implementation for data-intensive collaboration 
and computational simulation among pioneering scientists, particularly those who work 
with computational technologists to develop new CI tools. This group of pioneering 
scientists adopts CI at the conceptual level and gives it meaning when they submit a grant 
proposal (often jointly with computational technologists). Once funded, they work with 
technologists to co-produce CI tools that do not yet exist. In other words, pioneering 
scientists adopt CI as a possibility, not as a fully developed tool in the physical sense. This 
participatory characteristic of CI makes it a unique case for studying innovation 
implementation. 

In CI co-production, a scientist presents a scientific problem and a technologist explores 
ways to create a tool to help investigate it. A CI project manager in Indiana explains, “We 
[technologists] have to understand enough of their [scientists’] problem to be able to 
understand ourselves where computers can help. And then do the best we can to explain 
that to them [scientists] and give them options”. This is a critical process that this project 
manager repeated during the same interview, “I can’t do my work unless the domain 
scientist is willing to take the time to explain necessary things to me. The domain scientists 
can’t do their work unless I can build them the right tools”. Therefore, CI co-production is 
often driven by a problem within a particular scientific context and domain. Furthermore, 
because the research is also primarily defined by the scientist, the tool produced is based on 
the approach (i.e., theory, measurements, methodology, etc.) employed by him or her. 
Hence, Kee and colleagues describe CI as a bespoke innovation [4]. 

DATA COLLECTION AND METHOD 

We conducted interviews over a period of 32 months, from November 2007 to June 2010. The 
data set includes 70 interviews with 66 participants from across 17 U.S. states and three other 
countries. The interviews were spread across four years with 10 participants in 2007, 42 in 
2008, 16 in 2009, and two in 2010. Because most of the interviews were conducted in 2008, the 
analysis primarily reflects CI development and implementation for data-intensive 
collaboration and computational simulation during this period. The shortest interview was 
15 minutes and the longest was 2 hours and 16 minutes. The interviews averaged 
approximately one hour each and were conducted in person with 19 of the participants and 
over the phone with the remaining 51 participants. All the interviews were audio recorded 
except for two, due to technical difficulty and following one participant’s request. However, 
notes were taken immediately after these two interviews. 

The 66 interview participants came from Texas (12), Illinois (11), California (10), Michigan 
(5), Indiana (4), Massachusetts ( 3), Arizona (2), Colorado (2), Louisiana (2), Washington (2), 
DC (1), Maryland (1), New York (1), Virginia (1), Ohio (1), Pennsylvania (1), Delaware (1), as 
well as Australia (2), Germany (1), and the UK (1). The geographic affiliations refer to the 
primary locations of the participants at the time of the interviews. Participants include 52 
males and 14 females. Participants’ primary professional roles were diverse, including 
domain scientists who used CI to conduct science (15), computational technologists who 
built CI (12), a range of administrative directors and program managers at supercomputer 
centers and national research laboratories across the country (21), US NSF program officers 
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who helped allocate funding to CI projects (4), social scientists and policy analysts who 
studied and participated in CI projects (12), and experts from commercial industry (2).  

This paper employs grounded theory in qualitative data collection and analysis. According 
to Corbin and Strauss, one of the main goals of grounded theory is to seek to uncover 
relevant conditions under which social phenomena manifest [2]. We argue in this paper that 
the relevant conditions for the two socio-technical gaps are the participatory and bespoke 
natures of cyberinfrastructure and e-science projects discussed earlier. 

THE TWO SOCIO-TECHNICAL GAPS 

The two gaps identified in this paper are socio-technical in nature because they manifest 
during the interactions between the main social actants (i.e., the domain scientists as primary 
users) and the technical tools (i.e., the logic, algorithm, design, quality, etc., resulted from 
computational technologists and science funders). These two gaps hamper effective synergy 
between human and machine intelligence, in which we also argue that machine intelligence 
is the result of other key social actants, such as computational technologists and science 
funders. The next paragraph begins with describing the first gap. 

Specialization and Synergy Gap 
There is a critical gap between participating in the co-production process as specialists and 
the need to achieve synergy under the time constraint of a funded e-science project. In this 
paper, this socio-technical gap is referred to as the specialization-synergy gap. As CI is a 
participatory innovation, the first part of this gap involves specialists building 
CI/computational tools. CI tool development is driven by a scientific problem pursued by 
domain scientists (as users of the tool). Therefore, the development process requires the 
participation of specialized scientific experts in the domain. On the other hand, a CI tool is a 
piece of technology that cannot be bought off-the-shelf commercially. Its production requires 
specialized technologists who are skilled at high-performance, distributed, and parallel 
computing techniques and knowledge. Their techniques and knowledge are then built into 
the fundamental logic and design of the machine intelligence, which interacts with domain 
scientists during CI development and implementation for data-intensive collaboration and 
computational simulation. One often has to focus on a very narrowly defined area of 
knowledge in order to become a specialist in domain science, computing techniques, etc.  

The second part of the gap is the need for synergy because CI is a bespoke innovation 
custom-made for specific scientific problems. Synergy can be defined as the process or 
mechanism that enables collaborative advantages [6] among diverse specialists and 
participants. In order to achieve synergy among specialists, there needs to be a common 
language, shared understanding of basic concepts, motivation to learn, and the ability to see 
the outcome, all of which is impossible without synergy. However, it takes time for these 
four elements to fully develop before true synergy can positively impact CI co-production. 
As these elements cannot fully develop when projects are funded for on a limited time basis, 
such as a three-year or five-year term, the development of CI tools is compromised. The 
analysis continues with examples offered by scientists and technologists who have 
experienced the specialization-synergy gap. 

Scientists. A scientist’s ability to envision what is possible for a CI tool is limited by his/her 
ability to see the outcome, and this is impossible without synergy. More specifically, it is 
difficult for them to recognize and articulate their needs. These are new needs yet to be 
clearly defined for new CI tools. Because pioneering scientists are in the stage of prototyping 
tools, co-production becomes an experimental process in which scientists try to determine 
what is even possible. In other words, co-production can be interpreted as setting an agenda 
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for cyberinfrastructure and science, involving the work to “define what cyberinfrastructure 
should be” (see interview quote below). A pioneering cyberinfrastructure adopter and a 
water resources engineering professor at Illinois shares her co-production experience 
working with a leading supercomputer center in the country, “I’ve been… trying to figure 
out what they are,… working with [the center] to try to understand the cyberinfrastructure 
needs … We’re… prototyping and developing what might be possible,…to define what 
cyberinfrastructure should be and to prototype early cyberinfrastructure”. 

Pioneering co-production is time-consuming because the exploratory process requires 
working closely together often in face-to-face interactions. Lee and Bietz argue, “[m]ost 
scientists [are] reluctant to invest more than a very small amount of time to learn to use new 
technologies unless the benefits [are] substantial and related directly to their research” [5, p. 
3]. A big part of this limitation experienced by scientists could be the result of not knowing 
enough about computational science to envision the potential. Therefore, the co-production 
is an exploratory process “trying to sort of make a match” between the needs to be 
discovered and the tools to be developed. A social scientist in Michigan observes, “It is time-
consuming… They [technologists and scientists] really work closely… face-to-face to try to… 
make a match in a way between their [scientists’] needs, needs that they don’t really know 
they have yet… so that they can do different things with their science. This quote implies 
that scientists often do not enter into co-production with a clear design, product, and 
outcome in mind; they explore and figure out the tool with technologists in a time-
consuming process. 

These excerpts reveal that scientists often experience difficulties in envisioning new CI tools 
for their science. This difficulty comes from not fully knowing what is possible for their 
science, and not fully knowing their needs yet. Therefore, CI tools remain in the prototype 
stage, and co-production is very time intensive. Technologists also experience challenges in 
specialization-synergy gap. 

Technologists. While scientists are constrained by their ability to articulate clear needs and 
envision what is possible, technologists appear to be limited by their knowledge of domain 
science and their lack of motivation to acquire it quickly. It is understandable that most 
technologists (as specialists in computer science and computational techniques) do not often 
speak the language and understand the basic concepts of science. However, not having 
enough scientific knowledge can lead to developing tools that do not match the scientific 
problems to be investigated. Furthermore, acquiring the necessary language and concepts for 
synergistic communication and participating in ongoing communication both take a lot of 
time. A technologist in Indiana explains, “We speak different languages. It’s very easy for the 
[technologists] to do something that turns out to be nonsensical because we don’t 
understand the science… The domain scientists get frustrated… because [they] don’t 
necessarily understand the complexity involved in it”. 

The challenge of having technologists who are unfamiliar with the science is that the co-
production process often requires repetition of cycles and revisiting the design. As 
technologists acquire scientific knowledge in the process, they often need to re-work some 
early recommendations and/or parts previously built. The result is a delay and slow 
progress in CI projects. Moreover, the learning process can be impaired or hampered if 
technologists are not personally interested in or motivated by the field of science because 
their participation in the co-production process is short-term and they do not actually work 
under their scientist counterparts. A geochemist in New York reflects on her experience, 
“You had to go back many times… they said – Oh, if this is that way, then we cannot do it 
here…. They were not really that motivated and that enthusiastic about learning it. It was 
just part of the work”.  
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These quotes about the technologists explain that they often do not possess either the 
language or the concepts of the science they are building tools to address. It becomes more 
challenging if technologists are not personally motivated to learn the science. Because their 
participation is often on a short-term basis and many of them do not work long-term and 
full-time for the scientists and/or in the field of science they temporarily serve, the 
specialization-synergy gap is likely to persist. 

Due to the early stage of CI prototyping, co-production is very time-consuming because of 
the specialization-synergy gap demonstrated. Because CI implementation implies co-
producing and prototyping CI tools with technologists, implementation can negatively 
impact a scientist’s research productivity, which requires cognitively-complex sense making 
and decision making.  

The specialization-synergy gap is a critical challenge for CI implementation because it 
compromises the CI tools developed to explore important scientific problems and grand 
challenges. It also has a detrimental impact on the research productivity of the pioneering 
adopters.  

Science Investment-Technology Quality Gap 
The second gap, the science investment-technology quality gap, involves funding patterns and 
software developments in co-production. Kee and Browning argue that as CI is a 
participatory and bespoke innovation, successful implementation is often impeded by a gap 
between science funding and software development [3]. This often leads to negative impacts 
for this generation of scientists who are ushering in the cyberinfrastructure vision.  

Science Funders. The first part of the gap, science investment, represents a funding condition 
under which CI has emerged. However, the investment pattern to fund science also 
represents two important challenging conditions for CI development and implementation for 
data-intensive collaboration and computational simulation. The first challenge is that there is 
not a dedicated public funding source for long-term and sustainable software development 
to support CI development. Funders, such as NSF, are set up to fund science, and limited on 
flexibility to fund technology. Because there is not a ‘National Technology Foundation’, 
software development for CI is often compromised. 

The second challenge is that there is limited long-term outlook for most science (and e-
science) projects funded by agencies such as NSF. A technologist from Indiana states, 
“Governments tend not to pour money into areas more than five or at most 10 years… Often 
NSF will fund the initial steps, but not the long-term sustainability”. Due to these two 
challenging conditions, the lack of direct and stable funding for software development and 
the lack of long-term funding for projects, CI development, adoption, implementation for 
data-intensive collaboration and computational simulation based on short-term funding for 
science creates a challenge for quality tools. 

In the short-term and science-oriented funding environment, software development for CI is 
often assumed to be free and/or a part of a science project that does not require direct 
financial support. A senior administrator who retired from a major university in California 
shares, “The instability of the software is due to… [people who] make funding decisions just 
don’t think of software as something requiring a big long-term ongoing investment. It’s nice 
to think of it as somehow being free… [it] gets created and maintains itself”. This is an 
inherent challenge when CI is a bespoke innovation based on specific scientific problems to 
be funded by federal agencies. 

NSF funds projects that rely on open source platforms and CI users often turn to open source 
software as the primary preference for software development under these funding 
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conditions. The rationale is that the software will be created as part of the process of science 
and that the scientific community will maintain it as a public good. As a project manager in 
California explains, “Most of the organizations the NSF is involved with are using open 
source. [It] is more a part of cyberinfrastructure than Windows technology… They appear to 
be less expensive because you don’t have to pay for the software licensing”. However, 
relying on open source software development also encounters challenges that will be 
discussed next.  

Technological Developments. The first challenge in the area of CI software development is 
the dependence on open source platforms. While these are free and the open source 
philosophy also sits well with academics, it does not have many pre-determined and 
standard solutions to known problems (i.e., turnkey solutions) to speed development. This 
disadvantage poses a challenge to timely technological development. The project manager in 
California quoted earlier continues, “Our project didn’t come in on time because instead of 
using…open source software, we should have migrated to Windows technology. We would 
have had more turnkey solutions that… the existing team could have produced software 
more quickly”. In the same interview he continues to explain that using open source 
software also requires more programmers due to the same limitation of a lack of turnkey 
solutions. While the open source approach has its inherent benefits, including pooling a wide 
range of ideas, knowledge, and expertise [8] and organizing beyond traditional boundaries 
[9], the organic and emergent nature of an open source approach cannot always guarantee 
effective outcomes under critical time pressure. 

The second challenge under the current funding condition is that software development is 
both rushed and unstable. As previously discussed, there is no long-term funding for 
software development. Funded scientists and technologists have to reapply for funding in 
order to sustain a CI and e-science project. To secure the next round of funding, sometimes 
there is a need to rush through the development process. A technologist and a professor of 
computer science in Louisiana states, “There’s so much to do and there’s a tendency to rush 
the job, try and get systems into place, try to get scientists using them… before they’re really 
ready to be used because of the pressure to have continued funding”. This pattern affects 
technology quality. 

The third challenge that results from the funding conditions is that software development 
can hinder scientific investigation since the tools are neither robust nor fully developed when 
applied. In other words, the science that was originally funded can be compromised when 
the tools that were supposed to enable the research investigation are actually experimental 
tools being prototyped in the process of serious research. Therefore, both technological 
development and the scientific research will be compromised. A technologist at a 
commercial software company in Washington shares a compelling argument that illuminates 
this problem: 

We saw too many projects in the past that – where experimenting with technology at the expense 
of helping scientists do science. So cyberinfrastructure should be… services and technologies and 
computing-related infrastructure that just work… That, to me, is the critical factor of a success…. 
It shouldn’t get in the way [of science]…. Cyberinfrastructure really has to not get in the way... 
[Cyberinfrastructure projects] have tried to come up with new ideas while being applied during [e-
science]… Those new ways should not be part of a science-related project or a new scientist-
created project. Those should be on their own. Only when they prove themselves, then we can 
apply them to e-science… The same way that the industry will not use experimental methods in 
order to do critical business tasks, in the same way, we shouldn’t be using experimental methods 
to do critical to science tasks.  
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This excerpt reveals the unfortunate outcomes of many cyberinfrastructure co-production 
efforts, thus the actual implementation of CI tools and data-intensive collaboration. Since 
scientists adopt cyberinfrastructure at the conceptual level before the tools exist, efforts to 
bring forth cyberinfrastructure compromises the science the technology was supposed to 
serve. This is a direct outcome of cyberinfrastructure being a participatory and bespoke 
innovation. Scientists have to be active participants of the development of the CI tools they 
have adopted conceptually. The science investment-technology quality gap is the result of CI 
development being dependent on short-term funding for science and the CI tools being 
developed in the middle of a serious research project.  

CONCLUSION 

The co-production process of CI/computational tools for data-intensive collaboration and 
computational simulation often involves exploration of what is possible, an attempt to match 
an emerging need with technological development, learning of the science, iterative cycles, 
finding solutions of open source software developments, and working on a limited short-
term budget for science, and producing unstable tools that face the possibility of no 
sustaining NSF funding or community support. The participatory and bespoke natures of 
cyberinfrastructure hampers effective cognitively complex sense making and decision 
making for important scientific endeavors. The specialization-synergy gap and the science 
investment-technology quality gap complicate the process.  

We argue that while examine the synergy between human and machine intelligence in CI, e-
science, data-intensive collaboration, and computational simulation, it is important to 
recognize the role of computational technologists and science funders as they impact the 
logic and design CI/computational tools, which represent the material actants that interact 
with domain scientists during data-intensive collaboration and computational simulation. 
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ABSTRACT 

Current trends in both CSCW and broader scientific discourse place increased value on 
openness, hinging on the notion that open data sharing policies validate and progress 
science. On a local level, the cultural norms of sharing infiltrate the entire lifecycle of 
research data, as reflected in how systems are designed to handle and display data. 
However, technological development is a dynamic, ongoing process whose complexity is 
difficult to capture, yet codifies both information and power: exposing ontologies, standards, 
interpretations, bias, and performance measures, for example. These aspects of development, 
and understanding specific attributes of their products, point to spaces ripe for academic 
exploration of sociotechnical phenomena. By capturing sociotechnical structures through 
technological development over time, we can begin to understand the proliferation of data 
sharing norms in modern, distributed, interdisciplinary scientific collaborations. My research 
has drawn particular attention to temporal factors in scientific collaborations by focusing on 
the connection between technological development and policy, with broader applicability to 
CSCW investigations of sociotechnical phenomena. 

INTRODUCTION 

Current trends in both CSCW and broader scientific discourse place increased value on 
openness, hinging on the notion that open data sharing policies validate and progress science. 
In this way, it is becoming a more common attitude that data acquires value, credibility and 
authority in circulation and allows for ease of replication and critique of past research [2]. 
Funding agencies and journals have placed increased pressure on accessibility of data, such as 
the NSF's data sharing policy for all grant contracts [1] and NASA's push for the public release 
of data from any funded instruments, as the instruments themselves are taxpayer funded [7]. 
Additionally, open data sharing has been suggested to increase participation in sharing and 
reuse, increase numbers and types of intermediaries, such as technologies or social structures, 
and lead to development of more digital products [4]. 

Following this trend, when representing the modern scientific laboratory, much CSCW 
research has focused on the comparison of whole disciplines that do not share the same 
principles in the context of exchange of data and their conceptions of “free”, “open”, 
“accessible”, “translatable” and “searchable.” For example, the generous authorship and open 
sharing practices of physics is represented in a positive light, and a more critical stance is 
taken on the generally more selective, closed practices of the biological sciences [7]: a 
dichotomy between collectivist and independent cultures[6]. 

Whether collectivist or independent or within the spectrum between, the cultural norms of 
data sharing infiltrate the entire lifecycle of research data, as reflected in how systems are 
designed to handle and display the data. However, scientific research is becoming 
increasingly interdisciplinary, negotiating disparate sets of disciplinary norms in the 
production, use and exchange of data. This increased interdisciplinarity of science places 
emphasis on social scientists to capture and understand how local practices meld, maintain 
and proliferate norms of different disciplines, particularly through organizational policy and 
technological development and use. By emphasizing the local organizational cultures with 
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regards to data and technological development, we can better understand data's role in the 
alignment of interdisciplinary scientific groups, with hopes to inform the design of 
technological infrastructures that support productive sharing practices, whether open or 
closed . 

This understanding begins with the recognition that data is not simply technological: it has a 
social life, and its interactivity and context defines its value and influence on the sociotechnical 
systems which surrounds them. Framing data within its context allows us to investigate the 
social structures which follow and influence its production, use and proliferation. Capturing 
this context through technological development provides challenges for social scientists, as 
development is a dynamic, ongoing process. Yet, development produces structures that codify 
both information and power: exposing ontologies, standards, interpretations, bias, and 
performance measures, for example. These aspects of development point to spaces ripe for 
academic exploration of sociotechnical phenomena. 

By capturing technological development over time, we can begin to understand the 
proliferation of data sharing norms in modern, distributed, interdisciplinary scientific 
collaborations. My research has drawn particular attention to temporal factors in scientific 
collaborations, and the interdisciplinary body of work that informs my approach also has 
applicability for broader CSCW investigations of sociotechnical phenomena. This work is 
driven by research questions: How do modern sociotechnical systems facilitate evolution? 
How are standards, policies and norms developed and enacted in scientific collaborations? 
How do scientists and computer scientists collaborate to make a data network useful? 
Through survey of two research projects of large-scale, genomics projects, I will highlight this 
interest in temporal factors of the iterative design of data-driven cyberinfrastructures. 

CASE STUDY 1: GENOMICS MIDDLEWARE DEVELOPMENT TEAM 

In the field of genomics, the scientific research landscape is changing rapidly and 
unpredictably. The heightened levels of DNA research introduces an influx in projects, which 
produces an even greater influx in sequence data, creating a complex web of information 
stored across multiple laboratories and multiple databases [1]. As new sequence data is 
generated, so are improved methodologies and new research needs. Each time a new tool is 
developed to handle the current generation of sequence data using the most current effective 
methodology, a new generation of sequences emerges with differently formed data and 
metadata, requiring new annotation and analysis needs as new methods simultaneously 
emerge, restarting the development cycle. With each progression, scientists attempt to avoid 
re-inventing the basics in the development of new protocols. For example in RNA analysis, the 
Probcons alignment, the AMAP alignment, and the FSA alignment provide interesting 
examples of technologies using the same source but implemented with incrementally better 
methods [3]. A number of laboratories have employed open source, leveraging free and public 
collaborative development, to deal with this incremental approach, but these tools are being 
developed largely out of immediate need without consideration to the computational 
pipelines [5]. This ad hoc development exposes bottlenecks in the scientific process and a great 
need to address the challenges of collaborative development in the evolving laboratory. This 
research team sought to provide solution for these issues of emerging disciplinary changes. 

This particular team was the convergence of scientists and computer scientists in the 
development of a middleware, the set of tools that provide the access point, or hub, between 
applications, the network and the distributed databases. There exists a desire to better 
understand how to handle collaboration, in development of tools, around increasingly 
complex data networks, and to use middleware to set standards for annotation and analysis to 
allow for easier development of tools that interact with sets of differently- formed data. The 
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existence of whole institutions dedicated to these issues, such as the site of this study, 
demonstrates the weight of these challenges. 

Through a series of interviews with both scientists and computer scientists on the team, this 
research aimed to expose the context of the development of tools and protocols to deal with 
the current generation of sequence data and the rapidly changing environment: the 
considerations, the processes of development, selection of resources for middleware solutions 
(which are largely open source solutions), the tools themselves, how changes in the field (new 
methods) affect the trajectory of development, the bottlenecks to development, and how this 
affects infrastructure and workflow. 

CASE STUDY 2: EPIDEMIOLOGIC DATA HARMONIZATION TEAM 

A similarly complex, iterative development trajectory was found within an epidemiological 
cancer research team performing genome-wide association studies (GWAS). GWAS is a 
process by which the DNA of two or more groups of individuals is compared in order to 
isolate and understand differences that could potentially contribute to cancer. In addition to 
this genomic data, the team also collected clinical and environmental data (e.g., smoking or 
family history) to investigate links between the genetic factors and these clinical and 
environmental data. There are many complications in harmonizing data, as data is shared and 
passed amongst many moving parts; from studies, throughout the harmonization team, onto 
analysts and statisticians. The team relies on a constellation of technologies to balance their 
emergent practices and heavy load of data, information and processes, as well as methods of 
interacting within the center and with collaborators distributed through the research 
consortium. 

Using ethnographic methods, particularly participant observation and interviews, this 
research was focused on the team's discussion of variables, processes and other information, 
and the team’s documentation of this discussion. Through a joint analysis of both verbal and 
technological documentation, this research tracked the value judgments of collaborators 
through interactions that define components of the research, such as variables, best practices 
and prioritization. The research additionally focused on the adoption and rejection of 
technologies within the complex infrastructure. We were interested in how the regularized 
behavior of documenting was important to the team and important to the greater consortium’s 
goals. 

CONLUSION AND FUTURE WORK 

Data-driven technological development presents a particularly compelling focal point for 
understanding the complexities of scientific collaboration. Big Science is ripe with big 
problems which need to be addressed in pursuit of the basic need for pulling meaningful data 
out of increasingly complex networks. By examining the collaborative development process 
between scientists and computer scientists in creation of these tools to handle complex data 
networks, we may better understand the practices of data-driven collaborative development to 
provide answers for questions of diffusion of norms, development of policy and technology, 
emergence, and potentially provide solutions for cyberinfrastructures to exist as agents for 
change and promoters of innovation underlying modern scientific discovery. 

Informed by the ethnographic method and preliminary findings of the aforementioned case 
studies in genomic science, my current research further explores emergence in 
cyberinfrastructures with focus on technological development and broader cultural notions of 
data sharing norms and policies within an ecological science context. 
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ABSTRACT 

This paper sketches the data-intensive collaboration problem in long-term ecological 
research and more general cases in order to present an alternative perspective to 
infrastructure problems. It argues that the predominant view from infrastructure neglects 
opportunities offered by diverse potential collaborators and their data. It concludes that our 
tools must facilitate, rather than hinder, emergence of broad data-intensive collaboration 
paradigms. 
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INTRODUCTION 

Discussions about data-intensive collaboration focus on the problem of using information and 
communication technologies (ICTs) to collectively analyze large volumes of information. 
Presumably, collective and large refer to vertical, horizontal, and temporal scales of integrated 
efforts that exceed scales in common practice. Also presumably, the interesting parts of the 
collaborative sense-making problems are not those solved by waiting for raw computer 
storage, processing, and bandwidth to increase exponentially through usual product 
development and engineering. Google, high-energy particle physics, and genetics research all 
show that low-level technical and social challenges around collectively gathering, accessing, 
and analyzing large data can be handled effectively in well-defined problem domains. 

The interesting problems must then consider new dimensions of science for which few 
acceptable solutions exist. In particular:  

 How could we develop accessible and sustainable infrastructures for large-scale 
collaborative sense-making in heterogeneous domains?  

 How could we consider scaling routine small and individual data practices and 
assumptions to large and collective efforts? 

This paper sketches the big data problem in long-term ecological research (LTER) to contrast it 
to a more general case in order to present an alternative perspective to the infrastructure parts 
of the big data problem. It argues that the predominant view from infrastructure neglects 
opportunities offered by diversity of potential collaborators and their data. It concludes that 
we should provision our tools to facilitate, rather than to hinder, emergence of broad data-
intensive collaboration paradigms.  

BIG DATA INFRASTRUCTURE IN ECOLOGY 

Data could loosely be defined as any information available for analysis. In LTER, data can be 
large in terms of time-series collected, the size and number of sites studied, and the variety of 
phenomena measured. It was thought that recognizing that such data existed would lead to 
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data-intensive collaboration, and hence methods were devised to share it [7]. But far from a 
“data deluge” [3], ecology appears to experience a continued data drought. With online news, 
e-mail, and shopping, ICTs must aggregate and filter data (via search engines, on-line forums, 
social media, meta-communities like Reddit, etc.) enabling us to gain value without 
considering thousands of individual heterogeneous data items. There are no comparable 
complaints about sorting through 10,000 tables about tropical trees found by general search 
engines in order to find the ten most useful data sets. The biggest challenge appears to be 
unchanged, namely: How can data sharers make explicit the tacit details and knowledge 
required to create a data set, so that potential users can access that data?  

BIG ARTIFICIAL BARRIERS 

The current infrastructure to formalize LTER data seems to hinder sharing than support it. To 
be accepted at a small number of repositories, data sets and meta-data must meet strict content 
and format requirements of one of several data archival and discovery infrastructures. The 
several-hundred-page Ecological Metadata Language (EML) specification [6] is popular in the 
U.S. Popular in Europe, the “Simple Darwin Core” [12] controlled vocabulary derivative of 
Dublin Core that discards most of the “Darwin Core” standard for describing biology-related 
data. In the rest of the world, GBIF attempts to reinvent and provide a parallel infrastructure 
for publishing data on the web [1], partially based on both EML and controlled vocabulary 
approaches. The few tools that implement such standards require users to learn about access 
controls, LDAP security, data representation and encoding, server administration, GIS, 
pointers, relational database structures, XML style sheets and translations, and other 
technologies. In short, the focus on web-based tools for LTER data management requires LTER 
participants to also become web services providers specializing in Drupal deployments, 
Tomcat servers, virtualization, and (in countries outside the US) circumventing political and 
accounting barriers on the public Internet. This is thought to be a more sustainable solution 
than those developed at sites of information gathering and use over several decades of 
successful practice. 

By contrast, the world’s largest collaborative data infrastructure, the Internet, is designed to let 
anyone use, contribute to, or make mistakes on any part of the stack without prior approval. 
Unlike the monolithic designs of ecological collaborative infrastructures—which can include 
everything from transport, authentication, security policy, and database schema in one 
bundle—the Internet’s independent encapsulation layers enables any data to be published, 
indexed, and discovered in almost any way without requiring the standard or the publisher to 
anticipate all potential kinds of sharable information or uses. 

FOLLOW THE BIG TOOLS? 

Even as LTER adopts Internet-based ICTs to manage and share data, it struggles to replicate 
the solutions and practices brought about by such tools. That few data sets have been 
published despite the decades-old ability of data-handling tools to export widely compatible 
CSV, HTML, Excel, or SQL file formats with trivial effort—and despite widespread 
availability of content management systems—suggests ICT shortcomings have not been a 
main barrier to data-intensive collaboration.  

The LTER collaborative sense-making infrastructure (SMI) attempts to impose top-down 
standards to stimulate grassroots support. Rather than enable emergent sustainable data-
intensive and collaborative science or information infrastructure designs, LTER SMIs centrally 
and strictly enforce post-hoc data presentation rules. They seem to misunderstand key benefits 
and requirements of large data sets to tolerate diversity and small errors. In true ecological 
fashion, more recent competitors like GBIF have scavenged the best parts of the EML and 
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Darwin Core and combined them with simple tools that enable researchers to copy and paste 
existing data into instrumented spreadsheets that encourage but do not force standards 
compliance. Although EML and controlled vocabulary advocates have endeavored for over a 
decade, it was GBIF users who recently first published a collaborative “data paper” in a 
journal [1], replicating the form of traditional journal articles but focusing on describing data. 

Elsewhere, the past fifteen years in biology have advanced data-intensive collaboration where 
instruments and empirical phenomena impose de facto high-level standards on data 
morphology (gene sequence banks, distributed proteomics, etc.). Social networking sites and 
search engines allow participants to see more of the networks in which they’re interested, and 
have low costs of entry and hence present low risk. By contrast, EML is costly. Every LTER 
participant already knows what everyone else is doing. And the academic system provides no 
particular reward to data altruists. New community members might benefit from a groomed 
view of the network, but that provides little value to users guarding existing data. LTER SMIs 
appeal to neither established nor new members. 

COLLABORATIVE INSIGHT 

In many ways, LTER stakeholders have adopted web tools (but not necessarily web 
principles) hoping for a data deluge and new tools to discover and mobilize connections in 
those data. However, modern Internet collaborative sense-making tools arose only after 
content was available, and they built on practices and content from existing publication and 
search infrastructures such as Gopher, WAIS, Archie, Veronica, etc.  

Apple’s new speech-based search interface, Siri, represents the latest mainstream collaborative 
SMI. It offers value by bringing narrow slices of large data sets close to geographic, temporal, 
and conceptual sites of potential use. Siri also provides disagreement, ambiguity, and choices 
of interpretation, all of which LTER SMIs strictly design against based on small data 
assumptions about data cleanliness.  

Siri is both a data-intensive collaborative sense-making success and failure. It is sold as an 
oracle, yet it is severely limited by both available technology and by data supplied by humans 
[4]. Shortly after its release, Siri was heavily criticized for suggesting pro-choice organizations 
to users seeking information about abortions [5], thereby apparently imposing social values on 
users. Critics pointed out that Siri is programmed to be funny or snarky when responding to 
some (hopefully) humorous questions [13], and concluded that answers to abortion questions 
were similarly manipulated. But Siri only gathers information from Google, Yelp, Wolfram 
Alpha, and other search engines and databases [11] containing different kinds of information 
gathered using different approaches by or from the public. This is not a new kind of collective 
sense-making activity, even among ICTs. Usenet, FidoNet, mailing lists, etc. have all gathered 
and offered collections of local intelligence. The major differences now are the real-time access 
and parallel use of diverse sources, as evidenced by the successes of Twitter, foursquare, etc. 

ASSUMPTIONS AND FAILURE 

Despite returning easily identified incorrect results in the correct topic area, critics maintain 
that “Everyday Apple doesn't fix this, women are getting hurt” [9], as though users forget 
how to use search engines or how to talk to people to find information because Apple released 
a convenient product. Others claimed that: “More disturbingly, Siri would not respond to 
pleas for help for sexual assault or rape clinics, and services for emergency contraception” [8], 
even though no reasonable expectation could be made of Google to respond to such “pleas for 
help”.  
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Siri’s stumbles expose our assumptions and expectations about how our values translate into 
silicon. We have not abandoned existing real-time emergency and medical services 
information infrastructures. Yet, consumers use the same SMI as Siri to amplify their unmet 
expectations into non-productive rage at SMI designers without understanding the design or 
technology supposedly at fault [10]. Clearly, providing large-scale (near real-time) collective 
SMIs compounds engineering challenges with new kinds of risks and considerations that are 
not simply scaled up versions of smaller challenges.  

How would we rationally consider scientific and social accountability and responsibility in 
collaborative decision-making at larger scales? No individual can possibly understand 
everything between cell phones used to gather individual data up through to inter-continental 
storage and processing clusters. At the very least, our current concept of scholarly publication 
must expand to consider other types of authors, contributors, and possibly non-human agents 
in big data management, as well as the processes they undertake with data and reasoning. 
Presently, our system of scientific publication seeks to actively discard the human contribution 
at almost every step on the assumption that our software contributions are unnecessary to the 
reuse of science and data. 

“BIG” EXPECTATIONS 

Failures of large-scale SMIs are only spectacular because SMIs work nearly perfectly most of 
the time. Indeed, the point at which we start to notice a system’s failures rather than its 
successes might be that which distinguishes an infrastructure’s emergence as more than a 
potential ICT. Rare failures highlight or undermine our assumptions about SMIs. When 
BlackBerry outages simultaneously disrupt distributed communication among legislators and 
business leaders for hours worldwide, all they can do is ask the mechanical Turk’s operators 
to come forth to take responsibility for their misdeed of not fully anticipating a very small 
number of bad states in hideously complex dynamically interconnected distributed systems!  

Such failures provide at least empirical tools to identify collaborative SMIs, if not necessarily 
the insights to understand them. We commonly become outraged upon discovering in 
retrospect that some organization had recorded several separate data items about some 
individual’s malicious intent but failed to act, expecting that more data always implies better 
results. Yet we also become outraged that our rights have been violated upon discovering that 
organizations collect, analyze, and act on data pre-emptively through law enforcement or 
marketing. This again reminds of the importance of documenting and understanding use and 
intent. 

With large organizations and governments (major drivers of ICT research and development) 
being bound by social expectations and legislation not to link and analyse the biggest existing 
heterogeneous data sets about people, what motives and resources exist elsewhere to develop 
SMIs and tools? 

AN ALTERNATIVE VIEW 

Let us further consider the development of collaborative SMIs for big data in settings other 
than those that inherently produce well-managed data. In other words, let us consider a 
framework supporting (but not necessarily “designed” for) emergence and plurality when and 
where they occur. Some supportive milestones stand out on the path to this point. 

First recall that Google did not start by indexing all data. It first developed a search and 
indexing capability that simultaneously allowed individual data items to be discovered, but 
also enabled the users to work with groups of related data items (related by the users’ 
arbitrary theory embedded in search words). Only after Google devised an effective way to 
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present hundreds of millions of web pages on a screen that ignores most of them did they then 
expand to other kinds of data, treating them as web pages to be searched and bundled 
according what they are (statistically) about. And only then did the profit motive manifest, as 
a sense-making tool for advertisers. Real-time Google tools did not appear until more than a 
decade after Google was established [2]. Similarly, Wolfram Alpha is able to mine data to infer 
the meanings of parts of factual questions as a way to test and refine its commercial offerings. 
There is no comparable facility among the LTER tools to easily discover that several data items 
concern the same thing except by mathematically testing strings of species names or GIS 
coordinates against each other. This may be due to an insufficient corpus of accessible data 
against which to deploy such discovery tools, but absent incentives to publish such as effective 
meta-search tools, few data will be published to enable the discovery tools. Instead of waiting 
for a killer app for large-scale heterogeneous data, we might consider how to discover, 
aggregate, and abstract from the scant data that we can freely access now, to provide hands-on 
experience to guide our thinking.  

Second, in the usual case, we construct the information system artifact, but in few cases, the 
information infrastructures construct us. Sometimes it makes sense to optimize for the 
aggregation and abstraction tool’s perspective. Using logical web page structures makes 
information more accessible to both Google PageRank and humans. But we do not yet know if 
it will be sustainable to conform our concepts and data ‘free’ infrastructures such as Apache 
Hadoop (derived from Google’s MapReduce) or BigTable that are designed for specific 
purposes other than scientific collaboration. It is clear that when we blindly assume the 
infrastructures’ perspective of the world, small technical failures could be multiplied into 
large social failures. Thus, the inability of researchers to publish data that imports cleanly into 
SPSS or Octave or some database is viewed as a social failure of the scientist to produce 
conformant data, rather than a technical failure of the tool to deal with data as it’s produced in 
real life. Instead of perpetually blaming the users or designers of misunderstood or misused 
collaborative or data infrastructures, could we try to generalize from working examples of 
clean and unclean data-intensive collaborations? Could we also enable all data-intensive 
collaboration stakeholders to sustain their most important SMIs just as the physicists have 
done?  

Third, we’re already great at erecting barriers against collaborative data-intensive sense-
making. Academic publisher search engines explicitly exist to facilitate collective sense-
making, but also explicitly prevent the vast majority of non-institutional humans, practitioners 
of science, and gatherers of data from accessing most published data. The most interesting 
questions are interesting because they make or propose unexpected connections with high 
surprise value (and often at high social and professional risk), but our approach to ICTs 
practically discourages work from that direction. We explicitly demand our ICTs to minimize 
surprises by suppressing unexpected outputs as “errors”. We algorithmically apply statistical 
techniques developed to understand direct relationships among narrow-scale and well-
behaved linear phenomena in simplified systems, to broad scale systems in order to find ways 
to dismiss unfamiliar phenomena in hideously complex emergent dynamic systems. Instead of 
demanding data to be unambiguous and uniform, could we remove limits to our thinking by 
defining data or knowledge problems in terms of ambiguous human processing in addition to 
deterministic algorithms and discreet outputs amenable to textual and numerical processing? 

Finally, there is no immediate benefit from over-provisioning for sustainable data 
management when it is not predictable if and when particular big data infrastructures and 
processes will succeed, just like it cannot be predicted if and when an article or web page 
might be read. But dormant data are required to provide contrast to exciting data, and 
successful data-intensive collaborations require most data to be dormant most of the time. 
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Thus, good design patterns for collective SMIs must also be good risk-taking patterns that 
invest in potential future use of data produced currently. Notice that many modern sense-
making infrastructures (e.g., transistors, mobile phones, GPS) were devised by entrepreneurs 
who had not set out to build infrastructures, and who could not envision the full extent of the 
potential of their work to change others’ practices. Notice also that it’s difficult to ascribe 
certain finality to modern collaborations whose web pages and outcomes live on in databases 
and caches. We could continue the default outcome-focused view of data-intensive 
collaboration (to which even the largest currently successful data-intensive collaborations 
strive). But could we also devote a small portion of our vast ICT resources to record the 
thoughts and processes of those who produce and use data (rather than just documenting the 
workflows), so that such thoughts and logics may be captured and reused as data themselves? 

In short, information infrastructures for big data, like many other endeavors, could benefit 
from a middle-up-down approach. Currently, externalized scientific data is concentrated 
around a small fraction of those who practice science, whether via highly selective publication 
processes or via capital-intensive instruments required to conduct data-intensive science. As 
we seek to expand data-intensive collaboration to an explicitly low-stakes model in which 
everyone can contribute (incrementally, perhaps not unlike at Wikipedia), we must discard 
assumptions that managed and formalized information infrastructures and processes are 
necessarily better than unmanaged alternatives. Collaborators generally do not care whether 
their information systems are managed, they require an infrastructure that “just works”, 
something that so far has been denied in LTER SMIs and more generally. This may mean 
explicitly encouraging competing and contradictory standards and practices to reflect diverse 
views of the world held by our global researchers. It may also mean sacrificing some detail 
and much treasured irreplaceable historic data. 

CONCLUSIONS 

Our fundamental relationship with ICTs has cast them in the role of memory assisting and 
labor saving devices that provide abstractions that help us to better understand the subject of 
the data. In the era of siloed data, rarely did we let ICTs make decisions for us, except perhaps 
when the sight of automated monthly bank statements limits lifestyle choices. In law, 
medicine, and mass media—settings that facilitate individual collective sense-making through 
ICTs—we readily understand choices offered since such ICTs are developed with a particular 
kind of user in mind. In spirituality, sustainable decision-making principles are encoded as 
generalized patterns.  

But we cannot model or build for all the varieties of cognition or reasoning possible with 
heterogeneous data in different settings. There is no universal data solvent that would be less 
unwieldy than the vast data to be dissolved. We cannot sustain the rules and infrastructures to 
address heterogeneous data in silicon, we must rely on interdisciplinary people. 

The automated interconnection of data presents a novel opportunity for ICTs to become more 
than fancy containers and calculators that operate on information we supply. Interconnection 
may enable ICTs to present ongoing original stories from the multiple sources and 
perspectives required to collaboratively comprehend big data. The Internet design embeds 
and encourages a mechanism to routinely revise itself through suggested new drafts of 
standards that enable stakeholders to thrive in contradictions and mistakes. 

Our (potential) data-intensive collaborative tools must not continue to be designed, nor 
themselves design, against this kind of opportunity. 
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ABSTRACT 

This paper reports on an innovative approach that aims to facilitate and augment 
collaboration and decision making in data-intensive and cognitively-complex settings. 
Towards shaping our approach, we have first reviewed state-of-the-art Web 2.0 collaboration 
tools to identify cognitive overload issues that these tools are prone to and explore the 
countermeasures they adopt to suppress data intensiveness. Exploiting this analysis, our 
approach minimizes the causes of information overload by integrating appropriate 
countermeasures. The proposed solution brings together human and machine intelligence 
and enables an incremental formalization of the collaboration workspace. It incorporates a 
set of interoperable services that reduce the data-intensiveness and complexity overload to a 
manageable level, thus permitting stakeholders to be more productive and creative.  
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Collaboration; decision making; sense making; data integration; human intelligence; machine 
intelligence  

ACM Classification Keywords 
K.4.3 Organizational Impacts: Computer-supported collaborative work; H.4.2 Types of Systems: 
Decision support (e.g., MIS); H.5.3 Group and Organization Interfaces: Computer-supported 
collaborative work.  

General Terms 

Design; Experimentation; Human Factors; Performance 

INTRODUCTION 

Information overload is a major problem in today’s organizations. While incoming data is 
rapidly increasing, making sense and filtering what is important for the problem in hand 
becomes more and more difficult and time consuming. In many cases, the raw information is 
so overwhelming that stakeholders are often at a loss to know even where to begin to make 
sense of it. “Big Data” [1] can negatively affect the effectiveness of decision making in an 
organization [2] and create stress and cognitive overload to its stakeholders [3]. 

In addition, this data may vary in terms of subjectivity and importance. Admittedly, it is 
nowadays easier to get the data in than out. The problems start when we want to consider and 
exploit the accumulated data and meaningfully analyze them towards making a decision. 
Thus, in complex settings, being able to pull only the relevant information and efficiently 
share, interpret and use this information for decision making becomes a challenge when the 
right tools and information systems are missing [4]. When things get complex, we need to 
identify, understand and exploit data patterns, aggregate large volumes of data from multiple 
sources, and then mine it for insights that would never emerge from manual inspection or 
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analysis of any single data source. In other words, the pathologies of “big data” are primarily 
those of analysis. 

Generally speaking, information management related tasks need to be streamlined and 
automated to make information work more productive. In the settings under consideration, 
the way that data will be structured for query and analysis, as well as the way that tools to 
handle them efficiently will be designed are of great importance and certainly set a big 
research challenge. Overall, such innovative solutions have to face two major imperatives: (i) 
they need to exploit the information growth by ensuring a flexible, adaptable and scalable 
information and computation infrastructure; new approaches, taking advantage of distributed 
computing and clusters of computational resources, are needed for structured and 
unstructured data search, data pre-processing, database analytics, resource pooling, and 
storage optimization [1]; (ii) they need to exploit the competences of all stakeholders and 
information workers to meaningfully confront various information management issues [5], 
such as information characterization, classification, presentation, retention, storage, disposal 
etc.; in other words, dealing with data-intensive and cognitively complex settings is not a 
technical problem alone. 

To deal with this complex problem in contemporary collaboration and decision making 
settings, we first attempted to devise a roadmap of features to be incorporated in the 
suggested solution; towards this, we reviewed representative Web 2.0 collaborative tools. The 
purpose of our review was twofold: (i) to identify a number of issues that may cause 
information overload in the settings under consideration, and (ii) to explore the 
countermeasures each tool adopts to suppress the effects of information overload.  Based on 
this review and adopting current technology advancements, we shaped an innovative 
approach that exploits the synergy of human and machine reasoning to facilitate collaboration 
and decision making in the settings under consideration. The proposed solution is being 
developed in the context of an FP7 EU project, namely Dicode (http://dicode-project.eu/). 

CURRENT APPROACHES 

The emergence of the Web 2.0 era introduced a plethora of collaboration tools which provide 
engagement at a massive scale and feature novel paradigms. In an attempt to identify state-of-
the-art functionalities that aim at dealing effectively with data-intensive situations in 
collaboration and decision making settings, we briefly review in this section some 
representative Web 2.0 tools. In this paper, what we are particularly interested in is not the 
features of the tools per se, but rather their functionalities designed to cope with data-
intensive situations. Based on this fact and the extensive list of causes and countermeasures 
against information overload reported in the work of Eppler and Mengis [6], we analyze 
collaboration tools categories according to the sources of cognitive overload and the 
countermeasures taken by each tool. By the term ‘source of cognitive overload’ we refer to the 
characteristics of information that may lead to cognitive overload situations in each tool, while 
by ‘countermeasures’ to the solutions that the tools make available to remedy cognitive 
overload.  

Web 2.0 tools overview 

Classified upon their basic purpose, Web 2.0 tools deal with mind mapping, file sharing and 
collaborative editing, social networking, note taking and annotation, project/task 
management and argumentative collaboration. 

Mind mapping tools permit the representation of ideas and concepts that can be connected to 
form diagrams. Representative tools of the category include MindMeister, Mindomo, Bubbl.us 
and Xmind. MindMeister (http://www.mindmeister.com/) enhances collaboration in data 
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intensive environments by providing awareness mechanisms (notifications via emails and 
SMS), the focus (zoom in/out) feature to browse and work on maps with a large number of 
topics, the feature of expanding/collapsing the subtopics of a topic, the filtering feature that 
isolates part of the map and the “history view” of a map displaying the entire history since the 
creation of a mind map. Mindomo (http://www.mindomo.com/) supports 
collapsing/expanding of user selected parts of the map, “tagging” on a topic’s visualization 
by using a number of specific icons (“tags”), zooming in/out on a large map, the history of a 
mind map, the filtering tool to isolate part of the map by using various criteria and the search 
tool. Bubbl.us (http://www.bubbl.us/) provides a zoom in/out tool which may be efficiently 
used to help browsing and scrolling in maps that include many bubbles. Coediting of maps is 
also possible resulting in sharing maps among the members of a group of users. XMind 
(http://www.xmind.net/) supports a filtering mechanism (by selecting “markers” or 
“labels”). The extending/collapsing feature of the subtopics of a topic may also be useful 
when dealing with maps containing a large number of topics. Boundaries are used as a topic 
aggregation mechanism to which info concerning the state of the topic can be attached.  

File sharing tools enable the distribution and facilitate access of digital information in the form 
of files. Collaborative editing tools (that permit the joint authoring of documents via individual 
contributions), such as wikis, also fall in this category. Popular tools include Dropbox, 
Humyo, Box.net, Google Docs, MediaWiki, Confluence and PbWorks. DropBox 
(http://www.dropbox.com/) handles information overload issues by providing version 
history, file recovery, online list to all events having taken place and awareness mechanisms. 
Humyo.com (http://www.humyo.com/) provides online teamspaces and a filtering 
mechanism. Box.net (http://www.box.net/) offers document versioning, file and folder 
tagging and filtering mechanisms. Google Docs (http:// docs.google.com/) supports history 
revision, searching, sorting based on file type and tagging for all saved documents. MediaWiki 
(http://www.mediawiki.org/wiki/MediaWiki) provides awareness features (watchlists), 
page history, versioning and access control mechanisms, hierarchical organization of the Wiki 
pages and a search mechanism. Confluence (http://www.atlassian.com/software/ 
confluence/) supports notifications, separate spaces, access control mechanism, page 
categorization and tagging, searching and a notification mechanism to avoid information 
overloading. PBworks (http://pbworks.com/) enhances Wiki versioning and notifications, 
page tagging, workspace exporting (to a zip file) and a keyword-based search mechanism. 

Social networking tools aim at building social networks or social relationships through which 
users may share interests and activities. Representative tools of this category include 
Facebook, MySpace, LinkedIn and Twitter. Facebook (http://www.facebook.com/) deals 
with the enormous number of its members and the vast amount of information contributed by 
incorporating the “news feed” feature, notifications and Facebook groups which consist of 
people sharing common interests. MySpace (http://www.myspace.com) incorporates group 
management features, notifications by email upon other users posting comments or uploading 
content and a search mechanism. LinkedIn (http://www.linkedin.com) has also implemented 
group management features and a notification mechanism that makes users aware of recent 
events in their networks (such as new connections). Twitter (http://www.twitter.com/) 
displays messages in reverse chronological order and enables organizing messages via 
hashtags. In addition, many third party tools are available to organize and filter messages. 

Note taking and annotation tools deal with the creation of shared comments, notes, explanations 
or other types of remarks that can be attached to any part of a resource. Representative tools of 
this category include Zoho Notebook, EverNote and SimpleNote. Zoho Notebook 
(http://notebook.zoho.com) supports collaboration in data intensive environments with Zoho 
NoteBook groups that may be used to allow sharing content among specific users. Versioning 
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of shared notebook content allows keeping track of changes and modifications. In Evernote 
(http://www.evernote.com/), notes are organized in notebooks. Each note may be tagged 
and organized in folders. A search mechanism is also available for spotting a desired note. 
SimpleNote (http://simplenoteapp.com/) provides versioning on a user’s notes, note 
searching, tagging, and prioritization based on the importance of a note.  

Project and task management tools coordinate projects by managing all related resources and 
enforcing all necessary constraints. Representative tools in this category include: Basecamp 
(http://basecamphq.com/), which attempts to deal with data-intensive issues by providing 
features such as awareness mechanisms, filters and milestone “zoom-in”; ActiveCollab 
(http://www.activecollab.com/), which enables filtering of task assignments based on 
various criteria that include date, priority, assignees and project; Redmine 
(http://www.redmine.org/), which manages the complexity of projects by enabling the 
creation of sub-projects and automates functionalities such as the Gantt charts and calendars 
that are calculated based on the start and due time of issues; awareness services are also 
available by publishing project activities, news, issues, and issue changes either as email or as 
atom feeds. 

Argumentative collaboration tools deal with the creation of argumentative discourses where a 
group of people exchange positions and arguments in order to achieve consensus on the issue 
discussed. Representative Argumentative collaboration tools include Araucaria, DebateGraph, 
Compendium, CoPe_it! And Cohere. Araucaria (http://araucaria.computing.dundee.ac.uk/ 
doku.php) enables argument analysis through diagrams. Araucaria has been designed to 
enhance teaching and critical thinking [7] but does not include mechanisms to cope with data 
intensiveness. In DebateGraph (http://debategraph.org/), several mechanisms support large 
scale argumentation and collaboration: a “history” mechanism, a progressive visualization of 
the argumentation map, awareness and search mechanisms, ability to traverse through 
different views of a map. Compendium (http://compendium.open.ac.uk/) deals with data 
intensive environments by supporting multiple level maps and a zoom in/out tool. “Aerial” 
view, the search mechanism, multiple-dragging nodes and node bookmarking are helpful in 
large maps. CoPe_it! (http://copeit.cti.gr/) supports a number of features to enhance 
collaboration in data intensive cases. For instance, the “minimap” of a workspace provides an 
overview of its contents. Also, there is a “review/history” mechanism, through which one 
may follow the evolution of a workspace. In addition, multiple items may be grouped 
together. Finally, a filtering mechanism enables one to view argumentation items fulfilling 
specific criteria, such as the item’s title, date, author and type. Finally, Cohere 
(http://cohere.open.ac.uk/) copes with data intensive situations through various filtering 
mechanisms (e.g. ideas and their connections can be filtered according to their type), the 
tagging of ideas and the search mechanism. 

Causes and countermeasures of information overload in Web 2.0 tools 

In order to devise a roadmap towards the identification of the appropriate collaboration 
technologies and functionalities, we categorize the tools discussed in the previous sections 
according to (i) the cognitive overload issues they are prone to, and (ii) the countermeasures 
that these tools introduce to overcome cognitive overload issues. These dimensions are 
important for our approach in the context of the Dicode project, as they outline the solution 
space not only in terms of objectives and functionalities, but also in terms of technologies to 
remedy cognitive overload and data-intensiveness issues. 

Based on the list of causes and countermeasures concerning information overload as reported 
in the work of [6], we identified in our review the following sources of cognitive overload that 
need to be addressed in a collaboration tool: (i) rising number of information: the information 
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items brought into collaboration increase as the collaboration proceeds; such increase may not 
be gradual but may appear in bursts; (ii) uncertainty of information: the inability to assess 
quickly the relevance of the available information; (iii) information diversity and increasing 
number of alternatives: the situation in which diverse types of information exist and the number 
of solutions increases as the collaboration proceeds; (iv) ambiguity of information: the situation 
where information can be interpreted in several ways; (v) complexity of information: the degree 
of interrelationships of information; (vi) intensity of information: the importance of particular 
information items; (vii) increase of information dimensions: the situation in which the way the 
available information brought in during collaboration can be combined with an increasing 
number of other items or can be considered along different aspects and dimensions; (viii) 
information quality and value: the degree of worth of information, and (ix) overabundance of 
irrelevant information: the excessive amount of irrelevant information which leads to a low 
signal/noise ratio of the items in the collaboration space.  
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MindMaps x x  x x  x  x 

Collaborative 
editing 

x x  x  x  x  

Social Networking x     x   x 

Note taking x       x  

Project/task 
management 

x    x     

Argumentative 
collaboration 

x x x x x x x x x 

Table 1: Causes of information overload for each category of collaboration tools. 

 
Causes of information overload for each category of collaboration tools are summarized in 
Table 1. Concerning the features that each tool provides to suppress data-intensiveness, we 
focus on the following countermeasures [6]: (i) structuring information: features concerning 
interlinking, aggregating, annotating of information items; (ii)visualization: refers to tools 
providing visual representations of information such as graphs;  (iii) formalization: to allow 
formality to vary within the representations of information items; (iv) simplicity; (v) 
customization and personalization: provide user-defined ability to depict information items; (vi) 
levels of detail / summaries; (vii) awareness: mechanisms such as notification, history, and 
versioning; (viii) search and filtering: based on criteria or features of information items; (ix) 
quality filters: intelligent agents or Decision Support Systems. Countermeasures taken by 
collaboration tools to suppress information overload are summarized in Table 2. 

Implications for Dicode 

From the analysis of Table 1, it results that a plethora of collaboration technologies is available, 
each of them aiming to support different objectives. Analyzing the tools with respect to the 
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services they provide, it is evident that although tools belonging in the same category provide 
a common core set of services, they integrate services that are not typical for their category. 
While elaborating on the issue of sources of cognitive overload, similar concerns were 
revealed. However, the analysis also showed that each tool attempts to address the related 
data intensiveness and cognitive overload issues by introducing particular services or 
approaches, which aim at alleviating the severe consequences. In the same line, each category 
of tools favours particular cognitive overload countermeasures (Table 2), which are explicitly 
designed to address the problems that occur in a particular collaboration context.  When each 
tool is used independently, the available countermeasures may provide the required support 
to address information overload issues. However, when an integrated approach must be 
considered, i.e. when two or more tools have to be deployed to address collaboration needs, 
the countermeasures may be insufficient and of limited use. This is mainly due to the fact that 
the countermeasures of each tool have a particular scope which is derived from the 
collaboration objective. Hence, tools which belong to different categories but exhibit common 
countermeasures conceive them in different terms, thus raising concerns on how to consider 
them when these tools have to be jointly used.  
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Mind mapping 1, 2, 3, 4 1, 2, 3, 4 1, 2, 3, 4 1, 2, 3, 4  1, 2, 3   
 

Collaborative 
editing 

5, 6, 7, 8, 
9, 10, 11 

  
5, 6, 7, 9, 

11 
9, 10 5 

5, 7, 8, 
9, 10, 

11 

6, 7, 8, 
9, 10, 

11 

 

Social 
networking 

 12 
12, 13, 

14 
12, 13, 

14 
12, 13, 

14 
 

12, 13, 
14 

12, 13, 
14 

 

Note taking and 
annotation tools 

16, 17 15      16, 17 
 

Project/task 
management 

20  
18, 19, 

20 
  19 

18, 19, 
20 

18, 19, 
20 

 

Argumentative 
collaboration 

22, 23, 
24, 25 

21, 22, 
23, 24, 

25 

21, 22, 
23, 24, 

25 
  

22, 23, 
24, 25 

22, 24 
21, 23, 

24 

21, 22, 
23, 

24,25 
25 

Table 2: Countermeasures taken by collaboration tools. Numbers correspond to tools according to the 
following mapping: 1:MindMeister, 2:MindDomo, 3:Bubbl.us, 4:XMind, 5:Drop box, 6:Humyo.com, 
7:Box.net, 8:Google Docs, 9:MediaWiki, 10:Confluence, 11:PBWorks, 12:Facebook, 13:MySpace, 14:LinkedIn, 
15:Zoho Notebook, 16:Evernote, 17:SimpleNote, 18:Basecamp, 19:ActiveCollab, 20:Redmine, 21:Araucaria, 
22:DebateGraph, 23:Compendium, 24:CoPe_it!, 25:Cohere 

 
In Dicode, signals are strong that such an integrated approach to collaboration is required. In 
particular, argumentative collaboration, collaborative editing, note taking and mind mapping 
tools look promising to address the foreseen collaboration needs. Yet, these tools must be 
considered in an integrated manner. In our approach, we envisage collaboration tools grafted 
with effective cognitive overload countermeasures, which do not limit their focus to particular 
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collaboration objectives but provide their services in situations where heterogeneous 
collaboration tools must interoperate. 

Concerning the countermeasures taken by the Web 2.0 tools, an “ideal” tool to perform 
collaboration and decision making should first adopt as many of them as possible, in an 
attempt to restrict the causes of information overload. One would expect such a tool to 
provide information structuring mechanisms, visual information representation, information 
formalization, customization and personalization schemas, awareness mechanisms, searching, 
quantity and quality filtering as well as intelligent information management systems for 
fostering an easier prioritization of information [8].  

THE PROPOSED APPROACH 

According to the above analysis, current Web 2.0 collaboration tools exhibit two important 
shortcomings making them prone to the problem of information overload. First, these tools are 
“information islands”, thus providing only limited support for interoperation, integration and 
synergy with third party tools. Second, Web 2.0 collaboration tools are rather passive media; 
they lack reasoning services with which they could meaningfully support the collaboration. 

As far as existing decision making support technologies are concerned, data warehouses and 
online analytical processing have been broadly recognized as technologies playing a 
prominent role in the development of current and future DSS [9]. However, there is still room 
for further developing the conceptual, methodological and application-oriented aspects of the 
problem. One critical point that is still missing is a holistic perspective on the issue of decision 
making. This originates out of the growing need to develop applications by following a more 
human-centric (not problem-centric) view, in order to appropriately address the requirements 
of the contemporary, knowledge-intensive organization’s employees.  

The proposed approach will advance decision making support technologies by adopting a 
knowledge-based decision-making view, enabled by the meaningful accommodation of the 
results of the data mining processes. In such a way, the decision making process is able to 
produce new knowledge, such as evidence justifying or challenging an alternative or practices 
to be followed or avoided after the evaluation of a decision. Knowledge management activities 
such as knowledge elicitation, representation and distribution influence the creation of the 
decision models to be adopted, thus enhancing the decision making process [10]. 

Our approach builds on a conceptual framework where formality and the level of knowledge 
structuring during argumentative collaboration is not considered as a predefined and rigid 
property, but rather as an adaptable aspect that can be modified to meet the needs of the tasks 
at hand. By the term formality, we refer to the rules enforced by the system, with which all 
user actions must comply. Allowing formality to vary within the collaboration space, 
incremental formalization, i.e. a stepwise and controlled evolution from a mere collection of 
individual ideas and resources to the production of highly contextualized and interrelated 
knowledge artifacts, can be achieved.  

Dicode views 

In our approach, views enable the incremental formalization of collaboration. A view can be 
defined as a particular representation of the collaboration space, in which a consistent set of 
abstractions able to solve a particular organizational problem during collaboration is available. 
Our approach enables the switching from a view to another, during which abstractions of a 
certain formality level are transformed to the appropriate abstractions of another formality 
level. This transformation is rule-based; such rules can be defined by users and/or the 
facilitator of the collaboration and reflect the evolution of a community’s collaboration needs. 
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According to our approach, it is up to the community to exploit one or more views of a 
collaboration space (upon users’ needs and expertise and/or the overall collaboration context). 
The foreseen collaboration views are described below:  

Discussion-forum view: In this view, a collaboration space is displayed as a traditional web-
based forum, where posts are displayed in ascending chronological order. Users will be able to 
post new messages to the collaboration space, which will appear at the end of the list of 
messages. Posts may also have attachments to enable the uploading of files. This view also 
provides support for sharing of resources.  

Mind-map view: In this view, a collaboration space is displayed as a mind map, where users 
can “interact” with the items uploaded so far. The map deploys a spatial metaphor permitting 
the easy movement and arrangement of items on the collaboration space. In this view, 
information triage (i.e. the process of sorting and organizing through numerous relevant 
materials and organizing them to meet the task at hand [11]) is supported. During such a 
process, users can effortlessly scan, locate, browse, update and structure knowledge resources 
that may be incomplete, while the resulting structures may be subject to rapid and numerous 
changes. Items posted on the collaboration space in this view can be one of the following 
types: “idea”, “comment”, “note” and “generic”. The type “generic” will be used in case the 
semantics of an item is unclear. Files of any content type (e.g. pdf, jpg) can be also uploaded 
on the collaboration space. The mind-map view will also provide a set of mechanisms through 
which:  (i) items on the collaboration space can be related, and (ii) new abstractions can be 
created. Creation of relationships between items will be facilitated by drawing directed arrows 
between items on the collaboration space. Visual characteristics of the arrows connecting 
items, such as their color and thickness, may convey meaningful semantics. Mind-map view 
also provides abstraction mechanisms that allow the creation of new abstractions out of 
existing ones. Abstraction mechanisms include: (i) annotation and metadata (i.e. the ability to 
annotate instances of various knowledge items and add or modify metadata); (ii) aggregation 
(i.e. the ability to group a set of instances of knowledge items so as to be handled as a single 
conceptual entity; this may lead to cases where a set of knowledge items can be considered 
separately, but still in relation to the context of a particular collaboration); (iii) 
generalization/specialization (i.e. the ability to create semantically coarse or more detailed 
knowledge items in order to help users manage information pollution of the collaboration 
space); (iv) patterns (i.e. the ability to specify instances of interconnections between 
knowledge items of the same or a different type, and accordingly define “collaboration 
templates”). The mind-map view aims at supporting sense-making during cognitive complex 
tasks.   

Formal view: The formal view of the collaboration space will permit only a limited set of 
discourse moves for a limited set of message types whose semantics is fixed. In particular, the 
formal view will enable the posting of messages which can be of type “issue”, “alternative” or 
“position”. The type “issue” will be used to indicate decisions to be made, while “alternative” 
will be used to represent potential solutions to the issue being discussed. The type “position” 
will be used for messages that comment either on alternatives or on other positions. Positions 
will either support or be against alternatives and positions and their relationship will be 
explicitly specified when users post them to the collaboration space. Files can be attached to 
positions to further support their validity. The formal view will also support the notion of 
preferences. A preference is used to weigh the importance of two positions and reflect the 
importance of one position over another. Specialized decision making support algorithms (e.g. 
a voting algorithm with equal weights to all or a multiple criteria decision making algorithm), 
which are associated with the collaboration space, will take into consideration the 
relationships of positions as well as existing preferences and calculate which alternative is 
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currently prevailing or which position has been defeated. The aim of the formal view is to 
make the collaboration space machine-understandable and further support decision making.  

THE DICODE WORKBENCH 

A particular goal of the Dicode project is to support researchers in collaboratively solving 
problems and making decisions on complex scenarios with very large, potentially conflicting 
and incomplete amounts of information. Dicode aims to achieve this by providing an 
integrated environment, where machine and human reasoning capabilities coexist, interplay 
and augment each other. The Dicode Workbench, an innovative web-based tool that is 
described in this section, offers such an integrated environment. Through a typical scenario of 
collaboration among researchers engaged in addressing a clinico-genomic research issue, we 
present how the Dicode Workbench may address the issues under consideration. 

Figure 1 presents the main user interface of the Dicode Workbench, which integrates the 
computational and collaborative services needed to address the issue under consideration. A 
widget-based approach has been adopted in this tool. Each widget provides different 
functionalities. In particular, the section ‘Sources’ (top left side of Figure 1) lists all resources 
that researchers require. The section ‘Services’ lists computational tools that can be invoked to 
process data sets and produce results. These services can be references to Web services or 
other applications. Selecting an item in the ‘Services’ section results in executing the selected 
service or application. The section ‘Processing results’ displays the outcomes of the executed 
services and may include scatter plots, heatmap plots and descriptive statistics of the analyzed 
data.  

 

Figure 1: The Dicode workbench (forum view). 

The section ‘Search’ (top right side of Figure 1) provides a single interface enabling the team to 
search a list of public biomedical repositories. The results of such search activities can be 
added to the ‘Sources’ section of the workbench by simply dragging them from the search 
results. The section ‘Experiment Info’ displays metadata about the workbench. At the center of 
the Dicode Workbench is the ‘Dicode Logbook’, which enables the argumentative 
collaboration between researchers. 

To get more specific, imagine two researchers, Jim and Alice, who aim to investigate which 
genes or groups of genes are associated with breast cancer disease. Initially, they create a new 
collaboration session (logbook), where they exchange ideas related to which data sources to 
use, based on their own data analysis experience and literature knowledge. They search 
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relevant literature using the appropriate search services. Jim has conducted an initial analysis 
with some in-house gene-expression datasets but his findings were not very encouraging, 
which was attributed to the small sample size (i.e. number of patients) available. He informs 
Alice about it and suggests potential solutions. The discussion proceeds and finally, in order 
to overcome the limited sample size problem, they decide to augment their samples with 
publicly available gene-expression data. After deciding what data to use, they start a new 
collaboration in order to discuss how the data will be processed. Both researchers suggest 
solutions and comment on each suggestion and finally decide to use the normalized data for 
each platform and the UniGene annotation database (http://www.ncbi.nlm.nih.gov/unigene) 
to uniformly map all genes. Jim and Alice aim at identifying novel or already reported groups 
of genes associated with breast cancer disease and at comparing the findings of the chosen 
methodologies to those of the simple analysis conducted by Jim. Both researchers can execute 
the available services and retrieve the results of the invoked tool. Once the results are 
available, they engage into interpreting the results in terms of the initial research question. 

As the initial goal of Jim and Alice was to accumulate a critical mass of relevant resources, 
they first create a new collaboration workspace (logbook) and start using it in the forum view 
(Figure 1). The forum view primarily aims to effortlessly collect and share the available 
resources. During this collaboration phase, Jim and Alice upload available resources and 
assess them informally, by briefly commenting on them. When many resources start 
appearing in the forum view (Jim was away for a number of days), Alice decides to switch to a 
mind-map view (where she can better manage the numerous resources). When Jim comes back, 
being at a loss to realize the evolution of the collaboration, he uses the provided awareness 
mechanisms (the ‘Replay’ tool to check step-by-step the progress of the collaboration, the 
‘Head Up Display’ to browse through the actions performed by Alice and the ‘Chat’ tool to 
talk to Alice). In the mind-map view, Jim and Alice may organize the available items in more 
advanced ways and exploit dedicated item types such as ideas, notes and comments (Figure 
2). The provided ‘mini-map’ may help them easily explore the mind-map area which, as 
collaboration evolves, becomes larger and larger.  

 

Figure 2: The Dicode workbench (mind-map view). 

In the mind-map view, ideas stand for items that deserve further exploitation; they may 
correspond to an alternative solution to the issue under consideration and they usually trigger 
the evolution of the collaboration. Notes are generally considered as items expressing one’s 
knowledge about the overall issue, an already asserted idea or note. Finally, comments are 
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items that usually express less strong statements and are uploaded to express some 
explanatory text or point to some potentially useful information. Adding metadata (tags) on 
an item and voting for an item are also supported to enhance searching and filtering 
functionalities.  

All the above items can be interrelated by trouble-free actions (as in the case of their creation 
and uploading, such actions are performed through the mouse). When interrelating items, Jim 
and Alice may select the colour of the connecting arrow and provide (if they wish) a legend 
describing the interrelationship they conceive. These legends are intentionally arbitrary. The 
visual cues of the arrows bear well-defined semantics: for instance, green arrows declare 
support, whereas red ones declare opposition. Furthermore, the thickness of the arrow may 
express how strong a resource/idea may object/support an item. Another visual cue that 
appears in Figure 2 concerns the coloured rectangles that have been created by Jim and Alice 
to group/cluster related items. Items on a rectangle, along with the interrelations amongst 
them, may be grouped together to form a new “compound” item.  

Although at this collaboration instance these rectangles are simply visual conveniences, they 
may play an important role during the switch to a more formal projection, enabling the 
implementation of appropriate abstraction mechanisms. By using the mind-map view, Jim and 
Alice can transform the resources from a mere collection of items into coherent knowledge 
structures that facilitating sense making on the available resources. By using the search 
facilities of the workbench, they are also able to search for relevant literature or data sets, 
which can be also uploaded on the collaboration logbook (by drag-and-drop). Searching is 
also possible in the context of the collaboration logbook, while tags added on the items of the 
mind-map view may be also used to refine the search results.  

 

Figure 3: The Dicode workbench (formal view). 

Jim and Alice may need to further elaborate the knowledge items considered so far, and 
exploit additional functionalities to advance their argumentative collaboration towards 
reaching a decision. Such functionalities can be provided by the formal view that enables the 
semantic annotation of knowledge items, the formal exploitation of collaboration items 
patterns, and the deployment of appropriate formal argumentation and reasoning 
mechanisms (Figure 3). While a mind map view aids the exploitation of information by Jim 
and Alice (i.e. makes the logbook mainly human-interpretable), a formal view aims mainly at 
the exploitation of information by the machine (i.e. makes the logbook mainly machine-
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interpretable). A formal view provides a fixed set of discourse element and relationship types, 
with predetermined, system interpretable semantics. In particular, issues correspond to 
problems to be solved, decisions to be made, or goals to be achieved. For each issue, both 
users may propose alternatives (i.e. solutions to the problem under consideration) that 
correspond to potential choices. Positions are asserted in order to support the selection of a 
specific course of action (alternative), or avert the users’ interest from it by expressing some 
objection. A position may also refer to another (previously asserted) position, thus arguing in 
favor or against it. 

By switching from the mind map to the formal view, existing item types are transformed, 
filtered out, or kept “as-is” based on a specific set of rules. These rules also take into 
consideration the item’s visual cues. In addition, the formal view integrates a reasoning 
mechanism that determines the status of each discourse entry, the ultimate aim being to keep 
Jim and Alice aware of the discourse outcome. Jim and Alice may continue their collaboration 
in this formal view; each time an element is added to the discussion, this triggers the 
underlying reasoning mechanism which informs the team about the most prominent (at this 
collaboration instance) solution. Using the formal view, Jim and Alice receive active support 
from the system to make a decision concerning the most appropriate resources for their 
research. Switching from formal to informal views (i.e. forum or mind-map views) is also 
possible.  

CONCLUSION 

Dealing with data-intensive and cognitively complex settings is not a technical problem alone. 
To deal with the related issues in collaboration and decision making settings, our approach 
brings together the reasoning capabilities of the machine and the humans. It can be viewed as 
an innovative workbench incorporating and orchestrating a set of interoperable services that 
reduce the data-intensiveness and complexity overload at critical decision points to a 
manageable level, thus permitting stakeholders to be more productive and concentrate on 
creative activities. In addition, our approach builds on a conceptual framework where 
formality and the level of knowledge structuring during argumentative collaboration is not 
considered as a predefined and rigid property, but rather as an adaptable aspect that can be 
modified to meet the needs of the tasks in hand.  
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ABSTRACT 

With the increasing growth of data and knowledge intensive online collaborative spaces, 
such as blogs, wikis, and discussion forums,  making sense of what content exists or which 
posts are the relevant ones for a user to participate in is becoming more difficult, tedious and 
time consuming. In order to help users make sense of such large-scale information   sources, 
it   will   be   necessary   to   utilize intelligent technologies and exploit what we know about 
how people summarize the content, relate the topics, and identify the high-level categories 
from the huge and diverse information. In this paper, we address this challenge by 
proposing a novel distributed data mining approach to support user sensemaking. The 
approach combines the powerful distributed processing of Hadoop Map/Reduce for speed 
with the scalable data mining of Mahout for dealing with huge volume of data. The output 
can then be presented to a user in a user-friendly format, such as topic clouds. A pilot case 
study of an online technical discussion forum was conducted to test the approach. 

Author Keywords 
Clustering, Collaborative Spaces, Distributed Data Mining, Hadoop Map/Reduce, Mahout, 
Sensemaking, Topic Clouds. 

ACM Classification Keywords 
H.5.m Information interfaces and presentation.  

General Terms 
Algorithms; Experimentation; Human Factors 

INTRODUCTION 

The past few years have observed a phenomenal growth in the Social Web. It has proved to be 
a popular space for collaboration activities such as upload information, seek advice, provide 
answers, share experiences, self-expression and networking. The presence of many low cost, 
easy-to-install Web 2.0 collaborative tools such as blogs, wikis, discussion boards,  and  instant  
messaging  have tremendously increased the data intensiveness of collaboration on the Web 
[10]. 

Information overload has become a major problem. While incoming data is rapidly increasing, 
making sense and filtering   what   is   important   for   the   current   situation, becomes 
difficult and time consuming. This becomes an even bigger problem where collaboration and 
decision making   are   taking   place.   In   many   cases,   the   raw information is so 
overwhelming that users are often at a loss to know even where to begin to make sense of it. 
“Big Data”, as this problem is called [6], can create stress and cognitive overload to its users 
[14]. 

This paper aims to combine techniques from data mining and distributed systems  to  provide 
effective support for users to quickly make sense of the huge and dynamic pool of information 
emerging from the Social Web. Models for individual and collaborative sensemaking are 
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explored to provide a deeper understanding of the potential interaction between users and the 
supporting technologies. 

To test the proposed distributed data mining approach, a case study on discussion forums is 
being used. To illustrate one of the sensemaking problems in this type of collaborative spaces 
of the Social Web, let us consider a typical open forum with a large number of categories and 
discussion threads. Figure 1 depicts two posts written by two different users in the “Computer 
Assistance” and the “IT Discussion” forum categories in a large online technical support 
forum, respectively. As highlighted by the red rectangles, both users expressed at the 
beginning of their posts that they were not sure whether they were posting their technical 
problems in the right forum category. 

 

Figure 1: Two Users Posting Technical Problems in Two Different Forum Categories. 

There are two main disadvantages for this confusion. Firstly, if a user posts the query in an 
irrelevant category, those users who have sufficient knowledge to answer the post may not 
locate it, since they may not browse the posts in   that   category  that   is   irrelevant  to   their   
interests. Secondly, if a user is searching for existing answers for the query, locating them 
amongst wrongly categorized postings would be challenging. It is proposed that automatic 
topic identification based on distributed data mining on the content of the discussions will 
better support the users to make sense of these online collaborative spaces quickly to improve 
their collaboration. 

The rest of this paper is organized as follows. The next Section introduces user sensemaking 
and its models, pointing at particular sensemaking operations addressed in this work to 
support the users in online collaborative spaces. Section 3 presents a novel approach that 
integrates the Hadoop Map/Reduce distributed data processing framework and Mahout 
scalable data mining library.  In Section 4, the approach is evaluated in a pilot case study using 
sample content collected from an online technical support forum, producing interesting 
output whose benefits to the user are illustrated in usage scenarios. In Section 5, we position 
our work in sensemaking support for collaboration. The paper concludes with a discussion on 
implications and future work. 
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USER SENSEMAKING IN COLLABORATIVE SPACES  

Sensemaking  is  an  iterative  cognitive  process  that  the human performs in order to build 
up a representation of an information space that is useful to achieve his/her goal [22]. 
Sensemaking  has  been  used  in  various  fields  such  as organizational science [25], 
education and learning sciences [24],   communications  [8],   human-computer  interaction 
(HCI)     [22],     and     information    systems    [23].     In communications,     HCI      and      
information     science, sensemaking  is  broadly  concerned  with  how  a  person understands 
and reacts to a particular situation in a given context.   Cognitive   models   that   describe   the   
human sensemaking  process  can  be  helpful  to  point  at  what operations users in 
collaborative spaces may perform and what support they may need. One particular notional 
model developed  by  Pirolli  and  Card  [5],  which  describes the sensemaking  loop  for  
intelligence  analysis,  helps  us  to identify particular sensemaking operations that a 
distributed data  mining  approach  can  support  in  a  collaborative environment.   The   
model   distinguishes   between   two cognitive loops of sensemaking operations: 

 The foraging loop, which involves operations such as seeking, searching, filtering, 
reading, and extracting information, and 

 The sensemaking loop, which involves operations such as searching for evidence, 
searching for support, and re-evaluation, which aim to develop a mental model from 
the schema that best fits the evidence. 

The operations involved in the defined loops highlight the importance of two high-level 
cognitive processes that a user of a collaborative space (e.g. discussion forum) performs: 
categorization and schema induction [15]. In the foraging loop, the user tries to identify 
coherent categories, or topics, which summarize the underlying content and aid the user‘s 
filtering and searching to find the content relevant to the needs. In the sensemaking loop, on 
the other hand, the user tries  to  induce  potential  high-level  schemas,  or  themes, from the 
identified topics. This is done by inducing the relations between the topics and evaluating the 
accuracy of those schemas. For example, if the user relates a collection of identified topics that 
include the terms {facebook, twitter, tweets, blogs, wordpress, wiki} to each other, she may be 
able to induce a high-level theme, which is {social media}, since the combination of the 
preceding topics is highly relevant to that theme. 

To help the user quickly make sense of the increasing volume of content in data intensive 
collaborative spaces, we propose an integrated approach that combines distributed data 
processing (by using Hadoop Map/Reduce) and large- scale data mining (by using the 
Mahout machine learning library). The novelty of the approach lies in the exploitation of 
distributed, scalable data mining processes, particularly data preprocessing and cluster 
analysis, in order to support the user sensemaking of data intensive collaborative spaces, so 
the user can quickly: 

 identify  the  fine-grained  topics  that  represent  the existing content (e.g facebook, 
twitter, blogs), 

 relate between the identified topics, to ... 

 induce the high-level theme these topics represent (e.g social media). 

THE PROPOSED DISTRIBUTED DATA MINING APPROACH 

In  this  Section,  we  introduce  a  novel  approach  that integrates the Hadoop Map/Reduce 
distributed computing model  with  scalable data  mining  techniques in  Mahout, particularly 
text  cluster  analysis  algorithms,  in  order  to support the user sensemaking in collaborative 
spaces, which were highlighted in the previous Section. Figure 2 depicts an overview of the 
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approach, which includes three main phases: Content Pre-Processing, Content Clustering, and 
Topic Modelling. 

 

Figure 2: An Integrated Hadoop Map/Reduce and Mahout Distributed Data Mining Approach. 

When the users collaborate, they create content. This could be in the form of discussion 
threads, wiki pages, exchanged emails, or instant messages. This content is input to the 
content pre-processing phase of the sensemaking-support approach, in which it is being 
prepared for the subsequent phase, Content Clustering, where the pre-processed content is 
clustered into distinct groups based on the content similarity. The derived clusters are then 
provided to the topic modelling phase to extract the key topics and their relative  weights  
from  each  cluster  and  generate  a  topic cloud representation of each cluster, allowing the 
sensemaking user, or the sensemaker, to identify the key topics that the content is all about, 
relate between them in each topic cloud, and induce the high-level themes these topics  
represent, thus  making sense  of  the  collaborative space. 

Adopting Hadoop Map / Reduce and Mahout for Distributed Data Mining 

Data intensiveness in online collaborative requires that machines store and process 
continuously increasing volumes of user-created content. The exponential growth of data first 
presented challenges to cutting-edge businesses such as Google, Yahoo, Amazon, and 
Microsoft. Such search and e-Commerce tools needed to go through terabytes and petabytes of 
data to figure out which websites were popular, what books were in demand, and what kinds 
of ads appealed to people. Existing tools were becoming inadequate to process such large data 
sets [16]. Google was the first to publicize Map/Reduce—a system they had used to scale their 
data processing needs. This large-scale distributed data processing system aroused a lot of 
interest because many other businesses were facing similar scaling challenges, and it wasn‘t 
feasible for everyone to reinvent their own proprietary tool. Apache software foundation 
(http://projects.apache.org/) saw an opportunity and led the charge to develop an open 
source version of Map/Reduce called Hadoop (http://hadoop.apache.org/common/). Today, 
Hadoop is a core part of the computing infrastructure for many data intensive collaborative 
spaces, such as Yahoo, Facebook, LinkedIn, and Twitter. 

The success of Hadoop Map/Reduce motivated many open source communities to develop 
libraries that can exploit Map/Reduce to run computationally-expensive algorithms. One of 
the new initiatives is Apache Mahout (http://mahout.apache.org/). Mahout is a scalable 

http://projects.apache.org/
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machine learning library that implements many data mining algorithms used to solve many 
data intensive tasks, such as recommendations, clustering, and classification. Although it is 
still in the development phase, Mahout aims to be the machine learning tool of choice when 
the collection of data to be processed is very large and dramatically increasing. 

The two computationally-expensive phases in our approach, Content Pre-Processing and 
Content Clustering, are designed to run as Hadoop Map/Reduce jobs, utilizing the Mahout 
data mining programs in a distributed model. 

Content Pre-Processing 

Machine learning algorithms, such as cluster analysis, requires that the unstructured, user-
created content (e.g. discussions) in the collaborative space be pre-processed into a structured 
format before being mined. The Content Pre-Processing phase consists of four Mahout 
components that perform pre-processing of content prior to data mining. 

Lucene Pre-Processing 

Apache Lucene (http://lucene.apache.org/java/docs/index.html) is a high-performance, full-
featured text search engine library written entirely in Java. The Mahout project includes all the 
text pre-processing class library of Lucene, which has a number of text tokenization, filtration, 
and analysis Java classes that can be used to perform text pre-processing. This component 
exploits Lucene tokenization and filtration classes to pre-process the content before running 
the Map/Reduce cluster analysis jobs on the preprocessed content. Lucene classes leveraged 
in the approach are: (i) StandardTokenizer: Removes punctuation and splits words at 
punctuation. Recognizes Internet host names and email addresses. (ii) StandardFilter: 
Normalizes terms by removing plural s, S, and periods. (iii) LowerCaseFilter: Normalizes 
the term text to lowercase, and (iv) StopFilter: Removes noisy stopwords that do not 
contribute to the semantics of the content. Examples are determiners, conjunctions, and 
prepositions. 

n-gram Collocations  

Classic TFIDF weighting assumes that terms occur independently of other terms, but vectors 
created using this method usually lack the ability to identify key features of documents, which 
may be dependent. To circumvent this problem, Mahout implements techniques to identify 
groups of terms that have an unusually high probability of occurring together, such as social 
media, operating systems, and data mining. Mahout allows the creation of document vectors 
that include both unigrams (single terms) as well as n-gram collocations (multi-term phrases), 
where n is the maximum number of terms in the phrase. Moreover, Mahout solves the 
problem of having meaningless bigrams (2-gram phrases) such as ―it was‖ , ―was the‖ , … etc 
by passing the n-grams through a log-likelihood test, which can determine whether two 
words occurred together by chance or because they form a significant unit. It then selects the 
most significant ones and prunes away the least significant ones. The approach uses the 
DictionaryVectorizer class. 

Normalization  

In Mahout‘s language, normalization is the process of decreasing the magnitude of large 
document vectors and increasing the magnitude of smaller document vectors in the term 
document matrix [19]. In Mahout, normalization uses what is known in statistics as a p-norm 
[9]. For an n dimensional document vector x, the p-norm is given by the equation: 
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The chosen norm power p depends on the type of operations done on the vector. If the 
distance measure used is the Manhattan distance measure, the 1-norm will often yield better 
results with the data. Similarly, if the cosine or the Euclidean distance measure is being used 
to calculate similarity, the 2-norm version of the vectors yields better results. For best results, 
the normalization ought to relate to the notion of distance used in the similarity metric [19]. 
With text content in collaborative spaces, the cosine and Euclidean distance measures yield 
best clustering results [2]. Therefore, the approach normalizes the document vectors using the 
2-norm implementation in Mahout. 

Content Clustering  

Content clustering, or text clustering, is a major technique in text data mining. The text 
clustering step involves understanding the similarity and dissimilarity between the given text 
documents, here the user-generated content, and thus dividing them into meaningful groups 
sharing common characteristics. Good clusters are those in which the members inside the 
cluster have quite a deal of similar characteristics. After the collaboration content is pre-
processed, it can be given to a Mahout clustering implementation. The approach uses two 
clustering implementation in Mahout to perform content clustering; Canopy Generation and 
KMeans Clustering.  

Canopy Generation  

Clustering algorithms implemented in Mahout require that the number of clusters is known 
before generating the clusters. However, in data intensive problems, the number of clusters, or 
k, is usually unknown. A number of techniques known as approximate clustering algorithms 
can estimate the number of clusters and the approximate location of the centroids from a given 
data set. One algorithm implemented in Mahout is canopy generation [18], which is 
unsupervised pre-clustering algorithm often used as pre-processing step for the KMeans 
algorithm. In canopy generation, the input set of points is divided into overlapping clusters 
known as canopies. Canopy generation tries to estimate the approximate cluster centroids (or 
canopy centroids) using a fast distance measure and two distance thresholds, T1 and T2, 
where T1 > T2. when clustering a large collection of text content using the Euclidean distance 
measure, the values of T1 and T2 are usually large (e.g 2000, 1500 respectively). In Mahout, the 
canopy generation algorithm is executed as a Map/Reduce job using the CanopyDriver 
class. The number of generated canopies can then be fed into the KMeans clustering algorithm 
as the approximate number of clusters k.  

KMeans Clustering  

The most stable clustering algorithm in Mahout is the well-known KMeans algorithm, which 
uses the Euclidean distance measure to cluster the term document matrix using the Euclidean 
distance into k distinct clusters, where k is the input number of clusters [1]. The feature 
weighting KMeans algorithm is used to generate the clusters of user-generated content based 
on text similarity. KMeans has been used successfully to solve the problem of clustering large 
and complex text data with good results [13]. The approach uses the Mahout KMeans version 
implemented to run as a Map/Reduce job using the KMeansDriver class, clustering the 
collaboration content into k clusters, where k is pre-determined by the previous canopy 
generation component. 

Topic Modelling  

In the Topic Modelling phase, the approach employs the content clusters generated by 
KMeans to identify the most frequent terms that represent the topics of the content that 
belongs to each cluster and visualize the terms to the sensemaker. In the Topic Identification 
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component, the approach identifies the topics of each cluster by querying the top n terms 
having the maximum weights in the cluster centroid, which is a vector of the average TFIDF 
weights for all the terms and bigrams used in the clustering process. The Mahout launcher 
program clusterdump is used to query the top terms in the cluster centroids. The retrieved 
terms from each cluster centroid and their weights are then fed into a Tag Cloud creator 
component to generate a Topic Cloud representation for each cluster. By depicting the 
generating clouds, the sensemaker can identify the topics each cluster of content consists of, 
relate between the topics, and induce the main theme these topics belong to. The Java-based 
OpenCloud (http://opencloud.mcavallo.org/) tag cloud class library is used by the Topic 
Cloud Generation component to generate the topic clouds. 

TECHNICAL DISCUSSION FORUMS: A CASE STUDY  

To evaluate how the approach can help users make sense of the collaboration content, a pilot 
case study has been conducted on online technical discussion forums. In the following sub-
sections, we describe the forums from which we collected the data, evaluate the need of the 
approach, determine which content to mine by the approach to derive the topic clouds, and 
present example experimental output.  

A Public Technical Forum  

WebProWorld (http://www.webproworld.com/webmaster-forum/forum.php) is a large 
online discussion forum for IT support. It has a number of predefined subforums, each 
containing a number of discussions that focus on a particular discussion category. Currently 
the subforums are «computer assistance», «search engines», «webmaster, IT and security», «e-
Commerce» and so on. Each discussion in a subforum is a series of postings linked by a 
thread. Members use the forum to seek help from each another and exchange ideas, tips, 
news, and information. However, as discussed in the first Section, users may find it hard to 
identify the right subforum (category) to post new discussion threads, involve in on-going 
discussions of interest, or search for answers to specific problems. This may be due to one or 
more of the following reasons: 

1. The defined categories in the forum represent the perspectives of the forum designer(s) 
on the appropriate grouping of discussion topics. This top-down approach may not 
take into account the perspectives of the collaborating users and their contributions.  

2. As technology evolves rapidly, new topics may become trending categories for 
discussion. These germinating categories could be embedded across established 
categories. As a result, a user may not be able to find the right thread to contribute to 
one of these new hot topics if the top-level categories are not kept up-to-date.  

3. Some predefined categories may be very broad. For example, the «IT Discussion» 
category is a very broad label for a sub-forum, containing over 3000 threads and over 
8000 individual posts. While it could be a ‘catch-all’ category, a user may need to 
spend considerable time to scan through the threads in order to decide where to post 
his/her specific IT problem in this broad sub-forum, or to guess which other specific 
sub-forums would be more relevant to the problem.  

The above illustrates the potential cognitive overloading in making sense of the discussion 
forum. During the foraging loop, the sensemaker may miss relevant discussion category or 
may need to spend a long time to read through the discussions in order to extract the main 
trends. During the sensemaking loop, the sensemaker may spend significant time and effort to 
derive relationships between discussions and their individual topics so that the main 
discussion themes could be induced.  



FP7-ICT-2009-5  257184 - Dicode 

D7.3.1 (version 4): Page 60 of 75 

This case study serves as an experiment to test how the integrated approach can better 
support the aforementioned sensemaking operations. 

Objectives for the experiment  

It is proposed that better sensemaking support can be provided by the deployment of 
distributed data mining approach. There are three main objectives for the experiment:  

1. Investigate the extent of sensemaking support needed for the public technical forum.  
2. Determine which content representation for clustering is more appropriate to derive 

topic clouds for the sensemaker.  
3. Illustrate how the output of the approach could provide sensemaking support.  

Sample Input  

Four subforums were chosen for the experiment:  

 Two subforums representing fairly specialized categories – SEO (Search Engine 
Optimization) and e-Commerce;  

 Two subforums representing broad categories – IT and Computer Assistance.  

From each subforum, 50 contributions were randomly sampled to allow equal representation.  

Experimental Methods and Result Analysis  

Main steps and outcome of the experiment are discussed under each objectives as stated 
above. 

Examining the Need to Support User Sensemaking  

To address the first objective, Mahout‘s implementation of Content Pre-Processing and the 
KMeans clustering in Map/Reduce was used to preprocess and cluster the 200 discussions 
into four distinct clusters (a number chosen to equal the number of subforums used). We 
argue that if the categories in the forum were sufficient to organize similar discussions 
together, the derived clusters should reflect this fact by providing a close match between one 
cluster to one subforum. 

  

Figure 3(a). Distribution of Four Categories in Four 
Mahout- based Clusters by Title 

Figure 3(b). Distribution of Four Categories in Four 
Mahout- based Clusters by Title and First Post 

Figure 3 shows the percentages of each of the four pre-defined categories in each derived 
cluster after clustering the titles of the discussions (3a), and clustering the titles and first posts 
(3b). The following observations were made:  

(i) In Figure 3(a): Out of the four clusters, two clusters did not have any clear one-to-
one mapping with the categories. For clusters 3 & 4, each was dominated by a 
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particular category (cluster 3 - more than 60% from the Computer Assistance 
category and cluster 4 - 90% from the e- Commerce category). This supports our 
claim that better sensemaking mechanism is needed to enable a better match 
between categories and content. 

(ii) Clustering by using the titles and content of first posts further confirm our claim. 
As shown in Figure 3(b): For clusters 1, 3 & 4, each had a marginal dominant 
category but still had a large proportion of discussions from other three categories. 
Cluster 2 had an equal mix of discussions from all four categories. This 
demonstrated a clear need for assisting the users to be quickly aware of the topics 
being discussed and to locate the right place for posting and reading.  

Determining the Right Content Representation  

To address the second objective, two cluster validity measures were used to examine which of 
the two content representations, (i) titles only or (ii) titles and first posts, provided better 
clusters. The cluster validity measures used are:  

1. Davies-Bouldin Index (DBI): DBI [7] is a well-known metric for determining how well 
the content (in this case, discussions) are clustered by the algorithm. For each cluster, 
the DBI is the ratio between two calculated measures, the measure of discussion scatter 
within the cluster and the measure of separation between the cluster and the other 
clusters in the model. Discussions that are less scattered to each other in one cluster 
and more separate between different clusters have more common terms between them, 
thus focus on similar topics. Therefore, the smaller the first measure and the bigger the 
second measure, the better the clustering of discussions is. The DBI for the whole 
model is the average value of the DBI values for all the clusters in the model. The 
smaller the average DBI, the better the model is for achieving a coherent set of similar 
discussions.  

2. Item Distribution Measure: Item distribution is a metric that takes the number of 
discussions in each cluster (or cluster density) into account when examining the 
derived clusters based on the methods of density-based clustering [12].  

Given a total number of clusters N that contains a total of n discussions, the item distribution 
measure is given by the equation: 

 

where ci is the number of discussions that belong to cluster i. For a situation where one 
cluster dominates and the other clusters are smaller in comparison, this value will be closer 
to 1.0. For a situation where the clusters have a relatively equal number of discussions, the 
value tends to be 1/N, hence closer to 0.0. A clustering model that has an item distribution 
value closer to 1.0 will derive minor distinct clusters with topic-specific discussions. This 
helps the user to locate a topic-specific discussion easier as the minor clusters having such 
discusisons will be made explicit in topic clouds.  

For each representation, ten KMeans clustering models (from k = 3 to k = 12 clusters) were 
developed and run as Map/Reduce jobs on a single-node Hadoop cluster using the Mahout 
KMeans implementation. Because Mahout currently does not implement cluster validity 
measures, RapidMiner (http://rapid-i.com/content/view/181/190/) was used to calculate 
the average values of the DBI and item distribution measures for all the clustering models. 
The following observations were made: 
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Figure 4(a). Davies-Bouldin Index Values for Two 
Content Representations Used 

Figure 4(b). Item Distribution Values for Two 
Content Representations Used 

(i) From Figure 4(a), one can conclude that the representation using titles only is better 
than the representation which used both titles and first posts. The lower DBI values 
mean that the discussions within the derived clusters are higher in similarity and 
well separated from a cluster to another. Hence visualizing the topics as a cloud 
per cluster using title-only representation will be more effective in helping users to 
spot discussion themes. 

(ii) Figure 4(b) confirmed the preference to using title-only representation. It shows 
that all ten models which clustered discussions with title-only representation have 
item distribution values closer to 1.0 than the models which clustered discussions 
with title and first post representation. As a result, clustering discussions 
represented by titles only has more ability to derive minor distinct clusters that 
help a sensemaker to discover discussions that might have been buried in broad 
subforums. 

Exploitation of the output for User Sensemaking  

To address the third objective, the proposed distributed data mining approach was applied. 
Title-only representation was being used and ‘k’ is set to 10 so that discussions are grouped 
into 10 clusters. The Topic Modelling component in the approach identified the terms and 
bigram phrases having the highest cluster centroid weights in each cluster and used them to 
build a topic cloud per cluster.  

Figure 5 depicts the most important terms and bigram phrases in three of the built 10 topic 
clouds, where each cloud presents the topics of discussions in a derived cluster. The following 
three usage scenarios illustrate how these topic clouds can better support user sensemaking by 
comparing with a current practice which has been empirically checked. 

 

Scenario 1 - Use Predefined Categories to find Relevant Content  

Context: John is a businessman who is used to make backup copies of his important job-
related data on his HP local server. John is used to use specific HP software, namely Disaster 
Recovery, to make incremental backups of his business documents every few days. 
Unfortunately, John‘s copy of Disaster Recovery has become corrupted and HP has stopped 
supplying the software. John is not aware of any good alternative software to Disaster 
Recovery and wants to get some advice from experts.  

Current Practice: John logged onto a technical discussion forum.. He firstly scanned through 
all the available categories in the forum, which are “Search Engine Optimization”, “IT”, 
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“Computer Assistance”, and “e-Commerce”. John decided that he wants to browse the 
existing discussions in the “Computer Assistance” category since he was seeking assistance on 
how to backup data on his HP server‘s hard disk. However, the “Computer Assistance” 
category is a very broad category in which he finds over 500 existing discussion threads. John 
spent around 2 hours browsing the discussions and tried to find a user who posted a similar 
problem and got useful answers, but he could not find any. 

Using the Topic Clouds: John logs onto the technical discussion forum. Instead of the 
predefined categories, the forum site displays a number of topic clouds, each cloud depicts the 
most frequent topics that represent the discussions of specific themes. Instead of reading the 
content of discussions, John now can rapidly visualize the topics inside each cloud and 
determine the relevance of the discussions represented. A particular cloud ((a) in Figure 5) has 
drawn John‘s attention as it includes topics such as “backup”, “data”, “hd” and “hd_backup”. 
John induces that the discussions belonging to this cloud are mainly about hard disk (hd) 
backup. John clicks on the bigram phrase “hd_back” in the cloud and retrieves a list of 8 
discussions that belong to this cloud. Amongst this much reduced set of discussions, John is 
able to rapidly locate a particular discussion thread in which a member was asking for good 
alternatives to the Disaster Recovery backup software. John reads the replies and obtains a 
recommendation by a couple of fellow members. The whole process takes John a much shorter 
time. It also happened that the question was posted in the “IT” category, and not in the 
“Computer Assistance” category as John thought in the current practice. 

 
Figure 5: Sample Topic Clouds Generated from the Derived Clusters by Distributed Data Mining. 

 

Scenario 2 - Use Keyword-search to Locate Answer to a Problem  

Context: Mary is a sales representative in a big commercial company and she is a heavy user 
of Microsoft Outlook for exchanging emails with her clients. Unfortunately, her Outlook 
software suddenly stopped working properly, displaying an error message that “Outlook pst 
file corrupted due to exceeding the 2 GB .pst file size limit”.  

Current Practice: Mary logged onto a technical discussion forum. Mary firstly looked at the 
predefined categories in the forum to see if any is relevant, such as “MS Outlook”. Mary found 
two topic-specific categories, “Search Engine Optimization” and “e-Commerce”, which are 
irrelevant to MS Outlook problems, and another two broad categories, “IT” and “Computer 
Assistance”, which contain hundreds of discussion threads. Since none of the predefined 
categories are helpful, Mary decided to use keyword search. She entered the keyword “pst”, 
which triggered a response from the forum, saying that the words she used in her search are 
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either very common, too long, or too short. Mary tried “Outlook” as the keyword, which 
returns 116 discussion threads. After selecting five threads to read from the search result 
based on the thread titles, she finally found a thread that discusses a similar problem to hers. 
Mary spent around half an hour to find the most relevant discussion. 

Using the Topic Clouds: Mary logs onto the technical discussion forum. Like John in the 
previous scenario, she can now visualize the main topics of the diverse discussions that exist 
in the forum using the topic clouds. Mary‘s attention is drawn rapidly by a particular cloud 
((b) in Figure 5) that includes very relevant topics (“pst”, “pst_repair”, “pst_file”, “outlook”). 
Mary clicks on the bigram phrase “pst_repair” in the cloud. A list of 12 discussions is 
returned, one of which is the same most relevant thread that she spent half an hour in the 
current practice to find, but with much less time and effort. 

 

Scenario 3 - Use the Forum to Discover Emerging Technical Areas 

Context: Mark is a course developer in an IT training company. He has been asked to update 
the training resources on IT support which will reflect current demands. Mark wants to 
identify the emerging areas in IT and the kind of hot topics that people seek help from support 
staff.  

Current Practice: Mark logged onto a technical discussion forum. To discover the emerging 
areas in IT, he couldn‘t rely on the category titles predefined by the forum designers since 
these titles are static as Mark used to see them every time he used the forum. To identify 
emerging topics, Mark used an advanced search feature to retrieve discussions that occurred 
over the last month. It returned 107 discussions. Mark then manually went through all the 
discussions in order to summarize the key trends which took him several hours to accomplish. 

Using the Topic Clouds: Similar to the previous scenarios, a list of topic clouds are presented 
to Mark once he logs onto the discussion forum. Mark can use the topic clouds to direct his 
effort for further investigations. For example, some of the emerging topics which Mark 
observes in a particular cloud ((c) in Figure 5) are very fine-grained specific topics that none 
could be deduced from existing category titles. These are: 

 Photo features in social networks: (“facebook”, “facebook_facial”, “facial_detection”, 
“detection_photos”).  

 Optimizing Search Engines for Blog Search: (“blog”, “blog_seo”).  

 Design of Datawarehousing Systems: (“datawarehouse”, “design_datawarehouse”).  

 Certificates and Skills in Web Design: (“css_certification”, “span_class”).  

The topic clouds do not remove the need for Mark to do the association and summarization, 
but this can now be done in a more focused manner and in a shorter time. 

RELATED WORK  

There are existing tools that have been designed for individuals to support human 
sensemaking on either large document collections or the web. SenseMaker [3] supports 
information exploration tasks by enabling users to search multiple, heterogeneous sources of 
information. Entity Workspace [4] helps users make sense of large document collections by 
enabling automatic highlighting of important terms, note-taking with an electronic notebook, 
importing text from documents, adding comments, and organizing information. The 
Sensemaking-Supporting Information Gathering [21] system supports sensemaking in web 
search tasks. The user searches information on the web and organizes the information 
gathered into a hierarchical tree structure. ScratchPad [11], developed as an extension to the 
standard browser interface, assists users in making sense of information found on the web. 
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However, processing large content from the Web to support sensemaking can be 
computationally-expensive and time-consuming, which hinders the sensemaking process. We 
add to the aforementioned works by addressing the intensive data processing challenge using 
distributed computing technologies to efficiently support sensemaking of large-scale data.  

NLP techniques were used to extract more meaningful and higher quality political opinions 
from micro-blogs (e.g. user-generated content on Twitter). A very recent work of Maynard 
and Funk [17] mined positive, negative and neutral sentiments from tweets to make sense of 
the public opinions regarding specific political subjects. Our approach further extends mining 
user-generated content to detect the key topics that people tend to talk about during their 
collaboration.  

There have been initial attempts to exploit data mining and machine learning techniques to 
support human sensemaking. [15] used graph mining techniques to assist users in organizing 
and understanding large collections of information. In that work, the different documents for 
an author have been clustered based on their linkage to each other in a graph representation. 
Our approach extends this idea into two main aspects. Firstly, the digital traces that users 
create in collaborative spaces can be similar in content without being explicitly linked to each 
others. We observed this in our experiments which clustered similar discussions from 
different unconnected categories. Secondly, we adopted Mahout in Map/Reduce 
implementations of machine learning to address the computationally-expensive processing 
challenge that statistical learning algorithms, such as clustering, require to analyze the 
intensive data in collaborative spaces. 

CONCLUSIONS AND FUTURE WORK  

Contemporary spaces of collaboration in the Web 2.0 era are often associated with huge and 
continuously increasing amount of user-created content. Sensemaking is becoming a crucial 
first step for effective collaboration and decision making in this data intensive environment. 
Our proposed novel approach is based on cutting-edge distributed computing and scalable 
data mining technologies to support the rapid sensemaking in collaborative spaces which 
consist of dynamically changing user contributed content. By clustering, topic-specific groups 
of content, which were previously buried in pre-defined broader categories, can be generated. 
The additional visualization as topic clouds enables sensemaker to easily and quickly identify 
the topics of interest, relate between them, and induce the main theme of the topics.  

It is acknowledged that Mahout is still at an early development stage. Our experience has 
highlighted the following areas for further development:  

 Cluster validity measures: We had to use Mahout to perform Pre-Processing and 
Clustering, then switched to RapidMiner to compute the DBI and Item Distribution 
measures. Support for these well-known cluster validity measures in Mahout will 
provide a seamless progression from one stage to another.  

 Advanced dimensionality reduction algorithms: text clustering often faces the curse 
of high dimensional data. This can be addressed using dimensionality reduction 
techniques such as Latent Semantic Indexing (LSI) [20], which is a pre-clustering 
technique that detects correlational attributes and merges them into a single feature. 
Due to the reduction in dataset dimension, clustering becomes faster. It also improves 
the quality of clustering since the merged features dominate the clustering process. 
Mahout is highly encouraged to implement dimensionality reduction with LSI.  

 GUI support: Similar pre-processing and machine learning processes can be applied 
faster in GUI-supported data mining platforms, such as RapidMiner. Mahout currently 
lacks this feature. This increased the approach development time and effort. A GUI 
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plug-in of the Mahout class library into well-known Integrated Development 
Environments is highly desirable.  

As future work, we aim to further develop this approach into a sensemaking-support service 
which could be plugged-in as a service or a widget in any collaborative spaces. Further user 
trials will be needed to test the transferability of the approach in different domains. 
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ABSTRACT 

Recommender systems facilitate reuse, retrieval and exchange of scientific data such as 
research objects, workflows or experiment plans. The collaborative filtering, content-based 
filtering and knowledge-based method are the most common techniques for the 
recommendation task. However, these approaches don’t meet the requirements to the 
recommender systems for scientific items in e-Science. In this paper, we propose a novel 
approach based on the distance metric learning for recommendation of complex objects. 
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INTRODUCTION 

Recommender systems intend to provide a user with relevant and interesting information 
according to his personal preferences. Such systems support the user in navigating in a large 
space of available choices, such as new products or multimedia items.  While recommender 
systems have become a common tool in a wide range of applications - Amazon’s product 
recommendations being on of the most popular examples - they are relatively new to the field 
of e-Science and e-Research. Studies acknowledge that modern science is increasingly 
collaborative [9]. However, for a single scientist it is difficult to stay aware of all the work 
being done that may be relevant to him.  Hence, most scientific domains would benefit from 
the increased efficiency and effectiveness which stems from easily being able to make use of a 
large amount of collected information. There is clearly a need for a recommender system that 
facilitates the reuse, retrieval and exchange of research objects such as data, workflows, or 
experiment plans. 

The application of recommender systems in a scientific context is significantly different from 
the standard case of product recommendations. The biggest issues are the representation of 
complex objects, a smaller, more heterogeneous set of users and a lack of information about 
the user’s preferences. A recommender system for the field of e-Science must satisfy the 
following requirements: 

1. Generality: It should be general enough so that it can operate on a wide range of items 
from different application domains, but specific enough to deliver solid results. The 
most important is the ability to handle the complex objects that come from several 
heterogeneous sources of information. 
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As an example let us consider the MyExperiment [13] repository - an environment for 
collaboration and sharing of workflows and experiment plans. Each workflow stored 
in MyExperiment is represented by the following components: workflow graph 
(structured data), Meta information (textual data), statistics about the usage (numerical 
data) and user information (mixed data). Creation of an appropriate representation 
that combines all this information is not a trivial task. 

2. Personalized recommendations: As the users’ base in a scientific collaborative 
problem is very heterogeneous - the typical usage scenario being small teams of people 
working on different projects - a single recommendation scheme might not cover the 
needs of all users. Recommendations need to be more personalized. 

To make the use of the system as easy as possible, the user should not be burdened 
with the additional trouble of customizing the recommendation by setting up a large 
set of configurable filters.  Instead, the system should use ma- chine learning 
techniques to adapt itself to the users preferences. 

3. Ability to handle sparse data: In a collaborative context, we are facing with the 
challenge that while the number of items to recommend may be as large, or even larger 
as in a product recommendation context, and while the items are definitively more 
complex, the number of users might be very low. In particular, as recommendations 
need to be personalized, it might not be possible to generalize the recommendation 
function among multiple users, leaving the system only with data from a single user to 
learn the recommendation function from. 

At the same time, a typical user will not be willing to spend a lot of time to set up the 
recommendation system. Hence, the user should be only asked for input that he can 
give quickly, and correctly. In particular, it is very favourable to ask the user only 
questions regarding specific instances, for which domain experts can usually give very 
concrete feedback, instead of complex, more theoretical questions. As an example, 
when recommending papers to read, it is better to ask the user “is this paper relevant 
to you?” instead of “do you like to see more papers from the same author?”. 

As a consequence, our goal is to set up a recommender system that can learn from complex 
data with only limited user feedback. 

The remainder of the paper is structured as follows: Section 2 gives an overview of existing 
recommender systems. Section 3 explains a distance metric learning approach and its 
application to the recommendation problem. In Section 4, we investigate the question of how 
to perform distance metric learning with a few labelling costs. Experimental results are 
reported in Section 5. We conclude with Section 6, where we address open issues and future 
work. 

RELATED WORK 

Formally, the recommender problem can be described as follows: 

Definition: Let I = {i1, . . . , in} be a set of items and U = {u1, . . . , um} a set of users.  Let Qu : I × I 
→ R be a quality function that measures how close is the predicted ranking of i to the true 
preferences of the user u regarding a query item iq ∈ I. Given a user u, we want to learn a 
recommender function REC : I → IR , IR ∈ P(I ) which maps a query item iq  to a set of 

recommended items IR having maximal quality. More formally: REC (iq) = {i ∈ I  i = arg maxj 
Qu (ij, iq)}. 

An extensive research towards improving the recommendation quality has been recently 
done. However, the existing approaches still need further improvements to make 
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recommendations more accurate and to extend the applicability for new type of items [8, 10, 
14]. A comprehensive survey of the state-of-the-art in recommender systems is presented by 
Adomavicius [3]. According to the underlying technique, all recommendation approaches can 
be distinguished into three general categories: collaborative filtering systems, content-based 
systems and knowledge-based systems. 

The most common recommender approach is collaborative filtering. It is based on collecting 
information from users’ profiles. A typical profile consists of aggregate information about 
user’s preferences that are represented by a set of rated items. The user is recommended with 
items that people with similar taste liked. Some of the most important systems based on this 
approach are Tapestry [6] and GroupLens [12]. The most common problem of collaboration 
filtering is the cold-start problem. Since a comparison of the user to the other persons is based 
solely on his rating information, providing recommendations for new users is not trivial task.  
To perform well, such systems must be initialized with a large amount of collected data. 
Moreover, the accuracy of such systems is very sensitive in the number of available data. A 
similar problem is associated with recommendation of a new item. 

The content-based systems often rely on well known machine learning methods, such as 
classification or ranking. The content-based approach requires the items to be represented in 
some feature space. A new item can be recommended to the user if it is similar to the ones the 
user liked in the past. A more detailed overview of content-based filtering systems is 
presented in [10]. Similar to the collaborative filtering, content-based approaches suffer from 
start-up problem. To build an accurate prediction model, enough data with information about 
user preferences must be available.  The second limitation of this method is the fact that not all 
items can be easily represented in a feature space. This avoids including some application 
domains and particularly domains of complex objects that are described by several 
heterogeneous sources of information. 

The knowledge-based systems are based either on the knowledge about items or knowledge 
about users or on both of them. In contrast to the content-based systems, knowledge about 
items is not restricted to the associated features. This explicit knowledge can be generated 
automatically by a specific engineering technique or created manually. The knowledge about a 
user may include demographic characteristics or other information of this kind. In the 
simplest case, it is only defined by the query he has formulated. Personalized 
recommendation may be enabled in two different ways: by several filters the user has to 
define or through interaction of the system with the user.  An example of a knowledge- based 
system is Entree - a restaurant recommendation system [7] using similarity retrieval. 

According to the requirements described above, no one of the existing systems can be directly 
applied for the recommendation of scientific objects. The knowledge-based systems don’t 
support personalized recommendations (Requirement 1). The context-based approach is not 
general enough to be applied to the complex object that cannot be represented in a feature 
space (Requirement 2). Both filtering approaches suffer from the cold-start problem and - to 
perform well – they require a large amount of data (Requirement 3). 

There is obviously a need for a new recommendation technique.  The possibility to include 
explicit knowledge, provided by knowledge-based systems, is a very important feature for e-
Science domain. In some cases, it is easier to say when two items are similar than to 
adequately represent them in a feature space. Therefore, we combine a knowledge-based 
approach with the idea of learning personalized recommendations from user’s preferences, 
which is used in content-based methods. We want to adapt a notion of similarity 
automatically based on user’s preferences using explicit knowledge about items. This problem 
is called distance metric learning and is presented below. 
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DISTANCE METRIC LEARNING 

Problem Definition 

Distance metric learning has received some attention in the field of machine learning [1, 15, 2].  
Although this method bears a great potential to solve a wide range problems involving 
comparison, matching and retrieval, the most state of the art works applied it to improve the 
classification performance of the KNN algorithm [15] or the quality of the clustering [16]. 

Distance metric learning differs from the traditional setting of supervised learning in the way 
the goal is to learn a function that represents the distance between pairs of examples. In 
practice, this setting is important because some types of information can be represented more 
adequately.  Having knowledge about the data we can easy define a set of meaningful basic 
distances and represent each instance pair by a numerical vector (even if the original instance 
cannot be represented in some feature space). 

Let i1, ..., in  I be a set of instances and D = {d1, ..., dk}, di : I × I → [0, 1] a set of distance 
functions called local distances. We know about some instance pairs whether they are 

similar/dissimilar: (i, i’)  S or (i, i’)  D, also called equivalence/inequivalence constraints. 
The goal is to find a function dist = f(d1, ..., dk) : I × I → [0, 1] that is defined solely on the values 
di and that optimally reflects the similarity given by the training data. The general problem of 
the metric learning can be formulated as an optimization of a cost function. The way of solving 
this problem can be different depending on the specific type of the cost function and the 
assumptions that are made for data distribution. Xing et al. [16] formulate the distance metric 
learning as a constrained convex optimisation problem.  

Recommender Function using Distance Metric 

The recommender function aims to provide the user with a set of the most similar items 
regarding the query item iq. More formally: 

Definition: Let I = {i1, . . . , in} be a set of items and d : I × I → R a distance function learned from 
a set of labelled pairs. Given a query item iq, the recommendation function REC : I → I delivers 

a set of k items that are most similar to iq. More formally: REC (iq) = {i ∈ I  i = arg maxj d(ij, iq)}. 

Thus, we can easily apply a distance metric for recommendation tasks. Distance metric 
learning does not require that the instances are represented in some feature space. It only 
assumes that meaningful local distances can be adequately defined. Thus, it serves a good 
solution for a wide range of different items, including complex objects. It is also one of the 
most promising techniques in cases where the notion of the similarity is user-dependent. It 
enables to learn a user-specific similarity function. The weak point of this approach is the need 
for training data. We address this problem in the next section, where we investigate the 
question of how to learn a distance metric from a few labelled data. Experimental results 
showed that appropriately-designed sampling strategy can significantly reduce user efforts in 
creation of personalized similarity function. 

LEARNING WITH FEW LABELING COSTS 

In order to learn a distance metric according to user’s preferences, the user has to give 
feedback about the similarity of some item pairs. It becomes obvious that the number of pairs 
that are selected to be shown to the user should be as small as possible. The idea is to select a 
small set of pairs that is informative enough to create a good model. Sampling is the common 
approach to this problem. 

To formulate sampling task in the setting of distance metric learning, first consider the input 
data. Given a set of n items i1, . . . , in ∈ I and a set of distance functions d1, ..., dk : X × X → [0, 1] 
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defined by the domain expert. We transform the original items into the distance space over 

item pairs P, which is defined as follows: ∀  i, i’ X: pi(i, i’) = (d1(i, i’), ..., dk(i, i’))  R. 

Now the sampling problem can be formulated: 

Definition: Given n items, find an optimal distance metric under the condition that a user has 
to label at most k instance pairs, where k << n. 

What we need is an intelligent sampling strategy that selects the most ‘interesting’ pairs from 
a pool of unlabeled data to show them to the user. Next, we present four approaches aimed to 
solve this task. 

1. Random Sampling. We randomly sample k independent instance pairs from the 
available ones. 

2. Euclidean Sampling. The idea is to select the most similar and the most dissimilar 
pairs according to Euclidean distance between instances. So to get k pairs for training 
we select m=k/2 pairs with the largest distance and the k−m pairs with the shortest 
distance. 

3. Simplex Volumen Maximization Approach (SIVM). We exploit the idea of describing 
massive data sets by using la tent components proposed by Thurau et al. [4]. We 
adopted the algorithm presented in the paper for sampling the most ‘informative’ 
instance pairs. The main idea is to describe data by representing it as a linear 
combination of basic vectors that usually correspond to the most extreme data points.  
Moreover, these vectors span a simplex that encloses most of the remaining data. More 
details about the algorithm can be found in [4]. 

4. Simplex Approach. The idea of a simplex method is similar to the SIVM approach. To 
create a meaningful training data, we select the instance pairs that are the most 
extreme points according to the local distance di. More formally: pi ∈ Ps : arg maxp∈P <p, 
ui>, where ui is a unit vector co-directional with the i-th axe of the distance space. 

EXPERIMENTAL RESULTS 

In this section, we show that the distance metric learning enables one to achieve good results 
by comparison of complex objects. Further, we investigate the question whether it is possible 
to reduce labelling costs in distance metric learning. 

1. Distance Metric Learning for Comparison of Complex Objects. In our previous work 
[11], we considered the question of how to recommend an appropriate algorithm for a 
dataset at hand. We reduce this task to the comparison of datasets, which can be seen 
as complex objects. Since a description of a dataset includes heterogeneous types of 
information – meta-attributes, numerical values, structured information - it is hard to 
compare by standard methods. We showed that similarity function learned by distance 
metric approach significantly improves the quality of recommendation. 

2. Minimizing labelling costs in distance metric learning. We investigate whether an 
appropriately-designed sampling strategy enables to reduce a number of training pairs 
that are needed to learn similarity according to user’s preferences. We have evaluated 
four sampling strategies regarding their ability to produce an accurate distance metric. 
The quality of the learned distance metric was evaluated on a supervised classification 
task. The evaluation was performed on a set of 9 UCI [5] datasets. The results showed 
that application of intelligent sampling strategies enables one to produce an accurate 
distance metric with few labelling costs. 

The experimental results show that the distance metric learning can be successfully applied for 
the comparison of complex objects, such as datasets. Using an intelligent sampling strategy 
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enables one to learn an accurate distance metric on few training data, which is relevant for the 
sparse labelled data in e-Science. 

CONCLUSION 

The recommender systems aim to support a user in making a decision about a large amount of 
available choices. Providing recommendation about scientific data, such as datasets, 
workflows or experiment plans facilitate their reuse and exchange in collaborative research. 

In our work, we formulate the requirements to the recommender systems that can be applied 
in the field of e-Science. Then, we propose a novel approach that combines the ideas of the 
knowledge-based method and the content-based filtering. Finally, we show that an 
appropriately-designed sampling strategy enables one to avoid the cold-start problem and 
helps to provide the user by personalized recommendations. 
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