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1 INTRODUCTION 

SCAMPI is a project characterized by a long-term view on the pervasive opportunistic networking 
field. The main goal of the project is investigating the novel concept of opportunistic computing [3]. 
Opportunistic computing is an evolution of opportunistic networking [22]. In opportunistic 
networking, mobile users opportunistically exploit each other’s resources in terms of mobility, 
bandwidth and storage, to enable communication in large-scale mobile networks where continuous 
and simultaneous end-to-end connectivity between users is not taken for granted. Opportunistic 
computing goes a step beyond. Users can opportunistically exploit any resource available in the 
environment, be it on static entities or on mobile nodes carried by other users. Resources are 
abstracted as service components, which are dynamically composed based on the application 
requirements. While the concept is reminiscent of conventional service-oriented architecture, the 
reference networking environment is so different and much more challenging that any technical 
solution must be re-thought in order to work in the SCAMPI scenarios. 

Within the project general framework, WP2 deals with the design of the SCAMPI service platform, 
with particular emphasis on the aspects related to the design of the service composition paradigms (see 
Section 2 for a position of WP2 activities in the reference SCAMPI architecture). In order to fulfill this 
goal, it has been important to identify at the project onset the key modeling frameworks to be used in 
the course of the project, and kick-off the various WP activities accordingly. 

In this deliverable we discuss the modeling frameworks that are currently used and will be used in the 
following of the SCAMPI project. We also present an extensive set of results achieved during the first 
year of the project, by exploiting the different frameworks.. 

As discussed in detail in Section 3, the WP2 modeling strategy starts from the identification of key 
aspects for the design of the service platform. Three key aspects have been identified that require 
significant modeling activities, i.e., understanding and representing the environment, understanding 
the viability and the theoretical performance bounds, and understand the performance of the proposed 
technical solutions.  

The first aspect is a pre-requisite for the design of the SCAMPI platform, and deals with the 
representation of the complex socio-technical environment where SCAMPI solutions are expected to 
work in (for example, this includes both understanding of the users social properties, as well as the 
properties of the networks SCAMPI will run on). The second aspect can be used both as a pre-design 
tool as well as an in-design tool. It deals with deriving models which characterize the optimal 
performance of the various components of the SCAMPI platform (e.g., service composition, service 
invocation, results delivery, etc.). In a pre-design stage, this can be used to understand the theoretical 
performance bounds of the platform. In an in-design stage, this can be used as a set of reference points 
for the SCAMPI distributed algorithms, to drive the platform as close as possible to the optimal 
configuration. The third aspect deals with the evaluation of the SCAMPI technical solution, not 
including experimental evaluation, to which the project deserves a dedicated work package, WP4 (not 
however, that the activities of WP4 is strongly inter-twined with these activities). These aspects are 
approached in SCAMPI by a mix of all the three most relevant modeling approaches, i.e., 
experimentally driven models, simulation models, and analytical models. Each approach is exploited 
for the different aspects as appropriate, as discussed in Section 3. 

After introducing the general modeling frameworks along the lines sketched above, the deliverable 
reports on the key activities carried out in the first year of the project. Section 4 groups them according 
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to the defined modeling frameworks. Activities falling in each of them are then summarized in 
Sections 5, 6 and 7, respectively. Section 8 derives the main conclusions. 

With respect to experimental models, in the reporting period, we have pursued two main directions. 
On the one hand, we have started data collection campaign on Online Social Networks (namely, on 
Facebook) with the goal of characterizing the social structures that are formed by users in virtual 
social networks. As discussed in detail in Sections 4 and 5, results from this activity can provide valid 
indications on the expected social behavior of the SCAMPI users, thus providing important knowledge 
to be exploited in the design of the platform. On the other hand, we started a measurement activity on 
real testbeds to characterize the behavior of the typical SCAMPI networking environment in terms of 
network stability and dynamism. This is also reported in Section 5. 

With respect to simulation models, we have derived a simulation tool to generate synthetic ego 
networks, which are one of the key building blocks in representing human social networks. This 
simulation model will allow us to test SCAMPI solutions in realistic settings for what concerns the 
users social structures. As social structures are commonly considered very good drivers for the users 
mobility and collaboration patterns, this will be a valid tool to test SCAMPI solutions in simulation. 
Furthermore, we have extended the well-known ONE simulator (one of the reference simulators in the 
opportunistic networking community) to assess the impact of SCAMPI solutions with respect to the 
cooperation level of the users. These activities are reported in Section 6. 

Finally, with respect to analytical models, we have worked on several topics. We have derived a 
model that describes the optimal operating point for service component invocation in opportunistic 
networks. This provides key reference results for the optimal configuration of the SCAMPI 
components. Moreover, we have critically assessed state-of-the art mobility models. We have 
highlighted shortcomings in representing realistically the users behavior, and proposed extensions to 
fix them. Linked with both of these two activities, we have worked on a better characterization (with 
respect to the state-of-the-art) of inter-contact times in opportunistic networks. As inter-contact times 
have shown to be fundamental to determine key properties of opportunistic networking protocols, this 
activity is important for the assessment of the SCAMPI components in general. Furthermore, it also 
sheds light on some inconsistencies present in the literature on how to interpret results coming from 
the analysis of real traces. Finally, we have derived models of the performance of data dissemination 
in opportunistic networks, both considering the social role of the users, and dissemination schemes 
inspired by p2p swarming techniques. Data dissemination is also an important component of the 
SCAMPI platform, as it is exploited by service composition at various levels. Note that the latter 
activity is in part carried out at the boundary between WP2 and WP3. 

For the reader’s convenience, for each activity we present an extended summary in Sections 5, 6 and 
7, while papers with all the details for each of them are provided as Appendices. 
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2 SERVICE PROVISIONING AND DELIVERY IN THE 
REFEREFERENCE SCAMPI ARCHITECTURE 

Before presenting the modeling frameworks identified for the SCAMPI platform, it is useful to briefly 
summarize the positioning of the work of WP2 and the work presented in this document with respect 
to the overall SCAMPI architecture as defined in Deliverable D1.1 [27]. For the reader’s convenience, 
the conceptual SCAMPI architecture is reported in Figure 1. 
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Figure 1: Conceptual overview of the SCAMPI architecture. 

The work in WP2 deals with the “services” block of the architecture, in collaboration with the 
activities in WP3. In general, WP2 activities look more at higher level service oriented issues (such as 
service composition, service invocation, etc.), while WP3 looks more at enabling services. However, 
as expected, a clear cut between these aspects is sometimes difficult to identify. WP2 activities are 
responsible for identifying mechanisms and verifying the viability for service composition in 
opportunistic networks. This encompasses issues such as mechanisms to invoke service execution on 
available providers, as described in Section 7.1. This will be complemented by similar studies on other 
key aspects of service provisioning, i.e., on how to build composite services out of components 
available on different devices, how users can collect service results, etc. 

To build the service composition platform, as stated in the SCAMPI Description of Work and in 
Deliverable D1.1 [27], it is important to characterize and leverage the social behavior of the users. For 
example, this makes it possible to predict the availability of service components, their stability level, 
etc. In opportunistic networks, the social behavior impacts on several aspects, ranging from the 
willingness to cooperate, to the mobility patterns. Activities to model the users’ social behavior are 
therefore also present in WP2. Specifically, we are working on collecting real data to characterize the 
users’ social behavior in large-scale socio-technical systems (see Sections 5.1 and 5.2), on defining 
simulation models to produce realistic models of users social structures (Section 6.1), to understand 
the effect of different cooperation levels on key mechanisms of the SCAMPI platform (Section 6.2). In 
addition, understanding the users’ behavior in opportunistic networks also means understanding their 
mobility patterns, as it has been clearly shown in the literature that users social relationships are strong 
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drivers for their movements. In this document, we report about activities on social-aware mobility 
models (Section 7.3), and on the impact of different mobility patterns highlighted in real traces on 
fundamental enablers for service-oriented opportunistic computing (Section 7.2). 

Finally, at the boundary between WP2 and WP3, the SCAMPI service platform requires mechanisms 
for efficient information dissemination and characterization of the network stability. As far as the 
former aspect, for now we have mostly focused on data dissemination issues (Sections 7.4 and 7.5). 
This is a seed to study more peculiar service-oriented components of the SCAMPI platform, such as 
retrieval of service results, identification of service providers, and dissemination of context 
information to characterize the stability of service components (part of the “proxy concept” in Figure 
1). Similarly, models describing in a compact mathematical form the key properties of the network in 
terms of stability will also be required to build a precise view of components available in the network, 
and the expected performance levels (again, this will also be part of the representation captured by the 
proxy concept). Initial work in this area is reported in Section 5.3.  

3 SCAMPI MODELING STRATEGY 

Modeling plays a manifold role within WP2 activities. To better frame the modeling strategy, it is 
useful to focus on the chart in Figure 2. Columns in the chart represent key aspects of the design of the 
SCAMPI service platform, for which modeling plays an important role. Rows represent the different 
modeling frameworks that we identified (whose description is then expanded in Section 4). A check 
mark in the chart represents activities reported in this document that aim to one of the SCAMPI key 
aspects (columns), using one of the modeling frameworks (rows). 

 

 Characterize the 
environment 

Derive 
performance 
bounds and 

optimal operating 
points 

Characterize the 
systems 

performance 

Experimental 
models ✔    

Simulation 
models   ✔  

Analytical models ✔  ✔  ✔  
 

Figure 2. Scheme of the SCAMPI WP2 modeling strategy. 

One key aspect of modeling in SCAMPI deals with understanding and representing the environment 
where the SCAMPI solutions will operate. The environment here encompasses several items, and 
should be seen both from a technical and a social perspective. The social behavior of the users is 
certainly part of the SCAMPI environment, as the social behavior impacts on the movement process of 
the users, their willingness to cooperate, etc. Moreover, the properties of the opportunistic networks 
the SCAMPI solutions will operate on are also part of the environment. For example, the level of 
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stability of links, the frequency with which links appear and disappear, are important to predict the 
stability and availability of service components.  

Another key aspect of the SCAMPI methodology is to understand the viability and the theoretical 
performance bounds of the various components of service composition in opportunistic networks, 
before designing them concretely. This encompasses analyzing the expected behavior of the SCAMPI 
platform components in the reference environment, and finding optimal (although only sometimes 
ideal) operating points. This analysis then drives the design of the distributed algorithms that 
implement the components of the SCAMPI service platform. For example, distributed algorithms 
should drive the platform to work at the optimal operating point when possible, or approximate it as 
much as possible, when identifying on-line the optimal operating point would require global 
knowledge. 

The third aspect of the SCAMPI modeling strategy is to understand the performance of the proposed 
technical solutions. This is a classical step, required to characterize the properties of the SCAMPI 
service platform. 

These aspects are approached in SCAMPI by using all of the three main modeling techniques, i.e., 
experimentally driven models, simulation models and analytical models. In general, all of the three 
present unique features for which they are needed in SCAMPI. With respect to the three aspects 
highlighted above, experiments are used in WP2 mainly to characterize the environment where 
SCAMPI will operate. We collect through experiments data regarding both the social behavior of uses 
in socio-technical systems, and the properties of the networking environment, and use them to derive 
appropriate models. Note that the most immediate use of experimental methodology, i.e., using 
experiments to characterize the performance of the SCAMPI solutions, is not indicated here, as it is 
the subject of a whole work package in the project, i.e., WP4. 

Simulations are mainly used to assess the performance of the SCAMPI solutions at very large scales, 
and to carry out sensitiveness analysis with respect to relevant system and environment parameters. 
With respect to experiments, simulations clearly present a lower degree of realism. However, they 
allow us to work in a totally controllable and reproducible environment, and thus to better understand 
the impact of the parameters of the SCAMPI components. 

Analysis is used for all three aspects. In order to characterize the environment, it is used, for example, 
to define users’ mobility models in a compact mathematical form. Analysis is clearly the natural tool 
to find the performance bounds and optimal operating points of the SCAMPI components. Finally, it is 
also natural to use analysis to characterize the performance of the concrete SCAMPI solutions. While 
this often requires simplifying assumptions with respect to simulation and experimentation, it allows 
to clearly understanding (through compact mathematical forms) the properties of the optimal operating 
points of the SCAMPI solutions, and the sensitiveness of the performance with respect to the key 
parameters. 

Finally, notice that the frameworks will not proceed in isolation, but will complement and validate 
each other results. For example, simulation models are used to validate analytical results, experimental 
collection feed models of the SCAMPI reference environment, and so on. 

4 MODELLING FRAMEWORKS 

SCAMPI uses different families of modeling techniques. Specifically, we are using a blend of 
experimental based modeling, simulation modeling and analysis, based on the different targets of the 
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various activities. In the rest of this section we describe the rationale of the different approaches, 
highlighting where each one has been used so far.  

4.1 Experimental models 
Along with the FIRE experimentally-driven approach, experimental activities in SCAMPI serve two 
main purposes. On the one hand, experiments are run since the project onset, in order to collect data 
which can guide the design of the SCAMPI solutions. On the other hand, experimental testbeds are 
used to test the SCAMPI solution prototypes, and feed back results to successive design steps. Quite 
naturally, with respect to WP2, in the first year of the project the emphasis of experimental activities 
has been mainly focused on the former approach. We carried out activities on two key areas: i) 
monitoring of users social contacts and communications, and ii) experimental characterization of 
opportunistic network stability.  

The work in the first area starts from the observation that in opportunistic computing environments 
where users are expected to exploit each other resources, understanding the possible patterns of 
collaboration and social interactions is very important for SCAMPI. Running user profiling 
experiments in the very same networking environment SCAMPI will operate it (opportunistic 
networks) would be ideally, but is unfortunately impossible, as such a networking environment is not 
sufficiently deployed yet. Therefore, we focused on the closest environments available today that can 
provide indications on the expected social behavior of future SCAMPI users, i.e., Online Social 
Networks (and Facebook) in particular. 

The first line of activity in this area is described in Section 5.1. It's goal is characterizing Facebook 
users ego networks, i.e., the network formed by each user with their friends only (note that links 
between friends of an ego are not considered). Ego networks in human social networks have been a 
very important subject of investigation in the anthropology domain, leading to very important results 
about the structure of human social networks (e.g., the well-known Dunbar's number). A similar study 
on Facebook users will allow us to understand whether the same structures can be found also in 
"virtual" social networks, and, if not, what differences exists between the two "worlds". 

The second line of activity in this area is described in Section 5.2. This is a first attempt to correlate 
the communication patterns in Facebook with the physical co-location patterns. To this end we have 
designed and implemented STUMBL. It is a Facebook application that provides participating users 
with a user-friendly interface to report their daily face-to-face meetings with other Facebook friends. It 
also logs user interactions on Facebook (e.g., comments, wall posts, likes). This way the contact graph, 
social graph, and activity graphs for the same set of users can be compared and analyzed. 

These models will be important for the SCAMPI design. For example, the structure of users social 
network is correlated with the willingness of sharing resources (which depends on the "strength" of the 
social tie between two individuals), with the frequency of contacts, with the similarity of interests and 
behaviors. The SCAMPI service platform will need to estimate such information to design it's 
solutions, and therefore the models derived from this experimental activity will be very important. 

Regarding the second area, the SCAMPI target network environment is way different from 
conventional networks where service oriented solutions are designed and deployed. In opportunistic 
networks links are unstable, appear and disappear dynamically, and bandwidth is significantly lower 
than in the conventional Internet. Therefore, SCAMPI solutions must take care of network stability 
issues at all levels. This is why a well grounded model able to capture the essential metrics describing 
network stability is very important as a common "tool" for the design and evaluation of the SCAMPI 
solutions. 
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Within this activity (see Section 5.3), our goal has been to distill a set of metrics that will provide a 
quantitative picture of the network, enable comparisons in various dimensions, and inherently serve to 
quantify the reproducibility of a given experiment. Our approach focuses on the introduction of an 
unobtrusive methodology to quantify the impact of the topology on the performance of networking 
protocols. The basic observation is that measuring a network in a vacuum is not enough. In vitro 
measurements, whereby somebody would measure the network when nothing in particular is going on, 
make little sense in the presence of mobility as well as unstable link dynamics. Even in the absence of 
mobility, unstable link dynamics still exist, and the extent of their instability is so significant to make a 
purely in vitro approach not workable. Indeed, our experimental results show that timing is everything: 
it is imperative to measure the network in vivo, as it is being used by the entity (protocol, application, 
etc.) under test. Such in vivo measurements are, however, completely useless if they interfere with 
what is running on the network; therefore, unobtrusiveness is also a key feature. The network state 
measurement procedure should also be widely applicable and should not depend on traffic that is not 
available across a wide array of services and protocols. 

4.2 Simulation models 
Developing simulation models is the second approach we follow in SCAMPI. Primarily, simulations 
are used to test SCAMPI solutions in larger scales with respect to what is possible through 
experiments, and to perform sensitiveness analysis of the SCAMPI performance for relevant 
parameters. To this end, in the reporting period we have worked on two main topics: i) defining a 
simulation model to generate ego networks, and ii) extending the ONE simulator to start investigating 
cooperation issues relevant for SCAMPI. 

The first activity (presented in Section 6.1) is related to the experimental activities discussed in 
Section 4.1 and 5. Specifically, experiments allow us to derive models of the structure of users’ ego 
networks. However, from these models it is necessary to derive simulation models by way of which 
SCAMPI solutions can be tested on realistic synthetic networks to study their performance. As of 
today, none of the popular simulators used in the networking area are able to model networks where 
nodes meet according to the patterns defined by their social structures, in particularly their ego 
networks. This activity aims at filling this gap. While models derived from our experiments are still 
under study, we started by considering the models of human networks already available in the 
anthropology literature [9][10][11][13][23][25][30]. From these models we have derived constructive 
algorithms to generate synthetic ego-networks of arbitrary size. In our synthetic networks users are 
seen as egos, surrounded by alters with whom they have social relationships. The properties of the 
social relationships of each ego are generated such that ego networks reproduce the properties 
observed in real human networks in [9][10][11][13][23][25][30]. As shown in Section 6.1, the 
simulation model we have produced is able to capture these characteristics with very good accuracy.  

The starting point of the second activity (described in Section 6.2) is the fact that, as in any 
opportunistic environment, cooperation is very important to SCAMPI. The level of cooperation of 
SCAMPI users is determined by different parameters. On the one hand, users may deliberately act 
with various degrees of selfishness, up to the extreme of not sharing anything with anyone else (free 
riding). On the other hand, nodes might employ resource conservation techniques (e.g., switching off 
some component to conserve energy) which can eventually lead to loss of full cooperation. 

In the reporting period we have extended one of the reference simulation tools for the project (the 
ONE simulator) to represent various levels of cooperation, and we have run initial tests to understand 
the expected effect of partly-cooperating nodes on SCAMPI. 

The implemented extensions allow nodes to switch from full cooperative to non-cooperative status, 
and also slow them down to apply partly cooperative behaviors. For example, in the case of 
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opportunistic forwarding, nodes can decide to participate in the forwarding process, but to forward the 
messages only to the final destination. 

The initial simulation results presented in the remaining of this deliverable show that, despite partly 
cooperative behaviors, core SCAMPI communication functions are rather robust. This is reassuring, as 
it means that the communication at the basis of the SCAMPI service composition approach can work 
also in non-fully-cooperative scenarios. 

4.3 Analytical models 
As mentioned in Section 3, analysis in SCAMPI serves various purposes. On the one hand, it allows us 
to investigate, in a pre-design phase, the optimal configurations for key SCAMPI components. 
Moreover, the same models of optimal configurations will be used to derive distributed algorithms to 
drive the on-line SCAMPI operations as close to the optimal as possible. In addition, models are used 
in a post-design stage, to characterize the performance of the SCAMPI solutions. Finally, human 
mobility models are also important to the project. As SCAMPI devices will be mostly carried by 
humans, having as realistic as possible mobility models is very important to i) understand which 
properties of human mobility can be exploited to design SCAMPI algorithms, and ii) simulate 
SCAMPI solutions in realistic settings. In the reporting period we have intensively worked on 
developing analytical models along these directions. They can be grouped on the areas described 
below. 

In the first activity we have derived a model for the optimal invocation of service components. The 
key observation is that in the typical SCAMPI environment, users will encounter other nodes 
providing sought service (components). Depending on the complexity of the service execution, the 
device computation on such providers might still be ongoing when the two nodes loose single hop 
connectivity. Later on, the node seeking the service (seeker) might encounter another node providing 
the same service. A question thus arises whether a new execution should be spawned or not. In case it 
is spawned, the expected perceived service completion time might be reduced, due to exploiting 
parallel executions on multiple providers. On the other hand, replicating too aggressively might 
saturate the computational resources at providers, thus resulting in infinite (theoretically speaking) 
service time. The model we have derived (described in Section 7.1) allows us to identify the optimal 
replication policy for service invocation, as a function of the key network and service parameters. This 
is a starting point to design distributed algorithms for SCAMPI service invocation, as well as an 
exploratory work to understand the performance bound of the SCAMPI platform as a function of 
several parameters.  

The second modeling activity (Section 7.2) has focused on the study of inter-contact times in 
opportunistic networks. Inter-contact time distributions are very important for some key properties of 
opportunistic networks. For example, it has been found that some important forwarding protocols 
diverge in case of power law inter-contact times. However, these results have been often derived by 
analyzing real traces using an imprecise methodology, as we discuss in Section 7.2, which sometimes 
lead to wrong conclusions. With the model we have derived we clarify these points and provide 
mathematical tools to perform correct trace analysis, and thus obtain correct results on the properties 
of opportunistic networks. These results are important for various SCAMPI activities. Information on 
the divergence of communication protocols is important to design the service composition and 
invocation schemes depending on the properties of the underlying network, in case where multi-hop 
opportunistic routing is used. Furthermore, this activity is also linked with the one we present next, on 
mobility models, as it significantly clarifies some inconsistencies that are present in the literature on 
trace analysis, which has an important impact on the literature on mobility models as well. For 
example, we clarify that assuming inter-contact times are exponentially distributed might be correct in 
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some cases, and does not contradict the properties found in real traces, as commonly assumed in most 
of the literature on mobility models. 

The activity on mobility models (Section 7.3) starts from the analysis of large data sets of human 
mobility. Structural properties of the contact patterns resulting from the social links between users are 
compared with the same properties in state-of-the-art mobility models. We have observed several 
interesting points. Firstly, contacts can be divided intranet-community and inter-community. The 
former occur between users of the same communities, and are typically located in a well-identified 
region of the space. The latter occur between bridges between communities, are often time 
synchronized, and span much longer physical regions. The latter type of contacts is not well 
reproduced by current mobility models, which we have therefore extended to fill this gap. Notice that 
a correct modeling of inter-community contacts is important to SCAMPI, as those bridges typically 
add diversity to what is available within each single community, and therefore will be very important 
to extend the service capabilities in the SCAMPI platform, beyond what is available in individual 
communities in isolation. 

The importance of the users social behavior for the SCAMPI platform is also the focus of the fourth 
line of activity we have pursued, described in Section 7.4. As in the previous activity, and based on the 
most recent results on mobility models, also in this case the network is assumed to be made up of users 
whose movements are driven by their social relationships and by the “attraction” of specific locations 
for users sharing similar social profiles. In particular, users spending most of their time around a given 
location are considered “socials” for that location, while users visiting that location once in a while are 
considered “vagabonds”. Note that the same user is in general social for some location and vagabond 
for some other. In this study we have analyzed the properties of data dissemination depending on the 
relative number of socials and vagabonds in a given area. Data dissemination is just one example of a 
more general class of problems for the SCAMPI environment. For example, these results can be 
extended to understand how largely to disseminate or replicate service components depending on the 
social properties of the users. Our results indicate that – while most of the time the effect of socials is 
pre-dominant in disseminating content within a social community – the role of vagabonds should not 
be neglected. When the population of vagabonds is significant, replicating on vagabonds is indeed 
more efficient than on socials. 

Finally, in the activity described in Section 7.5, we have looked at efficient dissemination techniques 
for content in mobile opportunistic networks, inspired from p2p swarm systems [14]. This activity is 
actually shared between WP2 and WP3, and therefore we present the most relevant aspects for each 
work package in the respective deliverables (this document for WP2, and Deliverable D3.1 [28] for 
WP3). In the framework of the SCAMPI service platform, content dissemination techniques are very 
important, as they will be fundamental building blocks of, for example, delivery of service results 
from providers to seekers in case of multi-hop delivery schemes. This activity adds an original angle 
to the conventional content dissemination schemes, as it explores the effectiveness of fully 
decentralized p2p swarm techniques. 

5 EXPERIMENTAL MODELS 

5.1 Towards a Characterization of Egocentric Networks in Online Social 
Networks  

In this part of the deliverable we report on the analysis of one of the Facebook datasets we have 
collected in the reporting period. The key goal behind this part of the work is to start characterizing the 
ego networks of FB users. Given a particular user, their ego network is defined as the set of social 
relationships of that user. In the typical graph representation of an ego network, the ego is linked with 
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their friends and a weight is assigned to each link, proportional to the strength of the tie between the 
two. Ego networks are not a complete representation of the social network. However, several 
fundamental properties have been found in the anthropology literature [9][10][11][13][23][25][30] 
about the humans' behavior, by analyzing ego networks. In this part of the work we started analyzing 
FB ego networks, to investigate whether the same properties found in "real" social networks by 
anthropologists are also present in Online Social Networks. 

This analysis will help in the design of the SCAMPI platform. While SCAMPI is conceived to work in 
a different networking environment with respect to current Online Social Networks (ONSs), OSNs are 
the most similar large-scale socio-technical environment available today with respect to the SCAMPI 
characteristics. It can be expected that the properties of the social networks of FB users will not be 
drastically dissimilar to those of the SCAMPI users, and that therefore this analysis will provide good 
indications, for example, on the expected collaboration and sharing patterns among SCAMPI users. 
Furthermore, it has been found [23] that the specific communication technologies used by humans to 
communicate do not drastically change the sociological properties of human relationships. If this study 
will confirm this property also for Online Social Networks, then significant results of the anthropology 
literature could be directly used for further design choices of the SCAMPI platform. 

Due to the fact that the models of FB ego networks will be exploited in the design of the SCAMPI 
platform, we present the analysis of the FB data we have collected so far in this deliverable. The 
design and implementation of the application used to collect the data (Facebook Analyzer) is reported 
in Deliverable 4.1 [29], as it is related to the SCAMPI experimental testbeds within WP4. 

The analysis summarized hereafter has been published in [1]. For the reader's convenience this is also 
reported in Appendix A. 

5.1.1 Strategy of the analysis 
To characterize FB ego networks, we collected the history of interactions between 30 users and all 
their friends over the last 3 years. While this clearly not yet a large scale dataset, it allows us to start 
deriving interesting results on the properties of the social links (ties) on FB. Specifically, we have 
monitored 7665 social links. The data collection tool is described in detail in Deliverable 4.1 [29]. 

We measured two classes of variables, i.e., socio-demographic variables, such as the size of the ego 
network of the users and various factors possibly impacting on it (e.g., age, gender, etc.), and 
relational variables, which relate to the strength of the social relationships between each ego and her 
alters. The complete set of measured variables is reported in Table 1. We have analyzed the 
distributions of the socio-demographic variables across the users, and of the relational variables across 
the social relationships of each user. Moreover, we have also carried out an initial correlation analysis, 
showing how well each of the measured relational variables correlates with the real tie strength of 
social relationships. This is a first step to identify a model that, by monitoring the user interaction 
pattern with a friend, is able to automatically estimate the strength of their social tie. Such a model is 
one of the key goals of this SCAMPI activity, as the strength of the social ties can be used as a 
predictor of several important figures, such as the willingness to collaborate and share resources, the 
co-location probability, etc. 
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Table 1. Variables monitored by FaceBook Analyzer 

 

 

5.1.2 Data analysis 
For the initial stage of the experiments,  people randomly chosen within CNR research area have been 
chosen. In the following of this activity we plan to extend the measurement campaign to the locations 
of the other members of the SCAMPI consortium (e.g., by involving communities of students of 
University partners). A coordinated plan to collect measurements is currently under discussion within 
the consortium. All the participants were researchers, PhD students or master students from 24 to 48 
years old (M=33.17, SD=6.78). One of the aspects we are most interested in is the mean ego-network 
size. Facebook provides a tool to measure the average number of friends of users, which turns out 
being around 130. However, this number also considers non-active relationships and unused accounts, 
thus it cannot be used as a reliable measure for our purposes. The total number of Facebook friends - 
both active and non-active - of the participants involved in our experiment varies between 59 and 1099 
(M=255.5, SD=197.59). However, the active network size ranges between 29 and 368 (M=108.17, 
SD=85.55). The distribution of this variable is similar to that found by anthropologists [13][25] 
studying the properties of human social networks. The mean active network size is also of the same 
order of that found in human social networks (e.g., 124 [13]).  

These results - related to socio-demographic variables - provide a first indication of a similarity 
between the ego networks found in human social networks and those formed by OSNs users. 

To analyze relational variables we split them into more subclasses, to better study the relation between 
different kinds of interaction and the social tie strength. The classes we have identified are: i) text-
based communication variables, ii) like-based communication, iii) homophily variables, iv) time 
variables and v) structural variables. While most of these classes are self-explanatory, the homophily 
concept needs a better definition. Homophily measures the social similarity between two individuals. 
It is the tendency of people with similar social characteristics to have stronger social ties compared to 
dissimilar individuals. Hereafter, we present some example of the results related to the first and fourth 
class. The complete analysis can be found in Appendix A. 
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Text-based communication variables capture all kinds of textual interactions between individuals 
which can be exploited on Facebook. These variables identify communication styles similar to other 
traditional methods, such as mail, text messages etc. largely studied by other authors [13][6]. In these 
works the evidence of a relation between textual interaction and tie strength has been found. In this 
class we place variables representing the number of posts, comments and private messages exchanged 
within Facebook. Figure 3 depicts the Complementary Cumulative Distribution Function (CCDF) of 
the number of posts exchanged between ego and alters in our sample. We don't present the CCDF of 
the other text-based variables because they show a behavior similar to posts, which is the most 
representative variable of the class. Text-based interaction variables show a medium correlation with 
the perceived tie strength (r=0.2, p<0.01 for comments, r=0.2, p<0.01 for private messages and r=0.39, 
p<0.01 for posts). 

 
Figure 3. CCDF of the number of posts. 

Time variables indicate the frequency of contact and the duration of a relationship. We have 
considered the time elapsed since the last communication and the time since the first communication, 
considering all the text-based and like-based interaction variables. Time variables facilitate the 
distinction between long and short-timed relationships and can discover fading out of social ties - for 
example if time to first contact and time to last contact are both high presumably the relationship has 
decayed. Figure 4 depicts the CDF of the number of days elapsed since the last communication made 
between two Facebook users. Time variables are correlated, as expected, with tie strength (r=0.23, 
p<0.01 for time since first communication and r=-0.3, p<0.01 for time since last communication). The 
negative correlation between time to last contact and tie strength is due to the fact that if the time 
period elapsed since the last interaction between two people is short, the probability of having a strong 
tie between them is higher. Time to last contact has been used as the predictor of emotional closeness 
in most of the work present in the anthropological literature [11][13][25]. 
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Figure 4. CDF of the days since last communication. 

The results indicate that Facebook active ego networks obtained from our sample data have 
distribution and mean size similar to those found in other work [25][13][30] in the anthropology 
literature. The distributions of the relational variables we have taken into account have long tailed 
shapes. This evidence confirms the presence of an high number of weak ties and a lower number of 
strong ties, as found in [11][25][13]. The correlation analysis revealed the relation between the 
Facebook observable quantities we have considered and the sampled tie strength. Therefore, the 
relational variables we have identified are good proxies for tie strength, and this motivates us to 
continue looking for a model that can predict social tie strengths on FB based only on observable 
quantities. 

5.2 On the correlation between Online Social interactions, communications and 
mobility 

Opportunistic networks use human mobility and consequent wireless contacts between mobile devices 
to disseminate data in a peer-to-peer manner. Designing appropriate algorithms and protocols for such 
networks is challenging as it requires understanding patterns of (i) mobility (who meets whom), (ii) 
social relations (who knows whom) and (iii) communication (who communicates with whom) as 
summarized in Figure 5. To date, apart from few small test setups, there are no operational 
opportunistic networks where measurements could reveal the complex correlation of these features of 
human relationships. Hence, opportunistic networking research is largely based on insights from 
measurements of either contacts, social networks, or communication, but not all three combined. 

The work carried out in the reporting period to tackle this issue has been published in [15] (also 
reported as Appendix B). In the rest of this section we summarize this work. 
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Figure 5 - The three dimensions of human beings. 

Stumbl is an experiment aiming at collecting rich datasets comprising social, mobility and 
communication ties. It is a Facebook application (see Figure 6) that provides participating users with a 
user-friendly interface to report their daily face-to-face meetings with other Facebook friends. It also 
logs user interactions on Facebook (e.g., comments, wall posts, likes). This way the contact graph, 
social graph, and activity graphs for the same set of users could be compared and analyzed.  
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Figure 6 - Stumbl screen shot. For each Stumbl friend, context, number and total duration of meetings 
can be reported (for the previous day). Options are chosen to capture a range of different meeting 

behaviors. 

We conducted a Stumbl experiment during 3 weeks in August 2010. We had 38 active users (see the 
evolution of number of Stumbl installs and uninstalls below) resulting in potentially n(n-1)/2=703 
interactions.  

 

With the collected data, we could analyze (i) the social ties vs. meetings, (ii) social ties vs. 
communications and (iii) meetings vs. communications. Appendix B reports about preliminary results 
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of our experiment. The main conclusions of this study and their impact on opportunistic architectures 
are summarized below: 

§ The social tie type (familly vs. friend vs. colleagues) has very strong impact on meeting 
characteristics in terms of context, duration and frequency of meetings. Tie type is valueable 
data for routing and could be leveraged for better forwarding decisions.  

§ Friends and family are the most communicative. Tie types should be hence considered in 
traffic models. 

§ A Facebook user communicates 10 times more with Stumbl friends. Communication ties are 
more local than social ties. This is a clear hint that most social networking platforms could 
have most of their traffic supported by opportunistic communications (i.e., local 
communications). 

We are currently continuing this work, but with large-scale and open datasets (i.e., Gowalla and 
Twitter) and preliminary results have been published as a poster [16]. Our goals are to better 
understand (i) how traffic patterns in opportunistic networks relate to mobility patterns and social ties, 
and (ii), the extent to (or conditions under) which the social graph correlates with or dictates physical 
mobility. We will report about the results in the next Deliverable. 

5.3 Characterizing the topology stability 
The typical SCAMPI network has two key components: the node layout and the link dynamics. The 
former is time-varying due to the relative mobility of the SCAMPI nodes, whereas the latter is time-
varying as a baseline. 

Mobility and link instability are a recipe for scarce predictability. For one, network conditions may 
vary significantly across different experimental runs. This makes it hard to objectively compare 
experimental results across different runs, even in the same network and on the same testbed. 
Comparisons across different testbeds are obviously much harder. The key issue is the removal of the 
bias induced by the topological features of the network at hand. 

The network topology has a significant impact on the performance of any network protocol as well as 
on service composition. Our goal is to distil it down to a set of metrics that will provide a quantitative 
picture of the network, enable comparisons in various dimensions, and inherently serve to quantify the 
reproducibility of a given experiment. More specifically, comparisons should be run over time within 
a given network, across different networks, and across different network protocols and service 
solutions. The bottom line is that an unbiased view of the network is conducive to the design of robust 
methodologies. 

Hereafter we summarize the key outputs of this activity. Complete details are available in [24], which 
is also included as Appendix C. 

In a wireless network, the topology is jointly determined by the network layout and the link dynamics. 
The effective topology over which routing paths are established also depends on the choice of routing 
destination. The combination of the network layout, the link dynamics, and the sink placement, which 
we simply refer to as network topology, has a large impact on protocol performance. The performance 
of a protocol is a function of the topology as well as of the protocol's own mechanisms. Thus, we 
cannot attribute the performance achieved by a protocol entirely to its mechanisms without 
considering the state of the network. This makes it challenging to reason about protocol performance 
on a testbed and, more in general, in any network. 
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The key question is: how do we quantify the network topology? There has been a significant amount 
of work in the domain of wired networks, chiefly the Internet, but unfortunately this large body of 
work is not directly applicable to the wireless world, especially to the resource-constrained flavor of 
wireless that we consider in the SCAMPI project. In fact, low-power resource-constrained wireless is 
exposed to all the vagaries of radio frequency propagation: unstable link dynamics are the rule as 
opposed to the exception, and they require an augmented description, much richer than the basic 
Boolean approach (link or no link) that works well in the wired world (and, for the most part, in legacy 
wireless). We employ the concept of soft connectivity, which we define based on the packet reception 
ratio of a given link. 

Our approach focuses on the introduction of an unobtrusive methodology to quantify the impact of the 
topology on the performance of communication protocols. The basic observation is that measuring a 
network in a vacuum is not enough. In vitro measurements, whereby one measures the network when 
nothing in particular is going on, make little sense in the presence of mobility as well as unstable link 
dynamics. Even in the absence of mobility, unstable link dynamics still exist, and the extent of their 
instability is so significant to make a purely in vitro approach not workable. 

Indeed, our experimental results show that timing is everything: it is imperative to measure the 
network in vivo, as it is being used by the entity (protocol, application, etc.) under test. Such in vivo 
measurements are, however, completely useless if they interfere with what is running on the network; 
therefore, unobtrusiveness is also a key feature. The network state measurement procedure should also 
be widely applicable and should not depend on traffic that is not available across a wide array of 
services and protocols. 

The work done up to this point has followed the principle of divide et impera. Since unstable link 
dynamics are a significant issue even without mobility, we have focused on a basic framework with 
stationary nodes. To accentuate the instability of link dynamics, we have used ultra-low power 
wireless devices that are significantly more resource-constrained than the smartphones targeted by 
SCAMPI. Specifically, we have chosen mote-class devices (known as Berkeley motes), and we have 
initiated an extensive case study on the fundamental primitive of low-power wireless data collection. 

This specific choice has enabled us to leverage the existence of third-party testbeds of such motes, 
namely the ones available at Harvard University (Motelab) and TU Berlin (Twist). Another significant 
benefit of using mote-class hardware is the extra flexibility at the lower layers: anything above the 
physical layer may be completely redefined. 

We have successfully designed a topology characterization framework for low-power data collection. 
The starting point is the in vivo measurement of soft connectivity by leveraging broadcast traffic 
(widely available across different classes of protocols and services); this serves to estimate the 
situation in terms of soft network connectivity and to underscore the presence of non-Boolean links. 
Once the connectivity picture is clear, than the optimal delivery paths from the individual nodes to the 
collection point(s) may be worked out by way of standard techniques, and the Expected Network 
Delivery (END) may be obtained by averaging out the Expected Path Deliveries (EPDs) of all nodes. 

We have thoroughly described and evaluated the framework in a conference paper presented at the 
European Wireless Sensor Network Conference in Bonn, Germany in February 2011. In particular, the 
framework has been validated through an extensive experimental campaign on the aforementioned 
public remote-access testbeds. Figure 1 shows a very interesting result that confirms the validity of our 
framework: the END metric correlates well with the delivery performance of two existing low-power 
wireless collection protocols. Our result shows that untenable topological conditions cause the 
protocols to perform poorly. This observation paves the way to an END-aware (topology-aware) 
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performance analysis of protocols, and, more in general, any kind of network solution, including 
services. 

 
        Figure 7.The END metric correlates with the delivery rate of two different low-power 
collection protocols. 
 
At a fundamental level, there are two key ideas here. The first one is that not all links are created 
equal. On the contrary, most links are redundant, and only a selected few are vital. One should single 
out the vital ones and forget about the rest, and this is what our framework does. 

The second key idea is that it is essential to look at the big picture, in the sense of network-wide 
impact of individual links. What is the impact of the vital links on our services? And how does it vary 
with human mobility? We have built a foundation to begin to seek an answer to these fundamental 
questions. 

A key goal of our framework is to enable, streamline, and promote informed comparison of different 
network and service solutions. It is essential, in fact, to properly contextualize performance. If a 
service or a network solution performs poorly, whose responsibility is it? By separating out the 
topological bias, we will be able to determine whether it is the network’s responsibility. Further, we 
will be able to assess how a given service fares under varying network conditions. 

6 SIMULATION MODELS 

6.1 Human ego-centric network models 
It is increasingly understood in the research community that we are experiencing a convergence 
between the cyber/virtual and physical worlds [5]. This convergence immediately manifests itself with 
content-centric usage patterns, where content generated in the physical space is immediately 
transferred to the cyber space (e.g., multimodal sensing), and cyber outcomes have immediate impact 
on physical space. However, this is not limited to content management only. From the SCAMPI 
perspective, any service available in the physical world becomes part of the virtual world (e.g., 
sensors, cameras, etc.) where it can be opportunistically used, and results can be fed back to the 
physical world, when appropriate. 
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Human beings are at the core of this convergence; each person has several (mobile) devices through 
which he/she can interact with the virtual world thus linking the physical world and the electronic 
world of users devices [5]. By translating human relationships in the electronic world, we embed in 
electronic devices the key characteristics that enable humans to effectively handling and sharing large 
amount of information. Human relationships can be exploited in the virtual world for fast and effective 
circulation of information, establishment of trust relationships, inferring movement patterns, etc. There 
is significant evidence suggesting that human social networks (i.e., the set of social relationships 
people maintain with each other) are not particularly affected by specific communication technologies 
[23]. Therefore, it is reasonable to see the properties and structures of human social networks as an 
invariant with respect to the evolution of the underlying means supporting social interactions. Human 
social networks exhibit remarkable dynamism and structural properties that may significantly affect 
the quality of the information (i.e., trust and reputation, relevance, reliability, etc.) and the way 
information may circulate; it is conjectured necessary to transverse only a small number of human 
social relationships in order to connect any pair of people resulting in the “small world concept”. 
Therefore, understanding and modeling human social networks is a fundamental step in designing and 
evaluating efficient protocols in the cyber-physical world. 

In this activity we achieved a first important step in this direction. Specifically by exploiting social 
anthropology results we have developed a model of the ego network, i.e., the model describing the set 
of active social relationships of an individual. Results from Dunbar et al. [9][13] indicate that human 
relationships have a hierarchical structure and, on average, an individual has up to 150 active social 
relationships, i.e., the Dunbar number. These results constitute the bases for the model we have 
developed. From a practical standpoint, the goal of this activity is to produce a simulation model able 
to generate ego networks featuring the same stochastic properties observed in real human networks. 
This will allow us to test SCAMPI solutions on the basis of a well-grounded simulation model 
describing human interactions and the resulting mobility patterns. While models of ego networks have 
been derived in the anthropology literature, no simulation model is available today, able to exploit 
these models to generate network graphs usable in a mobile networking context. 

The work carried out in this activity has been partly published in [4]. The complete details are also 
reported in Appendix D. 

6.1.1 The model 
Ego networks are a particular category of social networks made up of an individual ego and the people 
with which the ego has some kind of social relationship, i.e., alters. Different studies about ego 
network size have been conducted (e.g., in [13][25][30]). It has been demonstrated that ego networks 
have a hierarchical structure that consists of a series of concentric layers of acquaintanceship with 
increasing sizes. Dunbar et al. suggest that the layers in an ego network are: “support clique”, 
“sympathy group”, “band” and “active network” (the whole network) with sizes ~5, ~12, ~35 and 
~150 respectively, [9][13]. The layers are hierarchically inclusive, so that each layer includes all inner 
levels. This structure is depicted in Figure 8. The size of each layer in this structure has been studied in 
the anthropology literature, as described in Appendix D. 
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Figure 8. Schematic representation of an ego network. 

Each relationship is also characterized by a level of emotional closeness. Strong relationships have a 
higher level of emotional closeness compared with weak ties. As suggested by Hill & Dunbar, the 
emotional closeness level may be the key parameter to consider in order to select in which layer a 
relationship has to be included [13]. The level of emotional closeness is positively correlated with the 
“frequency of contact”, which is estimated with the inverse of the “time since last contact” [13]. The 
latter also reflects the time invested in a particular relationship [26], therefore it is generally assumed 
that there is a relation between the time invested in a relationship and the level of emotional closeness. 
Maintaining a relationship at high level of emotional closeness requires a lot of time invested in it. 

Our model allows the definition of ego network graphs that, on average, have the properties described 
in literature, such as the size, the hierarchical structure and the composition of each layer. The model 
is based on parameters and functions, defined in Appendix D, that are obtained exploiting results in 
the reference literature about the average ego network. As previously said, the size of the network is 
limited by cognitive and time constraints. Since cognitive constraints are not easily quantifiable, our 
model focuses on time constraints, associating to each ego a certain time budget for handling his/her 
social relationships. In the model each relationship requires a specific amount of time, therefore the 
size of the ego network is constrained by the time budget. In order to know the time requested by each 
relationship, the model exploits a function that, given the level of emotional closeness of a 
relationship, returns the related amount of time to handle it. The level of emotional closeness is 
distributed according to known probability distributions, and identifies the layer a relationship belongs 
to. Each layer of the ego network is related to specific interval of values of emotional closeness. The 
function that correlates emotional closeness and time is defined in order to obtain, on average, 
networks with a specific expected size. The size of the sympathy group follows a specific distribution 
and it is independent of the network size. On the contrary it is linearly correlated to the support group 
according to a ratio defined by a probability distribution. 

The detailed algorithm to generate ego networks accordingly is presented in Appendix D. 

The model of ego networks is a first step to model complete social networks, which also include 
information on the correlation between individual ego networks. As discussed in Appendix D, we have 
started working on this aspect already, and we will continue working on this aspect in the next 
reporting periods. 

6.1.2 Results 
We have implemented the algorithm presented in Section 6.1.1 in Java and we performed 100.000 run 
tests creating as many ego network graphs. Example results regarding the generated sizes of the ego 
network layers are reported in Table 2. 
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Table 2. Results for the generated ego networks. 

 

As we can see, the average network size converges to a value close to the expected value 132.5. The 
little gap is due to approximation errors. Also the mean average of the sympathy group is very close to 
the reference value 14.3. In this case the gap is due to the correlation between the time budget and the 
size of the layer.  The average size of the support clique meets perfectively its expected value. 

In general, as shown by the additional results available in Appendix D, the statistics of the ego 
networks generated in our simulation model match very well the expected results available in the 
anthropology literature. 

6.2 Exploring effect of node cooperation degree 
When group of mobile users share resources to form an ad-hoc mobile network, the general 
assumption is that the users are willing and able to contribute their own resources for the shared good. 
However, due to practical limitations, such as limited battery life or processing constraints, some of 
the users may limit the amount resources they contribute for cooperation. Intuitively, the limited 
resources contribution of the individual nodes can have harmful effects to networking performance of 
the entire cooperative node population. Therefore, it is important for SCAMPI environments to study 
how limited resource contribution by some of the nodes, i.e., the node cooperation degree, affects the 
performance of the overall network communication. 

To study the effect of node cooperation, we have implemented several extensions to ONE simulator to 
support investigating the effect of varying degrees of node cooperation in simulation environments. 
Note, when node resources become scarce the node can become partially cooperative instead of 
completely refraining from cooperative behavior. This is particularly useful, when some of the 
partially cooperative modes allow saving node’s own resources without causing harm to overall 
network performance. The models behind these extensions are explained in detail in reference [18] 
(also reported as Appendix E) and the source code and used traces are made available for the SCAMPI 
partners. The following provides a compact summary and reasoning of the implemented modes from 
the perspective of the SCAMPI project. 

First, in the simplest model we defined extensions to ONE that allow adjusting the fraction of nodes 
that participate to the forwarding effort in the network, this is called non-cooperative nodes and allows 
investigating sensitiveness of different routing schemes to the fraction of cooperative nodes under 
various mobility models. Second, model, called partly cooperative nodes, introduces nodes that accept 
copies for forwarding, but deliver these only to the final destination of the message. This partial 
cooperation can save energy, as the node will encage to forwarding activities only with the final 
destination and does not consume energy on forwarding to the other nodes. Third, energy-aware node 
cooperation allows nodes to switch between fully cooperative and non-cooperative modes to conserve 
energy while participating to opportunistic networking. 

The observations from our simulations show that the opportunistic networking protocols can tolerate 
fairly large number of free riders in the community. This makes it possible to introduce energy-saving 
models where some of the nodes switch to the less cooperative modes while saving energy and the 
others continue to support cooperation. Moreover, the observations show that routing protocols that do 
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not explicitly limit the number of message copies are more robust against the decrease in the 
cooperation degree of the nodes. These results provide important input for the design of the SCAMPI 
opportunistic stack that is outlined in Section 3.4 of D1.1 System Architecture Specification. 
Moreover, the extensions that were developed to ONE simulator fully interoperate with the extensions 
that are planned for the future SCAMPI work. These extensions include the support for service 
composition framework as discussed in Section 7.1. 

7 ANALYTICAL MODELS 

7.1 Optimal service component invocation 
Policies for the invocation of service components are one of the key features to be studied in 
opportunistic networking environments. Specifically, we look at optimal policies for replicating 
service (component) invocation. To motivate why this is an important problem in the reference 
SCAMPI environments, let us consider the example scenario in Figure 9. The seeker (a user seeking a 
particular service) meets “provider 1” (a user providing the sought service) at time T1. The seeker 
spawns an execution of the service on it. The execution takes longer than the contact time between the 
seeker and provider 1. Later on, at time T2, the same seeker meets another provider (provider 2), on 
which a new execution might be spawned1. A replication policy must be defined to decide whether 
such a new execution should be spawned or not. Intuitively, an optimal operating point exists. If 
multiple executions are spawned on different providers, the seeker will receive the results from the 
first encountered provider that completed the execution. In the example of Figure 9, this is “provider 
i”, met at time Tk. In other words, the seeker will reduce the service time, defined as the interval 
between the generation of a request on the seeker and the reception of the results (the service time thus 
includes both the net service execution time at the provider, and all associated delays such as inter-
meeting times between the seeker and the provider(s), queuing time at providers, etc.). On the other 
hand, a too aggressive replication policy can be harmful. As (bandwidth, computation, etc.) resources 
on providers are limited, if all seekers spawn executions on all encountered providers, the system may 
saturate, resulting in very large service times experienced by the seekers themselves. 

Based on the above remarks, the goal of this part of the work is therefore to find analytically the 
optimal replication policy, i.e., the policy to be implemented by seekers to minimize the expected 
service time. 

 
 

Figure 9. Motivating scenario for optimal invocation policies. 

                                            
1 In this scenario service executions cannot be stopped at the end of a contact and resumed (possibly on another provider) on 
the next contact. We will investigate this possibility as a future work.  
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The model and its analytical solution is fully described in [19] and [20] (reproduced in Appendix F 
and Appendix G for the reader’s convenience). Specifically, the model in [19] derives the optimal 
replication policy by only considering computational resource limitations at providers, while it is 
extended in [20] to also account for bandwidth limitations. The rationale for not considering 
bandwidth limitation in [19] is that in this way the model becomes significantly simpler, and allows us 
to highlight the impact of on some of the key system parameters on the service provisioning policy. 
Note, moreover, that not considering bandwidth limitations is typical in the literature on opportunistic 
networks, as it is reasonable to assume, in several cases, that the bandwidth between two nodes that 
meet directly is virtually infinite with respect to the amount of data they exchange during the contact. 
However, as service input/output parameters might be in principle of large size, in [20] we extended 
the model to take bandwidth limitations into account. 

In the following of this section we summarize the main analytical results and performance figures. All 
the details can be found in [19] and Appendix G. 

7.1.1 Model 
The model considers a tagged seeker, requiring a generic tagged service provided by several providers. 
The (tagged) seeker manages each request as described below. The seeker uploads the input 
parameters to each encountered provider opportunistically, until either of the following event occurs: 
i) it completes m uploads, where m is the maximum number of parallel executions a seeker is allowed 
to generate by the replication policy; or ii) it downloads the results from a provider before generating 
all the m replicas. The model provides the optimal value (mopt) of parameter m, i.e., the optimal 
number of maximum allowed replications. The download of the output results works similarly to the 
upload phase, i.e., service results are opportunistically downloaded when the seeker meets any 
provider on which an execution was spawned and has been completed. In general, both uploads and 
downloads may take one or more contact events to complete. In this case, on the next contact, the 
upload (download) resumes from when it was stopped. We assume that the requests generation pattern 
at the seeker is independent of the encounter pattern between the seeker and the providers. This 
implies that a new request may be generated before the previous one has been served. When the seeker 
meets a provider, it may upload input parameters for several (successive) requests, all generated at the 
seeker itself. Similarly, it is also possible that the seeker downloads several output results, related to 
different requests served by the same provider. Uploads and downloads are served according to a 
FIFO policy. 

To carry on the analysis, it is useful to focus on the schematic representation in Figure 10. 
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Figure 10. Scheme of the service invocation process. 

We assume that there are N nodes in the network. In the following, for the sake of simplicity, we 
consider the case where all seekers issue requests according to a Poisson process with rate λ. The case 
where seekers have different generation rates is analyzed in [20]. We denote with p(s) the probability 
that a node is a seeker. The average number of seekers is thus k=p(s)N. Similarly, p(p) is the probability 
that a node is a provider of the sought service, and M=p(p)N is the average number of providers. 

Each horizontal pipe in Figure 10 represents a different execution (on a different provider) for a 
request issued by the tagged seeker. Denoting by pi the probability that only i replicas are spawned by 
the seeker before receiving the results back, the average number of spawned replicas (also referred to 

as effective replication level) is m* = ipi
i=1

m

! . 

Let us now consider the execution times on each individual provider. For each request, pipe i 
corresponds to the i-th provider starting the computation, i.e., pipes are ordered in increasing temporal 
order of computation starting times. Each pipe consists of three stages. The first stage represents the 
time Bi required to complete the i-th upload of the input parameters. The second stage represents the 
time required to execute the request after it is spawned. Note that more seekers can spawn requests on 
each provider. Thus, the provider offered load (λi in Figure 10) is the result of the joint request pattern 
of all the seekers. Finally, the third stage represents the time required by the seeker to complete the 
download of the output results from the provider corresponding to pipe i, and is denoted by θi. The 
delay on the i-th pipe is thus 

Ri = Bi+Di+θi,   i=1,…,m (1 ) 

The model firstly provides closed form expressions for the expected execution time at each provider 
(ERi), by deriving the expressions for the expected delays of the three stages, EBi, EDi, Eθi, 
respectively. Then the expected service time ER(m) is derived, accounting for the possibility that less 
than m executions be generated. The optimal number of allowed replicas is thus 

mopt = argmin
1!m!M

ER m( ){ }  (2 ) 

An intuitive sketch of the model results regarding the delays of the different stages is presented next. 
Note that, for the sake of presentation, we follow the footsteps of the model presented in [19], where 
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we do not consider bandwidth limitations. The basic line of reasoning is pretty similar to the more 
general case presented in [20], which however requires a significantly more complex mathematical 
derivation. 

As far as the first stage (EBi), any new request is generated at a random point in time with respect to 
the underlying mobility process. The first execution is thus spawned, on average, after ET(M) seconds, 
denoting the expected time for the seeker to encounter one among the M possible providers, starting 
from a random point in time. After spawning each replica, the seeker has to meet a new provider on 
which a replica has not already been spawned. For the (k+1)-th replica, this occurs, on average, after 
EL(M −k) seconds, denoting the expected time for the seeker to meet one among the remaining M-k 
providers, starting from the end of a contact. Following this line of reasoning, and expressing EM and 
EL as functions of the average contact and inter-contact times (Ec and Et) as shown in [19], we can 
derive a closed form expression for EBi, as follows: 

EBi !
Ec+Et
p( p)

"
EcEt
Ec+Et

+ N(Ec+Et)lnM "1
M " i

i <M

EBM !
Ec+Et
p( p)

"
EcEt
Ec+Et

+ N(Ec+Et) ! + ln(M "1)[ ] i =M
 (3 ) 

where γ denotes the Euler’s constant. 

As shown in Figure 10 we model the second stage of the pipes with a queue. The service time of the 
queue represents the computation time at the provider CPU. To simplify the analysis, and without loss 
of generality, we assume that the computation time at any provider is exponentially distributed with 
average value 1/µ. Therefore, it is possible to model the second stage of the pipes as an M[X]/M/1 batch 
arrivals system, whose average delay turns out being independent of the particular stage 

ED =
1

µ !
!p(s)m*

p( p)

+
2 !m

*

p( p)
(Ec+Et)+1

2 µ !
!p(s)m*

p( p)
"

#
$

%

&
'

 (4 ) 

Finally, the average delay of the third stage can be easily computed as the time required by the seeker 
to meet a specific provider, plus a contact time, i.e. 

E! = ET (1)+Ec  (5 ) 

Notice that the analysis of ED also characterizes the “saturation region” of the system, i.e., the 
maximum replication levels for which the provider computational resources are not saturated. 

Specifically, it is possible to find a saturation threshold as mc =
µp( p)

!p(s)
, and the saturation region is the 

range of m values such that the corresponding values of m* is greater than mc. 

7.1.2 Selected results 
In this sub-section, we present selected performance results obtained from the analytical model 
(simulation results validating the analysis are also presented). A more complete set of results is 
available in [19] and Appendix G. Our main performance index is the expected service time. We 
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compare three policies: i) in the single policy each seeker generates a single request on the first 
encountered provider; ii) in the greedy policy each seeker replicates each request on all providers it 
meets, until the request is satisfied; this corresponds to setting the maximum number of allowed 
replicas to M; iii) in the optimal policy the maximum number of allowed replicas is computed 
according to the model. 

  
 

Figure 11. Representative cases of the expected service time as a function of m. 

Figure 11(a) allows us to highlight two important aspects. First of all, the existence of a trade-off that 
manifests itself as the number of replicas increases, and of a corresponding optimal operating point 
(the analytical curve stops when the system enters in the saturated region, as the expected service time 
is infinite beyond this point). Secondly, our results show that the analytical model is able to capture 
the trend of the simulation results up to the saturation point. According to the analytical model, the 
system saturates as soon as m is greater than 5, and the optimal operating point is achieved for m=4. 
Simulation results confirm this trend with good accuracy. Figure 11(b) shows a case in which the 
system never saturates. The optimal and the greedy policies outperform the single policy, and produce 
almost equivalent expected service times. However the optimal policy is more efficient than the 
greedy policy, as it generates a lower number of executions, and thus avoids useless resource 
consumption. 

  
 

Figure 12. Performance of the three policies in sparse scenarios. 

Figure 12 provides examples showing the autonomic adaptation properties of the optimal policy. 
Specifically, values used to obtain this scenario are shown in Table 1. Figure 12 (a) shows the optimal 
value of the maximum allowed number of replicas for different values of seeker and provider 
percentages. When the percentage of seekers is small, the optimal policy is the greedy one, i.e., m is 
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equal to M. This is because the load generated by such small number of clients is not enough to 
saturate the computational resources of the providers. However, as soon as the number of seekers 
increases beyond 20%, the optimal policy spawns parallel executions less aggressively than the greedy 
policy. In this scenario, the single policy is optimal just when the number of seekers is high (beyond 
50%), and the number of providers is low (below 20%), as the number of providers is so low that even 
replicating requests more than once results in significant congestion. Finally, for a given number of 
seekers, mopt increases with the number of providers, as increasing the number of providers means 
increasing the overall computational capacity of the system, and thus shifting the saturation point 
towards higher replication levels. Figure 12(b) shows the expected service time for the three policies 
in the case of p(p)=0.5 (similar remarks can be done with respect to the other values of p(p), as well). 
Analytical plots are drawn with solid curves, while dashed curves represent simulation results. For the 
optimal policy, the analytical and simulation curves can hardly be distinguished, as they overlap. For 
the analytical plot of the greedy policy, no result is available for p(s)=0.8 as the system is in the 
saturated region. Before that point, also for the greedy policy the analytical and simulation plots 
overlap. For p(s) ≤ 0.5, the optimal and greedy policies coincide, and therefore the four corresponding 
plots also overlap. As noted before, for a small number of seekers, the optimal policy coincides with 
the greedy policy. Actually, the curves of the greedy and optimal policies almost overlap up to p(s)=0.5 
included, as the two policies provide almost the same expected service time in this range. However, 
when the number of seekers increases beyond this point, the greedy policy saturates the system. On the 
contrary, for p(s)>0.5 the optimal policy significantly outperforms both the single and the greedy 
policies. The optimal policy results in just a slight increase of the expected service time as the number 
of seekers increases. By jointly looking at plots in Figure 12(a) and (b) it is clear that, as the number of 
seekers increases, the optimal policy reduces the number of spawned execution, and thanks to this, 
limits the increase of the expected service time. 

7.2 Characterization of inter-contact times 
A fundamental requirement for designing the SCAMPI service platform is to understand the 
characteristics of the opportunistic networking environment in terms of stability. This can have a 
profound impact on the design choices for the service composition mechanisms. In this part of the 
deliverable we report on the initial work we have carried out to revisit some foundational results on 
the stability of forwarding protocols in opportunistic networks. We hereafter summarize the key 
results of this part of the work. Full details are available in [21], which is also reported in Appendix H 
for the reader’s convenience. 

Foundational results in the area of mobile opportunistic networks have clearly shown that 
characterizing inter-contact times between nodes is crucial [2][7]. In this document we present an 
extended summary of a thorough investigation on the dependence between the distributions of 
individual node pairs inter-contact times and the distribution of the aggregate inter-contact times. 
Specifically, an individual pair distribution is the distribution of the time elapsed between two 
consecutive contacts between that pair of nodes. The aggregate distribution is the distribution of inter-
contact times of all pairs considered together, i.e., is the distributions of all inter-contact times 
measured in the network between any two nodes. A clear understanding of the dependence between 
the individual pairs and the aggregate distributions is very important, although not achieved in the 
literature yet. It has been clearly shown that, depending on the distribution of pairs inter-contact times, 
families of forwarding protocols may produce infinite expected delays [2]. However, most of the 
literature has focused on the aggregate distribution, assuming it is representative of the individual pairs 
distributions. Aggregate inter-contact times have been frequently found to be distributed according to 
a power-law with or without exponential cut-off. This has been perceived as a severe challenge for 
forwarding in opportunistic networks, as an important class of protocols yield infinite expected delay 
if individual pairs’ distributions are power-law [2]. 

31



v.2.0 SCAMPI  

 D2.1: Modeling frameworks for service provisioning and delivery in SCAMPI 
 

 

 

We have carefully revised the hypothesis that the aggregate distribution is representative of individual 
pairs’ distributions, by deriving an analytical model that describes the dependence between the two in 
a general heterogeneous networking environment. We assume that the rates of the pairs inter-contact 
times (the reciprocal of the averages) are drawn from a given distribution, which, therefore, determines 
the specific parameters of each pair inter-contact times. 

Our findings clearly show that relying on the aggregate inter-contact times distribution only for 
assessing key properties of opportunistic networks is not appropriate in general,, because it can be of a 
completely different nature with respect to the inter-contact time distributions of individual pairs. 
When the properties to be assessed depend on the latter, using the former can thus lead to wrong 
conclusions. In particular, finding a power-law in the aggregate inter-contact times distribution is not 
necessarily an indication that individual pairs distributions feature a heavy tail as well, and that 
therefore forwarding protocols may not converge. On the contrary, the heterogeneity of the network, 
represented in our study by the distribution of the individual pairs inter-contact rates, plays a crucial 
role in determining the nature of the aggregate distribution, which can be totally different from the 
distributions of the individual pairs. 

7.2.1 General model 
An intuitive result for the case when the network is formed by a known set of pairs with known 
contact rates has been found in [7]. Let us assume to monitor individual pairs inter-contact times for a 
large time interval T. Let us denote with P the number of pairs for which at least one inter-contact time 
is measured over T. Moreover, denote with Fp(x) the CCDF of inter-contact times for pair 
p, p ! 1,…, p{ } , with np(T) and N(T) the number of inter-contact times of pair p and the total number 

of inter-contact times over T, respectively. Finally, denote with θp the rate of inter-contact times for 
pair p (i.e., the reciprocal of the average inter-contact time) and with ! = ! pp!  the total rate of inter-

contact times. Then the CCDF of the aggregate inter-contact times F(x) can be expressed as in the 
following lemma. 

Lemma 1. In a network where P pairs of nodes exist for which inter-contact times can be observed, the 
CCDF of the aggregate inter-contact times is: 

F(x) =
! p

!
Fp(x)

p=1

P

!  (6 ) 

Lemma 1 is rather intuitive. The distribution of aggregate inter-contact times is a mixture of the 
individual pairs distributions. Each individual pair “weights” in the mixture proportionally to the 
number of inter-contact times that can be observed in any given interval (or, in other words, 
proportionally to the rate of inter-contact times). 

We now extend the result of Lemma 1 to the case in which the parameters of the individual pairs inter-
contact times are not known a priori. Specifically, we consider the general case in which the rates of 
individual pairs inter-contact times are independent and identically distributed (iid) according to a 
continous random variable Λ with density f(λ), λ ≥ 0 (for the generic pair p, λp denotes its rate). We 
also assume that all individual pairs inter-contact times follow the same type of distribution. For the 
generic pair p, the distribution parameters are set such that the resulting rate is equal to λp. Note that 
we are able to model heterogeneous networks, as inter-contact times distributions of different pairs are 
in general different, as their rates are different. With respect to the notation used in Section 3.1, we 
hereafter denote with Fλ(x) the CCDF of the inter-contact times between a pair of nodes whose rate is 
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equal to λ. Under these assumptions, the CCDF of the aggregate inter-contact times becomes as in 
Theorem 1. 

Theorem 1. In a network where the rates of individual pairs inter-contact times are distributed with 
density f(λ), the CCDF of the aggregated inter-contact times is as follows: 

F(x) = 1
E ![ ]

! f (!)F! (x)d!
0

"

#  (7 ) 

Note that generalizing Lemma 1 as in Theorem 1 results in a much richer tool for understanding the 
dependence between individual pairs and aggregate inter-contact times distributions. This model 
allows us to study the relationship between individual pairs and aggregate inter-contact times 
distributions, by assuming that i) individual pairs are heterogeneous; ii) their inter-contact times follow 
an arbitrary family of distributions (Fλ(x)); and iii) their rates follow another arbitrary distribution 
(f(λ)). A similar generalization was also attempted in [8]. However, the formulation in [8] is not exact, 
as it does not take into account the fact that, in the mixture defining F(x), distributions of more 
frequent contact patterns should “weight more” with respect to distributions of less frequent contact 
patterns. 

7.2.2 Study of relevant types of opportunistic networks 
We have exploited the model provided by Theorem 1 to investigate the dependence between the 
distributions of individual pairs inter-contact times and their aggregate distribution. Specifically, we 
consider exponentially distributed individual pairs inter-contact times (i.e., we assume that 
F! (x) = e

!!x ), and study how the aggregate CCDF F(x) varies for different distributions of the 
individual pairs inter-contact rates, f(λ). Considering exponential individual pairs inter-contact times is 
sensible, as analysis on traces indicates that this hypothesis cannot be ruled out, in general [8][12]. 

Firstly, we are able to derive some exact results. Specifically, we investigate under which conditions 
the aggregate inter-contact times follow exactly a given distribution. Then, we derive some asymptotic 
results. Specifically, in some cases it is not possible to exactly map a given aggregate distribution F(x) 
to a specific rate distribution f(λ), but it is possible to identify rate distributions such that the tail of the 
aggregate follows a certain pattern. 

With respect to the first class of results, we obtain the following Theorems. 

Theorem 2. When individual pairs inter-contact times are exponentially distributed, aggregate inter-
contact times are distributed according to a Pareto law with parameters  
α>1 and b>0 iff the rates of individual inter-contact times follow a Gamma distribution Γ(α−1, b), i.e. 

F(x) = b
b+ x
!

"
#

$

%
&
!

' f (") = b!(1

)(! (1)
"!(2e(b"  (8 ) 

Theorem 3. When individual pairs inter-contact times are exponentially distributed, aggregate inter-
contact times are distributed according to an exponential distribution with rate µ>0 iff the network is 
homogeneous, i.e., iff all individual pairs inter-contact times are exponentially distributed with rate µ: 

F(x) = e!µx " f (!) = " ! ! x( )  (9 ) 

where δ() is the Dirac delta function. 
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Theorem 2 is one of the most interesting results of this work. It has been found in [Aug07] that a large 
family of forwarding protocols yield infinite expected delay when the individual pairs inter-contact 
time distributions are Pareto with ! ! (1, 2] . Based on this result, it has been common in the literature 
to assume that, if the aggregate inter-contact time distribution is Pareto with ! ! (1, 2] , those 
forwarding protocols yield infinite delay. Theorem 2 clearly shows that this is not correct, as aggregate 
power-laws with ! ! (1, 2]  can be obtained starting from exponential individual pairs inter-contact 
times. In such a case, the expected delay of forwarding protocols is finite. On the other hand, Theorem 
3 shows that it is sufficient to look at the aggregate inter-contact time distribution only when it turns 
out being exactly exponential, as, starting from individual pairs exponential distributions, the only 
possibility is that all pairs inter-contact times are distributed with exactly the same exponential law 
found in the aggregate. 

Figure 13 provides a validation of the result in Theorem 2, by comparing analytical and simulation 
results for the case when the contact rates follow a Gamma distribution Γ(2,1) (the detailed simulation 
model is described in [21]). 

 

Figure 13. F(x), inter-contact rates Γ(2, 1). 

As far as the asymptotic results we consider the case when the rates are drawn from Pareto 
distributions. We first consider the case when rates follow a Pareto distribution whose CCDF is in the 

form F(!) = k
!
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#
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, ! > k . This means that rates cannot take values arbitrarily close to 0. Then, we 

consider the other possible form of Pareto distributions, F(!) = k
! + k
!
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, ! > 0 . In the latter case, 

rates can be arbitrarily close to 0. We obtain the following results. 

Theorem 4. When individual pairs inter-contact times are exponentially distributed and rates are 

drawn from a Pareto distribution F(!) = k
!

!

"
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"

, ! > k , the tail of the aggregate inter-contact times 

decays as a power-law with exponential cut-off, i.e.: 
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 for large x  (10 ) 
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Theorem 5. When individual pairs inter-contact times are exponentially distributed and rates are 

drawn from a Pareto distribution F(!) = k
! + k
!

"
#

$

%
&
"

, ! > 0 , the tail of the aggregate inter-contact times 

decays as a power-law with shape equal to 1, i.e.: 
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, ! > 0 ' F(x) ( 1
x

 for large x  (11 ) 

Theorem 5 shows another case when a power law aggregate distribution emerges from non-power-law 
individual pair distributions. Moreover, comparing Theorems 4 and 5 we can derive an interesting 
hint, i.e., the fact that a possible reason for a power law aggregate distribution is the fact that rates can 
be arbitrarily close to 0. This is intuitive, as rates close to 0 means that the probability of having very 
large inter-contact times for some pair is non-zero, and this results in a power law aggregate 
distribution. 

 

Figure 14. F(x), inter-contact rates Pareto(0.001, 2), λ>0. 

 

 
Figure 15. F(x), inter-contact rates Pareto(0.001, 2), λ>0.001. 

Figure 14 and Figure 15 validate the results of Theorems 4 and 5, comparing analytical and simulation 
results. 
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7.3 Mobility models 
Realistic mobility models are crucial for the simulation of Delay Tolerant and Opportunistic 
Networks. The long-standing benchmark of reproducing realistic pairwise statistics (e.g., contact and 
inter-contact time distributions) is today mastered by state-of-the-art models. However, mobility 
models should also reflect the macroscopic community structure of who meets whom. While some 
existing models reproduce realistic community structure - reflecting groups of nodes who work or live 
together - they fail in correctly capturing what happens between such communities. 

The work carried out in the reporting period to tackle this issue has been published in [17], which is 
also reported in Appendix I. In the rest of the section we summarize this work. 

In order to assess the latter, we considered the methodology depicted in Figure 16. We compared state-
of-the-art mobility models (SLAW, TVCM, HCMM) with mobility traces (Dartmouth, Eth Zürich, 
MIT and Gowalla) by aggregating contacts to a social graph (as shown on the left of Figure 17). We 
then analyzed and compared the respective social graphs using various metrics as listed below in the 
Figure. 

 

Figure 16 - Methodology to compare state-of-the-art mobility models and traces. 

 

The main finding is that nodes (i.e., people) are often connected by few bridging links (see Figure 17) 
between nodes that socialize outside of the context and location of their home communities.  
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Figure 17 - Contact Graph of Dartmouth trace. (Left) Communities (highly clustered nodes). (Right) 
Zoom-in: Bridges between communities. 

By analyzing the context and location of contacts, we then show that it is the social nature of bridges 
which makes them differ from intra-community links.   

The main findings and contributions of this study [17] are summarized below: 

§ Contribution 1: We show that the vast majority of models fail to correctly capture what 
happens between communities. Detailed contact trace analysis of various traces (from 
different origins) reveals that communities are often connected by few bridging nodes and/or 
strong bridging links. Figure 17 provides examples of these two types of interfaces. 
Comparing the findings from contact traces to contact graphs obtained from synthetic mobility 
models, we find that the latter do not manifest bridging links. 

§ Contribution 2: We analyze in detail the context and location of inter-community meetings in 
large datasets, where such context information is available or can be inferred. While this 
analysis is of more general interest, it also provides us insights in the origin of the discrepancy 
between bridges in traces and models: intra-community meetings (i.e., meetings between 
nodes belonging to the same community) predominantly occur inside a small, often exclusive 
set of locations (which we refer to as the ``home location'' for each community); however, 
inter-community meetings mostly occur outside the home location of either community and 
besides, in a synchronized manner between members of different communities highlighting the 
social component of human-beings. 

§ Contribution 3: Based on the above insights, we proposed a social overlay represented as a 
hypergraph to model time-synchronized meetings between nodes of different communities. 
Applying this as an extension to two state-of-the-art mobility models (TVCM and HCMM) we 
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show that it is able to reproduce correct bridging behavior while keeping other features of the 
original model intact. 

We would like to stress the high value of the Gowalla dataset we have used. Gowalla is a geo-social 
network service where users check-in to close-by spots (e.g., restaurants, office buildings), logging 
their position and context. We use the location data of 473 heavy-users who, during the 6 months from 
Apr. to Sept.2010, checked-in at least 5 days a week in the State of Texas. Since users only check-in 
and do not check-out, we cannot infer the stay duration at a spot. Therefore, we assume users are in 
contact when they have check-in less than 1 hour apart at the same spot. Note that by its nature, the 
Gowalla trace is sparser than the other traces. However, it still contains a large number of check-ins 
(400'000) leading to a total of 19'000 contacts 

As a final note, we also stress here the importance for SCAMPI of accurately capturing the interface 
between communities. The cuts between tightly connected communities are bottlenecks for example 
for dissemination or diffusion processes, and reflecting them correctly is important for obtaining 
realistic results from simulation. We believe that they provide a number of insights that should not be 
overlooked for the design of SCAMPI services. Eventually, traces of our extension of two state-of-the-
art mobility models can and should be used to evaluate empirically performances of SCAMPI 
solutions. 

7.4 Characterization of locality and mobility of connections for information 
exchange 

Independently of what technology they rely on, opportunistic mobile ad-hoc networks will allow users 
of portable devices such as smartphones and netbooks to communicate in a natural and effective way, 
taking advantage of locality and mobility to increase information exchange opportunities. The 
potential of epidemic dissemination is huge, enabling, for instance, a wide range of mobile ad-hoc 
communication and social networking applications supported entirely through opportunistic contacts 
in the physical world. However, communication in such opportunistic mobile ad-hoc networks is 
challenging due to the volatility of contacts, communication technologies, and resource limitations 
(e.g., batteries, communication opportunities, wireless data transmission technologies). 
Communication is also strongly impacted by human mobility, which is driven by user social behavior.  
Despite substantial work in the area, both theoretical and experimental, our understanding of these 
networks is limited. Progress in understanding opportunistic mobile ad-hoc networks is mainly limited 
by the difficulty to collect complete traces, and to model large systems with realistic assumptions 
(which is linked to the absence of large experimental data sets). The main difficulty in the 
experimental approach is to collect traces that (i) contain enough information about each device (in 
particular its mobility, social profile of its owner, exhaustive list of contact opportunities, duration of 
contacts and communication technology impact) and (ii) are not biased by constraints due to 
experimental conditions. 

In particular, there is a need to collect and consider data that encompasses the behavior of all devices 
in a population—not just experimental devices—to have a complete view of the experimental 
environment. Indeed, most data sets collect information in a pre-defined experimental population, such 
as participants carrying GPS receivers, Bluetooth sensors and smartphones, and WiFi PDAs. These 
data sets have at best a partial view of the environment, and of the role non-experimental devices 
could play in data dissemination.  

We use publicly available traces to improve the understanding of information dissemination in 
opportunistic mobile ad-hoc networks. We overcome the limitations identified above by choosing 
traces that collect information about all devices in an area (and not only a limited set of experimental 
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devices). We further process these traces by subdividing each trace based on a specific social or 
professional geographical area of interest. We observe that a significant amount of devices appear 
rarely within a given area, and because of their large population, we explore their impact on 
information dissemination. In each sub-trace, we define two classes of populations with different 
presence characteristics, namely Socials and Vagabonds. Socials are individuals who return 
periodically to a specific area (analogous to the experimental devices in the discussion above, or to 
community members). Vagabonds instead are seen more rarely and randomly (i.e., the external 
devices that are in general not measured, or removed from traces because of partial information). A 
device can be a Vagabond in one area, and Social in another as well as change its role over time, thus 
exhibiting both spatial and temporal characteristics. 

The first contribution of our work is to study data dissemination spanning a large range of Social and 
Vagabond compositions.  Second, we observe that the efficiency of content propagation is not only a 
consequence of the devices’ social status, but also a consequence of the number and density of 
devices. We see that in many cases, due to their large population, Vagabonds are more effective in 
spreading a message, even though they are considered unimportant. They therefore play a key role in 
information dissemination and they should not be ignored. Third, we study both experimentally and 
analytically the “tipping” point beyond which the population size becomes more significant than the 
social status. We do so by observing this behavior on our traces but also by developing an analytic 
model that formally characterizes the relationship between population size and the social behavior of 
users. Our analysis confirms our experimental results and identifies a simple formula for determining 
when data dissemination through Vagabonds outperforms dissemination through Socials.  

7.4.1 Data sets 
We use traces from three data sets.2 We specifically chose these traces because they represent distinct 
and considerably different mobile environments. We refer to these data sets as Dartmouth, San 
Francisco (SF) and Second Life (SL), according to the location where they were collected. We further 
subdivide Dartmouth and SF into smaller geographical areas that have different social behavior 
characteristics. Table 3 summarizes the basic characteristics of the three data sets we consider. We 
discuss below the features of each data set and our motivation for using them.  

Table 3:  Characteristics of the data sets. 

Data Set Pop. Length Area Pop. type Log Freq. 

San Francisco 483 24 days City Cabs 1–3 mins 

Dartmouth 4248 60 days Campus Devices Instant 

Second Life 2713 10 days Small Avatars 1–3 mins 
 

 

Dartmouth.  The Dartmouth data set comprises logs of association and disassociation events between 
wireless devices and access points at Dartmouth. The logs span 60 days and include events from 4920 
devices. Of these, 4248 have at least one contact with another device, and we focus our study on these 

                                            
2 Two available through CRAWDAD at http://crawdad.cs.dartmouth.edu 
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devices. As with many previous studies using WiFi traces, we assume that two devices are “in 
contact” when associated with the same access point.  We identify three areas within the Dartmouth 
campus likely visited by different social communities: Engineering (300m×200m), and Medical 
(300m×300m) are specific schools while Dining (150m×150m) corresponds to the main food court of 
the Dartmouth College campus where we expect all students to mix.   

San Francisco. The San Francisco data set consists of GPS coordinates of 483 cabs operating in the 
San Francisco area, collected over a period of three consecutive weeks. We assume that any two cabs 
can communicate whenever their distance is less than 100 meters, a realistic range for WiFi 
transmissions.3 We select three regions of San Francisco in which we expect cabs to exhibit different 
behavior. We refer to these areas as Sunset (2km×6km), Airport (0.7km×1km), and Downtown 
(2km×2km).  Our cab population is not exhaustive but represents all vehicles in a cab company 
comprising a large proportion of the San Francisco cabs, which number around 1500. The interest of 
this trace is that it represents the behavior of taxi drivers in different parts of a city where some of 
them live, park their cab, or simply decide to wait for customers because of their friends or social 
habits. Their social behavior is clearly impacted (and possibly dominated) by customer requests and 
the lack of information about customers is clearly a limitation of this trace. Nonetheless, the SF trace 
is very interesting as it is representative of a community behavior across the different areas we study, 
and it is the only environment where the ratio of Social and Vagabond varies significantly. Last, it is 
worth noting that mobility in this trace is mostly defined by traffic conditions and speed limits. 

Second Life. The last data set captures avatar mobility in the Second Life (SL) virtual world. The data 
set consists of the virtual coordinates of all 3126 avatars that visit a virtual region during 10 days. We 
assume that two avatars are able to contact each other and exchange data when they are within a 
vicinity of 10 meters, a reasonable range for close-proximity communication such as Bluetooth. The 
number of avatars that engage in contacts is 2713, and as with the Dartmouth trace we study only 
these avatars. It has recently been shown that the social network defined by such contacts between SL 
avatars resembles real-life social networks.  We do not define sub-areas in this data set as the virtual 
region is small (300m×300m). This limitation is balanced by the exhaustive user population captured, 
where Socials are people returning on regular basis and Vagabonds are occasional visitors that come 
only once in most cases.  

7.4.2 Socials and Vagabonds 
We first classify users according to their social mobility behavior. To do so, we divide the user 
population in each trace into two distinct groups: Socials and Vagabonds. Intuitively, Socials are the 

devices that appear regularly—and, 
therefore, predictably—in a given area. In 
contrast, Vagabonds are devices that visit 
an area rarely and unpredictably. 

Based on the above intuitive definition, we 
propose three different methods for 
classifying users into Vagabonds and 
Socials, and we apply these methods to the 
selected areas of the three data sets we 
presented in the previous section. By 
definition, the classification of a user as a 

                                            
3 We tried other values and observed no significant difference for ranges of 100–300 meters in our results. 
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Figure 2: Total time the population appears in each area. The black dots
represent the knees of the CDF curves as found by the linear regression
method.

4.1 Identifying Vagabonds and Socials
The first method classifies users based on how long they stay in

a given area. The other two methods classify users based on the
regularity of their appearance in an area.
The results shown in this section focus on a five-day consecutive

weekday period, as we expect Vagabonds and Socials to exhibit
different behavior between weekdays and weekends. We have ver-
ified, however, that our definitions and behavioral properties hold
on all other five-day weekday periods in all traces.

4.1.1 Least Total Appearance
We define total appearance as the total time spent by each device

within an area during the five-day period. Figure 2 shows the CDF
of the total appearance time of the population for the first week of
each area. In almost all areas (excluding Engineering) more than
75% of the population appears less than 20% of the time, with even
lower appearance time being the common case. Thus, few devices
stay within an area for longer periods and, intuitively, such devices
would be the Socials of this particular area.
We define the least total appearance (LTA) threshold as the first

inflection point (“knee”) of the CDF of the total appearance for
an area. This threshold separates Vagabonds from Socials, and is
specific to each area.
To objectively identify such inflection points in the CDF curves

of Figure 2, we employ a technique for detecting significant changes
in curvature [13]. Each curve is iteratively approximated by a
straight line using linear regression in the range [0, t], where t > 0.
The iteration stops when there is a significant error in the approxi-
mation. We assume that there is a significant error in approximation
when the correlation coefficient r is such that r2 < 0.9. This point
identifies the knee in the CDF, and thus also signifies the threshold
that we should use in the LTA method.
Figure 2 also shows the inflection points for the different sub-

areas as dots on their respective CDF curves. Although Sunset has a
single clear “knee”, Downtown and Engineering do not. Downtown
has two possible inflection points, and LTA selects the lowermost.
Engineering has no distinctly apparent knee. Its curvature varies
slowly across the full distribution, and LTA eventually selects a
point as the CDF levels off.

4.1.2 Fourier
Our second classification method, Fourier, detects periodicity.

It relies upon the Fourier transformation and the autocorrelation
of the appearance of a user in an area, approaches used in signal
processing to detect periodicity.

Figure 3: An example of a social device detected using the Fourier method.

We employ a technique by Vlachos et al. [28], and Figure 3
shows an example of applying this technique to a device in Dart-
mouth Medical. The top graph shows the appearance of the device
throughout a five-day period. The next graph shows the Fourier
transform of this signal into the frequency domain.
The Vlachos technique determines a threshold on the frequency

coefficients in the Fourier transform. If the transform has coeffi-
cients above the threshold, the device appearance is periodic and
corresponds to a social user. Otherwise, the device is a Vagabond.
The bottom graph shows the threshold for the example device with
a horizontal dashed line. Several Fourier coefficients exceed this
threshold, and hence the device is Social.
For social devices, the technique identifies the inverse of the

highest frequency coefficient as a potential period of the device
appearance. The technique subsequently uses autocorrelation to
improve the accuracy of the period estimate.
The Fourier method is problematic for nodes that appear very in-

frequently (e.g., once or twice). The spectrum of such nodes would
be roughly uniform (e.g., white noise), making the selection of an
appropriate threshold difficult. Consequently, almost half of de-
vices that appear once or twice in certain areas were labeled as
Socials by this method, which is clearly a mischaracterization. As
a result, we investigate an additional method that focuses on peri-
odicity.

4.1.3 Bin
Our third method, termed Bin, is motivated by the observation

that people’s mobility patterns exhibit a diurnal behavior [8]. Our
traces also confirm this behavior, as the most frequent period de-
tected by the Fourier method was 24h. Based on this observation,
Bin detects if a user appears every day in an area, and consistently
during the same time period.
For each trace we divide our measurement period into bins of

equal size b, corresponding to the length of the “time period” during
which a user frequents the area. We then represent the appearance
of each device over time as a binary string, where each bit corre-
sponds to a time bin. For each device, we flag a time bin with “1”
if the device appears in the area during the period corresponding to
this bin, and “0” otherwise.
We then consider a device to be periodic if it appears every day,

at a specific period of the day. For a given bin size b, a device
whose corresponding string has a “1” every 24

b
bits is periodic. For

flexibility, we identify a device as periodic even when an exact bin
is not flagged but a neighboring (either previous or next) bin is.
If a device is “periodic” by this definition we consider it Social,
otherwise it is a Vagabond.
In experiments using the Bin method in this paper, we use bin

sizes of 3 hours. We believe that this is representative of the time

Figure 18 : Total appearance in each area. 
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Social or a Vagabond will depend on the area one considers. For example, it is possible that a user is a 
Social in the Engineering area of Dartmouth, and a Vagabond in the Medical area. 

Least Total Appearance.  This method classifies users based on how long they stay in a given area.  
We define total appearance as the total time spent by each device within an area during the five-day 
period.  The least total appearance (LTA) threshold then is the first inflection point (“knee”) of the 
CDF of the total appearance for an area. This threshold separates Vagabonds from Socials, and is 
specific to each area.  This inflection point is shown for each area in Figure 18. 

Fourier.  Our second classification method detects periodicity.  It relies upon the Fourier 
transformation and the autocorrelation of the appearance of a user in an area, approaches used in signal 
processing to detect periodicity.  We employ a technique by Vlachos et al.4 that determines a threshold 
on the frequency coefficients in the Fourier transform. If the transform has coefficients above the 
threshold, the device appearance is periodic and corresponds to a social user. Otherwise, the device is 
a Vagabond.  For social devices, the technique identifies the inverse of the highest frequency 
coefficient as a potential period of the device appearance. The technique subsequently uses 
autocorrelation to improve the accuracy of the period estimate.  

The Fourier method is problematic for nodes that appear very infrequently (e.g., once or twice). The 
spectrum of such nodes would be roughly uniform (e.g., white noise), making the selection of an 
appropriate threshold difficult. Consequently, almost half of devices that appear once or twice in 
certain areas were labeled as Socials by this method, which is clearly a mischaracterization. As a 
result, we investigate an additional method that focuses on periodicity. 

Bin.  Our third method is motivated by the observation that people’s mobility patterns exhibit a diurnal 
behavior. Our traces also confirm this behavior, as the most frequent period detected by the Fourier 
method was 24h. Based on this observation, Bin detects if a user appears every day in an area, and 
consistently during the same time period.  For each trace we divide our measurement period into bins 
of equal size b, corresponding to the length of the “time period” during which a user frequents the 
area. We then represent the appearance of each device over time as a binary string, where each bit 
corresponds to a time bin. For each device, we flag a time bin with “1” if the device appears in the area 
during the period corresponding to this bin, and “0” otherwise.  We then consider a device to be 
periodic if it appears every day, at a specific period of the day. For a given bin size b, a device whose 
corresponding string has a “1” every 24/b bits is periodic. For flexibility, we identify a device as 
periodic even when an exact bin is not flagged but a neighboring (either previous or next) bin is. If a 
device is “periodic” by this definition we consider it Social, otherwise it is a Vagabond. 

In experiments using the Bin method we use bin sizes of 3 hours. We believe that this is representative 
of the time variance of the diurnal behavior of users from one day to the next. We obtained very 
similar results when repeating the experiments with a bin size of 4 hours, suggesting that around this 
time granularity the results are not very sensitive to the bin size. 

For the remainder of our study, we use the Bin method to classify Socials and Vagabonds. Bin strikes 
a balance between the simplicity of LTA and the rigidity of Fourier. Although LTA is simple, the 
single dimensionality of appearance time is not flexible enough to capture essential differences in 
Social behavior across the full range of areas. Fourier, however, requires Socials to appear according 

                                            
4 M. Vlachos, P.S. Yu, and V. Castelli.  On Periodicity Detection and Structural Periodic Similarity.  In SDM, 2005. 
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to a strict period and regimented schedule. Bin goes beyond LTA by incorporating appearance 
frequency and periodicity, but with a level of flexibility that better matches human behavior. 

7.4.3 Contact properties 
We examine three different contact metrics: the contact rate, the inter-contact time, and the contact 
duration. We study these metrics for four different contact scenarios: Social-meets-Socials (SS), 
Vagabond-meets-Socials (VS), Social-meets-Vagabonds (SV) and Vagabond-meets-Vagabonds (VV).  
Our main observation is that Socials have significantly higher contact rates than Vagabonds, indicating 
that they have more opportunities for data dissemination, while inter-contact times are heavier tailed 
for Vagabonds. This observation is in accordance with our expectations based on our definition of 
Vagabonds and Socials and provides a validation point for the classification method that we chose. 
However, we have also seen that Vagabonds considerably outnumber Socials in most regions. We 
later study how these two factors interact to affect data dissemination. 

Contact rate.  For each device, we compute the number of contacts per hour with other devices in the 
social or vagabond group. We normalize this metric to remove the bias introduced by the size of the 
target population. 

We observe in all areas that the SS contact rate is an order of magnitude higher than the VV contact 
rate, with the VS and SV contact rates somewhere in between. The distribution shape appears to be 
driven by the region characteristics and by the nature of the source device. The tail of the distribution 
is longer when the source device is a Vagabond (VS and VV contact rates), while SS and SV contact 
rate distributions decay faster and have short tails. This indicates that there are few Vagabonds that 
have higher contact rates than the rest of the vagabond population. This is possibly due to our method 
for selecting Socials and Vagabonds. Social devices exhibit quite homogeneous contact rates on the 
other hand. 

Inter-contact time.  The inter-contact time of a device is the time interval that starts with the end of a 
contact and ends with the beginning of the next contact, whatever the device encountered is. This 
quantity is very interesting as it characterizes the periods during which a device cannot forward any 
content to other devices.  In previous work, the inter-contact distribution has been shown to be heavy 
tailed, which makes it impossible to estimate the delivery performance in such a network.  Figure 19 
shows the CDF of the inter-contact time by social group of devices for the representative areas in each 
data set.  In the main body of the distribution (below 12 hours), inter-contact is similar for Socials 
(respectively Vagabonds), independently of what type of device they encounter. This part of the 
distribution characterizes the mobility patterns that are specific to each area. The tails of the 
distribution though are always much longer when the device met is a Vagabond, independently of the 
nature of the source, which characterizes the vagabond devices and not the mobility in the area. This 
heavy-tailed inter-contact with Vagabonds will help us explain later why Vagabonds are not 
individually as effective at content dissemination. 
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Figure 4: Contact rate distributions in three areas.
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Figure 5: Inter-contact time distributions.

5.3 Contact duration
The amount of data that can be transmitted between two devices

depends both on contact durations and on the communication tech-
nology (e.g., WiFi or Bluetooth). Therefore, contact duration is
difficult to interpret and does not characterize the performance of
communication in opportunistic ad-hoc networks. Contact duration
is mostly a characteristic of the mobility in the area. As a conse-
quence, we find that Socials and Vagabonds experience comparable
contact characteristics and their distributions are very similar; as a
result, we do not plot their distributions. In the Dartmouth data
set, contacts last longer due to the stationary nature of the devices.
Contacts are uniformly distributed between a couple of minutes and
3 hours. In San Francisco, the contact duration is defined by the
road traffic condition in each area (with most of the cabs experi-
encing contacts between one second and one minute). In Second
Life, avatar mobility is defined by social events or points of inter-
est, which leads to the majority of contacts lasting between one
minute and one hour.

6. DATA DISSEMINATION
We now analyze the impact of each social group of devices on

data dissemination using trace driven simulations. We replay each
trace multiple times using only Socials, only Vagabonds, or any
device to propagate messages, while all devices can receive mes-
sages.
Our main observation is that, in areas in which Vagabonds out-

number Socials significantly, dissemination using Vagabonds out-
performs dissemination using Socials, despite the lower contact
rate experienced by Vagabonds. Further, we observe in most traces
that there is a simple law by which we can predict which population
is going to be more effective at propagating information.

6.1 Methodology
We simulate message dissemination using flooding. Since the

outcome depends on the start time of the simulation, we repeat the

simulation by uniformly sampling many start times between the
beginning of the selected week (Sunday midnight) and the middle
of that week (Wednesday noon). At the start of each simulation
only one device carries the message, and for each randomly cho-
sen start time we simulate dissemination starting from each of the
devices in the trace. Simulations last 2.5 days to ensure they all
complete within the week-long trace. The number of simulations
is determined by the standard deviation of the results of the com-
pleted simulations. For each point in time we calculate the average
value and standard deviation of the number of devices receiving the
message for all the completed simulations. We perform as many
simulation runs as necessary so that each sampled point is within a
95% confidence of its expected value.
We also assume that message transfers are instantaneous. This

simplification overestimates transmission opportunities, but it does
not introduce a bias between Socials and Vagabonds as they exhibit
similar contact durations characteristics.
We study two metrics that characterize message dissemination

in an area. The first characterizes the epidemic behavior of a pop-
ulation, while the second reports the optimal transmission delay in
the network. Contamination is the number of devices that receive
a given message as a function of time. Contamination reflects how
effective a given population is at disseminating information in an
area. In contrast, shortest path is the minimum time that is needed
to reach a selected device. This metric characterizes the delay per-
formance of propagation for each social group.

6.2 Contamination Evaluation
To understand the role that Socials and Vagabonds play in trans-

mitting a message to the population of an area we first examine
the number of devices that the message can reach relying only
on Vagabonds or Socials. Note that we only account for message
transmissions that take place through contacts that occur within the
boundaries of the area. If devices make contact outside the area,
we do not consider it to be a transmission opportunity since that
situation does not reflect the contamination properties of a specific

 

Figure 19 : Inter-contact time distributions. 

Contact duration.  The amount of data that can be transmitted between two devices depends both on 
contact durations and on the communication technology (e.g., WiFi or Bluetooth).  Contact duration is 
mostly a characteristic of the mobility in the area. As a consequence, we find that Socials and 
Vagabonds experience comparable contact characteristics and their distributions are very similar. 

7.4.4 Information Dissemination 
We now analyze the impact of each social group of devices on data dissemination using trace driven 
simulations. We replay each trace multiple times using only Socials, only Vagabonds, or any device to 
propagate messages, while all devices can receive messages. 

Our main observation is that, in areas in which Vagabonds outnumber Socials significantly, 
dissemination using Vagabonds outperforms dissemination using Socials, despite the lower contact 
rate experienced by Vagabonds. Further, we observe in most traces that there is a simple law by which 
we can predict which population is going to be more effective at propagating information.  We study 
two metrics that characterize message dissemination:  contamination is the number of devices that 
receive a given message as a function of time (effectiveness of dissemination); shortest path is the 
minimum time that is needed to reach a selected device.  Figure 20 shows the contamination result for 
the three areas, represented by the median across all simulations of the percentage of all devices 
reached. The general observation is that Socials outperform Vagabonds in areas where they are the 
majority (SF Downtown) or of comparable population size (Dartmouth Engineering).  However, in 
areas where Vagabonds largely dominate, they exhibit better contamination characteristics than 
Socials (Second Life).  Figure 21 plots the delay distributions.  As with contamination, we observe 
than when Vagabonds significantly dominate in number (Second Life), they achieve best delays.  In 
areas where Socials dominate or are comparable in number to Vagabonds, the shortest paths achieved 
by Socials are very close to those obtained using all devices and Vagabonds do not seem to contribute 
significantly to reducing the delays.  As a result, in areas visited by many infrequent visitors, it is 
worthwhile sending a message to such visitors so that the message will arrive faster to someone that 
socializes within that area. In such a scenario, Vagabonds act as shortcuts in communication. 
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Figure 6: Contamination within an area when using Vagabonds (V), Socials (S), or any device (A) to propagate messages.
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Figure 7: Shortest paths within an area when using Vagabonds (V), Socials (S), or any device (A) to propagate messages.

group of devices (the nature of a device being potentially different
in each area).
Figure 6 shows the contamination result for the three different

representative areas that we used previously. The curves represent
the median across all simulations of the percentage of all devices
reached.
The general observation is that Socials outperform Vagabonds in

areas where they are the majority (SF Downtown) or of compara-
ble population size (Dartmouth Engineering). However, in areas
where Vagabonds largely dominate, they exhibit better contamina-
tion characteristics than Socials (Second Life). We also observed
the same effect in all the other areas where Vagabonds form a clear
majority (Dartmouth Dining and Medical, SF Sunset).
Individually, Socials contaminate more effectively than Vaga-

bonds because they have a higher contact rate and more frequent
contacts. In contrast, Vagabonds experience long periods of time
without an opportunity to forward a message. However, we ob-
serve that large populations of Vagabonds can achieve the same
contamination performance as Socials. Each Vagabond has a lower
contact rate, but with many Vagabonds the total number of contacts
is as high as what Socials would achieve with a smaller number of
devices.

Area Better Socials Vagabonds V / S
Airport S 99 199 2.01
Downtown S 22 45 2.04
Sunset V 48 220 4.58
Dining V 99 205 2.07
Engineering S 229 482 2.10
Medical V 43 140 3.26
Second Life V 37 215 5.81

Table 4: Vagabond and social population sizes when contamination is com-
parable using either of the two groups.

To explore the relationship between the number of devices and

social behavior further, we simulate message dissemination while
varying the population sizes of each group by taking random sub-
sets. We decrease the number of Socials when the social group
performs better in an area, or similarly decrease the number of
Vagabonds when they perform better, until we observe a similar
contamination ratio for dissemination using each group. Table 4
reports these results. To have comparable contamination ratios,
Vagabonds need to number two to six times more than Socials, de-
pending on the area. Of course, these results are just one point in
the parameter space balancing population sizes and social class—
but they hint at the possibility of a deeper relationship. In the next
Section, we formally present a model that develops a general “law”
for this relationship.
We learn here two major properties of communication in oppor-

tunistic ad-hoc networks. First, the effectiveness of contamination
is more a matter of contact “density” in an area than an issue of
social behavior. Second, Vagabonds have an important role in dis-
semination of information and should not be ignored or removed
when studying propagation in opportunistic networks.

6.3 Shortest Path Evaluation
Lastly, we study a shortest path metric that measures the mini-

mum time needed for a message to reach a specific device. We are
interested in understanding if, because social devices visit an area
frequently, messages to Socials will be delivered faster. We also
want to understand if Vagabonds can act as “shortcuts” in message
transmission. Therefore, we only study shortest path between any
device and a Social.
For each device sending a message, we calculate the shortest

path to any Social using only Socials, only Vagabonds, or any de-
vice. We calculate the median delay (i.e., the delay for 50% of the
destinations) per message and we plot the distributions in Figure 7.
As with contamination, we observe than when Vagabonds signifi-
cantly dominate in number (Second Life), they achieve best delays.
In areas where Socials dominate or are comparable in number to

 

Figure 20: Contamination within an area when using Vagabonds (V), Socials (S), or any device (A) to 
propagate messages 

0 10 20 30 40 50 60

Time (hours)

0

20

40

60

80

100

In
fe
ct
ed

(%
)

S
V
A

(a) Downtown

0 10 20 30 40 50 60

Time (hours)

0

20

40

60

80

100

In
fe
ct
ed

(%
)

S
V
A

(b) Engineering

0 10 20 30 40 50 60

Time (hours)

0

20

40

60

80

100

In
fe
ct
ed

(%
)

S
V
A

(c) SL

Figure 6: Contamination within an area when using Vagabonds (V), Socials (S), or any device (A) to propagate messages.

0 10 20 30 40 50 60

Path length (hours)

0

20

40

60

80

100

C
D
F

A
V
S

(a) Downtown

0 10 20 30 40 50 60

Path length (hours)

0

20

40

60

80

100

C
D
F

A
V
S

(b) Engineering

0 10 20 30 40 50 60

Path length (hours)

0

20

40

60

80

100

C
D
F

A
V
S

(c) SL

Figure 7: Shortest paths within an area when using Vagabonds (V), Socials (S), or any device (A) to propagate messages.

group of devices (the nature of a device being potentially different
in each area).
Figure 6 shows the contamination result for the three different

representative areas that we used previously. The curves represent
the median across all simulations of the percentage of all devices
reached.
The general observation is that Socials outperform Vagabonds in

areas where they are the majority (SF Downtown) or of compara-
ble population size (Dartmouth Engineering). However, in areas
where Vagabonds largely dominate, they exhibit better contamina-
tion characteristics than Socials (Second Life). We also observed
the same effect in all the other areas where Vagabonds form a clear
majority (Dartmouth Dining and Medical, SF Sunset).
Individually, Socials contaminate more effectively than Vaga-

bonds because they have a higher contact rate and more frequent
contacts. In contrast, Vagabonds experience long periods of time
without an opportunity to forward a message. However, we ob-
serve that large populations of Vagabonds can achieve the same
contamination performance as Socials. Each Vagabond has a lower
contact rate, but with many Vagabonds the total number of contacts
is as high as what Socials would achieve with a smaller number of
devices.

Area Better Socials Vagabonds V / S
Airport S 99 199 2.01
Downtown S 22 45 2.04
Sunset V 48 220 4.58
Dining V 99 205 2.07
Engineering S 229 482 2.10
Medical V 43 140 3.26
Second Life V 37 215 5.81

Table 4: Vagabond and social population sizes when contamination is com-
parable using either of the two groups.

To explore the relationship between the number of devices and

social behavior further, we simulate message dissemination while
varying the population sizes of each group by taking random sub-
sets. We decrease the number of Socials when the social group
performs better in an area, or similarly decrease the number of
Vagabonds when they perform better, until we observe a similar
contamination ratio for dissemination using each group. Table 4
reports these results. To have comparable contamination ratios,
Vagabonds need to number two to six times more than Socials, de-
pending on the area. Of course, these results are just one point in
the parameter space balancing population sizes and social class—
but they hint at the possibility of a deeper relationship. In the next
Section, we formally present a model that develops a general “law”
for this relationship.
We learn here two major properties of communication in oppor-

tunistic ad-hoc networks. First, the effectiveness of contamination
is more a matter of contact “density” in an area than an issue of
social behavior. Second, Vagabonds have an important role in dis-
semination of information and should not be ignored or removed
when studying propagation in opportunistic networks.

6.3 Shortest Path Evaluation
Lastly, we study a shortest path metric that measures the mini-

mum time needed for a message to reach a specific device. We are
interested in understanding if, because social devices visit an area
frequently, messages to Socials will be delivered faster. We also
want to understand if Vagabonds can act as “shortcuts” in message
transmission. Therefore, we only study shortest path between any
device and a Social.
For each device sending a message, we calculate the shortest

path to any Social using only Socials, only Vagabonds, or any de-
vice. We calculate the median delay (i.e., the delay for 50% of the
destinations) per message and we plot the distributions in Figure 7.
As with contamination, we observe than when Vagabonds signifi-
cantly dominate in number (Second Life), they achieve best delays.
In areas where Socials dominate or are comparable in number to

 

Figure 21:  Shortest paths within an area when using Vagabonds (V), Socials (S) or any device (A) to 
propagate messages 

From this trace-driven study, we observe that the performance of data dissemination depends both 
on the density of devices as well as their contact rate. As a result, even though Vagabonds have on 
average an order of magnitude fewer contact opportunities than Socials, they can achieve similar 
dissemination performance in areas with 3–4 times more Vagabonds than Socials.  We formally 
characterize the relationship between the population size and the social behavior of users under which 
such phenomena occur. Our approach relies on a so-called “mean field” limit applied to epidemic 
dissemination.   Details on this analysis can be found in the technical report attached in the Appendix 
K and in [32]. 

7.5 Exploitation of local connections for information exchange 
We now consider models for the distribution of content over mobile opportunistic networks.  The 
basic concept is that mobile peers wishing to retrieve a file can do so by downloading chunks from 
other peers they encounter opportunistically.  Content distribution systems based on this content are 
very attractive since they harness the bandwidth available during local interactions among mobile 
peers. 

Bottlenecks in such peer-to-peer systems are a result of the opportunistic nature of the communication 
between peers: two peers with local connections may not necessarily belong to the same swarm and 
may not be interested in the same content. Nevertheless, during encounters with peers from other 
swarms, a peer may use its idle bandwidth to obtain pieces of files in other swarms. Such exchanges 
can aid the propagation of under-replicated pieces that are otherwise hard to locate. If designed 
properly, such inter-swarm exchanges have the potential to improve the overall performance in terms 
of sojourn times and system stability. 
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The system that we model is a universal swarm, consisting of several peers wishing to retrieve 
different content items. Peers share content that they store with other peers while they are in the 
system; once a peer retrieves the content item that it is interested in, it exits the system. 

We assume that two mobile peers come into contact whenever they are within each other’s 
transmission range.   No “universal tracker” exists, and peers do not know which peers in other 
swarms may be storing the items they request. 

We make the following assumptions. First, every peer entering the system is only interested in 
downloading a single content item; once this single item is retrieved, the peer immediately exits the 
system. Second, whenever a peer contacts another peer that stores its requested item, it is able to 
retrieve the entire item immediately. Third, peers arrive with non-empty caches, and begin to share 
immediately when they enter the system. 

The above assumptions are obviously simplifications of real-life peer-to-peer system behavior. On one 
hand, if our items correspond to the granularity of files, a peer would not be able to download an entire 
file within one downloading session with another peer. If, on the other hand, items correspond to the 
granularity of chunks, peers would need to retrieve several items before exiting the system. 
Nevertheless, in spite of these simplifications, our analysis provides interesting insights in universal 
swarm behavior, in the context of mobile opportunistic peers. 

7.5.1 Model 
We consider a universal swarm in which content items belonging to a set K, where |K| = K, are shared 
among transient peers. Each peer arrives with a request i ∈ K and a cache of items f ∈ K , where C = |f| 
is the capacity of the cache. We denote by F={f ⊂K:|f|=C} the set of all possible contents of a peer’s 
cache. 

A peer swarm consists of all peers interested in retrieving the same item i ∈ K. We partition the peers 
in the system into classes according to both (a) the item they request and (b) the content in their cache. 
That is, each pair (i,f) ∈ C = K × F defines a distinct peer class. 

Peers requesting item i ∈ K  and storing f ∈ F  arrive according to a Poisson process with rate λi,f , and 
we assume that arrivals across different classes are independent. By definition, λi,f =0 if i∈f. We denote 
by λ=∑(i,f)∈Cλi,f the aggregate arrival rate of peers in the system. 

Contact Process.  Opportunities to exchange items among peers occur when two peers come into 
contact. A contact indicates that two mobile peers are within each other’s transmission range.  
Formally, if N(t) is the total number of peers in the system at time t, then a given peer a present in the 
system contacts other peers according to a non-homogeneous Poisson process with rate μ(N(t))1−β, 
β∈[0,2].  The peer with which peer a comes into contact is selected uniformly at random from the N(t) 
peers currently present in the system.  Moreover, the above contact processes are independent across 
peers.  The parameter β is used to capture different communication scenarios that may arise in a 
mobile or online network. We classify these below into contact-constrained, constant- bandwidth, and 
interference-constrained scenarios. 

Contact-constrained communication. When 0 ≤ β < 1, the contact rate of a peer grows proportionally 
to the total peer population. This would be the case in a sparse, opportunistic or DTN-like wireless 
mobile network, where peers are within each other’s transmission range very infrequently. In such 
cases, the bottleneck in data exchanges is determined by how often peers meet. Adding more peers in 
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such an environment can increase the opportunities for contacts between peers. This is reflected in the 
increase of a peer’s contact rate as the population size grows. 

Constant-bandwidth communication. When β = 1 the contact rate of a peer does not depend on the 
population size. This reflects constant-bandwidth scenarios, where the system population has no effect 
on the bandwidth capabilities of a peer, and is thus a natural model of an online peer-to-peer network. 

Interference-constrained communication. When β ∈ (1,2], the contact rate of a peer decreases as the 
total peer population grows. This captures a dense wireless network in which peers share a wireless 
medium to communicate. As the number of peers increases, the wireless interference can become 
severe, degrading the network throughput. This is reflected in our model by a decrease in successful 
contact events and, thus, in a peer’s contact rate. 

If β > 2, the aggregate contact rate over all peers in the system decreases as the total peer population 
grows. Assuming constant arrival rates, such a system will be trivially unstable; as such, we do not 
consider this case. 

For simplicity of notation, we allow self-contacts. Contacts are not symmetric; when Alice contacts 
Bob, Bob does not contact Alice, and vice versa. This, however, is not restrictive: symmetric contacts 
can be easily represented by appropriately defining symmetric interactions between two peers. 

Under the above assumptions, when the system state is N, the aggregate rate with which users from 
class A contact users from class A′ is 

µA,A ' (N ) = µNANA ' / N
! , A,A '!C  

We call µA,A′  the inter-contact rate between A and A′. 

Content exchanges during contacts.  When a peer in class A ∈ C contacts another peer in class B ∈ C, 
the two peers may exchange items stored in their respective caches. Such exchanges can lead to, e.g., 
(a) the departure of a peer, because it obtains the item it requests, or (b) the change of its cache 
contents, as new items replace old items in the peer’s cache. 

In particular, given that the current state of the system is N(t), when a peer of class A ∈ C contacts 
another peer in A′ ∈	  C, the peer in A is converted to a peer in B∈C∪{∅} and the peer in A′ is converted 
to a peer in B′ ∈ C∪{∅} with probability 

∆A,A′ →B,B′ (N(t)), independently of any other event in the history of the process N(t) so far. In the above, 
we use the notation ∅ to indicate that a peer exits the system. We call the above ∆ functions the 
conversion probabilities of the system. Conversion probabilities depend on the global state N(t) at the 
time of contact. 

We require that conversions follow what we call the “grab-and-go” principle: whenever two peers 
come into contact, if the first stores the second peer’s requested item, the latter will retrieve it and exit 
the system. In other words, content exchanges that lead to departures are always enforced.  The 
simplest interaction that satisfies the “grab-and-go” principle is the static-cache policy: peers never 
alter the contents of their caches for as long as they are in the system, other than as dictated by the 
“grab-and-go” principle.  Of course, there are many conversion probabilities that satisfy the “grab-and-
go” principle. In particular, these probabilities could depend on how peers interact with each other 
when neither of them stores the other’s requested item. Rather than leaving caches static, such events 
can be exploited to change the number of replicas in the system, e.g., to reach some global 
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optimization objective, like increasing system stability or reducing the system sojourn times. We do 
precisely this in Deliverable D3.1: we design interactions between peers (i.e., determine the 
conversion probabilities) in a way that such a global optimization objective is met. 

7.5.2 Results 
Having described our system model, we now present our main results. To begin with, we establish 
that, for arbitrary conversion probabilities the dynamics of our system can be arbitrarily well 
approximated by a fluid limit, the solution of an ordinary differential equation.  We prove convergence 
to the fluid limit for all β ∈ [0,2) and all conversion probabilities considered. 

We then describe the stability region of the static-cache policy. Intuitively, we wish to understand 
what is the stability region of our system: what conditions should the arrival rates λi,f, (i,f) ∈ C, satisfy, 
so that the total number of peers in the system remains bounded?  Surprisingly, a universal swarm 
evolving under the static-cache policy, arguably the simplest policy satisfying the “grab-and-go” 
principle has a very wide stability region. We demonstrate this by studying (a) the stability of the fluid 
trajectories of the static-cache policy (irrespective of how many peers are originally in the system, the 
population never blows up to infinity) and (b) the ergodicity of the original stochastic system under the 
static-cache policy.  An important result is that the stability region remains the same for all values of β 
∈ [0,2), implying that the fluid trajectories we consider apply to all the different contact regimes we 
reviewed (contact-constrained, constant-bandwidth, and interference-constrained communications).  
An interesting result is that the system can be stable even if peers requesting item i arrive at a higher 
rate than peers storing i.  In particular as long as for every item i there exists an item j such that λj,i > 
λi,j, then the system is stable. Intuitively, if such a j exists, the size of its swarm will grow large enough 
to provide the upload capacity necessary to serve peers requesting item i. 

Finally, we establish conditions under which interactions that follow the “grab-and-go” principle 
minimize sojourn times.   Despite the interesting stability properties of the static-cache policy, it is still 
tempting to see whether we can design more sophisticated policies that achieve a wider stability 
region. Preferably, given that the system is stable we would like a design that minimizes average 
sojourn time.  For β ∈ [0,1], we characterize the minimum sojourn time achievable by any system 
satisfying the “grab-and-go” principle. 

Details on the derivation of these results can be found in [31], which, for the reader’s convenience, is 
also reported in Appendix J. As discussed in Section 4.3, this activity is at the boundary between WP2 
and WP3, and we have thus reported in this document the aspects relevant to WP2 (while those 
relevant to WP3 are reported in Deliverable D3.1 [28]). For the sole sake of reader’s convenience, we 
include reference [31] in both Deliverables.  

8 CONCLUSIONS 

In this deliverable we report how we have set the scene for the work on WP2 regarding the design of 
the SCAMPI service platform by identifying the key modeling frameworks, and how they are applied 
to the key aspects of our design work. 

Besides describing the overall framework, we also report on the key results achieved during the first 
year of the project, related to the different modeling approaches that we have identified. Results span a 
large range of important topics with respect to the WP2 goals. 
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Experiments allowed us to start modeling the social behavior of the expected SCAMPI users, as well 
as to provide compact mathematical representations of the network conditions where SCAMPI will 
operate. 

We produced simulation models that correctly describe the social structures of the users based on 
reference results of the anthropology literature. This is an essential starting point for a correct 
evaluation of the SCAMPI solutions, as the social behavior is a key driver for various aspects that 
impact on the SCAMPI solutions such as users’ mobility patterns. Moreover, we have extended state-
of-the-art simulators for opportunistic networks to model different levels of cooperation among users. 

Finally, analytical models allowed us to already characterize the ideal behavior of some key 
components of the SCAMPI platform (the service invocation module), to better investigate the 
characteristics of inter-contact times between users (which determine fundamental properties of the 
SCAMPI networking environment and the service platform), improve social-aware mobility models 
with respect to the state-of-the-art, and assess the performance of data dissemination with respect to 
the social behavior of the users. 

All these results will be exploited in the next phases of the WP2, towards completing the design of the 
SCAMPI service platform and properly coordinate with all other technical SCAMPI WPs. 
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Towards a Characterization of
Egocentric Networks in Online Social Networks?

Valerio Arnaboldi, Andrea Passarella, Maurizio Tesconi, Davide Gazzè

IIT-CNR, Via G. Moruzzi 1, 56124 Pisa, Italy
{firstname.lastname}@iit.cnr.it

Abstract. Online Social Networks (OSNs) are more and more estab-
lishing as one of the key means to create and enforce social relationships
between individuals. While substantial results have been obtained in the
anthropology literature describing the properties of human social net-
works (built “outside” the OSN world), a clear understanding of the
properties of social networks built using OSNs is still to be achieved. In
this paper we provide a contribution towards this goal, by starting char-
acterizing ego networks formed inside Facebook through the analysis of
data obtained from a measurement campaign. Ego networks capture all
the social relationships (links) between an ego and all the other people
with whom the ego has a social tie. Ego networks are one of the key social
structure that have been studied in the anthropology literature, and is
thus a reference objective for our work. In this paper we analyze a num-
ber of quantitative variables that can be collected on Facebook, which
can be used to describe the properties of the social links in ego networks.
We also analyze the correlation between these variables and the strength
of the social ties, as explicitly ranked by the monitored Facebook users.
Our results show that there is an interesting similarity between the prop-
erties observed by anthropologists in human social networks, and those
of Facebook social networks. Moreover, we found a noticeable correlation
between most of the measured variables and the tie strengths, suggest-
ing the possibility of automatically inferring the latter from measurable
Facebook variables.

Keywords: Online Social Networks, Measurements, Ego networks

1 Introduction

Social network analysis has become one of the most important multidisciplinary
methodology aimed at studying people relationships and information flow within
groups of individuals. Social structures are represented as networks of nodes and
edges, modelling the set of individuals in a certain context and all the social ties
existing between them.

? This work was partially funded by the European Commission under the FIRE
SCAMPI (FP7-258414), FET-AWARE RECOGNITION (FP7-257756) and CAPER
(FP7-SEC-261712) Projects
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Ego networks are a particular kind of social networks representation in which
the only relationships considered are those between one person (called ego) and
all the individuals directly connected to her (alters). These networks are one of
the reference representations of human personal social networks and are largely
studied in the anthropology literature [7, 6, 11, 14]. Given two individuals, their
tie strength is a numerical representation of the importance of their relationship
and is typically used as the weight of the link between them in the social network.
The challenging issue in the representation of social networks in general - and of
ego networks in particular - is how to find a suitable way to determine the ties
strength, given that it should embody all the possible factors underlying social
relationships, which can be difficult to be identified.

In [10], the author has given the first informal definition of tie strength,
conjecturing the presence of more than one dimension beneath social ties. The
author identifies these dimensions as the amount of time, the emotional intensity,
the intimacy and the reciprocal services which characterize the relationships.
Successive work have added more dimensions to the first definition, achieving a
more accurate tie strength characterization. In [2] structural variables such as
the number of mutual friends or the dimension of the network are considered
as important factors controlling the behaviour of a social relationship. In [11]
authors found the frequency of contact to be a good predictor for the social tie
strength. Other possible factors controlling for the tie strength are gender, with
a direct impact on non face-contact, age and kinship [6].

The diffusion of online social networks (henceforth OSNs), like Facebook,
Twitter, LinkedIn and many others, is fostering the availability of a lot of data
regarding social interaction between people which was impossible to obtain until
few years ago. Several early conjectures made by sociologists on social networks
have been confirmed by the analysis of empirical data obtained from the Inter-
net [4, 12, 13]. While ego networks have been well analysed in the anthropology
literature, the characterization of ego networks formed in OSNs has received lit-
tle attention so far [9, 8]. In this paper, we start filling this gap by analyzing the
results of a measurement study on Facebook users. The overall goal of this work
is starting investigating whether the structure of ego networks formed in OSNs
(considering Facebook as representative of them) is similar or not to the struc-
ture of ego networks observed in real human networks by anthropologists [7, 6,
11, 14]. To this end, we measured two classes of variables, i.e. socio-demographic
variables, such as the size of the ego network of the users and various factors
possibly impacting on it (e.g., age, gender, . . . ), and relational variables, which
relate to the strength of the social relationships between each ego and her alters.
In Section 2 we describe in detail our experimental methodology.

In the paper we analyze the distributions of the socio-demographic variables
across the users, and of the relational variables across the social relationships
of each user. While measurement studies of Facebook users are available in the
literature [8, 9], to the best of our knowledge this is the first paper in which the
distributions of the quantitative variables related to the ego networks and tie
strength dimensions are analyzed. Moreover, the paper also presents an initial
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correlation analysis, showing how well each of the measured relational variables
correlates with the real tie strength of social relationships. As described in Sec-
tion 2, real tie strengths have been collected by asking users to explicitly rank
the importance of their friends “in their Facebook world”.

The key findings of the paper can be summarized as follows (the data and a
detailed discussion on their properties are presented in Sections 3 and 4). First
of all, we find that the average size of ego networks is in the range of human
network sizes found in the anthropology literature [7, 11, 14, 16]. Moreover, the
analysis of Facebook variables distributions clearly shows that, from the perspec-
tive of an ego, there exist a relative small fraction of “very important” alters,
with whom the ego interacts far more than with the rest. As similar features
have also been found in human social networks, these results suggest that the
structure of OSN ego networks might be quite similar to that of human social
networks. Finally, the correlation analysis confirms that the measured variables
are sensibly correlated with the real tie strength perceived by the users, and
allows us to start understanding which variables, among the measured ones, can
better predict tie strengths. This is an initial step towards more refined mod-
els, able to automatically estimate tie strengths, only based on the patterns of
interactions between users.

2 Data Acquisition

The detailed list of Facebook variables we have identified as best descriptors
for ego networks characteristics is listed in table 1. We decided to consider only
quantitative variables and to discard all user-filled quantities, which would be
prone to the typical problems of semantic analysis.

Relational variables are expected to be related to the tie strength of the corre-
sponding social relationship. Because the tie strength is not directly measurable
from Facebook data, this relation is unknown. Thus we decided to collect val-
ues of tie strength perceived by the users, asking them to rate their friendships
answering the question: “How do you rate, with a value between 0 and 100, the
social relationship between you and this person in Facebook?”. We collected the
answers through an electronic survey. Using a generic question allowed us to
capture all the possible definitions of tie strength. With this data we have been
able to analyze the correlation between Facebook variables and the social tie
strength.

As in [7], we distinguish between active and non-active friends. Active friends
are those alters for whom ego spends a non negligible effort to maintain their
relative relationships alive. To identify active friends we decided to take into
account the set of people who have received a value of tie strength larger than
zero. We only considered active friends in our data analysis, leaving the relation
between active and non-active networks for future work.

To obtain the data sample for our analysis we performed data acquisition
campaign involving 30 people (18 males and 12 females) to whom we asked to
use a Facebook application we have built, named Facebook Analyser (FBA).
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Table 1: Facebook variables chosen as ego network descriptors
Variable type Variable name

Socio-demographic age
gender
relationship status
number of friends
number of active friends
total number of status updates made

Relational number of exchanged posts
number of exchanged private messages
number of exchanged likes
number of exchanged comments
number of mutual friends
number of tags on the same pictures
number of days since first communication
number of days since last communication
number of tags on the same objects
number of events attended together
number of groups in common
number of likes to the same pages

FBA is able to collect both Facebook variables listed in table 1 and the values of
tie strength perceived by the users towards all their friends, with an embedded
electronic survey. On average, FBA takes about half an hour for Facebook data
acquisition and few minutes for tie strength evaluation. The total duration of
data acquisition campaign was three weeks. We have collected a total of 7665
relationships, from which we have extracted 3245 active friendships. While the
number of social relationships we have sampled is significant, the number of users
involved in the experiment is not sufficient to draw definite conclusions. However,
as discussed in section 3, this sample is already sufficient to provide interesting
indications on the properties of OSN ego networks, and their similarity with ego
networks observed in human social networks.

To study correlations between involved variables, we use the sample correla-
tion coefficient r, which, given two random variables X and Y , is defined as:

rxy =

n∑
i=1

(xi − x)(yi − y)

(n− 1)SxSy
, (1)

where x and y are the sample mean, and Sx and Sy are the sample standard
deviations, ofX and Y , respectively. This is an estimator of the Pearson product-
moment correlation coefficient (also known as Pearson’s r), defined as:

ρX,Y =
COV (X,Y )

σXσY
, (2)
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where COV (X,Y ) is the covariance and σX and σY are the standard deviations.
The p values presented with the correlation values regard the correlation signifi-
cance. Small p-values indicate that X and Y are correlated (see [15] for a precise
definition of p).

3 Data Analysis

In this section we present the data obtained from our measurements. A discussion
of the main properties that emerge from them is postponed to Section 4.

3.1 Socio-demographic variables

Our experiment involved people randomly chosen within our research area. All
the participants were researchers, Ph.D students or master students from 24 to 48
years old (M = 33.17, SD = 6.78). One of the aspects we are most interested in
is the mean ego-network size. Facebook provides a tool to measure the average
number of friends of users, which turns out being around 130. However, this
number also considers non-active relationships and unused accounts, thus it can
not be used as a reliable measure for our purposes.

The total number of Facebook friends - both active and non-active - of the
participants involved in our experiment varies between 59 and 1099 (M = 255.5,
SD = 197.59). However, the active network size ranges between 29 and 368
(M = 108.17, SD = 85.55). The distribution of this variable, which is depicted
in figure 1, is similar to that found by anthropologists [14], [11], studying the
properties of human social networks. The mean active network size is also of the
same order of that found in human social networks (e.g., 124 in [11]). This num-
ber also shows significant correlation with the mean density of the ego networks.
(r = 0.48, p < 0.01). Age does not show a significant correlation with network
size. This result is in accordance with [6].

These results provide a first indication of a similarity between the ego net-
works found in human social networks and those formed by OSNs users.

3.2 Relational variables

To analyse relational variables we split them into more subclasses, to better study
the relation between different kinds of interaction and the social tie strength.
The classes we have identified are: i) text-based communication variables, ii)
like-based communication, iii) homophily variables, iv) time variables and v)
structural variables. While most of these classes are self-explanatory, the ho-
mophily concept needs a better definition. Homophily measures the social sim-
ilarity between two individuals. It is the tendency of people with similar social
characteristics to have stronger social ties compared to dissimilar individuals.

Text-based communication variables capture all kinds of textual interactions
between individuals which can be exploited on Facebook. These variables identify
communication styles similar to other traditional methods, such as mail, text
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Fig. 1: Active Network Size

messages etc. largely studied by other authors [11] [3]. In these works the evidence
of a relation between textual interaction and tie strength has been found. In
this class we place variables representing the number of posts, comments and
private messages exchanged within Facebook. Figure 2a depicts the CCDF of the
number of posts exchanged between ego and alters in our sample. Specifically,
we have obtained the indicated percentiles for each user, and averaged them over
all users. We don’t present the CCDF of the other text-based variables because
they show a behaviour similar to posts, which is the most representative variable
of the class. Text-based interaction variables show a medium correlation with the
perceived tie strength (r = 0.2, p < 0.01 for comments, r = 0.2, p < 0.01 for
private messages and r = 0.39, p < 0.01 for posts).
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Fig. 2: CCDF of posts and likes

The second class of variables encompasses a novel type of communication,
largely used in Facebook, called “like”. Likes are special marks left by users
on Facebook objects to express a positive feedback. These objects can be posts,
comments, pictures, videos and other. The number of likes received from or made
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to a certain person could be a good predictor for emotional support, intimacy
and frequency of contact of the relationship. Figure 2(b) depicts the CCDF
regarding the number of likes exchanged between egos and their friends. As for
textual interaction, likes show a long tailed shape. Also like-based communication
variables show medium correlation with the tie strength (r = 0.35, p < 0.01).
This result is similar to that previously shown for private messages exchange
and displays the high importance of like-based communication inside Facebook.

In the class of homophily variables we have placed the number of groups to
which a pair of Facebook friends have a subscription in common, the number
of events attained together, the number of likes made on the same objects and
the number of pictures in which users appear together. To discover this last
quantity we rely on a particular kind of action, typical of the OSNs, called
tagging. Tagging is a way to mark a picture with the name of one or more people
who appear in it. The presence of two people in the same picture or attending
the same event can be seen as good predictor not only for homophily, but also
for intimacy and emotional closeness. In Figure 3 we show the CCDF regarding
the number of common events and groups (CCDFs of likes on the same objects
and tags on the same pictures are qualitatively similar). Homophily variables
are more or less equally correlated to tie strength (r = 0.24, p < 0.01 for events,
r = 0.25, p < 0.01 both for groups and likes).
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Fig. 3: CCDF of common events and groups

Time variables indicate the frequency of contact and the duration of a re-
lationship. We have considered the time elapsed since the last communication
and the time since the first communication, considering all the text-based and
like-based interaction variables. Time variables facilitate the distinction between
long and short-timed relationships and can discover fading out of social ties - for
example if time to first contact and time to last contact are both high presum-
ably the relationship has decayed. Figure 4(a) depicts the CDF of the number of
days elapsed since the last communication made between two Facebook users.
Time variables are correlated, as expected, with tie strength (r = 0.23, p < 0.01
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for time since first communication and r = −0.3, p < 0.01 for time since last
communication). The negative correlation between time to last contact and tie
strength is due to the fact that if the time period elapsed since the last interac-
tion between two people is short, the probability of having a strong tie between
them is higher. Time to last contact has been used as the predictor of emotional
closeness in most of the work present in the anthropological literature [7, 11, 14].
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The last class of variables contains all the structural dimensions of ego-
network ties obtainable from Facebook data. In this class we have identified
the number of mutual friends and the age difference between peers as best pre-
dictors for tie strength. Age difference between ego and her friends does not
show a significant correlation with tie strength. The number of mutual friends
is weakly correlated with tie strength (r = 0.23, p < 0.01). In Figure 4(b) the
CCDF of the number of mutual friends is depicted.

4 Discussion

The CCDF of all the relational variables, shown in Figure 2, 3, and 4 present
a long-tailed shape. This result suggests the presence of a small set of alters
tightly connected to ego and a larger group of people loosely tied to her. Note
that this also results for the CDF of the time since last contact, as there is a
clear distinction between a set of frequently contacted alters and the rest. These
results are similar to the findings in [11] related to human social networks.

The findings in [5] made us intuitively hypothesize the presence of a positive
correlation between contact frequency and tie strength. Our results confirm this
fact, both in terms of time to last contact and total number of contacts. Compar-
ing the values of correlation seen so far we can say that homophily variables show
an unexpected minor influence on tie strength compared to text and like-based
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communication variables or time to last contact. Nevertheless homophily could
play an important role in the formation of ties rather than in the determination
of their weight.

We have found a significant and positive correlation between active network
size and network density (i.e. the mean tie strength within the network). This re-
sult is in contrast with the findings in the anthropological literature, which have
confirmed the tendency of larger network to be less dense [14]. This difference
could be explained taking into account that we are studying virtual ego networks,
which are only a subset of individuals’ complete social networks and users with
few friends might not use Facebook to maintain their strongest relationships.
Moreover, users with more Facebook friends might spend more time using Face-
book than people with few friends, augmenting the weight of the relationships
with them. This intuition should be validated with dedicated studies.

As in [6], we have not found a significant correlation between ego age and the
size of her network, yet we haven’t discovered significant correlation between age
and network density (as observed in [6]). This could be due to the low age range
of our sample. Authors of [6] have considered a sample composed of participants
ranging from 18 to 65 years old (M = 38.5, SD = 13.3) and they have found
significant differences between people placed at the extremes of the sample. Our
sample is more homogeneous and does not include those extreme values.

5 Conclusions

In this paper we have presented an initial yet detailed characterization of virtual
social ego networks through the analysis of a set of observable Facebook vari-
ables. We made a selection over all possible Facebook obtainable information
to have a set of variables which at least can contain all the social tie strength
dimensions already identified in the sociological and anthropology literature [10,
1, 2], and confirmed by recent empirical studies [9, 8].

We have gathered the values of tie strength perceived by the participants
of our experiment towards all their Facebook friends thanks to an electronic
survey embedded into our Facebook application. Hence we have analyzed the
distributions of the observed variables, and the relation between them and tie
strength through correlation analysis.

The results we have found indicate that Facebook active ego networks ob-
tained from our sample data have distribution and mean size similar to those
found in other work [14, 11, 16] in the anthropology literature. The distributions
of the relational variables we have taken into account have long tailed shapes.
This evidence confirms the presence of an high number of weak ties and a lower
number of strong ties, as found in [7, 14, 11].

The correlation analysis revealed the relation between the Facebook observ-
able quantities we have considered and the sampled tie strength. Therefore, the
relational variables we have identified are good proxies for tie strength. Like-
based communication has shown correlation value comparable with all the other
types of communication available on Facebook. This is an evidence of the impor-
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tance of this style of communication, which is becoming more and more popular
in OSNs.

In this work we have not considered the possibility to predict tie strength
using the observable quantities we have identified, as done in [9]. As subject
of future work, we will target this issue to automatically obtain ego networks
representation without asking the users to rate all their friendships. Moreover,
we will investigate if specific structures can be identified in OSN ego networks,
as it is the case in human social networks.
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Abstract—Opportunistic networks use human mobility and
consequent wireless contacts between mobile devices to dissem-
inate data in a peer-to-peer manner. Designing appropriate
algorithms and protocols for such networks is challenging
as it requires understanding patterns of (1) mobility (who
meets whom), (2) social relations (who knows whom) and
(3), communication (who communicates with whom). To date,
apart from few small test setups, there are no operational
opportunistic networks where measurements could reveal the
complex correlation of these features of human relationships.
Hence, opportunistic networking research is largely based on
insights from measurements of either contacts, social networks,
or communication, but not all three combined.

In this paper we report an experiment called Stumbl, as a
step towards collecting rich datasets comprising social, mobility
and communication ties. Stumbl is a Facebook application that
provides participating users with a user-friendly interface to
report their daily face-to-face meetings with other Facebook
friends. It also logs user interactions on Facebook (e.g. com-
ments, wall posts, likes). This way the contact graph, social
graph, and activity graphs for the same set of users could be
compared and analyzed. We report here preliminary results
and analyses of a first experiment we have performed.

I. INTRODUCTION

The rapid proliferation of small wireless devices creates
ample opportunity for novel applications [1], as well as for
extending the realm of existing ones [2], [3]. Opportunistic
or Delay Tolerant Networking (DTN) is a novel networking
paradigm that is envisioned to complement and extend
existing wireless infrastructure such as 3G and WiFi. Nodes
take profit of communication opportunities by exchanging
data whenever they are within mutual wireless transmission
range (in contact).

Algorithms and protocols (e.g., routing protocols) for
opportunistic networks were originally largely based on
random decisions [4], not accounting for heterogeneity in
terms of capabilities of devices and behavior of people
carrying them. Such random protocols typically require large
amount of resources for timely delivery of content (e.g.,
epidemic spreading of messages). To overcome this, more
recent protocols exploit node heterogeneity in order to make
educated decisions to provide good performance at limited
resource usage. Examples are routing protocols exploiting
structure in social ties [5], [6], [7] or structure in mobility
ties [8], [9]. Simulations show that efficiency is much better
than for random protocols.

Designing and analyzing efficient protocols is challenging,
as it requires knowledge about various aspect of human
behavior. Relevant questions are: Which nodes have frequent
contacts and hence are good relays? Which nodes are
socially related and hence trust each other and are willing
to cooperate? Which nodes communicate with each other
and need fast routes between them? In fact, we can assume
that these three dimensions of social, communication and
contact relations are correlated at least to a certain degree.
However, it is largely unknown how strong this correlation
is, how it can be exploited for opportunistic networking and
how it affects performance of existing protocols.

To date, there are only few small deployments of oppor-
tunistic networks [10], [11], [2], [3] from which practical
insights of the correlation of social, mobility and com-
munication ties could be gained. Hence, research in this
direction is largely based on insights from empirical analysis
of datasets typically capturing only one or two of the aspects
of relations, but not all three combined.

Example datasets are mobility traces (some of which also
contain information about social ties between the nodes)
from WLAN Access Point associations [12] or Bluetooth
contacts [13], [14], [15]. Analysis of such traces has shown
that there is some correlation of mobility and social connec-
tions [13], [15]. However, these analyses do not consider
which nodes would actually actively communicate and in-
teract with each other in an opportunistic application (i.e.,
who is interested in content and whom, who sends messages
to whom). To also capture this aspect, we want to collect
datasets comprising all three dimensions.

While mobility and social connections can be measured,
the question of who communicates with whom using op-
portunistic applications is difficult to answer, as there are
only few – and mostly small – deployments of oppor-
tunistic applications [3], [10], [11]. However, we assume
that opportunistic applications are of social nature and we
speculate that they would create similar communication
patterns like today’s online social network and Web 2.0
platforms, such as Facebook or Twitter. In fact, current
online social networks could be run over opportunistic
networks [2], [3]. Facebook is a typical, and to date the most
widely used, representative of an online social networking
service, fostering communication and distribution of (user
generated) content among friends. It provides an API for
application development, allowing us to create an application

64



– called Stumbl – to measure all three dimensions of interest.
Using the Facebook API, Stumbl records communication
and social ties of its users. Additionally, it asks participants
to report their meeting data regularly, to also cover the
mobility dimension of users’ relations (i.e., how often, how
long and in what context users meet their Facebook friends).

Our contributions can be summarized as follows. (1) We
discuss Stumbl as a new methodology of collecting com-
bined social, communication and mobility datasets, relying
on self-reported as well as automatically measured data. (2)
We analyze the dataset from a preliminary Stumbl exper-
iment with special focus on how mobility, communication
and social ties relate to each other. In particular, we find
that we can expect communication ties to be one order of
magnitude stronger for friends who see each other face-
to-face. (3) We discuss implications of these results for
opportunistic routing and traffic modeling.

The rest of this paper is structured as follows. In Sec. II
we describe the Stumbl application and characterize the data
collected in the experiment. Sec. III presents an empirical
analysis of how social tie type, meetings and communication
patterns relate to each other, along with discussions about
implications of the findings for routing and traffic modeling.
Finally, we conclude and discuss future work in Sec. IV.

II. STUMBL APPLICATION AND DATASET

To measure contacts, social ties and communication, we
have implemented Stumbl as a Facebook application. In this
section we briefly discuss the Stumbl application (II-A) as
well as the Stumbl experiment and resulting dataset (II-B).
Finally, we also discuss limitations of the methodology and
collected data (II-C). A more detailed description of the
application and experiment can be found in [16].

A. The Stumbl Application

Facebook provides an API for authorized (by the user)
applications to access user data. Our Stumbl application1

uses this API to retrieve the user’s social connections and
Facebook communication events. Additionally, we ask the
users to regularly report whom of their friends they meet
face-to-face, by filling in a survey form in the Stumbl
application. One big benefit of integrating Stumbl as an
application in the Facebook website is that it is a convenient
way for many people to report their meeting data: Since
visiting the Facebook website is part of the daily routine for
many people, the barrier to fill in the survey is small.

When a user joins the Stumbl experiment, there are two
main phases of participation.

Initialization Phase: In a one time initialization step, the
user is asked to select a subset of her Facebook friends which
she meets face-to-face regularly (at least once a month).
We will refer to this subset of Facebook friends as the
Stumbl friends. The reason for selecting a subset of the
friends for the survey is two-fold. First, most users have

1http://apps.facebook.com/ stumbl/

Figure 1: Stumbl screen shot. For each Stumbl friend, con-
text, number and total duration of meetings can be reported
(for the previous day). Options are chosen to capture a range
of different meeting behaviors.

large number of Facebook friends, many of which living far
away. These pairs typically have only very rare meetings
(weak ties). In order to keep the effort for reporting data as
small as possible, we wanted to exclude them from the input
interface. Second, we are mainly interested in the meeting
patterns of people who see each other frequently (strong
ties), as such meetings are more predictable than the random
occasional meetings2.

In our experiment we have limited the number of Stumbl
friends to 20. Typically, a user regularly sees less than 20 of
her Facebook contacts, as we will report later. The selection
of 20 friends hence does not narrow the data we gather. Note
that the users have the option to change their selection of
Stumbl friends during the experiment.

To complete the initialization step, Stumbl asks the user to
classify the relationship type to each of the Stumbl friends as
one or more of family, friend, colleague or acquaintance. As
“friendship” on Facebook is a very broad term characterizing
a wide range of actual social relationships, we use this
classification for a more fine tuned analysis of the social
dimension of relations.

Reporting Phase: After the initialization step follows
the recurring report of face-to-face meetings. As automated
measuring of face-to-face meetings typically requires special
equipment (iMotes [14] or phones equipped with special
software [15]) and is costly and complex, we rely on self-
reported data to assess the mobility dimension of relations.
Correlating self-reported and measured (via Bluetooth) prox-

2Note that the occasional random meetings of weak ties can be very
beneficial, for instance for opportunistic routing protocols as “short cuts”.
However, they are typically not predictable and protocols can not rely on
them. Decisions have to be made depending on strong and predictable
mobility ties.
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Figure 2: Overview of Stumbl meeting statistics.

imity has shown that the quality of self-reported proximity
data drops when reporting events more than seven days
back in time [15]. To ensure a good level of accuracy for
the reported information, we choose a reporting interval of
one day: The Stumbl users are asked every day (reminded
by E-Mail) to visit the Stumbl application and fill in the
questionnaire about whom of their Stumbl friends they met
the previous day3. Thus, the collected data has a temporal
resolution of meetings of one day.

For each friend a user reports a meeting, additional
information has to be provided about (i) how often she saw
the friend (options are 1, 2-3, 4-5, more times), (ii) for how
long in total these meetings lasted (with options 0-10 min,
10-30 min, 30 min - 1 hour, 1-2 hours, more than 2 hours),
and (iii) the contexts of the meetings (given the options
work, fun, home, meal, other for selection). These additional
features allow us to make a more fine grained analysis of
the contact data.

Fig. 1 shows the input interface as participants see it. We
designed the interface such that we can collect a maximal
amount of data with as small an effort as possible by the
user. From experience and user reports, we know that the
input requires less than 5 Minutes per day, a target we had
set to motivate daily participation.

In order to capture communication between a user and
her Stumbl friends, the application uses the Facebook API
to query for interaction events, every time meeting data is
submitted. We collect the following three types of interaction
to which the API provides access4. Wall posts: Users post
content (messages, photos, videos, links, etc.) on each others
wall. Comments: Wall posts can be commented on. Likes:
As a sign of approval, any item on the wall can be “liked”.

These communication events are time stamped. They are
all directed (e.g., a user writes on an other user’s wall), and
we collect both, incoming and outgoing events.

3Note that with the check-in service Places, Facebook also provides
a platform for recording user location and meetings (tagging people at
the same location). However, this would require users to check-in and tag
people at every meeting and is too cumbersome to ask. Also, since check-
ins and tags show up in the user profile, this methodology of recording
meetings would have serious privacy issues.

4A fourth communication mechanism, private messages, is not accessible
by the API for obvious privacy reasons.
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Figure 3: Number of pairs per social tie type.

Summarizing, Stumbl records social ties (friend, fam-
ily, colleague acquaintance), Facebook communication (wall
posts, likes, comments, tags) and meeting data (number,
duration and context of meetings) which allows us to get
insight in three dimensions of the relationships of a Stumbl
user.

B. The Stumbl Experiment

In this paper, we report results from a preliminary ex-
periment using the Stumbl application, which we used to
gain experience with application and user behavior – and
which also led to a first interesting (but limited in size)
dataset. The experiment ran for three weeks between August
16th 2010 and September 6th 2010. At the beginning of the
experiment, we recruited participants mainly by personal
invitations, which led to a total of 39 users providing
useful information. In order to provide incentives for these
users to persistently report their meeting data during the
experiment, the users participated in a raffle. To provide the
right incentives, the chances of winning were dependent on
two factors: the number of days the application was visited,
and the number of their friends who registered as Stumbl
users. While these raffles should be incentives to provide
data regularly, they should not provide incentives to provide
false data. In the following, we provide an overview of the
dataset we collected during this experiment.

During the 21 days of the experiment, on average 22 of
the 39 participants reported meeting data. This means that
users were quite persistent in participating and shows that
the incentives for participating regularly worked well. We
will now report some general statistics about the collected
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data to provide a general impression of the dataset.
On average, users selected 14 Stumbl friends in the

initialization step. 11 users selected the maximum allowed
20 users. The number of Stumbl friends the user actually
reported meetings with throughout the experiment is lower
than the number of Stumbl friends, as shown in Fig. 2a. On
average a user reported meeting 9.5 unique Stumbl friends
during the experiment. The maximum is at 17 unique friends
and hence lower than the 20 allowed. We conclude that the
selection of 20 friends does not narrow the number of pairs
for which we receive meeting reports.

In total, we have 498 pairs of Facebook users5 in our
Stumbl dataset. Fig. 2b shows the cumulative distribution
function of how often these pairs met. As users did not report
their meetings every day, we divide the number of days a
pair meets by the number of days we have self-reported
meeting data for the given pair (including days where they
report no meeting). Thus, the figure shows the percentage of
days the pairs met. Roughly 65% of the pairs met at least
once and almost 5% of pairs report meeting every day.

Further, we want to analyze the contexts (work, home,
fun, meal, other) of the meetings. Fig. 2c shows how the
meetings are split among the different contexts. We observe
that most meetings happened at work, but also for the other
contexts we have quite large numbers of meetings reported.

Next, we want to provide an overview of the social tie
types our measurements cover. Fig. 3 shows how the 498
Stumbl pairs are divided into family, friends, colleagues
and acquaintances. We observe that most of the pairs are
classified as friend or colleague. Relatively few pairs are of
types family or acquaintance. Note that the user can specify
more than one type of social tie per Stumbl friend. Hence,
the number of pairs per type sum to more than 498.

In terms of communication events, Tab. I summarizes the
number of events we recorded during the experiment. With a
total number of 643 communication events, we have a large
enough sample to provide statistics about communication.
In total, we saw communication between 91 or 18% of the
498 pairs.

Posts Comments Likes Total
Nr. of Events 199 341 103 643

Table I: Total number of registered Facebook communication
events between Stumbl friends per event type.

These statistics give a separate overview about each of
the three dimensions of relationship we measure. In Sec. III
we will analyze how the different aspects of relationship
correlate with each other. We will look at questions like:
How does the type of social tie affect meeting probabilities
and communication probabilities? How do meetings relate
to probabilities of communicating?

5For 47 of these pairs, we have mutual meeting reports data, i.e, both
nodes participate in the Stumbl experiments. For the rest only one node
reported data.

C. Limitations and Validation of Dataset

We now want to adress potential bias and limitations of
our dataset and the methodology of collecting self-reported
meeting data using a Facebook application.

The 39 users have an average of 252 friends in their Face-
book social graph. This is considerably more the average
friend count of 130 reported by Facebook6. We assume that
the large number of Facebook friends does not mean that
the average Stumbl user is more sociable than an average
person. Rather, it means that the Stumbl users are more
active Facebook users. While this may cause a bias in the
measurement, we believe that the Stumbl users may actually
be more representative users of opportunistic networks, as
we expect them to be well-versed users of new technologies.

As Stumbl users were recruited based on personal invita-
tions by the authors of this study and by word-of-mouth
recommendation, the Stumbl users present a rather local
group of people (most are researchers or students living in
few cities). In the future, we plan to extend Stumbl and use
it for experiments with broader audience.

Another concern is that the self-reported meeting data
may be erroneous because the user does not recall meetings
correctly or decides to provide wrong information. In order
to estimate the severity of these effects, we validate the data
where possible. We do so by looking at the 47 pairs of
users for which we have mutual meeting data. We find that
in 86% of the cases the reports whether or not there was
a meeting between a pair matches (i.e., both Stumbl users
report that there was a meeting or both report there was no
meeting). This seems a quite good correlation. For the cases
where both report that there was a meeting, we further check
whether their reported meeting counts, meeting duration and
meeting contexts match. We find that this is the case in 57%
of meeting counts, 66% of durations and 87% of contexts.
While not perfect correlation, we conclude that the reports
are accurate enough, especially those of meetings or not on
a given day and the context in which the meetings happen.

A limitation inherent to the methodology of self-reported
mobility data is that Stumbl can only capture meetings be-
tween friends. Random encounters of strangers or meetings
between familiar strangers cannot be recorded. Thus, on
one hand we are limited to the analysis of properties of
strong mobility ties. On the other hand, Stumbl provides
very faceted information for these strong ties, allowing us
to make very detailed analyses of the strong backbone of
opportunistic networks. Note that for analyzing contacts this
limitation can be an advantage: Typically, in automatically
recorded contact traces, it is hard to distinguish strong and
weak ties and it is not a priori clear if a contact is a random
encounter or part of a more “meaningful” mobility tie.

III. SOCIAL TIES VS. MEETINGS VS. COMMUNICATION

In Sec. II we have seen an overview of the Stumbl dataset.
We now present an empirical analysis of how the aspects

6Facebook Statistics: http://www.facebook.com/press/info.php?statistics
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Figure 4: Dependence of meeting patterns on social tie type.
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Figure 5: Tie types vs. communication events.

social tie type, meetings and communication, relate to each
other. We also discuss the hints our findings provide for
opportunistic routing and traffic modeling.

A. Social Ties vs. Meetings
First, we look at the dependence of meeting behavior

on the type of social tie. From experience and intuition
about human mobility, we expect that meeting patterns of
colleagues, family, friends and acquaintances have different
characteristics in terms of context, frequency and duration.

In a first step, and as a sanity check, we look at social tie
type and meeting contexts. Naturally, we expect the tie type
to influence the context of meetings: We meet colleagues at
work, family at home, friends for fun, etc. Fig. 4a confirms
this by showing the percentage of meetings happening in a
given context, split by social tie type7.

Fig. 4b and 4c show how long and how often pairs meet
per day (given that they meet at least once that day). We
observe that meetings between family are generally long and
frequent. Between friends, meetings are still quite long but
typically only once per day. For colleagues, meetings are
generally shorter. Such short meetings of colleagues may be
just crossing each other, talking briefly or drinking a short
coffee during breaks.

Summarizing, we find that the social tie type has very
strong impact on meeting characteristics in terms of context,
duration and frequency of meetings. These results are not
surprising. Yet, they have implications for example for DTN

7We do not show acquaintance relationships here since we observe
too few meetings between acquaintances in the dataset to make reliable
statements.

routing protocols where routing decisions are based on social
networks [5], [6], [7]. If the type of social link is known to
such protocols, this might be useful information, without
necessary having to sample actual contact times. Different
conclusions and strategies may be applicable to different
tie types: Typically, a tie with frequent meetings is a good
carrier in terms of short delivery delay. However, if the
frequent meetings are short, the capacity of the contacts may
be too small to deliver a large amount of data. For large data
transfers, long meetings may be more desirable.

B. Social Ties vs. Communication
In a next step, we want to investigate how the social tie

type is related to communication patterns. Fig. 5 reports the
average number of communication events per pair during the
experiment, split by social tie type. We note that friends and
family are the most communicative. Colleagues communi-
cate much less and for acquaintances we find an average of
merely 0.3 communication events per pair, not even one fifth
of the communication events an average friend pair shows.

Not all nodes with social ties communicate with the same
frequency. Instead, communication, or traffic, between pairs
of nodes depend on their type of social tie. This is something
to consider when simulating opportunistic network traffic.
Realistic traffic models should incorporate heterogeneity of
social ties and how this reflects in communication patterns.

C. Meetings vs. Communication
The last question we want to answer is how the meeting

and communication patterns correlate. Are we more likely
or less likely to communicate with friends to whom we have
strong mobility ties? In other words, do we communicate
with friends we see face-to-face (e.g., to discuss common
experiences) or with remote friends (e.g., to stay in touch)?
To answer this, we compare the number of communication
events of Stumbl friends (as representatives of friends to
whom we have strong mobility ties) to the number of com-
munication events with general Facebook friends (including
strong and weak mobility ties). Fig. 6 shows the complemen-
tary cumulative distribution functions of the pairwise number
of communication events, for Stumbl friends, compared
to Facebook friends. The plot shows that the number of
communication events between Stumbl friends is indeed
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much higher than between “normal” Facebook friends. In
fact, on average a user communicates about 10 times more
often with a Stumbl friend.

These are only preliminary results and the matter requires
further research. However, already with the present data
we can point out some implications. First, the finding that
communication is more “local” than social connections is
a strong argument in favor of opportunistic networks. In
the future, more detailed analysis could provide answers to
where opportunistic network are useful and in which cases
infrastructure is required (i.e., for combined opportunistic
and infrastructure networks). Second, in order to model data
traffic in opportunistic networks, we should consider that
pairs with strong mobility ties are more likely to communi-
cate. Thus, realistic traffic models should be combined with
realistic mobility models.

IV. CONCLUSION

We have presented Stumbl, a Facebook application to
collect contact, social and interaction graphs for the same
set of users. Stumbl automatically collects interaction events
using the Facebook API and relies on user reports about
the type of their social relationships and the face-to-face
meetings.

The analysis of the dataset from a preliminary experiment
has revealed that all three dimensions of tie strength depend
on each other. (1) The type of social tie (friend, family,
colleague or acquaintance) has strong impact on context,
duration and frequency of meetings. Consequently, we argue
that having this information is valuable information for
instance for opportunistic routing protocols. (2) The number
of Facebook communication events differs for different
relationship ties, a fact which should be considered when
modeling traffic in opportunistic network. (3) People use
communicate preferentially with friends they also have face-
to-face meetings. Thus, communication ties are more local
than social ties.

In the future, we plan to run bigger Stumbl experiments
with more participants. The challenge is to provide incen-
tives to the users to regularly report true data about their
face-to-face meetings. Using game mechanisms, if designed
carefully, could be a promising approach to spread the
application.
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Abstract. The network topology has a significant impact on the per-
formance of collection protocols in wireless sensor networks. In this pa-
per, we introduce an unobtrusive methodology to quantify the impact
of the topology on the performance of collection protocols. Specifically,
we propose a protocol-independent metric, the Expected Network Deliv-
ery, that quantifies the delivery performance that a collection protocol
can be expected to achieve given the network topology. Experimental
evidence obtained with two collection protocols on numerous topologies
on testbeds shows that our approach enables a systematic evaluation of
protocol performance.

1 Introduction

The rich and active research in network protocols in Wireless Sensor Networks
(WSNs) has progressively emphasized the testbed evaluation of protocols over
simulation. Several testbeds exist with a hundred or more mote-class nodes.
The use of these testbeds has led to protocols that can function in the harsh
environment they often encounter in real-world deployments. The Collection
Tree Protocol (CTP) [1], for example, was adopted in several deployments [2][3]
due to the promising results it achieved on a large number of testbeds.

Experiments on a testbed subject a network protocol to the vagaries of real-
world wireless links [4], with no approximations or simplifying assumptions about
their behavior. This is a clear improvement over simulation. The uncertainty
in the behavior of wireless links is valuable for protocol evaluation, but it also
represents a drawback of testbed experiments compared to simulations. Network
simulations offer a fine-grained control of the network environment and the prop-
agation conditions. In contrast, testbed users can only test their protocols on
specific, non-reproducible situations, because they have almost no control over
the state of the network.

* Lead Authors
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In a wireless network, the topology is jointly determined by the network
layout and the link dynamics. The effective topology over which routing paths are
established also depends on the choice of routing destination, which corresponds
to the sink placement in the context of WSNs. The combination of the network
layout, the link dynamics, and the sink placement, which we simply refer to as
network topology, has a large impact on protocol performance.

The performance of a protocol is a function of the topology as well as of the
protocol’s own mechanisms. Thus, we cannot attribute the performance achieved
by a protocol entirely to its mechanisms without considering the state of the
network. This makes it challenging to reason about protocol performance on a
testbed. Figure 1 shows that both CTP and the Arbutus collection protocol [5]
achieve a wide range of delivery ratio and goodput levels even on a single testbed.
With both protocols, we observe a dichotomy between high-performing and low-
performing topologies, which we refer to, respectively, as Class A and Class B
topologies. Due to the lack of a methodology to describe the topology on which
a testbed experiment is performed, even in papers where protocols are compared
experimentally on real-world testbeds, there is at most a quick comment on the
topology used. Different experiments may have been run over different network
topologies, which makes it difficult for the community to reproduce the testbed
results or to systematically reason about the differences in protocol performance
across testbeds.

To cope with the lack of control over the state of a testbed across mul-
tiple experiments, we propose to explicitly capture the state of the network
while evaluating protocols on the testbeds. For this purpose, we introduce a
protocol-independent network metric, the Expected Network Delivery (END),
that captures the reliability of the achievable routing paths from each node to
the sink. The END quantifies the delivery performance that a collection proto-
col can be expected to achieve given the network topology. This metric helps
decouple the impact of the network topology from the impact of the protocol’s
own mechanisms on collection routing performance.

Using the END to characterize the network enables a systematic testbed eval-
uation of network protocols despite the lack of control over the testbed topology.
A collection protocol, for example, might achieve different delivery ratios when
tested on different testbeds or even on the same testbed at different times. If the
END changes significantly across multiple experiments, changes in the network
topology can explain the performance variations. On the other hand, if the END
remains stable, the difference in performance can be attributed to the mecha-
nisms in the protocol that reacted differently on different experiments despite
the network state being roughly the same. Moreover, the range of END values
across different experiments captures the range of network conditions encoun-
tered during the experiments. If we test a protocol across a large number of
testbeds but only span a narrow END range, then we have failed to test the
protocol across a wide range of network conditions.

We have run a large number of experiments with two different collection
protocols, CTP [1] and Arbutus [5], on the Motelab [6] testbed over a period
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Fig. 1. The performance of collection protocols in MoteLab varies significantly depend-
ing on the sink placement, as shown by these results obtained with CTP and Arbutus.
There are two distinct performance classes, which we label as A and B.

of several months. Furthermore, we have tested the performance of CTP on
the Castalia wireless sensor network simulator [7]. We observed that different
combinations of protocol, sink placement, testbed, and experiment time results in
a wide range of performance. With the END computed during these experiments,
we were able to conclude that the performance variations were primarily due to
the properties of the topology present during those experiments rather than the
protocol mechanisms.

In this paper, we make these contributions:

– We show that the performance of collection protocols on testbeds depends
on the network topology at the experiment time.

– We design the END, a protocol-independent metric to capture the key prop-
erties of the network topology that affect the performance of the protocol.

– We propose a methodology to systematically evaluate the performance of a
protocol across various testbeds, topologies, and experiments despite having
no control over the network dynamics on the testbeds.

– We evaluate the effectiveness of the END, by analyzing the results from a
large number of testbed experiments as well as simulations, with CTP and
Arbutus collection protocols as examples.

– We show that our methodology is applicable not only to collection, but also
to other categories of protocols.

2 Quantifying the Impact of the Topology

In this section we define the Expected Network Delivery, our primary topology-
aware metric, along with a secondary metric called Balanced Delivery. We illus-
trate that these metrics quantify the impact of the network topology on collection
performance by capturing the impact of the key links in the network given the
node layout and the sink placement.
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Fig. 2. A sample network with challenging connectivity conditions. The numeric values
next to the arrows represent the PRR of the corresponding links in the direction of the
arrow.

Node k Route ek

λi,j , min(πi,j , πj,i) λi,j , πi,j λi,j , πj,i

1 [1, s] 0.4 0.4 0.4

2 [2, s] 0.2 1 0.2

3 [3, s] 0.6 0.6 1

4 [4, 1, s] 0.4 0.4 0.4

5 [5, 1, s] 0.4 0.4 0.4

6 [6, 2, s] 0.2 1 0.2

7 [7, 2, s] 0.2 1 0.2

8 [8, 3, s] 0.6 0.6 1

9 [9, 3, s] 0.6 0.6 1

END=0.4 I-END=0.67 O-END=0.57

Table 1. Expected path delivery (EPD) values for the nodes in the network in Figure
2. The EPD is computed in three different ways: with λi,j , min(πi,j , πj,i) to obtain
the END, with λi,j , πi,j to obtain the I-END, and with λi,j , πj,i to obtain the O-
END. The END, I-END, and O-END are computed as the average of the corresponding
EPDs.
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2.1 Expected Network Delivery

Let N ⊂ N denote the set of nodes in a WSN. We assume a many-to-one traffic
flow to a sink s ∈ N enforced by an arbitrary distributed routing protocol.
When node i transmits to node j, they form a directional wireless link that we
denote as (i, j). We use a comma-separated list of nodes within square brackets
to denote a route; for instance, if i uses j as a relay to get its packets to s,
the corresponding two-hop route is represented as [i, j, s]. We define the (one
hop) link Packet Reception Ratio (PRR) over the link (i, j), πi,j , as the fraction
of the packets transmitted by i that were directly received by j (i.e., over one
hop) over a given time window T . The link PRR values collectively give us a
snapshot of the network connectivity over T . We account for asymmetric links
by using λi,j , min(πi,j , πj,i) as the PRR for the link (i, j). We refrain from
using an ETX-like metric such as the product πi,jπj,i because the forward and
the reverse channel are not independent [8].

Given the specific sink placement, each node employs a distributed routing
protocol to find a route to the sink. We assume that the protocol’s goal is to
maximize the delivery of data packets to the sink. To capture the state of the
network, we acquire network connectivity data while the protocol is running
and, after the completion of the experiment, compute the link PRRs and apply
Dijkstra’s algorithm [9] with 1/λi,j as the link metric to obtain the paths from
each node to the sink that maximize the overall delivery to the sink. We then
compute the Expected Path Delivery (EPD) ek from node k to the sink s as

ek = ΠH−1
h=0 λrh,rh+1 , (1)

where rh represents the hth hop between k and s (with r0 , k and rH , s),
and H denotes the number of links that form the route between k and s. In or-
der to quantify the expected performance of a collection protocol with a global
knowledge of the network topology, we define our topology-aware collection met-
ric, the Expected Network Delivery (END), denoted as END ∈ [0, 1], as the
expected path delivery averaged over all nodes:

END =
1
|N |

∑

k∈N
ek. (2)

The END is therefore a function of the link PRRs, which capture the net
effect of all the vagaries of wireless propagation. For this reason, our metric
captures the ground truth of the state of the network and describes the network
topology in a protocol-independent fashion. The END captures the impact of
the link connectivity on a network-wide level, distinguishing the key links from
the redundant ones. Though in this paper we focus on many-to-one traffic, our
methodology is based on the connectivity properties of the network and could
be applied to any traffic pattern.
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Although our metric is protocol-independent, it is necessary to extract it
while a given protocol is running so that we can capture the properties of transi-
tional links during the experiment. If a topology is dominated by unstable links
whose coherence time is lower than or comparable to the duration of the ex-
periment, then even capturing connectivity data right before and right after the
experiment would be misleading. Since WSN routing protocols typically employ
broadcast control traffic for topology discovery and route maintenance,we ob-
tain our metrics by computing the PRR measurements based on the protocol’s
control traffic, which is acquired over the testbed’s backchannel. This approach
is non-intrusive, because it relies on passive measurements that do not inter-
fere with the protocol. We ignore all protocol-specific information, such as, for
instance, the contents of the neighbor tables.

Since the END is computed by using λi,j , min(πi,j , πj,i) as the PRR for
the link (i, j), the END is insensitive to the direction of the network traffic. For
this reason, we complement the END with a secondary metric, the Balanced
Delivery (BD). The BD, denoted as Bs ∈ [−1, 1], is defined as:

Bs = E(out)
s − E(in)

s , (3)

where E
(out)
s ∈ [0, 1] is the Outbound Expected Network Delivery (O-END) of

the sink s, and E
(in)
s ∈ [0, 1] is the Inbound Expected Network Delivery (I-END)

of the sink s. The I-END is obtained by applying Dijkstra’s algorithm with
λi,j , πi,j , while the O-END is obtained by applying Dijkstra’s algorithm with
λi,j , πj,i.

2.2 Capturing the Impact of the Key Links

We use the network shown in Figure 2 as an example to explain how the proposed
metrics are computed. In the figure, the value on each directional link indicates
the PRR. In Table 1, we report the optimal route from each node k to the sink
s obtained with Dijkstra’s algorithm, along with the corresponding expected
path delivery ek with respect to the appropriate link metric. The END, I-END,
and O-END are obtained by averaging out the expected path deliveries over all
nodes.

The distribution of the link PRR for all the links in the network might seem
like a promising alternative to the END. A network with a large number of
high quality links should result in a better protocol performance. However, the
protocol performance depends on the quality of the links that the protocol uses
and not on the quality of the remaining links. We use the expression key links
to indicate those links whose absence would partition the network or force the
routing protocol to use unreliable links. Because efficient and reliable routing
protocols select key links, the END is designed to capture their impact. To
clarify this point, let us perturb the network in Figure 2 in different ways to see
how the END responds as opposed to the mean link PRR.

1. An unreliable key link becomes reliable. The improvement of a key link is
a huge benefit to the network, and so the value of a valid topology-aware
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Experiment set Testbed Routing IPI [sec] IBI [min] Points Duration [hrs]

ave min max tot

motelab-ctp MoteLab CTP 10 Trickle 18 1 1 1 18

motelab-arbutus MoteLab Arbutus 10 1 32 0.5 0.2 1 16

Table 2. Overview of the experiment sets used in the paper.

metric should increase significantly. Link (s, 2) is a key link with a low PRR.
If the PRR of this link increases to 1, the END increases by more than 66%
(from 0.4 to 0.67), while the mean link PRR only changes slightly (from 0.67
to 0.69).

2. A reliable key link becomes unreliable. Link (3, s) is the most reliable key link
in the network, although its PRR is just 0.6. If we set π3,s = 0, the END
drops 50% (from 0.4 to 0.2), while the mean link PRR remains virtually
unchanged. The drop in the END in response to the worsening of a key link
is proportional to the relative importance of the link. For instance, link (3,
8) is only used for route [8, 3, s] and is not as critical as (3, s); if we set
π3,8 = 0, the END only decreases by 15% (from 0.4 to 0.34).

These examples illustrate that the added value of the END comes from its
ability to distinguish the links that matter from those that do not.

3 Network Topology and Protocol Performance

In this section, we show how the END and BD metrics make it possible to
isolate and better understand the impact of the network topology on protocol
performance. We also explore the generality of these metrics by applying them
to simulation studies of collection and point-to-point routing protocols.

3.1 Experiments and Metrics

Table 2 shows an overview of the experiment sets used in this paper (the results
in Figure 1 are from the experiments in motelab-arbutus and motelab-ctp). We
also performed a smaller number of experiments on the Tutornet testbed, as well
as simulations on TOSSIM [10] and Castalia [7].

In our experiments, each node injects packets at a constant Inter-Packet
Interval (IPI) value towards the single destination, the sink. The IPI includes
a small jitter to avoid packet synchronization across the nodes. The routing
protocols broadcast their own control messages, known as beacons, at a given
Inter-Beacon Interval (IBI), which is fixed for Arbutus and variable for CTP,
which employs adaptive beaconing [1]. In this study, we use the performance
metrics typically employed in evaluation of routing protocols:
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Sink Class END Delivery Ratio

46 A 0.73 0.9984

25 A 0.38 0.9864

22 B 0.18 0.8722

90 B 0.05 0.5119

Table 3. END and delivery ratio for four examples of MoteLab topologies.

END Range Delivery Ratio Goodput [pkts/sec] Path Length Cost

mean σ mean mean σ mean σ

[0, 0.5) (B) 0.06 0.09 0.61e-3 7.1 2.5 23.7 18.9

[0.5, 0.9) (A-) 0.9246 1.47e-2 9.2e-2 4.1 0.9 5.5 2.8

[0.9, 1] (A+) 0.9997 2.33e-4 9.9e-2 3.2 0.2 3.7 0.2

[0.5, 1] (A) 0.9361 0.31e-2 9.3e-2 4.0 0.9 5.2 0.9

Table 4. Results from the experiment set motelab-ctp. Performance of CTP at IPI=10s
averaged over different END ranges: Class B, Class A, and its subclasses, A+ (upper
Class A) and A- (lower Class A).

– Delivery Ratio: The ratio of the number of packets that are delivered to the
sink to the total number of injected packets.

– Goodput: Number of application packets delivered to the sink per node per
unit time (here measured in pkts/sec).

– Delay: The time it takes for a packet to travel from the source to its desti-
nation.

– Cost: The total number of transmissions (including retransmissions) needed
to get a packet from its source to the sink.

During each experiment, we log all control beacons and use them offline
to measure the PRR for all the network links. In turn, the measured PRR is
employed to compute the END metric for the experiment at hand.

3.2 Protocol Performance and Topology

Table 3 shows the values of the END metric and the delivery ratio from four
examples of MoteLab topologies from motelab-arbutus that yield very different
performance levels. The delivery ratios range from 99.84% with sink 46 to about
51% with sink 90. Across the experiments, there is a distinct correlation between
higher delivery ratio and higher END.

78



END Range Delivery Ratio Goodput [pkt/sec] Path Length Cost Delay [sec]

mean σ mean mean σ mean σ mean σ

[0, 0.5) (B) 0.66 0.15 0.6e-2 5.0 1.5 10.9 3.4 241.7 240.4

[0.5, 0.9) (A-) 0.9967 4e-3 8.8e-2 2.9 0.5 8.9 5.5 1.3 1.5

[0.9, 1] (A+) 0.9996 2e-4 9.3e-2 2.9 0.5 3.3 0.6 0.2 0.1

[0.5, 1] (A) 0.9975 3.6e-3 8.9e-2 2.9 0.5 7.3 5.3 1.0 1.3

Table 5. Results from the experiment set motelab-arbutus. Performance of Arbutus
at IPI=10s averaged over different END ranges.
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Fig. 3. With both CTP and Arbutus, the
END metric generally correlates with the
delivery rate, and the performance di-
chotomy shown in Figure 1 is confirmed.
Low END values correspond to a less pre-
dictable performance.
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Figure 3 shows the delivery ratio vs. the END metric for the experiments
in motelab-ctp and motelab-arbutus. Qualitatively, we observe a correlation be-
tween the END metric and the delivery ratio for both CTP and Arbutus; this
confirms that the performance variations across different experiments may be
traced back to changes in the network topology. With a lower END, the best
possible achievable performance is also lower, as reflected in the protocol perfor-
mance.

Table 4 and Table 5 summarize the results from the experiments in motelab-
ctp and motelab-arbutus. We note that the dichotomy between Class A and
Class B that was evident in Figure 1 is also visible in these results. We can use
the END metric to classify the topologies according to the expected achievable
performance. The END also correlates to various degrees with other metrics such
as goodput, cost, and delay.

The END metric helps us understand the protocol performance in the context
of the network topology over which an experiment is run. With the END metric,
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we can precisely identify the cases where a low protocol performance is due to
an adverse network topology.

3.3 Explaining Protocol Performance

The END metric can help explain the reasons behind the achieved protocol per-
formance. For example, in Class B topologies Arbutus performs more efficiently
than CTP due to the use of different retransmission strategies: Arbutus employs
unconstrained retransmissions (compared to 32 times for CTP) and limits packet
loss at the price of delay, as shown in Table 5. In Class A topologies, CTP and
Arbutus perform more similarly and achieve high delivery ratio. We expect this
result considering the abundance of high quality key links in Class A topologies.

Figure 5 shows the packet loss and the corresponding END with a specific
sink placement (node 22) in MoteLab. Each datapoint represents the packet loss
and the value of the END metric over one of 50 experiments. There is a clear
negative correlation between the END and the packet loss.

In Class B topologies, a high delivery ratio comes with a high cost because
a large number of retransmissions is needed to deliver packets over unstable
key links. In Class A, however, a high delivery ratio does not imply a high cost
because the key links in Class A topologies have a high PRR and generally
require a single transmission.

3.4 Comparisons across Testbeds

The END metric enables a direct comparison of results obtained from different
testbeds thereby overcoming the biggest shortcomings in testbed experimenta-
tion – the inability to directly compare the results from different testbeds. The
results obtained on different testbeds are directly comparable if the END metrics
across those experiments are similar.

In one experiment run on the Tutornet testbed, CTP achieved a delivery
of 99.9% with an END of 0.89. Both CTP and Arbutus performed similarly in
the MoteLab runs from motelab-ctp and motelab-arbutus when the END was
in that same ballpark. Because the END values across these experiments on
two different testbeds are similar, we know that the network topologies during
these experiments were similar, and these two performance results are directly
comparable. Thus, the END metric tells us when the topologies on two testbeds
are similar and gives us a way to directly compare the results from two testbeds.

3.5 Comparisons over Time

Even if the sink placement and the network layout are fixed, protocol perfor-
mance can still change over time due to the temporal changes in the link qualities
in the network. Figure 5 shows that a testbed can have a time-varying topology
that yields a time-varying performance. The performance peaks correspond to
END maxima, while the performance lows map to END minima. We conjecture
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that this is due to the high impact of transitional links with this particular sink
assignment: transitional links are more likely to get stuck in bad fading spots
at night than they are during the day, when they can leverage induced fading
effects [11].

This example shows that the END can also be employed for a systematic
evaluation of a single protocol over time.
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END.

3.6 Directionality and Outliers

The quality of the links to the sink’s neighbors, to a large extent, determines
the performance of a collection protocol. A link can have bidirectional loss,
dominantly outbound loss, and dominantly inbound loss. The nodes cannot send
data to the sink if the links from these neighbors of the sink have high bi-
directional or inbound losses, while acknowledgments and control packets from
the sink tend to get dropped with high outbound loss.

Figure 6, shows the BD vs. the END for each of the motelab-ctp and motelab-
arbutus experiments. We observe that the outbound losses are common in Class
B topologies. Both protocols suffer significant outbound losses in those topolo-
gies. Because it contains several mechanisms to boost reliability, Arbutus per-
forms significantly better than CTP with Class B topologies. Figure 6 shows that
a near-zero BD always corresponds to a high END and therefore to high delivery
ratios. We also found that near-zero BD are rare, suggesting that most links were
unstable and asymmetric during our experiments. Strong dominantly inbound
losses were never observed in our experiments. The corresponding topologies
would result in near-zero packet delivery.

Moderate inbound loss (BD> 0) typically indicates the presence of connectiv-
ity outliers. If the END is very high (typically > 0.8), a positive BD is indicative
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of the presence of leaf connectivity outliers, i.e., nodes with poor downstream
links that are attached to the collection tree as leaf nodes. These leaf outliers
result in a positive BD in Figure 6. The positive BD allows us to determine that
the dominant cause of CTP’s poor performance is downstream loss. Thus, the
BD metric enhances the performance analysis by adding directionality to the
overall topology information captured by END.
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3.7 Applicability to Simulation

Even an accurate qualitative description of a simulation setup makes it difficult
to quickly determine the impact of the simulation environment on the protocol
performance. Instead, the END metric can be used to succinctly capture the
topology information used in simulations. Figure 7 shows the values of the END
and the delivery ratio obtained by running CTP on 50 different network topolo-
gies (each consisting of 100 nodes) within the Castalia simulation environment
[12][7]. For each network, the END and the delivery ratio were averaged over 50
simulation runs. Similarly to the testbed experiments, the END metric and the
delivery ratio from the simulations show a significant degree of correlation. In
this specific case, low END values correspond to relatively high average delivery
ratios because in the simulations the channel remains constant across retransmis-
sions. Because the END metric succinctly captures the property of the topology
instantiated during the simulation, it allows us to understand the impact of the
topology on the protocol performance in simulation.
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3.8 Applicability Beyond Collection

The definition of the END given in equation (2) presupposes a many-to-one
traffic pattern. This formulation is specific to collection, but the framework is
more generally applicable. For example, in the case of point-to-point routing,
the Expected Path Delivery (EPD) given in equation (1) can be employed to
gauge the expected performance on a route between two nodes. Figure 8 shows
the results of a TOSSIM simulation of TYMO, a TinyOS implementation of
the Dynamic MANET On-demand (DYMO) routing protocol [13]. Each circle
represents one simulation run, and each run has a different set of link dynamics.
These simulation results show that the EPD correlates well with the measured
path delivery, and two performance classes can be identified as was the case with
the testbed experiments in Figure 3.

3.9 Limitations

Though the END and the BD are protocol-independent in their definition, their
calculation leverages the protocol’s control traffic. There is arguably some resid-
ual dependence on the protocol, mainly because we need to leverage the proto-
col’s traffic to measure connectivity. Measuring the accuracy of the computed
PRR would require the injection of additional traffic, which would affect the
protocol’s performance and perturb the results. This is a fundamental limitation
of our framework that is due to the need to measure the network as we use it
[14]. Another limitation lies in the fact that the END is averaged over the dura-
tion of each experiment. In networks where bimodal links dominate, or in long
experiments, a time-dependent formulation of the END is in order and will be
addressed in our future work.

4 Related Work

The impact of the network topology on protocols has been studied in the context
of wired networks, with a specific focus on the Internet. Early studies considered
the node degree distribution and the neighborhood size [15]. In [16], network
topology is characterized with three metrics: the expansion (average number
of nodes within a given hop count), the resilience (minimum cut-set size for a
balanced bipartition of the network), and the distortion (which captures how
path lengths are affected by link failures). Our study, however, is specific to
wireless sensor networks, whose low-power communication hardware underscores
the probabilistic nature of wireless links [4] and makes it impossible to treat them
as Boolean objects (as in wired networks).

Recently, the lack of a wireless lexicon to describe the complexities of real-
world wireless networks has been pointed out, and there have been a few efforts
on the definition of link-level parameters that capture the vagaries of the be-
havior of low-end wireless network. In [17], a measure of link bimodality (the β
factor) is defined, and its impact on protocol performance is characterized. In
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[18], a measure of inter-link cross-correlation (the κ factor) is proposed. A re-
lated effort is the development of the Stanford Wireless Analysis Tool (SWAT)
[19], a software tool for the collection of network measurements. In these studies,
network measurements are taken by injecting special traffic patterns: broadcast
traffic in [17] and a round-robin of packet bursts in [18]). Our effort can be viewed
as complementary to these studies, because (1) we focus on a network-wide met-
ric as opposed to a link-level metric, and (2) we perform passive measurements
directly from the broadcast control traffic injected by the protocol under test
as it is running. Our approach is particularly valuable for unstable topologies
that show different behaviors at different times. Initially, we also attempted to
measure the network before and/or after running the protocol, and for unstable
topologies the Expected Network Delivery often appeared to be uncorrelated
from the various performance dimensions.

Similarly to the CTP work [1] and to the aforementioned studies, we capi-
talize on remote-access testbeds and their backchannels to gain a thorough un-
derstanding of the reasons for packet loss. Similarly to the Visibility framework
[20], our approach makes it easier to diagnose the causes of failures. Differently
from that framework, however, our approach is unobtrusive because it does not
require any changes to the protocol under test. Similarly to [14], we note that
testbed conditions vary so rapidly that even back-to-back experiments are not
guaranteed to share the same conditions, which is why we measure the PRR
from a protocol’s control traffic while the protocol is running.

While in [20] visibility is pursued from within the protocol, the achievement
of visibility through passive inspection by way of a sniffer network is the focus
of [21], [22], and [23]. We believe that coupling our method with passive inspec-
tion techniques would greatly benefit the overall system visibility that passive
inspection strives for.

This work is informed with a deep awareness of the vagaries of wireless prop-
agation [4], in particular the existence of the transitional region of connectivity
[24][25] and the temporal properties of wireless links [8].

5 Conclusion

The wide range of protocol performance levels across different topologies suggests
that just looking at the performance results with no regard to the topology only
gives an incomplete picture of the protocol performance. The END is a signifi-
cant step towards a systematic methodology for the comparison of experimental
results across protocols, time, and testbeds. We showed that the END exposes
specific features of the network topology that can significantly affect the network
performance.

The effectiveness of our approach in describing the state of the network dur-
ing an experiment suggests that it is possible to succinctly represent the net-
work topology in the context of the design goals of a protocol. We primarily
focused on collection protocols, but also showed that our methodology applies
to point-to-point routing. We underscored its added value in the context of

84



testbed experiments, and we showed that our framework is also applicable to
the characterization of simulation scenarios.
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Abstract

In this paper we present and evaluate a social network model which exploits fundamental results coming from

the social anthropology literature. Specifically, our model focuses on ego networks, i.e., the set of active social

relationships for a given individual. The model is based on a function that correlates the level of emotional closeness

of a social relationship to the time invested in it. The size of the social network is limited by the time budget a person

invests in socializing. We exploit the model to define a constructive algorithm to generate synthetic social networks.

Experimental results show that our model satisfies, on average, known properties of ego networks such as the size,

the composition and the hierarchical structure. We also introduced a procedure for the integration of different ego

networks and the generation extended social networks.

Index Terms

social networks; ego networks; model;

I. INTRODUCTION

The emerging pervasive and social networks are drastically changing the (information) society. First of all, we

are experiencing a convergence between the cyber/virtual and physical worlds. The convergent cyber/physical world

will be content-centric where content generated in the physical space is immediately transferred to the cyber space

(e.g., multimodal sensing), and cyber outcomes have immediate impact on physical space. Humans are at the core

of this convergence; each person has several (mobile) devices through which he/she can interact with the virtual

world thus linking the physical world and the electronic world of users devices [1]. In this scenario, human and

online social networks have a very important role for accessing and circulating the massive scale of content that is

circulating in the network/society. By translating human relationships in the electronic world, we embed in electronic

devices the key characteristics that enable humans to effectively handling and sharing large amount of information.

Human relationships can be exploited in the virtual world for fast and effective circulation of data with spatial

temporal value and for content provision and personalized context, such as by sharing information of mutual

relevance.

There is significant evidence suggesting that human social networks (i.e. the set of social relationships people

maintain with each other) are not particularly affected by specific communication technologies [2]. Therefore, it is

reasonable to see the properties and structures of human social networks as an invariant with respect to the evolution

of the underlying means supporting social interactions.
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Human social networks exhibit remarkable dynamism and structural properties that may significantly affect the

quality of the information (i.e., trust and reputation, relevance, reliability, etc.) and the way information may circulate;

it is conjectured necessary to transverse only a small number of human social relationships in order to connect

any pair of people resulting in the “small world concept”. Therefore, understanding and modeling human social

networks is a fundamental step in designing efficient protocols for data dissemination in the cyber-physical world.

In this paper we present a first important step in this direction. Specifically by exploiting social anthropology results

we have developed a model of the ego network, i.e., the model describing the set of active social relationships of an

individual. Results from Dunbar et al. [3], [4] indicate that human relationships have a hierarchical structure and,

on average, an individual has up to 150 active social relationships, i.e., the Dunbar number. These results constitute

the bases for the model developed in this paper.

The properties of the ego networks are summarized in the next section and our model is presented in Section III.

In Section IV we define the functions and the parameters that characterize the model. In Section V we validate the

model and formulate the conclusions while in Section VI we introduce a procedure for the integration of different

ego networks and the generation of extended social networks.

II. EGO NETWORKS

Ego networks are a particular category of social networks made up of an individual (an “ego”) and the people

(“alters”) with which the ego has some kind of social relationship.

There are limits to the amount of social relationships that an individual can maintain, this is due to cognitive and

time constraints [5]. In fact, keeping social relationships demands cognitive resources and time available to invest

on them and both resources are limited. Different studies about ego network size have been conducted (e.g. in [4],

[6], and [7]). It has been demonstrated that ego networks have a hierarchical structure that consists of a series of

concentric layers of acquaintanceship with increasing sizes. Dunbar et al. suggests that the layers in an ego network

are: “support clique”, “sympathy group”, “band” and “active network” (the whole network) with sizes ∼ 5, ∼ 12,

∼ 35 and ∼ 150 respectively, [3], [4]. The layers are hierarchically inclusive, so that each layer includes all inner

levels. This structure is depicted in Figure 1. Sometimes in this paper, we use the term external part of a layer in

order to refer to the part of the layer not overlapped with its inner levels.

Support clique and sympathy group are made up by a relatively small number of alters the ego is emotionally

closest to. On the other hand the alters connected to the ego by weak ties, which represent the greatest part of the

network, are included in the external layers. Each layer of the network has specific characteristics: support clique

and sympathy group are well-defined in size and composition (see [8] and [9]) as well as the active network is

([4]), while no accurate information is currently available in literature about the band level. Therefore in this paper

we do not explicitly model the band level and we consider it merged within the active network layer.

Regarding the correlations among the layers’ sizes, the study in [8] suggests that there is a linear correlation

between support clique and sympathy group. On the contrary there is no information in literature about possible

correlations of their sizes and the size of the active network layer.
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Support clique: ~5

Sympathy group: ~12

Band: ~35

Network: ~150

Fig. 1. Hierarchical ego networks’ structure. The black circle represents the ego; dark red circles refer to the kin; light green ones refer to

non-kin.

Relationships in social networks may be classified into different categories such as: kin, friends, neighbors, work

colleagues, etc.. Moreover alters may be characterized by their gender, age, education level, marital status and so

on. In social networks each relationship is also characterized by a level of emotional closeness. Strong relationships

have a higher level of emotional closeness compared with weak ties. As suggested by Hill & Dunbar, the emotional

closeness level may be the key parameter to consider in order to select in which layer a relationship has to be

included [4].

The level of emotional closeness is positively correlated with the “frequency of contact”, which is estimated with

the inverse of the “time since last contact” [4]. The latter also reflects the time invested in a particular relationship

[5], therefore it is generally assumed that there is a relation between the time invested in a relationship and the

level of emotional closeness. Maintaining a relationship at high level of emotional closeness requires a lot of time

invested in it, for both friends and kin. On the contrary, for low levels of emotional closeness, kin relationships

require less invested time than the relationships with friends [5].

III. THE MODEL

Our model allows to define ego network graphs that, on average, have the properties described in literature, such

as the size, the hierarchical structure and the composition of each layer. The model is based on parameters and

functions, defined in Section IV, that are obtained exploiting results in the reference literature about the average

ego network.

As previously said, the size of the network is limited by cognitive and time constraints. Since cognitive constraints

are not easily quantifiable, our model focuses on time constraints, associating to each ego a certain time budget for

handling his/her social relationships. In the model each relationship requires a specific amount of time, therefore

the size of the ego network is constrained by the time budget.

In order to know the time requested by each relationship, the model exploits a function that, given the level

of emotional closeness of a relationship, returns the related amount of time to handle it. The level of emotional

closeness is distributed according to known probability distributions, and identifies the layer a relationship belongs

to. Each layer of the ego network is related to specific interval of values of emotional closeness. The function that

correlates emotional closeness and time is defined in order to obtain, on average, networks with a specific expected

size.
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The size of the sympathy group follows a specific distribution and it is independent of the network size. On the

contrary it is linearly correlated to the support group according to a ratio defined by a probability distribution.

As previously said, the literature proposes different categorizations of relationships and alters. Our model only

considers the kinship with the ego and the gender of the alters because there are many data available about these

categories [8], [4]. Therefore, each relationship in the model is characterized by the type (kin or not-kin) and by

the gender of the alter according to the composition of an average ego network. Our model simply considers static

ego networks. Including the evolution over time, studied in [10], represents an interesting future work.

In the following subsection we present an algorithm for the generation of ego network graphs that are based on

the presented model.

A. The Algorithm

The algorithm generates an ego network graph iteratively, following the proposed model. It adds relationships

to the network from the inner to the outers layers, until the time budget is completely spent. To construct the ego

graph, the algorithm exploits a set of functions (hd, fS , fW , fB , fA,D and fE) and parameters (µl and m) whose

values are obtained in Section IV from the analysis of an average net.

The first step is the creation of an ego and the assignment of its gender. The gender of the ego is saved in the

variable g that can take values M (male) and F (female). The algorithm extracts g form a Bernoulli distribution

Ber(m) where m is the probability that gen = M (line 2-3).

The next step is the extraction of the sympathy group size ssym from the known probability density function fS

(line 4). The mean value of fS is µsym that is the size we expect to obtain, on average, by the algorithm execution.

Once the algorithm knows the value of ssym, it can obtain the size of the support clique ssup. In order to do this

the algorithm randomly extracts the ratio w between the two layers’ sizes from the density function fW . Once w

is extracted, the algorithm sets ssup = ssym · w (lines 5-6). The expected value of ssup is µsup.

Since the probability density functions used in the model return continuous values, but layer sizes have to be

natural numbers, values are rounded using the dithering method [11]. Moreover each negative value is converted

into a zero.

In the next step the algorithm assigns the time budget bdg. This amount is extracted from the known probability

density function fB (line 7).

At this point the main loop starts (lines 9-22). For each iteration the algorithm sets the parameters for a new

relationship that is created only if there is enough time available. The total amount of time spent by the created

relationships, is kept in the variable tot, that is updated after each relationship addition. The variable tot is initialized

before the loop begins together with the control variable done and the counter i, which represents the current size

of the network (line 8).

By the knowledge of the current size i and the layer sizes ssup and ssym, the algorithm infers the current layer

l. The variable l takes the values in the set L: sup (support clique), sym (sympathy group) or net (active network)

(line 10).
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Algorithm 1 Ego Network Creation

1: procedure CREATEEGONETWORK

2: g ← EXTRACTFROM(Ber (m))

3: ego← CREATEEGO(g)

4: ssym ← EXTRACTFROM(fS)

5: w ← EXTRACTFROM(fW )

6: ssup ← ssym · w

7: bdg ← EXTRACTFROM(fB)

8: done =← False, tot← 0, i← 0

9: repeat

10: l← SELECTLAYER(i, ssup, ssym)

11: a, d← EXTRACTFROM(fA,D|L=l,G=g)

12: e← EXTRACTFROM(fE|D=d in
(
lowl,d,upl,d

)
)

13: t← hd (e)

14: if t/2 < bdg − tot then

15: r ← CREATERELATIONSHIP(l, a, d, e, t)

16: ADDRELATIONSHIP(ego, r)

17: tot← tot + t

18: i← i + 1

19: else

20: done← True

21: end if

22: until done

23: return ego . snet is the final value of i

24: end procedure

For each relationship, the algorithm has to set the type of the relationship d and the gender of the alter a. The

variable d takes the values K and NK, in case of kin and non-kin relationship respectively. The variable a, such

as g, takes values M (male) or F (female). The algorithm randomly extracts the values of a and d from the joint

probability mass functions fA,D. Since each layer has a different composition, which also depends on the gender

of the ego, there is a specific function fA,D|L=l,G=g for each layer l and for each gender g. The functions refer

only to the composition of the external part of the layers. Considering the current layer l and the gender of the ego

g, the algorithm extracts a and d from the function fA,D|L=l,G=g (line 11).

For each relationship, the algorithm has to assign a level of emotional closeness to the variable e using the

probability density functions fE . There are two different fE functions, one to use in case of kin relationship fE|D=K,
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and the other for non-kin relationship fE|D=NK, therefore the algorithm selects the proper function according to d.

The extraction from fE|D=d is limited in an interval of emotional closeness
(
lowl,d,upl,d

)
related to the current

layer l and the type of the current relationship d (line 12). The method to infer these intervals is described in the

Subsection IV.G.

To relate the emotional closeness e to the time required to handle it, the algorithm is based on functions hd

that return an amount of time given a level of emotional closeness. There are two different functions hK and

hNK, for kin and non-kin relationships respectively. Using the proper function hd the algorithm sets the amount of

time t given the level of emotional closeness e (line 13). Functions hd must satisfy some properties listed in the

Subsection IV.H.

The current relationship has to be added to the ego network only if there is enough time available. However if

the algorithm discards a relationship when t > bdg− tot, the final value of tot is always less than the time budget

bdg. Since we want that E[tot] = E[bdg] the condition to add a relationship to the network is t/2 < bdg − tot

(lines 14-18). When the previous condition gets false, the boolean control variable done becomes equal to True,

therefore the loop ends and the algorithm returns the object ego with the related ego network (lines 19-23).

The final value of the counter i represents the network size snet. If the functions and the parameters of the model

are defined satisfying the properties given in the following subsections, the algorithm generates, on average, ego

networks with the expected size µnet.

IV. PARAMETERS AND FUNCTIONS

In this section we define all the parameters and functions the model uses exploiting results in the reference

literature.

A. Layer sizes

In the literature there are different values for the layer sizes, often with significant differences. In [7], the authors

collected all the required data about layer sizes and extracted the mean value for each layer. Therefore, basing on

this work, we set the mean support clique size µsup = 4.6, the mean sympathy group size µsym = 14.3 and the

mean active network size µnet = 132.5.

B. Parameter m

Parameter m is the probability to have a male ego, that is gen = M. We can reasonably assume that m = 0.50.

C. Function fS

The sympathy group size distribution is presented in a histogram format ([8]) which can be fitted by a Gamma

distribution. As fS must be consistent with the mean size of the sympathy group µsym, we obtained fS =

Gamma(4.1, 3.49) with mean 14.3.
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TABLE I

COMPOSITION OF SYMPATHY GROUP

a, d g = M g = F

a = M, d = K 2.28 15.98% 2.38 16.64%

a = F, d = K 2.47 17.26% 3.53 24.72%

a = M, d = NK 7.38 51.61% 2.02 14.14%

a = F, d = NK 2.17 15.15% 6.36 44.51%

sum 14.3 100% 14.3 100%

D. Function fW

The ratio between the support clique and the sympathy group sizes is given by the function fW . Since we have set

the mean sizes µsup and µsym, we define fW thought a normal distribution with mean equal to µsup/µsym = 0.3217.

We have no explicit information about the standard variation of the distribution, however it can be experimentally

approximated, using the scatter plot proposed in [8]. A good approximation is obtained by setting the standard

variation to half of the mean, therefore the function is defined as fW = Normal(0.3217, 0.1608).

E. Function fB

We have no exact information about the distribution of time spent in socializing but we know that on average

a person spends for it about the 20% of the time [12]. Therefore we define fB with a mean value equal to

8760 · 0.2 = 1752 where 8760 is the number of hours in a year. In this way expected value of time budget is

E[bdg] = 1752.

The probability function fB directly influences the distribution of the network sizes, therefore we chose its

distribution and parameters experimentally, after we have done some tests, in order to obtain a network size

distribution close to the one presented in [4]. The function we selected is fB = Gamma(205.48, 8.5264).

F. Functions fA,D

Dunbar & Spoors in [8] studied the composition of the sympathy group for male and female egos. Considering

the given mean size µsym, that is independent of the gender of the ego, the resulting compositions are reported in

Table I.

In the same work, the authors studied the support clique and they observed that there are not significant differences

between the compositions of the two layers. For this reason we can set the function fA,D|L=sym, that refers to the

external part of the layer, with the values in Table I, related to the whole sympathy group. Moreover we can set

fA,D|L=sup = fA,D|L=sym.

Regarding the external part of the active network layer we can indirectly estimate its composition starting from

results in [6]. Specifically, we set fA,D|L=net with the results presented in Table II.
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TABLE II

COMPOSITION OF ACTIVE NETWORK LAYER (EXTERNAL PART)

a, d g = M g = F

a = M, d = K 11.46 9.70% 17.35 14.68%

a = F, d = K 18.00 15.23% 17.18 14.53%

a = M, d = NK 52.50 44.41% 38.90 32.91%

a = F, d = NK 36.24 30.66% 44.78 37.88%

sum 118.2 100% 118.2 100%

G. Emotional closeness intervals and functions fE

As shown in Figure 2 the value of emotional closeness will be extracted by different range of the fE distribution

depending on the layer. The intervals of emotional closeness can not be chosen arbitrarily but they must be consistent

with the expected layer sizes (µsup, µsym and µnet) and with the probability density functions fE . The probability

to extract a value of emotional closeness in an interval must be equal to the proportion of the network the related

layer represents.

Our model uses two different density functions for kin fE|D=K and non-kin fE|D=NK, therefore, in order to

define the intervals, we need to know the mean proportion of kin for each layer. Using the Equation (1) we obtain

the probability k′l to have a kin in the external part of a layer l.

k′l =
∑

a∈{M,F}

(
m · fA,D|L=l,G=M (a,K)

+ (1−m) · fA,D|L=l,G=F (a,K)
)

,∀ l ∈ L

(1)

Using the values k′l it is possible to obtain the probability to have a kin, kl, in the whole layer l by the Equation

(2), where c is a sublayer of l.

kl =
∑
c⊆l

µ′
c

µl
· k′c ,∀ l ∈ L (2)

For example, the probability to have a kin in the whole network, knet, is:

knet =
µ′

net · k′net + µ′
sym · k′sym + µ′

sup · k′sup

µnet
(3)

Considering a type of relationship d, the probability to extract a value from fE|D=d in the interval
(
lowl,d,upl,d

)
related to a layer l, must be equal to the expected proportion of the network the layer l represents, considering only

relationships with type d.

Knowing the cumulative distribution functions FE of the densities fE , it is possible to calculate the limits of the
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Fig. 2. Distribution of emotional closeness for kin with the proportion of the network for each layer and the related limits.

intervals of emotional closeness, considering them as quantiles that satisfy the following equations:

FE|D=K (lowsup,K) = 1− µsup · ksup

µnet · knet
(4)

FE|D=NK (lowsup,NK) = 1− µsup · (1− ksup)
µnet · (1− knet)

(5)

FE|D=K (lowsym,K) = 1− µsym · ksym

µnet · knet
(6)

FE|D=NK (lowsym,NK) = 1− µsym · (1− ksym)
µnet · (1− knet)

(7)

For example, considering kin relationships and the support clique layer, the limit lowsup,K defines an area in

fE whose size is equal to µsup·ksup
µnet·knet

(the dark area in Figure 2) where µsup · ksup is the number of kin relationships

in the support clique and µnet · knet is the number of kin relationships in the whole network.

The lower limits for the active network layer are lownet,d = 0 while the upper limits are upsup,d = emax, where

emax is the max value of emotional closeness, upsym,d = lowsup,d and upnet,d = lowsym,d, for each type of

relationship d.

Distributions of emotional closeness for kin and non-kin are presented in [6]. As we do not have the exact

distributions’ values, we can only approximate them. Setting the maximum level of emotional closeness emax = 1,

obtained distributions are fE|D=K = Gamma(0.2, 2.296) and fE|D=NK = Normal(0.5, 0.172), both defined only

in the interval (0, emax). Considering the cumulative distributions FE it is possible to solve the Equation (4), (5),

(6) and (7), obtaining the limits of the intervals of emotional closeness: lowsup,K = 0.8582, lowsup,NK = 0.8185,

lowsym,K = 0.6852 and lowsym,NK = 0.7247.

H. Functions hd

hd functions correlates the level of emotional closeness to the time spent in a relationship. Considering the studies

[4] and [5] we know that hd functions are increasing with the level of emotional closeness and that hK returns

lower or equal values than hNK . The latter observation is due to the fact that kin relationships demand less time

invested on them than non-kin relationships. However, for high level of emotional closeness, the invested time in

social relationships is equal for both kin and non-kin, therefore we set the following constraint:

hK (emax) = hNK (emax) (8)
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TABLE III

RESULTS: LAYER SIZES AND TIME BUDGET

min max avg st. dev.

snet 3 510 132.84 65.80

ssym 0 74 14.06 7.25

ssup 0 43 4.62 3.55

bdg 195.62 5197.87 1748.40 598.42

where emax is the maximum level of emotional closeness.

Since the network size snet is limited by time constraints, it is fundamental to properly define the functions hd

in order that E[snet] = µnet. In order to do this we impose that, in an average network with size µnet, the total

amount of time spent in relationships is equal to the main value of the time budget E[sbdg], obtained from the

density function fB . Considering the given density functions of emotional closeness fE and the proportion of kin

in the network knet, the constraint can be expressed by the Equation (9). In this equation, the value of the integral

is the weighted sum of the expected values of the functions hK and hNK, multiplied for the probability to have a

kin or a non-kin respectively.

µnet ·
∫ [

hK(e) · fE|D=K(e) · knet

+hNK(e) · fE|D=NK(e) · (1− knet)
]
de = E[bdg]

(9)

Through the graphics in [5] and in [4], we presume that hd functions have an exponential trend therefore we

define a generic h function: h(e) = ce + t0−1. The parameter t0 is the value returned by h(0). It can be considered

as the minimum amount of time spent in a relationship in order to keep it active.

hK and hNK have the same form as h but have different values for the parameters c and t0: respectively cK and

t0K in hK, and cNK and t0NK in hNK.

As previously said hK has to return lower or equal values than hNK therefore t0K must be less or equal than

t0NK. We have no any indication on how estimate t0 parameters, therefore we assume to be reasonable to set

t0K = 0.5 and t0K = 2. In order to extract parameters c we can put in a system the Equation (8) and (9) where

µnet = 132.5, knet = 0.2817 and E[bdg] = 1752.

With numeric methods we can solve the system of equations with a very good approximation obtaining cK =

95.3275 and cNK = 93.8275. Finally we can define the functions:

hK(e) = 95.3275e − 0.5 (10)

hNK(e) = 93.8275e + 1 (11)

V. RESULTS

We have implemented the algorithm presented in Section III.A in Java programming language and we performed

100.000 run tests creating as many ego network graphs. Results are presented in the Tables III and IV.

98



11

 0

 1000

 2000

 3000

 4000

 5000

 6000

 7000

 0  50  100  150  200  250  300  350

Fr
eq

ue
nc

y

Active network size

Active network size histogram

Fig. 3. Network Sizes Distribution in Simulations

TABLE IV

RESULTS: COMPOSITION OF THE NETWORK

ai, di g = M (49.85%) g = F (50.15%)

ai = M, di = K 13.63 10.35% 19.97 14.89%

ai = F, di = K 20.37 15.48% 20.93 15.61%

ai = M, di = NK 59.44 45.17% 41.50 30.96%

ai = F, di = NK 38.16 29.00% 51.68 38.54%

sum 131.59 100% 134.08 100%

As we can see, the average network size converges to a value close to the expected value 132.5. The little gap

is due to approximation errors.

Also the mean average of the sympathy group is very close to the reference value 14.3. In this case the gap is

due to the correlation between the time budget and the size of the layer. The algorithm extracts ssym values from

the distribution fS but in a few cases the algorithm exhausts the time budget before completing to populate the

sympathy group layer, making lower its mean size. This happens especially when the algorithm extracts a low value

for bdg. In our tests, the sympathy group size is constrained by time budget in the 3.17% of the runs.

The average size of the support clique meets perfectively its expected value. Such as in case of the sympathy

group, the time budget extracted can constrain the size of the layer however, in case of the support clique, this

happened only in the 0.38% of the runs.

The shapes of the layer size distributions are similar to the distributions in the reference literature. See for example

the shape of the network size distribution presented in Figure 3.

In Table IV we can see that the composition of the network is coherent with the fA,D functions we set. Male

egos have smaller network than females. This is due to female egos have a little more kin relationships which

request less time that non-kin relationships.

We have validated the model, demonstrating that it allows generating ego network graphs that are coherent with

the results in the reference literature.
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VI. EXTENDED SOCIAL NETWORKS

The ego network model, defined in section III, allows us to generate typical social structures from the ego’s point

of view, however it does not provide any information about how different ego networks are connected to each other.

In order to develop and validate protocols for data dissemination in the cyber-physical world, researchers need to

have at their disposal the whole social network graph. The next step of our work is, hence, to extend our model

in order to allow the generation of wide social network graphs, which have to be coherent with the defined ego

network model and with available real data.

In the next subsection we presents a method for the generation of extended social network graphs. This is a

preliminary work that currently lacks in a deep analysis and in a comparison with available real data for different

configurations, however obtained results satisfy some common hypothesis about social networks, like the small-

world property.

A. Assumptions

In social networks, links are typically reciprocal: if a person has an active social relationship with another person,

there is a high probability to have an active relationship also in the opposite direction. This is especially true for

strong relationships. In any case reciprocal social ties can have different strength. In this preliminary work we

consider that every link is bidirectional and it has the same strength in both direction. In future work, the model

will be extended in order to consider also unidirectional ties.

Defining the procedure for the generation of social network graphs we introduced some simplifications in respect

to the ego network model. The gender of the nodes is not taken into account and the social relationships are not

divided into kin and non-kin ones. Also in this case, the model may be extended in future in order to consider

different kinds of egos and relationships.

B. Overview

An extended social network can be defined as the social graph resulting from the interconnection of the nodes’

ego networks. For this reason the idea is to initialize the network with a certain amount of nodes and then execute

for each node the generative procedure defined for the ego network model.

Nodes are initialized assigning the attributes related to their ego networks: the time budget, the support clique

and the sympathy group sizes. Ego networks are generated at the same time, starting from the inner toward the

outer layers, like in the ego network model. At each step, the procedure selects a pair of nodes between which

create a new relationship, until all the ego networks are completed.

Once the algorithm selected the first of two nodes involved in the new relationship, the choice of the other

end-point is fundamental in order to determine the social structure of the network. We know that social networks

exhibit the small-world property therefore nodes are organized in communities where interconnections are more

common than in random graphs. A simple and effective way to obtain this property is to induce the triadic closure.
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The method consists of two steps: first, a node k is chosen from the neighbors of the selected node i, then a link

is created between i and a node j, chosen from the neighbors of k apart from i.

As Granovetter’s studies demonstrate [13], the triadic closure is more probable if the strength of the existing

links between the nodes i and k and between k and j is high. This is intuitively true for real human social networks.

For this reason our procedure selects with a higher probability the nodes which have stronger ties with the starting

node.

However in real human network, not all the relationships born because of a common friends. Sometime a new

relationship is created with a node of the network regardless the current ego network structure, choosing the node

apparently in a random fashion.

Our procedure for the generation of social networks takes into account both methods to form a new link: triadic

closure method (TC) and random selection method (RS).

We can reasonably suppose that the inner layers of different ego networks are highly clusterized among each

other therefore, in our procedure, TC method has to be selected with higher probability for inner layers than for

the outer ones. For this reason our procedure relies on parameters psup, psym and pnet which define the probability

to select TC method against RS method for each different layer.

C. The Algorithm

The algorithm we are going to present, generates a social network following the procedure introduced in the

Section VI-B.

In the first part of the algorithm (lines 2-6), data structures and objects are initialized, taking the parameter N

as the number of nodes to be created.

Each node is created by the procedure CREATEEGO (line 4) which also initializes its ego network parameters:

the size of the sympathy group ssym, the size of the support clique ssup and the time budget bdg. Each parameter

is extracted from the proper distribution function as in the ego network model.

The sets Al contain the nodes those have available resources to form new relationships for the layer l, that is

the nodes having free slots, in case l ∈ {sup, sym}, or those having enough residual time budget, in case l = net.

The algorithm initializes these sets with the whole set of nodes V (line 6).

The main loop (lines 7-29) manages the construction of the network from the inner layer (sup) to the outer layer

(net). For each layer l, the algorithm generates relationships until the set of nodes with available resources Al is

empty (lines 8-28).

At each step of the inner loop, the algorithm tries to create a new relationship between a node i and a node

j. The node i is chosen from the set Al proportionally to its available resources for the current layer l (line 9).

Therefore node i is selected with probability slotl[i]/
∑

i?∈Al
slotl[i?], where slotl is the number of slots available

for the current layer l, in case of l ∈ {sup, sym}, and with probability rds[i]/
∑

i?∈Al
rsd[i?], where rsd is the

residual time budget (bdg − tot), in case of l = net.
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Algorithm 2 Create Social Network
1: procedure CREATENETWORK(N )

2: initialize sets of nodes V and edges E

3: for i← 1, N do

4: V [i]← CREATEEGO

5: end for

6: Asup, Asym, Anet ← V

7: for all layer l in {sup, sym, net} do

8: while Al is not empty do

9: i← WEIGHTEDSELECTION(Al)

10: e← EXTRACTFROM(fE in (lowl,upl))

11: t← h(e)

12: if t/2 < bdg[i]− tot[i] then

13: j ← null

14: if RAND() < pl then

15: j ← TC(V,Al, i, t)

16: end if

17: if j is null then

18: j ← RS(V,Al, i, t)

19: end if

20: if j is not null then

21: E ← E + CREATELINK(i, j, e)

22: UPDATE(i, j, Al)

23: else

24: RECOVERY

25: end if

26: else

27: Al ← Al − i

28: end if

29: end while

30: end for

31: return V , E

32: end procedure
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TABLE V

MEASURES OF GENERATED SOCIAL NETWORK

Average degree 132.55

Clustering coefficient 0.0695

Assortativity 0.0002

Average path length 2.2488

Support clique average size 4.59

Sympathy group average size 14.07

Emotional closeness of the new relationship e is extracted from fE distribution function, within the bounds lowl

and upl (line 10), while the time required t is calculated with the function h (line 11). Like in the ego network

model, the algorithm checks if the selected node i has enough residual time budget for create the new relationship

which requires time t (line 12). If it is not, node i is removed from the set Al (line 26).

As introduced in the Section VI-B, node j can be selected through TC or RS method. TC method is chosen with

probability pl, while RS method is chosen with probability pl − 1 or if TC method fails (lines 16-18).

Let K the set of the neighbors of the selected node i, TC method selects a node k in K with probability

eik/
∑

k?∈K eik? , where eik is the emotional closeness level of the existing relationship between i and k. Once

selected the node k and let J the set of its neighbors, the procedure try to extract a node j from the set J? =

J ∩ Al − K − {i} with probability ekj/
∑

j?∈J? ekj? . After the selection of the node j, the procedure checks

if selected node has enough residual time budget for the new relationship requiring time t. If it is not, node j is

removed from the set Al and TC method tries to select another node j given the node k. If it is not possible because

of J? is empty, the procedure restarts selecting another node k. If for each node k selected, it is not possible to

select a node j, the TC procedure fails.

In RS method, the selection of the node j is performed in a pure random fashion from the set Al −{i}. Also in

this case the algorithm checks if the selected node has enough residual time budget for the new relationship. If it

is not, it is removed from the set Al. If Al = {i}, the RS procedure fails.

If the algorithm fails selecting a node j, a procedure recoveries the deadlock adding resources for a random node

j or reducing them for the node i (line 24).

On the contrary, if nodes i and j are selected, the algorithm creates a new relationship, with emotional closeness

level e, between them (line 21). In the next step, UPDATE procedure calculates the new values for rsd and slotl

for the nodes i and j. Then, according to these values, the set Al is updated, eventually removing the nodes, if

they exhausted the available resources for the current layer l (lines 22).

D. Simulations

The model of social network presented in this section shares many parameters with the ego network model

introduced in Section III. The functions fS , fW and fB , used to initialize the nodes in the network, are defined in
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Fig. 4. Degree Distribution in Simulated Social Network

the same manner as in the Subsections III-C, III-D and III-E. Removing the categories kin and non-kin we need

to define a new function fE and, consequently, new layer limits and a new h function.

In these preliminary simulations we set the function fE as a Normal distribution with mean 0.54 and variance

0.25. The limits of the emotional closeness intervals, calculated with the same procedure as in the Subsection III-G

are lowsup = 0.9174 and lowsym = 0.8161 while h function is defined as h(e) = 62.27e + 1.

We performed a preliminary simulation with N = 10000, psup = 1.0, psym = 0.9 and psup = 0.6. Relevant

measures of the generated social network graph are reported in Table V.

As we can expect, the ego network properties, like the average degree and the average layer sizes, are coherent

with the results presented in Section IV. Also the obtained distribution of the degree in Fig. 4 is almost identical

to the distribution reported in Fig. 3.

Clustering coefficient is calculated as the average of the local clustering coefficients defined in [14]. In respect to

the clustering coefficients reported by Newman for some real social networks in [15], generated network exhibits

a lower value. Further analysis will demonstrate if this gap is acceptable. An analysis of the relation between the

clustering coefficient of a node and its degree is reported in Fig. 5. It has a very similar trend compared with the

same analysis performed on a virtual social network in [16].

The average path length index is very low, demonstrating that generated network has the small-world property.

Assortativity index indicates that there is no correlation between the degrees of connected nodes. However social

networks reported by Newman in [15] always exhibits a certain degree of positive assortativity. Also in this case

further studies are necessary in order to know if our values is acceptable or not.

We also analyzed the similarity between connected nodes, defined as the number of neighbors they share. In

Fig. 6 we analyze the relation between the number of common neighbors and the emotional closeness level of the

relationship. As we can expect, nodes with strong relationships share a higher number of friends, on average about

17. Moreover we can observe remarkable discontinuities between different layers.
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been fundamental to deeply understand the structures of human social networks, and how to correctly model them.
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Abstract—When applying delay-tolerant networking con-
cepts to communication in mobile ad-hoc networks formed
between mobile users, a general assumption is that users
are willing to share own resources to support communication
between others. However, we cannot assume that all users
are altruistic in their behavior; instead, we have to deal with
users who only make a limited or no contribution to the
mobile community. Nodes not participating in communication
only reduce the effective node density, but do not consume
resources. Others act as sources and sinks but perform only
limited or no forwarding and thus may impact the overall
network performance. When considering routing in mobile
DTNs, such selfish nodes have to be considered. We introduce
two types of selfish nodes and evaluate their impact on message
delivery performance for different routing protocols by means
of simulation in different synthetic mobility models and with
real-world traces. We find that their impact can be surprisingly
low in our scenarios, suggesting that DTN communication
can be quite robust against selfishness and that controlled
non-cooperative behavior may be a suitable way to overcome
resource limitations, such as battery depletion.

I. INTRODUCTION

Mobile ad-hoc networks may offer an interesting alter-

native for co-located mobile users to exchange information

between their mobile devices when there is no wireless com-

munication infrastructure available, conveniently accessible,

affordable, or when its capacity is considered insufficient.

Especially the introduction of delay-tolerant networking

(DTN) concepts [5] to mobile ad-hoc networking has re-

duced the demand on the density of mobile nodes needed

for communication, taking MANETs closer to reality in

practical urban indoor and outdoor settings: Even with very

modest numbers of mobile nodes recording communication

opportunities, numerous quite diverse user traces (e.g. [8],

[4], [27]) were generated and used to show that time-space

paths can be found for point-to-point communication and

information sharing in groups (e.g., [22], [15], [10]).

Irrespective of whether we look at densely or sparsely

populated areas for mobile ad-hoc networks, communication

between two nodes generally relies on third parties to

accept, store, and forward information units. The sparser the

networking scenario, the more importance gains the altruistic

behavior of the remaining nodes to expend own resources

for others. Resources may include storage capacity, CPU

processing power, link capacity during communication op-

portunities (i.e. contacts), and energy. Today, with plenty

of storage and sufficient CPU power in mobile devices, the

constraints essentially reduce to communication and energy

capacity—which are interdependent as frequent scanning for

contacts as well as transmission and reception, especially

at high data rates, consume significant amounts of energy.

Experience shows that extensive WLAN usage can easily

drain a mobile phone’s battery in less than a day.

Because of this, and also because of the latent risk

of malware propagating, e.g., via Bluetooth, users often

turn off local communication interfaces on their mobile

phones. Such users would likely not download and install

ad-hoc communication applications. This effectively reduces

the node density in a mobile ad-hoc environment. But,

given that DTN-based communications does not place strong

demands on node density, we can safely ignore such non-

participating users from our considerations, similarly users

without sufficiently capable devices: they do no good, but

no harm either.

The situation is different for users who might leverage the

communication capabilities and willingness to cooperate of

others, but not contribute own resources. This may happen

because of malicious intent, even though it can be argued

that the achievable gain and thus the motivation for cheating

may be quite limited [7], or the lack of cooperation may

be motivated by the mere (temporary) need to save own

resources because of low battery.

In this paper, we do not explicitly consider why a particu-

lar node does not cooperate as it generally should, are mainly

interested in the resulting less cooperative behavior of which

we define two types—non-forwarding and partly-forwarding
nodes—and investigate the impact of such nodes’ presence

on the message delivery performance for different mobility

scenarios and different routing protocols.

II. BACKGROUND AND RELATED WORK

DTNs are occasionally connected networks where instant

end-to-end paths may not exist and thus messages are not

expected to be delivered instantaneously. Some fraction of

messages may not be delivered at all. Due to the potentially

disconnected nature, a sender may not easily become aware

of the delivery success (and delay) or failure.

DTNs may feature dedicated relay or infrastructure nodes,

e.g., in vehicular DTNs such as DieselNet [2] or in space

communications. Nodes in such DTNs can rely on others

to assist in routing decisions and to forward their messages.

Alternatively, DTNs may consist of equal nodes that con-

spire in ad-hoc networks to enable communication. Mobile

DTN nodes may follow predictable paths (as satellites or
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planets do), may be controlled to follow a certain path (e.g.,

message ferries), or may move in a less predictable pattern.

Depending on the types of nodes and the predictability

of their mobility, routing in DTNs may follow a variety of

approaches. If time-space paths can be calculated determin-

istically, single-copy approaches may suffice to reach the

necessary reliability [3], [25]. With unpredictable mobility,

usually multi-copy approaches [24] are pursued, in which

messages are replicated rather than just forwarded. The

replication may be unconstrained as in epidemic routing

[29] or constrained in the number of copies created [26], the

number of hops to take, or to which nodes they are replicated

(e.g., based upon encounter history [13] or utility functions

[1]). Messages often carry a time-to-live after which they

are discarded.

When dealing with mobile DTNs made up from mo-

bile users’ devices, the system and its ingredients are not

necessarily homogeneous in purpose and capabilities; also,

mobility (at the microscopic scale) becomes largely unpre-

dictable. In such a network, cooperation between mobile

users becomes crucial for the operation of the entire system,

yet we cannot expect everyone to forward messages on

behalf of others. As noted above, sending and receiving

data consumes node resources, of which especially energy

may be the limiting factor, so that cooperation may be

perceived expensive and thus unwanted. Also, an increase

in the communication load on the entire system may lead to

bottlenecks (primarily in communication capacity, possibly

also in storage space) so that a node’s own messages might

propagate less quickly and reliably.

This may motivate users to make their nodes less coop-

erative, i.e., selfish. The result of selfishness is that nodes

cannot count on the help of others, as some or all of them

try to maximize their personal payoff [28]. Yet, cooperation

is required to achieve a certain communication performance

to meet the users’ requirements; otherwise, nodes could only

deliver messages when they meet the destination, like with

Direct Delivery routing [25].

A lot of research in the area of MANETs has focused

on finding ways to ensure that nodes benefit from acting as

forwarding nodes. Some of the methods suggested including

reputation based systems or using payment methods [6] (see

also [7] for a selective summary), but it was also argued

that incentive mechanisms may not be necessary [7], albeit

proposals for realizing incentives in DTNs exist (e.g., [14]).

Panagakis et al. studied the effects of non-cooperative

nodes in a DTN [16]. They define two probabilistic types of

non-cooperative behaviors: silently dropping a message after

reception with a probability Pdrop and forwarding messages

only with a certain probability Pforward. They investigate

the impact of the cooperation degree on three different

routing protocols, using the random direction mobility model

in an open space. Resta and Santi [20] follow up on this with

a detailed analytical modeling; they use similar assumptions

for cooperation, with diverse simplifications for network

load and transmission properties, and provide one additional

variant for cooperation in which Pforward is dynamically

adjusted based on the present network conditions. An ana-

lytical model is also developed in [9].

Solis et al. investigated strategies for dealing with nodes

injecting a disproportionally high share of messages into a

mobile DTN, with malicious nodes also “blackholing” (i.e.,

accepting and then discarding) messages from others [23].

They propose mechanisms for maintaining the performance

for well-behaving nodes at an acceptable level, but do not

focus on the impact of non-cooperation in forwarding.

We note that nodes do not need to have a malicious intent

to become uncooperative: even an originally cooperative

node may be forced to cease assisting others when its

resources get depleted. It has been shown that DTN routing

protocols implicitly or explicitly favor nodes with many

contacts for relaying content, putting an undue share of the

burden on a few nodes which may lead to quicker resource

exhaustion on those unless steps for balancing the load are

taken [19].

In this paper, we assume that no incentive mechanisms

are in place and investigate the impact of two types of less

cooperative operation modes (defined in the next section) on

the overall message delivery performance. We make more

realistic assumptions on non-cooperation than [16], [20],

[9]: We do not expect nodes to silently discard messages

(their reception would already consume energy), but rather

not accept them in the first place; we let nodes exhibit a

coherent behavior across messages over a period of time

rather than randomly rejecting one and accepting another

with some probability; and we use more realistic message

sizes and allow transmissions to fail. Moreover, we use

a broader set of mobility models reflecting quite diverse

interaction patterns. In contrast to [23], we assume no

excessive message generation and do not modify routing

protocols, but rather characterize existing ones.

Finally, we investigate both static and dynamic coopera-

tion behavior: to assess the basic impact of cooperation, we

statically define which behavior each node exhibits through-

out the simulation. In the dynamic model, nodes adapt their

behavior according to time and/or energy constraints.

III. (NON-)COOPERATION MODELS

We consider point-to-point communication between nodes

where nodes may act as source, sink, or third-party for-

warder. Messages are considered to be of no value to

forwarders so that, unlike with content distribution, storing

and forwarding messages does not yield any personal gain

for such intermediate nodes. We define three types of node

behavior:

1) Forwarding or cooperative nodes are altruistic; they

store and forward messages for others without any restric-

tion. We use pf to refer to the fraction of forwarding nodes
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and usually plot this value on the X axis in our evaluations.
2) Non-forwarding or non-cooperative nodes originate

messages as a source and receive messages destined for them

as a sink, but do not accept any other messages that would

need forwarding. Such nodes are selfish (“free riders”) and

use others for their own good, but do not contribute to the

community, minimizing their own resource consumption.

As they do not invest resources into receiving any other

messages, they are to some extent honest in that they do not

blackhole any message copies. A DTN comprising only non-

cooperative nodes would degrade to Direct Delivery (one

hop) operation. pn refers to the fraction of non-forwarding

nodes.
3) Partly-forwarding or partly-cooperative nodes accept

messages from other nodes for forwarding, but only deliver

them directly to the destination. The idea behind this be-

havior is to model nodes that want to make a constructive

contribution when they expend own resources for forwarding

while not adding to the overall system load and avoiding

wasting (own) resources. The assumption is that receiving

messages and storing them is acceptable as it is necessary

for being partly cooperative, while using contact capacity

and battery to send them is costly. A DTN comprising only

partly forwarding nodes would obviously deliver messages

using at most two hops. pp refers to the fraction of partial-

forwarding nodes.

IV. EVALUATION SETUP

We assess the performance of different cooperation de-

grees by means of simulation using the ONE simulator

[11] that we extend to include non-cooperative and partly-

cooperative nodes. We define groups in a way that allows

us to vary their composition with respect to the three

cooperation models.

A. Scenarios
We use three mobility models: i) As a simple syn-

thetic model, we choose Random Waypoint (RWP) with a

rectangular simulation area of 4.5×3.4 km and 125 nodes,

which move at pedestrian speeds. ii) As a more realistic

synthetic model, we choose a map based model Helsinki City
Scenario with a rectangular simulation area of 4.5×3.4 km

and 125 nodes, which move at pedestrian speeds along the

streets between popular destinations. iii) We use the KAIST
trace [21] that records movement of 92 users based on their

geographical location every 30 seconds. The geo-locations

are imported to the ONE simulator, which interpolates the

movement of the nodes between the recorded coordinates.
We choose a simulation time of 12 hours with all traces

to stay within a day. The update interval—defining the time

step increment for the simulation time—is set to 1.0 s.

B. Routing Protocols
We use three different routing protocols for our simu-

lations: Epidemic routing, Spray-and-Wait, and PRoPHET.

The simulations implicitly model also Direct Delivery rout-

ing [25], in which nodes wait with forwarding messages until

they meet the respective destination. With 0% cooperation,

all protocols reduce to direct delivery routing.

Epidemic routing [29] spreads an unlimited number of

message copies by having nodes replicate them to all other

nodes they connect to. This includes the messages they

create and the messages they have received from other

nodes. This simple approach floods the network with a given

message. While this would ensure that a message reaches the

destination if at all possible, the generated load easily leads

to bottlenecks in forwarding capacity and buffer space.

Spray-and-Wait routing [26] represents those protocols in

which the number of copies created per message is limited.

A source sprays this number n of messages to other nodes,

directly only or indirectly as in binary Spray-and-Wait and

then waits for one of them to meet the destination. We use

Spray-and-Wait in binary mode: a node carrying k (we use

10) copies of a message forwards k/2 of them to the next

nodes it meets until the k = 1. Then, a node waits till it

meets the destination.

We finally use PRoPHET [13], [12] as a sample protocol

for selective message replication. It uses a metric called

delivery predictability that is based upon how often two

nodes meet each other. The more frequently and the more

recently these nodes have met, the better a forwarder one is

for messages directed to the other. Messages are replicated

based on the predictability, i.e., copies are replicated only to

nodes with a better predictability metric.

We keep these routing protocols unmodified, except that

non-cooperative nodes do not accept message copies and

partly-cooperative nodes forward to destination only.

C. Load and Metrics

In each simulation scenario, a random source node gen-

erates a message to a (random) destination node every 25–

35 seconds with lifetime of 5 hours. With this frequency,

an individual node sends on average a message once per

hour in RWP and HCS traces, and every 45 minutes in

KAIST trace. The source and the destination nodes are both

randomly chosen from the user nodes. The message size

is randomly chosen from a uniform distribution of 100 kB–

200 kB, modeling typical web-pages contained in a single

message, as discussed in earlier work [18]. These parameters

model infrequent content transfers on an hourly basis.

We measure the delivery performance of a routing pro-

tocol under given cooperation constraints by means of

two metrics: the delivery probability of the messages and

their delivery latency. The delivery probability is the key

performance indicator of the simulations, as we expect the

non-forwarding and partly-forwarding nodes to affect this

property significantly. The latency is an indicator for the

connectivity of the network under a given mobility and

cooperation model but also for the network load.
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V. SIMULATION RESULTS

We investigate the impact of the cooperation degree for

all three mobility scenarios and all three routing protocols.

Each plotted metric is an average of 1500 messaging events.

Figure 2 characterizes the used mobility traces in the left-

most column. Random waypoint with a large area (similar

size to HCS) and no movement restrictions yields few and

often short (mean 58 s) encounters; only some 11% of the

possible 7750 unique node pairs meet. Contacts in HCS are

longer (mean 84 s) and happen more frequently (three times

more often that in RWP), with 22% of the possible unique

encounters occurring. KAIST with real world behavior has

a large number of both short and long contacts (mean 219 s)

and the contacts between pairs of nodes are more repetitive

resulting in higher communication capacity than the other

models. For KAIST, 58% out of the possible 4186 unique

pairs meet. The number of unique node encounters is smaller

in KAIST than in HCS due to smaller node population.

A. Non-Cooperative Nodes

To calibrate the expectations, we consider the results with

all nodes cooperating, i.e., pf = 1 and pn = pp = 0.

This baseline performance is shown in the last column of

the graphs in Figure 1 where cooperation percentage is

100. Epidemic offers the best performance at around 90%

delivery probability in all three scenarios. Spray-and-Wait

exhibit significant differences in performance varying be-

tween 50–85% and is generally lower than epidemic routing.

PRoPHET shows fairly consistent performance around 80%.

Direct Delivery, i.e., no cooperation (0%) only achieves 10–

40% delivery. The overall performance confirms that the

network is sparse and that the overall network load low, so

that the flooding-based protocols do not suffer from traffic

overload due to extensive replication.

On the left side of Figure 1, we present how the per-

centage of non-cooperative nodes affects the overall rout-

ing performance of the network. We vary the fraction of

non-cooperative nodes pn = 0, 0.2, 0.4, 0.6, 0.8, 1.0 with

pf = 1 − pn.

1) Epidemic: With Epidemic routing, the delivery prob-

ability drops as the fraction of non-forwarding nodes in the

scenario grows, as expected. We observe, however, that the

decrease in delivery rate between pf = 1.0 and pf = 0.6 is

minimal and not even very pronounced down to pf = 0.4
(even 0.2 for HCS). Only below this, the rate drops signif-

icantly till it reaches the level of direct delivery. The mean

latency decreases constantly with added cooperation and is

good already when 60% of all nodes are cooperative. These

findings hold across all mobility models, with (the least

realistic) RWP performing worst; this is expected as in RWP

nodes meet less frequently and mostly for short durations

so that cooperation of many nodes becomes crucial. In

contrast, the constrained movement of restless nodes in HCS

yields many and frequent contacts so that the cooperation of

individuals is less important. For the KAIST mobility trace,

we find slightly lower performance with full cooperation and

a slightly more pronounced degradation, probably because

the KAIST traces have a 25% smaller node population.

2) Spray-and-Wait: We find that the delivery is only

significantly affected when 80% or more nodes are non-

cooperative, and then starts dropping significantly. Again,

with HCS mobility, the system appears more robust. With the

KAIST trace, performance improves marginally with a lower

cooperation degree because nodes seem to (accidentally)

choose better peers for spraying: message replication is

spread further in time, likely helping reaching additional

destinations. This is also reflected in an increase in delivery

latency. Overall, routing with a limited number of message

copies does not seem to be much affected by a small fraction

of non-cooperative nodes as long as enough other entities

can be found for forwarding. Latency also increases with

fewer cooperating nodes, but the effect is not as significant

as for the Epidemic case.

3) PRoPHET: The performance results for PRoPHET are

qualitatively similar to those for Epidemic routing for both

delivery rate and latency. PRoPHET performs with up to

40% non-cooperating nodes roughly as well as with only

cooperative ones (for HCS even 20% cooperating nodes

seem to suffice) before the delivery rate drops sharply.

Summarizing, we find that all three routing protocols

perform well for the given modest traffic load and mobility

scenarios even if a significant fraction of nodes stops coop-

erating (note that the performance figures include messages

sent by or destined for non-cooperative nodes). RWP with its

short and rare contacts exhibits fast performance degradation

as the network is sparser, whereas the HCS map-based

mobility model offers more and repetitive contacts and is

thus more robust. The KAIST trace has more and longer

contacts on average, helping robustness in tolerating non-

cooperative nodes; but also many short ones during which

not many messages can be exchanged and fewer nodes,

limiting robustness.

These results suggest that findings on the performance

impact of non-cooperation for a specific mobility model

cannot easily be generalized; this also explains why our

findings differ notably from [16].

B. Partly-forwarding Nodes

Figure 1 (right), shows how partly-cooperative nodes

affect the overall routing performance. In contrast to non-

forwarding nodes, partly forwarding nodes accept messages,

thus grabbing one copy, but forward this message only to the

final destination. To evaluate effect of partly-cooperation, we

vary the node composition by leaving pn = 0 and varying

pp = 0, 0.2, 0.4, 0.6, 0.8, 1.0 while setting pf = 1 − pp.

1) Epidemic: Replacing non-cooperative with partly-

cooperative nodes significantly increases the message re-

laying capacity of the network. With Epidemic routing, the
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Figure 1. Varying mix of non-cooperative pn (leftmost columns) and partly-cooperative pp (rightmost columns) nodes with cooperative pf nodes.

delivery probability remains high, also with only a small

fraction of or no fully cooperative nodes. Most importantly,

the sharp performance drop observed at a certain stage

for non-cooperative nodes disappears. The resulting two-

hop forwarding appears to be largely sufficient to convey

the messages from the source to the respective destination.

As for non-cooperative nodes, the HCS scenario sees the

smallest (almost no) impact, RWP the biggest. The effect of

partial cooperation in Epidemic routing is mostly reflected

in a modest increase in message delivery delay.

2) Spray-and-Wait: Performance with Spray-and-Wait

shows a gradual decline as the number of only partly coop-

erating nodes increases. When comparing the results to the

non-cooperative case, however, we find that a network with

partly cooperating nodes only performs better than one with

the same fraction of non-cooperative ones if there are no

fully cooperative nodes at all. As soon as pf > 0, a network

with non-cooperative nodes is at par or marginally better.

The phenomenon is caused by partly-cooperative nodes that

take messages for forwarding with larger number of copies

than one and effectively “trap” them, because they do not

spread them further unless they meet the final destination.

This effectively reduces the number of copies of a message

in the network. The slightly increased delivery latency

compared to the non-cooperative case further supports the

observation about the harmful effects of partial cooperation

on Spray-and-Wait.

3) PRoPHET: With partly cooperative nodes, PRoPHET

shows similar trends as Epidemic routing, making efficient

use of partial forwarding capacity. While PRoPHET guides

replication decisions probabilistically, and is not as aggres-

sive as Epidemic, it does not suffer from problems of fixed

numbers of message copies as Spray-and-Wait does.

C. Energy-aware Operation

As noted in the introduction, participation in opportunistic

routing consumes energy and may make devices run out of

battery easily within a day [19], [17]. Having observed that

routing can be efficient even if all nodes are not cooperative,

we provide a simple energy-aware model in which nodes

periodically alter between cooperative and non-cooperative

modes to save energy. This allows nodes to still send/receive

messages but minimize their energy consumption.

All nodes choose the same time periods with equal

length for both cooperation modes and start with a random

fraction of the period as initial offset. This results in a

mix of nodes where the cooperation degree is around 50%.

For our initial evaluation, we use a simple energy model

reflecting energy consumption for scanning, transmitting,

and receiving data in a reasonable ratio (the precise values

would vary between different devices anyway). The right

side of Figure 2 shows the message delivery performance

over time (number of messages delivered in each hour). We

plot the results for nodes that are fully cooperative until they

run out of power (all)—the energy parameters are chosen so

that this happens—and for the periodic model (30min, 60min

periods). The mean delivery rates are shown in parentheses.

Using mode switching allows prolonging the lifetime of

the network until the end of the day (when nodes can be

recharged) in all cases. It also results in a better overall
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Figure 2. Energy model with Epidemic routing: in basic model node is always on until power suffices (uniform) and altering mode (switch) where node
is switched off and on every another epoque. The graphs plot the number of delivered messages per each 3600 second time slot, and delivery probabilities.

message delivery rate for the HCS and KAIST scenarios

for both flooding-based protocols, whereas Spray-and-Wait

yields (slightly) worse performance. Spray-and-Wait does

not perform as well because nodes that accept copies while

cooperative may switch to non-cooperative and then trap

the copies for the remainder of their non-cooperative time,

limiting the number of copies temporarily. Note that the ab-

solute numbers of messages are typically lower when using

mode switching because the message delivery is spread out

further in time. These results appear to be independent of

the switching period (we also simulated two hours).

Overall, a trivial way of energy saving by switching

cooperation modes appears feasible in some (more realistic)

mobility scenarios to maintain nodes operational and im-

proving (or at least not significantly reducing) the delivery

rate—at the cost of longer delivery delays. Further study

is required to explore adapting routing protocols to become

aware of node cooperation modes induced by energy saving.

VI. CONCLUSION

Our simulation-based investigations into cooperation be-

havior of mobile DTN nodes provide some further insights

into protocol design and the overall feasibility of DTN-based

communication between mobile nodes.

The most important finding to note is that—assuming

that the message delivery rate is deemed acceptable in the

cooperative case—a system can well tolerate quite a large

number of free riders, i.e., non-cooperative nodes without

too much (additional) harm. For our scenarios, all three

routing protocols investigated can easily accept 20–40% (or

even 60%) of non-cooperating nodes, even though those

still utilize other nodes’ resources for their own good. This

holds across all three mobility scenarios we investigated,

but we find that the most artificial RWP model is most

vulnerable to less cooperation. This means that mobile DTNs

can be quite robust against misbehaving nodes. A simple

initial experiment showed that nodes can make deliberate use

of non-cooperation to extend their battery lifetime without

causing (much) harm to the overall system performance.

We also find a different impact on the routing protocols:

the relative performance penalty for Spray-and-Wait, which

creates a finite number of copies, is larger than for Epidemic

and PRoPHET, which do not limit the number of message

copies and may even benefit from fewer fully cooperative

nodes as this reduces the load they incur on the network.

While we are aware that these findings only address

a small set of scenarios (our current work covers further

mobility models and loads), our results hint at further

protocol and system design options. Especially, we expect

that making simple routing protocols aware of the nodes’

cooperation modes will reduce the performance impact ob-

served above. Then, nodes could periodically switch modes

(and could safely become non-cooperative when running low

on battery) without hurting the system performance at large.
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Minimum-Delay Service Provisioning in
Opportunistic Networks

Andrea Passarella, Mohan Kumar, Marco Conti and Eleonora Borgia

Abstract—Opportunistic networks are created dynamically by exploiting contacts between pairs of mobile devices that come within
communication range. While forwarding in opportunistic networking has been explored, investigations into asynchronous service
provisioning on top of opportunistic networks are unique contributions of this paper. Mobile devices are typically heterogeneous,
possess disparate physical resources, and can provide a variety of services. During opportunistic contacts, the pairing peers can
cooperatively provide (avail of) their (other peer’s) services. This service provisioning paradigm is a key feature of the emerging
opportunistic computing paradigm. We develop an analytical model to study the behaviors of service seeking nodes (seekers) and
service providing nodes (providers) that spawn and execute service requests, respectively. The model considers the case in which
seekers can spawn parallel executions on multiple providers for any given request, and determines: i) the delays at different stages of
service provisioning; and ii) the optimal number of parallel executions that minimizes the expected execution time. The analytical model
is validated through simulations, and exploited to investigate the performance of service provisioning over a wide range of parameters.

Index Terms—Opportunistic networks, service provisioning, performance evaluation, analytical modelling

✦

1 INTRODUCTION

In a network with mobile devices a contact occurs when
pairs of mobile devices are within range. An opportunis-
tic network is created when several such opportunistic
contacts occur between pairs of devices, distributed in
time and space [1]. As opposed to traditional MANETs,
opportunistic networks are better equipped to deal with
prolonged and frequent disconnections and partitions,
as they exploit mobility as an opportunity rather than a
challenge.

Opportunistic networks enable the emerging concept
of opportunistic computing [2]. The key observation of
opportunistic computing is that the environment around
(mobile) users, features a steadily increasing set of het-
erogeneous resources available on fixed and mobile de-
vices with wireless networking capabilities. Resources
include heterogeneous hardware components, software
processes, multimedia content, sensors and sensory data.
While not all resources can be available on any single de-
vice, they can be collectively available to anyone through
the deployment of effective middleware in such a per-
vasive networking environment. Essentially, we envision
opportunistic computing as an evolution of distributed
computing in which resources are accessed through
opportunistic contacts, thus complementing solutions
based on well-connected networks only. Resources can
be abstracted as services that can be shared and executed
(perhaps remotely). A key research challenge for realiz-
ing the vision of opportunistic computing is therefore
a comprehensive investigation of opportunistic service

• A. Passarella, M. Conti and E. Borgia are with IIT-CNR, Pisa I-56124,
Italy, e-mail:{a.passarella,m.conti,e.borgia}@iit.cnr.it

• M. Kumar is with The University of Texas at Arlington, Arlington, TX
76019, USA, email: mkumar@uta.edu

provisioning. We investigate this novel research area, as
researchers in the past have explored i) opportunistic
networking mainly as a means for forwarding message
packets, and ii) service provisioning in well-connected
networks. Service provisioning in the framework of op-
portunistic computing enables interesting applications
such as pervasive healthcare, intelligent transportation
systems, crisis management, participatory sensing, as
discussed in [2].

We consider a very simple architecture in which nodes
can opportunistically request service executions to di-
rectly encountered peers, and collect results the next time
they encounter those peers after they have completed
the execution. Hereafter, we denote by request a request
for the execution of a given service, and by results the
output results of the service execution. The main focus
of this paper is on optimizing the way in which a seeker
(a node requiring a service) should spawn executions
onto encountered providers. Main contributions of this
paper include: i) development of a model to depict the
behavior of the service provisioning system; ii) analysis
to determine the optimal number of parallel executions
to be spawned; and iii) exhaustive simulation studies to
validate the model.

2 RELATED WORK

Service-oriented architectures have been investigated in
the area of ubiquitous and pervasive computing [3], e.g.
in [4] Ravi et al. develop a mechanism for accessing
pervasive services across the network of devices using
cell phones.

Much effort has been devoted by the research com-
munity to service composition that entails stitching to-
gether two or more basic services to create compos-
ite application level services. Essentially, there are two
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types of service composition mechanisms - static and
dynamic. In static mechanisms [5], a template with place
holders represents the user request/task as the input
to service composition while the output is a plan con-
taining services identified to populate the place holders
within the request template. For dynamic service com-
position (e.g., [6]) the description of the service and the
mechanisms employed to identify matches between a
requested service and available ones are critical to the
successful operation.

Our current work differs from this body of research as
the focus here is on opportunistic networking environ-
ments. Being the networking environment so different
and so much more challenging, we limit ourselves - for
now - to a very simple service provisioning scheme, in
which seekers can just avail of services directly provided
by encountered providers.

Service provisioning in opportunistic networks is a
challenging problem that, to the best of our knowledge,
has not been addressed yet. In a broad sense, oppor-
tunism is the key design feature in this kind of networks,
as contacts should be opportunistically exploited accord-
ing to the individual users’ goals (be it sending messages
across the network, or avail of a service not available
locally). Research on opportunistic networks has mainly
focused on routing issues (e.g. [7], [8]), mobility analysis
(e.g. [9]) and, more recently, on data-centric architectures
for content delivery (e.g., [10]).

The work presented in this paper can be seen as one
of the building blocks of the recently proposed concepts
of opportunistic computing [2] and people-centric sens-
ing [11]. The latter work already produced significant
results, but does not exploit opportunistic contacts for
service provisioning.

3 SERVICE PROVISIONING

The reference service provisioning model is as follows.
A service execution entails different phases. Upon a
contact between any two nodes, the nodes exchange
information about the services they provide and wish to
avail, decide whether to spawn a new service execution
on the encountered peer, and download results for previ-
ously spawned service executions, if any. We assume that
the seeker (node needing a service) and provider (node
providing the service) may or may not be connected
when the service is executed. We also assume that the
mobility model is such that the probability of seeker
and provider to meet again after the completion of the
service, asymptotically tends to 1 in the limit t → ∞.
We assume that nodes run the following protocol. They
keep a Service Index SI that contains service informa-
tion: available services (e.g., Sa = [S1, S3, S7]), services
needed (e.g., Sn = [S2, S8]), services whose execution is
ongoing (e.g., Sp = [S4]) and services completed (e.g.,
Sc = [S3]). During a contact time, if a pending service
of one device has been completed by the other, the
results are transferred. Then, if services needed on one

Algorithm for Node na

while na ⇔ nb do
na(SI) ↔ nb(SI) ⊲ assuming na and nb trust each other
if na(Sp) in nb(Sc) then

nb sends output(Sc) → na

end if
if nb(Sp) in na(Sc) then

na sends output(Sc) → nb

end if
if na(Sn) in nb(Sa) and worth replicating on nb then

na sends input(Sn) → nb

end if
if nb(Sp) in na(Sa) and worth replicating on na then

nb sends input(Sn) → na

end if

end while

Fig. 1. Algorithm for service provisioning.

device are available on the other, the service inputs
may be transferred, according to a local replication policy
run by the seeker. The algorithm in Figure 1 describes
this process. This algorithm just requires reliable single-
hop communications between nodes, that we assume
available.

A key part of the above protocol is the replication
policy, that is used by each seeker to decide whether
or not to spawn a service execution to an encoun-
tered provider. Uncontrolled replication may saturate
providers resources and should, in general, be avoided.
By following the replication policy, each seeker can
decide how many parallel executions to spawn in order
to minimize the service completion time without saturat-
ing providers resources. The model described hereafter
determines the optimal number of replications.

4 OPTIMAL SERVICE PROVISIONING

The analytical model presented in this paper focuses
on a tagged seeker wishing to avail of a given service,
assumed to be statistically representative for a generic
seeker. We provide a model of the expected service
time, as a function of the number of allowed parallel
executions. To better clarify the rationale of studying this
scenario, we introduce the following terminology.
(Service) Request: a service request generated at a
seeker.
(Service) Execution: an execution of a request, spawned
by a seeker on a provider.
(Service) Replicas: the set of parallel executions related
to the same request.
Execution Time: the time elapsed at the seeker from a
request generation to the reception of the results from a
particular provider.
Service Time: minimum over the execution times.

Intuitively, spawning more executions can result in a
lower service time, as the service time is the minimum
over the execution times of the replicas. However, on
the other hand, spawning more executions also increases
the computational load on the providers, and results
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in longer execution times at individual providers. This
motivates looking for the optimal number of replicas.

4.1 Replication

The (tagged) seeker manages each request as described
below. The seeker uploads the input parameters to each
encountered provider opportunistically, until either of
the following event occurs: i) it completes m uploads,
where m is the maximum number of parallel executions
a seeker can generate; or ii) it downloads the results
from a provider before generating all the m replicas.
The model provides the optimal value (mopt) of the m
parameter, i.e. the optimal number of maximum allowed
replications. The download of the output results works
similarly to the upload phase, i.e., service results are
opportunistically downloaded when the seeker meets
any provider on which an execution was spawned and
has been completed. In general, both uploads and down-
loads may take one or more contact events to complete.
In this case, on the next contact, the upload (download)
resumes from when it was stopped.

We assume that the requests generation pattern at
the seeker is independent of the encounter pattern be-
tween the seeker and the providers. This implies that
a new request may be generated before the previous
one has been served. When the seeker meets a provider,
it may upload input parameters for several (successive)
requests, all generated at the seeker itself. Similarly, it is
also possible that the seeker downloads several output
results, related to different requests served by the same
provider. Uploads and downloads are served according
to a FIFO policy.

4.2 General Model

To model the replication behavior described in Sec-
tion 4.1 we consider the scheme in Figure 2. We assume
there are N nodes in the network, and that the tagged
seeker issues requests according to a Poisson process
with rate λ. Without loss of generality, we assume that
each seeker issues requests at the same rate λ, and denote
with p(s) the probability that a node is a seeker. The case
in which the requests rate is different for each seeker is
investigated in [12]. The average number of seekers is
thus k , p(s)N . Similarly, p(p) is the probability that a
node is a provider of the sought service, and M , p(p)N
is the average number of providers.

Each horizontal pipe in Figure 2 represents a different
execution (on a different provider) for a request issued
by the tagged seeker1. Denoting by pi the probability
that only i replicas are spawned by the seeker before re-
ceiving the results back, the average number of spawned
replicas (also referred to as effective replication level) is
m∗ =

∑m
i=1 ipi.

Let us now consider the individual execution times.
For each request, pipe i corresponds to the i-th provider

1. As each pipe corresponds to a particular provider, we use these
terms interchangeably.
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Fig. 2. General scheme of the replication process.

starting the computations, i.e., pipes are ordered in
increasing temporal order of computation starting times.
Each pipe consists of three stages. The first stage repre-
sents the time Bi required to complete the i-th upload
of the input parameters. The second stage represents the
time required to execute the request after it is spawned.
Note that more seekers can spawn requests on each
provider. Thus, the providers’ offered load (λi in Fig-
ure 2) is the result of the joint request pattern of all
the seekers. Finally, the third stage represents the time
required by the seeker to complete the download of the
output results from the provider corresponding to pipe
i, and is denoted by θi. The delay on the i-th pipe is thus

Ri = Bi + Di + θi i = 1, . . . m. (1)

The model firstly provides closed form expressions
for the expected execution time at each provider (ERi),
by deriving the expressions for the expected delays of
the three stages, EBi, EDi, Eθi, respectively. Then the
expected service time ER(m) is derived, accounting for
the possibility that less than m executions be generated.
The optimal number of allowed replicas is thus mopt =
arg min1≤m≤M{ER(m)}.

5 ANALYSIS

Before presenting the detailed analytical results, here are
the assumptions under which they are derived.

A1. The tagged seeker (provider) encounters any
specific provider (seeker) at the same rate at
which it encounters any given node in the
network. Furthermore, the encounter process
between the seeker (provider) and any specific
provider (seeker) is memoryless with respect to
the sequence of previously encountered nodes,
contact and inter-contact times.

A2. A contact time is always sufficient to upload the
input parameters (and to download output pa-
rameters) for all the pending requests between
the seeker and the provider.

A3. Executions on providers start after the end of
the contact time used to upload the input pa-
rameters.

A4. Inter-contact (contact) times are independent
and identically distributed (iid). Inter-contact
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and contact times are mutually independent.
A5. Both inter-contact and contact times between

pairs of nodes are exponentially distributed.

Assumptions A1, A2 and A3 can actually be relaxed
at the cost of a drastic increase of the model’s com-
plexity (see [12]). Assumption A5 is reported here for
avoiding even simple inaccuracies in the mathematical
derivations. If this assumption is dropped, the resulting
inaccuracy is very limited, as discussed in [13]2. The rest
of the analysis proceeds as follows. In general, R(m)
should be derived as the minimum over m generic
random variables (r.v.) Ri. However, to have tractable an-
alytical expressions, we compute R(m) as the minimum
over a set of exponentially distributed, independent r.v.,
with average ERi. We assess the approximation level of
this choice through validation with simulation results in
Section 6.1. Detailed discussion and derivations of the
following results are available in [13].

As a pre-requisite for the expressions of the average
delays, it is necessary to derive the average time required
by a tagged seeker to encounter a provider in a generic
set A out of all providers, either starting from a random
point in time or from the end of a contact time between
the seeker and any node. These figures are denoted by
ET (A) and EL(A), respectively, and their expressions
are provided in [13]. Exploiting assumption A1, it is easy
to show that they just depend on the cardinality of A,
and therefore are represented by ET (|A|) and EL(|A|).

The closed form expression of the delay of the first
stage of pipe i (Bi) can be derived as follows. Any new
request is generated at a random point in time with re-
spect to the underlying mobility process. The first execu-
tion is thus spawned, on average, after ET (M) seconds,
as M is the total number of providers. After spawning
each replica, the seeker has to meet a new provider on
which a replica has not already been spawned. This
occurs, on average, after EL(M − k) seconds where k is
the number of replicas already spawned. The execution
on the i-th provider starts after a time interval with
average ET (M) + iEc +

∑i−1
k=1 EL(M − k). The closed

form expression follows after routine manipulations:

EBi ≃ Ec+Et
p(p) − EcEt

Ec+Et +

+ N (Ec + Et) ln M−1
M−i , i < M (2)

EBM ≃ Ec+Et
p(p) − EcEt

Ec+Et + N (Ec + Et) [γ + ln(M − 1)] ,

where γ is the Euler constant, Ec and Et are the average
contact and inter-contact times.

As shown in Figure 2 we model the second stage of
the pipes with a queue. The service time of the queue
represents the computation time at the provider’s CPU.
To simplify the analysis, and without loss of generality,
we assume that the computation time at any provider
is exponentially distributed with average value 1/µ.
Therefore, it is possible to model the second stage of
the pipes as an M[X]/M/1 batch arrivals system, whose

2. Reference [13] is also provided as supplemental material.

average delay is as follows:

ED =
1

µ − λp(s)m∗

p(p)

+
2λm∗

p(p) (Ec + Et) + 1

2
(

µ − λp(s)m∗

p(p)

) . (3)

Furthermore, the utilisation of the providers is ρ =
λp(s)m∗

µp(p) , and thus the providers are not saturated as

long as λp(s)m∗

p(p) < µ holds. This condition confirms that
replicating too aggressively saturates the providers. We

define the saturation threshold as mc ,
µp(p)

λp(s) , and the
saturated region as the range of m values such that the
corresponding value of m∗ is greater than mc.

The average delay of the third stage can be derived
as follows. Under assumptions A2 and A3, the time
required to download a request is the time required to
meet the provider, plus a contact time. As i) a tagged
seeker meets any provider with the same probability
(according to assumption A1), and ii) the delay of the
third stage starts when the execution of the request has
been finished by the provider, the time to meet the
sought provider is ET (1), and the average delay of the
third stage is:

Eθ = ET (1) + Ec. (4)

The above results allow us to derive the optimal value
of m, i.e. mopt. We denote with pi(m∗) the probability
that the seeker spawns only i replicas, i = 1, . . . ,m, and
with EHi(m∗) the expected service time under the con-
dition that just i replicas are spawned. The expected ser-
vice time when a maximum of m replicas are allowed can
thus be computed as ER(m) =

∑m
i=1 pi(m∗) · EHi(m∗)

(the expressions for pi(m∗) and EHi(m∗) are derived
in [13]). The optimal value for the maximum allowed
number of replications is thus:

mopt = arg min
m=1,...,M

{

m
∑

i=1

pi(m∗) · EHi(m∗)

}

. (5)

For any value of m, m∗ can be found by solving the fixed
point equation m∗ =

∑m
i=1 i · pi(m∗). From a practical

standpoint, the only complexity of the model is solving
a fixed point equation, which turns out much more
efficient than using alternative evaluation tools (such as,
for example, simulations), for a large range of relevant
system’s parameters.

6 PERFORMANCE EVALUATION

Our main performance index is the expected service
time. We compare three policies: i) in the single policy
each seeker generates a single request on the first en-
countered provider; ii) in the greedy policy each seeker
replicates each request on all providers it meets, until
the request is satisfied; this corresponds to setting the
maximum number of allowed replicas to M ; iii) in the
optimal policy the maximum number of allowed replicas
is computed according to the model.

In order to validate the analytical model, we also
developed a simulation model based on the OMNeT++
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simulator. In the simulated environment the nodes move
in a square, according to the RWP mobility model,
with the modifications described in [14] to guarantee
stationarity (the nodes’ average speed is 1.5 m/s, rep-
resentative of walking speeds). We control the density
of the network, and, thus, the value of the contact and
inter-contact times, either through the number of nodes,
or the transmission range of each node, or the size
of the simulation area (precise details are provided for
each simulation scenario). In the simulation, seekers and
providers are chosen at the beginning of each simu-
lation run according to the p(s) and p(p) parameters.
Seekers then generate requests according to a Poisson
process with configurable rate. The maximum number
of allowed replications is an input parameter for the
simulator. In the simulations, we assume that, whenever
a seeker meets a provider, it is able to upload the
service parameters for all the requests’ replica that the
provider can possibly satisfy. Finally, computation times
at providers are exponential with a configurable rate.
We repeated the simulation runs with increasing values
of m. At the end of each run, we computed the cor-
responding average service time (with 95% confidence
intervals), and we identify the optimal case as the value
of m achieving the minimum average service time. Our
studies show a very good agreement between the simu-
lation and the analysis, which allows us to conclude that
the analytical model is accurate. Note that the analytical
model provides a much more flexible tool than the
simulation model. Specifically, the inherent complexity
of the simulation model (mainly, the number of events
that are generated) makes it practically impossible to
explore the system’s behavior through simulation over
a large range of key parameters, as highlighted in the
following.

6.1 General properties

Before comparing the three policies in a number of
scenarios, in this section we discuss important general
properties of the system. To this end, we consider a sce-
nario where the average computation time at providers
is 30s (i.e., 1

µ = 30s), the request rate at seekers is
λ = 0.005 req/s, the probability of node being a provider
(p(p)) is 0.5. We show two representative cases, in which
the probability of node being a seeker (p(s)) is 0.5 and
0.8 respectively. In both cases the number of nodes is 20,
the nodes’ transmission range is 20m, and the simulation
square is 1000x1000m large. The resulting scenario is
very sparse, as nodes’ average intercontact time is about
10 minues, while the average contact duration is about
16s.

Figure 3(a) allows us to highlight two important as-
pects. First of all, the existence of a trade-off that man-
ifests itself as the number of replicas increases, and of
a corresponding optimal operating point. The analytical
curve stops when the system enters in the saturated re-
gion, as the expected service time is infinite beyond this
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Fig. 3. Representative cases of the expected service time
as a function of m. Both analytical (solid) and simulation
(dashed) curves are shown.

point. In the simulations, after this point the service time
is clearly not stationary anymore, and therefore we plot
the average over the service requests actually completed
within the simulation time, to give an indication of the
trend of the service time. Secondly, our results show that
the analytical model is able to capture the trend of the
simulation results up to the saturation point. According
to the analytical model, the system saturates as soon as
m is greater than 5, and the optimal operating point is
achieved for m = 4. Simulation results confirm this trend
with good accuracy.

Figure 3(b) shows a case in which the system never
saturates. The optimal and the greedy policies outper-
form the single policy, and produce almost equivalent
expected service times. However the optimal policy is
more efficient than the greedy policy, as it generates less
executions, and thus avoids useless resource consump-
tion. In cases such as that represented in Figure 3(b),
the plot of the expected service time flattens out after a
certain value of m, implying that there is a large range
of m values over which the service time varies very
little. Jointly with the inherent statistical fluctuations of
simulation results, which makes it difficult to compare
results when they are close, this results in the fact that
the simulation and analytical models may not always be
in good agreement as far as the optimal value of m. This
is not a matter of concern, because of the flat shape of
the expected service time curves. The analytical model
predicts with good accuracy the simulation results with
respect to the expected service time.

In general, results presented hereafter show that the
optimal policy adapts to the system’s configuration,
converging to the greedy or the single policy when
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TABLE 1
Default analysis parameters

1/µ 30s
λ 0.005 req/s
N 20

tx range 20m
Area 1000m x 1000m

avg speed 1.5m/s

p(s) 0.1,0.2,0.5,0.8

p(p) 0.1,0.2,0.5,0.8

appropriate, and achieving lower expected service times
when neither of them is the best policy.

6.2 Performance in sparse scenarios

In this section a sparse network with inter-contact time
of 10 minutes and contact time of 16s is considered. The
values used to obtain this scenario are shown in Table 1.

Figure 4(a) shows the optimal value of the maximum
allowed number of replicas for different values of seeker
and provider percentages. When the percentage of seek-
ers is small, the optimal policy is the greedy one, i.e. m is
equal to M = p(p)N . This is because the load generated
by such small number of clients is not enough to saturate
the computational resources of the providers. However,
as soon as the number of seekers increases beyond
20%, the optimal policy spawns parallel executions less
aggressively than the greedy policy. In this scenario, the
single policy is optimal just when the number of seekers
is high (beyond 50%), and the number of providers is
low (below 20%), as the number of providers is so low
that even replicating requests more than once results
in significant congestion. Finally, for a given number of
seekers, mopt increases with the number of providers, as
increasing the number of providers means increasing the
overall computational capacity of the system, and thus
shifting the saturation point towards higher replication
levels. Figure 4(a) confirms that the optimal policy au-
tonomically switches either to the greedy or the single
policy when appropriate, or works in between these two
extremes.

It is indeed counter-intuitive that, in the simulation
results, mopt increases when moving from p(s) = 0.1 to
p(s) = 0.2 both for p(p) = 0.1 and 0.2 (the two curves
at the bottom). When the number of seekers increases,
the system becomes more loaded, and thus the optimal
number of replicas should not increase (which is, by the
way, the behavior predicted by the analytical model). By
looking at the simulation results, it clearly appears that
the expected service time at p(s) = 0.1 obtained by the
optimal and greedy policies are statistically equivalent,
being both in the confidence interval of each other (and
far apart by about 1%). Therefore, the fact that for
p(s) = 0.1, the optimal policy indicated by simulations
does not correspond to the greedy policy is just an
artefact of statistical fluctuations.

Figure 4(b) shows the expected service time for the
three policies in the case of p(p) = 0.5 (similar remarks
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Fig. 4. Performance of the three policies in sparse
scenarios. For each configuration, both analytical (solid)
and simulation (dashed) curves are presented. Analytical
points are not plotted for saturated conditions.

can be done with respect to the other values of p(p),
as well). Analytical plots are drawn with solid curves,
while dashed curves represent simulation results. For
the optimal policy, the analytical and simulation curves
can hardly be distinguished, as they overlap. For the
analytical plot of the greedy policy, no result is available
for p(s) = 0.8 as the system is in the saturated region.
Before that point, also for the greedy policy the analytical
and simulation plots overlap. For p(s) ≤ 0.5, the optimal
and greedy policy coincide, and therefore the four corre-
sponding plots also overlap. As noted before, for a small
number of seekers, the optimal policy coincides with the
greedy policy. Actually, the curves of the greedy and
optimal policies almost overlap up to p(s) = 0.5 included,
as the two policies provide almost the same expected
service time in this range. However, when the number
of seekers increases beyond this point, the greedy policy
saturates the system. On the contrary, for p(s) > 0.5
the optimal policy significantly outperforms both the
single and the greedy policies. The optimal policy results
in just a slight increase of the expected service time
as the number of seekers increases. By jointly looking
at plots in Figure 4(a) and (b) it is clear that, as the
number of seekers increases, the optimal policy reduces
the number of spawned execution, and thanks to this,
limits the increase of the expected service time.

6.3 Performance with varying request loads

In this section we study the system’s sensitiveness with
respect to the request load (λ)3, i.e. for λ=0.002, 0.005,

3. Qualitatively similar results are obtained also for varying compu-
tation loads, as shown in [13].
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Fig. 5. Performance for varying request loads (λ).

0.01, 0.02, 0.05, 0.1 req/s. Figure 5(a) shows the optimal
number of replicas when the providers probability is
p(p) = 0.5, and for the extreme cases of the seekers
probability, p(s) = 0.1 and 0.8. Figure 5(b) shows the
expected service time of the optimal, single and greedy
policies for p(s) = 0.1 and p(p) = 0.5. All the other
parameters are as in Table 1. Simulation results are
presented for small values of λ only (up to λ = 0.008),
as beyond this point they are practically unmanageable.
Instead, the analytical model allows us to explore the
system’s behavior also for higher loads, and this shows
very important features.

Let us analyze the case of p(s) = 0.1, i.e. the top curve
in Figure 5(a) and Figure 5(b). As expected, for light
loads (up to λ = 0.008) the optimal and the greedy
policies coincide (i.e., mopt = M = 10). However, the
greedy policy saturates as soon as λ increases beyond
0.002 (shown by the fact that the analytical curve for
the greedy policy in Figure 5(b) stops at this point).
Between λ = 0.01 and λ = 0.1 neither the greedy nor
the single policy are optimal (i.e., 1 < mopt < M = 10),
and the optimal policy significantly outperforms both.
Finally, the optimal policy converges to the single policy
for very high load (at λ = 0.1). The analytical model
also shows that in certain cases even the single policy
saturates the system. For example, this is the case when
the seekers percentage is high (p(s) = 0.8), and the load
increases beyond 0.02. In this region (see Figure 5(a))
there is basically no policy that can avoid saturation.

6.4 Performance with varying number of nodes

In this section we study the behavior of the system for
an increasing number of nodes N , at constant density.
We specifically focus on the case of p(s) = 0.5 (Figure 6),
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Fig. 6. Optimal service time as a function of N .

which highlights general properties of the problem. A
more complete set of results is available in [13].

It is quite clear that there is a linear increase of
the expected optimal service time with N (while mopt

is found to be basically independent of N , see [13]).
This result can be justified by looking at the analytical
model presented earlier. Recall that the delay on each
pipe Ri is made up of the delay of three stages. The
delay of the first stage (EBi, Equation 2) is composed
by a part that is independent of N , and a part that
is linear with N . The delay of the second stage (ED,
Equation 3) can be shown to be slightly dependent on
N , as the only component which depends on N (m∗)
shows just a sublinear increase with N . Finally, the
delay of the third stage (Eθ, Equation 4) depends on
the expected time to meet a specific node (the provider
corresponding to the pipe), ET (1). By inspecting this
expression it appears that it linearly depends on N . We
can thus write ERi as the sum of two components, one
independent of N , and another one linear with N , i.e.,
ERi = EXi + NEYi. Furthermore, it is easy to show
that EYi can be approximated by Eθ. Assuming, again,
that the r.v. Ri are exponential, and recalling that the
optimal service time is the minimum over the delays
of mopt pipes, R(mopt) is also an exponential r.v. with
rate γR =

∑mopt

j=1
1

EXi+NEθ . Finally, it can also be shown
that, unless when the system is extremely close to the
saturation of the second stage, the factor NEθ dominates
over EXi. After simple manipulations, it results that
ER(mopt) ≈ Eθ N

mopt
holds true. This confirms the linear

dependence of ER(mopt) with N found in Figure 6(b).
Furthermore, it also justifies the fact that the slope of
the line decreases with p(p), because, for a given value
of p(s), mopt clearly increases with the average number
of providers (i.e., with p(p)).

6.5 Performance in dense scenarios

Although the main reference scenario of this work are
sparse opportunistic networks, we explore in this section
how the system behaves when the network becomes
dense, by increasing the number of nodes to 200. This
results in decreasing the average inter-contact time to
about 35s, while the average contact time is still in the
order of 15s.

Figures 7 show the optimal number of allowed replicas
and the expected service time (for p(p) = 0.5). When the
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number of nodes increases, the greedy policy is never
optimal (i.e., mopt < M ), although it achieves an ex-
pected service time comparable with that of the optimal
policy in very lightly loaded scenarios (p(s) = 0.1 and
p(p) = 0.5). For the rest of the configurations reported
in Figure 7, the greedy policy brings the system in the
saturated region. By recalling that the load on each

provider is defined by λp(s)m∗

p(p) , in the case of 200 nodes
the greedy policy generates a much higher load on each
provider, and this results in overall congestion even for
a small number of seekers.

7 CONCLUSIONS

In this paper, we investigate service provisioning in
an opportunistic networking environment, where multi-
hop communication is accomplished through a series of
opportunistic contacts, rather than through continuous
multi-hop paths. The main contributions of this paper
include: a scheme for supporting service provisioning
in opportunistic networks; an analytical model to deter-
mine the optimal number of parallel executions required
to minimize the service time without saturating the
computational resources of the providers; and results
assessing the performance of a system that replicates
executions according to the model, in comparison with
other reference policies. The developed analytical model
is validated through simulations, and used to character-
ize the system performance with respect to a number of
parameters - number of nodes, number of seekers, num-
ber of providers, and request load. In all investigated
cases, the expected service time when executions are
replicated according to the model is significantly lower
than the service time achieved by using naive policies
- working without any background information - that

either replicate requests just once, or greedily replicate
requests on all encountered providers. To the best of our
knowledge this is the first study on service provisioning
in opportunistic networks. We are extending this work
to address composability and security issues.
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ABSTRACT
Opportunistic computing has emerged as a new paradigm in
computing, leveraging the advances in pervasive computing
and opportunistic networking. Nodes in an opportunistic
network avail of each others’ connectivity and mobility to
overcome network partitions. In opportunistic computing,
this concept is generalised, as nodes avail of any resource
available in the environment. Here we focus on computa-
tional resources, assuming mobile nodes opportunistically
invoke services on each other. Specifically, resources are ab-
stracted as services contributed by providers and invoked
by seekers. In this paper, we present an analytical model
that depicts the service invocation process between seekers
and providers. Specifically, we derive the optimal number
of replicas to be spawned on encountered nodes, in order
to minimise the execution time and optimise the computa-
tional and bandwidth resources used. Performance results
show that a policy operating in the optimal configuration
largely outperforms policies that do not consider resource
constraints.
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1. INTRODUCTION
Opportunistic computing [5] is a recently proposed mo-

bile computing paradigm, blending the areas of pervasive
computing and opportunistic networking. In opportunistic
networks, nodes exploit opportunistic contacts to forward
messages and distribute content through encountered peers,
and contribute and avail of each others’ resources in terms
of connectivity and temporary buffers. Opportunistic com-
puting generalises this concept, considering the possibility
for nodes to opportunistically avail of each others’ general
resources, including, but not limiting to, connectivity and
storage. In the context of pervasive computing, resources
may include heterogeneous hardware components, software
processes, multimedia content, sensors and sensory data.
While not all resources can be available on any single de-
vice, they can be collectively available to anyone through
the deployment of effective middleware schemes for oppor-
tunistic computing. The opportunistic computing paradigm
enables several interesting applications that are already be-
ing investigated in the areas of participatory sensing, perva-
sive healthcare, intelligent transportation systems, and crisis
management, as discussed in [5, 7].

In this view, it is natural to abstract resources as ser-
vices that are contributed by providers and invoked by seek-
ers. While service-oriented computing has long been in-
vestigated in the conventional Internet, in single hop wire-
less networks (e.g., WLANs or cellular networks) and in
conventional MANET (e.g., [6]), it is definitely a novel re-
search area in opportunistic networks. Intermittent connec-
tivity and severely unstable topologies typical of opportunis-
tic networks make conventional service-oriented approaches
too cumbersome to be used. Indeed, research on opportunis-
tic networks has mainly focused on routing issues (e.g., [2,
11]), mobility analysis (e.g., [4]) and data-centric architec-
tures (e.g., [3]).

To the best of our knowledge, this paper is one of the
first attempts to tackle key research challenges posed by the
opportunistic computing concept. Specifically, we develop a
detailed analytical model of the service invocation process
between seekers and providers. As better described in Sec-
tion 2, we assume the service invocation and provisioning is
carried out as follows: Whenever a seeker has a request for
a service execution, it waits to encounter possible providers.
When a provider is met, a service execution may be spawned,
according to the replication policy used by the seeker. Ser-
vice results are gathered by the seeker from the first provider
encountered which has completed the service execution. The
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goal of the model is to identify the optimal operating point
of the replication policy, in which the expected service time
(i.e., the time interval between when a request is generated
at the seeker and when the seeker receives the output results)
is minimised, subject to the available providers’ resources
in terms of computation and bandwidth. The model pre-
sented in this paper significantly extends an initial model
we have described in [10]. Unlike the model in [10] here
we consider i) limited bandwidth, ii) heterogeneous mobil-
ity processes of different nodes, iii) heterogeneous providers
computation capabilities, and iv) varying seekers generation
rates. Modelling resource limitations (particularly in terms
of bandwidth) is very challenging in opportunistic networks,
and indeed it is common practice to assume unlimited band-
width scenarios, to simplify the analysis (see, e.g., [11]).

The model, described in Section 3, is validated against
simulation results to assess its accuracy, and then used to
characterise the performance of the optimal, resource aware,
replication policy (Section 4). Specifically, comparison of
the optimal policy with resource-blind policies clearly shows
that the latter leads to saturation or under utilisation of
available resources. The performance analysis also charac-
terises the behaviour of the optimal policy as a function of
the overall load in terms of service requests. We find that
the optimal policy is able to tolerate increasing loads by lim-
iting the corresponding increase of service time, up to the
point where the resources become inevitably saturated. Be-
yond this point, no alternative policy can perform better,
as in these cases the only solution would be to drop some
service requests without even attempting to serve them. In-
vestigating such “back-pressure” policies is out of the scope
of this paper, and subject of future work.

2. SERVICE INVOCATION IN OPPORTUNIS-
TIC COMPUTING ENVIRONMENTS

Whenever a seeker needing a service encounters a service
provider, the service may be spawned on the latter. The
execution process entails three stages, i.e., uploading the in-
put parameters, executing the service, and downloading the
output results. This process may take several contact times.
While this process is ongoing, the seeker may encounter a
different provider, and therefore an opportunity arises to
spawn an additional service execution in parallel. Whether
a new parallel execution is spawned or not, when an oppor-
tunity arises, depends on the replication policy implemented
by the seeker. A service is complete when the seeker down-
loads the output results from any of the providers running
in parallel.

Developing this service provisioning model in an efficient
manner requires investigations into several challenging re-
search questions. In opportunistic computing environments
it is particularly important to optimise the use of the re-
sources, which are typically contributed by mobile users’
devices. In a resource unlimited environment the best op-
tion would be to replicate service executions onto all en-
countered providers. Spawning more replicas in parallel on
multiple providers may appear to reduce expected service
execution time (the time required by the seeker to receive
results), as results can be collected from any of the providers.
However, when resource constraints are considered, uncon-
trolled replication may lead to resource saturation and thus

Figure 1: Scheme of the replication process

to exponential increase of the expected service time, as we
demonstrate in the remainder of this paper.

The goal of this paper is therefore to characterise through
an analytical model the expected service time as a func-
tion of the number of spawned replicas, considering two key
resource limitations: the computational capabilities of the
providers, and the bandwidth limitations between provider-
seeker pairs. The model allows us to derive the optimal
operating point for the replication policy, i.e., the number
of replicas that should be spawned to minimise the expected
service execution time. This also corresponds to the optimal
use of the computational and bandwidth resources.

3. ANALYTICAL MODEL
In the model we consider a specific service Sj available on

Mj providers, and analyse the service execution time as a
function of the number of replicas to be spawned by seekers,
referred to as m (≤ Mj). We focus on a tagged seeker,
and derive the expected service time when m executions
are spawned on different providers, hereafter referred to as
E [Rj(m)]. The optimal operating point is the value of m
that minimises E[Rj(m)].

The rationale of the model derivation is captured in Fig-
ure 1 (to simplify the notation, we omit index j in the figure).
We assume that each service Sj ’s seeker issues requests ac-
cording to a Poisson process with rate λj , and that there are
kj such seekers. The total request rate for service Sj is λjkj .
Each of the m replicas is represented with an horizontal pipe
in Figure 1.

Each pipe consists of three stages. The first stage repre-
sents the time required to complete the i-th upload of the
input parameters, and is referred to as Bji. The second stage
represents the time required to execute the request after it
is spawned, and is referred to as Dji. The third stage repre-
sents the time required by the seeker to complete the down-
load of the output results, and is referred to as θji. The delay
on the i-th pipe is thus Rji = Bji +Dji +θji, and the service
time experienced by a seeker is Rj(m) = mini=1,...,m{Rji}.

The offered load on the second stage of pipe i (λ′

ji), can be
evaluated as follows. The total offered load for service Sj is
λjkjm. This rate is split among Mj providers. By denoting
with fji the percentage of executions of service Sj spawned
on provider i, the offered load on the second stage of pipe i
is λjkjmfji.

Bandwidth limitations affect the delays of the first and
third stage, while computational limitations affect the de-
lay of the second stage. A contact event might not be long
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enough to upload all service Sj ’s input parameters and/or
download all output results. In such cases, uploads/downloads
are resumed at the next contact opportunity with the same
provider.

Hereafter, we separately analyse the delays of the three
stages, and then derive the service time Rj(m). In general,
the distributions of the random variables (r.v.) Rji are fairly
complex, and therefore it is possible to provide a closed form
expression for their minimum Rj(m) only under particular
assumptions. Specifically, we will fully describe the case in
which the r.v. Rji are assumed to be exponential. Although
in the following we are able to provide a more precise char-
acterisation of some Rji components, note that, under the
assumption that the r.v. Rji are exponential, it is sufficient
to derive the average values of the delays of the stages in
order to fully characterise Rji.

First, we present a general concept used extensively in the
analysis. Whenever a new request for service Sj is issued by
the seeker, the seeker has to spawn m replicas. The exe-
cution of a replica on a provider actually starts when the
corresponding input parameters are completely uploaded on
the provider. Therefore, the m replicas are spawned on the
first m providers (out of Mj) on which input parameters are
completely received. As uploads may require several contacts
to complete, the providers on which the replicas are executed
are not necessarily the first m providers encountered by the
seeker after the request is generated. Therefore, pipe i corre-
sponds to the provider on which the i-th upload completes,
starting from the point in time when the request is issued
at the seeker. In other words, if the set of r.v. {βl}l=1,...,M

denotes the time intervals needed by the seeker to upload
the input parameters on providers starting from the point
in time when the request is generated, pipe i corresponds to
provider l̂ iff βl̂ is the i-th shorter time in the set {βl}.

For ease of notation in the analysis, without loss of gener-
ality, we omit the subscript when representing a service. As
a final remark, due to space reasons, we provide hereafter
a concise description of the analytical details, preferring to
focus more on the rationale behind, and the meaning of the
analytical derivations. The detailed proofs of the lemmas
and theorems are omitted, and can be found in [9].

3.1 Model of the contact process between nodes
Before analysing the delay of the three stages of the pipes

we provide a general result, which is instrumental to the
following parts of the analysis. We focus on a tagged node,
and analyse the time it requires to encounter any node in a
given subset of the network, starting from a random point
in time. We denote as success the event by which the tagged
node finds any node belonging to the subset, and as T the
time for success, starting from a random point in time. This
general result is used to model the time required: i) by a
seeker to meet possible providers; ii) by a tagged provider
to meet one of the seekers; and iii) by a tagged provider to
meet a particular seeker after one of its services has been
executed.

We assume that inter-contact times (contact times) be-
tween the tagged node and any other nodes in the subset
can be divided in two classes: The first class includes inter-
contact (contact) times after which a success occurs, the sec-
ond class inter-contact (contact) times after which a failure
occurs. We assume that inter-contact (contact) times within
each class are independent and identically distributed (iid),

t 

random point 

in time 

!init 

success 

success failures 
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(f) tI-1

(f) 

T(f) 

tI
(s) 

L 

contact 

inter-contact 

Figure 2: Scheme of the general contact process

among nodes.
that contact and inter-contact times are mutually indepen-
dent, and that the next contact of the tagged node is in-
dependent of the previous contacts. Inter-contact (contact)
times of different classes may have different, arbitrary distri-
butions. This is a more general setting with respect to typ-
ical opportunistic networks modelling assumptions, where
inter-contact (contact) times are assumed iid and following
an exponential distribution, at least in the tail (e.g., [11]).

In general, we can represent the process as in Figure 2.
To derive E[T ] we condition on the specific point in the
mobility process of the tagged node from where we start
measuring T (remember that T starts at a random point in
time), and apply the law of total probability. The starting
point of T may fall i) during a contact time with one of the
sought nodes; ii) during a contact time with a node not in the
sought subset; iii) during an inter-contact time after which a
success occurs; iv) during an inter-contact time after which

a failure occurs. These events will be denoted by C(s), C(f),

IC(s) and IC(f), and their probabilities by p
(s)
c , p

(f)
c , p

(s)
ic

and p
(f)
ic , respectively. Those probabilities can be derived

with routine analysis as shown in [9], and are functions of
the average inter-contact and contact times of the two classes
(success, failure), throughout referred to as E[c(s)], E[c(f)],

E[t(s)], and E[t(f)], respectively, and of the probability that
an inter-contact time results in (a contact time is) a success,
ps. As in case i) T is clearly 0, E[T ] can be written as

E [T ] = p
(f)
c E

h

T |C
(f)

i

+ p
(s)
ic

E
h

T |IC
(s)

i

+ p
(f)
ic

E
h

T |IC
(f)

i

. (1)

The expression of E
h

T |IC(s)
i

can be derived by noting

that in case iii), T is the residual inter-contact time after

which a success occurs (denoted as t
(s)
+ ):

E
h

T |IC(s)
i

= E
h

t
(s)
+

i

=
E

h

t(s)
i

2
+

V ar
h

t(s)
i

2E [t(s)]
.

In the remaining cases ii) and iv), we have to account for
an initial component ∆init,k, representing the time between
the start of T and the end of the following contact time.
After ∆init,k there is a random number I−1 (possibly equal
to 0) of inter-contact and contact times after which a failure
occurs, and a final inter-contact time after which success
occurs. As proved in [9], we obtain:

E[T |IC
(f)

] = E[t
(f)
+ ] +

E[t(f)] + E[c(f)]

ps

− E[t
(f)

] + E[t
(s)

]

E[T |C
(f)

] = E[c
(f)
+ ] +

„

1

ps

− 1

«

“

E[t
(f)

] + E[c
(f)

]
”

+ E[t
(s)

].

In the following analysis, in addition to T , we will also
need the time to success starting from the end of a contact,
referred to as L. It is easy to see that E[L] can be written
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upload.
as follows:

E[L] =

„

1

ps

− 1

«

“

E[t(f)] + E[c(f)]
”

+ E[t(s)]. (2)

Note that E[T ] and E[L] depend only on the average inter-
contact and contact times, and on the probability of an inter-
contact time resulting in (a contact time being) a success
(ps), i.e., on the properties of the mobility process and on
the probability of encountering one of the sought nodes.

3.2 Analysis of the first stage
In order to model the delay of the first stages {Bi}i=1,...,m

,
we first analyse the time required by the tagged seeker to
upload the input parameters to any individual provider from
the point in time when the request is generated. Recall
that these time intervals are denoted as {βl}l=1,...,M

. As

discussed earlier, Bi is the i-th shortest element in {βl}.
The figure βl can be modelled as an M/G/1 queue. Re-

quests are generated at the seeker according to a Poisson
process with rate λ. The service time of the queue (β̂l) in-
cludes the time to meet provider l enough times to upload
the input parameters of the service. Therefore, it accounts
both for the inter-contact process between the seeker and the
provider, and the bandwidth constraints. Let us denote by
Tl and Ll the time required by the seeker to meet provider
l, respectively, starting from an arbitrary point in time or
from the end of a contact (as shown in Section 3.1), and by
ql the number of contact times needed to complete the input
parameters upload. Then, E[βl] is provided in Lemma 1.

Lemma 1. The average delay to complete the upload of
the input parameters on provider l is

E [βl] =
E

h

β̂l

i

1 − λE
h

β̂l

i . (3)

where E[β̂l] is

E
h

β̂l

i

=
E [Tl] − E [Ll] + E [ql]

“

E [Ll] + E
h

c(s)
i”

M

m
− λ (E [Ll] − E [Tl])

. (4)

The figure ql accounts for the bandwidth limitations, and
is derived as follows. Let us denote with in the r.v. repre-
senting the size of the input parameters to be uploaded. We
consider an embedded Markov process, whose state is the
number of bytes already uploaded to provider l, and whose
transitions occur upon each contact between the seeker and
the provider (see Figure 3).

Assuming that uploads always start at the beginning of a
contact, the chain always starts in state 0 at the beginning
of the first contact. Upon a contact, the chain moves from
the state s to the state s+h if h bytes can be uploaded, i.e.,

with a probability equal to p
“

h ≤ b · c(s) < h + 1
”

where b

is the bandwidth available during a contact. The number of
contacts required to complete the upload process is thus the
hitting time on state in, starting from state 0.

The line of reasoning for completing the analysis of Bi is
as follows. Conditioning on the fact that the i-th ordered
shortest times in the set {βl} is known, say {βk1, . . . βki},
then Bi+1 is the minimum over the rest of the variables in
{βl}. Assuming that the random variables (r.v.) βl are
exponential and independent, we can provide closed form
expressions both for the probability of the set {βk1, . . . βki}
being the i-th shortest r.v. in {βl}, and for the distribution
(and average value) of Bi+1. This is derived in Lemma 2
and Theorem 1. As a matter of notation, in the following
φl = 1/E[βl].

Lemma 2. The probability of the set {βk1, . . . βki} being
the i-th ordered shortest variables in the set {βl}l=1,...,M

is

P (βk1, . . . , βki) =

Q

i
p=1 φkp

P

M
p=1 φp

P

M
p=1
p6=k1

φp . . .
P

M
p=1
p6=k1,...,k(i−1)

φp

(5)

Theorem 1. The time required by a seeker to complete
the upload of the input parameters on provider i + 1 (i =
0, . . . , m − 1) is distributed as follows:

Bi+1 ∼

M
X

k1=1

. . .

M
X

ki=1
ki6=k1,...,k(i−1)

P (βk1, . . . , βki) exp

0

B

B

@

M
X

p=1
i6=k1,...,ki

φp

1

C

C

A

and its average value is:

E [Bi+1] =

M
X

k1=1

. . .

M
X

ki=1
ki6=ki,...,k(i−1)

P (βk1, . . . , βki)
PM

p=1
p 6=k1,...,ki

φp

. (6)

Note that the above expression greatly simplifies when the
r.v. βl are also identically distributed, with rate φ. In this
case, Bi+1 is exponential with rate (M − i)φ. This is a very
intuitive result, as Bi+1 becomes the minimum over M − i
iid exponential random variables with rate φ.

3.3 Analysis of the second stage
As shown in Figure 1 we model the computation process

at each provider with a queue. The service time of the queue
represents the computation time at the provider’s CPU. We
assume that the computation time at providers is exponen-
tially distributed with rate µl, l = 1, . . . , M . Considering
a random computation time allows us to account for vari-
ations in providers capabilities, and variations in computa-
tion times of different requests for the service. We assume
to know that the generic provider l corresponds to pipe i,
and derive the conditioned average delay. By computing the
probability of this event, we can apply the law of total prob-
ability, and derive the average value of the second stages.

Focusing on a particular provider l, it is possible to model
the second stage as a batch arrival system (see, e.g., [12]):
A batch of requests arrive at the provider when it meets a
seeker, and the size of the batch is the number of (sets of)
input parameters for requests queued at the seeker whose
upload completes during the contact. As a matter of nota-
tion, we describe the second stage as an M[X]/M/1 system,
where X is the r.v. denoting the size of the batch. Lemma 3
provides the average delay of the second stage of pipe i, as-
suming provider l corresponds to it, denoted by E[Di|l]. In

the formula we use the component E[L
(P )
l ], denoting the av-

erage time for the provider l to meet any seeker starting from
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the end of a contact. E[L
(P )
l ] can be computed as shown in

Section 3.1.

Lemma 3. The average delay of the second stage of pipe
i, assuming provider l corresponds to it is

E[Di|l] =
E[X2

l ] + 2E[Xl]

2µlE[Xl](1 − ρl)
, (7)

where Xl is the size of the batches arriving at provider l.
Furthermore, the utilisation of the providers is

ρl =
λX,lE[Xl]

µl

=
E[Xl]

µl(E[L
(P )
l ] + E[c(s)])

, (8)

where λX,l is the rate of batch arrivals at provider l.

The result in Lemma 3 confirms our initial intuition about
the possibility of saturation of the service provisioning sys-
tem. The utilisation of providers increases with the batch
size and with the number of seekers “using” the provider
(which clearly means an increase of λX,l). When the utilisa-
tion approaches 1, the average delay on the providers tends
to infinity.

The probability that provider l corresponds to pipe i is the
probability that the time to complete the upload of the input
parameters on provider l is the i-th shortest time in the set
{βl}l

, i.e., P (Bi = βl). The analysis of this figure is similar
to that related to Lemma 2. Specifically, by exploiting the
result of Lemma 2 and recalling that φl is equal to 1/E[βl],
we obtain the result in the following Lemma.

Lemma 4. The probability of provider l corresponding to
pipe i + 1 (i = 0, . . . , m − 1) is

P (Bi+1 = βl) =

M
X

k1=1
k16=l

. . .

M
X

ki=1
ki6=k1,...,k(i−1),l

P (βk1, . . . , βki)φl
P

M
s=1
s6=k1,...,ki

φs

. (9)

Based on Lemmas 3 and 4 it is straightforward to derive
the expression of E[Di].

Theorem 2. The average delay to complete the service
computation of the i-th replica is

E[Di] =
M

X

l=1

E [Di|l] P (Bi = βl), (10)

where E [Di|l] and P (Bi = βl) are as in Equations 7 and 9.

3.4 Analysis of the third stage
The delay of the third stage is the time interval from the

end of the execution of a request at the provider, until the
point in time when the output results are completely down-
loaded to the seeker. In general, when a request execution
for a particular seeker completes at the provider, output re-
sults from previously completed requests for the same seeker
might still be waiting to be downloaded. Therefore, we must
model the third stage with a queue. The analysis of the third
stage is conceptually similar to that of the first stage, albeit
for the fact that the roles of the provider and seeker are
switched. We model the third stage with an M/G/1 queue,
and the service time of the queue is the time for the provider
to download the output parameters to the seeker.

We derive θi first conditioning on a particular provider l
corresponding to pipe i, and then applying the law of total
probability. As a matter of notation, we denote with θi

the delay of the third stage of pipe i, with θ̂i the service
time of the queue representing the stage, and with θi|l and

θ̂i|l the same figures conditioned to the fact that the pipe
corresponds to provider l. Recalling that we denote by λ′

i the
total offered load on pipe i, and by k the number of seekers,
Lemma 5 provides the closed form expression for the average
delay conditioned to provider l. In the Lemma we denote by
Tl and Ll the time required by provider l to meet the seeker
(as can be derived by exploiting the analysis in Section 3.1),
and by ql the number of contact events required to download
the output results.

Lemma 5. The average delay of the third stage of pipe i
conditioned to the fact that provider l corresponds to the pipe
is

E [θi|l] =
E

h

θ̂i|l
i

1 −
λ′

i

k
E

h

θ̂i|l
i , (11)

where E
h

θ̂i|l
i

is:

E
h

θ̂i|l
i

=
E [Tl] − E [Ll] + E [ql]

“

E [Ll] + E
h

c(s)
i”

m −
λ′

i
k

(E [Ll] − E [Tl])

.

Based on Lemmas 5 and 4 it is straightforward to derive
the expression of E[θi].

Theorem 3. The average delay for the seeker to down-
load the output results of the i-th replica (i = 1, . . . , m) is

E [θi] =
M

X

l=1

E [θi|l] P (Bi = βl), (12)

where E [θi|l] and P (Bi = βl) are as in Equations 11 and 9,
respectively.

3.5 Optimal replication
The expected service execution time experienced by the

seeker (R(m)) is the minimum delay over the m pipes. As
analytical expressions for the minimum of a generic set of
r.v. are not available, we approximate R(m) assuming that
the r.v. Ri are exponentially distributed with rate γi =
(E[Bi] + E[Di] + E[θi])

−1. R(m) is then also exponentially
distributed, with rate Γ(m) =

Pm

i=1 γi, and average value

E[R(m)] = Γ(m)−1.
In the general case, E[R(m)] can be computed numeri-

cally, while closed formulas can be found under additional
assumptions. In the following of the section we derive a
closed formula of E[R(m)] under the assumption that the

r.v. β̂l, Di|l and θi|l do not depend on the particular provider.
Under these assumptions, the expressions of the average de-
lay of the three stages in Equations 6, 10, 12 become sim-
pler. As far as the second stage is concerned, with respect to
Equation 10 all the dependencies on the particular provider
disappear. As we discussed in Section 3.2, the average de-
lay of the first stage on pipe i becomes the minimum over
M−i+1 exponentially distributed r.v. with rate φ = 1/E[β].
Recalling the expression of E[βl] in Equation 3 we obtain

E [Bi] =
E [β]

M − i + 1
=

1

M − i + 1
·

mK1

M − mλ(K1 + K2)
,
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where K1 is E[T ] − E[L] + E[q](E[L] + E[c(s)]), and K2 is
E[L] − E[T ]. Note that K1 and K2 do not depend either
on the particular pipe i nor on the number of replicas m.
Finally, after similar routine manipulations, noting that the
offered load λ′ becomes equal to λkm

M
, the average delay of

the third stage becomes

E [θ] =
K1

m − λm

M
(K1 + K2)

.

The only term that depends on the particular pipe i is the
delay of the first stage, due to the fact that the pipe corre-
sponds to the i-th provider on which the seeker completes
the upload of the input parameters.

Finally, we are in a position to derive a closed form ex-
pression for the expected service time E[R(m)] = 1/Γ(m),
as in Theorem 4.

Theorem 4. The average time for the seeker to avail of
service Sj is

E[R(m)] =
(E[D] + E[θ])2

m(E[D] + E[θ]) − E[β] ln Q−1
Q−m−1

, (13)

where Q is equal to E[β]
ED+Eθ

+ M + 1.

The optimal replication level mopt can be found by min-
imising Equation 13. This requires specifying the specific
dependence of ED on m. Once this is done, mopt can be ei-
ther found analytically or numerically. The result provided
by Theorem 4 is therefore general enough to be customised
to the features of any specific scenario.

4. PERFORMANCE RESULTS
In this section we analyse the expected service (execu-

tion) time of a replication policy which exploits the analyti-
cal model of Section 3 (optimal policy). Specifically, various
facets of such a policy are analysed. First, it is compared
with two resource-unaware policies, which replicate requests
on the first encountered node only (single policy), and on all
encountered nodes (greedy policy), respectively. Note that
the performance in terms of expected service time of these
two policies can also be found by using the analysis pre-
sented before, as they correspond to E[R(1)] and E[R(M)],
respectively. Comparing the three policies highlights the ad-
vantage of considering resource limitations. Then, a sensi-
tiveness analysis of the optimal policy is presented. We con-
sider the impact of i) the probability of nodes being providers

(p(p)) or seekers (p(s)); ii) the number of nodes in the net-
work (N); iii) the request generation rate at seekers (λ); and
iv) the average service computation time at providers (1/µ).
Comparison of these policies in terms of performance figures
other than the service time are available in [9, 10].

In order to validate the analytical model, we also devel-
oped a simulation model based on the OMNeT++ simulator
(http://www.omnetpp.org/). In the simulated environment
the nodes move in a square, according to the Random Way-
Point (RWP) mobility model, with the modifications de-
scribed in [8] to guarantee stationarity (the nodes’ average
speed is 1.5 m/s, representative of walking speeds). The
value of the allowed replications (m) is an input parameter
of the simulation runs, and we repeated the simulation runs
with increasing values of m. At the end of each run for a
given value of m, we computed the corresponding average

Table 1: Default analysis parameters
1/µ 30s
λ 0.005 req/s
N 100

tx range 20m
bandwidth 5.5Mbps

input param 100KB
output param 1MB

Area 1000m x 1000m
avg speed 1.5m/s

p(s) 0.1,0.2,0.5,0.8

p(p) 0.1,0.2,0.5,0.8

service time (with 95% confidence intervals). We identify
the optimal case as the value of m achieving the minimum
average service time.

Results presented hereafter show a very good agreement
between simulation and analysis. The analytical model is
thus able to well predict the trends of behaviour of the var-
ious policies under investigation. The analytical model pro-
vides a much more flexible tool than the simulation model.
The inherent complexity of the simulation model (mainly,
the number of events that are generated) makes it prac-
tically impossible to explore the policies behaviour over a
large range of key parameters, while this becomes possible
analytically. This is the case, for example, of the sensitive-
ness analysis with respect to the request generation rate λ
and service computation time 1/µ, for which the simulation
model becomes too complex (in terms of execution time and
memory space), while the analytical model allows us to com-
pletely investigate the optimal policy’s behavior.

Unless otherwise stated, the key parameters’ values are
set as in Table 1. These settings represent typical oppor-
tunistic networking environments, in which the network is
sparse (average inter-contact times of about 10 minutes and
contact times of about 15s). Note that the bandwidth value
is a conservative estimate, as it is the typical throughput
measured at the application level with 802.11b technologies
operating at a nominal rate of 11Mbps [1]. For the purpose
of our study, the bandwidth parameter is also able to hide
all the specificities of the physical communications (interfer-
ence, channel model, . . . ), which are therefore not explicitly
taken into account.

4.1 Resource-aware vs naïve policies
In this section, we compare the performance of the optimal

(resource aware) policy against that of the single and greedy
policies, which do not take resource constraints into account.
Table 2 compares the average service time for an increasing
percentage of seekers, and a representative percentage of
providers (p(p) = 0.5, similar results are obtained for the

other values of p(p), as well). Results are shown, for each
policy, both for the analytical and the simulation model.

For a small number of seekers (i.e., p(s) ≤ 0.2), the opti-
mal and greedy policies basically coincide, as for such a small
percentage of seekers the “overall computational capacity”
of the system is large enough to afford greedy replication.
However, when the number of seekers increases beyond this
point, the greedy policy saturates the system. In these cases,
the expected service time is infinite. Simulation results are
the average over completed executions, which gives an in-
dication of the exponential increase of the simulated delay.
On the contrary, beyond p(s) = 0.2 the optimal policy pro-
gressively reduces the number of spawned replicas, and sig-
nificantly outperforms both the single and the greedy policy.
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Table 2: Policies comparison, p(p)=0.5
p(s) optimal(an) optimal(sim) single(an) single(sim) greedy(an) greedy(sim)
0.1 9886.32 8899.77±135.025 45914.6 44933±1313.36 9888.7 8904.68±137.857
0.2 10030.6 9567.35±108.429 45920.6 46236.7±1007.69 10072.9 9931.05±102.3
0.5 11883.7 12431.5±127.545 45940.8 44559.5±621.437 ∞ 69154.4±801.452
0.8 15381.7 16945.1±133.773 45965.8 45031.6±509.473 ∞ 167508±1501.26
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Figure 5: Sensitiveness on the number of seekers

Also note that the optimal policy results in just a slight in-
crease of the expected service time as the number of seekers
increases.

These results clearly indicate the significant performance
gain that a resource-aware policy achieves with respect to
resource-unaware policies. From now on, we therefore fo-
cus on assessing the performance of the optimal policy with
respect to a number of parameters. Furthermore, as the an-
alytical model shows to predict very well the trend of simu-
lation results, in the rest of the analysis we use the analytical
model only. Additional validation results are available in [9,
10].

4.2 Sensitiveness on the seekers and providers
population

Figures 4 and 5 show the expected service time as a func-
tion of the percentage of providers and seekers, respectively.
In each plot, two curves are shown, for the minimum and
maximum values of the other parameter (p(s) and p(p), re-
spectively).

The expected service time increases when either less providers
are available, or more seekers are present. In some configu-
rations, this may result in saturation (e.g., p(s) = 0.8, p(p) =
0.1). For a given percentage of seekers (providers) the ser-
vice time decreases (increases) as the percentage of providers
(seekers) increases. Unless for particularly congested set-
tings (very low percentage of providers or very high percent-
age of seekers), using the optimal policy results in a graceful
degradation of the performance, as the expected service time
gracefully increases (e.g., see the curve for a varying num-

ber of providers and p(s) = 0.1, or the curve for a varying
number of seekers and p(p) = 0.8).

4.3 Sensitiveness on the network size
To keep a scenario representative of opportunistic net-
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working environments, we scale up the size of the simulation
area with N to keep the node density constant (this indeed
results in invariant average contact and inter-contact times).
Specifically we consider the cases N = 20, 50, 80, 100. Fig-
ure 6 shows the expected service time for the two extreme
values of p(s) and a representative percentage of providers
(p(p) = 0.5).

The expected service time linearly increases with the net-
work size. The main reason behind this behaviour is due to
the delay for downloading the output results to the seeker
(i.e., the delay of the third stage). Intuitively, after a provider
has completed the execution, it must encounter a single
tagged seeker to download the output parameters. The
probability of this event can be shown to be proportional
to 1/N , which results in a linear increase of this part of the
service delay with N . More in detail, it is possible to write
the expected delay on pipe i as the sum of two components,
one independent of N , and another one linear with N , i.e.,
ERi = EWi + NEYi. EYi is dominated by the delay of
the third stage, and can thus be approximated by Eθ. As-
suming, again, that the r.v. Ri are exponential, the optimal
service time R(mopt) is also an exponential r.v. with rate
γR =

Pmopt

j=1
1

EWi+NEθ
. Finally, it can also be shown that,

unless when the system is extremely close to the saturation
of the second stage, the factor NEθ dominates over EWi.
After simple manipulations, we find that the expected op-
timal service time is approximately equal to Eθ N

mopt
. This

confirms the linear dependence of ER(mopt) with N found
in Figure 6(b). It also justifies the fact that the slope of the

line increases with p(s), because, for a given value of p(p),
mopt decreases with the percentage of seekers.

4.4 Sensitiveness on the load on providers
The final aspect we analyse is the sensitiveness of the opti-

mal policy with the load on providers. This can be shown by
varying either the seekers’ request rate λ (Figure 7), or the
average providers’ computation time 1/µ (Figure 8). Specifi-
cally, we scale the value of λ logarithmically from 0.001 req/s
up to 0.1 req/s, while we scale the value of 1/µ by doubling
it from 15s up to 240s. We show results for the lowest per-
centage of seekers (p(s) = 0.1), i.e., we do not further congest
the system with a high number of seekers, to better isolate
the dependence on λ and µ.

Both plots essentially highlight the same feature. The
service time increases with the load of the servers, be it due
to an increase of the seekers’ request rate, or an increase
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Figure 7: Sensitiveness on λ
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Figure 8: Sensitiveness on µ
of the computation time for generating the service results.
The service time increase is moderate when the percentage
of providers is high enough (e.g., for p(p) = 0.8), meaning
that the total“service capacity”of the system is high enough
to tolerate increases of the offered load. For lower numbers
of providers, the increase of the service time becomes more
evident. For a very low percentage of providers (p(p) = 0.1)
even the optimal policy can work only up to a certain load,
while the system inevitably becomes saturated beyond this
limit. This is shown in the plots by the fact that the curves
stop for λ > 0.02 req/s and 1/µ > 120s, respectively.

5. CONCLUSIONS
In this paper we have derived a complete analytical model

for service invocation and provisioning in opportunistic com-
puting environments. The model takes into consideration a
very general scenario, featuring different mobility patterns,
and, very importantly, resource constraints both in terms of
computation and bandwidth capabilities.

Employing the proposed model, it is possible to analyse
the performance of optimal service invocation, in terms of
expected service time (the time required by seekers to receive
output results). In this paper, we have highlighted several
features. First of all, we have shown that considering re-
source constraints in service invocation policies is a must to
optimise the performance. Näıve, resource-unaware policies
either easily saturate the available resources, or significantly
under-utilise them, while the optimal, resource-aware policy
always optimises their use. Second, we have shown that the
optimal policy is able to automatically counteract increased
demand on resources, which may arise due a reduced number
of providers, an increased number of seekers, an increased
load in terms of request rate or service computation time.
In all of these cases, the optimal policy results in a graceful
degradation of the system performance, until a point where
the overall service capacity of the system is too low to cope
with the total offered load. Finally, we have highlighted an
intrinsic increase of the service time with the network size,
which is an inevitable side effect of finding a particular user
in larger populations.

To the best of our knowledge, this paper is one of the
first considering the challenging problem of service provi-

sioning in opportunistic networks. Despite the significant
contributions of this paper, there are several avenues for fu-
ture research. Among the most interesting ones, we men-
tion the design of distributed algorithms that implement
when possible, or approximate otherwise, the optimal pol-
icy found by analysis. Characterising the impact of oppor-
tunistic multi-hop forwarding or requests upload and results
download is another interesting extension. Finally, it will
also be important to understand how the opportunistic com-
puting paradigm can work when services available on dif-
ferent nodes can be composed together in order to provide
richer functionality.
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Abstract. A pioneering body of work in the area of mobile opportunis-
tic networks has shown that characterising inter-contact times between
pairs of nodes is crucial. In particular, when inter-contact times follow
a power-law distribution, the expected delay of a large family of for-
warding protocols may be infinite. The most common approach adopted
in the literature to study inter-contact times consists in looking at the
distribution of the inter-contact times aggregated over all nodes pairs,
assuming it correctly represents the distributions of individual pairs. In
this paper we challenge this assumption. We present an analytical model
that describes the dependence between the individual pairs and the ag-
gregate distributions. By using the model we show that in heterogeneous
networks - when not all pairs contact patterns are the same - most of the
time the aggregate distribution is not representative of the individual
pairs distributions, and that looking at the aggregate can lead to com-
pletely wrong conclusions on the key properties of the network. For ex-
ample, we show that aggregate power-law inter-contact times (suggesting
infinite expected delays) can frequently emerge in networks where indi-
vidual pairs inter-contact times are exponentially distributed (meaning
that the expected delay is finite). From a complementary standpoint, our
results show that heterogeneity of individual pairs contact patterns plays
a crucial role in determining the aggregate inter-contact times statistics,
and that focusing on the latter only can be misleading.

Keywords: opportunistic networks, analytical modelling

1 Introduction

Foundational results in the area of mobile opportunistic networks have clearly
shown that characterising inter-contact times between nodes is crucial [Aug07,Kar07].
In this paper we thoroughly investigate the dependence between the distributions
of individual node pairs inter-contact times and the distribution of the aggregate

inter-contact times. Specifically, an individual pair distribution is the distribu-
tion of the time elapsed between two consecutive contacts between that pair of
⋆ This work was partially funded by the European Commission under the FET-

PERADA SOCIALNETS (FP7-IST-217141), FIRE SCAMPI (FP7-IST-258414),
and FET-AWARE RECOGNITION (FP7-IST-257756) Projects.
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nodes. The aggregate distribution is the distribution of inter-contact times of
all pairs considered together, i.e. is the distributions of all inter-contact times
measured in the network between any two nodes.

A clear understanding of the dependence between the individual pairs and
the aggregate distributions is very important, although not achieved in the lit-
erature yet. It has been clearly shown that, depending on the distribution of
pairs inter-contact times, families of forwarding protocols may produce infinite
expected delays [Aug07]. However, most of the literature has focused on the ag-

gregate distribution (see Section 2 for a review), assuming it is representative
of the individual pairs distributions. This is mainly due to the fact that in real
traces, it is much easier to measure and characterise the aggregate distribution
than the individual pairs distributions, as gathering enough samples for each
and every pair is often very difficult. Aggregate inter-contact times have been
frequently found to be distributed according to a power-law with or without ex-
ponential cut-off. This has been perceived as a severe challenge for forwarding in
opportunistic networks, as an important class of protocols yield infinite expected
delay if individual pairs distributions are power-law [Aug07].

In this paper we carefully review the hypothesis that the aggregate distribu-
tion is representative of individual pairs distributions, by deriving an analytical
model that describes the dependence between the two. We consider a general het-
erogeneous networking environment, in which the individual pairs distributions
are all of the same type (e.g., exponential, Pareto, . . . ), but whose parameters
are unknown a-priori. We assume that the rates of the pairs inter-contact times
(the reciprocal of the averages) are drawn from a given distribution, which,
therefore, determines the specific parameters of each pair inter-contact times.
In other words, as the distribution of the rates controls the parameters of the
inter-contact times distributions, it allows us to control the type of heterogeneity
in the network.

The model described in the paper shows that both the distribution of the
rates and the distributions of individual pairs inter-contact times impact on the
aggregate distribution. In particular, we use the model to find, among others,
the conditions under which the aggregate distribution features the main char-
acteristics often found in traces, i.e. a power-law with or without exponential
cut-off. We can summarise the key findings presented in the paper as follows.

– Starting from exponentially distributed individual pairs inter-contact times,
the aggregate is distributed exactly according to a Pareto law iff the rates
of the pairs inter-contact rates are drawn from a Gamma distribution.

– As an exponential distribution is a special case of a Gamma distribution,
Pareto aggregate inter-contact times can result from a network where both
the individual inter-contact times and their rates are exponentially dis-
tributed.

– When pairs inter-contact times are exponential, and rates are drawn from a
Pareto distribution, the asymptotic behaviour of the aggregate distribution
(for large inter-contact times) is a power-law with or without exponential
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cut-off. In particular, the exponential cut-off appears when rates cannot be
arbitrarily close to 0.

– Under exponentially distributed individual pairs inter-contact times, the dis-
tribution of the rates plays a crucial role in generating aggregate inter-contact
times featuring a heavy tail. Specifically, whenever rates can be arbitrarily
close to 0, a power-law appears in the aggregate distribution.

Our findings clearly show that relying on the aggregate inter-contact times
distribution only for assessing key properties of opportunistic networks is not
appropriate in general, and can lead to wrong conclusions. In particular, finding
a power-law in the aggregate inter-contact times distribution is not necessarily
an indication that individual pairs distributions feature a heavy tail as well,
and that therefore forwarding protocols may not converge. On the contrary, the
heterogeneity of the network, represented in our study by the distribution of
the individual pairs inter-contact rates, plays a crucial role in determining the
nature of the aggregate distribution, which can be totally different from the
distributions of the individual pairs.

The rest of the paper is organised as follows. We review the relevant state-of-
the-art in Section 2. Then, Section 3 presents the general model describing the
dependence between the individual pairs inter-contact times, the distribution
of their rates, and the aggregate inter-contact times distribution. In Section 4
we use the model to investigate under which conditions aggregate distributions
featuring the main characteristics found in real traces can be generated. We also
present simulation results validating our analytical findings. Finally, in Section 5
we draw the main conclusions of this study.

2 Related work

The first work, to the best of our knowledge, that highlighted the importance of
inter-contact times for studying opportunistic networks is [Aug07]. In this work
authors show by analysis that a popular family of routing protocols may produce
infinite expected delays if individual pairs inter-contact times distributions are
heavy tailed. The same work also analyses a set of traces, showing that the
aggregate inter-contact times actually follow a power-law distribution. Assuming
that the same property holds true for individual pairs as well, authors conclude
that those forwarding protocols may not converge in real opportunistic networks.

This very pessimistic result has been somewhat softened by the work in [Kar07],
where authors re-analyse the same traces and suggest that the aggregate inter-
contact times distribution might indeed present an exponential cut-off in the
tail. Assuming, again, that the same property holds true also for individual
pairs, they conclude that forwarding protocols might actually not yield infinite
delay. In this work authors discuss the fact that the aggregate and the individual
pairs distributions may be different. They propose an initial model for studying
the dependence between the two, which we exploit as a starting point in our pa-
per. However, they do not study this aspect further, after checking that, in their
traces, a subset of individual pairs inter-contact times are distributed according
to a power-law with exponential cut-off.
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These two papers informed most of the subsequent literature, which most
of the time assumed that the distributions of individual pairs and the aggre-
gate distribution can be used interchangeably. Only a few papers paid atten-
tion to individual pairs distributions. Among them, [Con07] analysed another
set of popular traces, finding that a significant fraction of pairs inter-contact
times may follow exponential, Pareto or log-normal distributions. Authors also
provided a model similar in spirit to that presented in our work, in which they
analyse conditions under which pairs exponential distributions result in a power-
law aggregate. As we highlight in the following, the model in [Con07] does not
incorporate a fundamental aspect, thus obtaining imprecise results. The work
in [Gao09] also analyses popular traces, finding that over 85% of the pairs dis-
tributions fit an exponential law, according to a χ2 test. The dependence with
the aggregate distribution is not studied, though.

Besides this body of work, most of the literature on opportunistic networks
gives for granted that aggregate inter-contact times feature a power-law with ex-
ponential cut-off, and do not pay attention to the possible difference of the indi-
vidual pairs distributions. For example, the vast majority of the mobility models
proposed for opportunistic networks share this assumption, and aim at reproduc-
ing individual pairs and/or aggregate power-law distributions (e.g., [Lee09,Bor09,Bol10,Rhe08]).
Similarly, other papers try to highlight which characteristics of reference mobility
models generate a power-law in individual pairs inter-contact times [Cai07,Cai08].

With respect to this body of work, in this paper we provide a thorough
analysis of the dependence and the key differences between individual pairs and
aggregate inter-contact time distributions, clearly showing that in general the
latter cannot be used as a substitute for the former. With respect to the models
presented in [Kar07] and [Con07] we provide much more general and accurate
analysis and results. To the best of our knowledge, no previous work has dealt
with this specific problem at the level of detail presented here.

3 Analytical model of aggregate inter-contact times

In this section we present an analytical model that describes the dependence
between the inter-contact times of individual pairs and the resulting distribution
of aggregate inter-contact times. This is the key result that we then exploit in
the following analysis.

3.1 Preliminaries
As a first step, it is important to recall a result found in [Kar07], which shows the
relationship between the distribution of individual pairs inter-contact times and
the aggregate distribution, in a network where the parameters of the individual
pairs distributions are known. Let us assume to monitor individual pairs inter-
contact times for a large time interval T . Let us denote with P the number of
pairs for which at least one inter-contact time is measured over T . Moreover,
denote with Fp(x) the CCDF of inter-contact times for pair p, p ∈ {1, . . . , P},
with np(T ) and N(T ) the number of inter-contact times of pair p and the total
number of inter-contact times over T , respectively. Finally, denote with θp the
rate of inter-contact times for pair p (i.e. the reciprocal of the average inter-
contact time) and with θ =

∑

p θp the total rate of inter-contact times. Then,
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the CCDF of the aggregate inter-contact times F (x) can be expressed as in the
following lemma.
Lemma 1. In a network where P pairs of nodes exist for which inter-contact

times can be observed, the CCDF of the aggregate inter-contact times is:

F (x) = lim
T→∞

P
∑

p=1

np(T )
N(T )

Fp(x) =
P

∑

p=1

θp

θ
Fp(x) . (1)

Proof. See [Kar07]. ⊓⊔

Lemma 1 is rather intuitive. The distribution of aggregate inter-contact times
is a mixture of the individual pairs distributions. Each individual pair “weights”
in the mixture proportionally to the number of inter-contact times that can be
observed in any given interval (or, in other words, proportionally to the rate of
inter-contact times).

3.2 General results

In this section we extend the result of Lemma 1 to the case in which the param-
eters of the individual pairs inter-contact times are not known a priori. Specif-
ically, we consider the general case in which the rates of individual pairs inter-
contact times are independent and identically distributed (iid) according to a
continous random variable Λ with density f(λ), λ ≥ 0 (for the generic pair p, λp

denotes its rate). We also assume that all individual pairs inter-contact times
follow the same type of distribution. For the generic pair p, the distribution pa-
rameters are set such that the resulting rate is equal to λp. Note that we are
able to model heterogeneous networks, as inter-contact times distributions of
different pairs are in general different, as their rates are different. With respect
to the notation used in Section 3.1, we hereafter denote with Fλ(x) the CCDF of
the inter-contact times between a pair of nodes whose rate is equal to λ1. Under
these assumptions, the CCDF of the aggregate inter-contact times becomes as
in Theorem 1.

Theorem 1. In a network where the rates of individual pairs inter-contact times

are distributed with density f(λ), the CCDF of the aggregated inter-contact times

is as follows:

F (x) =
1

E[Λ]

∫ ∞

0

λf(λ)Fλ(x)dλ . (2)

Proof. The complete proof is available in [Pas11], while here we provide an
intuitive sketch. Formally, we prove the theorem by conditioning F (x) on a
particular set of individual pairs inter-contact rates, and applying the law of total
probability. Note however that we can also obtain Equation 2 by considering a
modified network in which we assume that all rates are possibly available, each
with probability f(λ)dλ. F (x) is thus the aggregate over all such individual inter-
contact times distributions. As the number of distributions becomes infinite and
1 Note that, when Fλ(x) is defined by more than one parameter, additional conditions

besides the rate should be identified to derive all parameters. Our analysis holds true
for any definition of such additional conditions.
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is indexed by Λ (a continuous random variable), the summation in Equation 1
becomes an integral over λ. Furthermore, the weight of each distribution (θp in
Equation 1) becomes λ · p(λ) = λf(λ)dλ, while the total rate (θ in Equation 1)
becomes

∫ ∞

0
λf(λ)dλ = E[Λ]. The expression in Equation 2 follows immediately.

⊓⊔

Note that generalising Lemma 1 as in Theorem 1 results in a much richer tool
for understanding the dependence between individual pairs and aggregate inter-
contact times distributions. Specifically in the model provided by Theorem 1 the
individual pairs distributions are not pre-defined, but can be tuned according to
the random variable Λ. This allows us to “steer” and control the heterogeneity of
the network. As we show in Section 4, this model allows us to study the relation-
ship between individual pairs and aggregate inter-contact times distributions, by
assuming that i) individual pairs are heterogeneous; ii) their inter-contact times
follow an arbitrary family of distributions (Fλ(x)); and iii) their rates follow an-
other arbitrary distribution (f(λ)). These degrees of flexibility are not provided
by the model in Lemma 1.

As a final remark, a similar generalisation was also attempted in [Con07].
However, the formulation in [Con07] is not exact, as it does not take into account
the fact that, in the mixture defining F (x), distributions of more frequent contact
patterns should “weight more” with respect to distributions of less frequent
contact patterns.

4 Aggregated inter-contact times emerging in different

heterogeneous networks

In this section we exploit the model provided by Theorem 1 to investigate the
dependence between the distributions of individual pairs inter-contact times and
their aggregate distribution. Specifically, we consider exponentially distributed
individual pairs inter-contact times (i.e., we assume that Fλ(x) = e−λx holds
true), and study how the aggregate CCDF F (x) varies for different distributions
of the individual pairs inter-contact rates, f(λ). Considering exponential indi-
vidual pairs inter-contact times is sensible, as analysis on traces indicates that
this hypothesis cannot be ruled out, in general [Gao09,Con07].

4.1 Preview of the main results

As a preview of the results, we will show that power-law distributions (with
or without exponential cut-off) for the aggregate inter-contact times can appear
even starting from exponentially distributed individual pairs inter-contact times.
This is a very interesting outcome, indeed. It clearly indicates that - in general
- looking at the aggregate distribution of inter-contact times is not enough for
inferring the distributions of individual pairs inter-contact times, and can indeed
be misleading. We show, for example, that observing a power-law aggregate
distribution with shape α ∈ (1, 2] is not sufficient to conclude that a large family
of forwarding protocols yield infinite expected delay [Aug07]. In such a case,
individual pairs inter-contact times may actually be exponentially distributed,
which would guarantee finite expected delay. The key reason behind this finding
is that when the network is heterogeneous, and not all individual pairs contact
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patterns are statistically equivalent, the heterogeneity of the individual pairs
distributions plays a crucial role in determining the aggregate distribution of the
inter-contact times, which may be of a completely different type with respect to
the individual pairs distributions.

The detailed results are hereafter presented as grouped in two classes. Firstly,
in Section 4.2, we investigate under which conditions the aggregate inter-contact
times follow exactly a given distribution. Specifically, we impose that F (x) in
Equation 2 is equal to such distribution, and find the corresponding distribution
of the individual pairs inter-contact rates f(λ). Then, in Section 4.3 we find
additional cases in which it is not possible to exactly map a given aggregate
distribution F (x) to a specific rate distribution f(λ), but it is possible to identify
rate distributions such that the tail of the aggregate follows a certain pattern.

As those are among the most interesting cases to study, we focus on aggregate
inter-contact times distributed according to i) a power-law, ii) a power-law with
exponential cut-off, iii) an exponential law. Proofs are available in [Pas11].

4.2 Exact aggregate inter-contact times distributions
First of all, we wish to identify rate distributions f(λ) that result in power-law
(Pareto) aggregate distributions. From Equation 2, and recalling that we assume
individual inter-contact times are exponentially distributed, we have to find f(λ)
such that

1
E[Λ]

∫ ∞

0

λf(λ)e−λxdλ =
(

b

b + x

)α

, (3)

where α and b are the shape and scale parameters of the Pareto distribution. Note
that in this case we consider the definition of the Pareto distribution in which all
positive values are admitted, i.e., x > 0 holds true. The rate distribution f(λ)
satisfying Equation 3 is provided by Theorem 22.

Theorem 2. When individual pairs inter-contact times are exponentially dis-

tributed, aggregate inter-contact times are distributed according to a Pareto law

with parameters α > 1 and b > 0 iff the rates of individual inter-contact times

follow a Gamma distribution Γ (α − 1, b), i.e.

F (x) =
(

b

b + x

)α

⇐⇒ f(λ) =
bα−1

Γ (α − 1)
λα−2e−bλ . (4)

Theorem 2 is one of the most interesting results of this paper. It has been found
in [Aug07] that a large family of forwarding protocols yield infinite expected
delay when the individual pairs inter-contact time distributions are Pareto with
α ∈ (1, 2]. Based on this result, it has been common in the literature to assume
that, if the aggregate inter-contact time distribution is Pareto with α ∈ (1, 2],
those forwarding protocols yield infinite delay. Theorem 2 clearly shows that
this is not correct, as aggregate power-laws with α ∈ (1, 2] can be obtained
starting from exponential individual pairs inter-contact times. In such a case,
the expected delay of forwarding protocols is finite.

As a special case of Theorem 2, the following corollary holds true.
2 A qualitatively similar result was also found in [Con07]. However, due to the inexact

formulation of F (x) highlighted before, the exact result differs.
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Corollary 1. When individual pairs inter-contact times are exponentially dis-

tributed, aggregate inter-contact times are distributed according to a Pareto dis-

tribution with parameters α = 2 and b > 0 iff the rates of individual inter-contact

times follow an exponential distribution with rate b, i.e.

F (x) =
(

b

b + x

)2

⇐⇒ f(λ) = be−bλ . (5)

Proof. This follows immediately from Equation 4 by recalling that a Gamma
distribution Γ (1, b) is actually exponential with rate b. ⊓⊔

Corollary 1 further stresses the result of Theorem 2, stating that a power-law
distribution of aggregate inter-contact times can be obtained starting from both

exponentially distributed individual pairs inter-contact times and pairs rates.
An interesting physical intuition can be highlighted that justifies the above

results. Recall that the inter-contact times aggregate is a mixture of the individ-
ual pairs inter-contact times. From a physical standpoint, power-law aggregates
means that some inter-contact times in the mixture can take extremely large val-
ues, possibly diverging. Intuitively, such a behaviour can therefore be generated
irrespective of the distribution of individual pairs inter-contact times, by includ-
ing in the mixture individual pairs whose inter-contact rate is extremely small,
arbitrarily close to 0. This is exactly the effect of drawing rates from Gamma or
exponential distributions, which can admit values of the rates arbitrarily close
to 0. The same physical intuition is also confirmed by other results we present
in Section 4.3.

The final result we present in this section shows under which conditions
aggregate inter-contact times follow an exponential distribution, i.e., F (x) =
e−µx. This is shown in Theorem 3.
Theorem 3. When individual pairs inter-contact times are exponentially dis-

tributed, aggregate inter-contact times are distributed according to an exponential

distribution with rate µ > 0 iff the network is homogeneous, i.e. iff all individual

pairs inter-contact times are exponentially distributed with rate µ:

F (x) = e−µx ⇐⇒ f(λ) = δ(λ − µ) , (6)

where δ(·) is the Dirac delta function.

Interestingly, Theorem 3 shows that it is sufficient to look at the aggregate inter-
contact time distribution only when it turns out being exactly exponential, as,
starting from individual pairs exponential distributions, the only possibility is
that all pairs inter-contact times are distributed with exactly the same exponen-
tial law found in the aggregate.

4.3 Asymptotic behaviour of aggregate inter-contact times

distributions

In this section we present a further set of results characterising the asymptotic
behaviour of the aggregate inter-contact times. We still assume that individual
pairs inter-contact times are exponential, and study the aggregate when pairs
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rate are drawn from Pareto distributions. For this set of results we are not able
to obtain sufficient and necessary conditions for obtaining a given distribution of
the aggregate. However, we are still able to show interesting sufficient conditions
for obtaining aggregate distributions that asymptotically decay as a power-law
with or without exponential cut-off. These results are quite interesting, as several
papers in the literature have observed aggregate distributions whose tail decays
as a power-law with exponential cut-off. Note that studying the asymptotic
behaviour is relevant, as it is the tail of the inter-contact times distributions
that determine the convergence properties of forwarding algorithms [Aug07].

Firstly, we assume that individual pairs rates are distributed according to
a Pareto distribution whose CCDF is F (λ) =

(

k
λ

)γ
, λ > k, and derive the

asymptotic behaviour of F (x) for large x. Note that in this case rates are drawn
from a Pareto distribution that does not admit values arbitrarily close to 0.
Theorem 4 provides the expression for F (x).
Theorem 4. When individual pairs inter-contact times are exponentially dis-

tributed and rates are drawn from a Pareto distribution F (λ) =
(

k
λ

)γ
, λ > k, the

tail of the aggregate inter-contact times decays as a power-law with exponential

cut-off, i.e.:

F (λ) =
(

k

λ

)γ

, λ > k ⇒ F (x) ∼
e−kx

kx
for large x (7)

Two interesting insights can be drawn from Theorem 4. First, an aggregate distri-
bution whose tail decays as a power-law with exponential cut-off can emerge also
when individual pairs inter-contact times are exponential. Again, this challenges
common hypotheses used in the literature, that assume individual inter-contact
times are power-law with exponential cut-off because aggregate inter-contact
times are distributed according to this law. Second, this result confirms our in-
tuition about the fact that a key reason for an aggregate distributions with a
heavy tail is the existence of individual pairs with inter-contact rates arbitrarily
close to 0. In the case considered by Theorem 4 this is not possible, and indeed
the tail of the aggregate inter-contact time decays faster than a power-law.

Finally, we study the asymptotic behaviour of the aggregate distribution
when inter-contact rates are drawn from a Pareto distribution in the form F (λ) =
(

k
k+λ

)γ

, λ > 0. The following theorem holds.

Theorem 5. When individual pairs inter-contact times are exponentially dis-

tributed and rates are drawn from a Pareto distribution F (λ) =
(

k
k+λ

)γ

, λ > 0,
the tail of the aggregate inter-contact times decays as a power-law with shape

equal to 1, i.e.:

F (λ) =
(

k

k + λ

)γ

, λ > 0 ⇒ F (x) ∼
1
x

for large x (8)

Theorem 5 confirms once more that the presence of individual pairs with contact
rates arbitrarily close to 0 result in heavy tails in aggregate inter-contact times.
Again, it also confirms that the presence of even significantly heavy tails (shape
equal to 1) in the aggregate inter-contact time distribution is not necessarily an
indication that individual pairs distributions also present a power-law.
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4.4 Validation

In this section we validate the results presented before, by comparing the analyt-
ical results with simulations. In our simulation model we consider a network of
150 pairs that meet each other with exponential inter-contact times. Rates are
drawn at the beginning of each simulation run according to the specific distri-
bution f(λ) we want to test. For each pair we generate at least 100 inter-contact
times. Specifically, each simulation run reproduces an observation of the net-
work for a time interval T , defined according to the following algorithm. For
each pair, we first generate 100 inter-contact times, and then compute the total
observation time after 100 inter-contact times, Tp, as the sum of the pair inter-
contact times. T is defined as the maximum of Tp, p = 1, . . . , P . To guarantee
that all pairs are observed for the same amount of time, we generate additional
inter-contact times for each pair until Tp reaches T . In this way we generate at
least 150∗100 samples of the aggregate inter-contact time distribution, which we
consider enough to obtain a reasonably accurate empirical distribution of F (x).

Figure 1 shows the aggregate inter-contact times CCDF F (x) when inter-
contact rates are drawn from a Gamma distribution Γ (2, 1) (inter-contact times
are reported on the x-axis in seconds). According to Theorem 2, this results in
aggregate inter-contact times distributed according to a Pareto law with shape
α = 3. The power-law behaviour is clearly highlighted by the less-than-linear de-
cay in the linlog scale (Figure 1(b)). It is also clear that simulation and analytical
results are in very good agreement.

(a) (b)

Fig. 1. F (x), inter-contact rates Λ ∼ Γ (2, 1) (loglog (a) and linlog (b))

Figure 2 shows F (x) when the individual pairs inter-contact rates are expo-
nentially distributed with rate 0.1s−1. Also in this case, according to Corollary 1,
the aggregate inter-contact time follows a Pareto distribution with shape α = 2.
Figure 2 shows that also in this case analytical results are very well aligned with
simulations.

Finally, Figure 3 and 4 show F (x) when the pairs rates are distributed ac-

cording to a Pareto law F (λ) =
(

k
k+x

)γ

, λ > 0 and F (λ) =
(

k
x

)γ
, λ > k,

respectively. From Theorems 5 and 4, the key difference is the fact that in the
former case rates can be arbitrarily close to 0, while in the latter case they can-
not. The effect on F (x) is to generate a heavy tail decaying as 1/x in the former
case, and a light tail decaying as e−kx

kx in the latter. Recall that in these cases
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(a) (b)

Fig. 2. F (x), inter-contact rates Λ ∼ Exp(0.1) (loglog (a) and linlog (b))

the analysis is not able to capture the complete distribution of F (x), but only
its asymptotic behaviour for large x. Figures 3 and 4 confirm also that in this
case analytical and simulation results are aligned.

(a) (b)

Fig. 3. F (x), inter-contact rates Λ ∼ Pareto(0.001, 2), λ > 0 (loglog (a) and linlog (b))

(a) (b)

Fig. 4. F (x), inter-contact rates Λ ∼ Pareto(0.001, 2), λ > 0.001 (loglog (a) and linlog
(b))

5 Conclusions

In this paper we have investigated through an analytical model the dependence
between the distributions of i) individual pairs inter-contact times, ii) the rates
of individual pairs inter-contact times, and iii) the aggregate inter-contact times,
in mobile opportunistic networks. Understanding this dependence is important,
as most of the literature assumes that the aggregate distribution is representa-
tive of the individual pairs inter-contact times distributions, and checks network
properties that depend on the latter by considering the former.
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Our analytical results clearly show that - in general - this approach is not
correct. As one of the most popular cases considered in the literature, we have
studied under which conditions the aggregate distribution features a heavy tail,
with or without an exponential cut-off. We have shown that in heterogeneous
networks (i.e., when not all the pairs distributions are the same), heavy tailed
aggregate distributions can appear starting from exponentially distributed in-
dividual pairs inter-contact times. Therefore, the aggregate distribution is not
representative, in general, of the individual pairs distributions, and that focus-
ing on the former to check properties that depend on the latter can thus be
misleading.

Furthermore, we have highlighted the key impact of the distribution of the
rates of individual pairs inter-contact times on the aggregate distribution. When-
ever rates arbitrarily close to 0 are permitted, heavy tails appear in the aggregate,
also when individual pairs distributions are light-tailed. This shows the critical
role played by the heterogeneity of individual pairs on the aggregate inter-contact
times distribution.
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ABSTRACT
Realistic mobility models are crucial for the simulation of Delay
Tolerant and Opportunistic Networks. The long standing bench-
mark of reproducing realistic pairwise statistics (e.g., contact and
inter-contact time distributions) is today mastered by state-of-the-
art models. However, mobility models should also reflect the macro-
scopic community structure of who meets whom. While some ex-
isting models reproduce realistic community structure - reflecting
groups of nodes who work or live together - they fail in correctly
capturing what happens between such communities: they are often
connected by few bridging links between nodes who socialize out-
side of the context and location of their home communities. In a
first step, we analyze the bridging behavior in mobility traces and
show how it differs to that of mobility models. By analyzing the
context and location of contacts, we then show that it is the social
nature of bridges which makes them differ from intra-community
links. Based on these insights, we propose a Hypergraph to model
time-synchronized meetings of nodes from different communities
as a social overlay. Applying this as an extension to two existing
mobility models we show that it reproduces correct bridging be-
havior while keeping other features of the original models intact.

Categories and Subject Descriptors
C.2.1 [Network Architecture and Descign]: Wireless Communi-
cations; C.4 [Performance of Systems]: Modeling Techniques

General Terms
Performance, Theory

1. INTRODUCTION
Realistic mobility models are crucial for the simulation and per-

formance analysis of wireless networking protocols. Simple ran-
dom models, such as the once popular random walk and random
waypoint [1], were proven unable to model important character-
istics (e.g., periodicity and location preference) of real mobility.
∗This work was partially funded by the European Commission un-
der the SCAMPI (258414) FIRE Project.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
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Consequently, they can lead to inconclusive or even wrong conclu-
sions about the performance of networking protocols [2]. Hence,
the properties of human mobility have recently attracted a grow-
ing amount of research interest [3, 4]. To this end, numerous so-
phisticated mobility models have emerged that try to better capture
observed mobility characteristics [5, 6, 7, 8]. Each of these models
tries to strike a different balance between accuracy, complexity, and
analytical tractability.

In the context of Delay Tolerant [9] and Opportunistic Networks,
where wireless contacts are exploited as opportunities to forward
content, the long-standing benchmark for models is to reproduce
realistic pairwise statistics (e.g. contact duration and inter-contact
time distribution). These microscopic mobility properties and their
characteristics have been extensively studied [2, 10, 11, 12] and are
today correctly reflected by mobility models.

However, besides the microscopic properties, human mobility
also has characteristic macroscopic structure [13, 14]: People meet
strangers by chance, colleagues, friends and family by intention or
familiar strangers because of similarity in their mobility patterns.
This creates complex patterns of who meets whom, how often and
for how long, which cannot easily be observed and understood by
looking at individual node pairs (e.g., pair-wise inter-contact times)
or time instances (e.g., distribution of number of neighbors).

To this end, the concept of contact graphs has been recently pro-
posed [13, 14, 15]: the sequence of actual contacts over time is
mapped into a conceptual contact graph, where a link weight be-
tween two nodes captures the strength of the “relationship” (e.g.
frequency of contacts or aggregated contact time between the two).
Looking at mobility scenarios from the contact graph angle reveals
the prevalence of communities, bridges, hubs, and other structures
common in social networks. What is more, this social structure
of mobility has been found crucial for the design of efficient DTN
protocols [16, 17]. Fig. 1a shows an example of such a conceptual
contact graph from a campus mobility trace.

In light of this, the bar is raised for mobility models. Good mod-
els, especially ones used for the analysis and simulation of Op-
portunistic Networking protocols, should also be able to accurately
capture social properties. Preliminary analysis reveals that some
of these models can reproduce realistic community structure, re-
flecting groups of nodes who work or live together. They can also
reproduce different community sizes and modularity levels.

The first contribution of this paper is to show, however, that
the vast majority of models fail to correctly capture what happens
between communities. Detailed contact trace analysis of various
traces (from different origins) reveals that communities are often
connected by few bridging nodes and/or strong bridging links. Fig. 1b
provides examples of these two types of interfaces. Comparing the
findings from contact traces to contact graphs obtained from syn-
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(a) Communities (highly clustered nodes).

Bridging Nodes Bridging Links

(b) Zoom-in: Bridges between communities.

Figure 1: Contact Graph of Dartmouth trace.

thetic mobility models, we find that the latter do not manifest bridg-
ing links.

Our second contribution is to analyze in detail the context and
location of inter-community meetings in large datasets, where such
context information is available or can be inferred. While this anal-
ysis is of more general interest, it also provides us insights in the
origin of the discrepancy between bridges in traces and models:
intra-community meetings (i.e., meetings between nodes belong-
ing to the same community) predominantly occur inside a small,
often exclusive set of locations (which we refer to as the “home lo-
cation” for each community); however, inter-community meetings
mostly occur outside the home location of either community.

Our third contribution, based on the above insights, is to pro-
pose a social overlay represented as a Hypergraph to model time-
synchronized meetings between nodes of different communities.
Applying this as an extension to two state-of-the-art mobility mod-
els we show that it is able to reproduce correct bridging behavior
while keeping other features of the original model intact.

As a final note, we stress here the importance of accurately cap-
turing the interface between communities. The cuts between tightly
connected communities are bottlenecks for example for dissemina-
tion or diffusion processes, and reflecting them correctly is impor-
tant for obtaining realistic results from simulation. While a detailed
study of the impact of inter-community interfaces on performance
protocols is beyond the scope of this paper, we believe that they
provide a number of insights that should not be overlooked for the
design of DTN protocols and their simulation.

The paper is structured as follows. We start by detailing our
mobility datasets and the methodology used to map contacts to a
conceptual social graph in Sec. 2. We then study the structure of
this graph (e.g., communities and interface types) in Sec. 3. We

look again at contacts and their context and location in Sec. 4 and
their time synchronization in Sec. 5. Sec. 6 demonstrates how our
main findings can enhance mobility models towards more realism.

2. METHODOLOGY AND DATASETS
We first describe the mobility datasets that we use for our analy-

sis. These consist of traces from (i) real mobility measurements and
(ii) mobility models. We then describe how we construct a contact
graph out of each of these traces.

2.1 Empirical Datasets
To ensure generality of our results, we analyze four different

mobility traces collected in several environments and with vari-
ous methods: campus traces from Access Point associations and
Bluetooth scans, and self-reported location data from a geo-social
network application. Key features of the traces are listed in Table 1.

Dartmouth (DART) We use 17 weeks of the WLAN Access
Point (AP) association trace [18], between Nov. 2, 2003 and Feb.
28, 2004. We chose the 1044 nodes which have associations at
least 5 days a week on average i.e., at least 5× 17 = 85 days. The
trace is preprocessed to remove short disconnections (< 60s) and
the ping-pong effect. Each AP is associated with a location context
(e.g., library, residential, academic) that we will detail later on. We
assume that two nodes are in contact when they are associated to
the same AP at the same time.

ETH Campus (ETH) The trace collection at the ETH cam-
pus [19] is similar to the Dartmouth campus. We use 15 weeks
of AP association trace between Oct. 25, 2005 and Feb. 3, 2006
and chose 285 nodes which associate to the network at least 5 days
a week (i.e., 75 days). Short disconnections and ping-pong effect
are filtered as well. Additionally, the location of each AP in the
buildings is known.

Gowalla (GOW) Gowalla1 is a geo-social network service where
users check-in to close-by spots (e.g., restaurants, office buildings),
logging their position and context. We use the location data of 473
heavy-users who, during the 6 months from Apr. to Sept. 2010,
checked-in at least 5 days a week in the State of Texas. Since users
only check-in and do not check-out, we cannot infer the stay dura-
tion at a spot. Therefore, we assume users are in contact when they
have check-in less than 1 hour apart at the same spot. Note that
by its nature, the GOW trace is more sparse than the other traces.
However, it still contains a large number of check-ins (∼ 400′000)
leading to a total of 19′000 contacts2.

MIT Reality Mining (MIT) The MIT trace [20] logs contacts
between 92 campus students and staff, detected by Bluetooth scans
with a scanning interval of 5 minutes. It is the only trace we use
where contacts are measured directly (and not inferred from loca-
tion), but has the drawback that we do not know in what context
and location a contact happens.

The Gowalla dataset is fundamentally different from the other
ones. While the AP association datasets capture mainly campus
work and study environment (plus residential for the DART trace),
the Gowalla dataset, by the nature of the application, captures users
while going out to eat or entertain. We hence assume that the AP
datasets are biased a bit towards overestimating the number of con-
tacts in home and work context, while the Gowalla dataset is biased
towards overestimating the number of contacts in a social context.
MIT captures work, home and leisure equally.

1http://gowalla.com
2Additional statistics about the GOW datasets (and the other ones),
including distributions of pairwise tie strengths (see Sec. 2.3) can
be found in [14].
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DART ETH GOW MIT
# People and context 1044 campus 285 campus 473 Texas 92 campus
Duration 17 weeks 15 weeks 6 months 3 months
Type AP associations AP associations Self-reported location Bluetooth scanning
# Contacts total 4′200′000 99′000 19′000 81′961
# Contacts per dev. 4′000 350 40 890

Table 1: Mobility traces characteristics.

Roaming
with 1−p

with p
Home

C(1,1)

C(6,6)

(a) TVCM 6× 6 grid.

Intra−community
C(1,1)

C(6,6)

Inter−community
social tie

Community
cave

social tie

(b) HCMM grid and social net.

Figure 2: TCVM and HCMM models.

2.2 Synthetic Mobility Models
We consider three synthetic mobility models [7, 5, 6] known

to reproduce various empirical mobility properties. These mod-
els cover a range of different design philosophies (location-driven
vs. social network driven) and complexity (tractable and simple vs.
more realistic, but not tractable). Our goal is to better understand to
what extent these models can capture the complex (social) structure
observed in the traces.

TVCM: In the Time-variant Community Model [5], each node
is randomly assigned to one or more home location areas on the
plane. Transitions in, out, and between home locations are gov-
erned by a simple 2-state Markov Chain as illustrated in Fig. 2a.
Nodes perform random waypoint trips inside and outside home lo-
cations, with a probability 1 − p of roaming (in the next trip) and
a probability p of staying or getting back in the home location. By
choosing different transition probabilities p for each node, a large
range of heterogeneous node behaviors can be reproduced. We use
a simple TVCM scenario throughout our analysis, with only one
home location per node (see Fig. 2a)3. To reproduce community
structure observed in traces, we group the nodes in 10 communities
and assign each of them to one of the 6× 6 location areas (each of
100 × 100 meters). The number of nodes for each of the 10 com-
munities is sampled from the community sizes found in the DART
trace (see Sec. 3), which gives a total of 505 nodes.

HCMM: The Community-based Mobility Model (CMM) [21]
was the first mobility model directly driven by a social network.
The Caveman model [22] is used to define a network with (social)
communities (in our scenario 10 caves with 10 nodes, reproducing
roughly the average community size of the ETH trace) and each
community is assigned to a home location as shown in Fig. 2b. In
contrast to TVCM, transition probabilities are directly linked to the
weights on the Caveman graph. Specifically, the probability that
a node performs a mobility trip towards a community C depends
on her social ties towards nodes currently in community C. The
Home-cell Community-based Mobility Model (HCMM) [6] is an

3TVCM supports much additional complexity (see [5]). We choose
here to use the minimum amount of complexity needed to create
some non-trivial community structure.

TVCM HCMM SLAW
Nodes 505 100 100
Speed 1-3 m/s 1-3 m/s 1 m/s
Structure 10 comm. 10 nodes per Hurst param.

community h = 0.85
Transm. Range 30m 30m 30m
# Contacts 9′000′000 2′300′000 520′000
Duration 3 days 3 days 3 Days

Table 2: Mobility model parameters.

extension to CMM, adding location-driven mobility. The transition
probability to a location L no longer depends on nodes currently at
that location but on the total weight of nodes assigned to L as their
home location (i.e., irrespective of their current position). With this
extension, HCMM fixes a problem of CMM, i.e., that all nodes of
a community tend to follow the first node roaming to a different
community. As the authors of [6] show, this can cause all nodes to
meet in one location and suppresses community structure. Since we
are interested in realistic community structure, we thus use HCMM
instead of the original CMM in our simulations.

SLAW: SLAW [23] captures the (measured) Levy flight property
of human displacements, where the travelled distance distribution
between two points of interest (or waypoints) follows a Pareto law.
In [7] the authors explain that this behavior can be seen as a con-
sequence of people minimizing their daily displacements between
clustered but remote points of interests.

We chose the parameters of the three models to be similar, such
that they are comparable and produce community structures com-
parable to those found in the traces, especially with respect to mod-
ularity (see Sec. 3). The most imporant model parameters and
statistics are reported in Tab. 2. For each synthetic models, we
run a simulation to create a contact trace.

2.3 Contact Graph
Contacts happen due to the mobility of the users carrying the

devices and reflect the complex structure in people’s movements:
meeting strangers by chance, colleagues, friends and family by in-
tention or familiar strangers because of similarity in their mobility
patterns. Our goal is to represent the complex resulting pattern in
a compact and tractable way. This allows us to quantify structural
properties beyond pair-wise statistics.

To represent the structure of a mobility scenario, we aggregate
the entire sequence of contacts of a trace to a static, weighted con-
tact graph G(N,W) with weight matrix W = {wij}. Each de-
vice (or rather person carrying a device) is a node of this graph
and a link weight wij represents the strength of the relationship be-
tween nodes i and j. A key question is how to derive the tie strength
between two nodes, i.e., what metric to use for wij , based on the
observed contacts. This weight should represent the amount of mo-
bility correlation (in space and time) between two nodes. Various
metrics, such as the age of last contact [24], contact frequency [13]
or aggregate contact duration [13] have been used as tie strength
indicators in DTN routing.
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Figure 3: Dispersion of contact frequency and duration.

In our study, we consider both, contact frequency and aggregate
contact duration. They capture different aspects, both of which are
important for Opportunistic Networking (e.g., for data dissemina-
tion). Frequent contacts imply many meetings and hence many for-
warding opportunities (short delays) and long contacts imply meet-
ings where a large amount of data can be transferred (high through-
put)4. The two features are correlated to different degrees as shown
in Tab. 3.

DART ETH MIT TVCM HCMM SLAW
0.52 0.63 0.81 0.96 0.98 0.92

Table 3: Correlation coefficients of duration and frequecy.

Since most network analysis metric require one-dimensional tie
strengths, we map these two features to a scalar weight. We first
assign each pair of nodes {i, j} a two-dimensional feature vector,

zij =
(
fij−f̄
σf

,
tij−t̄
σt

)
, where fij is the number of contacts in the

trace between nodes i and j, and tij is the sum of the durations
of all contacts between the two nodes. f̄ and t̄ are the respective
empirical means, and σf and σt, the empirical standard deviations.
We normalize the values by their standard deviations to make the
scales of the two metrics comparable.

We then transform the two-dimensional feature vector to a scalar
feature value, using the principal component, i.e., the direction in
which the feature vectors of all node pairs Z = {zij}, i, j ∈ N
have the largest variance. This is the direction of the eigenvector
v1 (with the largest corresponding eigenvalue) of the 2× 2 covari-
ance matrix of frequency and duration. Fig. 3 shows two examples
for frequency and duration values, along with the direction of the
principal component. We then define the tie strength between i and
j as the projection of zij on the principal component

wij = v1
T zij + w0,

where we add w0 = v1
T
(
− f̄
σf
,− t̄

σt

)
(the projection of the fea-

ture value for a pair without contacts) in order to have positive tie
strengths. The obtained weight is a generic metric that combines
the frequency and duration in a scalar value and captures the het-
erogeneity of node pairs with respect to frequency and duration of
contacts5. An analysis of weight distributions, degree distributions
and other complex network metrics of the contact traces can be
found in [14].

4Note that the age of last contact is not suitable for our purpose,
since we need aggregate properties over the trace duration.
5This framework implicitly assumes stationarity of the underlying
process, something not always true in some traces. In practice (e.g.,
for protocol design), one would implement some sliding window
mechanism (see e.g.[17]). A thorough time-dependent analysis of
these traces can be found in [25].

Trace/Model # Communities Q
DART 24 0.84
ETH 30 0.81
GOW 29 0.7
MIT 6 0.52
TVCM 10 0.73
HCMM 10 0.77
SLAW 2 0.063

Table 4: Number of communities and modularity.

3. SOCIAL STRUCTURE OF CONTACTS
We will now use the respective contact graphs to study the so-

cial (“macroscopic”) properties of the mobility scenarios consid-
ered. As an example, Fig. 1a shows the contact graph of the DART
trace. Clearly, we see that the edges are not randomly distributed
over the nodes, but there is strong community structure (the nodes
colored according to the community they belong to). Communities
are (informally) defined as subsets of nodes with stronger connec-
tions between them than towards other nodes. They generally im-
ply social groups (e.g., friends, co-workers) [26], and are thus of
particular interests from both a sociological as well as a protocol
design perspective (e.g.. for the design of DTN routing [15, 13]
and multicast [16], collaboration for content distribution [27], se-
curity and trust systems, etc.). Looking at the community structure
of the measured traces and from traces obtained from the synthetic
models we will find that synthetic mobility models, while able to
generate high level community structure, they all fail to accurately
capture inter-community linkage.

3.1 Generic Community Structure
We use the Louvain algorithm [28] to identify communities. Find-

ing the optimal allocation of nodes to communities is a computa-
tionally hard problem, and therefore, state-of-the-art algorithms use
heuristics. The Louvain [28] algorithm starts with assigning each
node its own community. It then iteratively – until no further im-
provement is possible – goes through all nodes and moves them to
one of the existing communities, such that the gain in modularity
([29], see below) is maximal. In a second step, the communities are
merged, if merging increases modularity. These two phases (mov-
ing nodes and merging communities) are iteratively repeated until
no further improvement is possible. We choose this algorithm be-
cause it was reported to be fast and to find communities that are
as good or better than other algorithms for a number of different
graphs [28]6.

The number of identified communities is shown in Table 4 (left
column). In addition to the number of communities, we are inter-
ested in the modularity of the resulting partition of nodes to com-
munities. High modularity implies strong community structure,
and has implications for node cooperation [32], community-based
trust mechanisms [33], and routing. We compute the widely used
Newman modularity [29]:

Q =
1

2m

∑
kl

(
wk,l −

dkdl
2m

)
δ(ck, cl),

where dk =
∑
l wk,l is the degree of node k and m = 1

2

∑
l dl is

the total weight in the network. ck denotes the community of node
k thus, the Kronecker delta function δ(ck, cl) is 1 if nodes k and
l share the same community and 0 otherwise. Q is always smaller
6We have used a second algorithm, based on spectral cluster-
ing [30], to detect communities. The community assignments are
in agreement in most of the cases, with only small differences [31].
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C1(24) C2(23) C3(16) C4(16) C5(7) C6(6)
C1(24) 25% 2.3% 0.8% 1.1% 0.03% 0.1%
C2(23) 2.3% 27% 3.6% 7.6% 0.45% 1.4%
C3(16) 0.8% 3.6% 9.2% 3.9% 0.19% 0.96%
C4(16) 1.1% 7.6% 3.9% 9.7% 0.29% 0.94%
C5(7) 0.03% 0.45% 0.19% 0.29% 3.1% 0.17%
C6(6) 0.1% 1.4% 0.96% 0.94% 0.17% 2.2%

Table 5: Percentages of total weight within and between communi-
ties (MIT trace). The number of nodes in the respective community
shown in brackets.
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Figure 4: Inter-community connections. The numbers below the
community label indicate how many nodes are in the respective
community.

than 1, can be negative, and Q = 0 is the expected quality of a
randomly connected network with the same degree sequence (i.e.,
a network where the nodes have the same number of neighbors
but are randomly connected). [29] reports modularities of above
Q = 0.3 for different networks (social, biological, etc.).

The modularity for all contact traces and mobility models are
listed in Table 4. From the list, we observe the following: (i) Mod-
ularity values vary in traces but are overall quite high7. (ii) SLAW
has low modularity and no community structure (in the scenario
we used, even with varying Hurst parameter values), hence we ex-
clude it from the rest of our analysis. (iii) TVCM and HCMM have
similar modularities as the traces. Hence, we conclude that exist-
ing models can emulate highly modular community structure even
with simple scenarios.

3.2 Analysis of Community Cuts
While modularity captures general connectivity characteristics

of a scenario, it does not say anything about how individual com-
munities are connected. The interface (or “cut”) between two com-
munities on a static graph is known to be strongly linked to the
speed of random walk based search (e.g. time to cross between
two communities), sustainable throughput between the communi-
ties (through the max-flow min-cut theorem), etc. There is evidence
that similar conclusions could be drawn for the contact graph.

3.2.1 Cut Capacity
Table 5 shows how the total weight in the network is distributed

within and between the communities, for the example of the MIT
dataset. The weight within a community is the sum of all weights
(i.e., the volume) of edges with endpoints in the respective commu-
nity. The weight between two communities Ci and Cj is the sum

7Similar values were reported by [13] for other traces and other
community detection algorithms.

of weights of all edges across the cut between them:

∂(Ci, Cj) : cut between Ci and Cj
vol(∂(Ci, Cj)) =

∑
k∈Ci,l∈Cj

wk,l.

A first observation is that inter-connections of communities are
weak in many cases. For instance, in the MIT trace, communities
1 and 2 together contain more than 50% of the weights and 50%
of the nodes. However, between them there is only 2.3% of the
weight. For DART and TVCM, the same results are depicted in
Figure 4 as a community graph. Each vertex represents a commu-
nity, with vertex size showing the percentage of total weight ac-
cumulated within the community, and the edge width showing the
weight in the cut between the communities. The community graphs
of the other traces and models look similar.

Another observation is that heterogeneity in terms of both intra-
community weight as well as inter-community (cut) weight can in-
deed be reproduced by the synthetic models. However, we want to
stress that careful tuning of synthetic models is needed, when used
to evaluate protocols based on social network structure [13, 15, 16,
34], to ensure that realistic community and inter-community struc-
ture is reproduced. While such tuning is possible, it may come at
the expense of complexity and possibly loss of tractability.

3.2.2 Capacity Concentration
We finally zoom into the individual cuts and look at how the

capacity is distributed over the node pairs. From Fig. 1b, we can
already assume that for many community pairs, the capacity is not
spread uniformly among the nodes. Instead, there are strong nodes
and/or links, responsible for a large share of the weight between
two communities. Analysis of the distributions of inter-community
link weights shows that they are indeed strongly skewed [14]. This
has important implications e.g. for energy consumption, connectiv-
ity, and routing in Opportunistic Networks. Clearly, the “narrower”
the interface, the more challenging the problems: For the example
of routing, if two communities are connected by a single strong
link, this link may be hard to be identified and utilized by a routing
protocol. Also, the narrower, the more stressed the bridges will be
because they have to relay a large portion of the traffic.

This raises the following important question: Are nodes with
(strong) cross-community links in general well connected to many
nodes of the peer community, or is their weight towards the other
community concentrated on a few links?

To answer this, we distinguish two different types of bridging
behavior between communities: bridging nodes and bridging links.
Informally, a bridging node is a node of community Ci which is
also strongly connected to many nodes of community Cj (Fig. 1b,
left)8. This is in contrast with the typical node of Ci which has
strong links mainly within its community and much weaker links
outside. A bridging link {k, l} between nodes k ∈ Ci and l ∈ Cj
is a stronger than average link and neither k nor l is a bridging
node. In other words, k and l are only connected to few nodes of
the respective peer community. In this case, the weight between
the two communities is concentrated among much fewer pairs. As
an example, imagine k has a total weight of 10 towards community
Cj , and the average node of Ci has only a total weight of 1. If this
total weight is distributed equally among 10 links (i.e., 10 links of
weight 1), we call i a bridging node. However, if the total weight
is concentrated on a single link to node l (of weight 10), {k, l} is a
bridging link (in this case k is not a bridging node).

8Note that a bridging node has still more weight towards its own
community; otherwise, it would have been assigned to Cj .
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To differentiate between the two more formally, we introduce
two metrics which we call, node spread and edge spread. We define
the node spread of k ∈ Ci to a community Cj as

S(k → Cj) =
|Ckj |
|Cj |

,

where Ckj is the smallest subset of Cj such that
∑
l∈Ck

j
wk,l >

0.9×
∑
l∈Cj

wk,l, i.e., the smallest subset that ”contains” 90% of
the weight of k towards Cj . We empirically choose a factor of 0.9
of the total weight to avoid counting the potentially many weights
which happen just due to random contacts and remark that experi-
ments with different factors do not change our results qualitatively.

Based on this, we define the edge spread of link {k, l} as

S(k, l) = max{S(k → Ci), S(l→ Cj)},

i.e., the higher one of the two associated node spreads. Using the
higher node spread allows us to implement the criterion that for a
bridging link neither of the nodes may be a bridging node. With
these metrics, we can now write down the criteria for bridging
nodes and bridging links.

Bridging Node A bridging node k must fulfill the following two
conditions:

1. It must be exceptionally strongly connected toCj . We define
wk,Cj =

∑
l∈Cj

wk,l and write the condition as

wk,Cj � median
l∈Ci

{wl,Cj}

2. It has a high node spread S(k → Cj).

Bridging Link Similarly, a bridging link {k, l} fulfills the fol-
lowing two conditions:

1. It has exceptionally strong weight compared to other links
between Ci and Cj

wk,l � median
m∈Ci,n∈Cj

{wm,n}

2. It has a low edge spread S(k, l).

To see if we observe bridging nodes or rather bridging links in
the traces, Fig. 5 shows histograms of the edge spread of strong
inter-community links9 for the traces and models. We observe a
fundamental difference between the traces and the mobility mod-
els: Traces contain both bridging nodes and links, with a tendency
towards bridging links, i.e., more concentration of the weight to
few links. On the other hand, the models show exclusively bridging
nodes, no bridging links. Unlike the case of heterogeneous inter-
community volume (studied in Section 3.2.1), which can be emu-
lated with careful fine-tuning of the models, this consistent lack of
bridging links seems to be due to deeper, design-related reasons.

We believe that the main reason behind this is the following:
while models successfully incorporate geographic concepts and so-
cial relations to drive mobility decisions, they fail to consider one
important element of human mobility, namely, context. Nodes of
different communities, meeting outside the location of their home
communities in a social context, are typically not modeled. In the
following section, we will show that it is indeed such meetings
which create bridging links with a small spread.

9For this measurement, we classify a link as strong if it is at least
3 standard deviations stronger than the median. Experiments with
other thresholds show qualitatively similar results.

Context APs Contacts Community Bridge
Academic 28% 7.7% 4.9% 32%
Admistration 12% 1.4% 1.4% 1.2%
Library 8.8% 1.2% 0.12% 11%
Residential 39% 86% 90% 45%
Social 8.4% 0.8% 0.5% 3.5%
Athletic 3.4% 3.1% 2.7% 6.5%
Total 533 4’184’804 3’756’503 428’301

Table 6: Percentage of contacts per context (Dartmouth): total (col.
3), intra-comm (col. 4), inter-comm (col. 5).

Context Spots Contacts Community Bridge
Office 4% 12% 18% 4.9%
Events 11% 18% 13% 24%
Food 54% 43% 46% 40%
Shopping 20% 17% 13% 20%
Home 2.5% 2.5% 2% 3.1%
Other 8.2% 8.2% 7.8% 8.6%
Total 3813 14875 7716 7159

Table 7: . Percentage of contacts per context (Gowalla): total (col.
3), intra-comm (col. 4), and inter-comm (col. 5)

4. CONTEXT OF CONTACTS
To show that social meetings happening outside the location and

context of a community cause bridging links with small spread, we
analyze the traces for the context. In most traces, context is not
available and we only know who meets whom and when, but not
where (location) or why (context). Exceptions, which we analyze
here, are the Dartmouth and Gowalla trace. As these have a large
number of nodes and are of different origins, we believe that they
suffice to provide some important first evidence.

4.1 The Context of Contacts
In the Dartmouth trace, we derive the context of a contact from

the building in which the respective AP is located. The trace dis-
tinguishes 6 different contexts (i.e., types of buildings): Academic,
Administration, Library, Residential, Social and Athletic10. The
percentage of APs and contacts per context is listed in Table 6.
Note that the percentage of contacts does not perfectly correlate
with the percentage of APs of a given context. For instance 86%
of all contacts happen at residential APs, which account only for a
39% of all APs.

The last two columns show the percentage of intra-community
(“Community”) and inter-community (“Bridge”) contacts happen-
ing in various contexts. Observe that for all contexts, the percent-
ages of both community (column 3) and bridge contacts (column 4)
differ largely from the aggregate statistics for all contacts (column
2). This suggests that meetings between nodes belonging to the
same community happen at different contexts that meeting between
nodes in different communities (which are responsible for the com-
munity bridging behavior). Put differently, knowing whether a con-
tact is of type Community or Bridge substantially changes the prob-
ability of the context in which it occurs: For example, without fur-
ther knowledge any given contact happens with a probability of
1.2% in a library. However, given that it is a Bridge contact, will
increase this probability by a factor of 10.

We can also infer the context of contacts in the Gowalla trace.
Each Spot at which users can check-in is assigned to one of more
than 300 categories by the creator of the spot. We group the cate-

10There is a seventh context “Other”, which we dismiss here.
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Figure 5: Histogram of the spread of bridging links. Not shown: ETH (m=0.32), MIT (m=0.46).
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Figure 6: Probability of narrow bridges in home locations.

gories to 6 contexts11: Office, Events, Food, Shopping, Home and
Other. Results are summarized in Table 7. Similarly, the probabil-
ity of bridging contacts occurring, for example, in the office context
is 4 times smaller than the probability of intra-community meet-
ings occurring in the same context. Note that, due to its nature,
the Gowalla dataset is biased towards social meetings, at events,
restaurants, etc. (to which users check in more often than, say,
at home). This causes identified communities to have a differ-
ent meaning than in the DART trace, where communities happen
mainly at home: In Gowalla, a community is rather a group of
nodes often meeting in social contexts (e.g., eating, going out).

This analysis clearly shows that community and bridge contacts
differ in terms of context in which they happen. In the next Section,
we will refine the analysis and show that they also differ in terms
of geographical location where they happen.

4.2 The Location of Contacts
As mentioned earlier, human mobility is strongly driven by loca-

tion. Hence, a lot of synthetic mobility models introduce the con-
cept of “home locations”: nodes tend to move inside their home
location(s) most of the time (e.g., home or office environment), and
occasionally visit other locations. In addition to the general con-
text of contacts studied before, we are therefore interested in the
actual locations where contacts occur, both intra-community con-
tacts (to confirm the basic intuition of synthetic models) and inter-
community contacts.

To this end, we create for each community a location profile of
where its intra-community contacts happen. For each community,
we extract the list of intra-community contacts. For each location
(AP) we count the intra-community contacts and define the home
location set of the community as the smallest set of locations such
that at least 90% of the intra-community contacts is covered. We
empirically chose a threshold of 90% to account for the big ma-
jority of the contacts without taking into account random contacts
happening at other locations (other thresholds give similar results).
We denote the home location set of community Ci as L(Ci).

11We only assign popular contexts to categories, that is, categories
which account for at least 0.5% of all contacts

Our first finding is that, indeed, the number of locations in which
most contacts between nodes in the same community happen is
rather limited. On average, the home location profiles for the Dart-
mouth communities contain 4.5 locations. A second observation
is that home locations sets of different communities do not over-
lap, that is, L(Ci) ∩ L(Cj) = ∅ for all i and j. In other words,
each community observed in the contact graph seems to have its
own, mostly exclusive home location (implying perhaps that this
contact-based community is an actual social community).

We next verify that bridging links not only happen at a differ-
ent context, but very often outside the home location sets of both
nodes’ communities. We go through all inter-community contacts
and check where they happen. In aggregate, we see a mixed pic-
ture: In the Dartmouth trace, 44% of all bridging contacts happen
outside the respective home location sets, 56% within the home
locations. While these numbers seem roughly split, they should
be considered in light of the fact that 81% of all contacts happen
inside home communities. This implies that inter-community con-
tacts happen with 4.9 times higher probability outside home loca-
tions than the average contact.

Our last finding is that the probability of a contact happening out-
side the home location sets of its respective communities, depends
strongly on the spread of the link. To show this, we split the links
into two classes narrow, if the spread is smaller than a threshold
Sth, and broad if it is larger. Fig. 6 shows how the probability of
a contact of a narrow link happening in a home location depends
on the threshold Sth. We see that for both DART and ETH traces,
for very narrow links the probability is very small, thus, almost all
links happen outside home locations. As we include more and more
links with higher spread (moving to the right in Fig. 6), the prob-
ability increases. Thus, links with higher spread tend to happen at
home locations.

This observation has important implications for mobility model
design. While most mobility models cannot directly manipulate
how the aggregated contact graph will look like, they can more
easily manipulate the locations where contacts occur. The strong
correlation of context and bridging behavior found in this section,
directly implies that one could manipulate the location of contacts,
in order to improve the social behavior of the model12. We will
show how this could be achieved in the next two sections.

5. SYNCHRONIZATION OF CONTACTS
We saw that links with low spread happen with high probability

outside the respective communities’ home locations, and how this
affects the observed inter-community interface. In order to trans-
form this into a model for inter-community meetings, the following

12It is important to note that, while mobility models using a social
graph to drive mobility decisions (such as CMM and HCMM) can
create bridging links on this graph, this does not mean that these
links will appear in the contact graph as well.
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Figure 7: Synchronization of nodes locations (DART trace).

questions arise naturally: Do the nodes of bridging links visit the
same location independently and meet there randomly or do they
visit such social locations synchronously? Is it just pairs of nodes
visiting a certain location, or do we see groups (cliques) of nodes?

In order to see whether two nodes visit a location synchronously,
we measure the overlap of the time they spend there. We define the
overlap Oi(u, v) of nodes u and v at location i using the Jaccard
similarity index as follows

Oi(u, v) =
|Tui ∩ T vi |
|Tui ∪ T vi |

where |Tui ∩T vi | is the total time both u and v are at location i, and
|Tui ∪ T vi | is the time either u or v (or both) spend at i.

To assess whether a certain overlap implies synchronous behav-
ior, we relate the measured overlap to the expected random overlap.
We estimate the expected random overlap Ôi(u, v) (i.e., the ex-
pected overlap if u and v visit i independently) using Monte Carlo
simulation as follows. We extract the set of durations of visits to lo-
cation i. Picking a random starting time for each visit of both nodes
(such that visits of the same node do not overlap in time), we shuf-
fle the order and time of the visits, while maintaining their number
and durations. Given such a random arrangement, we measure the
overlap as defined above. Repeating this 1000 times for each node
pair, we estimate the expected value of the random overlap.

To distinguish synchronous from asynchronous behavior, we com-
pare Oi(u, v) and Ôi(u, v) using a simple test: If the measured
overlap exceeds the expected random overlap by a factor of 10, we
call the pair synchronized at this specific location13.

People typically socialize not only in pairs but also in larger
cliques. Knowing the size of such cliques is important for mod-
eling inter-community meetings. Hence, we measure the clique
size distribution. Using the DART trace, we create a Synchronicity
Graph for each location i (which is not a home location to a com-
munity). The vertices of the graph are the set of users which visit
AP i. We put an edge between two nodes if we find synchronous
behavior for them, according to the test above. In this Synchronic-
ity Graph, we detect all k-Cliques (fully connected sub-sets of k
nodes, that are not contained in an even bigger clique) to detect
groups of synchronized nodes14.

In the DART trace, we find more than 1′000 Cliques of size 2
or larger, with a maximum size of k = 9. Figure 7a shows the
empirical CCDF of the clique size, over all APs. From the almost
straight line in the log-linear axis, we conclude visually that clique
size follows a geometric distribution. Using a maximum likelihood

13We have tried other threshold values, as well as statistical tests
with the 95% and 99% quantile of the simulated random overlap
and have found very similar results.

14Note that deducing group synchronization based on pairwise syn-
chronization is only an approximation. For example it may happen
that in a triangle of nodes which are all pairwise synchronized, all
three of them never actually visit a location together.

estimator, we fit a geometric distribution and find a parameter of
p1 = 0.64. Note that the geometric distribution is shifted, since the
smallest clique size is 2 (i.e., if X denotes the random variable of
clique size, X − 2 is geometrically distributed). A Kolmogorov-
Smirnov test does not reject the null hypothesis of a geometric dis-
tribution at a significance level of α = 0.05.

Finally, we would like to know how many locations a node typ-
ically visits together with other nodes. Hence, we analyze, how
many cliques (of size 2 or bigger) a node is part of. The CCDF is
shown in Figure 7b. Again, the almost straight line in the log-linear
scale suggests a geometric distribution, and a maximum likelihood
estimator gives a parameter of p2 = 0.2815.

Using these insights, we are now ready to create a model for
social meetings across communities.

6. MODELING THE SOCIAL CONTEXT
Section 3 sheds light on an important problem with current syn-

thetic mobility models. Sections 4 and 5 already suggest how this
problem could be fixed. Based on these insights, we now proceed
to propose a model for the social meetings outside community lo-
cations. Note that our goal is not to propose an entirely new mo-
bility model, as there are already many good existing ones. In-
stead, we present an addition, which we call social overlay (SO),
that is applicable to various existing models. The social overlay
is based on a Hypergraph [35] model, calibrated with the insights
from trace analysis. It helps existing models to correctly reflect
bridging links between communities by synchronizing meetings at
social locations. We first explain the details of this Social Overlay
(Section 6.1) and then apply it to TVCM (creating TVCM:SO in
Sec. 6.2) and HCMM (creating HCMM:SO in Sec. 6.3)16. Evaluat-
ing contact traces from these two extended models, we will see that
the social overlay indeed creates links with a small spread, while
qualitatively maintaining other properties (e.g., inter-contact time
distributions) of the original models.

6.1 Social Overlay
We start by discussing the Hypergraph model and how to cali-

brate it from contact traces. This step is not specific to the model
to which the SO is applied. Then, we explain a generic set of steps
to be implemented in order to apply the SO to a model.

A Hypergraph [35] (also called Levi graph) is a generalization of
a Graph G(N,E), with a set of nodes N and a set of edges E. In a
Hypergraph H(N,E), a Hyperedge (or just edge) ei ∈ E does not
correspond to only a pair of nodes, as in a graph. Instead, an edge
is a list of an arbitrary number of nodes, i.e., an arbitrary subset of
N (not the empty set ∅). The edge cardinality |ei| is the number of
nodes ei connects (thus, a “simple” graph, is a Hypergraph where
all edge cardinalities are 2). As in a simple graph, in a Hypergraph
the degree of a node n is the number of edges that it is a member
of. With the concept of a Hypergraph we can connect more than
two nodes, which allows us to represent synchronized behavior of
more than two nodes in a simple yet meaningful way.

In our social overlay Hypergraph, an edge represents a group of
nodes, synchronously meeting outside their community locations.
In order to be realistic, we need a Hypergraph model which repro-

15Note that up to a value of about 15 cliques per node, the geometric
model is very good. Beyond 15, the tail seems a bit “heavier”.
However, we still believe that a geometric distribution is a good
approximation for our purposes.

16Since the social overlay models bridges between communities, it
only makes sense to apply it if the original model already creates
modular contacts. Hence, we do not apply it to SLAW, as it does
not manifest community structure (see Sec. 3).
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duces the edge cardinality and node degree distribution we measure
in a contact trace. As we have seen in Sec. 5, for the DART trace,
both, edge cardinality and node degree are well approximated by
geometric distributions. However, the following general procedure
can also be applied using other distributions.

Given a edge cardinality and a degree distribution, our model
works similar to the configuration model [36] for graphs. We con-
nect the nodes (the number of nodes is given by the scenario we
want to simulate) with Hyperedges in the following steps: (1) For
each node, draw a degree from the degree distribution (geometric
with p1 = 0.68 in our example), and attach the according num-
ber of “stubs” to it. (2) Create a new Hyperedge of cardinality
drawn from the respective distribution (geometric with parameter
p2 = 0.28 in our example). (3) Choose from the stubs at random
to select which nodes are members of the edge (a node can not be
assigned to the same Hyperedge twice). Once a stub is selected, it
is connected and not eligible any longer. Steps 2 and 3 are repeated
until no more stubs are left. This creates a random Hypergraph with
the specified degree distribution and edge cardinality distribution17.

The creation of the Hypergraph is the same for any mobility
model to which the social overlay is applied. Given the overlay,
a mobility model then must implement the following three general
steps in order to create synchronized meetings of the nodes of an
edge. Note that we here only explain the general idea, the con-
crete mechanisms can be chosen specifically for a model (Sec. 6.2
and 6.3 discuss two examples).

Step 1) Location Assign each Hyperedge to a random location
on the simulated area (as the location where the members of the
edge meet). Depending on the model, this may be e.g. an area or
cell.

Step 2) Time For each Hyperedge, define an social activity pe-
riod during which the edge counts as active. This is the time inter-
val during which the members of the edge meet at the respective lo-
cation. The social activity periods of adjacent edges (edges sharing
one or more nodes) should not overlap. Assigning a given number
of non-overlapping activity periods to edges, is an edge coloring
problem. Note that the the smallest number of colors needed for
a valid coloring (i.e., the edge chromatic number) must be smaller
than the number of activity periods available.

Step 3) Synchronization When no edge of a node is active, it
moves according to the normal rules of the mobility model. As
one of its edges is active (during the social activity period), the
behavior of the node changes such that it visits the location of the
respective edge, thereby synchronously meeting the other members
of the edge. The rules according to which a node moves during
the social activity period of one of its edges can again be chosen
specifically for a certain model (two clarifying examples will be
given in Sec. 6.2 and 6.3).

We deliberately keep these points very generic in order to make
them applicable to many different mobility models. However, there
are certain prerequisites for a model in order to make the SO appli-
cable. First, the model must have distinguishable nodes, so that we
can assign them to nodes of the Hypergraph. While this is the case
for the majority of mobility models, there may be models for which
nodes are not distinguishable (e.g., [8] which models the size dis-
tribution of clusters without accounting for which nodes are part of
a cluster). Second, the mobility model must have a notion of time
and location in order to assign the activity period and location to
the Hyperedges. This is also fulfilled by the majority of models,

17At the end, it may happen that there are not enough stubs of dif-
ferent nodes left. In that case, we simply decrease the cardinality
of the edge to fit the number of remaining stubs. This should only
have insignificant influence on the sample of edge cardinalities.
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Figure 9: Synchronization of node locations (TVCM:SO).

exceptions being for instance pure contact models which do not
care where and/or when nodes meet, but merely that they meet.

6.2 TVCM:SO
In the following, we describe the application of the social overlay

to TVCM. As a basis, we use the scenario described in Section 2.
For the social overlay, we create a Hypergraph of 505 nodes ac-
cording to the parameters and configuration model described above
(geometric distributions of edge cardinality and node degree with
parameters p1 and p2). Having the Hypergraph, what remains is
to implement the three steps described in Sec. 6.1. We use TVCM
specific mechanisms to do so (i.e., the grid of the simulation sce-
nario and Markovian node behavior) in order to modify the simu-
lator and the original characteristics of TVCM as little as possible.

Step 1) Location Since in the scenario described in Sec. 2 the
simulation area is already split into a grid of 6× 6 areas, we reuse
these areas and assign one of them to each edge of the Hypergraph.
In order to ensure to create meetings outside home locations, com-
munities’ home locations are not eligible for assigning edges18.

Step 2) Time To assign the edges to social activity periods, we
split every 24 Hours of simulation time in non-overlapping periods
of 3′600 sec. (we empirically choose 1h as a typical duration of
social activities). To avoid two edges of a node being active at the
same time, we color edges such that no two edges of a node have
the same color. Each color is then assigned such a 1h period every
24h, during which all edges of the respective color are active.

Step 3) Synchronization To make the nodes of an edge meet
we replace the 2-state Markov Chain (described in Sec. 2) of the
nodes during edge social activity periods of their edges: Instead
of planning the next trip at its home location with probability p
(and roaming with probability 1 − p), the node plans a trip to the
location of the active edge. Once arrived there, it moves within the
edge location area according to normal TVCM rules (i.e., random

18Note that several edges can be assigned to the same location.
Since edges of different colors have different activity periods (see
point ii), chances that different edges overlap in time at the same
location are small.
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Figure 10: Pairwise statistics for TVCM:SO.

waypoint). After the social activity period, the next trip is again
planned according to the “regular” 2-state Markov Chain.

To validate the social overlay for TVCM, we run the TVCM:SO
model and analyze the resulting contact trace. We want to en-
sure that the described mechanisms create realistic social meetings
outside the communities’ home locations. Additionally, we verify
that the original typical characteristics of TVCM (e.g., inter-contact
time and contact duration distribution) do not change qualitatively.

As a first step, we measure the spread of the links between com-
munities, to see whether TVCM:SO creates the desired bridging
links. Fig. 8a (compare to TVCM in Fig. 5c) shows that indeed we
now observe links with small spread. The mean value of the spread
is with m = 0.31 comparable to the values we find in traces (see
Fig. 5c). This is a first evidence that we now obtain more realistic
bridges between communities.

In order to check whether the synchronization mechanism de-
scribed above indeed synchronizes the social meetings as desired,
we repeat the measurement of Sec. 5, using the trace obtained from
TVCM:SO. We compute the overlap of time spent in areas (on the
6× 6 grid of our scenario) which are not home locations to a com-
munity. For each of these locations, we determine the synchronicity
graph and determine the cliques. This gives us the clique sizes and
the number of cliques of which a node is part. Fig. 9 shows the re-
spective distributions. From the straight lines we conclude that they
follow geometric distributions and the Kolgomorov-Smirnov tests
does not reject this at a significance level of 0.05. The parameters
we get from a maximum likelihood estimator are p1 = 0.62 and
p2 = 0.28, thus, they match the configured values for the social
overlay very well. Hence, we conclude that the TVCM:SO indeed
creates realistic meeting patterns outside community locations.

The question remains how much we have changed the general
characteristics of the model by our modification. To check this,
we compare the pairwise inter-contact time and contact duration
distributions of the original TVCM to TVCM:SO. Fig. 10 shows
that the CCDFs of both features follow each very closely. Note
that comparing the pairwise statistics to the traces is out of scope
of this paper. We assume that the models to which we apply the
social overlay are designed to realistically reproduce such features
(for TVCM a detailed evaluation can be found in [5]).

Further, we verify that the social overlay does not distort the
community structure of the original TVCM. Detecting the com-
munities in the TVCM:SO trace, we find that nodes are assigned
to the same communities as before. However, we notice that the
modularity was reduced a bit, from Q = 0.73 to Q = 0.70. This
reduction is explicable, since the social overlay takes the nodes out
of their “daily routing” (which creates communities) and creates
bridges. However, a modularity of 0.7 is still high and comparable
to the modularity of the measured traces.

Thus, we conclude that TVCM:SO creates more realistic com-
munity interfaces than TVCM, while maintaining the original TVCM
characteristics.
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Figure 11: Pairwise statistics for HCMM:SO.

6.3 HCMM:SO
As a second proof of concept, we apply the social overlay to

HCMM, using HCMM specific mechanisms to create the synchro-
nized social meetings. Again, we base the our scenario on the one
described in Sec. 2, and create a Hypergraph of 100 nodes with the
parameters determined in Sec. 5. We use the following mechanisms
to integrate the social overlay into HCMM.

Step 1) Location In HCMM, the simulated area is divided into
home-cells, in our case a grid of 6×6 cells. We reuse this structure
by assigning Hyperedges to home-cells.

Step 2) Time As in TVCM, we divide every 24h of simulation
time into 1h periods and assign edges to them.

Step 3) Synchronization In HCMM, the nodes plan trips to cells
other than their home-cells based on node specific attraction values.
During normal operation, these attraction values are based on the
number of “friends” (in the social caveman graph) a node has in a
given cell. During the social activity period of an edge, we increase
the attraction of the respective cell for the edges’ nodes to 1 and set
the attraction for all other cells to 0. Consequently, the nodes will
plan their next trip to the respective cell and meet there. Once the
social activity period is over, the attractions are again set according
to normal HCMM rules.

Fig. 8b (compare to Fig. 5d) shows the edge spread of the strong
inter-community links of HCMM:SO. We observe that the social
overlay creates links with small spread as desired. The mean of the
spread is 0.35, similar to the one for TVCM:SO, and comparable
to the traces (e.g., ETH with 0.31). Again, we also compare the
inter-contact time and contact duration distributions of HCMM and
HCMM:SO, to verify that the social overlay does not interfere to
much with the original HCMM characteristics. Fig. 11 shows that
the contact duration distribution is maintained (the two curves are
not distinguishable because they overlap) and also the the inter-
contact time distributions are very close to each other. Similarly to
TVCM:SO, we also observe a reduction of modularity from 0.76 to
0.67 which is, however, not severe as the value is still in the range
of what we observe in the traces.

In conclusion, we have seen for two models, how the social over-
lay can be implemented as an extension, creating realistic inter-
community interfaces while largely maintaining the properties of
the original model. We believe that the social overlay can and
should be integrated also in other mobility models.

Finally, we want to mention that the shortcoming of the mod-
els under scrutiny may not be very surprising – after all they were
most likely not designed with inter-community interfaces in mind.
However, we argue that it is time to pay more attention to this is-
sue when running simulations or creating mobility models. In the
past, mobility models had to master the benchmark of creating re-
alistic inter-contact time and contact duration distributions, we be-
lieve that in the future, other statistics such as edge spread between
communities and cluster sizes for social meetings should not be ne-
glected. The proposed social overlay is a first step in this direction.
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7. CONCLUSIONS
Comparing the contact graphs of various measured contact traces

and several mobility models, we have identified that mobility mod-
els do not correctly reflect the way communities are connected to
each other: While traces tend to manifest bridging links between
communities (i.e., narrow interfaces of only few strong edges con-
necting two communities), models tend to connect communities by
bridging nodes (i.e., broader interfaces where community members
are linked to many other nodes in the peer community).

To explain this difference, we have performed a detailed analy-
sis of contact data, focusing on context (e.g., home, work), location
and timing of contacts, discriminating between intra-community
and inter-community contacts. This analysis provides notable in-
sights into the nature of mobility and contacts: (i) Inter-community
contacts and intra-community contacts happen in different contexts.
(ii) Bridging links tend to happen outside the home location of
the respective communities, whereas bridging nodes tend to visit
the location of the peer community. (iii) Inter-community contacts
happening outside community locations are often not random meet-
ings but synchronized visits of two or more nodes. From experience
with mobility models, we know that such synchronized meetings of
pairs or small groups across community boundaries (but happening
outside the realm of the respective communities) are usually not
modeled, hence the different community interfaces.

To model such meetings of pairs or groups, we have proposed
a Hypergraph model, where edge degree and node degree distribu-
tions can be calibrated from a contact trace. Assuming that a given
mobility model correctly reflects communities (but fails to correctly
model the community interfaces) this Hypergraph can be used as
an extension which we call social overlay. With the examples of
TVCM:SO and HCMM:SO we have demonstrated the application
of the social overlay to two models and shown that it introduces
bridging links in the contact graphs of both models, while largely
maintaining other features of the original model.

In the future, we intend to automate the process of creating the
Social Overlay for a specific scenario (e.g., trace) that needs to be
emulated by a synthetic model. Further, we plan to investigate the
impact of different inter-community interfaces (bridging nodes or
bridging links) on the performance of dissemination processes.
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ABSTRACT

Recent work on BitTorrent swarms has demonstrated that
a bandwidth bottleneck at the seed can lead to the under-
utilization of the aggregate swarm capacity. Bandwidth un-
derutilization also occurs naturally in mobile peer-to-peer
swarms, as a mobile peer may not always be within the
range of peers storing the content it desires. We argue
in this paper that, in both cases, idle bandwidth can be
exploited to allow content sharing across multiple swarms,
thereby forming a universal swarm system. We propose a
model for universal swarms that applies to a variety of peer-
to-peer environments, both mobile and online. Through a
fluid limit analysis, we demonstrate that universal swarms
have significantly improved stability properties compared to
individually autonomous swarms. In addition, by studying
a swarm’s stationary behavior, we identify content replica-
tion ratios across different swarms that minimize the average
sojourn time in the system. We then propose a content ex-
change scheme between peers that leads to these optimal
replication ratios, and study its convergence numerically.

Categories and Subject Descriptors

C.2.1 [Computer-Communication Networks]: Network
Architecture and Design–distributed networks, store and for-
ward networks; C.4 [Performance of Systems]: Perfor-
mance Attributes

General Terms

Theory, Algorithms

Keywords

Universal swarms, content distribution, peer-to-peer net-
works

1. INTRODUCTION
Peer-to-peer systems have been tremendously successful

in enabling sharing of large files in a massive scale. This
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success has motivated several approaches of modeling Bit-
Torrent swarms [6, 11, 12, 13]. Such models have illuminated
important aspects of swarm behavior, including determining
conditions for swarm stability and minimizing the system’s
average sojourn time. The study of swarm stability amounts
to identifying conditions under which the swarm population
remains finite as time progresses, while the sojourn time
captures the time required until peers retrieve the file they
request and leave the swarm.

Our aim in this work is to provide answers for similar
questions in the context of universal swarms [15]. Rather
than considering swarms as individual autonomous systems,
we study scenarios in which peers from different swarms are
permitted to exchange file pieces (chunks) with each other.
Such inter-swarm exchanges make sense when bottlenecks in
a single swarm lead to bandwidth under-utilization.

One application in which such bandwidth bottlenecks nat-
urally arise is the peer-to-peer distribution of content over
mobile opportunistic networks. Mobile peers wishing to re-
trieve a file can do so by downloading chunks from other
peers they encounter opportunistically. These mobile con-
tent distribution systems have received considerable atten-
tion recently [1, 2, 4, 7, 8, 9, 14], as they alleviate the load
on the wireless infrastructure by harnessing the bandwidth
available during local interactions among mobile peers.

Bottlenecks in such peer-to-peer systems are a result of the
opportunistic nature of the communication between peers:
two peers meeting may not necessarily belong to the same
swarm and may not be interested in the same content. Nev-
ertheless, during encounters with peers from other swarms,
a peer may use its idle bandwidth to obtain pieces of files
in other swarms. Such exchanges can aid the propagation
of under-replicated pieces that are otherwise hard to locate.
If designed properly, such inter-swarm exchanges have the
potential to improve the overall performance in terms of so-
journ times and system stability.

Bottlenecks can also lead to bandwidth underutilization in
online swarms. An example can be found in the recent work
of Hajek and Zhu [6]. The authors considered the stability
of a single BitTorrent swarm comprising a single seed and a
steady stream of arriving peers (leechers). The peers share
pieces they have retrieved while they are in the system but
immediately depart once they download all pieces of a file.
Hajek and Zhu observed that if the arrival rate of peers
exceeds the upload capacity of the seed, the system becomes
unstable in a very specific way: almost all peers arriving in
the swarm very quickly obtain every missing piece except
for one. The seed is unable to serve these peers with the
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missing piece fast enough and, as a result, the size of this
set of peers—termed the “one-club” [6]—grows to infinity.

When this so-called“missing piece syndrome”occurs, peers
waiting for the missing piece are effectively idle, and their
available upload bandwidth is essentially under-utilized. In
this work we argue that, provided that peers have excess
storage, this idle bandwidth capacity can be exploited in the
presence of other swarms to store and to exchange pieces of
other files. Such inter-swarm exchanges have the potential
of improving the overall stability of the universal swarm sys-
tem, as the peers in the “one-club” may be able to retrieve
their missing piece from collaborating peers in other swarms.
Most importantly, such transactions can be restricted to take
place only when the intra-swarm bottleneck has rendered
the peers idle, so inter-swarm exchanges do not hinder the
delivery of the file in any way.

Our contributions can be summarized as follows:

• We propose a novel mathematical model for inter-swarm
data exchange. Our model is simple but versatile enough
to capture several different peer-to-peer file-sharing en-
vironments, both mobile and online.

• Using the above model, we analyze the stability of
a universal swarm in which peers can retrieve items
they miss from other swarms, but otherwise keep their
caches static.

• Studying the stationary points of the data exchange
process, we characterize the optimal replication ratios
of pieces across swarms that minimize the system’s av-
erage sojourn times.

• We propose BARON, a scheme for guiding data ex-
changes to yield optimal replication ratios, and study
its convergence to these ratios numerically.

To the best of our knowledge, our work is the first sys-
tematic study of file sharing in a universal swarm system.
Our results suggest that universal swarms can indeed achieve
considerable performance improvements over independent
autonomous swarm systems.

In particular, we establish the following surprising result:
in a universal swarm where inter-swarm piece exchanges take
place, only one swarm can become unstable. This is an
interesting finding, especially when viewed in the context of
the work of Hajek and Zhu [6]. An intuitive explanation of
this phenomenon is this: a swarm growing to infinity attains
an ever-growing capacity, which can be used to serve the
missing pieces of other swarms. This service suppresses the
growth of other swarms and, as a result, no two “one-clubs”
can exist simultaneously.

Furthermore, our proposed scheme for guiding content ex-
changes can be used to enlarge the stability region for a uni-
versal swarm. Our design raises interesting open questions,
such as the construction of schemes that work, e.g., in fully
distributed or non-cooperative environments. Though our
model is simple, and our analysis is a first attempt at analyz-
ing universal swarm behavior, we believe that these results
are very promising. They indicate that universal swarms
have very appealing stability properties, and certainly merit
further investigation.

The remainder of this paper is structured as follows. We
begin with an overview of related work in Section 2 and
introduce our mathematical model for universal swarms in

Section 3. We present our main results on convergence, sta-
bility, and optimality in Section 4, and provide their proofs
in Section 5. We further propose BARON, a scheme to guide
the system to the optimal stationary state, and evaluate it
numerically in Section 6. We conclude by presenting future
directions in Section 7.

2. RELATED WORK
Qiu and Srikant [13] were the first to introduce a fluid

model for BitTorrent. Using an ordinary differential equa-
tion (ODE) to capture peer dynamics, they study sojourn
times at the fixed points of this ODE, as well as the impact
of incentive schemes. Our work is most similar to Massoulié
and Vojnovic [12] who, contrary to [13], study directly the
dynamics of the stochastic system determined by piece ex-
changes between peers. As in the present work, no seed ex-
ists: peers arrive already storing several pieces of a file, and
exchange pieces by contacting uniformly at random other
peers in the swarm. The authors identify conditions for sys-
tem stability and determine the sojourn time at equilibrium.
Massoulié and Twigg [11] study similar issues in the context
of P2P streaming, which differs by requiring that pieces are
retrieved in a certain order. Our work generalizes [12] by al-
lowing piece exchanges across swarms and, as [11, 12], stud-
ies a fluid limit of the resulting system.

Recent work by Hajek and Zhu [6] identifies the “missing
piece syndrome” described in the introduction. Their model
differs from [12] in assuming that a single, non-transient
seed exists while all other peers arrive with no pieces. The
bandwidth bottleneck due to the missing piece syndrome
partially motivates our study of universal swarms. We will
further elaborate on the relationship of our work to [6] in
our concluding remarks.

In the context of mobile peer-to-peer systems, BARON,
our scheme for guiding content exchanges, is related to a se-
ries of recent papers on optimizing mobile content delivery.
In general, the goal of these works is to ensure fast delivery
of content to mobile users through opportunistic exchanges
while using as few bandwidth and storage resources as pos-
sible. Schemes studied involve selecting which content to
transmit during contacts [1, 2, 7], which information to cache
in local memory [9, 14], or where to inject new content [8].
Our work differs both in considering an open system, where
mobile users depart once obtaining the content they want,
as well as in capturing several different (e.g., contact or in-
terference constrained) communication scenarios.

3. SYSTEM MODEL

3.1 Overview
The system that we model is a universal swarm, consisting

of several peers wishing to retrieve different content items.
Peers share content they store with other peers while they
are in the system; once a peer retrieves the content item
that it is interested in, it exits the system.

Our model describes both mobile and online peer-to-peer
swarms. In both cases, we assume that downloads take place
as in [12]: each peer is idle for an exponentially distributed
time and then contacts a peer selected uniformly at random
from the peers present in the system. During such contacts,
peers may choose to exchange content items they store and
all transfers are instantaneous.
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In the wireless mobile case, the above contact process aims
to model mobility. That is, two mobile peers come into
contact whenever they are within each other’s transmission
range. In an online peer-to-peer network, the contact pro-
cess captures random sampling. In particular, peers sample
the system population uniformly at random to find the items
they want. No “universal tracker” exists, and peers do not
know which peers in other swarms may be storing the items
they request, hence the need for random sampling.

We make the following assumptions. First, every peer
entering the system is only interested in downloading a sin-
gle content item ; once retrieving this single item, the peer
immediately exits the system. Second, whenever a peer con-
tacts another peer that stores its requested item, it is able
to retrieve the entire item immediately. Third, as in [12],
peers arrive with non-empty caches, and begin to share im-
mediately when they enter the system.

The above assumptions are obviously simplifications of
real-life peer-to-peer system behavior. On one hand, if our
items correspond to the granularity of files, a peer would not
be able to download an entire file within one downloading
session with another peer. If, on the other hand, items cor-
respond to the granularity of chunks, peers would need to
retrieve several items before exiting the system. Neverthe-
less, in spite of these simplifications, our analysis provides
interesting insights in universal swarm behavior, especially
in light of the “missing piece syndrome” observed by Hajek
and Zhu [6]. We will revisit this issue in Section 7.

3.2 Peer Swarms and Classes
We consider a universal swarm in which content items

belonging to a set K, where |K| = K, are shared among
transient peers. Each peer arrives with a request i ∈ K and
a cache of items f ⊂ K, where C = |f | is the capacity of the
cache. We denote by F = {f ⊂ K : |f | = C} the set of all
possible contents of a peer’s cache.

A peer swarm consists of all peers interested in retrieving
the same item i ∈ K. We partition the peers in the system
into classes according to both (a) the item they request and
(b) the content in their cache. That is, each pair (i, f) ∈
C = K× F defines a distinct peer class.

We denote by Ni,f (t) the number of peers requesting i
and storing f at time t. We use the notation

N(t) = [Ni,f (t)](i,f)∈C

for the vector representing the system state, i.e., the number
of peers in each class. We also denote by

N(t) =
∑

(i,f)∈C

Ni,f (t) = 1T ·N(t)

the total number of peers in the system at time t.

3.3 Peer Arrival Process
Peers requesting item i ∈ K and storing f ∈ F arrive

according to a Poisson process with rate λi,f , and that ar-
rivals across different classes are independent. By definition,
λi,f = 0 if i ∈ f . We denote by λ =

∑

(i,f)∈C
λi,f the ag-

gregate arrival rate of peers in the system. We also define

λi,· =
∑

f∈F

λi,f , λ·,i =
∑

j∈K

f:i∈f

λj,f , i ∈ K (1)

as the aggregate arrival rates of peers requesting and caching
item i, respectively.

For some of our results, we require that λ tends to infin-
ity; when doing so, we assume that the arrival rate corre-
sponding to each class increases proportionally to λ, i.e., the
normalized arrival rate

λ̂i,f = λi,f/λ (2)

is constant w.r.t. λ.

3.4 Contact Process
Opportunities to exchange items among peers occur when

two peers come into contact. As mentioned in Section 3.1,
contacts model different processes in a mobile network and
an online peer-to-peer network. In the mobile case, a con-
tact indicates that two mobile peers are within each other’s
transmission range. In the online case, contacts capture ran-
dom peer sampling in the universal swarm.

Formally, if N(t) is the total number of peers in the system
at time t, then a given peer a present in the system contacts
other peers according to a non-homogeneous Poisson process
with rate

µ · (N(t))1−β, β ∈ [0, 2].

The peer with which peer a comes into contact is selected
uniformly at random from the N(t) peers currently present
in the system. Moreover, the above contact processes are
independent across peers.

The parameter β is used to capture different communica-
tion scenarios that may arise in a mobile or online network.
We classify these below into contact-constrained, constant-
bandwidth, and interference-constrained scenarios.

Contact-constrained communication. When 0 ≤ β <
1, the contact rate of a peer is growing proportionally to the
total peer population. This would be the case in a sparse,
opportunistic or DTN-like wireless mobile network, where
peers are within each other’s transmission range very infre-
quently. In such cases, the bottleneck in data exchanges is
determined by how often peers meet. Adding more peers
in such an environment can increase the opportunities for
contacts between peers. This is reflected in the increase of
a peer’s contact rate as the population size grows.

Constant-bandwidth communication. When β = 1
the contact rate of a peer does not depend on the popula-
tion size. This reflects constant-bandwidth scenarios, where
the system population has no effect on the bandwidth capa-
bilities of a peer, and is thus a natural model of an online
peer-to-peer network.

Interference-constrained communication. When
β ∈ (1, 2], the contact rate of a peer decreases as the to-
tal peer population grows. This captures a dense wireless
network in which peers share a wireless medium to commu-
nicate. As the number of peers increases, the wireless inter-
ference can become severe, degrading the network through-
put. This is reflected in our model by a decrease in successful
contact events and, thus, in a peer’s contact rate.

If β > 2, the aggregate contact rate over all peers in the
system decreases as the total peer population grows. As-
suming constant arrival rates, such a system will be trivially
unstable; as such, we do not consider this case.

For simplicity of notation, we allow self-contacts. Con-
tacts are not symmetric; when Alice contacts Bob, Bob does
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not contact Alice, and vice versa. This, however, is not re-
strictive: symmetric contacts can be easily represented by
appropriately defining symmetric interactions between two
peers (c.f. the conversion probabilities appearing below).

Under the above assumptions, when the system state is
N, the aggregate rate with which users from class A contact
users from class A′ is

µA,A′(N)=µNANA′/Nβ , A,A′ ∈ C. (3)

We call µA,A′ as the inter-contact rate between A and A′.

3.5 Content Exchanges During Contacts
When a peer in class A ∈ C = K×F contacts another peer

in class B ∈ C, the two peers may exchange items stored in
their respective caches. Such exchanges can lead to, e.g.,
(a) the departure of a peer, because it obtains the item it
requests, or (b) the change of its cache contents, as new
items replace old items in the peer’s cache.

In particular, given that the current state of the system is
N(t), when a peer of class A ∈ C contacts another peer in
A′ ∈ C, the peer in A is converted to a peer in B ∈ C∪ {∅}
and the peer in A′ is converted to a peer in B′ ∈ C ∪ {∅}
with the following probability

∆A,A′→B,B′(N(t)),

independently of any other event in the history of the process
N(t) so far. In the above, we use the notation ∅ to indicate
that a peer exits the system. We call the above ∆ func-
tions the conversion probabilities of the system. Conversion
probabilities depend on the global state N(t) at the time of
contact. We make the following technical assumption:

Assumption 1. For every s > 0, and for every A,A′ ∈ C

and B,B′ ∈ C ∪ {∅}, ∆A,A′→B,B′(N) = ∆A,A′→B,B′(sN).

In other words, the conversion probabilities are invariant to
rescaling : if all peer classes are increased by the same factor,
the conversion probabilities will remain unaltered. Let

ζAA′,A′′→B′,B′′ = 1B′=A + 1B′′=A − 1A′=A − 1A′′=A, (4)

be an indicator function capturing how a conversionA′,A′′→
B′, B′′ affects the population of class A. For example, (4)
states that conversions can increase NA by at most 2, when
both classes A′, A′′ are converted to A.

We require that conversions follow what we call the “grab-
and-go” principle: whenever two peers come into contact, if
the first stores the second peer’s requested item, the latter
will retrieve it and exit the system. In other words, con-
tent exchanges that lead to departures are always enforced.
Formally, the “grab-and-go” principle can be defined as:

∑

B′∈C∪{∅} ∆(i,f),(i′,f ′)→∅,B′ (N) = 1 if i ∈ f ′, and
∑

B∈C∪{∅} ∆(i,f),(i′,f ′)→B,∅(N) = 1 if i′ ∈ f.
(5)

The simplest interaction that satisfies the “grab-and-go”
principle is the static-cache policy: peers never alter the
contents of their caches for as long as they are in the sys-
tem, other than as dictated by the “grab-and-go” principle.
Formally, the static-cache policy can be stated as:

∆(i,f),(i′,f ′)→B,B′ (N) = 1, where

B =

{

∅, if i ∈ f ′

(i, f) o.w.,
and B′ =

{

∅, if i′ ∈ f

(i′, f ′), o.w.

(6)

Table 1: Summary of Notation
K Set of items
C Cache capacity
F Set of possible cache contents

(i, f) Class of users requesting i ∈ K and storing
f ∈ F

C The set of classes K× F

Ni,f (t) The number of users in class (i, f)
N(t) The system state
N(t) Number of peers in the system
λi,f Arrival rate of peers in class (i, f)
λ Aggregate arrival rate

λ̂i,f Normalized arrival rate for class (i, f)
β Decay exponent of the contact rate
µ Contact rate constant

∆A,A′→B,B′ Conversion probabilities
ζA
A′,A′′→B′,B′′ Effect of conversionA′, A′′

→ B′, B′′ on class A

δA′,A′′→B′,B′′ Limit points of the conversion probabilities
ni,f (t) Fluid trajectory of class (i, f)
n(t) Fluid trajectories of the system state
n(t) Sum of fluid trajectories

ni,·, n·,i Demand and supply for i ∈ K

n∗
i,·, n

∗
·,i Optimal demand and supply for i ∈ K

Of course, there are many other conversion probabilities
that satisfy the “grab-and-go” principle. In particular, (5)
tells us nothing about how peers interact with each other
when neither of them stores the other’s requested item.
Rather than leaving caches static, as in (6), such events can
be exploited to change the number of replicas in the sys-
tem, e.g., to reach some global optimization objective, like
increasing system stability or reducing the system sojourn
times. We do precisely this in Section 6: we design inter-
actions between peers (i.e., determine the conversion prob-
abilities) in a way that such a global optimization objective
is met.

4. MAIN RESULTS
Having described our system model, we now present our

main results. To begin with, we establish that, for arbitrary
conversion probabilities the dynamics of our system can ar-
bitrarily well approximated by a fluid limit (Section 4.1). We
then describe the stability region of the static-cache policy
(Section 4.2). Finally, we establish conditions under which
interactions that follow the“grab-and-go”principle minimize
sojourn times (Section 4.3).

4.1 Convergence to a Fluid Limit
Our first main result states that the evolution of the uni-

versal swarm through time can be approximated arbitrar-
ily well by the solution of an ordinary differential equation
(ODE). This result is very general: we prove convergence
to such a fluid limit for all β ∈ [0, 2) and all conversion
probabilities satisfying Assumption 1.

We begin by formally defining the notion of a fluid limit
of the universal swarm. We say that the vector

n(t) = [nA(t)]A∈C

is a fluid trajectory of the system if, for every class A ∈ C,
the functions nA : R+ → R+ satisfy the following ODEs:

ṅA(t)= λ̂A+
∑

A′,A′′∈C

B′,B′′∈C∪{∅}

ζAA′,A′′→B′,B′′µA′,A′′ (n(t))δA′,A′′→B′,B′′(n(t)), (7)
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Figure 1: Comparing the rescaled trajectory of the
original system to the fluid trajectory using the
static-cache policy. We simulated a system where
K = {1, 2, 3}, C = 1, and β = 0, for λk = 1 and λk = 100
respectively. The rescaled trajectory clearly con-
verges to the fluid trajectory as λk increases.

where λ̂A, µA′,A′′ , and ζAA′,A′′→B′,B′′ are given by (2), (3),

and (4) respectively, and δA′,A′′→B′,B′′ : R
|C|
+ → [0, 1] are any

functions that satisfy the following property:

δ·→·(n) ∈ [lim inf
n
′→n

∆·→·(n
′), lim sup

n
′→n

∆·→·(n
′)].

The δ functions are unique and coincide with the conver-
sion probabilities if and only if the latter are continuous. In
this case, the ODEs (7) also have a unique solution. For

any n∗ ∈ R
|C|
+ , let S(n∗) be the set of all fluid trajectories of

the system with initial condition n(0) = n∗. The following
theorem establishes two facts. First, S(n∗) is non-empty—
i.e., fluid trajectories exist for all initial conditions. Second,
under appropriate rescaling, a trajectory of the universal
swarm {N(t), t ∈ R+}, can be arbitrarily well approximated
by a fluid trajectory.

Theorem 1. Let α ≡ 1/(2− β). Consider a sequence of
positive numbers {λk}k∈N such that limk→∞ λk = +∞, and
a sequence of initial conditions Nk(0) = [Nk

A(0)]A∈C s.t. the
limit limk→∞ λk

−αNk(0) = n∗ exists. Consider the rescaled
process

nk(t) = λ−α
k Nk(λα−1

k t), t ∈ R+. (8)

Then for all T > 0 and all ǫ > 0,

lim
k→∞

P
(

inf
n∈S(n∗)

sup
t∈[0,T ]

|nk(t)− n(t)| ≥ ǫ
)

= 0,

i.e., nk converges to a fluid trajectory in probability.

The above convergence in probability is illustrated in Fig-
ure 1: the rescaled process nk(t) = 1Tnk(t) converges to the
fluid trajectory as we increase the scaling factor λk from 1
to 100. The proof of this theorem can be found in our tech-
nical report [16] and follows closely the argument in [10], so
we omit it for reasons of brevity.

Given a fluid trajectory {n(t)}t∈R+
, we denote by

ni,·(t) =
∑

f ni,f (t), n·,i(t) =
∑

j,f :i∈f nj,f (t), i ∈ K (9)

the (rescaled) population of peers requesting and caching
item i, respectively. We call ni,., n.,i the demand and the
supply of item i, respectively.

4.2 Stability of the Static-Cache Policy
Armed with the above system characterization through

its fluid trajectories, we turn our attention to the issue of
system stability. Intuitively, we wish to understand what is
the stability region of our system: what conditions should
the arrival rates λi,f , (i, f) ∈ C, satisfy, so that the total
number of peers in the system remains bounded?

Surprisingly, a universal swarm evolving under the static-
cache policy, arguably the simplest policy satisfying the
“grab-and-go”principle, has a very wide stability region. We
demonstrate this below by studying (a) the stability of the
fluid trajectories of the static-cache policy and (b) the er-
godicity of the original stochastic system.

We begin by stating our main result regarding fluid tra-
jectories. We say that the system of ODEs (7) is stable if
the fluid trajectories {n(t)}t≥0 remain bounded for all t ≥ 0
irrespectively of the initial conditions n(0). In other words,
irrespectively of how many peers are originally in the system,
the population never blows up to infinity. Denote by

λi,j =
∑

f :j∈f λi,f , i, j ∈ K, (10)

the aggregate arrival rate of peers requesting item i and
caching item j.

A sufficient condition for stability of the static-cache pol-
icy is stated in the following theorem, whose proof can be
found in Section 5.1.

Theorem 2. Assume that all rates λi,j are positive and
∑

j:j 6=i λj,i/λi,j > 1, ∀i ∈ K. (11)

Then, for all β ∈ [0, 2), the system of ODEs (7) under the
static-cache policy is stable.

There are several important conclusions to be drawn from
Theorem 2. To begin with, the stability region remains the
same for all values of β ∈ [0, 2): this is quite surprising, as it
implies that (7) applies to all the different contact regimes
we reviewed in Section 3.4 (contact-constrained, constant-
bandwidth, and interference-constrained communications).

In addition, recall that λi,· and λ·,i, given by (1), are the
aggregate arrival rates of peers requesting and caching item
i, respectively. Inequality (11) implies that the system can
be stable even if λi,· > λ·,i for some i, i.e., peers requesting
i arrive at a higher rate than peers storing i. In particu-
lar as long as for every i there exists an item j such that
λj,i > λi,j , then (11) are satisfied, and the system is sta-
ble. Intuitively, if such a j exists, the size of its swarm will
grow large enough to provide the upload capacity necessary
to serve peers requesting item i.

The above theorem has a direct equivalent w.r.t. the stochas-
tic process {N(t)}t∈R+

:

Theorem 3. Assume that all rates λi,j are positive and
that (11) holds. Then, for all β ∈ [0, 2), the stochastic pro-
cess {N(t)}t∈R+

under the static-cache policy is ergodic.

We provide a proof of this theorem in Section 5.2.
A very interesting aspect of static-cache stability is in

the manner in which the universal swarm becomes unsta-
ble when (11) is violated. In particular, recall by (9) that
ni,·(t) is the demand for item i, i.e., the size of the swarm
of peers requesting item i (in the fluid limit). The following
theorem then holds:
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Theorem 4. Assume that all rates λi,j are positive, and
β ∈ [0, 2). Then there exists at most one item i ∈ K for
which

∑

j:j 6=i λj,i/λi,j < 1. (12)

Moreover, if such an item i exists, there exist initial condi-
tions n(0) such that

lim
t→∞

ni,·(t) = ∞, and lim sup
t→∞

nj,·(t)n
1−β
i,· (t) < ∞, ∀j 6= i.

In other words, for β ∈ [0, 1], only one swarm can become
unstable. There can be only one item that satisfies (12), and
although the swarm of peers requesting this item grows to
infinity, the product nj,·n

1−β
i,· remains bounded. As a result,

for β ∈ [0, 1], no other swarm than the one satisfying (12)
can become unstable. This property is very appealing, as it
suggests that even if the arrival rates are outside the stability
region, the stability of all but one swarm remains unaffected.
Note that, when β > 1, i.e., in the interference-constrained
case, the product nj,·n

1−β
i,· is also bounded; however, this

does not imply that other swarms do not grow. Nevertheless,
these swarms grow at a slower rate than ni,·.

This stability property arises precisely because the uni-
versal swarm utilizes available bandwidth for inter-swarm
communication. Intuitively, a swarm that becomes unstable
has unbounded uploading capacity. As a result, as long as
all arrival rates are positive, a fraction of this unbounded
capacity can be used serve to other swarms at a very high
rate; when β ∈ [0, 1], this rate is in fact high enough to
suppress the growth of any other swarm.

4.3 Optimality Under the “Grab-and-Go”
Principle

Despite the interesting stability properties of the static-
cache policy, it is still tempting to see whether we can design
more sophisticated policies that achieve a wider stability re-
gion. Preferably, given that the system is stable we would
like a design that minimizes average sojourn time. In this
section, we characterize the minimum sojourn time achiev-
able by any system satisfying the “grab-and-go” principle.
We will use this to propose a content exchange policy that
minimizes the average sojourn time in Section 6.

By Little’s Theorem, minimizing the average sojourn time
is equivalent to minimizing N(t), the total number of peers
in the system. We approach this problem by studying the
stationary points of the fluid trajectories. This is a heuris-
tic: by studying the stationary points of (7), we implicitly
assume that the Markov process {N(t)}t∈R+

exhibits some
form of concentration around these stationary points. Nev-
ertheless, we believe that there is important intuition to be
gained through our approach; we demonstrate that this is
indeed the case through our numerical study of a sojourn
minimizing system in Section 6.2.

Recall by (9) that ni,. and n.,i are the demand and sup-
ply of item i, respectively. The “grab-and-go” principle (5)
implies that the fluid trajectories given by (7) satisfy the
following set of equations:

ṅi,·(t) = λ̂i,· − 2µ · (n(t))−βni,·(t)n·,i(t). i ∈ K (13)

The above equations state that the swarm of peers request-
ing i grows with new peer arrivals and decreases at encoun-
ters between peers in the swarm and peers that cache i.
However, they do not specify what type of conversions take

place during other types of encounters between peers. Nev-
ertheless, a stationary point n ∈ R

|C| of (13) must satisfy:

ni,·n·,i − λ̂i,·(2µ)
−1(n)β = 0, ∀i ∈ K.

Since peers cache at most C items, the number of cached
items must be no more than the total cache capacity, i.e.,

∑

i∈K
n·,i ≤ Cn = C

∑

i∈K
ni,·

We now pose the following problem: among all stationary
points of content exchange policies that satisfy the “grab-
and-go” principle, which stationary point has the minimum
aggregate peer population? More formally, we wish to solve:

Minimize
∑

i∈K
ni,· (14a)

subj. to: ni,·n·,i − λ̂i,·

2µ
(
∑

i∈K
ni,·)

β = 0, ∀i ∈ K (14b)
∑

i∈K
n·,i ≤ C

∑

i∈K
ni,· (14c)

ni,· ≥ 0, ∀i ∈ K. (14d)

When β ∈ [0, 1], the above problem is convex [3] and its
solution is given by the following theorem:

Theorem 5. For β ∈ [0, 1] and ρi = λ̂i,·(2µC)−1 the
unique optimal solution to (14) is

n∗
i,· =

√
ρi(

∑

j:j∈K

√
ρj)

β/(2−β) (15a)

n∗
·,i = C

√
ρi(

∑

j:j∈K

√
ρj)

β/(2−β), ∀i ∈ K, (15b)

The proof of Theorem 5 can be found in Section 5.4. Note
that the theorem does not hold for β ∈ (1, 2], as (14) is
not convex for these values of β. Moreover, (15) describes
the optimal steady state demand and supply but not the
size of each individual class. By (15), the optimal supply
is proportional to the square-root of the aggregate arrival
rates of peers requesting this item. This was also observed
in the closed caching system described in [5]; our result can
thus be seen as an extension of [5] for an open system with
peer arrivals and departures. Finally, by (15)

n∗
i,· = Cn∗

·,i (16)

i.e., the demand is C times the supply. In Section 6, we use
this to propose a sojourn-minimizing item-exchange policy.

5. ANALYSIS

5.1 Proof of Theorem 2
Using (6), the ODE (7) for the fluid trajectories under the

static cache policy assumes the following simple form.

ṅi,f (t)= λ̂i,f−2µn(t)−βni,f (t)n·,i(t), i ∈ K, f ∈ F, (17)

where n·,i(t) =
∑

j,f :i∈f nj,f (t). The above differential equa-

tion has an explicit solution in terms of gi(t) := 2µn·,i(t)n(t)
−β,

given by nif (t) =
{

nif (0)+
∫ t

0
λ̂ife

∫ s
0

gi(u)duds
}

e−
∫ t
0
gi(u)du.

Consider now the ratio nif (t)/nif ′(t) for two distinct indices
f , f ′. In the view of the previous formula, it reads

nif (t)

nif ′(t)
=

nif (0) +
∫ t

0
λ̂if exp

(∫ s

0
gi(u)du

)

ds

nif ′(0) +
∫ t

0
λ̂if ′ exp

(∫ s

0
gi(u)du

)

ds
.

Since the function gi is non-negative, the argument in the in-
tegrals is lower-bounded by a positive constant. As a result,

it follows by L’Hospital’s rule that
nif (t)

nif′ (t)
=

λ̂if

λ̂if′
+ O(1/t).
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This implies that for large t, the individual variables nij(t)
are related by proportionality constraints, and as a result
we can focus on tracking a smaller set of variables. Namely,

we introduce the variables ui(t) := ni·(t)

λ̂i·
· Each individual

variable nif (t) verifies nif (t) = λ̂ifui(t) +O(1/t), then

u̇i(t) = 1− ui(t)n·i(t)n(t)
−β

= 1− ui(t)
(

∑
j 6=i λ̂jiuj(t)

[
∑

j λ̂j·uj(t)]
β +O(1/t)

)

,

where λ̂ij as in (10) and λ̂i· as in (1). Hence, for large enough
T the evolution of ui within a finite interval [T, T + t] can
be arbitrarily well approximated by the ODE:

u̇i = 1− ui

∑

j 6=i λ̂jiuj

[
∑

j λ̂j·uj

]−β· (18)

We therefore focus on (18)—keeping in mind that our anal-
ysis below holds for large enough T . We will show that if
(11) is satisfied for every i ∈ K, then supi ui(t) is bounded
for all t. In particular, the following lemma holds:

Lemma 1. For M>0 large enough, there exist δ>0 and
ǫ>0 s.t. if supi ui(0)=M , then sup ui(Mδ)≤M(1− ǫ).

Proof. To show this, for a given M , fix a δ > 0. If
supi ui(δM) < M(1 − δ), then the lemma obviously holds
for ǫ = δ. Suppose thus that there exists an i such that
ui(δM) ≥ M(1−δ). By (18), for t ∈ [0, δM ] we have ui(t) ≤
ui(0)+ t ≤ M + δM and ui(t) ≥ ui(δM)+ t− δM ≥ M(1−
δ) − δM . Hence ui(t) ∈ [M(1 − 2δ),M(1 + δ)]. This in
turn implies that, for t ∈ [0, δM ], n(t) = Θ(M)(1 + O(δ)),

where the constants involved depend on λ̂i but not on t. As
a result, for j 6= i, and t ∈ [0, δM ], we have

u̇j(t) = 1− ujΘ(M1−β)(1 + ǫ1(δ)),

where ǫ1(δ) = 1 − 1+O(δ)

(1+O(δ))β
= O(δ). Thus for t ∈ [0, δ′M ],

where δ′ < δ, we have

uj(t) = [uj(0) +

∫ t

0

esΘ(M1−β)(1+ǫ1(δ))ds]e−tΘ(M1−β)(1+ǫ1(δ))

= uj(0)e
−tΘ(M1−β)(1+ǫ1(δ)) +

1− e−tΘ(M1−β)(1+ǫ1(δ))

Θ(M1−β)(1 + ǫ1(δ))
.

Fix a 0 < δ′ < δ, then

uj(δ
′M) =O(Me−Θ(δ′M2−β)(1+ǫ1(δ)))+

1−e−Θ(δ′M2−β )(1+ǫ1(δ))

Θ(M1−β)(1+ǫ1(δ))

=Θ(M−(1−β))(1 + ǫ2(M, δ, δ′)),

where ǫ2 = O(ǫ1(δ)+M2−βe−Θ(δ′M2−β )(1+ǫ1(δ))). From this
and (18) we get that for t ∈ [δ′M, δM ]

u̇j(t) = 1− uj λ̂i,jλ̂
−β
i,· M

1−β(1 + ǫ3(M, δ, δ′)),

where ǫ3 = O(δ+O(Mβ−2)+O(Mβ−2ǫ2) = O(δ)+O(Mβ−2)+

O(e−Θ(δ′M2−β )(1+ǫ1(δ))). From this refined bound on the
ODE, we can repeat the steps above to get that for t ∈
[δ′′M, δM ], where δ′ ≤ δ′′ < δ, we have

uj(t) = λ̂β
i,·λ̂

−1
i,j M

β−1(1 + ǫ4(M, δ, δ′, δ′′)),

where ǫ4 = O(ǫ3) +O(M2−βe−Θ(δ′′M2−β )). As a result, for
t ∈ [δ′′M, δM ],

u̇i(t) = 1− ui

∑

k 6=i λ̂kiuk

nβ

= 1− ui(t)

∑

k 6=i λ̂k,i
λ̂
β
i·

λ̂ik
[Mβ−1(1 + ǫ4)]

[λ̂i·M(1 +O(M2−β)(1 + ǫ4)]β

= 1− ui

∑

k 6=i

λ̂k,i

λ̂i,k

[M(1 + ǫ5(M, δ, δ′, δ′′))]−1,

for ǫ5 = O(ǫ4)+O(M2−β). Let γi =
∑

k 6=i
λ̂ki

λ̂ik
> 1, by (11).

Then

ui(δM) = ui(δ
′′M)e−γi(1+ǫ5)(δ−δ′′) +M

1− e−γi(1+ǫ5)(δ−δ′′)

γi(1 + ǫ5)
.

By a Taylor expansion, ui(δM) becomes

ui(δ
′′M)[1−γi(1+ǫ5)(δ−δ′′)+O(δ2)]+M [(δ−δ′′)+O(δ2)

≤M [1 + δ′′ + (δ − δ′′)[1− γi(1 + ǫ5)] +O(δ2)]

as ui(δ
′′M) ≤ M(1 + δ′′) by (18). Assume now that M is

large, and set δ = Θ(M (β−2)/2) and δ′, δ′′ to be proportional
to δ, such that δ′ < δ′′ < δ and δ′′ + (δ − δ′′)[1 − γi] < 0.
It then follows that ǫ5 = O(δ). Hence for large enough M
(and small enough δ) ui(δM) = M [1+δ′′+(δ−δ′′)[1−γi]+
O(δ2)] < 0 and the lemma follows.

Hence, outside a bounded set, supi ui has to decrease (i.e.,
is a Lyapunov function), and the theorem follows.

5.2 Proof of Theorem 3
We now establish that under condition (11), the original

Markov process N(t) is ergodic. To this end, we shall rely
on the fluid limit approach. That is to say, we shall identify
a Lyapunov function F , and establish that, for initial condi-
tion N(0) such that F (N(0)) = M , then , for large enough
M , it holds that

EF (N(δM)) ≤ (1− ǫ)M, (19)

for suitable positive constants δ, ǫ > 0. Unsurprisingly, the
line of argument parallels that of Theorem 2’s proof, with
some additional elements introduced to take care of the ran-
dom fluctuations in the process.

The Lyapunov function to be considered is

F (N) := supi6=j Nij/λij .

Define the event Ωij = {Nij(Mδ) ≥ λijM(1− δ)}. We first
establish the following intermediate result.

Lemma 2. On the event Ωij , for some positive constants
γ, c > 0, for all k 6= i, with probability 1− e−Θ(M) one has

Nij(t) ∈ [λijM(1− cδ), λijM(1 + cδ)], t ∈ [0,Mδ], (20)

Nik(Mδ) ∈ [γM, λikM(1 + cδ)], k 6= j. (21)

Proof. Let Eik denote the unit rate Poisson processes
used to generate the arrival times of type (ik)-users in the
system. Consider the event Ω1 = {|Eik(λikMδ)−λikMδ| ≤
Mλikδ/2, k 6= i}. Then using Chernoff bounds, it is readily

seen that its probability is at least 1 − e−Θ(M).
To establish (20), it suffices to note that

Nij(Mδ)− Eij(λijMδ) ≤ Nij(t) ≤ Nij(0) + Eij(Mδ),

and on the event Ω1 ∩ Ωij , the left-hand side is at least
λijM(1−(5/2)δ) and the right-hand side is at most λijM(1+
(3/2)δ). (20) thus holds with c = 5/2.
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Consider next k 6= j. We introduce now the notationDi(t)
to represent the number of departures of users requesting
object i in time interval [0, t]. On the event Ω1, necessar-
ily Di(Mδ) ≤ rM for some suitable constant r. Indeed,
Di(Mδ) cannot exceed Ni·(0)+

∑

k 6=i Eij(Mδλij), which in

turn is no larger than
∑

k 6=i Mλik(1 + (3/2)δ) on Ω1, given

the initial condition F (N(0)) = M .
Introduce now Dik(t) to represent the number of depar-

tures of type (ik)-users during time interval [0, t]. This pro-
cess is generated as follows: at each jump time T of the
counting process Di(·), conditional on the past of the pro-
cess before time T , a type (ik)-user is chosen to leave the
system with probability Nik(T

−)/Ni·(T
−). An explicit con-

struction of this selection mechanism can be made by at-
taching a uniform random variable Un to each jump point
Tn of the process Di in [0,Mδ], and by letting

Dik(t) =
∑

n:Tn≥t 1Un<Nik(T−
n )/Ni·(T

−
n )

.

As previously established, on the event Ω1 ∩ Ωij , one has
Ni·(t) ≥ Mγ for all t ∈ [0,Mδ], and Di(Mδ) ≤ rM . This

entails that, on this event, Dik(Mδ) ≤ ∑rM
n=1 Zn, where

Zn := 1
Un<(X−

∑n−1

ℓ=1
Zℓ)/Mγ

, andX := Nik(0)+Eik(λikMδ).

Indeed, type (ik)-departures are more likely if arrivals occur
at the beginning of the interval [0,Mδ].

This yields a first lower bound:

Nik(Mδ) ≥ Y := X −∑rM
n=1 Zn. (22)

To simplify this further, one can note that the resulting ran-
dom variable Y is stochastically reduced if one replaces X in
both this expression and the definition of the random vari-
ables Zn by a lower bound. On the event Ω1, such a lower
bound consists in Mρ with ρ = λikδ/2.

We now control the probability that the lower bound Y
in (22) is below a threshold τM for some constant τ > 0,
taking X = Mρ. We have the following representation:

P(Y < τM) = P(
∑(ρ−τ)M

n=0 Vn ≤ rM), where the random
variables Vn are independent, geometrically distributed with
parameter (ρM−n)/(γM). We omit details, but Chernoff’s
bounding technique can be used, by evaluating the Laplace

transform of the random variable
∑(ρ−τ)M

n=0 Vn, to show that,
for small enough constant τ > 0, the probability P(Y <
τM) is at most exp(−Θ(M)). This concludes the proof of
the Lemma.

We next need the following Corollary.
Corollary: On the event Ωij , for any δ′ < δ, with proba-

bility 1− exp(−Θ(M)), the following holds for all k 6= i:

Nk·(Mδ′) ≤ Bin(O(M), e−Θ(M2−β)) + Poi(Θ(Mβ−1)),

where Bin denotes a Binomial random variable, Poi a Pois-
son variable, that are mutually independent.

Proof. On Ωij , with probability 1−e−Θ(M) it holds that
Nij(Mδ′) ≥ M(1− (5/2)δ). The previous Lemma, suitably
modified, therefore applies, and thus, there must exist a con-
stant δ′′ < δ′ such that with probability 1 − e−Θ(M), the
following holds: Nik(t) = Ω(M), t ∈ [Mδ′′,Mδ′]. Consider
now the dynamics of (Nk·). Arrivals occur at a rate λk·, and
departures occur at a time-varying rate Nk·(t)N·k(t)N(t)−β.
The product N·k(t)N(t)−β is at least Ω(M1−β) on the inter-
val [δ′′M, δ′M ] by the previous argument. Thus its state at
time Mδ′ can be upper-bounded by that of a M/M/∞/∞

queue, with initial state Nk·(Mδ′′) at time Mδ′′, arrival
rate λk· and death rate Ω(M1−β). Now, with probability

1− e−Θ(M), it holds that Nk·(Mδ′′) = O(M), and the result
follows.

We are now ready to conclude the proof of the Theorem.
To this end, we place ourselves on the event Ωij , and de-
rive bounds on the trajectories Nij(t) for t in the interval
[Mδ′,Mδ], relying on the previous results.

As we have just seen, with probability 1 − e−Θ(M), the
components Nik(Mδ′) are of order Θ(M). Furthermore, fol-
lowing the same lines as in the proof of (21), we can deduce
from the fact that Nij(t) = Nij(0)(1 + O(δ)), t ∈ [0,Mδ]
that

Nik(t) = Nik(Mδ′)(1 +O(δ)), t ∈ [Mδ′,Mδ]. (23)

Let us now introduce dedicated unit rate Poisson processes
∆kℓ for each user type (kℓ), and consider the representation

Nkℓ(t) = Nkℓ(Mδ′) +Ekℓ(λkℓ(t−Mδ′))

−∆kℓ(µ
∫ t

Mδ′
Nkℓ(s)N·k(s)N(s)−βds).

Replacing in the above N·k(s) by an upper bound of order
Nik(Mδ′)(1 + O(δ)), and N(s) by a lower bound of order
Ni·(Mδ′)(1 + O(δ)), we obtain a process N+

kℓ(t) that is an
upper bound to Nkℓ(t), and that is an M/M/∞/∞ process
with arrival rate λkℓ and death rateNik(Mδ′)Ni·(Mδ′)−β(1+
O(δ)).

Subsequently, we can also derive lower-bounding processes
N−

kℓ(t) by upper-bounding N·k(s) by

N·k(s) ≥ Nik(Mδ′)(1 +O(δ)) +
∑

m6=i,k N
+
mk(s),

and lower-bounding N(s) by N(Mδ′)(1 + O(δ)) in the ar-
gument of ∆kℓ. Note now that the processes N+

kℓ have
a stationary distribution that is Poisson with parameter
O(Mβ−1). Thus with high probability, their supremum over
[Mδ′,Mδ] is small compared to Niℓ, itself of order M . Even-
tually, we obtain that with high probability, Nkℓ(t) admits
lower bounds N−

kℓ(t) that are M/M/∞/∞ processes with
arrival rate λkℓ and death rates again equal to

Nik(Mδ′)Ni·(Mδ′)−β(1 +O(δ)).

These lower bounds in turn will provide upper bounds on
Nik, by writing

Nik(t) ≤ Nik(Mδ′) + Eik(λik(t−Mδ′))

−∆ik(
∫ t

Mδ′
Nik(s)[

∑

ℓ 6=i N
−
ℓi (s)]N(s)−βds.

(24)
The argument of ∆ik is lower-bounded by

Nik(Mδ′)Ni·(Mδ′)−β(1 +O(δ))

∫ t

Mδ′

∑

ℓ 6=i

N−
ℓi (s)ds.

By the ergodic theorem, applied to the M/M/∞/∞ pro-
cesses N−

ℓi , this integral reads with high probability with
respect to M :

(t−Mδ′)
∑

ℓ 6=i

λℓi
Ni·(Mδ′)β

Niℓ(Mδ′)
(1 +O(δ)).

Upon simplification, we have with high probability, replacing
in (24) the Poisson processes Eik and ∆ik by their expecta-
tion, up to some error vanishing as M increases,

Nik(Mδ)−Nik(Mδ′) ≤ M(δ − δ′) [λik −−(1 +O(δ))× . . .

. . . Nik(Mδ′)
∑

ℓ 6=i
λℓi

Niℓ(Mδ′)

]

.
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Let aik(t) = λ−1
ik Nik(t). The previous equation reads

aik(Mδ)− aik(Mδ′) ≤ M(δ − δ′)× · · ·
· · · ×

[

1− aik(Mδ′)
∑

ℓ 6=i
λℓi

λiℓ

1
aiℓ(Mδ′)

(1 +O(δ))
]

.

Now, for the index k for which aik(Mδ′) is largest,the right-
hand side of the above is no larger than

M(δ − δ′)
[

1− (1 +O(δ))
∑

ℓ 6=i

λℓi

λiℓ

]

,

itself strictly smaller than −Mǫ for some positive ǫ, if we
chose δ small enough, when condition (11) is in force. This
enables to conclude that, with high probability,

sup
i,j

Nij(Mδ)/λij = F (N(Mδ)) ≤ (1− ǫ)F (N(0)).

The same bound applies to the expectation of the left-hand
side, using a uniform integrability argument. This estab-
lishes the desired contraction property of the Lyapunov func-
tion F and, hence, the ergodicity of the original Markov
process.

5.3 Proof of Theorem 4
To show that there can be at most one i for which (12)

holds, we observe that if it holds for some i, then for any
other j 6= i, we have λ̂j,i/λ̂i,j < 1. This implies that any
other j satisfies (11), so no j 6= i can also satisfy (12).

To prove the remainder of the theorem, we use the nota-
tion z = x ± y to indicate that z ∈ [x − y, x + y]. Suppose

that γi =
∑

k 6=i λ̂ki/λ̂ik < 1 for some i and assume that

ui(0) = M > 0, for some large M . Assume further that for

j 6= i, uj(0) = u1−β
i

λ̂
β
i·

λ̂i,j
(1 ± ǫ), for some small ǫ > 0. The

following lemma then holds:

Lemma 3. For all ǫ > 0, there exists M0 > 0 s.t. for all
M > M0 there exists δ > 0 such that if ui(0) = M and

u1−β
i (0)uj(0) = (1 ± ǫ)λ̂β

i·/λ̂i,j , then uj(t)u
1−β
i (t) = (1 ±

ǫ)λ̂β
i·/λ̂i,j for all t ∈ [0, δ].

Proof. Fix some ǫ > 0. The lemma follows by the con-
tinuity of the fluid trajectories if u1−β

i uj is in the interior

of
λ̂
β
i·

λ̂i,j
(1± ǫ). Suppose thus that it is at the boundary. We

consider the upper boundary case, i.e., uju
1−β
i =

λ̂
β
i·

λ̂i,j
(1+ ǫ)

and show that d
dt
uju

1−β
i is negative, so that uju

1−β
i is forced

in the interior; the same argument can be used to show that
the derivative is positive when at the lower boundary, so we
omit this case. Indeed

d

dt
u1−β
i uj = (1− β)u̇iu

−β
i uj + u1−β

i u̇j

=(1− β)u−β
i uj(1−ui

∑

k 6=i λ̂kiuk

nβ
)+u1−β

i (1−uj

∑

k 6=j λ̂kjuk

nβ
).

Note that uj(0) = Θ(uβ−1
i (0)), where the asymptotic nota-

tion is as M → ∞. Observe that, since λ̂i′,j′ > 0 for all

i′, j′ ∈ K, we have that at time t = 0, 0 <
∑

k 6=i λ̂kiuk

nβ =

Θ(uju
−β
i ) = Θ(u−1

i ), and 0 <
∑

k 6=j λ̂kjuk

nβ = u1−β
i

λ̂i,j

λ̂
β
i,·

(1 +

o(1)). We thus have that, at t = 0,

d

dt
u1−β
i uj =

λ̂β
i·

λ̂i,j

(1 + ǫ)
( 1

uj
−u1−β

i

λ̂i,j

λ̂β
i,·

(1 + o(1)) +O(u−1
i )

)

=
λ̂β
i·

λ̂i,j

(1 + ǫ)
( 1

uj
−u1−β

i

λ̂i,j

λ̂β
i,·

(1 + o(1)))
)

as u−1
i = o(u1−β

i ) for β < 2. On the other hand as uju
1−β
i =

λ̂
β
i·

λ̂i,j
(1 + ǫ) implies that u−1

j = u1−β
i

λ̂
β
i·

λ̂i,j

1
1+ǫ

< u1−β
i

λ̂
β
i·

λ̂i,j
, so

for M large enough the above quantity is negative.

Consider now a fluid trajectory in which ui(0) = M and

u1−β
i (0)uj(0) =

λ̂
β
i·

λ̂i,j
(1± ǫ). Then we have that

u̇i = 1− ui

∑

k 6=i λ̂kiuk

nβ
= 1− ui

∑

k 6=i λ̂ki
λ̂
β
i,·

λ̂i,k
uβ−1
i 1± ǫ

(
∑

k λ̂k,·uk)β

= 1− ui

∑

k 6=i

λ̂k,i

λ̂i,k
λ̂β
i·u

β−1
i (1± ǫ)

λ̂β
i·u

β
i (1 + o(1))

,

which for large enough M and a small enough ǫ becomes

1 − ∑

k 6=i
λ̂ki

λ̂ik
(1 + o(1)) > 0. This, along with Lemma 3

implies we can select an ǫ > 0 such that, for large enough

M , if ui(0) = M and u1−β
i (0)uj(0) =

λ̂
β
i·

λ̂i,j
(1± ǫ), then there

exists a δ > 0 s.t. u′
i(0) is positive and bounded away from

zero uniformly in M and u1−β
i (t)uj(t) =

λ̂
β
i·

λ̂i,j
(1± ǫ), for all

t ∈ [0, δ]. This in turn implies that the above is true for all
t ≥ 0, and, in particular, that ui diverges to infinity.

5.4 Proof of Theorem 5
Let us define xi = ni,· and ρi = λ̂i,·(2µC)−1, i ∈ K.

By (14b), we have

n·,i = Cρi(
∑

j:j∈K
xj)

β/xi. (25)

Using (25), we can rewrite (14) as the following equivalent
convex optimization problem involving only xi:

Minimize
∑

i∈K
xi

subj. to:
∑

i∈K
(ρix

−1
i ) ≤ (

∑

i∈K
xi)

1−β , i ∈ K (26a)

xi ≥ 0, i ∈ K. (26b)

We can write its Lagrangian function as

Λ(x, ϕ,w) =
∑

i∈K
xi + ϕh(x) +

∑

i∈K
wig(xi),

where ϕ and w = [wi]i∈K are Lagrangian multipliers, x =
[xi]i∈K, h(x) =

∑

i∈K
ρix

−1
i − (

∑

i∈K
xi)

1−β, and g(xi) =
−xi. Hence, any x̃ = {x̃1, ..., x̃K} is optimal if and only if it
satisfies the following KKT conditions [3]:

h(x̃) ≤ 0, g(x̃i) ≤ 0, i ∈ K, (27a)

ϕ ≥ 0, wi ≥ 0, i ∈ K, (27b)

ϕh(x̃) = 0, wig(x̃i) = 0, i ∈ K, (27c)

dΛ

dxi
(x̃, ϕ,w) = 0, i ∈ K. (27d)

We know that xi > 0, ∀i ∈ K from (26a) and (26b). Thus
condition (27c) requires wi = 0,∀i ∈ K and (27d) needs
ϕ 6= 0. Then by ϕh(x̃) = 0 in (27c) and condition (27d), any
optimal solution x̃ must satisfy the following two equations:

h(x̃) = 0,
dΛ

dxi
(x̃, ϕ, [0]) = 0

168



Solving these two equations leads to the unique solution

xi =
√
ρi(

∑

j:j∈K

√
ρj)

β
2−β , i ∈ K, as shown in (15a), and

the Lagrangian multiplier ϕ = (
∑

i∈K

√
ρi)

2β
2−β (2− β)−1.

By plugging xi into (25), we can derive the value of n∗
·,i

as (15b), and (15) is the unique optimal solution of (14).

6. BARON: GUIDING CACHE REPLACE-

MENT VIA VALUATIONS
Our analysis in Section 5.4 has identified the optimal sta-

tionary points that minimize the average sojourn time. How-
ever, we have not described a method for leading the system
to such points. In this section, we present BARON to bridge
this gap. BARON dictates how peers should exchange con-
tent items so that the system converges to the optimal points
defined in Theorem 5. We also demonstrate BARON’s per-
formance using numerical simulations.

BARON is a centralized scheme. In particular, it requires
estimating the demand and supply of each item i ∈ K, cap-
tured by the population of peers requesting and storing i,
respectively. In practice, individual peers may maintain es-
timates of these quantities, e.g., either by gossiping or sam-
pling. However, studying decentralized schemes for estimat-
ing the demand and supply is beyond the scope of this paper.
As a result, we focus on scenarios in which these quantities
are readily monitored through at a centralized tracker.

6.1 Designing BARON
To lead the system to the optimal point, one intuitive

way is to first identify which items are over-replicated and
which are under-replicated. Whenever two peers come into
contact, if one has an over-replicated item i and the other has
an under-replicated item j, then the first peer replaces its
item i with item j. This replacement increases the current
supply n·,i of the under-replicated item.

Valuations in BARON. BARON keeps track of whether
an item is currently over-replicated or under-replicated in
following way. In particular, for each content item i, BARON
maintains a real-valued variable vi. We will call this variable
the valuation of item i.

Our choice of valuation is inspired by (16), which states
that at an optimal point the supply of an item is C times
the demand. Motivated by this, the valuations are given by

vi(t) = Cni,·(t)− n·,i(t), i ∈ K. (28)

A positive valuation vi > 0 indicates that item i is currently
under-replicated. Similarly, a negative valuation vi < 0 in-
dicates that item i is currently over-replicated.

One appealing property of (28) is that it requires prior
knowledge only of the cache capacity C; in particular, it
does not require knowledge of the arrival rates λi,f of each
peer class. Nevertheless, this valuation requires to track the
supply and demand for each item.

Content exchange guided by valuations. BARON
is a centralized design that relies on a central controller to
maintain the valuations (28). In addition, this central con-
troller lists the valuations on a public board, and makes
them available to all peers.

The content exchanges between peers are guided by these
valuations following a negative-positive rule. More specifi-
cally, during a contact event between a peer A with cache

f and a peer B with f ′, each peer checks if it has any over-
replicated items. If so, it further checks whether the other
peer has any under-replicated items that it has not already
stored in its cache. If such a pair of items exists, a replace-
ment takes place. In particular, the first peer A replaces the
item with the minimal negative valuation in its cache, i.e.,
peer A removes item i such that

i = argmin{vx|x ∈ f, vx < 0}.
Then, among the under-replicated items in the peer B’s
cache f ′ yet not in peer A’s cache f , peer A replicates the
item with the maximal positive valuation, i.e. peer A selects
item j such that

j = argmax{vy |y ∈ f ′ \ f, vy > 0}.
After retrieving item j from peer B, peer A replaces i with
j. Hence its cache f changes to (f \ {i})⋃{j}. A similar
procedure follows for peer B.

Clearly, there are other ways to design valuations and the
rules for guiding content exchanges via valuations. In Sec-
tion 6.3, we will examine other options for these two design
components of BARON.

Based on the above definitions, the conversion probabili-
ties of BARON satisfy Assumption 1 because of the positive-
negative rule. As a result, by Theorem 1, we can study the
dynamics of BARON through its fluid trajectory.

6.2 Evaluating BARON
We evaluate BARON’s fluid trajectories using numerical

simulations in MATLAB. Our main observation is that, by
guiding the content exchanges through valuations, BARON
converges to the optimal stationary points defined in (15),
which minimize the average sojourn time.

6.2.1 BARON vs. Static-Cache Policy

We compare BARON to the static-cache policy by the
examining system stability and optimality when using each
design. Then we further use the static-cache policy as an
example to demonstrate that only one swarm becomes un-
stable when instability occurs.

We simulate the following scenario. Assume there are
three items {1, 2, 3} in the system, and peer’s cache size
is one. Hence we have six peer classes, where each class of
peers requesting item i and caching item j (6= i) has a nor-

malized arrival rate of λ̂i,j . Peers requesting one item form
one swarm, leading to three swarms in total. We set the
contact process parameters as β = 0 and µ = 0.002. We
assume initially no peer is in the system.

Stability. We begin with comparing the system stability
under BARON and the static-cache policy. In particular, we
aim to understand under which conditions of arrival rates,
the system stabilizes when using each design. So we leave
λ̂23 as a free variable, and fix the relative ratios of the other
five classes as 1

5
, 1
15
, 2
15
, 1
5
, 2
5
, respectively of (1 − λ̂23). To

identify the system stability for a given λ̂23 value, we ex-
amine the system’s fluid trajectory over a significantly long
time (t ≈ 105).

Figure 2(a) shows the rescaled peer population when the

system can stabilize as we vary λ̂23. We see that when using
the static-cache policy, the system stabilizes only when λ̂23 is
above 4

19
. This verifies the conclusion in Theorem 2 since 4

19

is the arrival rate λ̂23 that violates condition (11). In con-
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Figure 2: Comparing BARON and
static-cache (SC) policy by varying
arrival rate configurations.

 0

 30

 60

 90

 120

 150

 0  100  200  300  400  500

n
(t

)

Time

SC
BARON

OPT

(a) Contact-constrained communication
w/ β = 0.5.

 0

 300

 600

 900

 1200

 0  1000  2000  3000  4000  5000

n
(t

)

Time

SC
BARON

OPT

(b) Constant-bandwidth communication
w/ β = 1.
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Figure 4: Examining the peer popu-
lation under various design options
in BARON.

trast, when using BARON, the system has a much larger
stability region. More specifically, the system is able to sta-
bilize when λ̂23 is larger than 0.1145. This demonstrates
BARON’s effectiveness of guiding content exchanges.

Optimality. We further examine the stationary state
that the system converges to when using BARON and the
static-cache policy. As shown in Figure 2(a), the system un-
der the static-cache policy converges to a non-optimal state.
Moreover, the closer λ̂23 is to the stability boundary 4

19
, the

more peers in the stationary state. In contrast, BARON
is able to guide the system to the optimal stationary state
if the system stabilizes. This demonstrates that BARON
achieves optimality by the use of valuations.

Single swarm instability. Now we examine how peer
classes evolve in time when instability occurs under the static-
cache policy. Figure 2(b) shows the population of each peer

class along the time when λ̂23 = 4
19
, demonstrating the con-

clusion in Theorem 4: only one swarm can become unstable.
Recall that peers requesting the same item form one swarm.

Our main observation is that only the swarm requesting item
3 blows up. This is because item 3 is the one that does not
satisfy (11). As this swarm grows, peers in other swarms
can obtain their requested items quickly and depart. Hence
the supply for item 3 further decreases.

6.2.2 Dependence on β

To comprehensively understand BARON’s performance,
we extend to cases with other β values. In particular, we
examine two cases with β = 0.5 and β = 1 respectively. As
shown in Section 3.4, a larger β indicates a smaller contact
rate. The case when β = 1 is the constant-bandwidth com-
munication scenario where a peer’s contact rate is constant
regardless of the peer population. We do not simulate the
case where β > 1, because the optimality result identified in

Section 4.3 does not hold for such β. We configure the other
parameters as in Figure 2 with λ̂23 = 1

6
.

Figures 3(a) and (b) show the evolution of the total num-
ber of peers in time. The main observation is that, while the
system does not stabilize when using the static-cache policy,
the system under BARON converges to the optimal in both
cases. This demonstrates the effectiveness of the valuations
under various communication settings. Even though the ag-
gregate contact rate decreases as β increases, BARON is
still able to adapt the item supply according to the demand,
guiding the system towards the optimal.

Furthermore, as the contact rate becomes smaller when
β increases, the system with BARON takes longer time to
stabilize to the optimal. This is because the item replace-
ment and replication only occur during contact events. A
smaller contact rate slows down the adjustment of the item
distribution, leading to a slower convergence.

6.3 Comparing to Other Designs
BARON has two design components – the valuations

in (28) and the negative-positive rule. Now we experiment
with other designs for these two components, and examine
their performance in comparison to BARON.

An alternative valuation v′i is

v′i(t) = n∗
·,i − n·,i(t), i ∈ K, (29)

i.e., item i’s valuation is defined as the distance of its cur-
rent supply n·,i to the optimal n∗

·,i as given by (15b). Note
that in (29), computing the optimal supply n∗

·,i requires the
knowledge of several system parameters, including the ar-
rival rates λi,f , (i, f) ∈ C, and the contact process param-
eters µ and β. Obtaining the values of these parameters
could be difficult in practice.

Moreover, instead of the negative-positive rule (NPR) in
BARON, another rule of guiding content exchanges via val-

170



uations is replacing one item with another as long as the
other item has a higher valuation and the item is not al-
ready stored. We refer to it as the lower-higher rule (LHR).

We examine all four combinations of these design options,
where BARON is the combination of NPR with valuations
vi defined in (28). We use the same configuration as Sec-
tion 6.2.2, and assume initially 16 peers request item 3.

Figures 4(a) and (b) plot the trajectories of peer popu-
lation under various design combinations. We observe that
none of the other combinations performs better than BARON.

In addition, in terms of the comparison of design options
for each component, we make the following observations.
First, the two valuations perform similarly, and vi performs
better than v′i under LHR. Second, the system with NPR
converges to the optimal faster than LHR. This is inter-
esting because NPR is stricter than LHR, and one would
expect that LHR leads to a faster convergence by enabling
more frequent replications and replacements. Indeed, from
Figures 4(a) and (b), we observe that the peer population
stays around its peak (≈35) for a longer time when using
NPR. Nonetheless, NPR is able to catch up later. While this
demonstrates the efficiency of restricting the replacement to
over-replicated item only, the analytical reason beneath is
worthwhile to further explore.

7. CONCLUSIONS AND FUTURE WORK
In this paper, we made the first attempt towards a system-

atical understanding of universal swarms, where peers share
content across peer-to-peer swarms. We have rigorously
proved that such content exchange across swarms signifi-
cantly improves stability compared to a single autonomous
swarm. We also have proved convergence to a fluid limit
for a general class of content exchanges; our theorem thus
paves the way for the analysis of more complicated exchange
schemes than the one described in the present work.

An important future research direction lies in further in-
vestigating the parallels between our work and“missing piece
syndrome” in single swarms [6]. In particular, once a “one-
club” forms in a swarm, each “one-club” peer has idle band-
width capacity. It can thus contact uniformly at random
peers and seeders at other swarms to obtain C items and
place them in its cache, and subsequently continue to sample
other swarms to see if it can retrieve and/or offer a missing
piece. From this point on, our model applies: peers wish
to retrieve one item (their “missing piece”), and leave the
system immediately once they retrieve it (corresponding to
the “grab-and-go” principle).

This is of course a simplification of the above system, as it
ignores the“growing” phase when peers acquire all chunks of
a file but the last one, as well as the cache-filling phase. How-
ever, in light of the stability properties we observed in this
work, understanding if, e.g., the stability region increases
through such exchanges, is an interesting open question.

Our analysis leaves several additional open questions, in-
cluding formally characterizing the stability conditions of
BARON, and analytically studying BARON’s convergence
to optimal stationary points. Our model can also be ex-
tended in various ways, including multi-item request, het-
erogeneous cache sizes and contact rates. The case where
arrival rates are not strictly positive, and peers arrive with
a partially-filled cache are also worth considering.

Finally, while our model assumes peers are cooperative, it

would be interesting to investigate the strategic behavior of
peers in universal swarm systems.
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Dissemination in opportunistic mobile ad-hoc networks:
The power of the crowd

Gjergji Zyba, Stratis Ioannidis, Christophe Diot, and Geoffrey M. Voelker

Technicolor Technical Report
Number:CR-PRL-2010-7-0001

Abstract: Opportunistic ad-hoc communication enables portable devices such as
smartphones to effectively exchange information, taking advantage of their mobility
and locality. The nature of human interaction makes information dissemination us-
ing such networks challenging. We use three different experimental traces to study
fundamental properties of human interactions. We break our traces down in multiple
areas and classify mobile users in each area according to their social behavior: So-
cials are devices that show up frequently or periodically, while Vagabonds represent
the rest of the population. We find that in most cases the majority of the population
consists of Vagabonds. We evaluate the relative role of these two groups of users
in data dissemination. Surprisingly, we observe that under certain circumstances,
which appear to be common in real life situations, the effectiveness of dissemination
predominantly depends on the number of users in each class rather than their social
behavior, contradicting some of the previous observations. We validate and extend
the findings of our experimental study through a mathematical analysis.
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1. INTRODUCTION
Independently of what technology they rely on, opportunistic

mobile ad-hoc networks will allow users of portable devices such
as smartphones and netbooks to communicate in a natural and ef-
fective way, taking advantage of locality and mobility to increase
information exchange opportunities. The potential of epidemic dis-
semination is huge, enabling, for instance, a wide range of mo-
bile ad-hoc communication and social networking applications sup-
ported entirely through opportunistic contacts in the physical world
[21]. However, communication in such opportunistic mobile ad-
hoc networks is challenging due to the volatility of contacts, com-
munication technologies, and resource limitations (e.g., batteries,
communication opportunities, wireless data transmission technolo-
gies). Communication is also strongly impacted by human mobil-
ity, which is driven by user social behavior.

Despite substantial work in the area, both theoretical and exper-
imental, our understanding of these networks is limited. Progress
in understanding opportunistic mobile ad-hoc networks is mainly
limited by the difficulty to collect complete traces, and to model
large systems with realistic assumptions (which is linked to the ab-
sence of large experimental data sets). The main difficulty in the
experimental approach is to collect traces that (i) contain enough
information about each device (in particular its mobility, social pro-
file of its owner,exhaustivelist of contact opportunities, duration
of contacts and communication technology impact) and (ii) are not
biased by constraints due to experimental conditions.

In particular, there is a need to collect and consider data that
encompasses the behavior of all devices in a population—not just
experimental devices—to have a complete view of the experimen-
tal environment. Indeed, most data sets collect information in a
pre-defined experimental population, such as participants carrying
GPS receivers [23], Bluetooth sensors [3] and smartphones [6], and
WiFi PDAs [14]. These data sets have at best a partial view of the
environment, and of the role non-experimental devices could play
in data dissemination. This situation is best illustrated by the Hong
Kong trace explored in [11] where the experimental devices have
strictly no direct contact with each other, yet they contact thou-
sands of external devices that could play an important role in data
dissemination but for whom it is not possible to collect data.

We use publicly available traces to improve the understanding
of information dissemination in opportunistic mobile ad-hoc net-
works. We overcome the limitations identified above by choosing
traces that collect information about all devices in an area (and not
only a limited set of experimental devices). We further process
these traces by subdividing each trace based on a specific social or
professional geographical area of interest. We observe that a sig-
nificant amount of devices appear rarely within a given area, and
because of their large population, we explore their impact on infor-
mation dissemination. In each sub-trace, we define two classes of
populations with different presence characteristics, namelySocials
andVagabonds. Socials are individuals who return periodically to
a specific area (analogous to the experimental devices in the dis-
cussion above, or to community members). Vagabonds instead are
seen more rarely and randomly (i.e., the external devices that are
in general not measured, or removed from traces because of partial
information). A device can be a Vagabond in one area, and Social
in another as well as change its role over time, thus exhibiting both
spacial and temporal characteristics.

The first contribution of our work is to study, for the first time,
data dissemination spanning a large range of Social and Vagabond
compositions. Previously, most studies consider Socials only and
ignore Vagabonds entirely, or have just a partial knowledge of them
because of experimental conditions.

Second, we observe that the efficiency of content propagation
is not only a consequence of the devices’ social status, but also a
consequence of the number and density of devices. We see that
in many cases, due to their large population, Vagabonds are more
effective in spreading a message, even though they are considered
unimportant. They therefore play a key role in information dis-
semination and they should not be ignored. This result contrasts
previous works that focused only on the effect of social properties
on dissemination [11, 18, 10].

Third, we study both experimentally and analytically the “tip-
ping” point beyond which the population size becomes more sig-
nificant than the social status. We do so by observing this behavior
on our traces but also by developing an analytic model that for-
mally characterizes the relationship between population size and
the social behavior of users. Our analysis confirms our experimen-
tal results and identifies a simple formula for determining when
data dissemination through Vagabonds outperforms dissemination
through Socials.

Section 2 reviews related literature, and Section 3 describes the
data sets we use in this study. Section 4 introduces three possi-
ble definitions of the Social and Vagabond groups, and analyzes
their properties in each area. Using the most promising definition,
we study the mobility characteristics of Socials and Vagabonds in
Section 5. Then we analyze the impact and role of each group
on content propagation using trace-driven simulations in Section 6.
Finally, we formulate an analytical model that captures Social and
Vagabond mobility properties to explain and extend our results in
Section 7, and conclude in Section 8.

2. RELATED WORK
Exploiting social behavior in opportunistic mobile networks has

recently received considerable attention. Routing protocols such
as SimBet [10], [5], Bubble Rap [11] and PeopleRank [18] use
social-based metrics derived from contacts between devices (such
as betweenness centrality and neighborhood similarity) to make op-
portunistic forwarding decisions with low overhead. Protocols us-
ing explicit knowledge of friendship relationships have also been
proposed and shown to improve efficiency over socially agnostic
protocols [2, 17].

All of the above protocols route over “strong ties” among mobile
users, inferred either from contact behavior or declared friendships.
Our work extends these previous efforts, exploring the role and po-
tential of non-social, vagabond devices for communication and data
dissemination. Previous routing protocols ignore such devices and,
to the best of our knowledge, our work is the first to study their
effect on data dissemination.

Beyond routing, social networking concepts have been used in
mobile opportunistic applications such as publish/subscribe sys-
tems [4, 29], newsfeed [12] and query propagation [15, 16], and
multicasting [7, 21]. These systems make use of social networking
concepts like node centrality [29], friendship relationships [15, 21,
29], hotspots [16], contact usefulness [4] and edge expansion [12].
Our analysis focuses mostly on epidemic message dissemination;
nevertheless, our understanding on the effect of Vagabonds moti-
vates further study of their effect on the behavior of applications
like the ones described above.

3. DATA SETS
We use traces from three data sets.1 We specifically chose these

traces because they represent distinct and considerably different
1Two available through CRAWDAD athttp://crawdad.cs.
dartmouth.edu
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Data Set Pop. Length Area Pop. type Log Freq.

San Francisco 483 24 days City Cabs 1–3 mins
Dartmouth 4248 60 days Campus Devices Instant
Second Life 2713 10 days Small Avatars 1–3 mins

Table 1:Basic characteristics of the data sets: population size, trace length,
type ofarea, population type and logging frequency. The population size is
the number of devices that have at least one contact with another device.

Medical

Engineering Dining

Figure 1: Dartmouth College map. We further subdivide our trace
by focusing on three sub-areas surrounding the buildings housing
(a) the School of Engineering, (b) the Medical School and (c) the
main campus Dining food court.

mobile environments. We avoid using traces of experimental de-
vices only (e.g., participants in a conference) unless all existing
devices (even the ones not seen by the experimental devices) are
monitored. We refer to these data sets asDartmouth, San Fran-
cisco (SF)andSecond Life (SL), according to the location where
they were collected. We further subdivide Dartmouth and SF into
smaller geographical areas which have different social behavior
characteristics. Table 1 summarizes the basic characteristics of the
three data sets we consider. We discuss below the features of each
data set and our motivation for using them.

Dartmouth.
The Dartmouth data set comprises logs of association and dis-

association events between wireless devices and access points at
Dartmouth College [9]. The logs span 60 days and include events
from 4920 devices. Of these, 4248 have at least one contact with
another device, and we focus our study on these devices. As with
many previous studies using WiFi traces (e.g.,[3, 14]), we assume
that two devices are “in contact” when associated with the same
access point.

We identify three areas within the Dartmouth campus likely vis-
ited by different social communities, shown in Figure 1:Engi-
neering (300m×200m), andMedical (300m×300m) are specific
schools whileDining (150m×150m) corresponds to the main food
court of the Dartmouth College campus where we expect all stu-
dents to mix. The main features of this data set are that (1) it logs
all WiFi devices on campus, as opposed to only pre-selected ex-
perimental devices in prior work [10, 11, 18], and (2) each region
represents different social behavior in a university environment.

However, the assumption that contacts take place between any two
devices associated to the same access point may introduce a bias
compared to real contact opportunities.

San Francisco.
The San Francisco data set consists of GPS coordinates of 483

cabs operating in the San Francisco area [22], collected over a pe-
riod of three consecutive weeks. We assume that any two cabs
can communicate whenever their distance is less than 100 meters,
a realistic range for WiFi transmissions.2 We select three regions
of San Francisco in which we expect cabs to exhibit different be-
havior. We refer to these areas asSunset(2km×6km), Airport
(0.7km×1km), andDowntown(2km×2km).

Our cab population is not exhaustive but represents all vehicles in
a cab company comprising a large proportion of the San Francisco
cabs, which number around 1500 [25]. The interest of this trace is
that it represents the behavior of taxi drivers in different parts of a
city where some of them live, park their cab, or simply decide to
wait for customers because of their friends or social habits. Their
social behavior is clearly impacted (and possibly dominated) by
customer requests and the lack of information about customers is
clearly a limitation of this trace. Nonetheless, the SF trace is very
interesting as it is representative of a community behavior across
the different areas we study, and it is the only environment where
the ratio of Social and Vagabond varies significantly. Last, it is
worth noting that mobility in this trace is mostly defined by traffic
conditions and speed limits.

Second Life.
The last data set captures avatar mobility in the Second Life

(SL) virtual world [24, 26]. The data set consists of the virtual
coordinates of all 3126 avatars that visit a virtual region during 10
days. We assume that two avatars are able to contact each other
and exchange data when they are within a vicinity of 10 meters, a
reasonable range for close-proximity communication such as Blue-
tooth [20]. The number of avatars which engage in contacts is 2713,
and as with the Dartmouth trace we study only these avatars. It has
recently been shown that the social network defined by such con-
tacts between SL avatars resembles real-life social networks [27].

We do not define sub-areas in this data set as the virtual region is
small (300m×300m). This limitation is balanced by the exhaustive
user population captured, where Socials are people returning on
regular basis and Vagabonds are occasional visitors that come only
once in most cases.

4. SOCIALS AND VAGABONDS
We first classify users according to their social mobility behav-

ior. To do so, we divide the user population in each trace into two
distinct groups:Socialsand Vagabonds. Intuitively, Socials are
the devices that appear regularly—and, therefore, predictably—in
a given area. In contrast, Vagabonds are devices that visit an area
rarely and unpredictably.

Based on the above intuitive definition, we propose three differ-
ent methods for classifying users into Vagabonds and Socials, and
we apply these methods to the selected areas of the three data sets
we presented in the previous section. By definition, the classifica-
tion of a user as a Social or a Vagabond will depend on the area
one considers. For example, it is possible that a user is a Social in
the Engineering area of Dartmouth, and a Vagabond in the Medical
area.

2We triedother values and observed no significant difference for
ranges of 100–300 meters in our results.
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Figure 2:Total time the population appears in each area. The black dots
represent the knees of the CDF curves as found by the linear regression
method.

4.1 Identifying Vagabonds and Socials
The first method classifies users based on how long they stay in

a given area. The other two methods classify users based on the
regularity of their appearance in an area.

The results shown in this section focus on a five-day consecutive
weekday period, as we expect Vagabonds and Socials to exhibit
different behavior between weekdays and weekends. We have ver-
ified, however, that our definitions and behavioral properties hold
on all other five-day weekday periods in all traces.

4.1.1 Least Total Appearance
We define total appearance as the total time spent by each device

within an area during the five-day period. Figure 2 shows the CDF
of the total appearance time of the population for the first week of
each area. In almost all areas (excluding Engineering) more than
75% of the population appears less than 20% of the time, with even
lower appearance time being the common case. Thus, few devices
stay within an area for longer periods and, intuitively, such devices
would be the Socials of this particular area.

We define the least total appearance (LTA) threshold as the first
inflection point (“knee”) of the CDF of the total appearance for
an area. This threshold separates Vagabonds from Socials, and is
specific to each area.

To objectively identify such inflection points in the CDF curves
of Figure 2, we employ a technique for detecting significant changes
in curvature [13]. Each curve is iteratively approximated by a
straight line using linear regression in the range[0, t], wheret > 0.
The iteration stops when there is a significant error in the approxi-
mation. We assume that there is a significant error in approximation
when the correlation coefficientr is such thatr2 < 0.9. This point
identifies the knee in the CDF, and thus also signifies the threshold
that we should use in the LTA method.

Figure 2 also shows the inflection points for the different sub-
areas as dots on their respective CDF curves. Although Sunset has a
single clear “knee”, Downtown and Engineering do not. Downtown
has two possible inflection points, and LTA selects the lowermost.
Engineering has no distinctly apparent knee. Its curvature varies
slowly across the full distribution, and LTA eventually selects a
point as the CDF levels off.

4.1.2 Fourier
Our second classification method,Fourier, detects periodicity.

It relies upon the Fourier transformation and the autocorrelation
of the appearance of a user in an area, approaches used in signal
processing to detect periodicity.

Figure 3:An example of a social device detected using the Fourier method.

We employ a technique by Vlachoset al. [28], and Figure 3
shows an example of applying this technique to a device in Dart-
mouth Medical. The top graph shows the appearance of the device
throughout a five-day period. The next graph shows the Fourier
transform of this signal into the frequency domain.

The Vlachos technique determines a threshold on the frequency
coefficients in the Fourier transform. If the transform has coeffi-
cients above the threshold, the device appearance is periodic and
corresponds to a social user. Otherwise, the device is a Vagabond.
The bottom graph shows the threshold for the example device with
a horizontal dashed line. Several Fourier coefficients exceed this
threshold, and hence the device is Social.

For social devices, the technique identifies the inverse of the
highest frequency coefficient as a potential period of the device
appearance. The technique subsequently uses autocorrelation to
improve the accuracy of the period estimate.

The Fourier method is problematic for nodes that appear very in-
frequently (e.g., once or twice). The spectrum of such nodes would
be roughly uniform (e.g., white noise), making the selection of an
appropriate threshold difficult. Consequently, almost half of de-
vices that appear once or twice in certain areas were labeled as
Socials by this method, which is clearly a mischaracterization. As
a result, we investigate an additional method that focuses on peri-
odicity.

4.1.3 Bin
Our third method, termedBin, is motivated by the observation

that people’s mobility patterns exhibit a diurnal behavior [8]. Our
traces also confirm this behavior, as the most frequent period de-
tected by the Fourier method was 24h. Based on this observation,
Bin detects if a user appearsevery dayin an area, andconsistently
during the same time period.

For each trace we divide our measurement period into bins of
equal sizeb, corresponding to the length of the “time period” during
which a user frequents the area. We then represent the appearance
of each device over time as a binary string, where each bit corre-
sponds to a time bin. For each device, we flag a time bin with “1”
if the device appears in the area during the period corresponding to
this bin, and “0” otherwise.

We then consider a device to be periodic if it appears every day,
at a specific period of the day. For a given bin sizeb, a device
whose corresponding string has a “1” every24

b
bits is periodic. For

flexibility, we identify a device as periodic even when an exact bin
is not flagged but a neighboring (either previous or next) bin is.
If a device is “periodic” by this definition we consider it Social,
otherwise it is a Vagabond.

In experiments using the Bin method in this paper, we use bin
sizes of 3 hours. We believe that this is representative of the time
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variance of the diurnal behavior of users from one day to the next.
We obtained very similar results when repeating the experiments
with a bin size of 4 hours, suggesting that around this time granu-
larity the results are not very sensitive to the bin size.

4.2 Classifying Vagabonds and Socials
Table 2 shows the percentage of Vagabonds in each area accord-

ing to each classification method. We observe that, under all meth-
ods, in most of the areas Vagabonds represent the majority of the
population. The Downtown area in SF is an obvious exception: as
expected, most cabs visit the downtown area frequently enough to
be characterized as Socials by all three methods.

Area Total LTA Bin Fourier

Airport 451 92.7% 44.1% 70.3%
Downtown 455 7.3% 9.9% 39.3%
Sunset 436 96.1% 89.0% 81.7%
Second Life 1563 60.7% 96.7% 62.0%
Dining 404 61.6% 75.5% 58.4%
Engineering 940 95.3% 51.3% 27.4%
Medical 207 72.0% 79.2% 40.1%

Table 2:Percentage of Vagabond devices in the areas.

We observe that LTA classifies a much higher number of Vagabonds
than the other two methods in the Engineering area. Since the total
appearance curve for this area is not amenable to partitioning the
population into Vagabonds and Socials (Figure 2), the threshold
selection method for LTA does not work well for this area.

We also conduct a pairwise comparison of the results of the three
methods to determine to what extent they agree on device classifi-
cations. We use the fraction of users for which the methods make
the same decision as the metric of similarity.

Table 3 compares the three methods. We observe that the over-
laps are similar for LTA and Bin yet surprisingly different for Fourier,
even though Bin and Fourier are both based on periodicity detec-
tion.

Area LTA & Fourier LTA & Bin Bin & Fourier

Airport 71.8% 51.4% 53.4%
Downtown 60.0% 90.9% 60.4%
Sunset 81.4% 91.5% 78.4%
Second Life 84.3% 63.0% 63.1%
Dining 64.6% 82.7% 59.7%
Engineering 23.2% 56.0% 55.5%
Medical 49.8% 85.0% 52.2%

Table 3:Percentage of devices for which the classification methods agree.

For theremainder of the paper, we use the Bin method to classify
Socials and Vagabonds. Bin strikes a balance between the simplic-
ity of LTA and the rigidity of Fourier. Although LTA is simple, the
single dimensionality of appearance time is not flexible enough to
capture essential differences in Social behavior across the full range
of areas. Fourier, however, requires Socials to appear according
to a strict period and regimented schedule. Bin goes beyond LTA
by incorporating appearance frequency and periodicity, but with a
flexibility that better matches human behavior.

5. CONTACT PROPERTIES
We know from previous work [3, 18] that contact characteristics

are key in the effectiveness of opportunistic ad-hoc communication.

We examine three different contact metrics: thecontact rate, the
inter-contact time, and thecontact duration. We study these met-
rics for four different contact scenarios:Social-meets-Socials(SS),
Vagabond-meets-Socials(VS), Social-meets-Vagabonds(SV) and
Vagabond-meets-Vagabonds(VV). For example, the contact rate
for VS is the rate at which a given vagabond device meets any so-
cial devices.

Our main observation is that Socials have significantly higher
contact rates than Vagabonds, indicating that they have more oppor-
tunities for data dissemination, while inter-contact times are heav-
ier tailed for Vagabonds. This observation is in accordance with
our expectations based on our definition of Vagabonds and Socials
and provides a validation point for the classification method that
we chose. However, we have also seen in Section 4 that Vagabonds
considerably outnumber Socials in most regions. We later study
how these two factors interact to affect data dissemination in Sec-
tion 6.

5.1 Contact rate
For each device, we compute the number of contacts per hour

with other devices in the social or vagabond group. We normalize
this metric to remove the bias introduced by the size of the target
population. Figure 4 shows the CCDF of the normalized contact
rates for representative areas of the three traces. We also chose
these areas because they span the spectrum of Social and Vagabond
combinations: Socials dominate Downtown SF, Vagabonds domi-
nate Second Life, and they are balanced in Dartmouth Engineering.
The results for the other areas are similar to these, and we omit the
corresponding graphs for space considerations.

We observe inall areas that the SS contact rate is an order of
magnitude higher than the VV contact rate, with the VS and SV
contact rates somewhere in between. The distribution shape ap-
pears to be driven by the region characteristics and by the nature
of the source device. The tail of the distribution is longer when the
source device is a Vagabond (VS and VV contact rates), while SS
and SV contact rate distributions decay faster and have short tails.
This indicates that there are few Vagabonds that have higher contact
rates than the rest of the vagabond population. This is possibly due
to our method for selecting Socials and Vagabonds. Social devices
exhibit quite homogeneous contact rates on the other hand.

5.2 Inter-contact time
The inter-contact time of a device is the time interval that starts

with the end of a contact and ends with the beginning of the next
contact, whatever the device encountered is. This quantity is very
interesting as it characterizes the periods during which a device
cannot forward any content to other devices. The inter-contact dis-
tribution has been shown to be heavily tailed [3], which makes it
impossible to estimate the delivery performance in such a network.

Figure 5 shows the CDF of the inter-contact time by social group
of devices for the representative areas in each data set. We ob-
serve two different parts in each curve: the main body (roughly
below 12 hours) and the tail of the distribution (above 12 hours).
In the main body of the distribution, inter-contact is similar for So-
cials (respectively Vagabonds), independently of what type of de-
vice they encounter. This part of the distribution characterizes the
mobility patterns that are specific to each area. The tails of the dis-
tribution though are always much longer when the device met is a
Vagabond, independently of the nature of the source, which charac-
terizes the vagabond devices and not the mobility in the area. This
heavy-tailed inter-contact with Vagabonds will help us explain later
why Vagabonds are not individually as effective at content dissem-
ination.

177



10−1 10
0

101 102 10
3

Normalized Contacts/hour

0.0

0.2

0.4

0.6

0.8

1.0

C
C

D
F

VV

VS

SV

SS

(a) Downtown

10−1 10
0

101 102 10
3

Normalized Contacts/hour

0.0

0.2

0.4

0.6

0.8

1.0

C
C

D
F

VV

VS

SV

SS

(b) Engineering

10−1 10
0

101 102 10
3

Normalized Contacts/hour

0.0

0.2

0.4

0.6

0.8

1.0

C
C

D
F

VV

VS

SV

SS

(c) Second Life

Figure 4: Contact rate distributions in three areas.
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Figure 5: Inter-contact time distributions.

5.3 Contact duration
The amount of data that can be transmitted between two devices

depends both on contact durations and on the communication tech-
nology (e.g., WiFi or Bluetooth). Therefore, contact duration is
difficult to interpret and does not characterize the performance of
communication in opportunistic ad-hoc networks. Contact duration
is mostly a characteristic of the mobility in the area. As a conse-
quence, we find that Socials and Vagabonds experience comparable
contact characteristics and their distributions are very similar; as a
result, we do not plot their distributions. In the Dartmouth data
set, contacts last longer due to the stationary nature of the devices.
Contacts are uniformly distributed between a couple of minutes and
3 hours. In San Francisco, the contact duration is defined by the
road traffic condition in each area (with most of the cabs experi-
encing contacts between one second and one minute). In Second
Life, avatar mobility is defined by social events or points of inter-
est, which leads to the majority of contacts lasting between one
minute and one hour.

6. DATA DISSEMINATION
We now analyze the impact of each social group of devices on

data dissemination using trace driven simulations. We replay each
trace multiple times using only Socials, only Vagabonds, or any
device to propagate messages, while all devices can receive mes-
sages.

Our main observation is that, in areas in which Vagabonds out-
number Socials significantly, dissemination using Vagabonds out-
performs dissemination using Socials, despite the lower contact
rate experienced by Vagabonds. Further, we observe in most traces
that there is a simple law by which we can predict which population
is going to be more effective at propagating information.

6.1 Methodology
We simulate message dissemination using flooding. Since the

outcome depends on the start time of the simulation, we repeat the

simulation by uniformly sampling many start times between the
beginning of the selected week (Sunday midnight) and the middle
of that week (Wednesday noon). At the start of each simulation
only one device carries the message, and for each randomly cho-
sen start time we simulate dissemination starting from each of the
devices in the trace. Simulations last 2.5 days to ensure they all
complete within the week-long trace. The number of simulations
is determined by the standard deviation of the results of the com-
pleted simulations. For each point in time we calculate the average
value and standard deviation of the number of devices receiving the
message for all the completed simulations. We perform as many
simulation runs as necessary so that each sampled point is within a
95% confidence of its expected value.

We also assume that message transfers are instantaneous. This
simplification overestimates transmission opportunities, but it does
not introduce a bias between Socials and Vagabonds as they exhibit
similar contact durations characteristics.

We study two metrics that characterize message dissemination
in an area. The first characterizes the epidemic behavior of a pop-
ulation, while the second reports the optimal transmission delay in
the network.Contaminationis the number of devices that receive
a given message as a function of time. Contamination reflects how
effective a given population is at disseminating information in an
area. In contrast,shortest pathis the minimum time that is needed
to reach a selected device. This metric characterizes the delay per-
formance of propagation for each social group.

6.2 Contamination Evaluation
To understand the role that Socials and Vagabonds play in trans-

mitting a message to the population of an area we first examine
the number of devices that the message can reach relying only
on Vagabonds or Socials. Note that we only account for message
transmissions that take place through contacts that occur within the
boundaries of the area. If devices make contact outside the area,
we do not consider it to be a transmission opportunity since that
situation does not reflect the contamination properties of a specific
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Figure 6: Contamination within an area when using Vagabonds (V), Socials (S), or any device (A) to propagate messages.
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Figure 7: Shortest paths within an area when using Vagabonds (V), Socials (S), or any device (A) to propagate messages.

group of devices (the nature of a device being potentially different
in each area).

Figure 6 shows the contamination result for the three different
representative areas that we used previously. The curves represent
the median across all simulations of the percentage of all devices
reached.

The general observation is that Socials outperform Vagabonds in
areas where they are the majority (SF Downtown) or of compara-
ble population size (Dartmouth Engineering). However, in areas
where Vagabonds largely dominate, they exhibit better contamina-
tion characteristics than Socials (Second Life). We also observed
the same effect in all the other areas where Vagabonds form a clear
majority (Dartmouth Dining and Medical, SF Sunset).

Individually, Socials contaminate more effectively than Vaga-
bonds because they have a higher contact rate and more frequent
contacts. In contrast, Vagabonds experience long periods of time
without an opportunity to forward a message. However, we ob-
serve that large populations of Vagabonds can achieve the same
contamination performance as Socials. Each Vagabond has a lower
contact rate, but with many Vagabonds the total number of contacts
is as high as what Socials would achieve with a smaller number of
devices.

Area Better Socials Vagabonds V / S

Airport S 99 199 2.01
Downtown S 22 45 2.04
Sunset V 48 220 4.58
Dining V 99 205 2.07
Engineering S 229 482 2.10
Medical V 43 140 3.26
Second Life V 37 215 5.81

Table 4:Vagabond and social population sizes when contamination is com-
parable using either of the two groups.

To explore the relationship between the number of devices and

social behavior further, we simulate message dissemination while
varying the population sizes of each group by taking random sub-
sets. We decrease the number of Socials when the social group
performs better in an area, or similarly decrease the number of
Vagabonds when they perform better, until we observe a similar
contamination ratio for dissemination using each group. Table 4
reports these results. To have comparable contamination ratios,
Vagabonds need to number two to six times more than Socials, de-
pending on the area. Of course, these results are just one point in
the parameter space balancing population sizes and social class—
but they hint at the possibility of a deeper relationship. In the next
Section, we formally present a model that develops a general “law”
for this relationship.

We learn here two major properties of communication in oppor-
tunistic ad-hoc networks. First,the effectiveness of contamination
is more a matter of contact “density” in an area than an issue of
social behavior. Second,Vagabonds have an important role in dis-
semination of information and should not be ignored or removed
when studying propagation in opportunistic networks.

6.3 Shortest Path Evaluation
Lastly, we study ashortest pathmetric that measures the mini-

mum time needed for a message to reach a specific device. We are
interested in understanding if, because social devices visit an area
frequently, messages to Socials will be delivered faster. We also
want to understand if Vagabonds can act as “shortcuts” in message
transmission. Therefore, we only study shortest path between any
device and a Social.

For each device sending a message, we calculate the shortest
path to any Social using only Socials, only Vagabonds, or any de-
vice. We calculate the median delay (i.e.,the delay for 50% of the
destinations) per message and we plot the distributions in Figure 7.
As with contamination, we observe than when Vagabonds signifi-
cantly dominate in number (Second Life), they achieve best delays.
In areas where Socials dominate or are comparable in number to
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Vagabonds, the shortest paths achieved by Socials are very close
to those obtained using all devices and Vagabonds do not seem to
contribute significantly to reducing the delays.

As a result, in areas visited by many infrequent visitors, it is
worthwhile sending a message to such visitors so that the message
will arrive faster to someone that socializes within that area. In such
a scenario, Vagabonds act as shortcuts in communication. Other-
wise, it is better to prefer forwarding the message only to people
that “socialize” within that area. The gain is two fold in this case.
First, the delay in message delivery will be similar to using any de-
vice. Second, forwarding to fewer (but social) devices effectively
reduces communication resource utilization.

7. ANALYSIS
Section 6 indicates that the performance of data dissemination

depends both on the density of devices as well as their contact
rate. As a result, even though Vagabonds have on average an or-
der of magnitude fewer contact opportunities than Socials, they can
achieve similar dissemination performance in areas with 3–4 times
more Vagabonds than Socials.

The goal of this section is to formally characterize the relation-
ship between the population size and the social behavior of users
under which such phenomena occur. Our approach relies on a so-
called “mean field” limit applied to epidemic dissemination.

7.1 Model Description

7.1.1 Vagabonds and Socials
We considerN mobile users visiting an areaA, partitioned into

the two classes of Vagabonds and Socials. LetNv andNs be the
number of Vagabonds and Socials, respectively. Users in each class
enter and exit the areaA as follows. Time is slotted, and at each
timeslot a Vagabond entersA with probability ρv, independently
of previous slots and of other users. Similarly, a Social entersA
with a probabilityρs. We call ρv and ρs the occupancy rateof
Vagabonds and Socials, respectively, and we assume thatρv ≪ ρs,
i.e., Vagabonds spend less time in the area than Socials.

Note that the occupancy rate of each class captures the “social”
behavior of the class, as it indicates whether its users frequent this
area or not. The expected number of Vagabonds and socials present
in the area—i.e., the density of each class—is given byρvNv and
ρsNs, respectively.

7.1.2 Contacts between users and data dissemina-
tion

At each timeslot, we select two users uniformly at random among
all (unordered) pairs of theN users in the system. If both of these
users are within the areaA then a contact takes place between them.
If at least one of them is outsideA, then no contact takes place
within this timeslot. Note that, withρv ≪ ρs, the contact rate (av-
erage number of contacts per timeslot) of a Social is higher than
the contact rate of a Vagabond, as the latter is far less likely to be
insideA at a given timeslot. This is consistent with our empirical
observations in Section 6.

Data dissemination starts with an initial number of users (Vagabonds
or Socials) carrying a message. Each time a user carrying the mes-
sage contacts a user that does not, a message transfer occurs with a
probability that depends on whether the two users are Vagabonds or
Socials. As with the simulations in Section 6, we focus on the two
cases where either Vagabonds or Socials (but not both) are message
forwarders, while all devices can receive a message. In particular,
denote byλvv, λvs, λsv, andλss the probabilities that transmis-
sions succeed across and within classes; for example,λsv is the

A Visited area
N Total user population visitingA

Nv, Ns Number of vagabond/social users
rv, rs Fraction of vagabond/social users
ρv , ρs Occupancy rate of vagabond/social users

λvv ,λvs,
λsv ,λss

Transmission success probabilities

Iv, Is Number of infected vagabond/social users
Sv, Ss Number of susceptible vagabond/social users
iv , is Fraction of infected vagabond/social users
sv, ss Fraction of infected vagabond/social users

Table 5: Summary of notation.

probability that the message transfer succeeds when a Social con-
tacts a Vagabond. We focus on the following two cases: (a) only
vagabond users forward the message,i.e.,

λvv = λvs = 1, andλsv = λss = 0, (1)

and (b) only social users forward the message,i.e.,

λvv = λvs = 0, andλsv = λss = 1. (2)

7.1.3 Main Result
Our analysis yields the following theorem, which quantifies when

the “power of the crowd” dominates social behavior.

THEOREM 1. For large enoughN , the epidemic dissemination
using Vagabonds eventually dominates dissemination using Socials
if and only if

Nv

Ns
>

(

ρs
ρv

)2

. (3)

Recall that Vagabonds occupy the area less frequently than So-
cials and are thus at a disadvantage w.r.t. epidemic dissemination.
Thm. 1 implies that, when relative population sizes result inNv ≫
Ns, propagation using Vagabonds may outperform propagation us-
ing Socials. The necessary and sufficient condition is that the ratio
of the two populations exceeds the square of the ratio of their occu-
pancy rates. For instance, if Socials appear 10% of the time in the
area, while Vagabonds appear only 5% of the time, Vagabonds will
outperform Socials if their population is 4 times the population of
Socials.

7.2 Proof of Theorem 1

7.2.1 A fluid limit
Let rv = Nv/N , rs = Ns/N , be the corresponding fractions

of the total population belonging to each class. We refer to users
that carry the message asinfectedand users that do not assuscep-
tible. We denote byIv, Is the number of infected Vagabond and
Socials, respectively, and byiv = Iv/N , is = Is/N the corre-
sponding fractions over all users. We also denote bySv, Ss the
number of susceptible Vagabond and Socials, respectively, and by
sv = Sv/N , ss = Ss/N the corresponding fractions.

Under the assumptions of Section 7.1, the evolution of the vector
~i(t), t ∈ N, representing the number of infected users in each class,
is a stochastic process. Nonetheless, asN tends to infinity, we can
approximate the evolution of the system through a deterministic
process, also known as a “fluid” or “mean field” limit. In partic-
ular, for large enoughN ,~i(t) can be approximated with arbitrary
accuracy through the solution of the following ordinary differential
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equation (ODE):

div/dt=ρ2viv(rv−iv)λvv+ρvρsis(rv−iv)λsv (4a)

dis/dt= ρsρviv(rs−is)λvs+ρ
2
sis(rs−is)λss (4b)

where the initial conditionsiv(0) andis(0) are set equal to the ini-
tial fractions of infected vagabonds and social users. Note that the
above ODE is essentially the classical susceptible-infected model
(see,e.g., [19]) applied, in this case, to two infectious classes.

Formally, consider the following extension of the discrete time
stochastic process~i : N → [0, 1]2 to a continuous time process
~i : R+ → [0, 1]2. Define τk = k

N
, and, for all k ∈ N,

~i(τk) =~i(k), and

~i(τk + s) =~i(k) + s
~i(k + 1) −~i(k)

τk+1 − τk
, for 0 < s <

1

N
.

Observethat~i essentially evolves as~i, only it does so at a much
faster timescale: for any integert we have that~i(t) =~i(t/N), so 1
time unit in~i corresponds toN timeslots in~i. Moreover, to define
~i over all real numbers,~i has beenlinearly interpolated: fort ∈ N,
andτ belonging to the real interval of the form[ t

N
, t
N

+ 1
N
], the

function~i(τ ) is a linear interpolation between the values~i(t + 1)

and~i(t).
Our main lemma states that the continuous version~i(τ ) of the

fraction of infected users can be approximated with arbitrary accu-
racy through the solution of the ODE (4).

LEMMA 1. Let ~ξ(τ ), τ ∈ [0,∞), be the solution of the ODE
(4) with initial condition~ξ(0) =~i(0). Then, for everyT ≥ 0, there
existsǫ(N) = O( 1

N
) such that

P
(

sup
0≤τ≤T

‖ξ(τ )−~i(τ )‖ ≥ ǫ(N)
)

≤ ǫ(N).

In other words,

lim
N→∞

sup
0≤τ≤T

‖ξ(τ )−~i(τ )‖ = 0, in probability.

Intuitively, the above lemma implies that the trajectory of~i(t), for
0 ≤ t ≤ T · N (i.e., in an ever increasing interval), can be ar-
bitrarily well approximated by the trajectory of the solutionξ(τ )
of (4) in the interval[0, T ]. For N large enough, the probability
that the stochastic process~i(t) strays too far from the deterministic
trajectory~ξ(τ ) is arbitrarily small.

PROOF OFLEMMA 1. Under the contact assumptions presented
in Section 7.1, we have that the probability thatIv, the number of
infected vagabonds, increases by one at timet+ 1 is given by

fv(~i(t)) = ρ2viv(t)sv(t)λvv + ρsρvis(t)sv(t)λsv

To see this, observe that the probability that a contact of an infected
vagabond user inside areaA is selected isρiv(t), while the proba-
bility that an uninfected vagabond user inside areaA is selected is
ρsv(t), yielding the product in the first term of the above sum; the
second term can also be derived using the same intuition. Similarly,
the probability that the number of infected socials increases by one
can also be shown to be

fs(~i(t)) = ρvρsiv(t)ss(t)λvs + ρ2sis(t)sv(t)λvs.

From the above, we get that:

E[iv(t+ 1)− iv(t) | iv(t), is(t)] =
1

N
fv(~i(t))

E[is(t+ 1) − is(t) | iv(t), is(t)] = 1

N
fs(~i(t))

wherefv, fs are continuously differentiable. Moreover, observe
that the change of eitherIV or IS in each timeslot is at most one.
As a result, the assumptions H1–H5 of Theorem 1 in Benaïm and
Le Boudec [1] are satisfied; the lemma follows directly from the
above theorem.

7.2.2 Solution of the ODE(4)

The following lemma determines the evolution of~i(t), as given
by (4), under a single infectious class.

LEMMA 2. The ODE

dx/dt = α(A− x)x (5a)

dy/dt = β(B − y)x (5b)

with initial conditionsx0, y0, has the solution

x(t) = A− (A− x0)A/
(

x0e
αAt + (A− x0)

)

(6a)

y(t) = B − (B − y0)
[

A/
(

x0e
αAt + (A− x0)

)]β

(6b)

PROOF. From (5a), we have that dx
(A−x)x

= αdt. Integrating
both parts and considering the initial conditionx(0) = x0 yields
(6a). Note also that, from (5a)x = ẋ/(A−X) so

∫

xdt = − log(A− x) + c (7)

wherec a constant. On the other hand, from (5b), we have that
dy

(B−y)
= βxdt. Integrating both parts of this equation and using

(7) yields− log(B − y) = −β log(A − x) + c′ which, in turn,
along with (6a) and the initial conditiony(0) = y0 yields (6b).

Lemma 2 can be used to describe the evolution of the infected pop-
ulation when only one of the two classes is infectious. If, for exam-
ple, only Vagabonds are infectious then conditions (1) will hold;
Lemma 2 then applies withα = ρ2v, β = ρvρs, A = rv, and
B = rs. We thus obtain that~ivo(t) is given by:

ivov (t)=rv−(rv−ivov (0))
rv

ivov (0)eρ
2
v
rvt+rv − ivov (0)

(8a)

ivos (t)=rs−(rs−ivos (0))
[ rv

ivov (0)eρ
2
v
rvt+rv−iv(0)vo

]ρvρs (8b)

Similarly, if only social users are infectious, then conditions (2)
will hold; by takingα = ρ2s, β = ρvρs, A = rv, B = rs, we
obtain that~iso(t) is given by:

isos (t)=rs−(rs−isos (0))
rs

isos (0)eρ
2
s
rst+rs−isos (0)

(9a)

isov (t)=rv−(rv−isov (0))
[ rs

isos (0)eρ
2
s
rst+rs−isos (0)

]ρvρs (9b)

Using the above, we establish that the condition of Thm. 1 implies
the domination of propagation through Vagabonds.

LEMMA 3. Let ivo and iso be the fractions of infected users
under ODE(4) when either(1) or (2) hold, respectively. Ifρ2vrv >
ρ2srs, thenlimt→∞ (1− ivo(t))/(1− iso(t)) = 0.

PROOF. By (8), if only the vagabonds are infectious then1 −
ivo(t) = Θ(e−ρ3

v
ρsrvt). Similarly by (9), if only the social users

are infectious then1− iso(t) = Θ(e−ρ3
s
ρvrst). Hence, for larget,

the dissemination if vagabonds are used will dominate if and only
if ρ2vρsrv > ρ3sρvrs.

Theorem 1 therefore follows directly from Lemmas 3 and 1. To
summarize, it implies that, ifρ2vrv > ρ2srs, the propagation using
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Figure 8:Validation of Thm. 1: (a) relative performance of epidemic prop-
agation using Vagabonds and Socials under our model; (b) relative propaga-
tion performance using Vagabonds and Socials from the Dartmouth, SF, and
SL traces. The dashed lines indicate the threshold above which, according
to Thm. 1, Vagabonds outperform Socials.

vagabonds eventually dominates the propagation using social users,
in spite of the fact that Vagabonds show up in the area much less
frequently than Social users.

7.3 Numerical Validation
Figure 8(a) illustrates the performance of epidemic propagation

under our model, evaluated through the ODE (4). We consider
population ratiosNv/Ns ranging between 0.1–10 and occupancy
ratesρs, ρv ranging between 1–10%. Circles correspond to cases
for which propagation using Socials infects 97% of the population
faster, and crosses are cases when propagation using Vagabonds
is faster. The dashed line corresponds to a balance in propaga-
tion speeds between Vagabonds and Socials, as predicted by the
inequality in Thm. 1.

Note that Thm. 1 is asymptotic: it states that whenNvρ
2
v >

Nsρ
2
s, Vagabonds willeventuallydominate Socials. Figure 8(a)

shows that the theorem correctly predicts which class reaches the
97% contamination threshold in most cases. The cases for which
the theorem does not correctly predict the outcome are due to in-
sufficient time for the asymptotic behavior to manifest; indeed, we
repeated these evaluations with higher thresholds and observed a
decrease in misclassified points.

Recalling the simulations in Section 6, none reached more than
95% of the total population, so it is difficult to compare the ana-
lytic results in Figure 8(a) with our simulation results. Instead, Fig-
ure 8(b) shows the relative propagation performance of Vagabonds
and Socials after 60 hours of message propagation. Circles cor-
respond to cases where, after 60 hours, the simulated propaga-
tion using Socials infected more users than the propagation using
Vagabonds, while crosses correspond to the converse. To exclude
simulations not in the asymptotic regime, we show only the cases
where either simulation reached more than 60% of the total pop-
ulation. Although many of these points are far from the asymp-
totic propagation behavior, Thm. 1 correctly predicts the outcome
in most cases.

In summary, we proposed a model incorporating the population
sizes of Vagabond and Social devices, as well as their social behav-
ior. We have identified a law determined by these two parameters
that governs the asymptotic efficiency of epidemic dissemination.
Though our focus was on asymptotic efficiency, our ODE approach
in general applies to more complicated interactions between users,
including,e.g., transmissions that fail with class-dependent proba-
bilities or re-infections introduced after a received message expires.

8. CONCLUSIONS
In this paper we improve our understanding of data dissemina-

tion in opportunistic mobile ad-hoc networks. By separating users
into two behavioral classes, we find that, although Socials form an

active population subset, most areas are dominated by Vagabonds
in terms of population size. Vagabonds, often excluded as unim-
portant, can often play a central role in opportunistic networks.
As a result, tracing efforts should strive to capture the presence of
Vagabonds, and analyses of protocols and applications should not
discount them.

This work is just a first step in studying the impact of social
behavior of users on information dissemination. A number of in-
teresting directions naturally follow, including studying the char-
acteristics of inter-area message propagation, the dynamics of user
social behavior (e.g., Vagabonds becoming Socials in other areas),
and the interactions between Vagabonds and Socials in supporting
information dissemination.
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