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1 INTRODUCTION 

This work-package WP4 evaluates and validates the results from WP1, WP2, and WP3 in a set of 
incremental SCAMPI experiments that are performed with real applications and increasing scale trials. 
The SCAMPI solutions targets to enable opportunistic service provisioning in highly challenged 
environments that are beyond network environments that currently exists.  

To support the work conducted in the other work packages and in absence of real installations of target 
network environments, the experimentation in WP4 is carried on four levels. First, data collection 
experiments are run in current state of the art online social networks to collect and analyze data about 
human social behavior that will characterize the users in targeted computing environment. Second, 
mobile applications with partial SCAMPI functionality are developed that focus on the core 
components of the SCAMPI platform and provide data on core technical components such as 
performance figures of the necessary components (location, ad-hoc networking, etc.). Third, 
simulation based experimentation enables to test scalability properties of the developed algorithms 
with realistic node movement by using results from the previous experiments as an input to increase 
accuracy of emulation. Finally, the fourth and the most challenging level is participation in the real 
world testbed trials as it enables experimentation in targeted environments and with real human users 
together with all technical challenges imposed by the challenging networking environments. The real 
world testbed experiments also serve as a possibility of experimentation at a larger scale on FIRE 
facilities as well as for a major integration within the FIRE research.  

Technical part of this deliverable begins in Section 3 with a summary about the progress of the testbed 
provisioning within the consortium formed by the technical partners in SCAMPI. These testbeds 
comprise of SCAMPI devices as well as devices owned by individual partners and provides us with 
more than 100 mobile phones in five partner locations. These testbeds have been used for initial trials 
in partner locations and offer possibility for larger inter partner testbed integration. The deliverable 
then continues by summarizing the numerous experiments that have been carried out during the first 
project year at the partner locations and that cover experimentation with both human social and the 
technical components of the SCAMPI platform. Experiments range from the participation of a few 
users up to tens of participants.  

Section 4 of this deliverable describes the extensions brought to the ONE simulator, which has become 
a widely used simulation tool in opportunistic networking research. The use of ONE as a simulation 
tool provides us with a tool to support research needs within the project as well as it serves as a 
dissemination channel towards the user community of the ONE simulator at large. 

Section 5 of the deliverable describes real world testbed trials that are planned with increasingly large 
scales. The initial experimentation plans in FIRE facilities are explained first, followed by introducing 
the initial plan about a SCAMPI application that will be openly distributed to audience. 

Finally, Section 6 concludes this deliverable with a short summary on the progress of the empirical 
evaluation framework as well as recapping the current plans for the large scale experimentation both 
within the FIRE testbeds as well as in open application market targeting to existing end users. 
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2 PROGRESS OF THE TESTBEDS PROVISIONING 

In the following we report about the current testbed provisioning at each partners’ location by briefly 
summarizing the devices that have been acquired for the SCAMPI experimentation or that are 
available for the project’s use from individual partners’ locations. 

2.1 AALTO Testbed 
AALTO has 7 Nexus One phones, a WP7 Smartphone and an Android Tablet that are used for design, 
development and testing of the SCAMPI platform. The research group has small low power Linux 
boxes that can be used to test the SCAMPI platform in lightweight infrastructure installations; an 
example of such installation is low power mobile WLAN hotspot. Moreover, we run a node that 
connects to the global DTNBone testbed, which enables routing messages from SCAMPI application 
to other nodes connected to DTNBone. Operational experience from running DTNBone node enables 
us to use it as a possible technique for creating a testbed between partner locations. 

2.2 ETHZ Testbed 
ETHZ has 25 Google Nexus One phones used by students for their thesis (semester or Master), lab 
exercises or by staff members of the CSG group. We are planning to extend our testbed with 10 Nexus 
Prime in Fall 2011 as well as with a few sensor nodes (iMotes). We will also subscribe to 5 flat rate 
3G subscriptions to support hybrid experiments (i.e., 3G and opportunistic communications). 

2.3 SUPSI Testbed 
SUPSI currently has 15 HTCS620 smartphones running Windows Mobile, 2 HTC Hero running 
Android, 3 LG KS20 running Windows Mobile, and one iPhone 4. SUPSI also has 40 TelosB 
Berkeley motes that are used for a mobile testbeds and social data mining experiments. 

2.4 CNR Testbed 
CNR currently has 10 Android Nexus phones that are used to test the CAMEO implementation 
(described in this deliverable). These will be used to test the SCAMPI solutions in small-scale settings. 
We plan to extend the testbed with some more smartphones in the next period, adding diversity in 
terms of platform to the current testbed. CNR also contributes one server to log data related to the 
FaceBook Analyzer application. 

2.5 Technicolor Testbed 
Technicolor has at its disposition about 50 HTC smartphones with Windows Mobile that can be used 
for running experiments.  Applications to be run by the project can be installed on these phones for 
data collection. 

2.6 Conclusion 
The above device base has enabled us to experiment with fairly wide variety of smartphones, which 
we regard as one of the most prominent platforms for the SCAMPI deployment. In order to enable 
rapid experimentation with devices in different locations, a mailing list has been established to reach 
the key technical person from each partner location. This enables us to get rapid feedback from newly 
developed components, especially when executed on Android platform. 
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3 FIRST SCAMPI EXPERIMENTS 

In this section, we report about the first experiments performed by SCAMPI partners. We start with 
the SCAMPIScanner application, which allows collecting data about user’s mobility and contact 
opportunities. For the social data mining experiment, SUPSI deployed 40 low-level application for 
sensor nodes to capture inter-user contacts between users carrying the sensors. The data is collected by 
wall-powered base station nodes. We then present the opportunistic voting application developed by 
Technicolor which allows to rate a given event and exchange ratings opportunistically. The application 
was demonstrated during a in-house demonstration at Technicolor. Next, we present Twimight, a 
Twitter client featured with a disaster mode using Bluetooth for the opportunistic dissemination of 
Tweets. After, we present CAMEO, a Context-Aware Middleware for Opportunistic Mobile Social 
Networks. Eventually, we present the Facebook applications that were developed and the conducted 
experiments, which targeted real users. 

3.1 SCAMPIScanner Application 
The purpose of SCAMPIScanner Android application is to collect data about user's mobility through 
GPS and network-based location services, and scan for local area networks that are located around the 
user (Bluetooth, WiFi AP and GSM networks). Currently, a fixed duration is used for data collection 
(e.g., 1 minute) at constant but configurable intervals (e.g., 20 min). This enables to collect rich set of 
data without introducing high level of energy usage. 

  
Figure 1 – Snapshot of the current (or last known position) of SCAMPIScanner users. View of Helsinki 

and its surroundings. 
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The application collects data for two main purposes. First, the application stores data to in-device 
database to be used locally on the user device to perform contextual reasoning, for example, keeping 
track where usable access points are located. Second, the application uploads data to centralized 
server, and example view in Figure 1, that collects data from multiple devices. The centralized 
database can be used as an input for mobility and contextual analysis as well as source for sharing 
collected data across different users. The latter can be helpful, for example, when users arrive to 
previously unknown location where data has been collected by other nodes. 

3.2 Social Data Mining 
Using real-world traces is essential for the performance evaluation of SCAMPI solutions. One key 
aspect is represented by the social relationships among users. Such relationships must be taken into 
account for the proper analysis of inter-user contact information. To this end, we set out to design a 
social data mining experiment. 

In order to capture inter-user contact data, we originally considered using Bluetooth-enabled 
smartphones. This approach was not pursued due to energy consumption issues. Upon preliminary 
testing, the battery of a Bluetooth-enabled HTC S62 smartphone was drained in just two hours without 
active communication. 

Therefore, we decided to employ a low-power, low-level platform known as the Berkeley mote. 
Berkeley motes are much less power-hungry compared smartphones, and are fully programmable 
starting just above the Physical Layer, thus offering complete flexibility in terms of medium access 
control and link layer policies and protocols. In particular, motes offer the possibility of relatively 
fine-grained transmission power control, which means that the radio range can be regulated and 
controlled, albeit only roughly (owing to the vagaries of radio-frequency communication, such as 
multipath fading, which introduce significant deviations from the expected large-scale path loss). 

We developed a low-level application for sensor nodes to capture inter-user contacts. Moreover, we 
developed an application to gather data at wall-powered base station nodes whenever a sensor node 
came into their radio range. The applications are written in the nesC programming language and run 
on top of the TinyOS operating system.  

Our user base included members of the research and technical staff at SUPSI based at three different 
locations within the same office park in Manno, Switzerland. The experiment ran for three weeks in 
December 2010. 

In the experiment, we distributed 40 TelosB Berkeley motes. TelosB employs the CC2420, an IEEE 
802.15.4 compliant radio chip that can achieve a maximum data rate of 250 kbps. The microcontroller 
is the MSP430 from Texas Instruments with a 10kB RAM. TelosB has an integrated antenna and can 
be programmed through a USB interface. It is equipped to run TinyOS, which is entirely open source. 
TelosB has a 1MB external Flash for data logging.  

We deployed special base station nodes in key locations that we expected users to visit regularly (for 
instance, in close proximity of the main entrances to the work areas). The base station nodes are 
always connected to laptops and are wall-powered. Before distributing devices to the participants, we 
collected their personal profile by having them fill out a questionnaire with specific questions about 
their profile (workplace, duties, transportation habits, lunch break habits, coffee break habits, 
languages spoken, spare time activities). The questionnaires were designed to maximize the amount of 
soft context information gleaned for the users while preserving their privacy. The external flash 
memory of a Telosb node is up to 1 Mb and the batteries (2 x 1.5V) can last at least 3 days with the 
application in question.  

Nodes are programmed to exchange their nodes IDs upon pairwise contact; they also log a timestamp 
for each pairwise contact as well as soft connectivity information, namely the Received Signal 
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Strength. 

On average, each user recorded 876.7 contacts during the course of the experiment. The average 
number of contacts between users with similar location information in their profile is 2790.3, and the 
average number of contacts between users with similar social profiles is 2013.3. The takeaway here is 
that similarities in the user profile and the context information contained therein boost the contact 
probability. 

The post-processing of the data is still in progress. We plan to publish the results from the experiment 
at an international venue in the course of 2012. 

 
3.3 Opportunistic Voting Application 
In environments without a high-bandwidth infrastructure where computation is necessary, can we rely 
on an opportunistic mobile network (OMN)?  We pursued this idea by considering computation as a 
shared service in such a network.  The aim was to study the effectiveness of mobile nodes sharing 
data, which is then combined in computation, all in an OMN.  To this end we used several 
smartphones, which were implemented with our service and deployed them in a fairly dense and 
mobile environment. 

3.3.1 Application and Environment 
We used a voting application for our experiment.  The Technicolor Paris Research Lab held an open 
house in March 2011 where several demonstrations representing the various work carried out in the 
labs were presented.  Eleven demonstrations were all held on the same floor, but scattered in an area 
about 50 x 50 m.  Visitors to the open house were given a smart phone containing a voting application 
with a list of demonstrations and voting capabilities where visitors were able to rate each 
demonstration on a scale of 1 to 5.  The latest ratings were also available on the phones, allowing 
naïve recommendations, consisting of the most popular demonstration.  The tally of the ratings and 
presentation of real-time standings on each phone were all carried out on the OMN. 

3.3.2 Equipment and Communications 
The smartphones used for the experiment were some phones that had been used in HAGGLE, a 
previous European project.  Bluetooth was used as the medium for communication between the 
phones; this seemed to be a good choice given the area of experimentation and the density of mobiles.  
All communications between mobiles were done through the OMN, with the only infrastructure 
component being a PC at the last demonstration that collected the latest ratings from phones that pass 
by and published results on a web page.  Figure 2 illustrates the functional components of the rating 
service. 
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Figure 2 – An illustration of a rating application as a shared service. 

3.3.3 Results 
The experiment was done on a small scale as our aim was to show a proof-of-concept.  In these terms, 
the experiment was a success, in that the ratings were uploaded fairly quickly to the database, and 
most phones had up-to-date ratings, shared through neighboring mobiles.  An extension of this 
experiment would include more precise measurements of information loss and communication delay 
on the local communications.  A larger scale experiment would be necessary to study the more 
relevant case of distributed recommendations. 

 

3.4 Twimight – An Hybrid Twitter 
Twimight [5] is a normal Twitter client but with a “disaster mode”, enabling opportunistic 
communication where tweets spread epidemically. The client is developed in Java for the Android 
operating system. It supports most basic Twitter functionality like showing a timeline (i.e., the most 
recent tweets of the followed users), sending tweets, re-tweeting and replying to and setting favorites, 
direct messages etc. In normal operation, Twimight queries Twitter for new tweets every 2mn. The 
tweets obtained from the queries are cached locally in a database. Twimight has a checkbox in the 
settings menu to enable the disaster mode as shown in Figure 4. The normal Twitter client 
functionalities stay the same but now rely on opportunistic communications. Disaster tweets are 
highlighted in red on the user interface to mark them as important. In disaster mode, the device 
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maintains the CPU awake acquiring a wake lock and periodically scans for reachable Bluetooth 
devices. Once two phones are close enough to connect to each other, they exchange the new disaster 
tweets, thereby spreading them epidemically. 

 
Figure 3 - Twitter in hybrid mode. 

Twimight is a first attempt to port a popular online social network platform, Twitter, to the 
opportunistic networking paradigm. Actually, Twimight follows a hybrid approach where the user can 
manually switch from the regular client-server mode using broadband access (3G or WiFi 
Infrastructure) to the distributed opportunistic mode (Bluetooth for now). The application can be 
downloaded at http://code.google.com/p/twimight/ 

Note that this work is the result of a joint collaboration with Christian Rohner and Per Gunningberg 
from Uppsala University, Sweden. This work was developed while the latter was visiting our group 
for a 6-month sabbatical period. Uppsala is developing a Twimight module for the dissemination of 
sensor data (see http://code.google.com/p/android-sensor-twitteth/). 
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Figure 4 - Twimight snapshots: (a) normal timeline and tweet context menu, (b) Enabling disaster mode, 
(c) Timeline with highlighted disaster tweet, (d) sending tweets in disaster mode. 

We already did some small-scale experiments within our group to validate the stability of the 
application and plot some delay-tolerant metrics. The experiments involved 5 people, four at the G 
floor and one at the H Floor. Each one had to carry the device during the day of normal working. The 
most important experiment lasted 2 days and 915 tweets were generated. A background thread 
generated the majority of them automatically in order to require the least user interaction. The first 
plot below shows the delivery delay CDF for the messages. From the figure is possible to notice that if 
we discard the tweets generated during the night, around 30% of the messages have been delivered 
within 4 minutes. This is clearly a consequence of clustering since two pairs of phones were often in 
communication range. After 100 minutes 70% of the messages have been delivered. The second plot 
shows that 51% of the tweets were forwarded over multiple hops, showing that Twimight gives a good 
multihop dissemination service. The application will also be demoed during ExtremeCom’11 in 
Amazonia.  

 

Figure 5 - Delay and Hop count performances of Twimight. 

We are currently extending the regular Twitter architecture with our own security architecture [6] to 
provide Twitter users with cryptographic security features while in disaster mode.  

Eventually, we have also developed a framework to ease the development of social-aware DTN 
routing protocols on the Android platform. The goal is to support the “Direct Message” Twitter service 
with Twimight over a pure delay-tolerant opportunisitc network. For now, direct messages are sent in 
broadcast more to ensure it reaches the destination. With social-aware unicast DTN routing, direct 
messages will be forwarded on a hop-by-hop basis (instead of being broadcasted). We already have 
results of our preliminary experiments, which we could present on demand during the Y1 review.  

3.5 CAMEO: a Context-Aware MiddlEware for Opportunistic Mobile Social 
Networks 

CAMEO is a Context-Aware MiddlEware for Opportunistic Mobile Social Networks. Specifically, the 
notion of context consists of the set of information characterizing the user (e.g., in terms of user’s 
profile, interests, mobility patterns), her devices (e.g., information related to device’s internal 
resources like sensors), the applications running on the devices (content produced and shared by an 
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application), and the surrounding environment (e.g., collected by external sources like fixed sensor 
stations). To correctly exploit context information, opportunistic MSN applications are characterized 
by a set of basic functionalities, independent of their application domain: (i) the collection and 
management of the local context of each node, (ii) the creation of a social context of each node 
obtained through the exchange of context information among physical neighbors, (iii) the maintenance 
of a historical profile of the social context, in terms of information of previous encountered neighbors, 
(iv) the elaboration of all the context components to optimize application’s features in opportunistic 
networks. In the context of SCAMPI, a middleware for collecting and representing context 
information can serve the important purpose of providing a common solution to represent the 
resources available on the devices, thus enabling service composition in opportunistic networks. A 
prototype of CAMEO implementing social-aware data dissemination has been implemented on 
Android 2.2 smartphones. 

As shown in Figure 6, CAMEO is represented by two packages: Local Resource Management 
Framework (LRM-Fw), aimed at implementing features related strictly to the interaction with the local 
resources of the device, both hardware (e.g., embedded sensors, capacity, battery, wireless interfaces) 
and software (e.g., communication primitives and programming libraries); Context-Aware Framework 
(CA-Fw), aimed at storing, elaborating and disseminating all the context information in addition to the 
definition of optimized forwarding protocols. 

 
Figure 6. CAMEO implementation logic 

To support an easy and optimized development of context and social-aware opportunistic MSN 
applications, CAMEO defines an API through which it interacts with each application developed on 
top of it. Specifically, it establishes an inter-process communication (IPC) channel with each 
application in order to collect its context information and send its messages on the network when 
required. It defines also a callback interface with each application to notify it when specific events 
occur following a publish/subscribe protocol. In addition, in order to collect information related to the 
local user (information that does not depend on the execution of specific applications), CAMEO 
interacts with the User Profile Module, which requires the user to initialize her profile with some 
(optional) information and to authorize their distribution on the network1. Finally CAMEO interacts 
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with the Android platform in order to collect information related to internal resources for a local 
elaboration and to establish communication channels on the network. 

A more detailed explanation of the CAMEO features is available in [1] (included in Appendix B for 
the reader’s convenience). 

3.6 FaceBook Applications 
In the reporting period we have implemented different Facebook applications, with the goal of 
collecting real data about the users’ social behavior. In Deliverable 2.1 [8] we have presented the key 
outcomes of the analysis carried out through these measures. In the following of this deliverable we 
provide additional details on the application design of the Facebook Analyzer (FBA). The interested 
reader is referred to [2] (also included as an appendix of Deliverable D2.1) for more information. 

The application collects a number of measures related to the interactions between the user running 
FBA and his/her Facebook friends. As described in Deliverable D2.1, one of the possible uses of this 
data is characterizing the Facebook ego networks. Given a tagged user, the ego network is the network 
linking itself with all his/her friends. Results in the anthropology literature (e.g., [3][4][7]) have shown 
that ego networks are very important in characterizing the social behavior of humans. 

Table 1. Variables monitored by Facebook Analyzer 

 

FBA collects information regarding users' profile (e.g., age, gender, hometown, political view, 
relational status, . . . ), as well as data concerning relationships among the user and her friends (e.g., 
number of messages sent to a friend or received from her, number of mutual friends, number of days 
since last communication, …). The set of variables we have recorded is shown in Table 1. Although 
their meaning has been explained in Deliverable D2.1 [8], we repeat it here for the reader’s 
convenience. We measured two classes of variables, i.e. socio-demographic variables, such as the size 
of the ego network of the users and various factors possibly impacting on it (e.g., age, gender, ...), and 
relational variables, which relate to the strength of the social relationships between each ego and her 
alters. The complete set of measured variables is reported in Table 1. We have analyzed the 
distributions of the socio-demographic variables across the users, and of the relational variables across 
the social relationships of each user. Moreover, we have also carried out an initial correlation analysis, 

 
14



v.1.0 SCAMPI  

 D4.1: Empirical Evaluation Framework Progress and Plan for Large-scale 
Experimentation  

 

 

showing how well each of the measured relational variables correlates with the real tie strength of 
social relationships. This is a first step to identify a model that, by monitoring the user interaction 
pattern with a friend, is able to automatically estimate the strength of their social tie. Such a model is 
one of the key goals of this SCAMPI activity, as the strength of the social ties can be used as a 
predictor of several important figures, such as the willingness to collaborate and share resources, the 
co-location probability, etc. 

FBA needs to obtain a set of grants from Facebook to access users’ personal information and thus 
requires an initial interaction with the user. After obtaining user authorization, FBA automatically 
downloads Facebook data storing it in a centralized database. Figure 7 provides a snapshot of this 
stage of the application. Note that shaded figures correspond to friends for which information on 
interactions has not been collected yet. The information about the “ego” which is running the 
experiment is reported in the big box on top-left of the Figure, while information about the friend 
currently under process is on the bottom-left box in the Figure. 

 

  Figure 7. First stage of FBA. 

 

When the download finishes, the user is prompted with an electronic survey, which is aimed at 
collecting the values of tie strength perceived from the user towards all her friends. In the survey we 
ask the user to evaluate the social weight of her friendships inside Facebook and in the real world. For 
each user's friend FBA asks two different questions to the user: ``How do you rate, with a value 
between 0 and 100, the social relationship between you and this person in Facebook?´´ and ``How do 
you rate, with a value between 0 and 100, the social relationship between you and this person in the 
real world?´´. These two different questions facilitate the user to catch the difference existing between 
her virtual and her real relationships, avoiding her to express an evaluation which is a mixture of them. 
Moreover, in future work we will use the collected data to compare virtual and real ego networks (in 
this paper we limit our analysis to the characterization of virtual social networks, comparing the results 
with those found in the anthropology and sociological literature). 
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The user can answer these questions by simply dragging two sliders placed alongside of the personal 
image of the friend for whom she is expressing an evaluation. From a first raw data analysis of the 
information coming from the download phase of FBA we divided the set of friends placed into the 
survey into two different groups. The first group contains all the ``active friends´´, with whom the user 
communicates at least yearly. For each friend in this set FBA displays the personal image and the 
sliders are set to a default value of 50. The second group contains the remaining friends, called 
``Inactive friends´´, with less than a contact per year. These friends are presented to the user at the 
bottom of the survey page. For each Inactive friend FBA displays only the personal image and not the 
evaluation sliders, which are both implicitly set to zero. The user can change this default evaluation 
dragging the inactive friends inside the active friends’ area and moving the sliders to her liking. Figure 
8 provides a snapshot of the second stage of the application. 

 

  Figure 8. Second stage of FBA. 

 

We performed a data acquisition campaign over a period of three weeks, during which we selected a 
sample of 30 people randomly chosen within our research department and we asked them to use FBA. 
We collected all the profile data coming from the 30 participants and a total of 7665 Facebook social 
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relationships with the respective tie strength evaluations. The results of the analysis are reported in 
Deliverable D2.1 [8]. 
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4 EXTENSIONS TO THE ONE SIMULATOR 

The ONE simulator1 is extended to support the simulation-based evaluation of the SCAMPI solutions. 
In particular, we have extended the simulator towards the simulation of cooperative service creation 
and service composition by adding support the following mechanism that are central in evaluating the 
cooperative service creation enabled by the SCAMPI architecture: 

 Definition of protocols and data models to support service creation in opportunistic networks 
is currently under way in the WP1, which is responsible for the design and implementation of 
the reference implementation. The architecture of the ONE simulator supports simulation with 
many of the designed concepts, and extensions to support the emerging ones are currently and 
frequently brought to ONE simulator. The current work focuses on extending ONE to fully 
support the cooperative service composition model as specified by the system architecture 
specification. 

 ONE simulator has been extended to support different models for cooperation, as explained in 
D2.1, “Modelling frameworks for service provisioning and delivery in SCAMPI”, this enables 
to evaluate the SCAMPI algorithms with nodes that show various degrees of capabilities with 
different degrees of willingness to cooperate. In addition, an energy model has been added to 
SCAMPI that allows nodes to dynamically adapt their radio interfaces to save energy. This 
enables simulation-based evaluation of energy-aware communication mechanisms in 
SCAMPI. 

 Further extensions that are planned for implementation during the second project year will 
support transfer of SCAMPI messages between real smartphones that run the SCAMPI 
applications and the simulated world of nodes in ONE simulator. This enables us to evaluate 
the currently planned algorithms in the real devices, but in a network where the mobility 
behavior of the nodes in the environment are actually based on simulated movement or 
movement based on existing traces and that can be repeated for experiment repeatability.  

The already existing extensions mentioned above and the frequent use of ONE in our weekly work 
makes it a tool that both supports SCAMPI experiments efficiently and allows for maximum 
modifiability due to deep hands on experience by our developers and close contacts to the lead 
architects of the simulator. 

 

 

                                            
1 http://www.netlab.tkk.fi/tutkimus/dtn/theone/ 
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5 PLAN FOR LARGE-SCALE EXPERIMENTS 

The plan for large-scale experiments is envisioned in two main directions: partnership with FIRE 
facilities (directly or through Open Calls) and a SCAMPI flagship application, which is our best bet 
for having a large user base. We report about the two below. 

5.1 SCAMPI and FIRE Facilities 
The SCAMPI consortium started discussions with the ongoing IP FIRE project SmartSantander2. We 
also attended the FIRE Open Call information day. Discussions are ongoing between consortium 
partners to decide whether we will submit to FIRE open calls or simply collaborate with FIRE IPs. 
Discussions with FIRE IPs project coordinators are constantly being made mostly with 
SmartSantander and OpenLab3 in order to better know their evolving offer and how SCAMPI large-
scale experiments could fit in FIRE. We report below about the discussions with SmartSantander as 
well as the minutes of the FIRE Open Call information day. 

5.1.1 SmartSantander 
The meeting with SmarSantander took place in Budapest on May 18th, 2011, during the FIRE 
workshop. José Manuel Hernández-Muñoz (PC) and Luis Muñoz Gutiérrez (Technical Manager) 
represented SmartSantander while Silvia Giordano (SUPSI) and Martin Potts (Martel) represented the 
SCAMPI consortium. 

Silvia Giordano presented and explained the SCAMPI vision, its core concepts and the main aspects 
on which partners are working. Luis Muñoz Gutiérrez was particularly interested in the mathematical 
analysis of the correlation between social networks and the opportunistic transport of data and the 
sharing of resources between Smartphones. Mr. Gutiérrez explained the types of sensors that will be 
available, which comprise mainly (i) under-road sensors for detecting free parking places and (ii) 
sensors mounted on lamp-posts for monitoring temperature, humidity, CO2, presence. The lamp-post 
sensors can be easily extended with other types of sensors, and have a WiFi communication interface 
(not sure about Bluetooth). They are battery-powered, but are re-charged overnight, meaning that they 
are not limited in terms of power. They are connected to a gateway with storage capability. 

In addition, it seems that they will able to provide us some context information, as they have a similar 
requirement also from the city. 

SmartSantander will issue a document before the summer describing their facilities. We were also 
invited to attend their Open Call Information Day on 14 September, whether or not we wanted to 
apply for funding through their Open Call. Indeed, their reaction to the news that we were not 
particularly looking for funding from their Open Call was very positive (it seems that most enquiries 
they get are seeking ways to try and get funding from them). 

It can be concluded that they were very willing to work with SCAMPI and – especially because of 
Luis Muñoz Gutiérrez’ personal interest in the research work done in SCAMPI - will almost certainly 
provide us with an API to interact with their system in Santander.  

                                            
2 For more information about the SmartSantander FIRE project see http://www.smartsantander.eu/  

3 Fore more details about OpenLab see http://www.ict-openlab.eu/ 
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Figure 9 – SmartSantander Architecture Overview. 

 

5.1.2 FIRE Open Calls 
Martin Potts (Martel) attended the FIRE Open Call Information Day. He was the official rapporteur 
for the plenary meeting and the minutes of this event can be found Appendix C. 

We summarized below the main conclusion. According to the testbed description, SmartSantander and 
OpenLab appear to have the best match in terms of tesbted offer and facilities matching the SCAMPI 
requirements.  

The deadline for Open Call submissions for the former is November 16th, 17:00 and November 30th for 
the latter. 
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Figure 10 – FIRE 

5.2 SCAMPI Demonstrator Application 
A professional application developer partner Futurice is joining SCAMPI starting from project month 
M13 (i.e., October 2011) in order to develop a commercial grade application that can be efficiently 
distributed and marketed. This will enable the SCAMPI consortium to distribute an application that 
can demonstrate  and exploit the core SCAMPI concepts and that has the potential to reach a large 
number of end users. Therefore, the eventual end users equipped with SCAMPI application will 
provide a real platform for experimentation and evaluation of the project’s central research concepts. 
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6 CONCLUSIONS  

To conclude, this deliverable shows how the SCAMPI consortium is effectively pursuing according to 
the plans the work on the empirical performance evaluation of the SCAMPI solutions. The reports 
from all the partner locations confirm that local testbeds have been successfully established during the 
first project year and that they support experimentation with smartphones and even sensors. At this 
stage, each partner has already launched at least one experiment on these testbeds and some 
experimentations have involved participants from multiple locations. 

The ONE simulator has been extended to support simulations with nodes that show various degrees of 
cooperation based on their scarcely available resources such as limited battery power based on realistic 
energy models. Further extensions to ONE are currently planned that support experimentation with 
full support for the core SCAMPI components that are used for opportunistic services creation as well 
as a support for routing messages that carry SCAMPI service entities between the simulator and the 
real world devices. 

Finally, this document concludes by introducing our plans for large-scale experiments that are being 
refined with the FIRE collaboration. This part covers situation overview about the currently most 
prominent FIRE facilities to outline possible cooperation points for the experimentation. 

Finally, the deliverable mentions the development of the SCAMPI demonstrator application that 
provides opportunity to distribute the SCAMPI solution directly to end users via an existing 
application market place with a large potential audience. The application will be developed in 
cooperation with the forthcoming SCAMPI partner Futurice, which will join the project at M13, which 
starts on October 1st, 2011. 
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Towards a Characterization of
Egocentric Networks in Online Social Networks?

Valerio Arnaboldi, Andrea Passarella, Maurizio Tesconi, Davide Gazzè

IIT-CNR, Via G. Moruzzi 1, 56124 Pisa, Italy
{firstname.lastname}@iit.cnr.it

Abstract. Online Social Networks (OSNs) are more and more estab-
lishing as one of the key means to create and enforce social relationships
between individuals. While substantial results have been obtained in the
anthropology literature describing the properties of human social net-
works (built “outside” the OSN world), a clear understanding of the
properties of social networks built using OSNs is still to be achieved. In
this paper we provide a contribution towards this goal, by starting char-
acterizing ego networks formed inside Facebook through the analysis of
data obtained from a measurement campaign. Ego networks capture all
the social relationships (links) between an ego and all the other people
with whom the ego has a social tie. Ego networks are one of the key social
structure that have been studied in the anthropology literature, and is
thus a reference objective for our work. In this paper we analyze a num-
ber of quantitative variables that can be collected on Facebook, which
can be used to describe the properties of the social links in ego networks.
We also analyze the correlation between these variables and the strength
of the social ties, as explicitly ranked by the monitored Facebook users.
Our results show that there is an interesting similarity between the prop-
erties observed by anthropologists in human social networks, and those
of Facebook social networks. Moreover, we found a noticeable correlation
between most of the measured variables and the tie strengths, suggest-
ing the possibility of automatically inferring the latter from measurable
Facebook variables.

Keywords: Online Social Networks, Measurements, Ego networks

1 Introduction

Social network analysis has become one of the most important multidisciplinary
methodology aimed at studying people relationships and information flow within
groups of individuals. Social structures are represented as networks of nodes and
edges, modelling the set of individuals in a certain context and all the social ties
existing between them.

? This work was partially funded by the European Commission under the FIRE
SCAMPI (FP7-258414), FET-AWARE RECOGNITION (FP7-257756) and CAPER
(FP7-SEC-261712) Projects
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Ego networks are a particular kind of social networks representation in which
the only relationships considered are those between one person (called ego) and
all the individuals directly connected to her (alters). These networks are one of
the reference representations of human personal social networks and are largely
studied in the anthropology literature [7, 6, 11, 14]. Given two individuals, their
tie strength is a numerical representation of the importance of their relationship
and is typically used as the weight of the link between them in the social network.
The challenging issue in the representation of social networks in general - and of
ego networks in particular - is how to find a suitable way to determine the ties
strength, given that it should embody all the possible factors underlying social
relationships, which can be difficult to be identified.

In [10], the author has given the first informal definition of tie strength,
conjecturing the presence of more than one dimension beneath social ties. The
author identifies these dimensions as the amount of time, the emotional intensity,
the intimacy and the reciprocal services which characterize the relationships.
Successive work have added more dimensions to the first definition, achieving a
more accurate tie strength characterization. In [2] structural variables such as
the number of mutual friends or the dimension of the network are considered
as important factors controlling the behaviour of a social relationship. In [11]
authors found the frequency of contact to be a good predictor for the social tie
strength. Other possible factors controlling for the tie strength are gender, with
a direct impact on non face-contact, age and kinship [6].

The diffusion of online social networks (henceforth OSNs), like Facebook,
Twitter, LinkedIn and many others, is fostering the availability of a lot of data
regarding social interaction between people which was impossible to obtain until
few years ago. Several early conjectures made by sociologists on social networks
have been confirmed by the analysis of empirical data obtained from the Inter-
net [4, 12, 13]. While ego networks have been well analysed in the anthropology
literature, the characterization of ego networks formed in OSNs has received lit-
tle attention so far [9, 8]. In this paper, we start filling this gap by analyzing the
results of a measurement study on Facebook users. The overall goal of this work
is starting investigating whether the structure of ego networks formed in OSNs
(considering Facebook as representative of them) is similar or not to the struc-
ture of ego networks observed in real human networks by anthropologists [7, 6,
11, 14]. To this end, we measured two classes of variables, i.e. socio-demographic
variables, such as the size of the ego network of the users and various factors
possibly impacting on it (e.g., age, gender, . . . ), and relational variables, which
relate to the strength of the social relationships between each ego and her alters.
In Section 2 we describe in detail our experimental methodology.

In the paper we analyze the distributions of the socio-demographic variables
across the users, and of the relational variables across the social relationships
of each user. While measurement studies of Facebook users are available in the
literature [8, 9], to the best of our knowledge this is the first paper in which the
distributions of the quantitative variables related to the ego networks and tie
strength dimensions are analyzed. Moreover, the paper also presents an initial
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correlation analysis, showing how well each of the measured relational variables
correlates with the real tie strength of social relationships. As described in Sec-
tion 2, real tie strengths have been collected by asking users to explicitly rank
the importance of their friends “in their Facebook world”.

The key findings of the paper can be summarized as follows (the data and a
detailed discussion on their properties are presented in Sections 3 and 4). First
of all, we find that the average size of ego networks is in the range of human
network sizes found in the anthropology literature [7, 11, 14, 16]. Moreover, the
analysis of Facebook variables distributions clearly shows that, from the perspec-
tive of an ego, there exist a relative small fraction of “very important” alters,
with whom the ego interacts far more than with the rest. As similar features
have also been found in human social networks, these results suggest that the
structure of OSN ego networks might be quite similar to that of human social
networks. Finally, the correlation analysis confirms that the measured variables
are sensibly correlated with the real tie strength perceived by the users, and
allows us to start understanding which variables, among the measured ones, can
better predict tie strengths. This is an initial step towards more refined mod-
els, able to automatically estimate tie strengths, only based on the patterns of
interactions between users.

2 Data Acquisition

The detailed list of Facebook variables we have identified as best descriptors
for ego networks characteristics is listed in table 1. We decided to consider only
quantitative variables and to discard all user-filled quantities, which would be
prone to the typical problems of semantic analysis.

Relational variables are expected to be related to the tie strength of the corre-
sponding social relationship. Because the tie strength is not directly measurable
from Facebook data, this relation is unknown. Thus we decided to collect val-
ues of tie strength perceived by the users, asking them to rate their friendships
answering the question: “How do you rate, with a value between 0 and 100, the
social relationship between you and this person in Facebook?”. We collected the
answers through an electronic survey. Using a generic question allowed us to
capture all the possible definitions of tie strength. With this data we have been
able to analyze the correlation between Facebook variables and the social tie
strength.

As in [7], we distinguish between active and non-active friends. Active friends
are those alters for whom ego spends a non negligible effort to maintain their
relative relationships alive. To identify active friends we decided to take into
account the set of people who have received a value of tie strength larger than
zero. We only considered active friends in our data analysis, leaving the relation
between active and non-active networks for future work.

To obtain the data sample for our analysis we performed data acquisition
campaign involving 30 people (18 males and 12 females) to whom we asked to
use a Facebook application we have built, named Facebook Analyser (FBA).
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Table 1: Facebook variables chosen as ego network descriptors
Variable type Variable name

Socio-demographic age
gender
relationship status
number of friends
number of active friends
total number of status updates made

Relational number of exchanged posts
number of exchanged private messages
number of exchanged likes
number of exchanged comments
number of mutual friends
number of tags on the same pictures
number of days since first communication
number of days since last communication
number of tags on the same objects
number of events attended together
number of groups in common
number of likes to the same pages

FBA is able to collect both Facebook variables listed in table 1 and the values of
tie strength perceived by the users towards all their friends, with an embedded
electronic survey. On average, FBA takes about half an hour for Facebook data
acquisition and few minutes for tie strength evaluation. The total duration of
data acquisition campaign was three weeks. We have collected a total of 7665
relationships, from which we have extracted 3245 active friendships. While the
number of social relationships we have sampled is significant, the number of users
involved in the experiment is not sufficient to draw definite conclusions. However,
as discussed in section 3, this sample is already sufficient to provide interesting
indications on the properties of OSN ego networks, and their similarity with ego
networks observed in human social networks.

To study correlations between involved variables, we use the sample correla-
tion coefficient r, which, given two random variables X and Y , is defined as:

rxy =

n∑
i=1

(xi − x)(yi − y)

(n− 1)SxSy
, (1)

where x and y are the sample mean, and Sx and Sy are the sample standard
deviations, ofX and Y , respectively. This is an estimator of the Pearson product-
moment correlation coefficient (also known as Pearson’s r), defined as:

ρX,Y =
COV (X,Y )

σXσY
, (2)
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where COV (X,Y ) is the covariance and σX and σY are the standard deviations.
The p values presented with the correlation values regard the correlation signifi-
cance. Small p-values indicate that X and Y are correlated (see [15] for a precise
definition of p).

3 Data Analysis

In this section we present the data obtained from our measurements. A discussion
of the main properties that emerge from them is postponed to Section 4.

3.1 Socio-demographic variables

Our experiment involved people randomly chosen within our research area. All
the participants were researchers, Ph.D students or master students from 24 to 48
years old (M = 33.17, SD = 6.78). One of the aspects we are most interested in
is the mean ego-network size. Facebook provides a tool to measure the average
number of friends of users, which turns out being around 130. However, this
number also considers non-active relationships and unused accounts, thus it can
not be used as a reliable measure for our purposes.

The total number of Facebook friends - both active and non-active - of the
participants involved in our experiment varies between 59 and 1099 (M = 255.5,
SD = 197.59). However, the active network size ranges between 29 and 368
(M = 108.17, SD = 85.55). The distribution of this variable, which is depicted
in figure 1, is similar to that found by anthropologists [14], [11], studying the
properties of human social networks. The mean active network size is also of the
same order of that found in human social networks (e.g., 124 in [11]). This num-
ber also shows significant correlation with the mean density of the ego networks.
(r = 0.48, p < 0.01). Age does not show a significant correlation with network
size. This result is in accordance with [6].

These results provide a first indication of a similarity between the ego net-
works found in human social networks and those formed by OSNs users.

3.2 Relational variables

To analyse relational variables we split them into more subclasses, to better study
the relation between different kinds of interaction and the social tie strength.
The classes we have identified are: i) text-based communication variables, ii)
like-based communication, iii) homophily variables, iv) time variables and v)
structural variables. While most of these classes are self-explanatory, the ho-
mophily concept needs a better definition. Homophily measures the social sim-
ilarity between two individuals. It is the tendency of people with similar social
characteristics to have stronger social ties compared to dissimilar individuals.

Text-based communication variables capture all kinds of textual interactions
between individuals which can be exploited on Facebook. These variables identify
communication styles similar to other traditional methods, such as mail, text
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Fig. 1: Active Network Size

messages etc. largely studied by other authors [11] [3]. In these works the evidence
of a relation between textual interaction and tie strength has been found. In
this class we place variables representing the number of posts, comments and
private messages exchanged within Facebook. Figure 2a depicts the CCDF of the
number of posts exchanged between ego and alters in our sample. Specifically,
we have obtained the indicated percentiles for each user, and averaged them over
all users. We don’t present the CCDF of the other text-based variables because
they show a behaviour similar to posts, which is the most representative variable
of the class. Text-based interaction variables show a medium correlation with the
perceived tie strength (r = 0.2, p < 0.01 for comments, r = 0.2, p < 0.01 for
private messages and r = 0.39, p < 0.01 for posts).
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Fig. 2: CCDF of posts and likes

The second class of variables encompasses a novel type of communication,
largely used in Facebook, called “like”. Likes are special marks left by users
on Facebook objects to express a positive feedback. These objects can be posts,
comments, pictures, videos and other. The number of likes received from or made
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to a certain person could be a good predictor for emotional support, intimacy
and frequency of contact of the relationship. Figure 2(b) depicts the CCDF
regarding the number of likes exchanged between egos and their friends. As for
textual interaction, likes show a long tailed shape. Also like-based communication
variables show medium correlation with the tie strength (r = 0.35, p < 0.01).
This result is similar to that previously shown for private messages exchange
and displays the high importance of like-based communication inside Facebook.

In the class of homophily variables we have placed the number of groups to
which a pair of Facebook friends have a subscription in common, the number
of events attained together, the number of likes made on the same objects and
the number of pictures in which users appear together. To discover this last
quantity we rely on a particular kind of action, typical of the OSNs, called
tagging. Tagging is a way to mark a picture with the name of one or more people
who appear in it. The presence of two people in the same picture or attending
the same event can be seen as good predictor not only for homophily, but also
for intimacy and emotional closeness. In Figure 3 we show the CCDF regarding
the number of common events and groups (CCDFs of likes on the same objects
and tags on the same pictures are qualitatively similar). Homophily variables
are more or less equally correlated to tie strength (r = 0.24, p < 0.01 for events,
r = 0.25, p < 0.01 both for groups and likes).
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Fig. 3: CCDF of common events and groups

Time variables indicate the frequency of contact and the duration of a re-
lationship. We have considered the time elapsed since the last communication
and the time since the first communication, considering all the text-based and
like-based interaction variables. Time variables facilitate the distinction between
long and short-timed relationships and can discover fading out of social ties - for
example if time to first contact and time to last contact are both high presum-
ably the relationship has decayed. Figure 4(a) depicts the CDF of the number of
days elapsed since the last communication made between two Facebook users.
Time variables are correlated, as expected, with tie strength (r = 0.23, p < 0.01
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for time since first communication and r = −0.3, p < 0.01 for time since last
communication). The negative correlation between time to last contact and tie
strength is due to the fact that if the time period elapsed since the last interac-
tion between two people is short, the probability of having a strong tie between
them is higher. Time to last contact has been used as the predictor of emotional
closeness in most of the work present in the anthropological literature [7, 11, 14].
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The last class of variables contains all the structural dimensions of ego-
network ties obtainable from Facebook data. In this class we have identified
the number of mutual friends and the age difference between peers as best pre-
dictors for tie strength. Age difference between ego and her friends does not
show a significant correlation with tie strength. The number of mutual friends
is weakly correlated with tie strength (r = 0.23, p < 0.01). In Figure 4(b) the
CCDF of the number of mutual friends is depicted.

4 Discussion

The CCDF of all the relational variables, shown in Figure 2, 3, and 4 present
a long-tailed shape. This result suggests the presence of a small set of alters
tightly connected to ego and a larger group of people loosely tied to her. Note
that this also results for the CDF of the time since last contact, as there is a
clear distinction between a set of frequently contacted alters and the rest. These
results are similar to the findings in [11] related to human social networks.

The findings in [5] made us intuitively hypothesize the presence of a positive
correlation between contact frequency and tie strength. Our results confirm this
fact, both in terms of time to last contact and total number of contacts. Compar-
ing the values of correlation seen so far we can say that homophily variables show
an unexpected minor influence on tie strength compared to text and like-based
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communication variables or time to last contact. Nevertheless homophily could
play an important role in the formation of ties rather than in the determination
of their weight.

We have found a significant and positive correlation between active network
size and network density (i.e. the mean tie strength within the network). This re-
sult is in contrast with the findings in the anthropological literature, which have
confirmed the tendency of larger network to be less dense [14]. This difference
could be explained taking into account that we are studying virtual ego networks,
which are only a subset of individuals’ complete social networks and users with
few friends might not use Facebook to maintain their strongest relationships.
Moreover, users with more Facebook friends might spend more time using Face-
book than people with few friends, augmenting the weight of the relationships
with them. This intuition should be validated with dedicated studies.

As in [6], we have not found a significant correlation between ego age and the
size of her network, yet we haven’t discovered significant correlation between age
and network density (as observed in [6]). This could be due to the low age range
of our sample. Authors of [6] have considered a sample composed of participants
ranging from 18 to 65 years old (M = 38.5, SD = 13.3) and they have found
significant differences between people placed at the extremes of the sample. Our
sample is more homogeneous and does not include those extreme values.

5 Conclusions

In this paper we have presented an initial yet detailed characterization of virtual
social ego networks through the analysis of a set of observable Facebook vari-
ables. We made a selection over all possible Facebook obtainable information
to have a set of variables which at least can contain all the social tie strength
dimensions already identified in the sociological and anthropology literature [10,
1, 2], and confirmed by recent empirical studies [9, 8].

We have gathered the values of tie strength perceived by the participants
of our experiment towards all their Facebook friends thanks to an electronic
survey embedded into our Facebook application. Hence we have analyzed the
distributions of the observed variables, and the relation between them and tie
strength through correlation analysis.

The results we have found indicate that Facebook active ego networks ob-
tained from our sample data have distribution and mean size similar to those
found in other work [14, 11, 16] in the anthropology literature. The distributions
of the relational variables we have taken into account have long tailed shapes.
This evidence confirms the presence of an high number of weak ties and a lower
number of strong ties, as found in [7, 14, 11].

The correlation analysis revealed the relation between the Facebook observ-
able quantities we have considered and the sampled tie strength. Therefore, the
relational variables we have identified are good proxies for tie strength. Like-
based communication has shown correlation value comparable with all the other
types of communication available on Facebook. This is an evidence of the impor-
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tance of this style of communication, which is becoming more and more popular
in OSNs.

In this work we have not considered the possibility to predict tie strength
using the observable quantities we have identified, as done in [9]. As subject
of future work, we will target this issue to automatically obtain ego networks
representation without asking the users to rate all their friendships. Moreover,
we will investigate if specific structures can be identified in OSN ego networks,
as it is the case in human social networks.
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Abstract—Opportunistic networks use human mobility and
consequent wireless contacts between mobile devices to dissem-
inate data in a peer-to-peer manner. Designing appropriate
algorithms and protocols for such networks is challenging
as it requires understanding patterns of (1) mobility (who
meets whom), (2) social relations (who knows whom) and
(3), communication (who communicates with whom). To date,
apart from few small test setups, there are no operational
opportunistic networks where measurements could reveal the
complex correlation of these features of human relationships.
Hence, opportunistic networking research is largely based on
insights from measurements of either contacts, social networks,
or communication, but not all three combined.

In this paper we report an experiment called Stumbl, as a
step towards collecting rich datasets comprising social, mobility
and communication ties. Stumbl is a Facebook application that
provides participating users with a user-friendly interface to
report their daily face-to-face meetings with other Facebook
friends. It also logs user interactions on Facebook (e.g. com-
ments, wall posts, likes). This way the contact graph, social
graph, and activity graphs for the same set of users could be
compared and analyzed. We report here preliminary results
and analyses of a first experiment we have performed.

I. INTRODUCTION

The rapid proliferation of small wireless devices creates
ample opportunity for novel applications [1], as well as for
extending the realm of existing ones [2], [3]. Opportunistic
or Delay Tolerant Networking (DTN) is a novel networking
paradigm that is envisioned to complement and extend
existing wireless infrastructure such as 3G and WiFi. Nodes
take profit of communication opportunities by exchanging
data whenever they are within mutual wireless transmission
range (in contact).

Algorithms and protocols (e.g., routing protocols) for
opportunistic networks were originally largely based on
random decisions [4], not accounting for heterogeneity in
terms of capabilities of devices and behavior of people
carrying them. Such random protocols typically require large
amount of resources for timely delivery of content (e.g.,
epidemic spreading of messages). To overcome this, more
recent protocols exploit node heterogeneity in order to make
educated decisions to provide good performance at limited
resource usage. Examples are routing protocols exploiting
structure in social ties [5], [6], [7] or structure in mobility
ties [8], [9]. Simulations show that efficiency is much better
than for random protocols.

Designing and analyzing efficient protocols is challenging,
as it requires knowledge about various aspect of human
behavior. Relevant questions are: Which nodes have frequent
contacts and hence are good relays? Which nodes are
socially related and hence trust each other and are willing
to cooperate? Which nodes communicate with each other
and need fast routes between them? In fact, we can assume
that these three dimensions of social, communication and
contact relations are correlated at least to a certain degree.
However, it is largely unknown how strong this correlation
is, how it can be exploited for opportunistic networking and
how it affects performance of existing protocols.

To date, there are only few small deployments of oppor-
tunistic networks [10], [11], [2], [3] from which practical
insights of the correlation of social, mobility and com-
munication ties could be gained. Hence, research in this
direction is largely based on insights from empirical analysis
of datasets typically capturing only one or two of the aspects
of relations, but not all three combined.

Example datasets are mobility traces (some of which also
contain information about social ties between the nodes)
from WLAN Access Point associations [12] or Bluetooth
contacts [13], [14], [15]. Analysis of such traces has shown
that there is some correlation of mobility and social connec-
tions [13], [15]. However, these analyses do not consider
which nodes would actually actively communicate and in-
teract with each other in an opportunistic application (i.e.,
who is interested in content and whom, who sends messages
to whom). To also capture this aspect, we want to collect
datasets comprising all three dimensions.

While mobility and social connections can be measured,
the question of who communicates with whom using op-
portunistic applications is difficult to answer, as there are
only few – and mostly small – deployments of oppor-
tunistic applications [3], [10], [11]. However, we assume
that opportunistic applications are of social nature and we
speculate that they would create similar communication
patterns like today’s online social network and Web 2.0
platforms, such as Facebook or Twitter. In fact, current
online social networks could be run over opportunistic
networks [2], [3]. Facebook is a typical, and to date the most
widely used, representative of an online social networking
service, fostering communication and distribution of (user
generated) content among friends. It provides an API for
application development, allowing us to create an application
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– called Stumbl – to measure all three dimensions of interest.
Using the Facebook API, Stumbl records communication
and social ties of its users. Additionally, it asks participants
to report their meeting data regularly, to also cover the
mobility dimension of users’ relations (i.e., how often, how
long and in what context users meet their Facebook friends).

Our contributions can be summarized as follows. (1) We
discuss Stumbl as a new methodology of collecting com-
bined social, communication and mobility datasets, relying
on self-reported as well as automatically measured data. (2)
We analyze the dataset from a preliminary Stumbl exper-
iment with special focus on how mobility, communication
and social ties relate to each other. In particular, we find
that we can expect communication ties to be one order of
magnitude stronger for friends who see each other face-
to-face. (3) We discuss implications of these results for
opportunistic routing and traffic modeling.

The rest of this paper is structured as follows. In Sec. II
we describe the Stumbl application and characterize the data
collected in the experiment. Sec. III presents an empirical
analysis of how social tie type, meetings and communication
patterns relate to each other, along with discussions about
implications of the findings for routing and traffic modeling.
Finally, we conclude and discuss future work in Sec. IV.

II. STUMBL APPLICATION AND DATASET

To measure contacts, social ties and communication, we
have implemented Stumbl as a Facebook application. In this
section we briefly discuss the Stumbl application (II-A) as
well as the Stumbl experiment and resulting dataset (II-B).
Finally, we also discuss limitations of the methodology and
collected data (II-C). A more detailed description of the
application and experiment can be found in [16].

A. The Stumbl Application

Facebook provides an API for authorized (by the user)
applications to access user data. Our Stumbl application1

uses this API to retrieve the user’s social connections and
Facebook communication events. Additionally, we ask the
users to regularly report whom of their friends they meet
face-to-face, by filling in a survey form in the Stumbl
application. One big benefit of integrating Stumbl as an
application in the Facebook website is that it is a convenient
way for many people to report their meeting data: Since
visiting the Facebook website is part of the daily routine for
many people, the barrier to fill in the survey is small.

When a user joins the Stumbl experiment, there are two
main phases of participation.

Initialization Phase: In a one time initialization step, the
user is asked to select a subset of her Facebook friends which
she meets face-to-face regularly (at least once a month).
We will refer to this subset of Facebook friends as the
Stumbl friends. The reason for selecting a subset of the
friends for the survey is two-fold. First, most users have

1http://apps.facebook.com/ stumbl/

Figure 1: Stumbl screen shot. For each Stumbl friend, con-
text, number and total duration of meetings can be reported
(for the previous day). Options are chosen to capture a range
of different meeting behaviors.

large number of Facebook friends, many of which living far
away. These pairs typically have only very rare meetings
(weak ties). In order to keep the effort for reporting data as
small as possible, we wanted to exclude them from the input
interface. Second, we are mainly interested in the meeting
patterns of people who see each other frequently (strong
ties), as such meetings are more predictable than the random
occasional meetings2.

In our experiment we have limited the number of Stumbl
friends to 20. Typically, a user regularly sees less than 20 of
her Facebook contacts, as we will report later. The selection
of 20 friends hence does not narrow the data we gather. Note
that the users have the option to change their selection of
Stumbl friends during the experiment.

To complete the initialization step, Stumbl asks the user to
classify the relationship type to each of the Stumbl friends as
one or more of family, friend, colleague or acquaintance. As
“friendship” on Facebook is a very broad term characterizing
a wide range of actual social relationships, we use this
classification for a more fine tuned analysis of the social
dimension of relations.

Reporting Phase: After the initialization step follows
the recurring report of face-to-face meetings. As automated
measuring of face-to-face meetings typically requires special
equipment (iMotes [14] or phones equipped with special
software [15]) and is costly and complex, we rely on self-
reported data to assess the mobility dimension of relations.
Correlating self-reported and measured (via Bluetooth) prox-

2Note that the occasional random meetings of weak ties can be very
beneficial, for instance for opportunistic routing protocols as “short cuts”.
However, they are typically not predictable and protocols can not rely on
them. Decisions have to be made depending on strong and predictable
mobility ties.
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Figure 2: Overview of Stumbl meeting statistics.

imity has shown that the quality of self-reported proximity
data drops when reporting events more than seven days
back in time [15]. To ensure a good level of accuracy for
the reported information, we choose a reporting interval of
one day: The Stumbl users are asked every day (reminded
by E-Mail) to visit the Stumbl application and fill in the
questionnaire about whom of their Stumbl friends they met
the previous day3. Thus, the collected data has a temporal
resolution of meetings of one day.

For each friend a user reports a meeting, additional
information has to be provided about (i) how often she saw
the friend (options are 1, 2-3, 4-5, more times), (ii) for how
long in total these meetings lasted (with options 0-10 min,
10-30 min, 30 min - 1 hour, 1-2 hours, more than 2 hours),
and (iii) the contexts of the meetings (given the options
work, fun, home, meal, other for selection). These additional
features allow us to make a more fine grained analysis of
the contact data.

Fig. 1 shows the input interface as participants see it. We
designed the interface such that we can collect a maximal
amount of data with as small an effort as possible by the
user. From experience and user reports, we know that the
input requires less than 5 Minutes per day, a target we had
set to motivate daily participation.

In order to capture communication between a user and
her Stumbl friends, the application uses the Facebook API
to query for interaction events, every time meeting data is
submitted. We collect the following three types of interaction
to which the API provides access4. Wall posts: Users post
content (messages, photos, videos, links, etc.) on each others
wall. Comments: Wall posts can be commented on. Likes:
As a sign of approval, any item on the wall can be “liked”.

These communication events are time stamped. They are
all directed (e.g., a user writes on an other user’s wall), and
we collect both, incoming and outgoing events.

3Note that with the check-in service Places, Facebook also provides
a platform for recording user location and meetings (tagging people at
the same location). However, this would require users to check-in and tag
people at every meeting and is too cumbersome to ask. Also, since check-
ins and tags show up in the user profile, this methodology of recording
meetings would have serious privacy issues.

4A fourth communication mechanism, private messages, is not accessible
by the API for obvious privacy reasons.
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Figure 3: Number of pairs per social tie type.

Summarizing, Stumbl records social ties (friend, fam-
ily, colleague acquaintance), Facebook communication (wall
posts, likes, comments, tags) and meeting data (number,
duration and context of meetings) which allows us to get
insight in three dimensions of the relationships of a Stumbl
user.

B. The Stumbl Experiment

In this paper, we report results from a preliminary ex-
periment using the Stumbl application, which we used to
gain experience with application and user behavior – and
which also led to a first interesting (but limited in size)
dataset. The experiment ran for three weeks between August
16th 2010 and September 6th 2010. At the beginning of the
experiment, we recruited participants mainly by personal
invitations, which led to a total of 39 users providing
useful information. In order to provide incentives for these
users to persistently report their meeting data during the
experiment, the users participated in a raffle. To provide the
right incentives, the chances of winning were dependent on
two factors: the number of days the application was visited,
and the number of their friends who registered as Stumbl
users. While these raffles should be incentives to provide
data regularly, they should not provide incentives to provide
false data. In the following, we provide an overview of the
dataset we collected during this experiment.

During the 21 days of the experiment, on average 22 of
the 39 participants reported meeting data. This means that
users were quite persistent in participating and shows that
the incentives for participating regularly worked well. We
will now report some general statistics about the collected
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data to provide a general impression of the dataset.
On average, users selected 14 Stumbl friends in the

initialization step. 11 users selected the maximum allowed
20 users. The number of Stumbl friends the user actually
reported meetings with throughout the experiment is lower
than the number of Stumbl friends, as shown in Fig. 2a. On
average a user reported meeting 9.5 unique Stumbl friends
during the experiment. The maximum is at 17 unique friends
and hence lower than the 20 allowed. We conclude that the
selection of 20 friends does not narrow the number of pairs
for which we receive meeting reports.

In total, we have 498 pairs of Facebook users5 in our
Stumbl dataset. Fig. 2b shows the cumulative distribution
function of how often these pairs met. As users did not report
their meetings every day, we divide the number of days a
pair meets by the number of days we have self-reported
meeting data for the given pair (including days where they
report no meeting). Thus, the figure shows the percentage of
days the pairs met. Roughly 65% of the pairs met at least
once and almost 5% of pairs report meeting every day.

Further, we want to analyze the contexts (work, home,
fun, meal, other) of the meetings. Fig. 2c shows how the
meetings are split among the different contexts. We observe
that most meetings happened at work, but also for the other
contexts we have quite large numbers of meetings reported.

Next, we want to provide an overview of the social tie
types our measurements cover. Fig. 3 shows how the 498
Stumbl pairs are divided into family, friends, colleagues
and acquaintances. We observe that most of the pairs are
classified as friend or colleague. Relatively few pairs are of
types family or acquaintance. Note that the user can specify
more than one type of social tie per Stumbl friend. Hence,
the number of pairs per type sum to more than 498.

In terms of communication events, Tab. I summarizes the
number of events we recorded during the experiment. With a
total number of 643 communication events, we have a large
enough sample to provide statistics about communication.
In total, we saw communication between 91 or 18% of the
498 pairs.

Posts Comments Likes Total
Nr. of Events 199 341 103 643

Table I: Total number of registered Facebook communication
events between Stumbl friends per event type.

These statistics give a separate overview about each of
the three dimensions of relationship we measure. In Sec. III
we will analyze how the different aspects of relationship
correlate with each other. We will look at questions like:
How does the type of social tie affect meeting probabilities
and communication probabilities? How do meetings relate
to probabilities of communicating?

5For 47 of these pairs, we have mutual meeting reports data, i.e, both
nodes participate in the Stumbl experiments. For the rest only one node
reported data.

C. Limitations and Validation of Dataset

We now want to adress potential bias and limitations of
our dataset and the methodology of collecting self-reported
meeting data using a Facebook application.

The 39 users have an average of 252 friends in their Face-
book social graph. This is considerably more the average
friend count of 130 reported by Facebook6. We assume that
the large number of Facebook friends does not mean that
the average Stumbl user is more sociable than an average
person. Rather, it means that the Stumbl users are more
active Facebook users. While this may cause a bias in the
measurement, we believe that the Stumbl users may actually
be more representative users of opportunistic networks, as
we expect them to be well-versed users of new technologies.

As Stumbl users were recruited based on personal invita-
tions by the authors of this study and by word-of-mouth
recommendation, the Stumbl users present a rather local
group of people (most are researchers or students living in
few cities). In the future, we plan to extend Stumbl and use
it for experiments with broader audience.

Another concern is that the self-reported meeting data
may be erroneous because the user does not recall meetings
correctly or decides to provide wrong information. In order
to estimate the severity of these effects, we validate the data
where possible. We do so by looking at the 47 pairs of
users for which we have mutual meeting data. We find that
in 86% of the cases the reports whether or not there was
a meeting between a pair matches (i.e., both Stumbl users
report that there was a meeting or both report there was no
meeting). This seems a quite good correlation. For the cases
where both report that there was a meeting, we further check
whether their reported meeting counts, meeting duration and
meeting contexts match. We find that this is the case in 57%
of meeting counts, 66% of durations and 87% of contexts.
While not perfect correlation, we conclude that the reports
are accurate enough, especially those of meetings or not on
a given day and the context in which the meetings happen.

A limitation inherent to the methodology of self-reported
mobility data is that Stumbl can only capture meetings be-
tween friends. Random encounters of strangers or meetings
between familiar strangers cannot be recorded. Thus, on
one hand we are limited to the analysis of properties of
strong mobility ties. On the other hand, Stumbl provides
very faceted information for these strong ties, allowing us
to make very detailed analyses of the strong backbone of
opportunistic networks. Note that for analyzing contacts this
limitation can be an advantage: Typically, in automatically
recorded contact traces, it is hard to distinguish strong and
weak ties and it is not a priori clear if a contact is a random
encounter or part of a more “meaningful” mobility tie.

III. SOCIAL TIES VS. MEETINGS VS. COMMUNICATION

In Sec. II we have seen an overview of the Stumbl dataset.
We now present an empirical analysis of how the aspects

6Facebook Statistics: http://www.facebook.com/press/info.php?statistics
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Figure 4: Dependence of meeting patterns on social tie type.
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Figure 5: Tie types vs. communication events.

social tie type, meetings and communication, relate to each
other. We also discuss the hints our findings provide for
opportunistic routing and traffic modeling.

A. Social Ties vs. Meetings
First, we look at the dependence of meeting behavior

on the type of social tie. From experience and intuition
about human mobility, we expect that meeting patterns of
colleagues, family, friends and acquaintances have different
characteristics in terms of context, frequency and duration.

In a first step, and as a sanity check, we look at social tie
type and meeting contexts. Naturally, we expect the tie type
to influence the context of meetings: We meet colleagues at
work, family at home, friends for fun, etc. Fig. 4a confirms
this by showing the percentage of meetings happening in a
given context, split by social tie type7.

Fig. 4b and 4c show how long and how often pairs meet
per day (given that they meet at least once that day). We
observe that meetings between family are generally long and
frequent. Between friends, meetings are still quite long but
typically only once per day. For colleagues, meetings are
generally shorter. Such short meetings of colleagues may be
just crossing each other, talking briefly or drinking a short
coffee during breaks.

Summarizing, we find that the social tie type has very
strong impact on meeting characteristics in terms of context,
duration and frequency of meetings. These results are not
surprising. Yet, they have implications for example for DTN

7We do not show acquaintance relationships here since we observe
too few meetings between acquaintances in the dataset to make reliable
statements.

routing protocols where routing decisions are based on social
networks [5], [6], [7]. If the type of social link is known to
such protocols, this might be useful information, without
necessary having to sample actual contact times. Different
conclusions and strategies may be applicable to different
tie types: Typically, a tie with frequent meetings is a good
carrier in terms of short delivery delay. However, if the
frequent meetings are short, the capacity of the contacts may
be too small to deliver a large amount of data. For large data
transfers, long meetings may be more desirable.

B. Social Ties vs. Communication
In a next step, we want to investigate how the social tie

type is related to communication patterns. Fig. 5 reports the
average number of communication events per pair during the
experiment, split by social tie type. We note that friends and
family are the most communicative. Colleagues communi-
cate much less and for acquaintances we find an average of
merely 0.3 communication events per pair, not even one fifth
of the communication events an average friend pair shows.

Not all nodes with social ties communicate with the same
frequency. Instead, communication, or traffic, between pairs
of nodes depend on their type of social tie. This is something
to consider when simulating opportunistic network traffic.
Realistic traffic models should incorporate heterogeneity of
social ties and how this reflects in communication patterns.

C. Meetings vs. Communication
The last question we want to answer is how the meeting

and communication patterns correlate. Are we more likely
or less likely to communicate with friends to whom we have
strong mobility ties? In other words, do we communicate
with friends we see face-to-face (e.g., to discuss common
experiences) or with remote friends (e.g., to stay in touch)?
To answer this, we compare the number of communication
events of Stumbl friends (as representatives of friends to
whom we have strong mobility ties) to the number of com-
munication events with general Facebook friends (including
strong and weak mobility ties). Fig. 6 shows the complemen-
tary cumulative distribution functions of the pairwise number
of communication events, for Stumbl friends, compared
to Facebook friends. The plot shows that the number of
communication events between Stumbl friends is indeed
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much higher than between “normal” Facebook friends. In
fact, on average a user communicates about 10 times more
often with a Stumbl friend.

These are only preliminary results and the matter requires
further research. However, already with the present data
we can point out some implications. First, the finding that
communication is more “local” than social connections is
a strong argument in favor of opportunistic networks. In
the future, more detailed analysis could provide answers to
where opportunistic network are useful and in which cases
infrastructure is required (i.e., for combined opportunistic
and infrastructure networks). Second, in order to model data
traffic in opportunistic networks, we should consider that
pairs with strong mobility ties are more likely to communi-
cate. Thus, realistic traffic models should be combined with
realistic mobility models.

IV. CONCLUSION

We have presented Stumbl, a Facebook application to
collect contact, social and interaction graphs for the same
set of users. Stumbl automatically collects interaction events
using the Facebook API and relies on user reports about
the type of their social relationships and the face-to-face
meetings.

The analysis of the dataset from a preliminary experiment
has revealed that all three dimensions of tie strength depend
on each other. (1) The type of social tie (friend, family,
colleague or acquaintance) has strong impact on context,
duration and frequency of meetings. Consequently, we argue
that having this information is valuable information for
instance for opportunistic routing protocols. (2) The number
of Facebook communication events differs for different
relationship ties, a fact which should be considered when
modeling traffic in opportunistic network. (3) People use
communicate preferentially with friends they also have face-
to-face meetings. Thus, communication ties are more local
than social ties.

In the future, we plan to run bigger Stumbl experiments
with more participants. The challenge is to provide incen-
tives to the users to regularly report true data about their
face-to-face meetings. Using game mechanisms, if designed
carefully, could be a promising approach to spread the
application.
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ABSTRACT
Recent events (earthquakes, floods, etc.) have shown that users
heavily rely on online social networks (OSN) to communicate and
organize during disasters and in their aftermath. In this paper, we
discuss what features could be added to OSN apps for smart phones
– for the example of Twitter – to make them even more useful for
disaster situations. In particular, we consider cases where the fixed
communication infrastructure is partially or totally wiped out and
propose to equip regular Twitter apps with a disaster mode. The
disaster mode relies on opportunistic communication and epidemic
spreading of Tweets from phone to phone. Such “disaster-ready”
applications would allow to resume (although limited) communica-
tion instantaneously and help distressed people to self-organize un-
til regular communication networks are functioning again, or, tem-
porary emergency communication infrastructure is installed.

We argue why we believe that Twitter with its simplicity and
versatile features (e.g., retweet and hashtag) is a good platform
to support a variety of different situations and present Twimight,
our disaster ready Twitter application. In addition, we propose
Twimight as a platform for disseminating sensor data providing in-
formation such as locations of drinkable water sources. Eventually,
we propose to rely on interest matching to scale Twitter hashtag-
based searches in an opportunistic environment. The combination
of these features make our opportunistic Twitter the ideal emer-
gency kit in situations of disasters. We discuss and define the main
implementation and research challenges (both technical and non-
technical).

1. INTRODUCTION
Due to their wide distribution, online social networks (OSN) like

Facebook and Twitter have recently been adopted by their users as
communication tools in times of disasters, both natural and man-
made. Not only were they used for sharing information and pro-
viding instant updates to the rest of the world, but they were also
found effective in connecting and organizing the people directly
affected by the disaster [1]. However, today’s most wide spread
OSNs were not explicitly designed to support disaster communi-
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cations and lack some features which could improve their value in
such situations.

In particular, we here consider situations where communication
network infrastructure is partially or totally destroyed – for exam-
ple by natural forces like earthquakes or floods. Such breakdowns
of cellular and fixed data services render OSNs, which require con-
nectivity to the servers, completely useless. Temporary deploy-
ments of wireless mesh networks [2] have been proposed for dis-
aster relief. However, the nodes for building a wireless mesh net-
works have to be distributed first and then deployed. This requires
access of an emergency response team to the disaster area. We
can imagine that such an operation, even if the emergency response
forces are well equipped and trained, takes at least a few hours (in
case of difficult terrain maybe even days) to execute. Also, it is dif-
ficult to get a complete coverage without careful planning. Hence,
during these first hours after a disaster – the most critical time in
which many lives can be saved – people are left on their own, with-
out any means of communication to organize themselves. Using
satellite communications, suffers from the same setup time since
satellite phones are not usually readily available to regular people
in disasters.

Other researchers have proposed the use of delay tolerant, ad hoc
networks [3, 4] as a means of communication in disaster response.
Building on these ideas, we present in this paper a very practical ap-
proach for augmenting the users’ smart phones to emergency kits:
Extending the mobile online social networking apps with a special
disaster mode. Since most smart phone users have already installed
such applications, this extension would make a simple yet effective
communication solution which could be used immediately after the
breakdown of network infrastructure. The disaster mode is simply
an additional feature which can be enabled by the user to start op-
portunistic communication [5, 6]. Instead of relying on existing
opportunistic protocol stacks (DTN2 [7], Haggle [5], (PodNet [6]),
we decided to rethink the design from scratch from an application-
oriented point of view in a specific context, i.e. Twitter in disaster
situations. This gives us more flexibility but, by no means, means
that we will not borrow principles or features from these stacks.

Twitter, in the recent past, has proven to be a highly useful com-
munication platform in emergency situations [1]. We believe that
there are three main reasons why Twitter is particularly well suited
for such situations:

1) While Facebook (and other OSNs) focus on connecting users
to their friends in relatively narrow circles of users, Twitter is by de-
fault open and public: Tweets can be accessed by anyone, not only
friends, via the Twitter search feature or by searching or follow-
ing a hashtag (a keyword marked with a preceding #). This fosters
communication among users interested in a certain topic (e.g., a
specific natural disaster) even across circles of users. 2) Twitter’s
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simplicity (for example messages are restricted to 140 characters
at a time) make it a versatile platform for many different situations.
Twitter’s evolution has shown that users are creative in adapting the
service for different needs e.g., the invention of hashtags, retweets,
URL shortening services, etc. However, it is difficult to foresee the
exact users’ needs for a certain usage, hence, a flexible service is
beneficial. 3) The service is widely used already today, and user
numbers are increasing fast.

We have extended and implemented a disaster mode for an open-
source Twitter client for smart phones.

Summarizing, our contributions are the following:

• We discuss in detail a potential disaster scenario (Section 2)
and derive from it the most important user needs in situation
of distress.

• We describe the design and prototype of Twimight, our disas-
ter Twitter client. It behaves like a normal Twitter client but
with a “disaster mode”, enabling opportunistic communica-
tion where tweets spread epidemically (Section 3).

• In addition to the Twitter disaster mode, we propose to use
Twitter as a vector for disseminating sensor data about the
user and the environment (Section 4).

• An interest matching service to enable more efficient spread-
ing of tweets based on hashtags is described (Section 4).

Further, we discuss technical as well as non-technical challenges
that still need to be addressed in light with state-of-the-art network-
ing research (Section 5).

2. SCENARIO AND USER NEEDS
In the following we set the scene of an imaginary disaster at

large, and then specifically from the point of view of a victim. We
try to foresee how opportunistic networking could support commu-
nication and sensor data dissemination in such a situation. From
the scenario, we derive the basic user needs that must be fulfilled
by our Twitter client.

Assume a disaster scenario, as it happened in the Fukushima re-
gion in spring 2011, where a huge earthquake was followed by a
tsunami. Such a disaster leaves thousands of deaths and ten times
more homeless. Family members are separated and isolated from
each other. Some of them escaped to safe places while others may
be stuck in demolished buildings.

The fixed telecommunication infrastructure is fully or partially
wiped out, including the cellular systems and 802.11 access points.
The power infrastructure may as well be completely down. Roads
and rails are closed down or only usable for emergency vehicles.
The surviving infrastructure quickly becomes congested by the in-
formation storm that follows on a disaster and may run into a halt.

Distressed people try to comprehend the disaster and to find their
family and friends. Relatives outside worry about the wellbeing of
their family members. Emergency organizations try to organize
first aid. Media want to report from inside the disaster area. In
short, there is a need for an enormous acute information exchange.

A survivor of a disaster will find himself, in the best case, with
a mobile phone but without any cellular coverage. The social net-
works Facebook and Twitter, used for keeping in contact with fami-
lies and friends require infrastructure communication networks and
do not work. Yet, there is battery energy in the phone that can be
used for communication with other phones over WiFi and Blue-
tooth in the local area. Also, the GPS positioning is working and
people can therefore obtain their exact position.

In our scenario, Mr Survive, activates the disaster mode on his
mobile smart phone. The phone detects that there is no infrastruc-
ture and therefore switches on opportunistic networking via WiFi,
Bluetooth and cellular. Social media now run in distributed mode
without server support. Mr Survive first wants to find his family
members and therefore sends tweets asking about the location of
his relatives, geo-tagged with his current position. Such messages
are opportunistically exchanged with other people he meets in the
local area over Bluetooth or WiFi. If a recipient of a tweet has rel-
evant information (e.g., received tweets from Mr Survive’s family
members) she replies to the initial tweet to help reunite them. Mr
Survive will do the same for others. In our scenario Mr Survive
will eventually get Twitter messages from his family members that
they are safe with their positions.

While he is moving his way through debris he meets an emer-
gency team that let him use their satellite communication channel
to update all his collected tweets to the centralized server and down-
load incoming tweets to people believed to be in his proximity -
given his current position.

After he knows that his family has survived he wants to under-
stand where he could get help. He wants to know where there is
fresh water, distribution centers of food, where he can charge his
phone, safe shelters and other primary needs. This information is
opportunistically exchanged with other people he meets and even-
tually matched with messages that offers what he is looking for and
the position of the facilities. Mr Survive also decided to subscribe
to tweets about disaster news and weather forecasts to get a better
understanding of the larger situation.

When he met the emergency team he was given a water sensor
that could differentiate between fresh, polluted and hazardous wa-
ter. While wading through water drenched terrain his sensor con-
tinuously collects information about the water quality and detects
areas of hazards. This information and the precise locations are col-
lected by the smart phone and the positions of hazard water as well
as type of pollutions are tagged. When Mr Survive got the alarm
about the water he also decided to take a picture of the area that is
also attached to the tag. This information is then opportunistically
distributed to other people that he meets so that they get a warning
if they are approaching the area. A map of the water hazards will
also assist emergency teams in their efforts and priorities.

From the disaster scenario described above, we can derive the
most important user needs in situation of distress:

• #1: Let someone know that you are safe (and at what given
location) and to ensure that close relatives are safe.

• #2: Pairwise communications with relatives.

• #3: Reach an emergency response agency.

• #4: Location of food, water, shelter, charging stations, etc.

• #5: Location of damages, evacuation routes, road closures
and hazards.

3. TWITTER IN DISASTER MODE
In the following, we will first list the new requirements imposed

to Twitter to fullfill the user needs in disaster and emergency situa-
tions where the telecommunication infrastructure is wiped out. We
then describe the implementation of our “disaster ready” Twitter
client Twimight1. In particular, we focus on how we have integrated
opportunistic communication.
1Available for download (requires Android 2.3.3 or newer) under
http://code.google.com/p/twimight/

 
42



3.1 Application Requirements
In the immediate phase after the disaster survivors will try to use

Twitter to organize their most urgent needs. Users would expect
their Twitter to work as usual. Therefore, adding new features to an
opportunistic Twitter should be limited as much as possible to avoid
any additional confusion. The inevitable network setup change
from an almost real-time centralized Twitter to a delay-tolerant and
distributed Twitter should be as seamless as possible. Besides, we
strongly believe that the human ability to adapt and self-organize in
such situations is unique and that simple communication functions
or primitives rather than more complex ones should be provided.
Our Twitter in disaster mode should thus be designed accordingly.

Yet, there are multiple technical challenges raised compared to
the original server based Twitter, mostly because we are moving
from a centralized solution to a delay-tolerant and distributed Twit-
ter. Users will no longer need Twitter to send their tweets to their
followers but rather tweets of global value should be spread to ev-
eryone. Epidemic spreading is definitely the best solution provid-
ing the highest reaching degree and lowest delay but at the cost of a
overhead. This overhead will increase with the number of contacts
and generated tweets. However, since tweets are only 140 charac-
ters, scaling issues are more likely to happen at the human level
and its capacity to digest all global tweets. We will discuss scaling
issues in Section 4 and 5.

3.2 Prototype Implementation
We have implemented Twimight as a disaster ready Twitter client

in Java for the Android operating system. Figure 2 gives an overview
of the two modes of operations, normal and disaster, which we de-
tail next. Twimight accesses user data using OAuth and the Twitter
API after the user grants access to Twimight by logging in with its
Twitter credentials.
Twimight in Normal mode: Twimight supports most basic Twitter
functionality like showing a timeline (i.e., the most recent tweets
of the followed users), sending tweets, re-tweeting and replying to
and setting favorites, direct messagges etc. In normal operation,
Twimight queries Twitter for new tweets every 2 Minutes. The
tweets obtained from the queries are cached locally in a SQLite
database. Figure 1a shows the timeline in normal operation and the
actions a user can take.
Twimight in Disaster mode: Twimight has a checkbox in the set-
tings menu to enable the disaster mode as shown in Figure 1b. The
normal Twitter client functionalities stay the same but now rely on
opportunistic communications. Upon enabling the disaster mode,
the tweets of the user are internally assigned the special status of
disaster tweets. They are stored locally in a separate table for op-
portunistic spreading and later publication to the Twitter servers
whenever connectivity is detected. Disaster tweets are highlighted
in red on the user interface (Figure 1c) to mark them as important.

In disaster mode, the device maintains the CPU awake acquir-
ing a wake lock and periodically scans for reachable Bluetooth de-
vices. The scanning interval has been set to 2 minutes ±U [0, 20]
seconds. It represents a tradeoff between energy consumption and
delay as a longer scanning interval would miss short connection
opportunities. The interval has been randomized in order to avoid
interference and decrease the probability of scanning collisions.
We choose Bluetooth for opportunistic communication, because in
spite its limitations (cumbersome pairing, etc.), it offers an accept-
able trade-off between battery lifetime and service provided. An-
other big benefit is that it can be used without rooting the Android
devices. Adding alternative ad hoc communication methods such
as WiFi Ad Hoc and WiFi-Opp [] is planned for the future.

Once two phones are close enough to connect to each other, they

exchange the new disaster tweets, thereby spreading them epidem-
ically. The data exchange is controlled by a simple communication
protocol divived into two phases: the Hello phase and the Data
phase. During the former, nodes try to find out what tweets they
are respectively lacking. When two nodes meet for the first time,
the Hello packet contains the timestamp of the most recent tweet
belonging to the other peer. The reason for this is that a node might
already have some tweets belonging to the other peer that could
have been received indirectly (multi-hop). Sending the timestamp
requests the tweets which were published after this time. It can help
to decrease the amount of tweets sent by selecting only the miss-
ing tweets hence reducing battery draining and connection time.
For successive encounters with this peer, the timestamp of Hello
messages is no longer used and instead the incremental number of
tweets seen in the previous encounters is sent. After receiving the
Hello packet the Data phase begins and the nodes start preparing
the data to be sent to the other device. According to the informa-
tion received, only the new tweets will be sent. Those are serialized
by an Object Output Stream into packets and sent over the radio
channel using the Bluetooth socket. Upon receiving a data packet
the devices start processing it in order to extract all the tweets and
direct messages and they are added to the local database. In case
something unexpected happens, the socket connection is closed by
default after 8 seconds.
From Disaster to Normal mode: As soon as connectivity to the
Twitter servers is re-established, the disaster tweets sent (or retweeted)
by the user are published to the Twitter server.
Modular plugin architecture: Eventually, Twimight is flexible
and extensible with plugins. One plugin example is described in
the next Section and consists of automatically spreading sensor data
when in disaster mode. The communication between plugins and
Twimight is done by broadcasting intents into the Android system.
Twimight has a plugin listener to catch those intents and extracts
the information they are carrying which are then processed (e.g.,
send broadcast tweet with extracted information). To prevent mali-
cious applications from using this mechanisms to send tweets, we
have custom defined permissions which have to be granted to the
plugin application.

To validate the implementation, we ran first experiments in our
office environment, proving that everything works as expected.

4. SUPPORTING APPLICATIONS
In this section we present two supporting applications for the

opportunistic Twitter. The first distributes sensor data with tweets,
thus providing additional information about the user’s environment.
The second increases the efficiency of the opportunistic spreading.
Both applications run autonomous without requiring user involve-
ment and do not modify the opportunistic Twitter behaviour.

4.1 Spreading of Sensor Data over Twitter
While the format of tweets allows for a wide variety of messages

and images, they are typically user generated, related to social life,
interests, etc. We extended Twimight to automatically tweet sensor
data when in disaster mode. Sensor data can easily be formatted
into tweets, do not require user interaction, and provide additional
information about a user’s environment. This information can be
useful by itself to get the context of a person, but it can also be put
into a larger context by combining sensor data from other users and
crowdsourcing [8, 9].

Inferences about human activity, location and social events has
been shown feasible on mobile phones by mobile and participatory
sensing applications using microphone, accelerometer, gyroscope,
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(a) Normal timeline and
tweed context menu.

(b) Enabling disaster
mode.

(c) Timeline with high-
lighted disaster tweet.

(d) Sending tweets in dis-
aster mode.

Figure 1: Twimight screenshots.

Db

Twitter Servers

Twitter Client

Internet

1

2

3

4

5

(a) Normal operation.

Twitter Servers

Internet

1

1

2

3

4

5

Db

Ad Hoc 
Communication 
(Bluetooth)

(b) Disaster mode operation.

Figure 2: Two modes of operation. Continuous blue lines mean normal operations. Dashed red lines refer to attempts in disaster mode,
whilst continuous red lines means operations that are performed without problems in disaster mode.

camera, network interfaces, GPS, and other sensors built into or
attached to modern mobile phones [10, 11]. In our prototype we
provide a stream of aggregated sensor readings from accelerometer
and microphone with a moderate update interval of a few minutes
combined with intermediate updates on significant changes. The
sensor readings are aggregated and translated into activity states
{motionless, stationary, going, running} and environment informa-
tion {silence, voices, car, noisy, fire} respectively (to cope with
the asynchronous nature and the message format of Twitter). The
purpose to generate a periodic stream of sensor readings is to pro-
vide a sign of life. As a proof of concept, the states are decided
upon statistical properties of the (low pass filtered) data; updates
are triggered on a consistent state change to avoid flip-flopping. In
the future we hope to apply more sophisticated data processing,
optimize for energy consumption, and to interface with external
sensors more specific for disaster situations like carbon dioxide or
water quality sensors.

The sensing is implemented as a Twimight plugin in the form of
an Android Service that gets started when the disaster mode is en-
abled. Synchronization with Twimight is done using system-wide
broadcast announcements. If location information is available on
the phone (e.g., by the means of GPS readings), then the sensing
tweets are geo-tagged as supported by the Twitter message format.

4.2 Interest Matching
Twitter’s hashtags allow users to follow specific topics of inter-

est. A centralized server does the user matching requests between
tweets and hashtags. In an opportunistic setting, there is no central-
ized server and the matching must be done locally on each smart
phone, either manually by the user or assisted by a supporting ap-
plication.

In straightforward epidemic spreading all smart phones will get
all tweets and local searches on tweets can be performed. In reality
a replicated distributed database of tweets is created although with
inconsistent states and many redundant updates. This is efficient as
long as the number of tweets are limited. The problem are not the
sizes of the local databases or the search mechanism but the time
available for an exchange of tweets when two users meet. This time
could be a few seconds when walking people meet each other using
Bluetooth for opportunistic contacts. The time will eventually not
be long enough to exchange all tweets collected by the each node.

One way to make this more efficient is to first exchange all hash-
tags and thereafter only exchange the tweets and messages the other
party is interested in. This interest selection could be done manu-
ally by the user inspecting hashtags and using retweeting, but will
not scale up. Tweets that a user is not interested in will also not
simply be exchanged and means that tweets that a third party is in-
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terested in will not be exchanged when two users meet. We want
smart phones to act as mules and carry tweets for other parties. It
is, for example, needed in our scenario when a user needs to find
family members as soon as possible. Retweeting is in some way a
manual forwarding of tweets of interest for third parties, but does
not scale up.

To scale further, epidemic spreading of tweets in opportunistic
networks must therefore be combined with priority rules on what
should be exchanged first at a meeting when there is a limited band-
width*time product. A "last in first out" rule that prioritize fresh
data might make sense but does not profit from knowledge about
the hashtags. Instead, we believe a data centric approach should be
used that match hashtags with user interests. For example, a hash-
tag for request of immediate help should have priority over other
hashtags.

We propose that when two users meet their smart phones first
exchange their users interests’ in the form of their hashtags but not
any tweets until they have been ranked. By successively collecting
these user interests and identities from meetings, a node can build a
map or graph of other users interests’. By exchanging these graphs
with each other the opportunistic nodes gradually build more and
more complete graphs of users and their interests in the neighbor-
hood. The idea is similar to link state routing protocols when each
node collects the link connectivity seen from other nodes by send-
ing it further and in that way builds a routing table.

Given the knowledge on the level of interests in hashtags and
how important they are, the meeting nodes could rank the potential
tweets to be exchanged when there is only time for a limited num-
ber of exchanges. This will take off the burden from the user to
select tweets to exchange but still give her the ability to manually
re-tweet and give priority to specific hashtags.

From the interest graph it is also possible to deduce who has
met whom and use that information to identify mules (nodes) that
are likely to propagate tweets towards the users interested in them.
Likewise, the information could be used to rank hashtags for ex-
change with respect to the level of user interests interpreted from
the graph. We have shown in previous work [5], that data spread-
ing through interest groups (such as described above) increases the
performance of opportunistic forwarding, including epidemic for-
warding.

Also from the graph, more informative decisions could be taken
on what tweets to discard when buffers fill up on smart phones. In
a recent paper [12] we show that smart data dropping decisions
also lead to better utilization. The results show that dropping data
based on replication yields the better delivery ratio and the lowest
forwarding overhead compared to dropping on the lowest interest.

5. DISCUSSION
Here, we discuss the main technical and non-technical challenges

of an opportunistic Twitter used in a disaster and emergency situ-
ation. We also review state-of-the-art research from ad-hoc to op-
portunistic delay-tolerant networking and their suitability. We give
some research directions in unexplored fields.

5.1 How to Fully Exploit Twitter Functionali-
ties in Disaster Situations

First, let us consider an interesting Twitter emergency use case.
It has been reported that people in the US tweeted for medics in-
stead of dialing 911 in emergency situations. Furthermore, these
users were explicitly requesting retweets from people having medics
as their followers. The retweets would hence result in a search
for medics on the Twitter follower graph, or in other words, the
retweet function was used as a human-based collaborative search

and filtering function on the Twitter social network. Such emer-
gent behavior is also likely to be exhibited in opportunistic Twitter
environments. The question now is how this could be supported
technically with opportunistic communications while still taking
the most out of Twitter’s basic functionalities i.e., hashtags and es-
pecially retweets in the context of disasters.
On Scaling Network and Human Capacities: To ensure the reli-
able dissemination of tweets to the greater number, the use of epi-
demic spreading is mandatory at first. With the epidemic dissem-
ination of tweets, not only do we potentially use a lot of network
resources but victims of a disaster can also get overwhelmed with
the number of received tweets that are displayed in their timeline.
There are hence clear needs to scale such dissemination both at the
network and human levels. We detail next how this can be achieved.
The case of Retweets: In a first phase, immediately after the dis-
aster, one can exploit the human expertise and knowledge with
retweet featuring a human-triggered dissemination: tweets of peo-
ple looking for someone or a shelter could be disseminated with
a limited range and only retweets would trigger another dissem-
ination further extending the geographic scope of a disseminated
tweet. For example, the dissemination of a tweet with informa-
tion about a shelter location could be limited to, say a 5 km radius
from the shelter. Someone coming from outside this 5km dissem-
ination range might know about a shelter which was announced
further away. When reading a request for shelters, this person can
retweet the shelter announcement. In this way, this person acts
both as a tweet mule and provides a human-triggered extension of
the dissemination of tweets. Many ad hoc protocols have consid-
ered lookups of increasing range to scale but we clearly see that
with Twitter the human dimension has completely been overlooked
while it can play a key role in scaling lookups.
The case of Hashtags: Later on, when people have organized, in-
formation can be filtered by interests and expertise. Medics located
at different field hospitals would communicate with each other about
drug supplies, available beds, etc. Such communications could still
rely on epidemic spreading at first but in order to provide relevant
information, the medics’ timeline should display only the tweets
filtered by hashtags (#drugs, #beds). Assuming that all tweets are
spread epidemically and hence stored in the local tweet database,
filtering by hashtag would only display the recently matching re-
ceived tweets. In order to reduce the dissemination overhead, one
could resort to interest-based multicast groups. So, in addition to
geographic location, the hashtags used in tweets could also be used
to further consolidate the network with multicast groups based on
hashtag-based matching as proposed in Section 4. Note eventu-
ally, that tweets should also be prioritized (to ensure most important
tweets are forwarded in case of short contacts) and energy saving
strategies are also of fundamental importance in such situations.
The case of Direct Messages: In a similar way, we can leverage
the epidemic spreading process to also disseminate the geographic
position of people (as described in Section 4). Once enough posi-
tions have been disseminated, unicast communications (i.e., Twitter
Direct Messages) using geographic routing could be supported in a
more scalable way avoiding to flood the all network to reach a des-
tination. Such scenario challenge the usefulness of classical uni-
cast delay-tolerant network routing protocols. However, the ideal
routing protocol is probably an hybrid protocol exploiting the re-
spective advantages of geographic forwarding [13], Fish-eye State
Routing (FSR) [14], Spray and Wait [15], ProPHET [16] and Sim-
Bet [17].

5.2 What are we still missing?
We are still missing mobility traces in disaster situations. This
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could help better designing protocols but also evaluating empiri-
cally such protocols by replaying such traces. Of more general
interest, we also wonder what the reaction of users will be to delay.
We discuss these two issues next.
On Connectivity and Mobility during Disasters: A major un-
known is mobility patterns in such situations. What if mobility is
hindered such as during the recent floods, which occurred in News
Orleans and Queensland. In the former, a urban environment, one
can expect connectivity because of the high population density. In
the latter, limited mobility and the low population density might
lead to a very sparse topology and infrequent connectivity. In the
end, density and mobility clearly drive how information dissemina-
tion would perform hence the need for such measurements. Since
such information will probably be very hard to collect, protocols
must be able to handle a wide variety of situations.
User Reaction to Delays: Until now, we have not considered hu-
man reactions to an opportunistic Twitter which by definition would
incur delays. We can legitimately ask ourselves what would be the
layman reaction to such delays? Would the reaction of a distressed
victim be the same? These are fundamental questions that could
be answered by experimental psychological studies with voluntary
guinea pigs. Those questions could also be partially answered by
polling the users of the N4C DTN infrastructure [18] in Lapland.

To summarize, our approach is a top-down approach with our ap-
plication being designed with emergency and disaster situations in
mind. Yet, with the lack of data about such situations and their di-
versity, it is hard to take any design decisions for they might not be
adapted once in situ. This is why we decided to rely on an existing
social networking application which provides simple features hu-
man beings can grasp and exploit (i.e., tweets, retweets, hashtags).
On the technical side, this calls for thinking in terms of system de-
sign or how to provide simple features that collectively give rise
to emergent properties of self-organization (e.g., world wide web).
This also calls for online optimization algorithms which would in-
fer situations and adapt parameters accordingly, the goal being to
avoid any fixed parameter in any routing algorithm [19, 20].

6. CONCLUSIONS
In this paper, we proposed an opportunistic Twitter as the ideal

emergency kit in situations of disasters or emergencies where the
fixed telecommunication infrastructure is down. We have imple-
mented Twimight, a Twitter android application relying on oppor-
tunistic communications to spread tweets and sensor data in an epi-
demic fashion. Putting Twimight in such context and relying on
opportunistic communications, we have found many technical and
non-technical challenges that needs the community’s attention. We
plan to experiment our prototype in the field during the 3 days im-
mersion in the Jungle of ExtremeCom 2011 - The Amazon Expedi-
tion to collect technical and user feedback. We hope to demonstrate
the usefulness of Twimight to all participants.
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This appendix describes the features of the CAMEO stack. 
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Abstract—Opportunistic Mobile Social Networks represent
the emerging trend in mobile applications combining the novel
paradigm of opportunistic networking with the need of users
to generate and share contents anywhere and anytime. In this
demo we present a real implementation of a context-aware mid-
dleware for the development of optimized opportunistic Mobile
Social Networks. To highlight the advantages of this platform
we present also an innovative application for tourists aimed at
enriching the touristic experience with useful information and
virtual social interactions with other users.

Keywords-opportunistic networks, Mobile Social Networks,
context-awareness, user-generated content, content sharing

I. INTRODUCTION

Due to the join of emerging trends like opportunistic
communications and the generation of multiple contents
by users in a participatory way, a new class of mobile
applications has born in order to create new and on-demand
virtual networks among users. This class of applications,
identified as opportunistic Mobile Social Networks (MSN)
[1], exploits opportunistic communications to establish new
social interactions among users characterized by common
interests, making them able to share content, experiences,
and open discussions on several topics.
Currently the attractiveness of an application domain is

identified by its potential impact on the final users and on the
entire society, creating smart services able to support users
in everyday activities, to improve their social interactions,
and to provide customized useful information. Opportunistic
MSN address all these requirements in several application
domains, from personal healthcare to environmental moni-
toring and urban sensing by implementing the main concepts
of context- and social-awareness. The core of this scenario
is represented by the ensemble of a user and her mobile
devices and all the context information that characterize
them. Specifically, the notion of context consists of the
set of information characterizing the user (e.g., in terms
of user’s profile, interests, mobility patterns), her devices
(e.g., information related to device’s internal resources like
sensors), the applications running on the devices (content
produced and shared by an application), and the surrounding

This work was partially funded by the European Commission under the
SCAMPI (FP7-FIRE 258414) project.

environment (e.g., collected by external sources like fixed
sensor stations). To correctly exploit context information,
opportunistic MSN applications are characterized by a set
of basic functionalities, independent of their application
domain: (i) the collection and management of the local
context of each node, (ii) the creation of a social context
of each node obtained through the exchange of context
information among physical neighbors, (iii) the maintenance
of a historical profile of the social context, in terms of
information of previous encountered neighbors, (iv) the
elaboration of all the context components to optimize ap-
plication’s features in opportunistic networks. In order to
provide a common platform for the development of this
kind of applications we propose CAMEO, a Context-Aware
MiddlEware for Opportunistic MSN, that provides the basic
functionalities for context management in addition to a
set of optimized services and protocols for opportunistic
networks (e.g., context-aware forwarding protocols). In this
demo, we present the implementation of CAMEO and an
example of opportunistic MSN application designed mainly
for tourists, aimed at improving their experience visiting a
touristic location exploiting opportunistic communications.
Both CAMEO and the application, called Tourist-MSN, have
been implemented on Android 2.2 smartphones.

II. CAMEO: CONTEXT-AWARE MIDDLEWARE FOR

OPPORTUNISTIC MSN

CAMEO is a middleware platform focused on the man-
agement and elaboration of context information both to
implement a set of optimized services for opportunistic
networks (like forwarding protocols) and to support the
optimized development of context-aware applications. As
shown in Figure 1, CAMEO is represented by two packages:
Local Resource Management Framework (LRM-Fw), aimed
at implementing features related strictly to the interaction
with the local resources of the device, both hardware (e.g.,
embedded sensors, capacity, battery, wireless interfaces) and
software (e.g., communication primitives and programming
libraries); Context-Aware Framework (CA-Fw), aimed at
storing, elaborating and disseminating all the context infor-
mation in addition to the definition of optimized forwarding
protocols.
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The first step in CAMEO is the collection and manage-
ment of the local and social context of each node. To this
aim, CAMEO CA-Fw implements a beaconing procedure
for the dissemination of context information among 1-hop
neighbors. In order to avoid the periodical dissemination
of a huge amount of information, CAMEO implements an
optimized procedure based on the identification of context
components through hash values. The Beaconing module
periodically sends on the network the hash values of the
context components of the local node (related mainly to the
user profile and the applications’ context) and receives those
of the neighbors. If there is no correspondence between
the received hash value and the current version of the
context of the same node stored by CAMEO, the current
version of the context will be directly required to the source
node. Therefore, through the beaconing procedure each node
becomes aware of its neighbors and their context.
Each application or CAMEO internal service that wants to

exploit this data to optimize its features will specify the type
of information it is interested in and a customized evaluation
algorithm defined as context-based utility function [2]. For
example, in case of a context-aware forwarding protocol,
the Forwarding Manager requires to the Context Manager
to analyse context information of the current neighbors to
evaluate the probability of each node to deliver a message
to its final destination selecting the best next hop for that
message.
To support an easy and optimized development of context-

and social-aware opportunistic MSN applications, CAMEO
defines an API through which it interacts with each appli-
cation developed on top of it. Specifically, it establishes an
interprocess communication (IPC) channel with each appli-
cation in order to collect its context information and send
its messages on the network when required. It defines also
a callback interface with each application to notify it when
specific events occur following a publish/subscribe protocol.
In addition, in order to collect information related to the local
user (information that does not depend on the execution
of specific applications), CAMEO interacts with the User
Profile Module, which requires the user to initialize her pro-
file with some (optional) information and to authorize their
distribution on the network1. Finally CAMEO interacts with
the Android platform in order to collect information related
to internal resources for a local elaboration and to establish
communication channels on the network. Since CAMEO
must support multiple concurrent applications, we decided
to implement it as an Android Service. Then, opportunistic
MSN applications, developed on top of CAMEO, have been
implemented as Android applications. A single instance of
CAMEO, running on a separate process, is shared among

1In this work we do not address privacy and security issues related to
users’ personal information. In the demo we require to the user to insert
non-sensitive information and we inform them of the limited dissemination
of their data.

Figure 1. CAMEO software architecture.

all the applications. To support the communication between
CAMEO and the applications, we exploited an Android
Java proxy class implementing the transfer of Parcelable
objects between processes as IPC paradigm. In addition,
AIDL (Android Interface Definition Language) has been
used to define the callback interface to each application for
the event notification. As far as the management of context
information we decided to model each context data as a
< key, value > pair. This requires an a priori definition of
context information involved and their possible values but,
at the same time, it simplifies the elaboration of those data
and the implementation of context-based utility functions. To
better understand the impact of CAMEO on real application
scenarios, we describe in the next section an example of
opportunistic MSN dedicated to tourists.
III. TOURIST-MSN APPLICATION FOR OPPORTUNISTIC

NETWORKS

In the era of Internet and Online Social Networks, tourists
are even more autonomous in planning their trip and sharing
their experiences on the Web after their visit. Tourist-MSN
is designed to improve the touristic experience during the
visit, anywhere ad anytime, collecting and sharing useful
information and content without requiring a stable Internet
connection but simply establishing opportunistic communi-
cations with other users and their devices, both tourists or
not. Let us consider a couple of people (Alice and Bob)
visiting Rome; before leaving they planned to visit several
attractions in few days trying to optimize their time. While
they are moving around the city they encounter several
people and other tourists that have just visited some of
those attractions and with interesting and useful informa-
tion (e.g., ”At 3PM there was 2 hours queue to visit the
Colosseum”). A context-aware dissemination of this kind
of information can help Alice and Bob to re-schedule their
visit, further optimizing their time. The same principle can
be applied to other information like restaurants, museums,
public transportations. For example, Charles had a dinner
in a famous restaurant yesterday evening but the food was
not very good and he decided to post that information
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on his profile. Alice and Bob can declare their interest
in collecting information about restaurants in the city to
plan their dinner and while they are moving they encounter
Charles. Even without a direct interaction among users, their
devices exchange information related to interests and shared
posts so that Alice and Bob can decide not to include that
restaurant in their plan. In addition, a user could need to ask
more information about a specific topic to other users even
without directly knowing them. In this case the application
can allow users to create a chat on a specific subject or
to join an existing chat in order to obtain more detailed
information in a quasi real-time fashion. Due to the nature of
opportunistic networks, the management of a real-time chat
can be developed only among 1-hop neighbors, while in case
there are no strict delay constraints in the recovery of specific
information, we can exploit the mechanism of asynchronous
posts on the same topic to extend the request to all the
interested users or those who can have that information.
Therefore, Tourist-MSN is an opportunistic MSN application
characterized by multiple contents: textual posts of users
related to a specific location, attraction, service or topic;
posts enhanced with pictures and/or videos to improve the
user visualization of a content; chat discussions and related
topics. These contents and their attributes, in addition to
user’s preferences and interests for this specific application,
represent the Tourist-MSN context, which is further enriched
with other information collected by CAMEO and related
mainly to the user’s profile (i.e., general information about
the local user, her interests and habits) and the local device
and its resources. In this specific application the elaboration
of context information can provide the following optimized
features: (i) identify users in the social context interested in a
specific content, post or discussion; (ii) disseminate selected
contents to interested users; (iii) generate ratings of available
contents depending on the local user’s interests; (iv) establish
discussion forums with other users. In addition to these
features, Tourist-MSN can evaluate through CAMEO the
historical profile of the social context of each node to
identify interesting contents for users that are not in the
current physical neighborhood of the local node. In this
way, in case the local device has enough resources, the
application can implement a preventive download procedure
by hosting on the local device some content, making them
available to other nodes that could be encountered again in
the next future. This represents an example of implementa-
tion of social-oriented policies for content dissemination in
opportunistic networks [2].

IV. RELATED WORKS
Several context-aware frameworks have been proposed in

literature but only few of them are designed for pervasive
opportunistic environments and they do not provide a general
architecture for the management and elaboration of multiple
context components. In a previous work the authors pro-
posed the implementation of the main concepts of context-

and social-awareness in the framework of FET-SAC Haggle
project, based on the definition of a data-centric event-driven
architecture to support multiple services for opportunistic
networks (from forwarding to resource management and
heterogeneous connectivity) and applications. This architec-
ture was completely layer-less. Each protocol exploited a
Publish/Subscribe mechanism to register their interests in a
specific event and to be notified when it occurs (e.g., new
neighbor event, new resource available, application message
request). In order to guarantee as much generality as possible
in the definition of protocols, services and applications,
Haggle architecture provided general interactions among all
its components. However, the excessive modularity of the
software design resulted in a overload of internal messages
that affected the scalability of the system in terms of number
of involved nodes and number of concurrent services active
inside Haggle [2]. Another example of mobile system archi-
tecture for opportunistic networks is provided by [3] defining
a middleware for opportunistic applications developed on top
of Android 1.6. It is a preliminary solution implementing
basic opportunistic networking services such as epidemic
routing to allow multi-hop communication between nodes,
not addressing context management issues.
Based on the lessons learned from previous works [4], [2],

we decided to design and implement CAMEO as a light-
weight and modular software architecture able to manage
a multidimensional notion of context and addressing the
requirements for an optimized and easy development of
Mobile Social Networks applications.

V. DEMO HIGHLIGHTS
During this demo attendees will be able to run CAMEO

and Tourist-MSN on Google Nexus One smartphones. The
application will show the exchange of context information
among neighbors, visualizing the list of neighbors and
shared contents; users can create and disseminate posts,
comments on pictures and create or join a chat to discuss
about a specific topic. From the technical point of view,
the demo will show the reliability of the system in case of
intermittent connectivity and the implementation of multiple
functionalities of both CAMEO and Tourist-MSN applica-
tion. REFERENCES
[1] M. Conti and M. Kumar, “Opportunities in Opportunistic

Computing,” Computer, vol. 43, no. 1, pp. 42–50, 2010.
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“Context-and social-aware middleware for opportunistic net-
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APPENDIX C  

This Appendix contains the minutes by Martin Potts of the Open Call Information Day that took place 
in Brussels on September 14th, 2011. 

Agenda 

 

Welcome 

Tasos Gavras chaired this 2nd FIRE Open Call meeting and opened the morning plenary session by 
welcoming the participants and summarizing the program for the day. 

Per Blixt (Head of the FIRE Unit/DG Infso F4) welcomed everyone to the meeting and thanked the 
participants for their interest in the Open Call process and the projects SmartSantander, CREW and 
OpenLab for their willingness to present their opportunities to introduce new partners with innovative 
experiments. 

He also reminded the participants about the Call 8 opportunities (deadline mid-January 2012) for 
STREPs and one large IP (€8M). He suggested that the large IP might also include an Open Call 
process. 

Manuel Monteiro (Deputy Head of the FIRE Unit) explained the organizational aspects of the day, 
before presenting an overview of the FIRE concept of experimentally-driven research and its 
positioning within Challenge 1. 

He then summarized the key administrative procedures associated with Open Calls: 

‐ Who can participate? 
o Research institutes, universities, SMEs, industry 

‐ What are the rules? 
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o Similar evaluation process as for regular EC calls 

‐ What is the budget? 
o €5M in total, over the duration of the IP projects ; €200k maximum per experiment 

‐ How to participate? 
o Submit a proposal 
o If successful, you will join the consortium as a normal partner 

‐ What are the IPR rules? 
o These must be negotiated with the facility provider, but IP can be protected 

‐ Who will evaluate the proposals? 
o In accordance with EC rules, independent evaluators will evaluate the proposals. The 

independence is checked by the EC 

Manuel added that it is very important to include the correct identifier in the «Subject» line of the mail 
containing the submitted proposal, so that it can be routed to the appropriate evaluation committee and 
also traced, in case of loss. It is also important for proposers to check that they receive an 
«Acknowledgement of Receipt» and to react quickly if they do not. 

Finally, he thanked FIRE STATION for supporting the event and recommended participants to contact 
FIRE STATION if they needed further general information: contact(at)ict-fire.eu 

Q1: What were the statistics from the 1st Open Calls? 

Manuel gave figures from BonFIRE as an example (3 or 4 experiments accepted out of 29 proposals) 

Tasos said that the figures for all the projects are available on the FIRE Website: www.ict-fire.eu 

CREW 

Ingrid Moerman, IBBT, presented the goals of the CREW project and described the 5 existing local 
testbeds that together form the CREW platform for experiments. Each testbed has a specific 
wireless/sensor network focus. The current project partners are able support experiments with tools 
and expertise. CREW expects to get feedback from experimenters. 

Ingrid gave further details of the offerings in each of the 4 testbeds (i.e., all but Slovenia) that are 
available for use in this Open Call. 

Typical types of experiments are described in the CREW public deliverable D2.1. These include: 

‐ Vertical resource sharing 

‐ Horizontal resource sharing 

‐ Robustness and QoS 

‐ Spectrum sensing solutions  

... in different spectral bands: IMS, TV band, LTE/cellular systems. 
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The project is looking for innovative experiments using more than one testbed, or proposals that 
integrate additional cognitive components. She stressed that the Open Call is for experiments (not 
design and development). Proposers may bring in their own hardware. 

The successful experiments should add value to the CREW tested and it would be appreciated if the 
added features could be left in the project for the longer term. Conditions can be agreed for giving 
access to the new foreground brought in by the new partners. 

Ingrid remarked that – since the proposal submission and evaluation process must follow the regular 
FP7 rules – the contents of all the proposals, which are not accepted for funding, remain confidential. 
She requested proposers to indicate if information about their proposals (if not retained) could be 
made available to the partners, so that the opportunity could be taken to discuss subsequent non-
funded collaboration, if there was sufficient interest from both sides. 

Interested parties were encouraged to subscribe to the CREW newsletter to get more information. 

Key data: 

‐ Budget = €400k (i.e., 3-5 experiments of €50k – €200k) 

‐ 1 or 2 partners per experiment 

‐ 12 months maximum duration 

‐ Submission deadline is October 19th, 17:00 

‐ Evaluation results are expected in December 

‐ Integration of the new partner(s) expected in January 2012 

‐ Address for submission: ict(at)ec.europa.eu 

Further useful documents are available via the CREW Open Call Website (http://www.crew-
project.eu/opencallinfo), including: 

‐ Open call announcement 

‐ Guide for applicatnts 

‐ CREW Consortium Agreement 

‐ Slides of this presentation 

‐ Contact persons for the testbeds and details about their specific technlogies 

Q1: Can an experiment propose to extend the CREW platform? 

Ingrid answered that the expected approach will be that successful proposals will bring new 
algorithms, tools, or equipment to the CREW platform. These items should already exist, but may be 
refined through the interactive experimentation period. In the ideal case, the resulting «product» would 
be made available for CREW to use after the end of the experimentation, thereby enhancing the 
overall CREW offer. 

Q2: Is there one common control system for the whole CREW platform? 

Ingrid answered that there is not one uniform method, since the islands are very diverse. However, 
there is one common data format for exchanging data between the islands. The CREW «Portal» gives 
users clear guidance as to how to use each testbed. 
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SMARTSANTANDER 

Luis Sanchez gave an overview of the SmartSantander city-scale facility for IoT research and 
explained the 3 phases of deployment: 

‐ Phase 1  (Nov 2011): 2'000 IoT devices (mainly WSN and gateways) 

‐ Phase 2  (Nov 2012): 5'000 IoT devices, including RFID, sensors, embedded gateway devices, 
etc. 

‐ Phase 3 (August 2013): 20'000 IoT devices, federated with other FIRE facilities 

He explained that it is a multi-faceted project, which targets: 

‐ Researchers 

‐ Service Providers (commercial service developers and ISPs) 

‐ Citizens of Santander  

Tools are available for reserving and configuring resources, deployment, execution control, 
monitoring, logging, etc. 

There are 4 sites in the project: 

‐ Guildford 

‐ Belgrade 

‐ Lubeck 

‐ Santander (parking sensors, traffic management, environmental impact: sensors for 
temperature, light intensity, noise, CO). The regular citizen services can continue while 
experiments are taking place  

3 kinds of experiments are envisioned (in priority order): 

1. Innovative applications and services for smart cities 

2. IoT middleware solutions 

3. IoT communication protocols and technologies 

... typically with the goal of stress-testing, or enhancing the platform 

Key data: 

‐ Budget = €600k (ie. 4-6 experiments of €50k – €200k 

‐ 1 or 2 partners per experiment 

‐ Submission deadline is November 16th, 17:00 

‐ Address for submission: ict(at)ec.europa.eu 

Further useful documents are available via the SmartSantander Open Call Website 
(http://www.smartsantander.eu/index.php/open-calls) 

Q1: Can you explain how the services are isolated from the experimentations? 

Luis answered that this is achieved through replicated paths 
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Q2: Which locations are available for the 1st Open Call? 

Luis answered that all of the 4 sites can be used, but not in a federated way. He added that the entry 
point to each of the locations is uniform. 

OPENLAB 

Timur Friedman (UPMC) summarized the OpenLab project as being a merger of the previous facility 
projects OneLab and Panlab. The focus of the project is on interoperability of heterogeneous testbeds 
and tools, which are brought into the project by the partners:  

Testbeds: 

‐ NITOS wireless testbed, being extended to 3G and LTE, connected to PlanetLab Europe 

‐ w-iLab.t (IBBT) 

‐ .SEL (delay-tolerant, opportunistic testbed) 

‐ PlanetLab Europe (140 member institutions, over 1'600 users) 

‐ HEN (Heterogeneous Experimental Network, emulation environment) 

‐ NGN Test Centre (WIT, TSSG). IMS focused 

‐ IMS testbed at the University of Patras 

‐ GreenStar network (Canada), with a focus on green computing and the associated 
measurement of power consumption 

‐ ETOMIC (high resolution (10ns) active measurements) 

‐ SONoMA (wide-scale availability of best-in-class measurement tools) 

Federation expertise and tools that are available include: 

‐ SFA (Slice Federation Architecture) in conjunction with GENI 

‐ MySlice 

‐ Teagle (element of Teagle are RADL (Resource Adapter Description Language) and 
FSToolkit) 

‐ OMF (probably the most broadly-used experiment controller for wireless testbeds, which 
includes montoring and measuremen evaluation) 

‐ NEPI experiment controller 

‐ OFP Open Flow 

‐ IGW (Interconnection GateWays) 

The following tools are also available: 

‐ ns-3 simulator (from INRIA) 

‐ network measurement Virtual Observatory (nmVO) 

Key data: 

‐ Budget = €500k (ie. 3-5 experiments of €50k – €200k) 
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‐ 1 or 2 partners per experiment 

‐ Submission deadline is the end of November 

‐ Address for submission: ict(at)ec.europa.eu 

Experiments should preferably have a user-driven orientation. 

Further useful documents are available via the OpenLab Open Call Website (http://www.ict-
openlab.eu/news/newsdetails/article/opanlab-is-preparing-open-call-for-experiments.html) 

Q1: Are experiments expected in the data plane or the control plane? 

The project is open for experiments of any type as long as they are good ones. Proposers may send 
their requirements for tools and testbed facilities in advance and OpenLab partners will check if the 
experiment is feasible. 

 

OPEN NETWORKING SESSION 

Q1: The time until the deadlines is short. How much information is required? 

Ingrid replied that the format of the proposal has to follow the standard EC guidelines, however, the 
proposals can be quite short (typically a maximum of 25 pages) and the base information about the 
current project has been pre-filled so that only the new experiment part has to be added. The proposals 
will also be less complex because there are fewer partners. 

Luis replied that it is similar for SmartSantander. The focus should be on providing information about 
the experiment (and dissemination). 

Tasos added that FIRE STATION has published information, both for applicants and coordinators, 
available at http://www.ict-fire.eu/home/fire-calls/open-calls.html.  

Q2: Is it a requirement to have already tested the solution? 

Tasos answered that it is not a requirement, but it makes the experiment more risky. 

Q3: Is it advantageous if the basis of the new experiment comes from an FP7 project? 

Tasos said that, personally, he would like to see the further exploitation of FP7 results, but this cannot 
be a formal requirement. The evaluators must respect the openness of the Call and be non-
discriminatory. 

Luis said that he encouraged non-traditional applicants to apply. He could imagine that industries with 
no previous experience of FP7 might want to use SmartSantander to test a pre-commercial service. 
Another group with no previous experience of FP7 could be a user community. 

 

In concluding, it was confirmed that all the slides will be available via the FIRE Website at 
http://www.ict-fire.eu/events/meetings/2ndfireopencallsinformationday.html.   

After lunch, the 3 projects organized their own parallel sessions for a more-detailed discussion of the 
technical aspects. 
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