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1. Introduction

In accordance with decisions made at the conclusion of the Dicta-Sign Project Year 2 
Review process, this second WP 7 deliverable is a prototype Sign Look-up Tool (SLT), 
a natural extension of the previous deliverable, the D7.1  Search by Example (SBE) 
prototype.

This report describes the extended functionality provided in the SLT system, together 
with technical information about its implementation.

2. SLT Functions

The architecture of the SLT system replicates that of its predecessor, the SBE system. 
That is, the system has two components in a client-server relationship:

• Sign Input and Recognition (server, developed by UniS)

• Sign and Lexical Data Presentation (client, developed by UEA)

The operation of the system follows the same pattern as for the live version of the 
preceding SBE system.  The system allows the user to perform a sign while standing 
in front of the Kinect(TM) recognition device.  This is initiated via the Graphical User 
Interface (GUI) on the client side, causing a request to be sent from client to server for 
sign input and recognition to be performed there.  The user, positioned in front of the 
Kinect input device, then performs the query sign.  The server takes the 3D motion 
data provided by the Kinect and, using its previously trained classification system, 
analyses this input and generates a ranked list of entries from the Dicta-Sign basic 
Sign Lexicon.  This list is ranked by a measure indicating the likelihood that the given 
sign from the Lexicon is a match for the user input sign.  The server sends this list 
back to the client, which then presents them to the user via the virtual human signer, 
or signing avatar, on the client-side screen.  This presentation is interactive, providing 
the user with various items of lexical information for each sign in the list – including 
the facility to  see any given sign performed by the virtual human signer in all four of 
the project's Sign Languages (SLs): GSL, DGS, LSF, BSL.

The most important extension introduced in this new SLT system is  the ability to 
handle multiple input languages.  The SBE system supported a single input language, 
GSL.  The new SLT system currently allows input in both GSL and DGS.  Other 
languages can be added with additional Kinect training data.  However, current work 
focuses on cross-modal features which should obviate the need for this in future work.

In the following two subsections we provide further details on the operation of the 
two major subsystems.

2.1 Input and Recognition Server Operation

The server is controlled by the client interface, but in response to feedback on the 
previous interface (D7.1 live) the SLT has “Kinect buttons” (k-buttons) which allow 
the  signer  to  indicate  when they  wish to  start  and stop signing.   This  offers  two 
advantages.  Firstly, it  allows the signer to move more fluidly between the mouse 
interface of the GUI and the Kinect interface of the recognition server.  Secondly, it 
removes the need for the server to estimate the time the signer requires to perform the 
sign.  
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Another change between D7.1 and the SLT is the point at which calibration of the 
tracking is performed.  Previously, the tracker had to be calibrated before the client 
made a request.  With the addition of k-buttons, the signer can launch a request before 
they calibrate if this is more convenient for them.

The following series of screen shots show the k-button interface.  First the user is 
asked to calibrate the system (Illustration 1).  

Once the user has calibrated the system (Illustration 2) they are asked to use the client 
to launch a request, assuming they have not already done so.  On receipt of a request, 
the system goes live (Illustration 3), and the user can then select the green start button 
(Illustration 4) to show they wish to start signing.  Once they have performed their 
sign they can k-click the red button to stop (Illustration 5).  The server will dispatch 
the ranked responses to the client and return to the waiting state.
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Illustration 2: The user makes the calibration pose until  
tracking starts. 

Illustration 1: The user is requested to calibrate the  
system
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Illustration 4: The user k-clicks the green button

Illustration 5: The user K-Clicks the red button, the  
system returns to waiting

Illustration 3: Request received from client.
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2.2 Sign and Lexical Data Presentation Client Operation

A screenshot of the client in operation is shown in Illustration 6.

As can be seen in Illustration 6, at the top of the SLT client window are four signing 
avatar panels.  Immediately below each of these there is a caption field and a Pause 
check box.  The lower part of the window contains the main control area, whose size 
is fixed.  If the window is enlarged the additional space is allocated to the avatars.

The SLT client has 3 primary operating modes:

• Idle mode

• Sign Matches Display mode (includes input from the server)

• Sign Translation Display mode

When first launched the client is initially in the Idle mode.  Once the user is ready, 
and the required input SL has been selected, the input of a new sign is initiated by 
clicking the New Sign button.  This causes the request for input/recognition of the 
new sign to be sent to the server.  The client waits for the reply and, on receiving it, 
goes into Sign Matches Display mode.  In this mode the user can review and explore 
the list of potentially matching signs sent by the input/recognition server, as described 
in the following subsection.  At any point the user can switch back to Idle mode using 
the Stop button.  At this point, there is the option to switch to Translations Display 
mode, allowing the user to view translations of the any of the current set of matching 
signs in the four Sign Languages covered by the Dicta-Sign Lexicon, as described in a 
later subsection.

2.2.1 Sign Matches Display Mode

Sign Matches Display Mode allows the user to view all entries in the ranked list of 
signs  potentially  matching the latest  user  input,  based on the  list  supplied by the 
server.  For GSL input the displayed list is exactly that returned by the server.  For 
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DGS input, however, because the list supplied by the server identifies each entry by 
its DGS Type ID, it is possible that any one of these Type IDs corresponds to two or 
three distinct concepts in the Dicta-Sign lexicon.  In that case the list presented to the 
user by the client is expanded to include each of these concepts.

If  there  are  no  more  than  four  signs  in  the  list,  then  all  the  signs  are  presented 
simultaneously by the avatars.  Data for each entry is extracted from the Lexicon and 
inserted  into  the  appropriate  avatar  caption.   Specifically,  the  caption  shows  the 
Lexicon concept number, the concept name in the (spoken) language matching the 
input  SL (Greek  for  GSL,  etc.)  –  or,  in  the  case  of  DGS,  the  DGS Gloss  name 
associated with the matching Type ID – and  the concept  name in  English.   The 
avatars' presentations of the signs is repeated cyclically for as long as the user wishes. 
A new cycle starts as soon as – but not until – the the longest-lasting of the signs has 
finished  playing.   Whenever  there  are  fewer  than  four  signs  to  be  presented  the 
avatar(s) on the right remain idle.

If the list of potentially matching signs is longer than four entries, then the avatars 
present the signs to the user in batches of four.  Initially, the first four entries are 
presented.  The limits of the overall range are shown in the Match Range field.  The 
limit indices for the currently displayed batch are shown in the Avatar Range field. 
The user can switch to the next batch of signs, or back to the previous one using the 
“previous”  and “next”  batch  buttons  – those  labelled with  left  and  right  pointing 
arrows, respectively (as shown in Illustration 6).

The cyclic display may be halted at any time using the Stop button,  putting the client 
back into Idle mode.  The display of the current batch may be resumed using the 
Resume button.

2.2.2 Translations Display Mode

When the client is in Idle mode, after receiving a list of matches for the latest user 
input, it can be switched to Translations Display mode using the Translations section 
of the control panel.  First, an individual concept from the current list of matches must 
be selected using the popup menu.  Clicking the Play Translation button causes the 
given concept to be presented by the four signing avatars in the four SLs for which 
the Lexicon has data.  In this case, the avatar caption contains the national flag for the 
SL, the SL name, the concept number, and the matching spoken language concept 
name (Greek for GSL, German for DGS, etc.). As in Sign Matches Display mode, the 
avatars present their signs repeatedly, until the Stop button is clicked.  At that point, a 
different sign can be selected for translation,  or the user can switch back to Sign 
Matches Display mode using the appropriate controls.

2.2.3 Other Features of the SLT Client

The Dicta-Sign Lexicon contains WordNet descriptions for each concept.  The user 
can see the WordNet entry for  a  concept,  in  the panel  at  the bottom right  of  the 
window, by hovering over the avatar currently displaying that concept.

The  position  and  orientation  of  each  avatar  relative  to  its  virtual  camera  can  be 
controlled using the mouse, in the standard fashion for JASigning avatars (Drag Left-
Right to rotate; Drag Up-Down to change distance; CTRL/CMD-Drag Up-Down to 
move up-down; SHIFT-Drag Up-Down to tilt).
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The speed at  which  the  avatars  perform signs  can be controlled using  the  Speed 
control on the left-hand side of the control panel.  The labels on the control indicate 
the scaling factor to be applied to the standard speed of performance.  This operates in 
real-time when the avatars are active, or can be preset when the avatars are idle.

The user may well consider that concurrent presentations from four active avatars is 
more than can properly be absorbed.  This concern can be addressed using the Paused 
check box associated with each avatar.  This acts as a toggle: when it is set, the avatar 
will not do anything beyond ambient motion; when it is unset the avatar is able to 
perform as  required  by  the  other  controls.   A newly  paused  avatar  completes  its 
current sign before pausing.  If one avatar is active while the other three are idle or 
paused, and is then itself paused, this has the same effect as clicking a Stop button: 
that is, un-pausing one or more avatars will not make them active again until either 
the Resume or the Play Translation button is clicked.

3. SLT Implementation

In this  section we outline the salient  implementation differences between the new 
Sign Look-up Tool and the preceding Search by Example system.

3.1 Client-Server Protocol

The addition of the ability to handle multiple input Sign Languages required a simple 
extension to the client-server protocol used in the SBE system.  There, a request from 
client to server for input could be signalled by the mere fact of a connection to the 
service socket – it being implicit that that input would be in GSL.  In the SLT system, 
the required input sign language has to be indicated by the client when making the 
request for input.

Therefore, the protocol now requires that, having established the connection to the 
server, the client immediately sends a short 1-element XML document to the server 
specifying the input language, that is:

<SLTRequest  signLanguage="GSL" />

or:

<SLTRequest  signLanguage="DGS" />

The reply sent by server after input/recognition takes a similar form to that for the 
SBE system, a simple XML document text containing the ranked list of lexical items 
– except that as a checking mechanism the input sign language is reflected back to the 
client:

      <SLTResult signLanguage="DGS">

        <SLTItem ... confidence='...' />

        ....

      </SLTResult>

The input/recognition server identifies each DGS sign in a slightly different manner to 
that used for a GSL sign: each GSL sign is identified by a pair of indices identifying a 
specific concept in the Dicta-Sign Lexicon, while each DGS sign is identified by its 
“Type  ID”.   This  is  the  value  of  a  lexical   (iLex)  Database  field,  specifying  a 
particular  DGS sign,  possibly corresponding to  more  than one Dicta-Sign lexicon 
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entry.  Thus, a typical reply item for a GSL sign looks like this:

  <SLTItem sessionID='20' index='9' confidence='...' />

while a typical reply item for a DGS sign looks like this:

  <SLTItem dgsTypeID='3059' confidence='...' />

3.2 Input and Recognition Server Implementation

Two significant changes have been made between the previous SBE D7.1 and this 
SLT.  Firstly, the location features have been changed to better emulate the linguistic 
annotations and, secondly, the Markov chains used previously to learn the sign level 
information  have  been  replaced  with  a  novel  algorithm  called  Sequential  Pattern 
Boosting. [Ong 2011].

3.2.1 Features

Two types of features are extracted, those encoding the motion of the hands and those 
encoding the location of the sign being performed. 

The motion features are similar to those used previously.  Linear motion directions are  
used; specifically, individual hand motions in the x plane (left and right), the y plane 
(up and down) and the z plane (towards and away from the signer). This is augmented 
by  bi-manual  classifiers  for  'hands  move together',  'hands  move apart'  and  'hands 
move in sync'. 

Locations are now related to the signer using the skeleton returned by the tracker. As 
such,  the location features are calculated using the distance of the dominant hand 
from skeletal joints. The 9 joints currently considered are  displayed in Illustration 7. 
While displayed in 2D, the regions surrounding the joints are actually 3D spheres. 
When the dominant hand (in this image shown by the smaller red dot) moves into the 
region around a joint then that feature will fire.
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3.2.2 Sign Level classification

The motion and location binary feature vectors are concatenated to create a single 
binary feature vector.  This feature vector is then used as the input to a sign level 
classifier for recognition. By using a binary approach, better generalisation is obtained 
and far less training data is required than approaches which must generalise over both 
a continuous input space as well as the variability between signs (e.g.HMMs). 

Previously, Markov chains were used to model the sign level information.  However, 
an additional problem with traditional Markov models is that they encode exact series 
of transitions over all features rather than relying only on discriminative features. This 
leads to  significant  reliance on user dependant feature combinations which,  if  not 
replicated in test data, will result in poor recognition performance. Sequential pattern 
boosting, on the other hand, compares the input data for relevant features and ignores 
the irrelevant features. A sequential pattern is a sequence of discriminative feature 
subsets  that  occur  in  positive  examples  of  a  sign  and  not  negative  examples 
(Illustration 8).

Unfortunately,  finding  SP  weak  classifiers  corresponding  to  optimal  sequential 
patterns  by brute  force is  not  possible  due  to  the  immense size  of  the  sequential 
pattern  search  space.  To  this  end,  the  method  of  Sequential  Pattern  Boosting  is 
employed [Ong 2011]. This method poses the learning of discriminative sequential 
patterns as a tree based search problem. The search is made efficient by employing a 
set  of  pruning  criteria  to  find  the  sequential  patterns  that  provide  optimal 
discrimination between the positive and negative examples. The resulting tree-search 
method  is  integrated  into  a  boosting  framework;  resulting  in  the  SP-Boosting 
algorithm that combines a set of unique and optimal sequential patterns for a given 
classification problem.

3.2.3 Results

In order to train and test the Kinect interface, two data sets were captured for training 
the dictionary; the first is a data set of 20 GSL signs, randomly chosen from the Dicta-
Sign  lexicon,  containing  both  similar  and  dissimilar  signs.  This  data  includes  six 
people performing each sign an average of seven times. The signs were all captured in 
the same environment with the Kinect and the signer in approximately the same place 
for each subject. The second data set is larger and more complex. It contains 40 DGS 
signs  from the  Dicta-  Sign  lexicon,  chosen  specifically  to  provide  a  phonetically 
balanced  subset  of  HamNoSys  motion  and  location  phonemes.  There  are  14 
participants each performing all  the signs 5 times.  The data  was captured using a 
mobile system giving varying view points.

3.2.3.1 GSL Results

Two variations of tests were performed; firstly a signer dependent version, where one 
example from each signer was reserved for testing and the remaining examples were 
used for training. The second experiment involves reserving data from a subject for 
testing, then training on the remaining signers to test signer independent recognition. 
This process is repeated across all signers in the data set. As before, the classification 
does not return a single response. Instead, like a search engine, it returns a ranked list 
of  possible  signs.  Results  are shown for two possibilities;  the percentage of signs 
which are correctly ranked as the first possible sign (Top 1) and the percentage which 

12



FP7-ICT-3-231135
Deliverable D7.2

are ranked in the top four possible signs (as displayed on the first page of the client 
GUI). As expected, the Dependant case produces higher results, gaining 92% of first 
ranked signs and nearly 100% when considering the top four ranked signs. Notably 
though, the user independent case is equally convincing, dropping to just 76% for the 
number one ranked slot and 95% within the top four signs.

3.2.3.2 DGS Results

Following feedback on the first prototype built using just the GSL data, it became 
apparent that  the GSL data was too constrained.  The DGS data set offers a more 
challenging task as there is a wider range of signers and environments. Experiments 
were run in the same format as for the GSL data set. With the increased number of 
signs the percentage accuracy for the first returned result is lower than that of the GSL 
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Illustration 8: An example sequential patten for the GSL sign 'Bridge'.
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tests at 59.8% for dependent and 49.4% for independent. However the recall rates 
within the top four ranked signs (now only 10% of the dataset) are still high at 91.9% 
for the dependent tests and 85.1% for the independent ones. 

3.3 Sign and Lexical Data Presentation Client Implementation

The SLT client is a free-standing Java application, based on the JASigning software 
package described  in  the  Dicta-Sign D3.1 report.   As such,  it  is  packaged in  the 
standard way as a JNLP/Java Web Start application, obtainable from the following 
URL:

http://vhg.cmp.uea.ac.uk/tech/jas/095z/sltc-a/

where it is also possible to obtain a version of the client with its own built-in server, 
used for testing.

The client is heavily dependent on an embedded copy of the latest  version of the 
Dicta-Sign Basic Lexicon (2011-v13).

Each of the client's four avatar panels is an instance of one of the standard JASigning 
avatar panel components.  The animation data for each sign performed by one of the 
avatars is obtained by extracting the HamNoSys string for that sign from the Lexicon, 
and  then  using  standard  JASigning  components  (SiGMLInLib  and  Animgen)  to 
generate animation parameters from that HamNoSys string.

Even  by  the  standards  of  GUI/event-driven  applications,  the  client  is  highly 
asynchronous in its operation.  This is partly due to the asynchronicity inherent in the 
client-server  architecture,  and  partly  due  to  the  presence  of  the  multiple  avatar 
components, each of which has relatively stringent real-time processing requirements 
and internal asynchronicity of its own.  Thus, all but the most trivial of the client's 
operations are  performed on their own threads.
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