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1 Executive Summary 

In this document, we explore different models of distributed computing that are or 
could be used for LATC. Altogether, the Linking Engine from WP1T3 and the Quality 
Module from WP1T4 are expected to process billions of triples in order to create, 
evaluate and maintain millions of RDF links between the data sources.  

Algorithms for indexing, and linking and quality assurance are highly 
computationally intensive. They involve tasks such as indexing huge amounts of data 
on unique URIs, using graph properties (e.g. inverse-functional links) to detect 
identities between different URIs, and computing inferences over very large graphs to 
assess quality (e.g. try to infer inconsistencies). At the scale at which the LOD 24/7 
infrastructure will be operating (many billions of triples), even simple tasks such as 
building a hash-table of unique URIs in order to do duplicate detection or to count 
the number of unique URIs becomes non-trivial. Distributed and parallel computation 
techniques are necessary in order to scale up to the volumes of data required for the 
LATC infrastructure. 

This document provides an overview of such relevant techniques and report on the 
one currently deployed in LATC 

2 Motivation 

The 24/7 operating platform of LATC has to process a considerable amount of data 
to create new links. Fortunately, the creation of links is based on pair-wise 
comparison of resources which can be implemented using distributed computation 
techniques. The tasks performed by the platform are: linking, Quality Insurance, 
Reasoning. We hereafter describe simplified problem descriptions for all these 
tasks. 

 Linking 

Considering two immutable triple sets A and B, the task is to establish relations 
between the instances in A and B. The relations are established according to 
some rules making use of the properties describing these instances. The worse 
case complexity is when all the instances from A have to be compared to those 
of B, leading to |resources in A| x |resources in B| pair-wise comparisons. In a 
distributed setting, each of these comparisons can be done on distinct 
computing units. 

 Quality Assurance 

Considering a immutable triple set A, the task consists in checking the triples in 
order to detect wrongly assessed statements and get an overall estimation of 
the “quality” of the triples contained. The triples contained in A are checked 
one after the other and the results are drawn from the execution of a given 
number of metrics. This triple-centric process can also, in principle, be 
distributed. 
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 Reasoning 

Reasoning is performed over a set of triples A considering a set of rules R. 
However, in contrary to the two precedent problems, A can not be considered 
as immutable as the execution of some rules of R potentially create new triples 
that could be of use for some other rules. In an iterative scheme, the reasoning 
is re-executed over A until no more triple are added to the set. Distributed 
settings must take in account this relations and share partial results. 

 
As highlighted in these problems descriptions, the three main tasks at hand in 
LATC could all be distributed under eventually some specific constraints to pay 
attention to. 
In the following section, we describe the main models for distributed computations 
currently implemented in frameworks. This frameworks will be described in a 
dedicated section. 

3 Distributed  and  parallel  computation  techniques 

Distributed and parallel computation techniques involve a set a task to perform 
and a set of workers able to execute (part of) that common task. The differentiation 
between the different computing schemes available is based on the 
communications existing between these actors and the synchronization of the 
execution. Distributed and parallel computing are differentiated by the physical 
distributiveness of their workers. Distributed computing refers to distributed 
systems consisting of multiple autonomous computers („nodes“) that 
communicate through a computer network whereas parallel computing commonly 
refers to the distribution of the computing payload over several execution units 
(processor cores) within a single node. 

3.1.1 Models 

Within LATC, we focus on distributed computing schemes. In the following, we 
describe some computing models that belong to this category. 

3.1.1.1. Map-Reduce 

MapReduce [1] is a framework and a computing model for parallel and distributed 
processing of batch jobs on a large number of compute nodes. The mapping phase 
partitions the input data by associating each element with a key. The reduce phase 
processes each partition independently, and the results are being merged. 
MapReduce has been successfully deployed among others for building the 
currently fastest inference engine for RDF(S), with sustained inference rates of 
three million unique inferred triples per second, that is, dynamically doing 
duplicate detection to avoid duplicate inferences. Figure 1 shows an example of 
MapReduce workflow applied to counting the number of words in a text. This text 
is split into bits for which every word is mapped to its number of occurrence 
(small instance of the initial problem) by different workers. Then, the results are 
aggregated in a reduce phase merging all the partial results provided by the 
workers. 
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Figure 1 – Example of MapReduce workflow to count the number of words in a text 
(from http://blog.jteam.nl/2009/08/04/introduction-to-hadoop) 

MapReduce is a particular instantiation of the very generic „Divide and Conquer“ 
algorithm. A divide and conquer algorithm works by recursively breaking down a 
problem into two or more sub-problems of the same (or related) type, until these 
become simple enough to be solved directly. The solutions to the sub-problems are 
then combined to give a solution to the original problem. 

3.1.1.2. Divide-Conquer-swap 

An over divide and conquer like model but entirely different computational 
paradigm is divide-conquer-swap. It is a parallel and distributed platform for 
processing large amounts of RDF data, on a network of loosely coupled peers. 
Peers autonomously partition the problem in some manner, each operate on some 
sub-problem to find partial solutions, and then re-partition their part and swap it 
with another peer; all peers keep re-partitioning, solving, and swapping to find all 
solutions. The main difference with the other divide and conquer approaches is 
that workers directly exchange sub parts of the solution among them (c.f. Figure 2) 
whereas in traditional divide and conquer, only the coordinating nodes get to see 
the partial results. This node-based dialogs lower the workload for the 
coordinating node at the cost of increasing the communications between nodes.  
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Figure 2 – Illustration of the Divide-Conquer-Swap model as implemented in 
MaRVIN (from http://larkc.eu/marvin) 

3.1.1.3. Signal/Collect 

Signal/Collect [2] is a novel computing model targeted at graph algorithms. All the 
computing model presented so far are very generic and do not account for the 
particular graph structure of the Web of Data. RDF triples have to be mapped to 
key/value entities and the topology information is essentially lost. Signal/collect is 
a novel model for typed graphs that consider some passing of information between 
the nodes of an RDF graph and local computation achieved at each of these nodes. 
Nodes send signals along their typed edges and collect the signals they receive 
from the other nodes. This peer-to-peer behaviour is similar in design to the 
Divide-Conquer-Swap model with the addition of the actual topology to direct 
communication between nodes. 
A reference implementation for Signal/Collect is available online at 
http://www.ifi.uzh.ch/ddis/research/sc. It uses the Scala programming language 
and is currently limited to a parallel usage scenario where the different workers 
nodes are located within a single machine. 
 

3.1.1.4. Bulk Synchronous Parallel 

The Bulk Synchronous Parallel (BSP) abstract computer is a bridging model for 
designing parallel algorithms. It serves a purpose similar to the Parallel Random 
Access Machine (PRAM) model. BSP differs from PRAM by not taking 
communication and synchronization for granted. An important part of analysing a 
BSP algorithm rests on quantifying the synchronisation and communication 
needed. A BSP computer consists of processors connected by a communication 
network. Each processor has a fast local memory, and may follow different threads 
of computation. A BSP computation proceeds in a series of global supersteps. A 
superstep consists of three ordered stages: 

1. Concurrent computation: Several computations take place on every 
participating processor. Each process only uses values stored in the local 
memory of the processor. The computations are independent in the 
sense that they occur asynchronously of all the others.  

http://www.ifi.uzh.ch/ddis/research/sc
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2. Communication: At this stage, the processes exchange data between 
themselves.  

3. Barrier synchronisation: When a process reaches this point (the barrier), 
it waits until all other processes have finished their communication 
actions.  

3.1.2 Discussion 

The different computational models have substantially different properties: 
MapReduce is suitable for batch-processing and is guaranteed to have completely 
performed a task at termination, while divide-conquer-swap only is only 
"eventually complete", but displays attractive anytime behaviour. Unlike 
MapReduce, divide-conquer-swap does not need to split the problem in 
independent parts (since coupled pieces of data will be eventually be located 
together at some point during the re-routing cycles), but this is at the cost of 
performing (possibly many) duplicate computations. Both techniques have to be 
tuned specially to deal with the highly skewed data-distributions that are typically 
found in Semantic Web datasets (with the majority of URIs occurring only 
infrequently, but with a small fraction of all URIs occurring in a very large 
proportion of all triples). 
Signal/Collect has the benefit of being a graph oriented. As for BSP, the focus is set 
on the nodes and the communication of partial results between them. Mapping the 
RDF graph of the Web of Data to the computing nodes of these models consider. 

4 Framework for distributed computing 
In the following, we list some of the implementations available for the 
aforementioned computing models. These implementation feature licences that 
are compatible with those chose for the software components developed in the 
context of LATC. 
We make a further distinction between the frameworks based on the NoSQL 
principles (structured storage) and those preserving the graph nature of the data 
stored. A detailed study about using NoSQL solutions for Linked Data is available at 
[3]. 

4.1 NoSQL 

4.1.1 Hadoop  

Hadoop (http://hadoop.apache.org/) is an Apache project that acts as an umbrella 
for a number of implementations of the MapReduce model. Out of the 11 sub 
projects that project contains, MapReduce, Pig and HBase are of particular interest 
for LATC. 

 Hadoop MapReduce 
Hadoop MapReduce is a reference implementation of the MapReduce model in 
Hadoop. It is a programming model and software framework for writing 
applications that rapidly process vast amounts of data in parallel on large 
clusters of compute nodes. 
 Pig 
Pig is a „high-level data-flow language and execution framework for parallel 
computation“. It is a platform for analyzing large data sets that consists of a 

http://hadoop.apache.org/
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high-level language for expressing data analysis programs, coupled with 
infrastructure for evaluating these programs.  
 HBase 
HBase is a „scalable, distributed database that supports structured data storage 
for large tables“. HBase is the Hadoop database. Use it when you need random, 
realtime read/write access to your Big Data. This project's goal is the hosting of 
very large tables -- billions of rows X millions of columns -- atop clusters of 
commodity hardware. 

 Cascading (http://www.cascading.org/) 

Cascading is a Data Processing API, Process Planner, and Process Scheduler 
used for defining and executing complex, scale-free, and fault tolerant data 
processing workflows on an Hadoop cluster. All without having to 'think' in 
MapReduce. It consists in a thin Java library and API that sits on top of 
Hadoop's MapReduce layer and is executed from the command line like any 
other Hadoop application. 

 
DERI has an extensive knowledge in operating these framework, drawn from its 
experience of operating Sindice since 2007. 

4.1.2 LarKC 

The aim of the EU FP7 Large-Scale Integrating Project LarKC (http://www.larkc.eu/) 
is to develop the Large Knowledge Collider, a platform for massive distributed 
incomplete reasoning that will remove the scalability barriers of currently existing 
reasoning systems for the Semantic Web. This is achieved by 

 Enriching the current logic-based Semantic Web reasoning methods with 
methods from information retrieval, machine learning, information theory, 
databases, and probabilistic reasoning, 

 Employing cognitively inspired approaches and techniques such as 
spreading activation, focus of attention, reinforcement, habituation, 
relevance reasoning, and bounded rationality. 

 Building a distributed reasoning platform and realizing it both on a high-
performance computing cluster. 

 Building a high-performance RDF workflow engine 

4.1.3 MaRVIN 

MaRVIN [4], [5] (http://www.larkc.eu/marvin/) performs materialisation using a 
peer-to-peer architecture on a cluster infrastructure. It is motivated by the 
observation that it is hard to solve Semantic Web problems through traditional 
divide-and-conquer strategies since Semantic Web data is hard to partition. 
MaRVIN brings forward a method named divide-conquer-swap to do inferencing 
through forward chaining (i.e. calculate the closure of the input data). The main 
algorithm can be described in the following steps: First, the platform divides the 
input data into several independent partitions and assigns these partitions to 
compute nodes. Second, each node computes the closure of its partition using a 
conventional reasoner. Then, old and new data is mixed and new partitions are 
created in a distributed manner. This process is repeated until no new triples are 
derived. At this point, the full closure has been calculated.  

http://www.cascading.org/
http://www.larkc.eu/
http://www.larkc.eu/marvin/
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Algorithm: 

1. The input data is divided into smaller partitions, which are stored on a 
shared location.  

2. A number of reasoners is started on several computational nodes. Each 
node reads some input partitions and computes the corresponding output 
of this input data at its own speed.  

3. On completion, each node selects some parts of the computed data and the 
input data, and sends it to some other node(s) for further processing.  

4. Each node copies (parts of) the computed data to some external storage 
where the data can be queried on behalf of end-users. These results grow 
gradually over time, producing anytime behaviour.  

The advantages of the MaRVIN platform are the following:  
 Since the partitions are of equal size, the amount of data to be stored and 

the computation to be performed is evenly distributed among nodes;  
 No upfront data analysis is required;  
 It can support any monotonic logic by changing the reasoner;  
 It uses a peer-to-peer architecture with no central coordination;  
 It shows anytime behaviour, i.e. it produces results incrementally with time.  

The main disadvantage of MaRVIN is that it is slower than systems partitioning 
data according to the ruleset. Experiments on real-world datasets show that 
MaRVIN can calculate the closure of 200M triples on 64 compute nodes in 7.2 
minutes, yielding a throughput of 450K triples per second [5]. 

4.1.4 WebPIE 

WebPIE (Web-scale Parallel Inference Engine) [6] is a high-performance OWL 
reasoner using the MapReduce [1] parallel programming model. It performs RDFS 
and OWL-horst reasoning on a cluster. It deals with issues of load-balancing, data 
distribution and unnecessary computation through a series of optimisations. At the 
time of writing, WebPIE is the only system that has demonstrated Semantic Web 
reasoning over 100 billion triples.  

4.2 Graph based 

These graph based frameworks are aware of the graph nature of RDF and can thus 
benefit from it through extra features (traversal) or specific optimisations. 

4.2.1 Hama / Pregel / Golden Orb 

Hama is an implementation of the BSP model for distributed computing. It is based 
on Hadoop and is an incubator project from Apache 
(http://incubator.apache.org/hama). Pregel [7] is an implementation of BSP from 
Google aimed at graph processing but is unfortunately unavailable for usage 
outside of Google. GoldenOrb (http://www.goldenorbos.org/) is a cloud-based 
open source project for massive-scale graph analysis, built upon best-of-breed 
software from the Apache Hadoop project modeled after Google’s Pregel 
architecture.  

5 Frameworks currently used by LATC components 
A number of these framework are currently in use on the deployment clusters for 
the 24/7 linking and quality assurance engine of LATC.  

http://incubator.apache.org/hama
http://www.goldenorbos.org/


FP7-256975 LOD Around The Clock (LATC) 

 

 
11 

5.1 Deployment cluster 

The cluster totals to a 52 nodes, with 416 processor cores, 896GB memory 
and 198TB permanent storage. The cluster runs virtualization software as 
well as frameworks for data processing. For generating linkset, the 
Hadoop version 0.20.2 and HBase 0.20.5 are deployed in 5 nodes cluster 
with Ubuntu 10.04.2 LTS x86_64 as its operating system. Hadoop handles 
the map reduce job during the SILK computation, whereas Hbase is place 
for storing temporary data while SILK running. Each node is consist of 
dual AMD Opteron 250 processor and 4 GB memory. After producing the 
linkset in HBase server, the linkset are merged in the host of linkset 
in order to be accessed by public. The host runs Apache/2.2.14 as web 
server that is installed on Ubuntu 10.04.2 LTS x86_64 as operating 
system. 
 
The dataset sources are provided by Sindice Sparql Endpoint that can be 
accessed at http://sparql.sindice.com/sparql. The sparql endpoint is 
managed by OpenLink Virtuoso Cluster Edition 6.2 that run on 4 nodes 
with operating system Debian GNU/Linux 6.0.1 (squeeze) x86_64. Each 
nodes contains dual AMD Opteron 2378 and 32 GB memory. 

5.2 Distributed implementation of the platform tasks 

5.2.1 Linking 

Based on link specifications, the Silk Link Discovery Framework compares entities 
and concludes to set links if the aggregated similarity is above a given threshold. 
The naive approach to compare all entities with each other does not scale due to 
the computation of the Cartesian product of all the entities.  
 
As the Web of Data is growing fast there is an increasing need for link discovery 
tools which scale to very large datasets. A number of methods have been proposed 
to improve the efficiency of link discovery by dismissing definitive non-matches 
prior to comparison. The most well-known method to achieve this is known as 
blocking. Unfortunately, standard blocking methods in general lead to a decrease 
of recall due to false dismissals. 
 
Silk offers a novel blocking approach which maps entities to a multidimensional 
index, called MultiBlock [7]. The basic idea of the mapping function is that it 
preserves the distances of the entities i.e. similar entities will be located near to 
each other in the index space. While standard blocking techniques block in one 
dimension, MultiBlock concurrently blocks by multiple properties using multiple 
dimensions increasing its efficiency significantly. MultiBlock has been 
implemented and evaluated within the Silk Link Discovery Framework. It works on 
complex link specifications which aggregate multiple different similarity measures 
such as string, geographic or date similarity and does not need any additional 
configuration. MultiBlock is organized in three phases: 

1. In the index generation phase, an index is built for each similarity measure. The 

basic idea of the indexing method is that it preserves the distances of the entities 

http://sparql.sindice.com/sparql
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i.e. similar entities will be located near each other in the index. The specific 

indexing method depends on the employed similarity measure. 

2. In the index aggregation phase, all indexes are aggregated into one 

multidimensional index, preserving the property of the indexing that the indexes 

of two entities within a given distance share the same index. 

Finally, the comparison pair generation employs the index to generate the set of 
entity pairs which are potential links. These pairs are then evaluated using the link 
specification to compute the exact similarity and determine the actual links. 
 
An extensive evaluation showed that MultiBlock reduces the number of 
comparisons by a factor of 2 to 3 and is up to 700 times faster than evaluating the 
complete Cartesian product.  
 
Using Silk with MultiBlock, a speedup factor of 70 up to 700, dependent on the 
input size, can be achieved. MultiBlock guarantees that no false dismissals and thus 
no loss of recall can occur and does not require the similarity space to form a 
metric space. 
 
Silk MapReduce1 is used to generate RDF links between data sets using a cluster of 
multiple machines. Silk MapReduce is based on Hadoop and can for instance be run 
on Amazon Elastic MapReduce. Silk MapReduce enables Silk to scale out to very 
large datasets by distributing the link generation to multiple machines. 
Silk MapReduce reduces the execution time significantly by scaling to clusters with 
multiple machines. The performance has been further improved by employing 
MultiBlock. 

5.2.2 Quality Assurance 

The internal quality assurance of the runtime 1) computes precision and recall 
between a link set and its corresponding positive and negative reference sets, and 
2) it uses the “improved Wald method” [8] in order to compute an estimate on the 
percentage of correct links in a link set based on the positive and negative 
reference sets alone. Both tasks are parallelized as follows: 

Precision is defined as 
|                          |

|          |
, whereas recall is defined as 

|                          | 

|               |
. Obviously determining these measures requires the 

determination of the sizes of the link set, the reference set, and their intersection. 
We achieve this using Hadoop Map-Reduce as follows: First we create key-value 
pairs, called records, of the form (triple, fileId) from the source n-triple files, where 
“triple” corresponds to a link, and fileId indicates whether the triple originates 
from the link set (value 0) or the reference set (value 1). Each of these records is 
then passed to the mapper, which emits these records again without any 
transformation. The effect is, that the reducer receives these records grouped by 
their key. Therefore, depending on whether the set of values for a given key is {0}, 
{1}, or {1, 2}, the counts necessary for computing the precision and recall can be 
obtained. 

                                                        
1 http://www4.wiwiss.fu-berlin.de/bizer/silk/mapreduce/ 
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Parallelizing the estimation of correct links in a link set based on the positive and 
negative reference sets using the improved Wald method is trivial: This method 
only depends on the sizes of these samples, therefore the Hadoop implementation 
only has to perform a distributed count on the number of records in these files. 
 
The LinkQA tool described in D1.4.1 is currently implemented with an in-memory 
data layer using Jena. A distributed implementation is under consideration. 

5.2.3 Reasoning 

There is currently no reasoning-based algorithm implemented in the framework.  
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