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Abstract

In this deliverable we present the evaluation activities carried out on the VIS-SENSE
framework. The VIS-SENSE framework was thoroughly evaluated during the course of
the project. The evaluation activities were carried out on a number of different levels,
ranging from a laboratory evaluation of glyphs to a field study with potential end users.

The deliverable begins with a description of the software artefacts to be evaluated. The
challenge of evaluation fully functional visual analytics systems is also described; classical
evaluation techniques generally fail to meet the needs of visual analytics evaluations.

The software development paradigm chosen in the VIS-SENSE project was a variant
of scenario-based design. Thus a short summary of the paradigm is presented in order
to place the evaluation activities within the whole context of the project. A summary
of the state of the art in evaluation is then presented. This work was carried out during
the course of the project in order to inform the evaluation activities described. A very
wide spectrum of potential evaluation approaches is included in the summary.

A selection of the described evaluation approaches were applied in the evaluation of the
VIS-SENSE framework. Each of these evaluation activities will be described in detail.
In particular, the findings of each evaluation will be presented.

In the final chapter of this document the results of the evaluation activities will be
fused and discussed. A wide variety of different aspects of the software artefacts were
evaluated. An attempt will be made to present a consolidation of these evaluation
findings.



1 Introduction

This deliverable documents the evaluation of the integrated VIS-SENSE framework.
The framework itself is described at length in the VIS-SENSE deliverables D1.3 System
Architecture, D5.1 Integrated VIS-SENSE Framework and D5.2 Visual Analytics Frame-
work. For the sake of completeness, this introduction will include a short description of
the framework. It will also highlight the customizations which were made in order to
evaluate the framework effectively.

The chosen implementation paradigm in the beginning of the VIS-SENSE project was
that of scenario-based design (SBD). Thus the evaluation of the VIS-SENSE framework
will follow this paradigm. The challenge of evaluation in visual analytics is introduced
in the second half of this chapter. Evaluation of complex software artefacts is a difficult
process for several reasons. Thus, in preparation for this deliverable we conducted an
examination of state-of-the-art publications on the evaluation of visual analytics arte-
facts.

In order to ensure a high degree of relevance, we chose a multi-faceted approach to
evaluation. A number of different evaluation strategies were use, ranging from require-
ment validation to a field study. The evaluation activities took place during the course
of the second and third year of the project and were intensified in the third year.

This is the third deliverable in the evaluation work package of the VIS-SENSE project.
The first two deliverables, D6.1 Threat Landscape Identification Scenario and D6.2 BGP
Analysis Scenario present a number of case studies based on the scenarios defined in
deliverable D1.2 Use Case Analysis and User Scenarios. These two deliverables focus on
the application of the VIS-SENSE framework to the datasets belonging to the project.
The evaluations presented in this deliverable focus on datasets which were external to
the project.

1.1 The Integrated VIS-SENSE Framework

The final architecture of the VIS-SENSE framework is depicted in Figure 1.1. The
components of the architecture are organised into five groups; the data sets, the network
analytics components, the user interface components, the Visual Analytics Server and
the Central Authentication Service. Two communication interfaces are used; the SOAP-
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1.1 The Integrated VIS-SENSE Framework

based Wombat API and a REST interface.
In the final year of the project a REST-based Wombat API was introduced, which led

to a significant performance increase in the communication of the components. However,
not all components have been migrated to the REST-based API.

The framework was conceived to enable a more efficient implementation of Visual
Analytics solutions. A number of specific focused instantiations of the framework have
been created in the final period of the project. Each of these instantiations is designed
to solve specific tasks defined in the VIS-SENSE deliverable D1.2 Use Case Analysis
and User Scenarios. Four instantiations will play role in this deliverable:

1. The Threat Landscape Application

2. The BGP Analysis Application

3. The VAST Applications

4. The TRIAGE Application

The first two instantiations respond to each of the scenarios defined in VIS-SENSE de-
liverable D1.2. These were already considered in depth in VIS-SENSE deliverables D6.1
Threat Landscape Identification Scenario and D6.2 BGP Analysis Scenario. The third
instantiation reused many of the techniques developed in VIS-SENSE for the imple-
mentation of submissions to the VAST challenge competition. More information on the
VAST challenge can be found in Section ??. The fourth instantiation is more specific,
centring on the TRIAGE system. Each of these instantiations will be described in more
detail in the following sub sections.

1.1.1 The Threat Landscape Application

The Threat Landscape Application brings together the components created during the
project to address the first VIS-SENSE scenario. The datasets which can be analyse
by this application include SGNET, HARMUR and Spamcloud; described in detail in
VIS-SENSE deliverable D2.2 Data Collection Infrastructure. In addition, the TRIAGE
system plays an important role in the Threat Landscape Application and enables the
integration of additional datasets. TRIAGE offers access to advanced network analytics
algorithms. Additional algorithms are accessible via the ADS server. Both TRIAGE and
ADS are described in detail in VIS-SENSE deliverable D3.3 Attack Attribution Module.

The Threat Landscape Application also includes a number of interactive visualization
components. These are Attack Attribution Graphs, TRIAGE Web graphs, the MDC
Viewer and the MDC Matrix Explorer. Each of these components is described in detail
in VIS-SENSE deliverable D4.3 Visual Analysis System for Interactive Scalable Analysis.

FP7-ICT-257495-VIS-SENSE 7



1 Introduction

Figure 1.1: The VIS-SENSE Framework.

8 SEVENTH FRAMEWORK PROGRAMME



1.1 The Integrated VIS-SENSE Framework

1.1.2 The BGP Analysis Application

The BGP Analysis Application brings together the components created during the
project to address the second VIS-SENSE scenario. The datasets included here are
delivered by the BGPDB and BGP servers, which were created during the course of the
project. Each of these servers provides access to both raw and processed BGP data,
as well as measures for anomaly detection. They are described in detail in VIS-SENSE
deliverables D2.2 Data Collection Infrastructure and D3.2 Correlation Analysis and Ab-
normal Event Detection Module.

The BGP Analysis Application also includes a number of interactive visualization
components. These are BGP Features Visualizer and BGP Event Visualizer. Each of
these components is described in detail in VIS-SENSE deliverable D4.1 Visual Network
Analysis Module.

1.1.3 The VAST Applications

Two applications were developed using VIS-SENSE technologies as submissions to the
VAST challenge competitions in 2012 and 2013. The VIS-SENSE components included
in the applications were ClockMap, TRIAGE Web Graphs, as well as a series of sub-
components taken from various other visualization components.

The VAST challenge competitions in both years involved the analysis of large security-
relevant datasets. The submissions were useful as a general test of the applicability of
the framework to non-project datasets. They also enabled us to collect valuable feedback
from peers in the visual analytics community.

1.1.4 The TRIAGE Application

The TRIAGE Application centres on the TRIAGE clustering system and encompasses a
selection of the components included in the Threat Landscape Application. In addition,
many basic functionalities were added to the application to enable browsing, searching
and other simple exploratory tasks. The VIS-SENSE components included in the appli-
cation are the TRIAGE clustering framework, the MDC Viewer and the TRIAGE-Graph
Viewer (all described above).

Although the TRIAGE Application only contains a small subset of the VIS-SENSE
technologies, it is the instantiation of the framework which is most suitable for end
users. Thus it was the focus of a field study conducted at Symantec Security Response
in Dublin. We expect this application to be the first instance of technology transfer from
the VIS-SENSE project into a non-research environment.

FP7-ICT-257495-VIS-SENSE 9



1 Introduction

1.2 The VIS-SENSE Evaluation Methodology

A recent publication by Jarke van Wijk highlighted the challenge of evaluation for visual
analytics [55]. In this paper, van Wijk identifies the core items to be considered when
evaluating visual analytics artefacts. These are summarised in Figure 1.2a. However,
the numerous relations or dependencies between these items in real-world applications
increase the complexity of evaluation tasks (see Figure 1.2b)

Users

Evaluation

Tasks Data

Artefacts Findings

(a) Items in a visual analytics evaluation process

Users

Tasks Data

Artefacts

many

many many

many

many many

many

many

many

many

many

many

(b) Dependencies in a typical real-world
scenario

Figure 1.2: Diagrams from Evaluation: A Challenge for Visual Analytics [55]

The following is a list of more specific issues based on van Wijk’s work which apply
in the context of the VIS-SENSE [55, pages 57-58]:

Expert Users A thorough understanding of the experts needs are required for effective
visualization. However, relevant experts are scarce and their time is limited.

Complex Tasks Long and complex analysis processes are not suitable for lab exper-
iments. In addition, the measurement of insights during task execution is very
difficult.

Integrated Framework It is difficult to relate the results of evaluations to specific in-
tegrated components.

Multiple, Heterogeneous Datasets The analysis process envisioned includes the use of
multiple, heterogeneous sources. In addition, expert work flows frequently include
the ad hoc consultation of external information sources.

10 SEVENTH FRAMEWORK PROGRAMME



1.3 Chapter Summary

The above issues make quantitative measurements of the utility of the framework as a
whole very difficult.

Further detailed discussions of the evaluation of Visual Analytics artefacts can be
found in both the US and the European Visual Analytics research roadmaps [51, 26].
Leading researchers in the field agree that the definition of effective evaluation method-
ologies for visual analytics is an open research question. Thus, we have invested effort
in selecting and motivating our approach to evaluation of the VIS-SENSE framework.

The VIS-SENSE framework has been evaluated using a multi-faceted approach. The
goal was to provide a broad range of results for the assessment of the utility of the
framework and/or its components. A heterogeneous series of evaluations was carried out,
each employing a different methodology. The evaluation results will provide potential
future users of the framework with a palette of results, allowing them to choose the best
fit to their requirements.

1.3 Chapter Summary

The rest of this deliverable is divided into 3 chapters. In Chapter 2 we will first revisit
evaluation in the context of scenario-based design. We will then provide a summary of
the current state of the art in evaluation of visual analytics software artefacts. This is
followed by a discussion motivating the evaluation methods chosen for the VIS-SENSE
artefacts. In Chapter 3 the results of each evaluation activity is reported. The following
evaluation activities were carried out during the course of the project:

1. A Validation of the requirements defined in VIS-SENSE deliverable D1.2 for both
the BGP analysis and Threat Landscape scenarios,

2. A Quantitative user study of glyph perception for the design of visualization pro-
totypes,

3. Participation in the VAST challenges 2012 and 2013, and

4. A field study conducted with the Symantec Security Response team in Dublin,
Ireland.

Finally in Chapter 4 a summary and synthesis of the evaluation results will be presented.

FP7-ICT-257495-VIS-SENSE 11



2 Evaluation in Scenario-Based Development

This chapter will focus on the implementation methodology employed in the VIS-SENSE
project. The first section provides an introduction to Scenario-Based Development. The
second section focuses on the envisaged users of the VIS-SENSE framework. The third
section provides a brief description of the scenarios This material was first presented in
VIS-SENSE Deliverable D1.2, but is repeated here for completeness.

2.1 Introduction to Scenario-Based Design

There are several methods and frameworks for scenario-based development (SBD), which
are commonly used in usability engineering or human-computer interaction (HCI). In
the VIS-SENSE project, we will relied mostly on John Carroll’s SBD framework [12, 45].
This framework describes an iterative approach to interactive systems design and analy-
sis It encourages a reasoning about people using technology and about finding trade-offs
throughout development. The SBD framework is comparable to other usability en-
gineering approaches since it encompasses requirements analysis, design, prototyping,
evaluation, and documentation. Its key distinction is its central reliance on user inter-
action scenarios as an ongoing source of insight and reasoning about users’ needs and
experiences [46].

Figure 2.1 illustrates the Scenario-Based Development framework. Three main stages
“Analysis, Design, Evaluation” segment the design process of the system. Each of these
stages is comprised of one or more phases, which are in turn made up of multiple ac-
tivities. It is assumed that SBD phases and their activities occur in an iterative and
interleaved fashion. As shown, the framework is also founded on three main compo-
nents: scenarios, claims, and knowledge of HCI methods and concepts. Scenarios are
analysed using claims and HCI knowledge throughout the entire system development life
cycle. Scenario writing is always interleaved with claims analysis, in which features of a
situation that have important effects on actors or system are identified. Each feature is
recorded together with its hypothesized good and bad effects. Claims analysis not only
extends and elaborates the scenarios, but helps generate design reasoning.

During the Analysis stage, a requirements analysis is performed in which the scope of
the problem is understood. Various methods are then used to study the situation and
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Figure 2.1: Scenario-Based Design process[12, 45].

the context. Typically these methods include interviews with experts and other users
(the stakeholders), field studies of the current situation (e.g. state-of-the-art studies),
and brainstorming among users and developers. This input is gathered and analysed
to formulate problem scenarios that convey important characteristics of the users, the
typical and critical tasks they engage in, the tools they use, and their organizational
context.

The Design stage is where the project is moved from problem understanding to envi-
sioned solutions. SBD organizes design into four phases with a rough ordering: Activity
Design, Information Design, and Interaction Design, with Documentation Design con-
ducted throughout. Each design phase is comprised of three concurrent activities:

• exploring relevant HCI concepts, metaphors, and different technology options with
the goal of discovering possible solutions;

• envisioning the proposed solutions in the form of prototypes, scenarios, etc., with
the goal of narrowing down the solution space to one or two design possibilities;

• rationale for building the chosen solution(s) in the form of design claims and eval-
uation results.

Developers start by writing down activity scenarios in which they envision typical

FP7-ICT-257495-VIS-SENSE 13
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or critical services that people will seek from the system and introduce concrete ideas
about new functionality. These early scenarios propose various transformations from
current situation and provide a concrete glimpse of the future that the designers are
trying to enable. However, they deliberately focus on pure functionality, refraining from
specifying details about what the system will look like or how users will manipulate it.

In the second design phase, information scenarios are elaborated to provide details
about the information that the system will provide to users. This phase is about how
users perceive, interpret and make sense of information.

The third design phase involves the design of interaction scenarios. These scenarios
describe the details of user action and feedback. Each interaction scenario is a fully-
specified design vision: the users and task(s) being supported, the information needed
to carry out the task, the actions the users take to interact with the task information,
and the responses the system provides to users’ actions.

Even though the SBD framework makes, in theory, a clear distinction between those
various scenarios during the design stage, from a practical viewpoint it is more con-
venient to group the three aspects (activity, information and system interaction) in a
single, unified design scenario. For the VIS-SENSE scenarios developed in Chapters 2
and 3 of D1.2 this more pragmatic and unified approach was adopted.

The last stage of SBD involves an evaluation of the design ideas, which focuses on
Usability testing. Two forms of usability testing can be applied: formative, which is
carried out to guide re-design and aimed at improving a design prototype, or summa-
tive evaluation, which serves as a overall system verification function. In other words,
formative evaluation aims at identifying what in the designed system is working poorly
and what changes might fix the problem, whereas summative evaluation aims at com-
paring the developed system (as a whole) with what was envisioned and specified during
the design. Within the context of VIS-SENSE, the formative evaluation processes were
integrated ad hoc into the development activities of the prototypes. This document will
focus on the more formal summative evaluation.

2.2 Envisaged Users of the VIS-SENSE Framework

At the beginning of the design process in VIS-SENSE the target groups of end-users were
identified. The project partners of VIS-SENSE are not only the problem owners, but also
the researchers and developers of the framework addressing their problems. However,
to ensure that the VIS-SENSE framework could also be used by end-users beyond the
project partners, the following categories of end-users were targeted:

14 SEVENTH FRAMEWORK PROGRAMME
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• Telecommunications operators and ISPs: typically provide consumers or
businesses with access to the Internet and related services. They provide web
hosting, domain name registration, collocation, Internet transit, and also provide
security issues to their customers. In particular, we are targeting network engineers
who will be mostly interested in developments addressing BGP hijacks and attack
attribution aspects. These would enable them to better protect their infrastructure
and their customers by selecting the mitigation level appropriate for a given threat.

• Security software companies: these users can benefit from project results by
incorporating VIS-SENSE technologies into their management consoles. The next
generation of tools will enable them to effectively deal with mining and visualizing
large security datasets. In particular, threat and malware analysts are likely to be
interested in having new analysis tools to deal with massive amounts of security
data. Furthermore, this category of users is likely to be interested in strategic
analyses of various threats landscapes and how these evolve over time.

• CERT teams: this group of potential users typically respond to security incidents
occurring in the Internet. They cooperate with other CERTs and ISPs, provide a
secure contact to report incidents, analyse the state of the Internet security, provide
incident reaction and prevention, provide security information and warnings as well
as education and training. CERT analysts can benefit from the project results by
incorporating into their arsenal of monitoring tools some of the new technologies
developed in VIS-SENSE. This category of users is likely to be interested in both
tactical and strategic analysis of security data sets. They could then respond more
effectively to security incidents but also to remain informed of changes or evolutions
in attack phenomena occurring in the networks that they are monitoring.

• Security researchers: these users are mostly involved in research and teaching
(education). They develop ideas related to a broad range of theoretical and practi-
cal aspects of computer security and privacy issues. They could benefit from using
and testing the system with their own data sets. They are also likely to be inter-
ested in improving and extending the framework with new modules, visualization
techniques or algorithms.

2.3 Definition of the VIS-SENSE Scenarios

The overall objective of the VIS-SENSE framework is to improve Internet security by
enabling security experts to gain a better situational understanding of existing and

FP7-ICT-257495-VIS-SENSE 15
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emerging threats faced by Internet users. This objective will be achieved by fostering
proactive measures that will increase the efficiency of cybercrime resolution and improve
the prediction of such attacks. Thus, helping people better protect themselves against
criminal activity.

From a conceptual viewpoint, we can distinguish two different approaches to help in
achieving these goals: tactical and strategic analysis [52]. The tactical approach involves
the development of monitoring methods to distinguish between malicious and benign
activity. This approach can be summarized with the question “What characterizes a
malicious object?” Tactical methods use analysis for the development and refinement of
a model, which can then be used for automated monitoring and classification.

The strategic approach, instead, involves the exploratory analysis of data with a par-
ticular focus on the generation of activity overviews and behavioural models. Statistical
and data mining methods, such as clustering and aggregation play an important role in
the generation of overviews. The correlation of data from different sources is also im-
portant for an understanding of how different aspects of network security relate to one
another. This approach can be summarized with questions like “Which malicious objects
are likely due to the same source?” or “What is the modus operandi of an attacker?”.

As one can see, tactical and strategic approaches have fundamentally different goals:
the tactical approach tries to process and characterise security-related data in near real
time. Alerts and events are generated with the help of new antivirus signatures, knowl-
edge of the spread of a new botnet, correlations with new IDS signatures, etc. The
strategic approach instead deals with the observation of the modus operandi of attackers
and their strategies on a long-term basis. Obviously, the two approaches are comple-
mentary; however, they involve different time scales. Tactical battles are won, or lost, in
terms of seconds, minutes or hours whereas strategic approaches involve days, weeks or
months. To a certain extent, methods for strategic analysis usually include more contex-
tual features and try to correlate them with the structural or behavioural characteristics
of the malicious events being observed.

The main innovation of the VIS-SENSE framework will be to provide users with novel
visual analytics technologies for the identification and prediction of abnormal behaviour
in various network security application areas ranging from attack attribution to BGP
hijacking. It will thus involve the introduction of new visual analytics technologies
for the mining of, presentation of and interaction with massive amounts of heteroge-
neous data. In particular, VIS-SENSE aims to research and develop innovative ways
to combine emerging attack attribution technologies relying on multi-criteria analysis
and data fusion [52], with visualization techniques that can help analysts interact with
multi-dimensional clusters representing cybercrime activities.

In VIS-SENSE Deliverable D1.2 the SBD framework was instantiated around the

16 SEVENTH FRAMEWORK PROGRAMME



2.3 Definition of the VIS-SENSE Scenarios

following two specific scenarios that guided overall VIS-SENSE development:

• Scenario 1: “Visualisation of the Internet threat landscape” was handled in detail
in Chapter 2 of D1.2;

• Scenario 2: “Analysis and visualisation of attacks against the Control Plane (BGP)”
was described in Chapter 3 of D1.2.

For each scenario, the problem was analysed high-level user requirements extracted,
before new use cases and system interactions were sketched. Finally, the extracted user
needs were mapped to appropriate technologies. The result was a set of claims which
will be reviewed and validated in Chapter 3 of this document. The VIS-SENSE scenarios
will be summarised in the following two subsections.

2.3.1 Scenario 1: Visualisation of the Internet threat landscape

In the first VIS-SENSE scenario, users of the target groups of the project aim to get
insights into various threat ecosystems using visual analytics tools. This scenario is
related to security intelligence, which entails collecting information and applying the
knowledge, expertise and skills of security analysts to derive business value. The objec-
tive of this application scenario consists in doing security monitoring more efficiently, for
both known and unknown threats, by performing security investigation and root cause
analysis through mining very large security data sets. Examples of security data sets
that have used as input for this scenario include spam data, scam and phishing emails,
malware samples, and client-side threats targeting Web users.

2.3.2 Scenario 2: Analysis and visualisation of attacks against the Control
Plane (BGP)

In this scenario, we aim at collecting and analyzing data about the state of the Internet
routing infrastructure to correlate them with other sources of information related to at-
tacks targeting end hosts. We want to take advantage of routing data analysis techniques
and visual analytics tools to highlight the existence, or the absence of attacks against the
Border Gateway Protocol (BGP), i.e., BGP hijacking (or IP prefix hijacking). The main
objective in this scenario is thus to find a correlation between possible BGP hijacks and
other malicious activities occurring in the Internet. In particular, we want to confirm,
or not, the existence of spammers suspected of performing attacks against BGP to allow
them to send spam in a stealthy way (i.e., the so-called ”fly-by spammers’”).

FP7-ICT-257495-VIS-SENSE 17
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2.4 Evaluation Methodology

As discussed in the Introduction, the evaluation of Visual Analytics prototypes is an
unsolved research problem. In preparation for the evaluation activities of the VIS-
SENSE project we analysed a series of relevant publications providing overviews and
assessments of different evaluation techniques. In this section we will first summarize
and comment on the publications we analysed. We will then turn our focus to the
evaluation needs of VIS-SENSE in order to motivate our overall evaluation strategy.

We do not claim to provide a comprehensive overview of the state of the art in
evaluation methodologies. Constraints on time necessitated a more directed approach.
Our analysis was focussed on publications providing overviews and taxonomies (meta-
publications), as well as publications which have become well known in the visual ana-
lytics community. The inclusion of meta-publications ensures a higher level of utility of
our analysis for VIS-SENSE and for future evaluations.

Levels of Evaluation (edited by Thomas and Cook)

In the US research roadmap for visual analytics entitled “Illuminating the Path” the
authors presented a three-level hierarchy for evaluation [51]. The hierarchy is shown in
Figure 2.2.

On the lowest level there are software components, i.e. the technical the building
blocks of the system. Algorithms are located at this level and can be divided into two
basic categories:

• Those which require human interaction, and

• those which are fully automated.

Metrics, such as speed and precision can generally be used for the evaluation of al-
gorithms which are fully automated. However, there are examples of fully automated
algorithms for which such metrics are inappropriate or impossible to calculate. Exam-
ples in VIS-SENSE include some BGP anomaly-detection algorithms, for which there is
little or no known ground truth. For the evaluation of algorithms which require human
interaction empirical evaluation techniques may be used. Metrics, such as effective-
ness, efficiency or user satisfaction may be measured. However, it is important to use
evaluation models which enable a meaningful comparison with other results [13].

One of challenges defined in the roadmap for the component level is coping with the
large number of different approaches to evaluating software artefacts. The goal of this
section is to present a selection of these approaches and analyse them with respect to
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Moving Research into Practice 153

In the field of visualization, some limited techniques, such as described in 
Mackinlay [1986], allow computed scores to be generated to evaluate the potential 
quality of simple displays. However, controlled experiments with users remain the 
workhorse of evaluation. There have been demonstrations of faster task completion, 
reduced error rates, or increased user satisfaction measured in laboratory settings 
using some visualization components. These studies are particularly helpful for com-
paring isolated interaction techniques or data representations [Irani & Ware, 2003; 
Alonso et al., 1998]. Studies comparing slightly more complex tools combining 
components—for example, a choice of interaction and visual representation—are 
also available [Plaisant et al., 2002; Kobsa, 2004; Stasko, 2000]. These often reveal 
that different tools perform better for different types of tasks, but it can be difficult 
to identify what part of the system impacts the performance of the tool. Chen’s 
meta-analysis of empirical evaluations of visualizations [Chen & Yu, 2000] begins to 
address standardization of methods to improve the clarity and comparability of visu-
alization experiments.

At the system level, visual analytics combines and integrates multiple compo-
nents, and the most fruitful approach to evaluation is comparing systems with the 
technology currently used by target users. Metrics need to address the learnability 
and utility of the system in addition to user satisfaction. Those evaluations often 
take place in the laboratory using surrogate scenarios but addressing complex tasks 
conducted over longer periods of time than component-level evaluations.

A new measurement approach is insight-based evaluation. The IEEE InfoVis 
2003 and 2004 contests [Plaisant et al., 2004] have required contestants to report 

Figure 6.1. The three levels of evaluation and example metrics.Figure 2.2: The levels of evaluation[51, page 153].
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their applicability within VIS-SENSE. A further challenge named by the authors is that
the tasks which are evaluated are often too simple, which reduces the ability to identify
complex dependencies between components. Visual analytics is not an isolated process
which can be measured at specific points. Thus, longer term studies are important for
the evaluation of visual analytics artefacts.

The second level of the hierarchy deals with systems. On this level the authors focus
on ease of use; learnability and usability of the system is related to user satisfaction.
According to the authors evaluations on this level require longer time frames than com-
ponent evaluations. The evaluations themselves generally take place in laboratories using
artificial scenarios.

On the top level the work environment is examined. At this level an attempt must be
made to gain an awareness of the possible future utilization of the system. Fundamental
behavioural properties such as the adoption and adaptation of the new technologies
must be assessed. Metrics such as the number of new technologies introduced, trust
or performance can be used for this purpose. The goal is to produce a basis for the
successful introduction and use of the system in a production environment.

Evaluation for Visual Analytics (edited by Keim et al.)

Some of the content of the paper by Jarke van Wijk [55] referenced in the introduction
of this document was taken from the European research roadmap for visual analytics.
The roadmap was entitled “Mastering the Information Age — Solving Problems with
Visual Analytics” and was edited by Daniel Keim et al. [26]. This section presents an
annotated summary of Chapter 8 of the roadmap [26, pages 131 – 144].

A typical visual analytics application encompasses a number of different artefacts,
such as techniques, methods, modus operandi, theories or software components. The
goal of evaluation must be to secure the quality of these artefacts and thereby support
the needs of developers and users.

Figure 2.3 shows the primary factors which influence the evaluation process. The
figure illustrates that alongside the artefacts considered and the interests of the users,
the tasks to be solved and the data used must be taken into account during an evaluation.
An example of a finding could be that the use of scatter plots (artefact) is useful to find
clusters (task) in a set of real tuples (data) for a trained expert (user).

Taking these four factors into account is complex since many dependencies between
the factors can exist in many ways. Hierarchical dependencies exist, since different levels
of abstraction can be distinguished. Multivariate dependencies also exist, since each of
the factors may have many properties which may depend on others. These heterogeneous
dependencies come about because real-world scenarios always consist of a combination
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Users

Evaluation

Tasks Data

Artefacts Findings

Figure 2.3: The main ingredients of evaluation[26, page 132].

of all four of the primary factors. Figure 2.4 shows the mutual dependencies between the
primary factors which influence the evaluation process. In the following each of these
factors will be considered in more detail.

The potential types of users for visual analytics applications are numerous. The target
user group may be the general public or it may be a small group of experts and this
must be taken into account when conceiving an evaluation. Within this document and
within the VIS-SENSE project we have focused on groups of experts. We define experts
as qualified persons who possess extensive knowledge in one or more domains. According
to the authors, this group often has very specific requirements and very little time to
spare. Thus an efficient collaboration between developers and domain experts is required
so that time and other resources can be used sparingly.

The tasks range in complexity from very simple or elementary to extensive and diffi-
cult to keep track of. Complex tasks, such as protecting a company network are difficult
to simulate in a laboratory experiment and false conclusions could have disastrous conse-
quences. We have thus considered alternatives to laboratory experiments in VIS-SENSE.
These include field studies, case studies and competition submissions; which will be de-
scribed in the second half of this section.

The artefacts can be evaluated on different levels. Questions considered for evalua-
tion can range from the appropriateness of a graphical representation to the question of
whether a whole technology is the right choice. This relates to the work presented in
the US roadmap [51] and summarised above. The artefacts themselves could be visual-
izations, automated analyses, knowledge representations, presentations, data cleansing
processes, etc.

The data used for simple graphical representations are generally homogeneous and
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Figure 2.4: Dependencies between users, tasks, data and artefacts[26, page 134].

simple to process. In visual analytics applications large, heterogeneous datasets are
often combined. Thus automated methods must be used to process the data and reduce
their complexity in the analysis process. In addition, new data may be created during
the analysis.

The authors state that complex and heterogeneous systems result from the combina-
tion of tasks, data, artefacts and users. Figure 2.4 is a simplified representation of this
phenomenon. As stated above, the much used laboratory experiments are an insufficient
representation of real-world situations. In the following subsections we will present a
series of publications which are focused on evaluation techniques which go beyond lab-
oratory experiments. Furthermore, we will emphasise those techniques which are most
applicable to the constraints imposed by VIS-SENSE.

Munzner’s Nested Model

Tamara Munzner introduced her nested model in 2009 [39]. The publication presents a
new approach to the information visualization process. Her model attempts to unify the
treatment of visualization design and its corresponding evaluation.

The nested model is organised into four nested layers (see Figure 2.5). Every layer has
different evaluation requirements. The results of a higher layer form the input for the
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layers beneath. Errors on the upper layers are, thus, propagated to the layers beneath.
In the following, we will provide a more detailed description of the layers defined by
Munzner.

1

Separating Design Into Levels

! multiple levels

domain problem characterization

     data/operation abstraction design

  encoding/interaction technique design

algorithm design

! three separate design problems

! not just the encoding level

! each level has unique threats to validity

! evocative language from security via software engineering

! dependencies between levels

! outputs from level above are inputs to level below

! downstream levels required for validating some upstream threats

Fig. 1. Our model of visualization creation has four nested layers.

a tool for that audience. Although this concept might seem obvious,
sometimes designers cut corners by making assumptions rather than
actually engaging with any target users. Moreover, eliciting system
requirements is not easy, even when a designer has access to target
users fluent in the vocabulary of the domain and immersed in its work-
flow. As others have pointed out [42], asking users to simply introspect
about their actions and needs is notoriously insufficient. Interviews
are only one of many methods in the arsenal of ethnographic method-
ology [9, 39, 42].

The output of domain workflow characterization is often a detailed
set of questions asked about or actions carried out by the target users
for some heterogeneous collection of data. The details are necessary:
in the list above, the high-level domain problem of “cure disease” is
not sufficiently detailed to be input to the next abstraction level of
the model, whereas the lower-level domain problem of “investigate
microarray data showing gene expression levels and the network of
gene interactions” is more appropriate. In fact, even that statement is
a drastic paraphrase of the domain problem and data description in the
full design study [6].

2.3 Operation and Data Type Abstraction
The abstraction stage is to map problems and data from the vocabulary
of the specific domain into a more abstract and generic description that
is in the vocabulary of computer science. More specifically, it is in the
vocabulary of information visualization: the output of this level is a
description of operations and data types, which are the input required
for making visual encoding decisions at the next level.

By operations, we mean generic rather than domain-specific tasks.
There has been considerable previous work on constructing tax-
onomies of generic tasks. The early work of Wehrend and Lewis also
proposes a similar abstraction into operations and data types (which
they call objects) [51]. Amar and Stasko have proposed a high-level
task taxonomy: expose uncertainty, concretize relationships, formu-
late cause and effect, determine domain parameters, multivariate ex-
planation, and confirm hypotheses [2]. Amar, Eagan, and Stasko have
also proposed a categorization of low-level tasks as retrieve value,
filter, compute derived value, find extremum, sort, determine range,
characterize distribution, find anomalies, cluster, correlate [1]. Valiati
et al. propose identify, determine, visualize, compare, infer, configure,
and locate [47]. Although many operations are agnostic to data type,
others are not. For example, Lee et al. propose a task taxonomy for
graphs which includes following a path through a graph [25].

The other aspect of this stage is to transform the raw data into the
data types that visualization techniques can address: a table of num-
bers where the columns contain quantitative, ordered, or categorical
data; a node-link graph or tree; a field of values at every point in space.
The goal is to find the right data type so that a visual representation of
it will address the problem, which often requires transforming from the
raw data into a derived type of a different form. Any data type can of
course be transformed into any other. Quantitative data can be binned
into ordered or categorical data, tabular data can be transformed into
relational data with thresholding, and so on.

Unfortunately, despite encouragement to consider these issues from
previous frameworks [8, 10, 43], an explicit discussion of the choices
made in abstracting from domain-specific tasks and data to generic
operations and data types is not very common in papers covering the
design of actual systems. A welcome early exception is the excellent
characterization of the scientific data analysis process by Springmeyer
et al., which presents an operation taxonomy grounded in observations
of lab scientists studying physical phenomena [40].

However, frequently this abstraction is done implicitly and without
justification. For example, many early web visualization papers im-
plicitly posited that solving the “lost in hyperspace” problem should be
done by showing the searcher a visual representation of the topological
structure of its hyperlink connectivity graph [30]. In fact, people do
not need an internal mental representation of this extremely complex
structure to find a web page of interest. Thus, no matter how cleverly
the information was visually encoded, these visualizations all incurred
additional cognitive load for the user rather than reducing it.

This abstraction stage is often the hardest to get right. Many de-
signers skip over the domain problem characterization level, assume
the first abstraction that comes to mind is the correct one, and jump
immediately into the third visual encoding level because they assume
it is the only real or interesting design problem. Our guideline of ex-
plicitly stating the problem in terms of generic operations and data
types may force a sloppy designer to realize that the level above needs
to be properly addressed. As we discuss in Section 3.2, this design
process is rarely strictly linear.

The first two levels, characterization and abstraction, cover both
tasks and data. We echo the call of Pretorius and van Wijk that both of
these points of departure are important for information visualization
designers [34].

2.4 Visual Encoding and Interaction Design
The third level is designing the visual encoding and interaction. The
design of visual encodings has received a great deal of attention in the
foundational information visualization literature, starting with the in-
fluential work from Mackinlay [26] and Card et al. [8] (Chapter 1).
The theory of interaction design for visualization is less well devel-
oped, but is starting to appear [23, 52]. We consider visual encoding
and interaction together rather than separately because they are mu-
tually interdependent. Many problem-driven visualization papers do
indeed discuss the design issues for this level explicitly and clearly,
especially those written as design studies [29].

2.5 Algorithm Design
The innermost level is to create an algorithm to carry out the visual en-
coding and interaction designs automatically. The issues of algorithm
design are not unique to visualization, and are extensively discussed
in the computer science literature [11].

3 THREATS AND VALIDATION

Each level in this model has a different set of threats to validity, and
thus requires a different approach to validation. Figure 2 shows a sum-
mary of the threats and validation approaches possible at each level,
which are discussed in detail in the rest of this section. A single pa-
per would include only a subset of these validation methods, ideally
chosen according to the level of the contribution claims.

In our analysis below, we distinguish between immediate and down-
stream validation approaches. An important corollary of the model
having nested levels is that most kinds of validation for the outer levels
are not immediate because they require results from the downstream
levels nested within them. The length of the red lines in Figure 2
shows the magnitude of the dependencies between the threat and the
downstream validation, in terms of the number of levels that must be
addressed. These downstream dependencies add to the difficulty of
validation: a poor showing of a validation test that appears to inval-
idate a choice at an outer level may in fact be due to a poor choice
at one of the levels inside it. For example, a poor visual encoding
choice may cast doubt when testing a legitimate abstraction choice,
or poor algorithm design may cast doubt when testing an interaction
technique. Despite their difficulties, the downstream validations are
necessary. The immediate validations only offer partial evidence of
success; none of them are sufficient to demonstrate that the threat to
validity at that level has been addressed.

3.1 Vocabulary
We have borrowed the evocative phrase threats to validity from the
computer security domain, by way of the software engineering litera-
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Figure 2.5: The Munzner model of visualization creation has four nested layers[39, page
922].

Layer 1 The domain problem characterization involves the appropriate specification of
tasks and data. This is very important with regard to the propagation of errors
to the remaining three layers. The specifications on this level can differ consid-
erably, dependent on the domain from which the problem originates. According
to Munzner, surveys of target groups are generally insufficient for the creation
of appropriate specifications. Implicit assumptions made by designers are often
incorporated in the process, which may not be correct for the given problem.

Layer 2 The data/problem abstraction design enables representations with the tech-
niques of information visualization. The result should be a concrete description of
the possible operations and data types. Munzner provides a detailed reasoning for
why this process is most difficult to execute.

Layer 3 The encoding/interaction technique design then takes place. Important depen-
dencies between encodings and interactions must be respected.

Layer 4 Finally, algorithm design for the objects in layer three is at the lowest layer on
Munzner’s model. Since an enormous body of literature exists for this layer of the
design process, Munzner does not lose many words on the topic.

After defining the model, Munzner then discusses a number of possible threats for the
correct execution of the design process as well as possibilities for the validation of the
developed results. Figure 2.6 shows an overview of these threats and validations for the
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layers of the model. There is a correspondence between threats and validations in the
same layer; the proposed validation strategies should mitigate the threats. Generally, an
iterative process of improvement should be aimed for. An improved understanding of the
objects on any individual layer naturally has an effect on the other layers. In practice,
Munzner notes, there are often discrepancies between the layer under consideration and
the chosen validation technique. In the following, the will provide a more detailed
description of the threats and validation strategies in each layer.

threat: wrong problem

 validate: observe and interview target users

     threat: bad data/operation abstraction

          threat: ineffective encoding/interaction technique

          validate: justify encoding/interaction design

              threat: slow algorithm

validate: analyze computational complexity

                      implement system

              validate: measure system time/memory

          validate: qualitative/quantitative result image analysis

          [test on any users, informal usability study]

          validate: lab study, measure human time/errors for operation

      validate: test on target users, collect anecdotal evidence of utility

      validate: field study, document human usage of deployed system

 validate: observe adoption rates

Fig. 2. Threats and validation in the nested model. Downstream levels
are distinguished from upstream ones with containment and color, as in
Figure 1. Many threats at the outer levels require downstream valida-
tion, which cannot be carried out until the inner levels within them are
addressed, as shown by the red lines. Usually a single paper would only
address a subset of these levels, not all of them at once.

ture. We use the word validation rather than evaluation to underscore
the idea that validation is required for every level, and extends beyond
user studies and ethnographic observation to include complexity anal-
ysis and benchmark timings. In software engineering, validation is
about whether one has built the right product, and verification is about
whether one has built the product right. Our use of validation includes
both of these questions. In the simulation community, validation of
the scientific model with respect to real-world observations is simi-
larly considered separately from verification of the implementation,
and connotes a level of rigor beyond the methods discussed here.

3.2 Iterative Loops and Rapid Prototyping
Although this model is cast as four nested layers for simplicity, in prac-
tice these four stages are rarely carried out in strict temporal sequence.
There is usually an iterative refinement process, where a better under-
standing of one layer will feed back and forward into refining the oth-
ers, especially with user-centered or participatory design approaches.
The intellectual value of separating these four stages is that we can
separately analyze whether each level has been addressed correctly,
no matter in what order they were undertaken.

Similarly, the discussion below is simplified by implying that the
only way to address nested layers is to carry out the full process of de-
sign and implementation. Of course, there are many rapid prototyping
methodologies for accelerating this process by creating low-fidelity
stand-ins exactly so that downstream validation can occur sooner. For
example, paper prototypes and wizard-of-oz testing [12] can be used to
get feedback from target users about abstraction and encoding designs
without addressing the algorithm level at all.

3.3 Domain Threats
At the domain problem and data characterization level, the assertion
is that particular problems of the target audience would benefit from
visualization tool support. The primary threat is that the problem is
mischaracterized: the target users do not in fact have these problems.
An immediate form of validation is to interview and observe the tar-
get audience to verify the characterization, as opposed to relying on
assumptions or conjectures. These validation approaches are mostly
qualitative rather than quantitative [9, 14], and appropriate method-
ologies include ethnographic field studies and semi-structured inter-
views, as also advocated by Shneiderman and Plaisant [39]. Isenberg
et al. propose the term grounded evaluation for this class of pre-design
exploratory approaches [20].

A downstream form of validation is to report the rate at which the
tool has been adopted by the target audience. We do note that adoption
rates can be considered to be a weak signal with a large rate of false

negatives and some false positives: many well-designed tools fail to
be adopted, and some poorly-designed tools win in the marketplace.
Nevertheless, the important aspect of this signal is that it reports what
the target users do of their own accord, as opposed to the approaches
below where target users are implicitly or explicitly asked to use a tool.

3.4 Abstraction Threats
At the abstraction design level, the threat is that the chosen operations
and data types do not solve the characterized problems of the target
audience. The key aspect of validation against this threat is that the
system must be tested by target users doing their own work, rather
than an abstract operation specified by the designers of the study.

A common downstream form of validation is to have a member of
the target user community try the tool, in hopes of collecting anecdotal
evidence that the tool is in fact useful. These anecdotes may have the
form of insights found or hypotheses confirmed. Of course, this obser-
vation cannot be made until after all three of the other levels have been
fully addressed, after the algorithm designed at the innermost level is
implemented. Although this form of validation is usually qualitative,
some influential work towards quantifying insight has been done [37].

A more rigorous validation approach for this level is to observe and
document how the target audience uses the deployed system as part of
their real-world workflow, typically in the form of a longer-term field
study. We distinguish these field studies of deployed systems, which
are appropriate for this level, from the exploratory pre-design field
studies that investigate how users carry out their tasks before system
deployment that are appropriate for the characterization level above.
We do echo the call of Shneiderman and Plaisant [39] for more field
studies of deployed systems. Although a few exist [15, 28], they are
still far too rare given that they are the main validation method to ad-
dress the threat at a critical design level. We conjecture that this short-
age may be due to the downstream nature of the validation, with two
levels of dependencies between the design choice and its testing.

3.5 Encoding and Interaction Threats
At the visual encoding and interaction design level, the threat is that
the chosen design is not effective at communicating the desired ab-
straction to the person using the system. One immediate validation
approach is to justify the design with respect to known perceptual and
cognitive principles. Methodologies such as heuristic evaluation [53]
and expert review [44] are a way to systematically ensure that no
known guidelines are being violated by the design. A less structured
approach is a free-form discussion of choices in a design study paper.

A downstream approach to validate against this threat is to carry
out a formal user study in the form of a laboratory experiment. A
group of people use the implemented system to carry out assigned
tasks, usually with both quantitative measurements of the time spent
and errors made and qualitative measurements such as preference. The
size of the group is chosen based on the expected experimental effect
size in hopes of achieving statistically significant results.

Another downstream validation approach is the presentation of and
qualitative discussion of results in the form of still images or video.
This approach is downstream because it requires an implemented sys-
tem to carry out the visual encoding and interaction specifications de-
signed at this level. This validation approach is strongest when there
is an explicit discussion pointing out the desirable properties in the
results, rather than assuming that every reader will make the desired
inferences by unassisted inspection of the images or video footage.
These qualitative discussions of images sometimes occur in a case
study format, supporting an argument that the tool is useful for a par-
ticular task-dataset combination.

A third appropriate form of downstream validation is the quantita-
tive measurement of result images created by the implemented system.
For example, many measurable aesthetic criteria such as number of
edge crossings and edge bends have been proposed in the subfield of
graph drawing [41], some of which have been empirically tested [50].

Informal usability studies do appear in Figure 2, but are specifically
not called a validation method. As Andrews eloquently states: “For-
mative methods [including usability studies] lead to better and more
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Figure 2.6: Threats and validation in the nested model[39, page 923].

Layer 1 The greatest threat is the inappropriate representation of the actual problem.
Validation is achieved through interviews with target user groups. The downstream
validation is reflected in the acceptance rates achieved.

Layer 2 The chosen data/operation abstractions may not solve the problems of the
targeted group of users. Downstream validation is again focussed on the target
user groups and involves field studies, case studies and observation of usage.

Layer 3 The chosen design may not communicate the desired abstraction to the target
user group. The downstream validation is achieved through quantitative and/or
qualitative user studies and laboratory experiments.
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Layer 4 The chosen algorithms may be too slow or too complex. Algorithms can be
validated through an analysis of their complexity. For the downstream validation
benchmarks may be used.

Design Study Methodology by Sedlmair et al.

In their paper, Sedlmair, Meyer and Munzner developed a process for the effective execu-
tion of design studies [48]. Design studies are a method for the development of optimised
visualization designs for graphical information systems. The results of the paper were
drawn primarily from a series design studies conducted by the authors as well as from
experiences reviewing the work of other researchers. The main result is the definition of
a framework made up of nine steps. The framework is aimed at specific problem-oriented
studies; it is less appropriate for the enhancement of general techniques.

The authors define a design study as a project, in which specialists in information
visualization analyse real problems together with experts from the problem domain.
Real tasks and real data from the relevant domain are examined to find appropriate
possibilities for their visualization. The word design in this case refers to the selection of
appropriate representations from those which exist. A system is then developed, which
should solve the problem. The design is then evaluated, findings are recorded for future
projects and guidelines for design studies are adapted if necessary. The validation of the
solution should follow Munzner’s nested model (see above) [39].

According to the authors, the methodology is dominated by two variables: task clar-
ity and information location. As shown in Figure 2.7, task clarity ranges from fuzzy
(unclear) to sharp (clear). The location of available information begins in the head of
the expert and ends on the computer. On the left edge of the graphic there is a zone in
which absence of known data in machine-readable form makes a realistic design study
impossible. In the upper-right corner there is a zone in which the availability of data on
the computer and the high clarity of the task enables the resolution of the problem with
well-known automatic methods. The remaining area of the graphic is the part which is
of interest for the application of the design-study methodology.

Based on the discussion above, the authors developed a nine-step plan for design-
study methodologies (see Figure 2.8). They divided the process into three primary
phases called precondition, core and analysis with 3, 4 and 2 steps respectively. The
process is basically linear, however the influence of steps on their predecessors is ignored
at first, but may be a source of errors. The authors identified a number of possible
sources of errors (or pitfalls) and created a table with a total of 32 potential pitfalls
(shown in Figure 2.9).

Validation is essential in every phase of the design-study process. In the precondition
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straction, and a decent reflection on guidelines. On the other hand, a
very thorough design and evaluation might counterbalance a moder-
ate problem characterization or reflection. Our definitions imply that
a design study paper does not require a novel algorithm or technique
contribution. Instead, a proposed visualization design is often a well-
justified combination of existing techniques. While a design study
paper is the most common outcome of a design study, other types of
research papers are also possible such as technique or algorithm, eval-
uation, system, or even a pure problem characterization paper [50].

3.2 Task Clarity and Information Location Axes
We introduce two axes, task clarity and information location, as shown
in Figure 1. The two axes can be used as a way to think and reason
about problem characterization and abstraction contributions which,
although common in design studies, are often difficult to capture and
communicate.

The task clarity axis depicts how precisely a task is defined, with
fuzzy on the one side and crisp on the other. An example of a crisp
task is “buy a train ticket”. This task has a clearly defined goal with a
known set of steps. For such crisp tasks it is relatively straightforward
to design and evaluate solutions. Although similarly crisp low-level
visualization tasks exist, such as correlate, cluster or find outliers [2],
reducing a real-world problem to these tasks is challenging and time
consuming. Most often, visualization researchers are confronted with
complex and fuzzy domain tasks. Data analysts might, for instance,
be interested in understanding the evolutionary relationship between
genomes [45], comparing the jaw movement between pigs [34], or the
relationship between voting behavior and ballot design [94]. These
domain tasks are inherently ill-defined and exploratory in nature. The
challenge of evaluating solutions against such fuzzy tasks is well-
understood in the information visualization community [59].

Task clarity could be considered the combination of many other fac-
tors; we have identified two in particular. The scope of the task is one:
the goal in a design study is to decompose high-level domain tasks of
broad scope into a set of more narrow and low-level abstract tasks.
The stability of the task is another: the task might change over the
course of the design study collaboration. It is common, and in fact
a sign of success, for the tasks of the experts to change after the re-
searcher introduces visualization tools, or after new abstractions cause
them to re-conceptualize their work. Changes from external factors,
however, such as strategic priority changes in a company setting or
research focus changes in an academic setting, can be dangerous.

The second axis is the information location, characterizing how
much information is only available in the head of the expert versus
what has been made explicit in the computer. In other words, when
considering all the information required to carry out a specific task,
this axis characterizes how much of the information and context sur-
rounding the domain problem remains as implicit knowledge in the
expert’s head, versus how much data or metadata is available in a dig-
ital form that can be incorporated into the visualization.

We define moving forward along either of these axes as a design
study contribution. Note that movement along one axis often causes
movement along the other: increased task clarity can facilitate a bet-
ter understanding of derived data needs, while increased information
articulation can facilitate a better understanding of analysis needs [61].

3.3 Design Study Methodology Suitability
The two axes characterize the range of situations in which design study
methodology is a suitable choice. This rough characterization is not
intended to define precise boundaries, but rather for guiding the under-
standing of when, and when not, to use design studies for approaching
certain domain problems.

Figure 1 shows how design studies fall along a two-dimensional
space spanned by the task clarity and the information location axes.
The red and the blue areas at the periphery represent situations for
which design studies may be the wrong methodological choice. The
red vertical area on the left indicates situations where no or very lit-
tle data is available. This area is a dangerous territory because an
effective visualization design is not likely to be possible; we provide
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Fig. 1. The task clarity and information location axes as a way to analyze
the suitability of design study methodology. Red and blue areas mark
regions where design studies may be the wrong methodological choice.

ways to identify this region when winnowing potential collaborations
in Section 4.1.2.

The blue triangular area on the top right is also dangerous terri-
tory, but for the opposite reason. Visualization might be the wrong
approach here because the task is crisply defined and enough infor-
mation is computerized for the design of an automatic solution. Con-
versely, we can use this area to define when an automatic solution is
not possible; automatic algorithmic solutions such as machine learning
techniques make strong assumptions about crisp task clarity and avail-
ability of all necessary information. Because many real-world data
analysis problems have not yet progressed to the crisp/computer ends
of the axes, we argue that design studies can be a useful step towards
a final goal of a fully automatic solution.

The remaining white area indicates situations where design studies
are a good approach. This area is large, hinting that different design
studies will have different characteristics. For example, the regions
towards the top left at the beginning of both axes require significant
problem characterization and data abstraction before a visualization
can be designed—a paper about such a project is likely to have a sig-
nificant contribution of this type. Design studies that are farther along
both axes will have a stronger focus on visual encoding and design
aspects, with a more modest emphasis on the other contribution types.
These studies may also make use of combined automatic and visual
solutions, a common approach in visual analytics [84].

The axes can also associate visualization with, and differentiate it
from other fields. While research in some subfields of HCI, such as
human factors, deal with crisply defined tasks, several other subfields,
such as computer supported cooperative work and ubiquitous comput-
ing, face similar challenges in terms of ill-defined and fuzzy tasks.
They differ from visualization, however, because they do not require
significant data analysis on the part of the target users. Conversely,
fields such as machine learning and statistics focus on data analysis,
but assume crisply defined tasks.

4 NINE-STAGE FRAMEWORK

Figure 2 shows an overview of our nine-stage framework with the
stages organized into three categories: a precondition phase that de-
scribes what must be done before starting a design study; a core phase
presenting the main steps of conducting a design study; and an analy-
sis phase depicting the analytical reasoning at the end. For each stage
we provide practical advice based on our own experience, and out-
line pitfalls that point to common mistakes. Table 1 at the end of this
section summarizes all 32 pitfalls (PF).

The general layout of the framework is linear to suggest that one
stage follows another. Certain actions rely on artifacts from earlier
stages—deploying a system is, for instance, not possible without some
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Figure 2.7: The task clarity and information location axes as a way to analyse the suit-
ability of design study methodology[48, page 2433].

PRECONDITION
personal validation

CORE
inward-facing validation

ANALYSIS
outward-facing validation

learn implementwinnow cast discover design deploy reflect write

Fig. 2. Nine-stage design study methodology framework classified into three top-level categories. While outlined as a linear process, the overlapping
stages and gray arrows imply the iterative dynamics of this process.

kind of implementation—and it is all too common to jump forward
over stages without even considering or starting them. This forward
jumping is the first pitfall that we identify (PF-1). A typical example
of this pitfall is to start implementing a system before talking to the
domain experts, usually resulting in a tool that does not meet their
specific needs. We have reviewed many papers that have fatal flaws
due to this pitfall.

The linearity of the diagram, however, does not mean that previous
stages must be fully completed before advancing to the next. Many
of the stages often overlap and the process is highly iterative. In fact,
jumping backwards to previous stages is the common case in order
to gradually refine preliminary ideas and understanding. For exam-
ple, we inevitably always find ourselves jumping backwards to refine
the abstractions while writing a design study paper. The overlapping
stages and gray arrows in Figure 2 imply these dynamics.

Validation crosscuts the framework; that is, validation is important
for every stage, but the appropriate validation is different for each. We
categorize validation following the three framework phases. In the pre-
condition stage, validation is personal: it hinges on the preparation of
the researcher for the project, including due diligence before commit-
ting to a collaboration. In the core phase, validation is inward-facing:
it emphasizes evaluating findings and artifacts with domain experts. In
the analysis phases, validation is outward-facing: it focuses on justi-
fying the results of a design study to the outside world, including the
readers and reviewers of a paper. Munzner’s nested model elaborates
further on how to choose appropriate methods at each stage [50].

4.1 Precondition Phase
The precondition stages of learn, winnow, and cast focus on prepar-
ing the visualization researcher for the work, and finding and filtering
synergistic collaborations with domain experts.

4.1.1 Learn: Visualization Literature
A crucial precondition for conducting an effective design study is a
solid knowledge of the visualization literature, including visual en-
coding and interaction techniques, design guidelines, and evaluation
methods. This visualization knowledge will inform all later stages: in
the winnow stage it guides the selection of collaborators with interest-
ing problems relevant to visualization; in the discover stage it focuses
the problem analysis and informs the data and task abstraction; in the
design stage it helps to broaden the consideration space of possible
solutions, and to select good solutions over bad ones; in the imple-
ment stage knowledge about visualization toolkits and algorithms al-
lows fast development of stable tool releases; in the deploy stage it
assists in knowing how to properly evaluate the tool in the field; in the
reflect stage, knowledge of the current state-of-the-art is crucial for
comparing and contrasting findings; and in the write stage, effective
framing of contributions relies on knowledge of previous work.

Of course, a researcher’s knowledge will gradually grow over time
and encyclopedic knowledge of the field is not a requirement before

conducting a first design study. Nevertheless, starting a design study
without enough prior knowledge of the visualization literature is a pit-
fall (PF-2). This pitfall is particularly common when researchers who
are expert in other fields make their first foray into visualization [37];
we have seen many examples of this as reviewers.

4.1.2 Winnow : Select Promising Collaborations

The goal of this stage is to identify the most promising collaborations.
We name this strategy winnowing, suggesting a lengthy process of sep-
arating the good from the bad and implying that careful selection is
necessary: not all potential collaborations are a good match. Prema-
ture commitment to a collaboration is a very common pitfall that can
result in much unprofitable time and effort (PF-3).

We suggest talking to a broad set of people in initial meetings, and
then gradually narrowing down this set to a small number of actual col-
laborations based on the considerations that we discuss in detail below.
Because this process takes considerable calendar time, it should begin
well before the intended start date of the implement stage. Initial meet-
ings last only a few hours, and thus can easily occur in parallel with
other projects. Only some of these initial meetings will lead to further
discussions, and only a fraction of these will continue with a closer
collaboration in the form of developing requirements in the discover
stage. Finally, these closer collaborations should only continue on into
the design stage if there is a clear match between the interests of the
domain experts and the visualization researcher. We recommend com-
mitting to a collaboration only after this due diligence is conducted; in
particular, decisions to seek grant funding for a collaborative project
after only a single meeting with a domain expert are often premature.
We also suggest maintaining a steady stream of initial meetings at all
times. In short, our strategy is: talk with many but stay with few, start
early, and always keep looking.

The questions to ask during the winnow stage are framed as rea-
sons to decide against, rather than for, a potential collaboration. We
choose this framing because continued investigation has a high time
cost for both parties, so the decision to pull out is best made as early as
possible. Two of our failure cases underline the cost of late decision-
making: the PowerSetViewer [54] design study lasted two years with
four researchers, and WikeVis [72] half a year with two researchers.
Both projects fell victim to several pitfalls in the winnow and cast
stages, as we describe below; if we had known what questions to con-
sider at these early stages we could have avoided much wasted effort.

The questions are categorized into practical, intellectual, and inter-
personal considerations. We use the pronouns I for the visualization
researcher, and they for the domain experts.

PRACTICAL CONSIDERATIONS: These questions can be easily
checked in initial meetings.
Data: Does real data exist, is it enough, and can I have it?
Some potential collaborators will try to initiate a project before real
data is available. They may promise to have the data “soon”, or “next
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Figure 2.8: Nine-stage design study methodology framework classified into three top-
level categories[48, page 2434].
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alization researcher to explain hard-won knowledge about the domain
to the readers is understandable, it is usually a better choice to put
writing effort into presenting extremely clear abstractions of the task
and data. Design study papers should include only the bare minimum
of domain knowledge that is required to understand these abstractions.
We have seen many examples of this pitfall as reviewers, and we con-
tinue to be reminded of it by reviewers of our own paper submissions.
We fell headfirst into it ourselves in a very early design study, which
would have been stronger if more space had been devoted to the ra-
tionale of geography as a proxy for network topology, and less to the
intricacies of overlay network configuration and the travails of map-
ping IP addresses to geographic locations [53].

Another challenge is to construct an interesting and useful story
from the set of events that constitute a design study. First, the re-
searcher must re-articulate what was unfamiliar at the start of the pro-
cess but has since become internalized and implicit. Moreover, the
order of presentation and argumentation in a paper should follow a
logical thread that is rarely tied to the actual chronology of events due
to the iterative and cyclical nature of arriving at full understanding of
the problem (PF-31). A careful selection of decisions made, and their
justification, is imperative for narrating a compelling story about a de-
sign study and are worth discussing as part of the reflections on lessons
learned. In this spirit, writing a design study paper has much in com-
mon with writing for qualitative research in the social sciences. In
that literature, the process of writing is seen as an important research
component of sense-making from observations gathered in field work,
above and beyond merely being a reporting method [62, 93].

In technique-driven work, the goal of novelty means that there is a
rush to publish as soon as possible. In problem-driven work, attempt-
ing to publish too soon is a common mistake, leading to a submission
that is shallow and lacks depth (PF-32). We have fallen prey to this pit-
fall ourselves more than once. In one case, a design study was rejected
upon first submission, and was only published after significantly more
work was completed [10]; in retrospect, the original submission was
premature. In another case, work that we now consider preliminary
was accepted for publication [78]. After publication we made further
refinements of the tool and validated the design with a field evaluation,
but these improvements and findings did not warrant a full second pa-
per. We included this work as a secondary contribution in a later paper
about lessons learned across many projects [76], but in retrospect we
should have waited to submit until later in the project life cycle.

It is rare that another group is pursuing exactly the same goal given
the enormous number of possible data and task combinations. Typi-
cally a design requires several iterations before it is as effective as pos-
sible, and the first version of a system most often does not constitute a
conclusive contribution. Similarly, reflecting on lessons learned from
the specific situation of study in order to derive new or refined gen-
eral guidelines typically requires an iterative process of thinking and
writing. A challenge for researchers who are familiar with technique-
driven work and who want to expand into embracing design studies is
that the mental reflexes of these two modes of working are nearly op-
posite. We offer a metaphor that technique-driven work is like running
a footrace, while problem-driven work is like preparing for a violin
concert: deciding when to perform is part of the challenge and the
primary hazard is halting before one’s full potential is reached, as op-
posed to the challenge of reaching a defined finish line first.

5 COMPARING METHODOLOGIES

Design studies involve a significant amount of qualitative field work;
we now compare design study methodology to influential methodolo-
gies in HCI with similar qualitative intentions. We also use the ter-
minology from these methodologies to buttress a key claim on how to
judge design studies: transferability is the goal, not reproducibility.

Ethnography is perhaps the most widely discussed qualitative re-
search methodology in HCI [16, 29, 30]. Traditional ethnography in
the fields of anthropology [6] and sociology [81] aims at building a
rich picture of a culture. The researcher is typically immersed for
many months or even years to build up a detailed understanding of life
and practice within the culture using methods that include observation

Table 1. Summary of the 32 design study pitfalls that we identified.

PF-1 premature advance: jumping forward over stages general
PF-2 premature start: insufficient knowledge of vis literature learn
PF-3 premature commitment: collaboration with wrong people winnow
PF-4 no real data available (yet) winnow
PF-5 insufficient time available from potential collaborators winnow
PF-6 no need for visualization: problem can be automated winnow
PF-7 researcher expertise does not match domain problem winnow
PF-8 no need for research: engineering vs. research project winnow
PF-9 no need for change: existing tools are good enough winnow
PF-10 no real/important/recurring task winnow
PF-11 no rapport with collaborators winnow
PF-12 not identifying front line analyst and gatekeeper before start cast
PF-13 assuming every project will have the same role distribution cast
PF-14 mistaking fellow tool builders for real end users cast
PF-15 ignoring practices that currently work well discover
PF-16 expecting just talking or fly on wall to work discover
PF-17 experts focusing on visualization design vs. domain problem discover
PF-18 learning their problems/language: too little / too much discover
PF-19 abstraction: too little design
PF-20 premature design commitment: consideration space too small design
PF-21 mistaking technique-driven for problem-driven work design
PF-22 non-rapid prototyping implement
PF-23 usability: too little / too much implement
PF-24 premature end: insufficient deploy time built into schedule deploy
PF-25 usage scenario not case study: non-real task/data/user deploy
PF-26 liking necessary but not sufficient for validation deploy
PF-27 failing to improve guidelines: confirm, refine, reject, propose reflect
PF-28 insufficient writing time built into schedule write
PF-29 no technique contribution 6= good design study write
PF-30 too much domain background in paper write
PF-31 story told chronologically vs. focus on final results write
PF-32 premature end: win race vs. practice music for debut write

and interview; shedding preconceived notions is a tactic for reaching
this goal. Some of these methods have been adapted for use in HCI,
however under a very different methodological umbrella. In these
fields the goal is to distill findings into implications for design, requir-
ing methods that quickly build an understanding of how a technology
intervention might improve workflows. While some sternly critique
this approach [20, 21], we are firmly in the camp of authors such as
Rogers [64, 65] who argues that goal-directed fieldwork is appropri-
ate when it is neither feasible nor desirable to capture everything, and
Millen who advocates rapid ethnography [47]. This stand implies that
our observations will be specific to visualization and likely will not be
helpful in other fields; conversely, we assert that an observer without a
visualization background will not get the answers needed for abstract-
ing the gathered information into visualization-compatible concepts.

The methodology of grounded theory emphasizes building an un-
derstanding from the ground up based on careful and detailed anal-
ysis [14]. As with ethnography, we differ by advocating that valid
progress can be made with considerably less analysis time. Although
early proponents [87] cautioned against beginning the analysis pro-
cess with preconceived notions, our insistence that visualization re-
searchers must have a solid foundation in visualization knowledge
aligns better with more recent interpretations [25] that advocate bring-
ing a prepared mind to the project, a call echoed by others [63].

Many aspects of the action research (AR) methodology [27] align
with design study methodology. First is the idea of learning through
action, where intervention in the existing activities of the collabora-
tive research partner is an explicit aim of the research agenda, and
prolonged engagement is required. A second resonance is the identifi-
cation of transferability rather than reproducibility as the desired out-
come, as the aim is to create a solution for a specific problem. Indeed,
our emphasis on abstraction can be cast as a way to “share sufficient
knowledge about a solution that it may potentially be transferred to
other contexts” [27]. The third key idea is that personal involvement
of the researcher is central and desirable, rather than being a dismaying
incursion of subjectivity that is a threat to validity; van Wijk makes the
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Figure 2.9: Summary of the 32 design study pitfalls that the authors identified[48, page
2438].
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phase the validation is simply a preparation of the researcher performing the study. In
the core phase validation is focussed inward and structures the collaboration with the
domain expert. Finally, in the analysis phase the validation is focussed outward and
serves to prove the correctness of the solution to outsiders.

The precondition phase is divided into the learn, winnow and cast steps. These steps
are focused on preparing the researcher for the problem posed and should help maximise
the synergy effects with the domain experts in the following phase. First, a thorough
state-of the art analysis of visualizations within the domain considered is required (learn
step). Appropriate contact persons should then be selected (winnow step). The cast step
serves the identification and consolidation of the stake holders in the project. It begins
with the front-line analysts (i.e. the domain experts) and ends with possible co-workers.
The authors include a detailed discussion of the possible pitfalls which may occur during
this phase. These include the availability of enough data and the commitment of contact
persons during the whole project lifetime.

The primary phase of the design-study methodology is the core phase, which is divided
into the discover, design, implement and deploy steps. Firstly, an exact characteriza-
tion of the problem and its abstraction into appropriate data structures and possible
operations is required (discover step). The main problem here is errors which occur in
the communication with domain experts. The authors argue that the researcher must
gain enough information from the experts, but must be able to distinguish between
important and superfluous details. In the design step the available data should be rep-
resented in a number of appropriate visualizations. The researcher should begin with a
broad consideration space and narrow the selected visualizations down to those which
are truly appropriate for the project. The resulting, narrower proposal space should
then be discussed with the experts. In the subsequent implement step program code
shown be developed rapidly. The authors argue that rapid development is better than a
quality-oriented approach, because the code may change many times. In the final step of
the core phase (deploy step) the developed system is presented and feedback is obtained
from users. This step allows the derivation of an evaluation.

The third phase, the analysis phase is divided into the reflect and write steps. In
the first step the developed product must be examined to see whether it fulfils the
requirements which were specified, whether appropriate improvements can be made,
or whether it is sufficiently capable of solving the specified problem. This assessment
should lead to the further development of guidelines for design studies. Finally, the
results should be published to make the scientific findings which were obtained available
to outsiders. The authors argue that enough time should be taken for the publication
of problem-oriented research results.
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Empirical Evaluation Methods by McGrath

The evaluation of software can be achieved through automated test routines or user
studies. The publication summarised in this section deals with evaluations involving
users. In many cases students are used in place of domain experts for the evaluation
of software. This leads to a situation in which only a particular subset of the possible
tests can be executed. As a result, according to Barkhuus and Rode, the quality of
evaluations has not increased in recent years [7]. Perer and Schneiderman came to a
similar conclusion [41]. They proposed that the goal of the graphical system should
determine the choice of user study, not the immediately available participants [41].

In some cases it is not the number of users which makes an evaluation valuable,
but the knowledge of the participants. Joseph McGrath introduced a system for the
categorisation of user studies and provided guidelines for when each type of user study
should be used [37] His work is summarised in the graphic shown in Figure 2.10.

Figure 2.10: The strategy circumplex[37, page 156].

We will now present a summary of McGrath’s categorization. There are two levels;
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the upper level consisting of the following three categories:

Precision the measure of the precision with which the observed behaviour can be mea-
sured. It is also important to consider to what extent external influences which
cannot be measured can be eliminated.

Realism the realism of the experiment in which the findings are collected in comparison
to the subsequent real Situation.

Generalisability the generalisability of the findings of the study to other users.

Within these three basic categories, eight different types of experiment and/or study
are distinguished. For the description of the methods, we will refer to the work of
Carpendale, who considered McGrath’s model for the special case of information visu-
alization [11]. We will also reuse these method definitions in all further discussions in
this chapter. The methods are as follows:

User Studies in user studies an attempt is made to create a neutral environment so
that user behaviour is not influenced by external factors. The aim of a user study
is to determine the preference of the subjects.

Laboratory Experiments In laboratory experiments a controlled environment is created
in which every aspect of the experiment can be predefined.

Experimental Simulation In experimental simulation the dangers of a real-world situ-
ation (such as storm) are simulated to keep the experiment controlled.

Field Experiment In a field experiment a scenario is created which is as close to reality
as possible, but which allows the scientist to intervene. The goal is to generate
real situations which can be planned.

Field Study In a field study a realistic situation is observed and assessed. It is impor-
tant that the study is not distorted by the influences of observation.

Computer Simulation No users are required in computer simulations. Instead, an at-
tempt is made to describe a closed model. The model is evaluated automatically
and deficiencies in precision are compensated by stochastic means.

Formal Theory There is no conventional evaluation methodology involved in formal
theory. Instead, existing empirical results are used to derive theoretical implica-
tions.
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Sample Survey In a sample survey the scientist is interested in examining the relation-
ships between various factors and their occurrences. In practice this means that
questionnaires are conducted in order to measure the perception of the factors by
users.

These methods can all be mapped to three the categories defined by McGrath. How-
ever, no method can be placed in all three categories at once [26]. Experiments and ques-
tionnaires which are carried out in controlled environments ensure precision, but suffer
from a lack of realism. Conversely, studies which are carried out in real environments
are difficult to control, but are realistic. A high generalisability requires abstraction,
which reduces both precision and realism [37].

Plaisant suggested two possible augmentations to the above methods [42]. Firstly,
databases of questions should be created for the support of questionnaires about infor-
mation visualization systems. The databases would contain a different sets of standard-
ized questions, allowing scientists to test different alternatives and create benchmarks.
In addition, she suggested case studies, providing users with real tasks to be solved with
a given program.

Evaluation Methods by Ivory and Hearst

As described in the introduction, intuitive user interaction plays an important role in
visual analytics for many reasons. Ivory and Hearst have developed an exhaustive cata-
logue of evaluation techniques, which provides a number of methods for different require-
ments [24]. The focus of their work is on the automation of the evaluation of usability.
Table 2.11 shows an overview of the method classes and types which Ivory and Hearst
named. Five basic classes of methods are differentiated.

The methods use three groups of actors. The first group is the test persons or later
users who are selected to validate the developed systems. With the help of their measured
performance and qualitative feedback, the utility of the systems for their needs can be
assessed. The second group is the persons who perform the tests with the members
of the first group. The third group is the experts in human-computer interfaces and
usability (not experts in the target domain of the systems).

Ivory and Hearst discovered that of the methods they studied, only a third of them
applied and emphasised automation. Indeed, qualitative and subjective information,
such as user preference are an important ingredient in evaluations. For the acquisition
of this data, the authors suggest the use of heuristic evaluations and usability tests.
Automated methods of for the modelling and simulation offer advantages in terms of
cost and time in comparison to long-term, expensive user studies. According to Ivory
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Table II. Descriptions of the WIMP and Web UE Method Types Depicted in Table I

Method Class
Method Type Description

Testing
Thinking-Aloud Protocol user talks during test
Question-Asking Protocol tester asks user questions
Shadowing Method expert explains user actions to tester
Coaching Method user can ask an expert questions
Teaching Method expert user teaches novice user
Codiscovery Learning two users collaborate
Performance Measurement tester records usage data during test
Log File Analysis tester analyzes usage data
Retrospective Testing tester reviews videotape with user
Remote Testing tester and user are not colocated during test

Inspection
Guideline Review expert checks guideline conformance
Cognitive Walkthrough expert simulates user’s problem solving
Pluralistic Walkthrough multiple people conduct cognitive walkthrough
Heuristic Evaluation expert identifies violations of heuristics
Perspective-Based Inspection expert conducts narrowly focused heuristic evaluation
Feature Inspection expert evaluates product features
Formal Usability Inspection expert conducts formal heuristic evaluation
Consistency Inspection expert checks consistency across products
Standards Inspection expert checks for standards compliance

Inquiry
Contextual Inquiry interviewer questions users in their environment
Field Observation interviewer observes system use in user’s environment
Focus Groups multiple users participate in a discussion session
Interviews one user participates in a discussion session
Surveys interviewer asks user specific questions
Questionnaires user provides answers to specific questions
Self-Reporting Logs user records UI operations
Screen Snapshots user captures UI screens
User Feedback user submits comments

Analytical Modeling
GOMS Analysis predict execution and learning time
UIDE Analysis conduct GOMS analysis within a UIDE
Cognitive Task Analysis predict usability problems
Task-Environment Analysis assess mapping of user’s goals into UI tasks
Knowledge Analysis predict learnability
Design Analysis assess design complexity
Programmable User Models write program that acts like a user

Simulation
Information Proc. Modeling mimic user interaction
Petri Net Modeling mimic user interaction from usage data
Genetic Algorithm Modeling mimic novice user interaction
Information Scent Modeling mimic Web site navigation

in the Web domain than for WIMP inter-
faces (2 vs. 16 methods). Appendix A shows
the information in Table I separated by UI
type.

Table I shows that automation in gen-
eral is greatly underexplored. Methods
without automation support represent
67% of the methods surveyed, and meth-
ods with automation support collectively
represent only 33%. Of this 33%, capture
methods represent 13%, analysis methods
represent 18%, and critique methods rep-
resent 2%. All but two of the capture meth-
ods require some level of interface usage;
genetic algorithms and information scent

modeling both employ simulation to gen-
erate usage data for subsequent analysis.
Overall, only 29% of all of the methods sur-
veyed (nonautomated and automated) do
not require formal or informal interface
use to employ.

To provide the fullest automation sup-
port, software would have to critique in-
terfaces without requiring formal or in-
formal use. Our survey found that this
level of automation has been developed
for only one method type: guideline re-
view (e.g., Farenc and Palanque [1999],
Lowgren and Nordvist [1992], and Scholtz
and Laskowski [1998]). Guideline review

ACM Computing Surveys, Vol. 33, No. 4, December 2001.

Figure 2.11: Description of the automated evaluation method types[24, page 476].
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and Hearst, an ideal situation would be the combination of both types (automated and
non-automated) of evaluation methods, to take advantage of synergy effects. An example
of this combination would be the automated creation of user interactions to be assessed
by an expert.

Evaluation Methods by Andrews

For the reasons discussed above, we also include Andrews’ approach in this section [3].
Andrews presented a taxonomy describing the different phases of interface creation and
the appropriate evaluation methods for each phase. In his publication “Evaluation
Comes in Many Guises” Andrews notes that the term evaluation is imprecise and must
be defined more concretely [3]. According to Andrews there are exploratory, predictive,
constructive and summarising evaluations which should be applied in the appropriate
phase of system development.

Furthermore, Andrews names four phases of system development corresponding to the
different classes of evaluation. These are the pre-design phase, the pre-implementation
phase, the implementation phase and the post-implementation phase. Various evaluation
methods can be applied in each phase. These can be roughly divided into evaluation
methods which require domain experts and methods which only require representative
(i.e. non-expert) users.

Figure 2.12 shows the four phases and their applicable evaluation techniques. The blue
titles indicate evaluations which require representative groups of users are required. The
green titles describe evaluations which require domain experts. Andrews is one of the
few authors who strictly distinguishes representative and expert users in the evaluation
process.

Grounded Evaluation by Isenberg et al.

Grounded Evaluation refers to evaluation from the ground up. According to Isenberg
et al., the goal of grounded evaluation is to develop a process which accommodates
the situations in which the developed system will be used after its implementation [23].
Thus, evaluation should be as close to reality as possible.

Beginning in the design phase, the work environment in which the software artefacts
will be used must be examined exhaustively. The authors recommend the use of quali-
tative analysis techniques, since opinions and statements can be recorded and problems
described more effectively with these techniques. Since quantitative methods only record
statements in statistical data, they are not suitable for direct analysis of real-world en-
vironments. According to Gorard and Taylor, the social relationships present should
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ABSTRACT
As the information visualisation (infovis) community ma-
tures, the evaluation of information visualisation techniques
is becoming more of a requirement and less of an optional
extra. Unfortunately, the term evaluation means different
things to different people.

Simply encouraging “evaluation” is too general and impre-
cise. There is a need for clarification as to what kind of evalu-
ation is expected at what stage. When reporting their work,
authors should clearly distinguish between exploratory, pre-
dictive, formative, and summative evaluation.

Keywords
information visualisation, evaluation, user testing, inspec-
tion techniques, longitudinal studies, comparative studies,
exploratory, predictive, formative, summative

1. INTRODUCTION
As the information visualisation (infovis) community ma-

tures, the evaluation of information visualisation techniques
is becoming more of a requirement and less of an optional ex-
tra [1]. Unfortunately, the term evaluation means different
things to different people. When asked about whether any
evaluation has been done, the range of responses goes from
no evaluation (worryingly common), through heuristic eval-
uation and thinking aloud testing, to longitudinal studies
and full formal comparative studies. All of these techniques
seem to fall under the umbrella term of “evaluation”.

In the context of paper reviewing and project appraisals at
least (and probably elsewhere too), there is a need for more
precision. Calls for papers should be explicit about what
kind of evaluation is expected at what stage. The same ap-
plies to the published criteria for project appraisals. When
reporting their work, authors should describe exactly what
kind of evaluation was performed and for what purpose.

For example, was the evaluation performed by evaluation
specialists or representative test users? Was the purpose of
the evaluation to provide design feedback, to demonstrate
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Figure 1: Nine common evaluation methods
grouped by purpose and who performs them.

effective usage scenarios for a particular class of user, or to
objectively compare two or more interfaces?

2. TYPES OF EVALUATION
Evaluation methods can be classified into one of two types

according to who performs the evaluation:

• Inspection methods: specialist evaluators inspect an
interface and use their experience and judgement to
assess it.

• Testing methods: representative test users use one or
more interfaces and observations or measurements are
made.

Figure 2.12: Nine common evaluation methods grouped by purpose and who performs
them[3, page 1].
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not be neglected during recording and interpretation in studies involving quantitative
data [19].

Qualitative data are generally collected through observation, interviews, written doc-
umentation and audio-visual processes. The data should be representative and unbiased.
However, the authors state that the definition of a representative set of participants is
difficult, since measures of statistical significance cannot be used (as it can with quanti-
tative methods). The data which is collected is very much dependent on the experience
of the evaluator and the focus of the evaluation. The collection and interpretation of
qualitative data can be very time consuming.

In the analysis of the data, quantitative methods, qualitative methods or a combina-
tion of both methods may be used. An important first step is the grouping of the raw
data into theme blocks. This grouping can be achieved with the help of data-related
methods, theoretical methods or with the help of insights from previous research. The
data-related methods can create groups directly from raw data. The theoretical meth-
ods use properties similar to the heuristic processes, in which data are interpreted and
generalised.

qualitative inquiry are typically combined [22].

3.1 Gathering Qualitative Data
Qualitative data commonly comes in one of four basic types

[4, p.121]: observations, interviews, documents (written artifacts),
or audio-visual materials. Acquiring these types of data can be
done in a multitude of ways. In the process of gathering qualita-
tive data there are two major concerns: determining a sampling
methodology that is representative and unbiased, and when acquir-
ing a sample the avoidance of projecting aspects or attributes onto
the data that are not there (e. g. observer bias). Sample sizes for
qualitative research are determined differently than for quantitative
research. Since qualitative research is not concerned with making
statistically significant statements about a phenomenon, the sample
sizes are often lower than required for quantitative research. Often
sample sizes are determined during the study by continuing quali-
tative inquiry until one cannot gain new data through observation
[1, 18]. There is no guideline to say when this “saturation” may
occur [29]. Sample sizes may vary greatly depending on the scope
of the research problem but also the experience of the investigator.
An experienced investigator may reach a theoretical saturation ear-
lier than a novice investigator. Qualitative research can also be very
time-consuming as it often requires large amounts of collected data
to be analyzed and parsed. Therefore, compromises also have to
be made between sample sizes and the amount of data that can be
effectively processed.

3.2 Analyzing Qualitative Data
Qualitative data may be analyzed using qualitative, quantitative,

or a combination of both methods. Mixed methods research in-
cludes a qualitative phase and a quantitative phase in the overall re-
search study in order to triangulate results from different methods,
to complement results from one method with another, or to increase
the breadth and range of inquiry by using different methods [9].

Many of the qualitative analysis methods can be grouped as types
of thematic analysis, in which analysis starts from observations,
then themes are sensed through review of the data, and finally coded
[2]. Coding is the process of subdividing and labeling raw data,
then reintegrating collected codes to form a theory [29]. Moving
from the raw data into themes and a code set may proceed using
one of three approaches: data-driven, motivated from previous re-
search, or theory-driven, each with respectively decreasing levels
of sensitivity to the data [2]. In the first style, commonly called
open coding [4], themes and a code set are derived directly from
the data and nothing else. Theory-driven coding one may think of
as a process with similar characteristics to heuristic evaluation. In
either case the coded data may then be interpreted in more gener-
alized terms. Qualitatively coded data may then then be used with
quantitative or statistical measures to try and distinguish themes or
sampling groups. The goal of each type of analysis process is to
extract themes and to present a coherent, consistent picture of the
situation under study [18].

3.3 Validity
Qualitative methods are often criticized for a lack of validity.

Since the data that is analyzed in qualitative research comes from
words, pictures, video, or other artifacts, qualitative researchers of-
ten do not primarily make use of statistical analysis methods. This
does, however, not mean that the result of a qualitative analysis
is pure speculation or based on vague impressions [18]. As ex-
plained above, qualitative data can be gathered and analyzed sys-
tematically. In qualitative research, however, it is acknowledged
that the researcher’s views, research context, and interpretations

Figure 1: Evaluation in the development life cycle. Grounded
evaluation advocates beginning at (A), using qualitative studies
as a form of evaluation that can be carried out before initial de-
sign. Traditional infomation visualization approaches the cycle
beginning at (B), designing for a specific problem after a thor-
ough investigation of existing literature.

are an essential part of the qualitative research method as long as
they are grounded in the collected data [1]. In line with our goal
for grounded evaluation, the outcome of a qualitative analysis is
typically very detailed, embedded in a social context, showing pro-
cesses and often leading to a hypothesis or concepts about the situ-
ation under study.

4. GROUNDED EVALUATION IN THE
DEVELOPMENT LIFE CYCLE

Evaluation forms a cornerstone of the full development life cy-
cle (see Figure 1). Many information visualization researchers and
designers approach the cycle beginning at Figure 1 (B), after an un-
derstanding of the design situation has been gained by reviewing
related work and previous guidelines, or through informal meet-
ings with data domain experts. We advocate a grounded evaluation
approach beginning at Figure 1 (A), using qualitative studies as a
form of evaluation that can be used before initial design. Initially,
either problems, tasks, or the use of pre-existing visualizations need
to be understood. Formal pre-design evaluative studies can be per-
formed to gain a better understanding of the context of use and
requirements for design. The main benefit of this grounding is in
the rigour achieved—the exact steps leading to design decisions
can be well documented and understood. Such rigour is expected
at late stages, when evaluating implemented designs, but it is not
common at the earliest stage. The understanding achieved through
formal pre-design evaluation can be used to form criteria on which
to base requirements as well as help determine user and system
constraints. Once this basis for user and functional requirements
and constraints has been established, design, implementation, and
evaluation occur in an iterative process with the grounding being
propagated into the later iterations.

While it is common to develop a visualization technique and go
looking for a problem for which it may be of assistance, pre-design
evaluation may assist the approach of first understanding a prob-
lem to determine what may be of assistance. Rarely do tasks and
problems sit in a completely new context where no pre-existing
methods or visual support exists. At this stage, qualitative meth-

3

Figure 2.13: Evaluation in the development life cycle[23, page 3].

Figure 2.13 shows the phases of the grounded evaluation process. According to Isen-
berg et al., many studies in the field of information visualization begin in step B. In
this step, informal discussions are conducted with domain experts, formal guidelines
are studied and relevant publications read. The authors, however, suggest that work
should begin with qualitative studies in step A. Through the qualitative studies, a basic
understanding of the problems, tasks and software artefacts which are already used can
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be achieved. The qualitative process can record this information better than quantita-
tive methods. Only in rare cases do tasks and problems exists, for which there are no
current solutions or visualizations which are used. Through the achievement of a basic
understanding, systems can be created which are tailored to the challenges of the users
considered.

The design phase is an iterative process, in which modifications to and evaluations of
the design are often repeated. Isenberg et al. propose the use of quantitative methods for
the measurement of functional requirements. However, the evaluation by users should
occur through qualitative methods. In addition, the assessment of user acceptance is
very important.

The authors show that the application of qualitative methods is leads to useful designs
and can deliver criteria for subsequent evaluation. In contrast, quantitative methods are
more precision oriented, but can achieve a high degree of realism when combined with
qualitative methods.

Heuristics for Information Visualization by Zuk et al.

Zuk et al. conducted a meta-analysis of the heuristics which are applied in the field
of human-computer interaction with the goal of deriving heuristics for the field of in-
formation visualization [60] In the last two sections different heuristic approaches have
already been presented [24, 3]. According to Zuk et al. heuristic evaluations are carried
out by a small group of evaluators, which evaluate a system on the basis of heuristics or
guidelines. Heuristics can serve as design patterns in the creation of systems or help in
testing design decisions.

The use of heuristics can occur easily, quickly and cheaply during different steps in the
iterations of system creation. The authors suggest first considering which heuristics could
be helpful in the evaluation of graphical information systems. One possible example
would be the use of an evaluation tree as shown in Figure 2.14. On the first level,
basic categories are considered for the validation of the system. Every category can
then be broken down into sub categories as needed until, finally, the concrete heuristics
represented by leaf nodes are determined.

The authors carried out an experiment for the evaluation of a graphical information
system with four evaluators who with experience in field the information visualization.
Different sets of heuristics were used for the evaluation. Each set consisted of a selection
of heuristics proposed by one or more of the authors for the evaluation of the system.
The authors discovered that the interpretation of heuristics may vary from evaluator to
evaluator. Thus, it is important to ensure that the heuristics are well defined and that a
consistent understanding exists amongst the evaluators. It was shown that the different
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resentation, presentation, and interaction and manipulation
of the parameters that build a visualization play a role in
the success or failure of the overall high-level goal to amplify
cognition. The above mentioned evaluations used different
heuristics and methods to evaluate their criteria. They also
suggest that data or visualization types and domain specific
information processing tasks are a factor for the evaluation
of InfoVis systems. Whether it will be possible to find a
small set of heuristics that find the most common visualiza-
tion problems, similar to Nielsen’s [17], is an exciting open
problem for the community.

3. DETERMINING A HEURISTIC SET
Although there are several lists of usability heuristics which

do apply to information visualization (not just to the user
interface) [22, 17, 12], there are fewer specifically tailored to
the visual aspect [1, 26, 19]. How to decide the optimal or
even appropriate heuristics is the question.

A hierarchical or taxonomic way of grouping may aid in
selecting an appropriate set of heuristics. A tree-traversal-
like approach could be used in which a depth-first search
is performed with pruning occurring if the more general
heuristics are not appropriate. Morse et al. also pruned an
extensive task taxonomy to create a test set (for evaluation-
question generation) using the rationale “sample as broadly
as possible rather than deeply, and select those which var-
ied significantly” [15]. This organization could lead from a
more general heuristic, such as “consider the implications of
colour encoding”, to child heuristics such as “color percep-
tion varies with size of colored item” [25], or “don’t expect
a reading order from color” [3]. The heuristics at the leaf
level would likely be “chunked” by experts so that they only
need to descend to the more general heuristics to trigger the
set of considerations they feel appropriate, but would serve a
teaching role to novices. One such possible tree organization
is shown in Figure 1.

Figure 1: Evaluation Tree.

Another approach is to empirically determine a minimal
set of heuristics. Nielsen [17] describes a method of refine-
ment of a large set of usability problems into a small set
of 10 heuristics that are intended to be general and easily
understandable.

4. DETERMINING A PROCESS
The process of heuristic evaluation may evolve just as the

heuristics themselves can evolve over time. The original
presentation of heuristic evaluation for usability proposed
at least two passes of an interface: the first pass to provide
a general feel, and the second pass for the application of
all heuristics to each interface item [16]. While we initially
want to learn from accepted practices we do not want to
limit ourselves to that process as the nature of the problem
is in some ways fundamentally different.

HCI studies showed that using five evaluators may be
enough to find most usability problems, adding more would
reduce the benefit to cost ratio, and suggested that three
may suffice [16]. More recently Spool and Schroeder [21],
and a CHI panel [4] reviewed how many evaluators are re-
quired for web site usability analysis. They found for some
problems more than five are likely needed to find the major-
ity of problems, and the exact number will likely be product
specific. Because the use of heuristics in InfoVis has not
yet been fully studied, it is still uncertain if this knowledge
will transfer. We can only suspect that for evaluating infor-
mation visualizations, the required number of evaluators to
guarantee finding most problems may also be visualization
specific. In heuristic evaluation for usability, as performed
in HCI, the evaluators are commonly usability specialists.
It still has to be determined, however, what is required of
an “InfoVis specialist” when applying a heuristic evaluation.
Tory and Möller suggest to use both visualization (data dis-
play) and usability experts [23]. What knowledge is required
of a “visualization specialist” will have to be discovered.

While evidence has shown for usability that a small set of
heuristics can find a majority of problems, we as yet have
no evidence for a similar potential from visualization heuris-
tics. Craft and Cairns [6] recently undertook the process of
analyzing the heuristics of the “Visual Information-Seeking
Mantra”. They reviewed others’ use of the “Mantra” and
found a lack of empirical evidence validating the heuristics.
They noted that even though the heuristics were presented
as descriptive in nature they have been used as prescrip-
tive [6]. They conclude by calling for a more rigorous de-
sign methodology that: takes into account the useful tech-
niques that guidelines and patterns suggest, has measurable
validity, is based upon a user-centred development frame-
work, provides step-by-step approach, and is useful for both
novices and experts.

Kahn and Prail have provided a set of design heuristics [12]
to help design the evaluation process itself. These are: mini-
mize time cost to engineers who are on the critical path, max-
imize involvement of engineers who will implement changes,
create a method that is an “event” in the usability life-cycle,
team-based approach, adapt existing method (i.e. help do
what is done better), leverage the language and structure
of well-established methods solving similar problems, task
orientation, and clear potential integration with other parts
of the usability engineering life-cycle. There is a danger in
assuming too much in reusing the process of heuristic evalua-
tion from usability, therefore we should consider using these

Figure 2.14: Evaluation tree[60, page 2].
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sets of heuristics often led to the same solutions.
Heuristics should be prioritised, since the results of two heuristics can sometimes be

contradictory. For the prioritisation the opinion of domain experts often more important
than the statements of simple users. The results of heuristics, which have a higher
priority should have more weight than those with a lower priority. In the assessment
of the top categories; perception, usability and insight Zuk et al. discovered that the
different heuristic sets delivered results of varying quality in each category. Thus, there
is on one set which is better than all other sets in all categories. For each top-level
category the set of heuristics which fits best to the category should be considered.

In summary, the authors suggest that visualization heuristics can help to identify
problems which the heuristics for usability overlooked. Frequently, areas from theory
and practice intersect, thus it is a good idea to include experts in usability, visualization
and the appropriate domain in the evaluation process. In the ideal case, a small set of
heuristics can be used which fits well with the system and is able to detect all the main
problems. Achieving this is time consuming and much research is still required in this
area [60]

The Seven Scenario Model by Lam et al.

The seven scenario model was developed by Lam et al. in 2012 [34]. In their publication
the authors presented an analysis of 361 scientific articles, in which evaluations were
carried out, to derive their model. They defined seven scenarios, which must could
be applied in the evaluation of a graphical system. These were grouped in into two
main categories; process-oriented and graphics-oriented scenarios. The goal of process-
oriented scenarios is to investigate the basic processes and the role that visualization
plays in these processes. In contrast, the graphics-oriented scenarios have of the goal
of testing different designs, determining usability, and carrying out benchmarks with
respect to existing systems.

The process-oriented scenarios comprise the following four phases:

Understand the Work Environment and Modus Operandi An understand of the needs
of future users should be achieved through interviews. Design proposals should be
derived from the work flow and information processing steps used.

Determining the Visual Data Analysis Needs It should be determined how visual tools
should support the data analysis process. Quantifiable metrics as well as subjective
feedback should be used in this phase.

Assessment of the Communication via Visualization The goal is to determine how
the visualizations are able to improve communication. For the measurement in
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this phase learnability, precision and interaction patterns with the system may be
used.

Collaborative Data Analysis The possibilities for collaborative data analysis with the
system are investigated in this phase. In large projects in particular, the collabo-
ration of different domain experts on a common problem can be very important.

Lam et al. propose different methods for evaluation, of which some have already been
presented (e.g. in the work of McGrath [37]). Figure 2.15 shows the four process-oriented
scenarios and the proposed evaluation methods.
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Evaluating visual data 
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reasoning
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through visualization

Evaluating 
collaborative data 

analysis

Field study
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Quality check 
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Figure 2.15: Process-oriented evaluation scenarios and applicable evaluation methods
based on[34].

The graphics-oriented scenarios are divided into the following three phases:

User Performance Measurement should determine how individual software components
affect the performance of users. For this purpose objective metrics should be used
which measure the performance of the users.

User Experience The aim is to determine the attributes of users and understand their
needs in order to adapt the system well to their aspirations.

Assessment of Algorithms The performance and quality of the algorithms which are
used for visualization should be assessed. The assessment should be achieved with
the help of quantitative processes.

As with the process-oriented scenarios, the authors also proposed evaluation methods
for the graphics-oriented methods. These are shown in Figure 2.16
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Figure 2.16: Graphics-oriented evaluation scenarios and applicable evaluation methods
based on[34].

According to the authors, the execution of the seven scenarios model should be carried
out in four steps. Their process differs from classical evaluation methods in that the
evaluation questions and goals are central. These must first be formulated before the
appropriate methods are applied in the same way as in the classical approaches. The
four steps for the execution of an evaluation are as follows:

1. A focus must be chosen, which determines whether the process-oriented or the
graphics-oriented scenarios are used. In addition, the phases that the analysis
should consist of must be contemplated.

2. The questions are formulated, which should be answered through evaluation.

3. A selection of approaches (e.g. methods or reference models) is made, which will
be used to answer the questions defined in step 2.

4. The exact design of the evaluation and the procedure for the analysis of results is
defined. The methods and reference models chosen in step 3 are precisely elabo-
rated. Current developments must be considered in this phase and the processes
used adapted if necessary.

2.4.1 Application to the VIS-SENSE Framework

Evaluation begins with the specification of users, tasks and data before the first line of
program code has been written. The Scenario-based design approach applied in VIS-
SENSE represented a very effective means of user, task and data specification. The
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artefacts which are created on the basis of the scenarios respond to the needs of the
specified users. They are able to deal with the specified data and enable the users to
perform the specified tasks.

The specified scenarios were vetted and commented by numerous experts in the field
of network security in the first year of the project. In this way, their relevance to a
wider audience was ensured and pitfalls associated with solving the wrong problems
were avoided. The first phase of the VIS-SENSE project also involved a detailed state of
the art analysis, performed by both the visualization experts and the network analytics
experts. This ensured that the software artefacts produced during the project went
beyond the state of the art and were not simply re-implementations of existing solutions.

Data was available to the VIS-SENSE partners from day one. Access to real datasets
was seen as a major priority, particularly in the first six months of the project. We feel
that access to real data is of critical importance and is a precondition, whose importance
is often underestimated.

An important constraint in the context of VIS-SENSE is the general lack of availabil-
ity of domain experts. However, the researchers from EURECOM, Symantec and IMT
who participated in the project were frequently contacted for feedback on visual ana-
lytics components as they were developed. The project meetings played an important
role in the development and evaluation process; experts both in visual analytics and
network security experts were present at all the VIS-SENSE project meetings. Thus the
components could be developed in an iterative fashion. However, these evaluations took
place in an unstructured manner and were not explicitly documented.

In the next chapter we have documented the most important evaluation activities
which took place during the lifetime of the project. We have attempted to provide a
variety of evaluation results, each aimed at proving the value of a different aspect of the
VIS-SENSE framework. It is hope that this approach will provide deeper insights into
the overall value of the framework. The evaluations not only provide an assessment of
the VIS-SENSE framework, they also provide hints and ideas for the future improvement
of the VIS-SENSE results beyond the conclusion of the project.

The first activity is a validation of the requirements (i.e. claims) defined in VIS-
SENSE deliverable D1.2 Use Case Analysis and User Scenarios. This validation has
been carried out by the same experts who specified the requirements. They have provided
an assessment of the fulfilment of the requirements and commentary on their scores.

The next activity is an evaluation of glyph perception. This evaluation was carried
out on non-expert users in the form of a laboratory experiment. The results of the
evaluation were used to improve the glyphs used within certain visualization components
of the VIS-SENSE framework.

Components of the VIS-SENSE framework were reused for submissions to the VAST
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challenge contests in 2012 and 2013. This provided the VIS-SENSE partners with valu-
able feedback from their peers in the visual analytics community. It also enabled the
application of the VIS-SENSE framework to non-project datasets. Both the submissions
and the comments received by the reviewers will be incorporated into this deliverable.

Finally, a field study was conducted on the premises of Symantec Ltd. in Dublin,
Ireland. The study involved seasoned experts from the security response team and was
carried out over a period of two days. The study provided the VIS-SENSE partners with
important feedback on the VIS-SENSE framework. In addition, it was seen as a first
step towards the transfer of VIS-SENSE technology into active use within Symantec.
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This chapter presents the evaluations performed of the VIS-SENSE framework using the
methodologies described in Chapter 2. Each section will begin with a short description
of the methodology used and how it was instantiated for the specific evaluation instance.

3.1 Validation of Scenario 1: Internet Threat Landscape

In D1.2 (Use Case Analysis and User Scenarios), a set of high-level functional require-
ments were defined for the security intelligence scenario according to three different
categories:

• Network analytics

• Visualization

• System integration

These high-level requirements have been considered – together with usability aspects –
from a broad perspective for the evaluation of the insights generated by the triageweb
framework in the context of various instantiations of this scenario. In this section,
we perform now a more detailed evaluation of the framework in light of the design
requirements set in D1.2, in particular we look back at the problem claims that were
formulated thanks to the scenario-based design methodology used in the design and
specification phase.

In the following Table, we first review each claim as they have been defined in D1.2,
and assign them a completion score that ranks from 0 to 5, which reflects the degree
of fulfilment of the framework regarding the requirements of each claim. The value 0
means that the claim has not been met; the value 5 means that the claim has been
fully completed or has even been exceeded. Values in-between offer a gradation of the
advancements made towards full completion. We then provide more details about the
work carried out for each claim and justify the various completion scores by detailing
the steps involved and the modules that were developed in order to fulfil the claim.
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Table 3.1: Problem claims for Threat Landscape Scenario and completion levels

Problem Claim Pros (+)
Cons (-)

Completion
Score

Claim 1:
Data import/export

(+) CSV format can be handy in some
specific cases for importing data.
(-) Time-consuming: data sets required
for the scenarios should be integrated
directly into the system (e.g., API,
communication protocol, ...).

3 / 5

Claim 2:
Clustering algorithms

(+) Pairwise algorithms (e.g., dominant
sets) are accurate and quite effective on
small data sets. All pairwise similarities
are computed ahead of time, which can
be useful for other purposes (evaluation,
visualization).
(-) Pairwise algorithms do not scale with
large data sets, time and memory
requirements are too high. In that case,
the number of computations should be
reduced using, e.g., scalable or
approximate algorithms.

4 / 5

Claim 3:
Feature selection

(+) Manual selection and analysis of
individual features is flexible, transparent
and less error-prone
(-) Tedious and time-consuming. More
automated and systematic methods for
feature selection are needed to accelerate
the analysis.

4 / 5

Claim 4:
Defining MCDA
parameters

(-) Manual definition of weighting vectors
is flexible and usually more accurate.
(-) Requires too much expert knowledge.
Methods for optimizing MCDA
parameters are needed for non-expert
users.

4 / 5
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Claim 5:
Classification and
prioritization of results

(+) Manual inspection of the results is
usually more accurate.
(-) Tedious and time-consuming. The
system should rely on heuristics to
classify MDC results, so the user can
focus on the most interesting cases first
(prioritization).

3 / 5

Claim 6:
Visualizing patterns

(-) An interface for easily and rapidly
making sense of the results is missing.
Too much non-visual analysis is being
done by the user, whereas cluster
visualizations could highlight the most
interesting cluster patterns and
relationships among them.

5 / 5

Claim 7:
Interaction with
selected features

(-) It is hard to select a priori the most
appropriate set of features to be
visualized. Trying many different
combinations of features is
time-consuming. Criteria and heuristics
should be defined to help visualizing the
most meaningful set of features for each
MDC.
(-) It should be possible for the user to
dynamically change the selected features
(e.g., adding/removing a feature), and
observe the impact of this action on
visualization(s).

4 / 5
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Claim 8:
Understanding and
making sense of the
results

(-) Decisions made by data fusion
algorithms are currently opaque. The
user should be able to understand the
MCDA decisions that led to grouping
two specific objects. For example, the
user should be able to select a subset of
objects and visualize (e.g., on a graph)
the shortest path between those objects,
along with the different values/weights
that have led to creating such a path
between them.

5 / 5

Claim 9:
Cross-dataset search

(-) No search functionality is provided by
the system to look for the presence of a
given object/feature in other data sets.
Performing cross-dataset lookups could
help the user to compare different
analysis results and thus provide more
insights into phenomena. This
cross-correlation could be further
automated to automatically suggest to
the user possible links or
inter-relationships.

4 / 5

Claim 10:
Interaction with MDCs

(-) No functionality is provided by the
system for visualizing possible
relationships between different MDCs
(e.g., how close/far they are from each
other). It is not possible to interact with
MD Clusters to let the user decide to
merge/split MDCs.

4 / 5
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Claim 11:
Graph visualization

(+) Node-link diagrams provide an
effective means to visualize a large set of
complex relationships. Using the visual
attributes ( e.g. colour) of nodes and
edges to encode more information can
further help the user to spot patterns
and make sense out of them.
(-) Choosing the appropriate graph
layout algorithm is crucial for getting
meaningful visualizations.
(-) The graphs are “static”: no user
interaction is possible with the
nodes/edges.
(-) The current technique does not scale
very well. New methods and
representations especially designed for
large and dense networks should be
developed to provide meaningful
visualizations of large and complex
networks.
(-) It is currently not possible to visualize
graphs at various levels of details, so that
the user can dynamically
expand/collapse groups of nodes and
edges to avoid overwhelming visual
complexity, while still being able to
examine fine details on-demand.

4 / 5
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Claim 12:
Dynamic plotting

(+) The TRIAGE framework is
integrated to a scripting environment
(Python/Matplotlib), which allows
almost any type of graph to be created.
(-) Difficult to use for non-expert users.
A visual interface should be provided to
dynamically create various charts (e.g.,
line or scatter plots, pie charts, time
charts, histograms, geographical maps)
with any combination of 2/3 features.
When time information is present, it
should be possible to dynamically adjust
the time frame used in the visualization.

4 / 5

Claim 13:
Incremental analysis

(-) The system does currently not
support incremental analysis. However,
clustering results from previous analyses
could be used as a basis for classifying
new samples.

5 / 5

Claim 14:
Exploiting results for
anomaly detection

(-) Analysis results are mainly used for
strategic purposes, i.e., understanding
attackers behaviours. However, detecting
any change in those behaviours require
manual analysis by a human expert.
Methods for anomaly detection could
provide the user with alerts when
significant changes are detected in the
analysis of new samples.

3 / 5

Claim 15:
Exploiting results for
alerting systems

(-) Analysis results are not currently
used for tactical purposes on operational
networks. Generating decision and
correlation rules from MDC results and
using them as input to alert correlation
systems could help specific categories of
users to monitor their networks (e.g.,
network administration, security
analysts).

1 / 5
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Average completion score: 3.80 / 5

Here are some details of the steps taken to ensure claim completion, which justifies
each score:

• Claim 1: Data import/export (Score: 3/5)
While no data import/export functionality has been integrated directly in the
user interface of the triageweb framework, some efforts were made to integrate
standard API’s (such as WAPI REST) and database interfaces. Furthermore,
data import/export is available through the triage API, which means that these
functionalities may be provided in the user interface with minimal efforts in terms
of development.

• Claim 2: Clustering algorithms (Score: 4/5)
triage clustering algorithms were largely improved to deal with scalability issues.
Thanks to a new prototype extraction algorithm added as data pre-processing step,
the framework can now be applied to larger datasets – up to 100,000 elements in
a single batch process, which is at least one order of magnitude larger than the
initial capability of the framework at the project start.

• Claim 3: Feature selection (Score: 4/5)
Helper methods were added to triage to retrieve global statistics on a data set,
and these are made available through triageweb to help the analyst understand
the underlying structure of the data set, e.g.: which features are more or less
variable (data feature cardinality), what is the data type associated to every data
feature, what is the range of possible values, etc. Moreover, a dynamic data table
was implemented in triageweb to let the analyst search and explore the data set
in a fast and convenient way. Finally, visual analysis of 1D Clusters enable the user
to get quick insights into a data set, e.g. by looking at the largest data clusters
obtained with respect to every feature. Put together, all these functionalities
allow an analyst to evaluate the data set structure and make appropriate choices
regarding the set of features that are most relevant for a multi-criteria analysis.

• Claim 4: Defining MCDA parameters (Score: 4/5)
Many efforts were made to design and implement new methods to help the analyst
define MCDA parameters. That is, we have integrated various helper methods
in the triage framework to let the system automatically adjust the weighting
vectors required as input to data fusion methods, such that it enables a non-expert
user to use them more easily. Examples of such support methods include fuzzy
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linguistic quantifiers and methods to define relative importances on the various
features. However, due to a lack of time and resources these methods are currently
only available through the triage API (not directly usable in the graphical user
interface).

• Claim 5: Classification and prioritization of results (Score: 3/5)
MDClusters can be easily inspected directly from the triageweb user interface
using dynamic tables providing sorting, paging and searching functionalities. This
enables a user to quickly focus on particular MDCs or search for give patterns
within the clusters. With minimal effort, the framework can be enhanced to sup-
port user-defined heuristics to be applied on MDCs in order to classify or prioritize
them (e.g., custom or user-defined rules on the structural properties of MDCs).
This type of functionality is already on our roadmap and will be implemented in
a next release of the framework.

• Claim 6: Visualizing patterns (Score: 5/5)
As demonstrated in other deliverables (in particular D6.1), the framework provides
a load of interactive visualizations for Clusters and MDClusters, which makes it
much easier for an analyst to understand their structure, their characteristics, and
their patterns. All cluster visualizations were integrated to the web framework.
Moreover, from the results of our field evaluation, we clearly observed that these
visualizations are useful to emphasize the interesting patterns and relevant rela-
tionships among entities, which ultimately helps the analyst in making sense of
the results.

• Claim 7: Interaction with selected features (Score: 4/5)
In most of the MDClusters visualizations integrated to triageweb, we have im-
plemented a dynamic feature selection tool which enables the user to add/remove
a feature and observe the impact on the visualizations. With minor efforts we
could improve further the Graph Viewer to let the user change the parameters
used to generate the node-link visualization (note that this is already available in
the triage API).

• Claim 8: Understanding and making sense of the results (Score: 5/5 )
The justification of this claim is similar to Claim 6. However, on top of this we
would like to stress that informative visual charts were also added to triageweb
in order to represent visually the feature correlations within MDCs, and thus better
explain the reasons why certain events were grouped together.
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• Claim 9: Cross-dataset search (Score: 4/5)
Flexible search functionalities are provided in triageweb framework to look for
the presence of a given object or feature pattern in any data set connected to
the interface. Wildcard characters enable the user to search for partial matches in
text-based data. As demonstrated in D6.1, the framework makes it easy to perform
cross-dataset analysis (e.g., analyzing spam sent from hijacked IP networks).

• Claim 10: Interaction with MDCs (Score: 4/5)
An MDC comparison tool was added to triageweb to make it easy for a user to
visualize possible relationships between different MDCs. Moreover, MDCs gener-
ated in different data slices are automatically compared in order to establish links
between similar clusters (incremental analysis).

• Claim 11: Graph visualization (Score: 4/5)
Node-link diagrams were largely improved to help the user visualize MDCs patterns
and make sense out of them. Heuristics were added to automatically choose an
appropriate graph layout algorithm. User interaction was made possible through
the Graph Viewer (implemented in Javascript) which enables the user to interact
with the graph, mode around nodes, change graph appearance and search the graph
for specific feature values. To scale up to larger graphs, the generation algorithm
can automatically switch to the cluster prototype level for larger MDCs that can
not be displayed at full level of detail because of their size. Export functionality
is also provided in various formats (pdf, image, gexf).

• Claim 12: Dynamic plotting (Score: 4/5)
The triageweb framework provides dynamic plotting tools to create visual rep-
resentations (e.g., pie and bar charts) and let the user inspect the patterns of any
data set object or meta-structure created by triage (Clusters or MDClusters).

• Claim 13: Incremental analysis (Score: 5/5)
The triage framework was successfully enhanced to support incremental analysis.
Clustering results from previous analyses (or data slices) can now be used as a basis
for classifying new samples.

• Claim 14: Exploiting results for anomaly detection (Score: 3/5)
While methods for anomaly detection are not fully integrated at this time in
triageweb (such as alerting mechanisms, etc), it is still possible to observe any
significant changes in trends or in the analysis of new samples through the inter-
face. This is made possible thanks to the addition of a so-called Reports page
that allows the user to upload new samples and compare to previous MDC results.
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The system will display any MDC associated to these new samples (along with
matching scores). Also, the dynamic tables displaying Clusters and MDCs enable
the user to easily select a given data slice, and spot any significant change in the
structure or content of the clusters.

• Claim 15: Exploiting results for alerting systems (Score: 1/5)
At this stage, triage analysis results can not be used a such for tactical purposes
on operational networks, for example to generate/update correlation rules from
MDC results and use them as input to alert correlation or detection systems. This
is an aspect that we are looking forward to develop in the future. However, due
to limited amounts of resources, we decided to concentrate first our efforts on
developing the visual analytics facets of the framework. In this area, the VIS-
SENSE partners have, without any doubt, successfully fulfilled all requirements
defined in D1.2 – and have even exceeded them in many cases.

3.2 Validation of Scenario 2: BGP Analysis

In this section, we look back at the claims that were made in D1.2: Use Case Analysis
and User Scenarios for BGP analysis.

Like for Scenario 1, we first review each claim as they have been defined in D1.2
and assign them a completion score that ranks from 0 to 5 to reflect the degree of
fulfilment of the VIS-SENSE framework (see here above for the meaning of this scale).
In order to provide more details about the work carried out for each claim and justify the
completion score, we detail the steps involved and the capabilities that were developed
by the partners to fulfil the requirements set for every claim.

Table 3.2: Problem claims for BGP and completion levels

BGP Claim Pros (+)
Cons (-)

Completion
Score

Claim 1:
Selection of IP entities
to monitor

(+) Multiple IP address sources, from
different locations and in different
formats.
(-) Editing the IP selection configuration
file is not really user friendly and requires
knowledge of the internal selection
algorithm.

3 / 5
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Claim 2:
Detection of routing
anomalies

(+) The routing anomalies detection
algorithm performs a first classification of
benign and suspicious routes. A report is
generated for each routing anomaly to
help solve suspicious cases.
(-) The process does not run
automatically and periodically on the
database. The classification process of
the routing anomalies is naive. Only a
subset of routing anomalies leading to
malicious BGP hijacks are implemented.

4 / 5

Claim 3:
Investigation of
suspicious routing
anomalies

(+) Some cases can be solved using the
information provided by the routing
anomalies report. Combining multiple
sources of information (Spamtracer
database and external sources) usually
allows the cross-checking of information
to avoid drawing wrong conclusions
because of inaccurate, stale or incorrect
data.
(-) It is critical to always know what
data we’re dealing with (e.g. static vs
dynamic data, etc) and how it was
collected to avoid drawing wrong
conclusions. Manually querying different
data repositories is time-consuming.
Digging into all the information provided
by these repositories to find interesting
data fields is usually tedious. The process
requires network analytics knowledge.

4 / 5

FP7-ICT-257495-VIS-SENSE 53



3 Evaluation of the VIS-SENSE Framework

Claim 4:
Application of
visualization techniques
to the study of routing
anomalies

(+) Some external data repositories
provide nice-looking and relevant graphs
or charts that really help with the
investigation of detected routing
anomalies.
(-) The system itself does not currently
implement any visualization techniques
to help detect and study routing
anomalies. It relies only on visualizations
provided by external data sources.

3 / 5

Claim 5:
Exploitation of the
results of the analysis
of suspicious routing
anomalies

(+) After a routing anomaly has been
classified as benign or malicious, the
information about the networks (e.g.,
ASNs, prefixes) involved can be used to
alert the victim network and/or to
process traffic from these networks
differently.
(-) Because the analysis process is not
currently automated, the exploitation of
the results is not automated either.
Moreover, due to the complex and
time-consuming analysis process, it can
take some time to react to a BGP hijack.

3 / 5

Claim 6:
System is run in real
time

(+) Ease of implementation. Better
performance. Suitable for concept
demonstration and validation.
(-) Can’t generate alerts on real-time
event as it is not an operational design

4 / 5

Claim 7:
Visual analytics
module should be
enhanced in view of
eventually supporting
real-time detection

(+) Deployment for (semi)real-time
shielding of BGP infrastructure
(-) Higher implementation complexity of
the pre-processing module is needed in
order to meet the stringent time
limitation, while the processing overhead
may restrict the implementation of
exhaustive anomaly detection algorithms

1 / 5
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Claim 8:
RIB snapshots are not
utilized

(+) Static snapshot is not really to our
interest in most cases.
(-) Some information is missing. For
example in case of withdraw message, the
2nd best routes in the RIB will become
active. Without consulting RIB one can
not tell which route was the 2nd best
route before receiving the withdraw
message.

5 / 5

Claim 9:
SQL query is executed
when requested. For
end user it may
introduce significant
lag

(+) Low system load while idle. Avoid
unnecessary expense.
(-) Will experience performance hit when
several requests are received in short
duration. Should build background
routines to diverse the load.

4 / 5

Claim 10:
Plot of raised alerts are
done manually by
operator

(+) Flexible.
(-) Requires lots of work shaping the
data. Not efficient.

4 / 5

Claim 11:
Consecutive alerts are
not fully suppressed as
in original PHAS[33]

(+) Muting consecutive identical alerts
does not clutter the alerts output. The
event is still notified with a single alert.
(-) Current algorithms actually
suppressed most of them. It’s just that
sometimes there are way too many
irregular topology changes. Considerable
number of seemingly consecutive alerts
survived the initial filtering. If not
grouped in an intelligent way, operators
may be overwhelmed by its sheer
number. Time-window based approaches
may be useful.

4 / 5

Claim 12:
System monitors only
the selected prefixes

(+) Low system load. Free up resources
for complicated algorithms
(-) Will not find anything unless
presented in the watch list.

4 / 5
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Average completion score: 3.58 / 5

Here are the details of the steps taken to ensure claim completion:

• Claim 1: Selection of IP entities to monitor (Score: 3/5)
Monitored IP networks in SpamTracer are automatically selected based on an intel-
ligent, real-time sampling of the IP addresses of spam networks from SpamCloud.
This sampling is based on a series of network properties that maximize the likeli-
hood of a match of fly-by spammers. It is important to monitor suspect networks
in real-time because it is impossible to actively probe a network after the anomaly
is over. For this reason, manually editing the list of monitored networks makes no
sense. However, increasing the number of possible daily traceroutes is desirable
because it would reduce the importance of the signature method, ideally sending
traceroute probes to all spamming networks.

• Claim 2: Detection of routing anomalies (Score: 4/5)
The VIS-SENSE consortium introduced many novel algorithms that are able to
monitor the control plane in order to highlight suspicious changes. Two distinct
techniques are used in order to remove events that are deemed benign. The first
one removes from the list of suspect prefixes every event that is due to a standard
routing practice – which is possible thanks to an in-depth study of the standard
BGP engineering solutions. The other solution is to append to the list of suspect
networks a set of discriminating metrics upon which an informed observer can
make a decision. These metrics represent distinct aspects of a single phenomenon,
thus raising (or lowering) the interest for an event of a knowledgeable user.

• Claim 3: Investigation of suspicious routing anomalies (Score: 4/5)
Data correlation between the different data sources and analysis algorithms devel-
oped by the VIS-SENSE consortium is easily achieved with the use of the WAPI
servers dedicated to each of these components. Consequently, an analyst can se-
lect the features that match a target attack signature and focus on the events that
match it. While reveiewing a suspect situation, an analyist can also easily obtain
other information from another data source in order to gain insight into a spe-
cific situation. However, the use of WAPI servers requires some specific technical
expertise in order to be able to run the queries appropriately.

• Claim 4: Application of visualization techniques to the study of routing anomalies
(Score: 3/5)
The VIS-SENSE consortium developped a series of custom-tailored visualization
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techniques that can be applied to BGP and traceroute data. These visualizations
help an analyst in analyzing a specific case, by nicely rendering the result of analysis
on the screen. However, these visualizations techniques do not scale well with the
amount of data and alerts that result from a systematic, large-scale monitoring
of the global Internet and spamming networks. Indeed, if the alerts are not pre-
filtered, too many alerts have to be manually reviewed, which results in a monotone
situation for the analyst, who has a hard time identifying events that are worthy
of a more throurough analysis.

• Claim 5: Exploitation of the results of the analysis of suspicious routing anomalies
(Score: 3/5)
VIS-SENSE Deliverable D6.2 detailed the challenges inherent to identifying mali-
cious prefix hijacking. Even though automated analysis is possible – up to a certain
level of confidence – the case has to be reviewed by an analyist in order to be able
to decide on the value of the case. We showed (in D6.2) that even though every
facet of an event was suspicious, the event was, in the end, not a BGP hijack. We
also showed that it is not easy (and even ethically challenging) to contact network
operators of foreign networks in order to inform them of a possible attack on their
network. As a result, alerting the victim is not currently achievable systematically
and in real-time.

• Claim 6: System is run in real time (Score: 4/5)
SpamTracer is running real-time by design. Much work was carried out in order to
ensure that BGPDB runs real-time, both in terms of data collection and in terms of
suspicous prefix detection. Other analysis techniques are run on-demand through
the use of WAPI servers. Consequently, users may experience a small delay before
obtaining these results. However, once computed, the results are cached, and are
available for re-retrieval.

• Claim 7: Visual analytics module should be enhanced in view of eventually sup-
porting real-time detection (Score: 1/5)
Current visual analytics modules are not able to cope with the large amount of data
resulting from a real-time monitoring of the global Internet. Moreover, the speed
at which new events are detected far supersedes the speed at which an analyst
can review these events. Visual analytics modules must be applied on pre-filtered
analysis outputs through the help of correlation between different techniques, for
example.

• Claim 8: RIB snapshots are not utilized (Score: 5/5)
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RIB snapshots can be reconstructed by simulating BGP operations on the mes-
sages exchanged between the a collector router and its peers. In this case, RIB
information is inferred from known information. While this process requires time
if rebuilding the whole routing table1, this information related to a single prefix (or
a couple of prefixes) is made almost instantaneous with the use of BGPDB. Nev-
ertheless, the analysis of large-scale BGP disturbances is dedicated to the analysis
of these RIB snapshots.

• Claim 9: SQL query is executed when requested. For end user it may introduce
significant lag (Score: 4/5)
Care has been taken in order to ensure fast execution of SQL queries. These
queries are abstracted by WAPI servers, which are used in the VIS-SENSE project
in order to abstract the underlying database schematics as means to facilitate
data exchange among partners. As a result, these routines have been thouroughly
tested, and performances have been deemed acceptable. However, the results are
further slowed down by the need to transfer data between the different hosting
locations of these servers.

• Claim 10: Plot of raised alerts are done manually by operator (Score: 4/5)
Throughout the evolution of the project, manual operations have gradually been
automated. Visual analytics modules enhanced static plots by making them inter-
active (e.g. evolution over time). However, because there is currently no defined
methodology for identifying malicious prefix hijacking, it has not been possible to
define a set of visualization tools that will fully cover the analysis.

• Claim 11: Consecutive alerts are repeated (Score: 4/5)
Consecutive alerts are not filtered out of network analytics modules because they
are meant as input to other computer-based modules (either visual analytics, or
other network analytics). As opposed to [33], the receiving end of the alerts is not
a human. Moreover, [33] uses a time-window in order to avoid repeated alerts.
This scheme fails whenever a legitimate event does not occur enough: it eventu-
ally times-out from the internal algorithmic representation of the network, and
consequently raises an alert when it eventually occurs. As a result, the solution
presented by [33] fails to take into account the way BGP memorises the current
state of the network in the unique goal of not notifying network operators too
often for the same event. Even though we agree that removing similar alerts in

1however, downloading and parsing the large archive containing the RIB snapshot is also very time-
consuming
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a given time-window is useful, because our network analytics modules are not lo-
cated in the level with which network analysts interact, this was not a high-priority
problem.

• Claim 12: System monitors only the selected prefixes (Score: 4/5)
Data sources and network analytics modules always monitor the global Internet.
Due to the limited number of daily achievable traceroutes by SpamTracer, the
number of monitored networks is around 10k. The sampling of the networks that
are selected for probing uses network properties in order to maximize the chance
of focusing on fly-by spammers. Visualization techniques are currently not effec-
tively scalable to the large amount of monitored networks. In order to take full
advantage of these tools, the set of networks shall be reduced to a set, for example
by correlating the output of distinct network analytics algorithms.

3.3 Evaluation of Glyph Perception

The content of this section was originally published in our CHI 2013 paper [18]
funded by the VIS-SENSE project. If you wish to cite this content or parts of it,
please reference the paper and not this deliverable.

We present in the following section the results of a controlled experiment to investigate
the performance of different temporal glyph designs in a small multiple setting. This
quantitative evaluation is necessary to show that the glyph designs used in the tools
developed for the VIS-SENSE project are effective and efficient for representing data.
Analyzing many time series at once is a common yet difficult task in many domains,
for example in network monitoring. Several visualization techniques have, thus, been
proposed in the literature. Among these, iconic displays or glyphs are an appropriate
choice because of their expressiveness and effective use of screen space. Through a
controlled experiment, we compare the performance of four glyphs that use different
combinations of visual variables to encode two properties of temporal data: a) the
position of a data point in time and b) the quantitative value of this data point. Our
results show that depending on tasks and data density, the chosen glyphs performed
differently. Line Glyphs are generally a good choice for peak and trend detection tasks
but radial encodings are more effective for reading values at specific temporal locations.
From our qualitative analysis we also contribute implications for designing temporal
glyphs for small multiple settings.
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Time series data is the basis for decision making in many different application domains—
such as finance, network security, or traffic management—and, thus, constitutes an
important area of research for visualization and data analysis. We collaborated, for
example, with network security analysts from a large university computer center who
need to make decisions based on the amount of daily network traffic for single hosts
over time. Detecting trends, spotting peaks, or investigating single points in time from
a visual representation are daily analysis tasks of vital importance for our collaborators
and analysts in many other domains [28, 30, 40].

For data analysis in such a scenario, glyphs (iconic representations) are an appropriate
choice to consider for visually encoding and presenting temporal data. Their advantage
lies in their compact way to use screen real estate and the possibility to use them in
a small multiple setting. In such a setting, glyphs can enable quick visual comparison
of the development of data values over time. However, glyphs come with a trade-off
between resolution and increased data density for each time series. They usually do
not include axes for reading exact values since they are primarily designed to show
multiple attributes in a compact way [58]. A notable example of such a technique is the
well-known sparklines technique [54].

Yet, due to glyphs’ power in presenting multiple time series for comparison, a mul-
titude of designs have been proposed. Different visual variables such as length, color,
or position can be used to encode two aspects of temporal data in one glyph: a) the
location of a data point in time, and b) the quantitative data value. When confronted
with the task of choosing an appropriate glyph design, a visualization designer or prac-
titioner currently has little guidance on which encodings would be most appropriate
for which tasks and on which visual features and factors influence people’s perception
of data encoded in glyphs. While one could follow Cleveland and McGill’s ranking of
elementary perceptual tasks [15] and try to predict the performance of glyphs based on
these results, it is not clear whether their results will hold. Temporal glyphs include
dual encodings, are used in specific temporal analysis tasks, and come in many different
sizes and densities.

In order to address this lack of guidance on the use of temporal glyphs, we ran a
controlled experiment to compare four carefully selected glyphs using two different data
densities. These four glyphs were chosen for their use of different combinations of visual
variables to encode temporal position and quantitative value of a data point. We evalu-
ated all glyph designs in a small multiple setting as small multiple is the most common
usage scenario for temporal glyphs. To our knowledge no other evaluation has been
conducted to compare the performance of time series glyphs for small multiple settings
based on their data encodings. In particular, we contribute:
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• results comparing the task-dependent performance of four glyph designs under two
data densities,

• plausible explanations for the observed performance patterns and resulting impli-
cations for design,

• a first investigating into the broader issue of how glyphs perform and what factors
influence their performance.

3.3.1 Related Work

Time series visualization has a long history going back to at least the 18th century and
many different techniques have been developed in the past.

Time Series Visualization Techniques

Willam Playfair [44], for example, used line charts to visualize exports, imports, expendi-
tures or prices and their development over time. Even today these line charts are among
the most popular time series visualization techniques and their details are actively dis-
cussed in the visualization community, as for example the arc length-based aspect ratio
selection [50]. Furthermore, visualization techniques such as stacked graphs (e.g. [59])
aim at making line graphs scalable to analysis tasks involving many time series at once.

Besides line charts, common techniques for visualizing time series are pixel visual-
izations (e.g., Recursive Patterns [5], Circle Segments [6], or Time-Series Bitmaps [32],
surveyed in [27]) and glyph visualizations (e.g., Sparklines [54] or Tow-Tone Pseudo Col-
oring [47], surveyed in [57]). Furthermore, properties either inherent or assigned to time
have resulted in the development of a number of specialized methods. Periodic patterns
can, for example, be visualized with the Concentric Circles Technique [16] or Spirals
[10]; likewise several calendar visualizations have been proposed [8, 56] to cope with
the irregularities of our Gregorian calendar. Properties assigned to time series often re-
sult in multi-dimensional data sets, which can for example be analyzed with axes-based
visualizations with radial layouts [53].

Time Series Comparison

Time series comparison is the area most related to our work. Some studies have already
been conducted on the evaluation of multiple timeline representations [25] or the com-
parison of different value ranges for line charts [1]. Alternative techniques for displaying
many time series at once are CloudLines [31] or Horizon Graphs [22]. More appli-
cation driven visualizations, such as systems monitoring (e.g., LiveRAC [38]), project
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management (a classic: Gantt chart [14]), health (e.g., LifeLines [43]), news (e.g., The-
meRiver [21]) and geographic analysis (e.g., Space-time Cube [29]) make use of various
dedicated representation techniques.

Temporal glyphs, the subject of our experiment, are often used in small multiple set-
tings for comparing many different time series at once. Their layout on the plane varies
to add additional information like the geographic context on top of a map [20], the rank-
ing in a scatterplot, or a hierarchical data organization [17]. Pearlman and Rheingans
use stacked circular glyphs in a graph layout to monitor network traffic over time and
visualize the connections [40]. Circular glyphs positioned in a matrix for monitoring the
daily traffic of many network devices were also mentioned by Kintzel et al. [28]. These
circular representations are similar to the ones used in our experiment. Krasser, however,
uses a parallel coordinates plot in combination with glyphs to investigate connections,
type of network traffic and the timely sequence [30]. Many glyphs build patterns of
different colored stripes over time. Such a stripe combination is related to one of the
designs investigated in our user study.

3.3.2 Design Space for Temporal Glyphs

The design space for a basic temporal glyph can be characterized by the visual variables
that are used to encode two attributes of temporal data: a) the position of a timepoint on
the plane and b) the data value associated with this timepoint. Different visual variables
can be used to encode these two attributes. In Table 3.3 we show some meaningful
combinations of visual variables taken from Cleveland and McGill [15] for quantitative
data and how they form different glyphs.

Ward [57] describes several categories of glyphs. To narrow down the design space
for our experiment we only discuss temporal glyphs with many-to-one mappings where
several or all data attributes map to a common type of graphical attribute. This is
important in order not to promote certain temporal dimensions and to enable easier
intra-record and inter-record comparison, which is fundamental for many tasks involving
time series, including the ones chosen for our experiment. While many more different
glyph types exist, such as face glyphs, arrows/weathervanes, box glyphs, sticks and trees
etc., we focus on two main types of glyphs here: profiles and stars (see [57]). Both types
have the advantage that relationships between adjacent data points are easier to see than
for other glyphs [57]. While it is theoretically possible to encode temporal position using
other visual variables such as length, direction, area, volume, curvature, or shading, no
glyph design using these encodings has established itself in practice and is, thus, part of
our study.
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Glyph Temporal Enc. Data Value Enc. (ranked) Data Density Issues

Dot Plot Position CS Position CS (1) Small dots difficult to see for
small glyphs

Line
Glyph

Position CS Position CS (1)/Direction (3) May become very dense

Bar Chart Position CS
Position CS (1)/Length (3)/
Area (4)

May become very dense

Star
Glyph

Angle Length (3) Small angular differences are
hard to distinguish

Stripe
Glyph

Position CS Color Saturation (6) Color blending for small areas

Clock
Glyph

Angle Color Saturation (6) Color blending

Table 3.3: Partial overview of the design space for temporal glyphs. We show combina-
tions of the encodings for quantitative data (cf. Cleveland and McGill’s [15])
ranked according to their study results: 1) Position CS, 2) Position NAS, 3)
Length/Direction/Angle, 4) Area, 5) Volume/Curvature, 6) Shading/Color
Saturation. Other combinations are certainly possible. Position CS = posi-
tion along a common scale, Position NAS = position along non-aligned scale.
Glyph designs written with bold characters are the ones used in our experi-
ment.

3.3.3 Experiment Design

The purpose of our experiment was to compare the performance of different, potentially
powerful, temporal glyphs in a small multiple setting. Our three tasks are inspired from
our work with network analysts but generalize to other domains in which temporal data
has to be compared and analyzed.

Experiment Factors

Our experimental factors were glyph, task, and data density.
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Glyphs

We chose the Line Glyph (LIN), Stripe Glyph (STR), Clock Glyph (CLO), and the
Star Glyph (STA) for their different characteristics and to assess their performance in a
small multiple setting. LIN was chosen as one of the best ranked and most commonly
used glyphs in our space and STR for its similar temporal but different value encoding.
Glyphs are often designed to encode intuitive pairings of data to visual variables [57]
and, thus, we chose two circular designs that take people’s potentially intuitive notion
of time encoded in a clock-like fashion into account. We chose to test STA for its similar
value encoding to LIN and CLO for its similar value encoding to STR.

The Dot Plot was excluded as in our experience the single dots became too small,
making it nearly impossible to spot them. The Bar Chart was excluded as well because
Cleveland and McGill [15] conjecture that even for values encoded in bar charts the
primary elementary task is judging position along a common scale but that judgements
of area and length may also play a role. Therefore, we cannot safely test, which visual
variable affects the perception of the data value.

When comparing glyphs visually, the distance between the representations matters.
We chose to keep the distance for the different designs identical and, therefore, to have
the same uniform small multiple layout. As a consequence it was important to set a
fixed aspect ratio for each glyph. To maximize display space for circular glyphs for a
fairer comparison we chose a square aspect ratio for each glyph.

For the color encoded glyphs (CLO and STR) we chose a heatmap colorscale, which
was motivated by the yellow to red colorscale from ColorBrewer [9]. This scale takes ad-
vantage of the fact that the human visual system has maximum sensitivity to luminance
changes for the orange-yellow hue [35] and it is also suitable for color blind people.

For each trial, the same type of glyph—but showing different data—was drawn on the
screen in a small multiple layout of 8 × 6 = 48 glyphs in total (Figure 3.1). Each glyph
was drawn at a resolution of 96 × 96 pixel.

Tasks

Many different tasks exist that can be performed on time-oriented data [2, 4, 36]. We
chose our tasks taking two criteria into account: (1) their ecological validity, i. e. how
commonly they are performed in environments where the quick comparison of multiple
time series is needed. (2) their heterogeneity in terms of the elementary perceptual tasks,
i. e. we picked tasks that involve the comparison of visual variables for encoding data
values, investigating different layouts for time and the combination of the two. In terms
of ecological validity our tasks were inspired by our work with network security analysts
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from a large university computer center who had to monitor large amounts of network
devices. The analysts had to be able to efficiently detect anomalous traffic patterns (e.g.,
peak values in none working hours) to be able to quickly react on the possible threat.
Our three tasks were:

Task 1—Peak Detection: Amongst all small multiple glyphs, participants had to
select the glyph that contained the highest data value (Figure 3.1). This task, thus,
involved scanning all glyphs for its highest value and comparing across glyphs using
length (LIN, STA) or saturation (STR, CLO) judgements.

Stripe Clock 

Line Star 

Figure 3.1: Peak detection: Illustration of the different glyphs with one high data
value at a random point in time. For a better understanding the correct
glyph is artificially highlighted.

Task 2—Temporal Location: Among all small multiples, participants were asked
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a) b) c) d) 

Figure 3.2: Trend detection: The four glyphs demonstrate different kinds of trends.
From left to right: (a) visualizes a positive trend; (b) contains a positive
and negative value development but for the whole displayed time interval
there is no clear trend visible; (c and d) picture a negative trend over the
whole displayed time period with (d) having the higher decrease. The glyph
with the highest decrease over the whole displayed time period is artificially
highlighted.

to select the glyph with the highest value at a predefined time-point. This time-point was
textually shown to the participant in advance (e.g. “3am”). This task, thus, involved
first identifying the location of a time-point by making positional (LIN, STR) or angular
judgements (STA, CLO) and then comparing the peaks as in Task 1.

Task 3—Trend Detection: Among all small multiples, participants had to select the
glyph with the highest value decrease over the whole displayed time period (Figure 3.2).
This task, thus, involved first detecting all decreasing trends and then comparing the
first and the last value.

Data Density

In order to test the scalability of each glyph in terms of the number of datapoints it can
encode, we tested two data densities. The smaller density consisted of 24 data values (1
for each hour), and the larger of 96 data values (1 for each 15 minutes). The rendered size
of the glyphs holding these data points was not varied between each density (Figure 3.3).

Hypotheses

We previously conducted two exploratory pilot studies with similar glyphs and tasks.
From these and the related literature [15, 57] we derive the following hypotheses:

H1: For tasks involving primarily a value judgement LIN & STA (position/length en-
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Figure 3.3: Differences between the two datasets for each glyph design.

codings) are more accurate and efficient than CLO & STR (color encodings). This
effect is strongest for LIN. This hypothesis is based on Cleveland and McGill’s ex-
periments [15] on the perception of position, length, and color. We expect the
results to hold for both data densities.

H2: For tasks involving primarily a value judgement, CLO & STR (color enc.) are
more impacted by higher data density than LIN & STA (position/length enc.).
Color perception may change drastically with varying context colors and size of
the object being viewed [49, 58]. We expect color perception to be more impacted
than visual acuity on dense line and position encodings.

H3: When detecting temporal positions, STA & CLO (angular enc.) outperform LIN
& STR (position enc.). Using the familiar clock metaphor, we expect that circular
glyphs allow the perception of specific points in time to be more accurate. This
effect is stronger for CLO than STA as the clock shape is more clearly retained.

H4: When detecting temporal positions, increasing data density will negatively impact
performance with each glyph.. This is because color judgements are impacted by the
size of the object being viewed [49] and angular as well as positional judgements by
visual acuity. We expect CLO & STA to perform best as they spread out values
towards the circumference of the circle giving additional space for perceiving color
and position.

H5: For trend detection, LIN & STA (position and length enc.) are most effective.
In trend detection, two mental sub-tasks have to be integrated by the participant:
a) analysis of data development over time (characterized by the slope) and, b)
comparison of the first and last data value (trend steepness). We expect the first
sub-task to be performed equally well with all glyphs but expect that the compar-
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ison of distances between two data values is more difficult with color compared to
position/length.

H6: For trend detection tasks, the participants’ performance for each design is not in-
fluenced by data density. For detecting a trend comparing the overall shape rather
than single data values is necessary. We expect that increasing the data density
will not influence the trend shape and, thus, has no effect on task performance.

Experiment Design

We used a mixed repeated-measures design with the between-subjects variable task and
the within-subjects independent variables glyph and data density. The dependent vari-
ables were error, time and confidence. Each participant conducted one task with all four
glyphs, two densities, and four trial repetitions.

Data

To control the data values and their resulting visual representations, we created synthetic
data for the experiment. In total, we created 48 data instances (glyphs) for each repeti-
tion, task, and data density. The data was created such that just one glyph represented
the correct answer. The glyphs with smaller density held 24, the ones with large density
96 data values. In previous pilot experiments these two values were established as being
sufficiently different from one another. Data for each task was created as follows:

Task 1: Each glyph was filled with random noise to a threshold of 80% of its value
range according to our experience from pilot studies. For the target glyph a peak
value at 100% of the value range was added to the dataset at a random point in time.

Task 2: Each glyph was filled with random noise as in Task 1. A peak value at 100%
of the value range was added to the target glyph at a predefined point in time. For
the distractor glyphs, peak values of the same value were integrated but at wrong
temporal positions.

Task 3: We designed different decreasing trends by varying the values of the first (0–
25% of value range) and last data point (75–100% of value range). The target trend
decreased 75% of the value range from first to last data value while the distractor
glyphs included a decrease of 55%. Along the trend line each data point was varied
by zero, one, or two values using a probabilistic function.
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Participants

We recruited 24 participants (12 male, 12 female) mainly from the local student pop-
ulation. All participants had normal or corrected-to-normal vision and did not report
color blindness. Their age ranged from 19–56 years (median age 24). Each participant
had at least finished high school, eight held a Bachelor’s, two a Master’s degree, and
one a Ph. D. The academic background of the participants was quite diverse with no
one having a computer science background. 34% of the participants reported to use the
computer for more than 30 hours per week and 50% less than 20 hours.

Procedure

The experiment took place in a quiet closed room at our university. In addition to the
study participant, the experimenter was the only person present. The participant sat in
front of a table at a distance of approx. 50cm from a 24in screen set to a resolution of
1920 × 1200. Participants interacted with the study software using only a mouse.

The experimenter began by explaining the data, the single task, and the design of the
different glyphs. The data was presented as financial stock data to provide context.

Only when the participant was familiar with the current glyph design and task, he/she
was allowed to proceed. For each glyph and density tested, the participant stepped
through four practice trials followed by the four actual study trials. After each trial, the
participant entered a confidence score for their answer on a 5-step Likert scale.

The task question was visible on the screen at all times. The presentation order of
each glyph was randomized in a Latin square fashion between participants. The glyphs
were presented in a 6×8 matrix layout (Figure 3.1). Each participant saw the same
glyphs per trial in different random configurations.

3.3.4 Results

We report on significant results (p < .05) from our quantitative analysis (Figure 3.4) in
this section and refer to the qualitative feedback in the discussion section afterwards.

Data Analysis

Task completion time, error rate, and confidence score were recorded for the analysis.
We used a repeated-measures ANOVA for the analysis of completion time. Time in our
experiment was log-transformed where it did not follow a normal distribution. For the
error rate as well as for the confidence score, a non-parametric Friedman’s test was used.
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Figure 3.4: Bar charts with mean and standard deviation showing the results for each
task and factor. The x-axis represents the different dependent variables. The
y-axis illustrates the different tasks.

Except for the second task we did not observe a strong learning effect between trials.
Therefore, we analyzed all four trials for the first and third task, glyph and dataset
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for each participant. For the second task we analyzed the results of the last three
trials. In addition, single answers were marked as outliers when each metric (time,
error) was beyond two standard deviations from the mean for a given task and glyph
per participant. Outliers were replaced with the closest value two standard deviations
from the mean for each participant according to standard procedure. The tasks used in
the study differed in their characteristics, so we analyzed the results of each task and
dataset independently. Finally, we analyzed the feedback and subjective preference from
the post-session interview for a qualitative analysis.

Task 1: Peak Detection

Task 1 consisted of four training repetitions and 2 densities × 4 repetitions with an
increasing difficulty for each repetition block. This setting was used for each glyph
design. For the analysis we only considered the more difficult repetition block since the
results reveal more interesting insights.

Accuracy

There was a significant effect of glyph on error for both the low density (χ2(3, N = 32) =
11.62, p < .01) and the high density condition (χ2(3, N = 32) = 17.59, p < .001). In
the low density condition pair-wise comparisons showed that errors in judgement were
significantly worse for STA (46.9%) than all other designs (p < .05). LIN (96.5%) and
STR (93.6%) both showed high accuracy with LIN nearly at 100% accuracy. In the high
density condition LIN (96.9%) significantly outperformed the other designs by staying
at nearly 100% accuracy (all p < .05). In addition, CLO (59.4%) performed significantly
better than STR (25%) and STA (21.9%) with p < .01 in each case. With an increasing
data density, STR (from 93.6% to 25%) and STA (from 46.9% to 21.9%) significantly
lost accuracy (all p < .05).

Efficiency

There was an overall effect of glyph on time in the low density (F3,21 = 12.1, p < .0001)
and the high density (F3,21 = 11.5, p < .001) condition. Post-hoc comparisons showed
that completion time was significantly higher for STA (34.1 sec.) compared to STR (13.1
sec) and LIN (8 sec.) for the low densities (all p < .01). For the higher densities LIN
had the fastest completion time (9.3 sec.) compared to the other designs (nearly 30s
per repetition on average) (p < .05). There was also a significant effect of glyph across
densities (F3,21 = 4.7, p < .05). From low to high densities STR (from 13.1 sec. to 29.4
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sec.) and CLO (from 24.1 sec. to 30.4 sec.) worsened (p < .05), whereas the mean for
LIN stayed relatively stable (from 8 sec. to 9.3 sec.).

Confidence

There was an overall effect of glyph on confidence for both the low density (χ2(3, N =
32) = 15.47, p < .01) and the high density (χ2(3, N = 32) = 16.28, p < .001) condition.
In the low density condition participants using STA (56.3%) reported a significantly
lower confidence score with their answers than for all other designs (all p < .01). LIN
(96.3%) received the highest confidence with significantly better ratings compared to
CLO (80%, p < .05) and STA (56%, p < .001). In the high density condition LIN
(92.5%) is significantly better than the other designs (p < .001) and STA (56.3%) better
than STR (48.1%) (p < .05). From low to high densities STR (from 80% to 48.1%,
p < .05) and CLO (from 80% to 56.3%, p < .001) worsened.

Task 2: Temporal Location

Task 2 consisted of four training repetitions and four real trials for both densities. After
the initial training trials we asked participants to detect a different temporal location
for the peak value. Therefore, the first real trial was discarded due to the mental
recalibration necessary by the participants.

Accuracy

There was a significant effect of glyph on error for both the low density (χ2(3, N =
32) = 17, p < .001) and the high density condition (χ2(3, N = 32) = 7.81, p = .05).
In the low density condition pair-wise comparisons showed that errors in judgement
were significantly worse for LIN (33.3%) compared to CLO (100%) and STA (100%)
(both p < 0.01) and STR (75%) compared to CLO (100%) and STA (100%) (both
p < 0.001). In the high density condition STA (58.3%) significantly outperformed LIN
(15.5%) and STR (10%) (both p < 0.05). With an increasing data density, STA (from
100% to 58.3%), CLO (from 100% to 54.2%) and STR (from 75% to 10%) significantly
lost accuracy with p < .05 in each case.

Efficiency

For the completion time there was only an overall effect of glyph on time in the low
density (F3,21 = 9.1, p < .001) condition. Post-hoc comparisons showed that CLO (9.2
sec.) significantly outperformed LIN (31.8 sec.) (p < .01). There was another significant
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effect of glyph across densities (F3,21 = 5.45, p < .01). From low to high densities CLO
(from 9.2 sec. to 20.8 sec.) deteriorated significantly (p < .05).

Confidence

There was an overall effect of glyph on confidence for both the low density (χ2(3, N =
32) = 13.78, p < .01) and the high density (χ2(3, N = 32) = 12.12, p < .01) condition.
For the low density condition the results showed a clear picture for the confidence of
the participants. The users were significantly more confident when using CLO (73.8%,
p < .05), and had least confidence with LIN (50%, p < .05). For the high density
condition the subjects were nearly equally confident using CLO (52.5%) or STA (54.4%),
whereas LIN (44.4%, p < 0.05) and STR (35%, p < 0.001) are ranked worst. From low
to high densities STA (from 65.6% to 54.4%, p < .05), CLO (from 73.8% to 52.5%,
p < .001) and STR (from 65.6% to 35%, p < .001) worsened.

Task 3: Trend Detection

Task 3 consisted of four training repetitions and four real trials for both densities. For
the analysis we discarded the training repetitions and focus only on the real trials.

Accuracy

There was a significant effect of glyph on error for both the low density (χ2(3, N =
32) = 7.43, p = .05) and the high density condition (χ2(3, N = 32) = 8.9, p < .05).
In the low density condition pair-wise comparisons showed that errors in judgement
were significantly better for LIN (78.1%) compared to STA (43.8%) and STR (46.9%)
(p < .05). In the high density condition LIN (46.9%) significantly outperformed CLO
(14%, p < .05) and STR (3.5%, p < .01). With an increasing data density, LIN (from
78.1% to 46.9%, p < .05), CLO (from 62.5% to 14%, p < .01) and STR (from 46.9% to
3.5%, p < .05) significantly lost accuracy (all p < .05).

Efficiency

For both densities no significant differences can be shown. The participants needed
around 30 seconds on average. This was expected to be the maximal amount of time
per repetition.
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Confidence

There was an overall effect of glyph on confidence for both the low density (χ2(3, N =
32) = 8.06, p < .05) and the high density (χ2(3, N = 32) = 7.6, p = .05) condition.
For the low density condition STA (60%) had lower ratings compared to CLO (72.5%,
p < 0.01) and LIN (70.6%, p < 0.05). Same is true for the high density as well with STA
(48.8%) being worse compared to CLO (64.4%, p < 0.01) and LIN (61.3%, p < 0.05).
With an increased data density STA (from 60% to 48.8%, p < 0.01) and CLO (from
72.5% to 64.4%, p < 0.01) lost significantly confidence.

3.3.5 Discussion

In this section we combine both quantitative and qualitative data collected in our study
to explain the varying performance of the different glyph designs according to our hy-
potheses. An overview of the quantitative results for each task is given in Table 3.4
where values highlighted in orange signify the best result compared to the other designs.

Task Measure LIN STA CLO STR

Peak Detection accuracy 96% 34% 69% 60%
(value comparison) efficiency 8s 28.2s 18.6s 16.9s

Temp. Location accuracy 24% 79% 77% 43%
(time comparison) efficiency 27.6s 17.7s 15s 25.5s

Trend Detection
accuracy 63% 31% 39% 25%
efficiency 26.2s 25.5s 27.1s 23.7s

Table 3.4: Glyph performance for different tasks: This table illustrates the per-
centage of correct answers (accuracy) and the average time needed (efficiency)
for each of the tasks for both densities combined. The orange background sig-
nifies the best result compared to the other designs.

Peak Detection

In H1 we conjectured that LIN & STA would outperform CLO & STR due to their
position and length encodings for value. The analysis of error, however, revealed that
nearly no mistakes were made with LIN and only few with STR and that STA had
the lowest accuracy followed by CLO. Apparently, the participants had more problems
reading value with the circular layouts. This becomes obvious by comparing the most
with the least accurate glyph design (i. e., LIN with STA). Both use the same value
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encoding but differ in the layout of the time dimension. This effect did not change
across the two density conditions. STA and STR had a similarly high error rate across
densities, CLO deteriorated only slightly, whereas LIN still performed best.

We can, thus, only partially confirm H1. We conclude that polar coordinates must have
an effect on error for value judgements when the value is encoded with length. The same
effect seems not to take place when the value is encoded with color. This can perhaps be
explained by the different baselines of the designs. Comparing position/length in a radial
design perhaps involves mental rotation to transfer the overall design to a comparable
linear layout. This is not true for color encodings, since color does not need an identical
baseline.

Another notable effect is the one between CLO and STR: while accuracy was not sig-
nificantly different for low data density, CLO outperformed STR with high data density.
This suggests that CLO is more resilient with respect to data density than STR. We
believe this to be due to the fact that the slices in the circular design get more space near
the circumference, wheras the slices in the stripe get too small, making the comparison
more difficult. This only partially confirms H2: while STR is strongly affected by data
density, LIN and CLO are either not affected by data density or affected to a smaller
extent (decrease CLO: 18.8%; decrease STR: 68.7%).

The confidence score of the participants for this task was unambiguous with LIN hav-
ing the highest ratings. In the final interview the participants had to rank the different
glyph designs according to their subjective preference. LIN was the most preferred glyph
type which matches the performance results of the quantitative analysis.

In the post-session interview, some participants argued that color was better than
position/length for data value comparison especially when the distance between the
values was very large. Of course, this depends on the color scale used, but seems plausible
when the color value is entirely different, which may lead to a preattentive recognition
effect. With smaller distances most of the participants commented that they would
prefer the position/length encoding. When explaining their performance with STA (i. e.
angle/length encoding), participants argued that they had problems comparing lengths
with different orientation which further supports our hypothesis that mental rotations
may be necessary for comparison and make values harder to compare in these glyphs.
Especially in a small multiple setting this is an interesting finding and has to be further
tested and considered when arranging glyphs.

Temporal Location

Our results partially support H3. In terms of accuracy both polar designs (CLO and
STR) outperformed the linear designs when data density was low. To find an explanation
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for this result, we looked at the selections made by our participants and discovered an
interesting side effect. The data sets corresponding to these wrongly answered questions
were enriched with distractors very similar to the correct data instances by showing the
same high value but at a different point in time. Participants seemed less likely to select
such distractors when using the circular layouts for the time dimension. Participants
were significantly more confident and made significantly less mistakes with the polar
designs. The participants also reported to like the clock metaphor. Some suggested,
however, to visualize only 12 hours at a time for a more intuitive encoding.

When data density was high we observed the same trend, even though only STA
showed significant differences with respect to STR and LIN. The good performance of
STA can be explained with the combination of the encodings. The length encoding
for the data values makes it possible to easily spot the highest value even with lots of
datapoints. With the color encodings, participants had problems spotting the peak value.
The circular layout performed better than the linear one and worked for estimating the
correct point in time.

We saw almost no significant differences between the designs for efficiency (only CLO
was better than LIN with low data density and STA better than STR with high data
density). Nonetheless, we observed that the overall trend for efficiency did not contradict
the trend we found in terms of accuracy.

A significant decrease in performance between the two data densities can only be seen
for accuracy. All designs had an increased error rate except for LIN. However, LIN’s
accuracy had been very low for the low density, thus, a significant decrease was nearly
not possible. In terms of efficiency only CLO has a higher completion time, whereas, the
other designs remained stable. These investigations partially support our hypothesis H4
where we had conjectured that the performance for detecting temporal positions would
drop for an increased data density.

Trend Detection

In H5 we had conjectured that LIN & STA would be most effective for this task with
the required value judgement as the bottleneck of the two required subtasks. As we
expected, in terms of accuracy, the participants performed best using LIN independent
from the data density. There was no significant difference between STA, CLO and STR
on error and no significant results for time and, thus, H5 can only be partially confirmed.
Independent from the designs, the participants needed around 30 seconds to complete
the task.

With an increased data density the accuracy of LIN, CLO and STR dropped signifi-
cantly. The completion time remained stable with no changes between the two density
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conditions. Our hypothesis H6 stating that the performance will not change by increasing
the data density can, therefore, not be confirmed. Interestingly, participants commented
that subjectively the task difficulty was not impacted by higher data density. The quali-
tative feedback almost matched the quantitative results. Nearly all participants reported
to prefer LIN (i.e., position/length encoding) for solving the task.

3.3.6 Design Considerations

With the results gained from the analysis and discussions we derive the following design
considerations.

• To improve value comparison, use a linear layout or switch to color en-
coding for value:
As can be seen in the results for the first and third task, LIN and STA’s perfor-
mance are quite diverse although the value encoding is similar. The polar design
has a strong effect on the perception of the position/length encoding.

• For value encoding, position/length encodings should be preferred to a
color encoding:
As can be seen in the results gained from Task 1 and 3 where a value comparison
was necessary, LIN performs best. Even with an increased data density values
could still be compared.

• Triangular shapes rather may be better than rectangular shapes for
color encoding:
The slices used in CLO for encoding single data values form a triangular shape
because of the circular layout. As can be seen in the results for CLO compared
to STR, having more space near the circumference increased participants’ per-
formance. Designers could experiment with adding triangular shapes in a linear
encoding.

• Color encodings for higher data densities should be used with caution:
The results from task 1 and 3 illustrate, that the performance of the color encoded
designs (CLO and STR) depends on the data density. Having a higher data density
leads to a decreased performance.

• Circular layouts rather than linear ones should be preferred for detect-
ing temporal locations:
Polar designs are better for detecting specific points in time. This guideline results
from the analysis of the second task. Participants performed significantly better
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using CLO and STA compared to LIN and STR. The clock metaphor increases
users’ chronological orientation.

• For time-dependent tasks, sufficient space should be assigned to the de-
signs:
Whereas, for solely value comparison tasks the performance of the best design
(LIN) is not affected, the accuracy for tasks including temporal information de-
creases. This is independent from the combination of visual variables used as can
be seen for task 2 (STA and CLO) and 3 (LIN). The designs performing best for
these tasks are encoded differently but still show the same behavior.

3.3.7 Limitations

As stated at the beginning, we were inspired by time series data for a daily monitoring
task. Especially CLO and STA with their 24 hour clock metaphor profit from this data
arrangement. The performance may change with different lengths of time series.

The same is true for the aspect ratio and the size of the single glyphs. The aspect
ratio was chosen in order not to greatly disadvantage the circular designs in terms of
display space used. However, especially STR would profit from an aspect ratio with
more horizontal space. With varying sizes of glyphs, the performance of the designs
could change. In our setting we used the minimal space possible to be able to assign one
pixel to one data value for the higher data density.

3.3.8 Conclusions

In this section, we conducted a controlled experiment with 24 participants to assess the
performance of time series visualizations when shrinking their size to glyph representa-
tions. In particular, we quantitatively measured accuracy and efficiency, and qualita-
tively surveyed user confidence and preferences for four glyph types based on three tasks
important to our domain experts: peak detection, peak detection at a certain point in
time, and trend detection. The four glyphs: Line Glyph, Stripe Glyph, Clock Glyph
and Star Glyph were chosen for their varying use of visual variables to encode temporal
position and the quantitative value of a data value. The results show that depending
on tasks and data density, the chosen glyphs performed differently. We show that the
Line Glyph is generally a good choice for peak and trend detection tasks but that radial
encodings of time (Star Glyph and Clock Glyph) were more effective when one had to
find a particular temporal location. Participants’ subjective preferences support these
findings. Thus, our study shows that both accuracy and efficiency of tasks such as ours
can be boosted when carefully choosing the most appropriate design.
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In the future we plan to expand upon this work in two ways: First, we want to test
the effect of different small multiple layout techniques for our glyphs (e. g., on a map).
Second, it would be interesting to test alternative glyph designs that cover a larger
variety of visual variables for the value encoding in an identical controlled experiment
on time series. This would allow us a more general judgement about the applicability
of Cleveland and McGill’s ranking of visual variables [15] with respect to glyph design.
With our current study we complement the research in the field of glyph evaluation by
comparing the performance of four temporal glyphs for two peak detection and one trend
detection task and provide a first set of design considerations for practitioners.

3.4 Participation in the VAST Challenges 2012 and 2013

With the help of our prototypes developed in VIS-SENSE, we were able to successfully
participate in the VAST Challenge in the year 2012 and 2013. The VAST Challenge is an
international competition for visual analytics focusing on complex problems of different
domains. Both challenges included several challenges on the basis of security-related
datasets. The organizers provide large, complex and realistic datasets. They introduce
hidden suspicious events into the datasets and ask the participants to identify suspicious
trends or events. The submissions includes summaries, answers to concrete questions
and videos. The submissions are peer-reviewed by network security analysts, but also
by visualization experts. Because of the known ground truth, such challenges provide a
promising way to evaluate such complex and interactive systems.

3.4.1 VAST Challenge 2012

The topic of VAST Challenge 2012 was “Bank of Money: Visual Analytics for Large-
Scale Computer Networks”. The overall scenario was a company called “Bank of Money
Enterprise” and the participants should provide cyber situation awareness and network
operations forensics to answer questions like: How do you visualize data out of a network
containing nearly a million computers in a way that you can perceive its state and identify
problems? What are the unusual events, which occur in one of the Bank of Money’s
regional offices?

The overall application can be seen in operation in a control room setting in Fig-
ure 3.10. The actual submission is described in Deliverable 4.3 in more detail. We
specifically used scalable treemap approaches in Figure 3.14 and the ClockMap [17]
technique as seen in Figure 3.6.
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Figure 3.5: A treemap visualization in our prototype which helped to solve the VAST
Challenge 2012. The red colored segments represent the percentage of hosts
having critical health states in the different company branches and regions.
Region 5 and Region 10 have no “green” hosts at all, which is highly suspi-
cious as well.
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Figure 3.6: The ClockMap [17] technique used in our submission to VAST Challenge
2012 representing the spread of suspicious IRC connections over a period of
24 hours for many computer hosts.
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Results and Feedback

The great success of our approach is also honored by the received award for an “out-
standing comprehensive submission, including multiple visualizations”. The submissions
to the VAST Challenge go through an extensive reviewing process with many reviewers
from the field of visualization and network security, so we could collect many valuable
comments from them.

The reviewers mentioned the good scalability of the different visualizations, especially
the usage of “treemaps which packed in a lot of data into a small space, allowing (...)
to detect trends and abnormalities”. It was also acknowledged, that the “the technical
approach (...) seems to be very scalable. From the video it becomes clear that a fluent
interaction with large datasets is no problem using their approach”. Other comments
highlight “the excellent use of color” and that the “trend analsysis was quite intuitive”.
Another reviewer stated that the “submission does a very good job of representing the
overall status of the entire enterprise. You can see the overall situation as well as
interactively delving into details”.

However, we haven’t focused much on the geographical aspects of the data, so some
reviewers, suggested that “focusing more on geo-spatial information and abstractions
might have helped to reveal more anomalies”. There were also many comments about
the ClockMap approach, which was received quite positive: “I especially liked how
the ClockMap helped in detecting the suspicious temporal SSH patterns”. The over-
all impression was that “the variety of visualizations and visualization processes offered
strengthen the overall presentation by addressing a variety of interpretive avenues. From
ClockMap visualizations to timeline presentations, this team addressed the cognitive
needs of a variety of potential users, all while keeping the need for accurate and com-
prehensive data presentation in the forefront”.

Of course, there were also many events which could not been detected by our tools,
which was also pointed out by some of the reviewers. However, with the given informa-
tion about the network within the challenge, it is impossible to detect everything. There
were also many valuable comments to further improve the system to identify even more
suspicious events, especially those having a geographic relationship, which was due to
time constraints for the challenge indeed not something we specifically focused on.

3.4.2 VAST Challenge 2013

One of the topics of VAST Challenge 2013 was “Big Marketing Real-Time Situational
Awareness”, where we also participated with our VIS-SENSE prototype called VACS as
seen in Figure 3.7. This was again a challenge in visual analytics for cyber security. In
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Figure 3.7: The VIS-SENSE prototype VACS analyzing the VAST Challenge 2013
datasets shown on a large power wall. The system shows temporal pat-
terns of different network hosts on the left as thumbnails, temporal timelines
of network traffic on the top and a detailed interactive graph exploration
viewer for connections.
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the scenario several datasets were given for a company called “Big Marketing”, which “is
an international marketing company employing a large staff of marketing executives who
create and manage advertising and public relations campaigns for clients. Big Marketing
has an internet research staff that stays current on the latest business, consumer and
entertainment trends, searches for new markets, and comes up with ways to make Big
Marketings clients stand out from the crowd. In addition, Big Marketing operates web
sites for selected clients.” In this challenge, the task was to “understand events taking
place on your networks over a two week period”. Based on the technologies used in VIS-
SENSE, we developed a web application to analyze the dataset. Especially the graph
viewer, which was originally developed and adapted to analyze MDC clusters in VIS-
SENSE, was used for detailed analysis as seen in Figure 3.8. The ClockMap approach
was also integrated again as seen in Figure 3.9.

Results and Feedback

In our submission we received an “Honorable Mention Award for Intriguing Visualiza-
tion”, where we could find many of the loud events, which were of interest to achieve
situational awareness. Sadly, we couldn’t find many subtle events in the dataset due
to time-constraints. However, by using our tools more extensively on the dataset, we
probably could have found them as well. Because of the complex scenario and that the
reviewers could not actually use the highly interactive system to explore the data, it
was generally hard for them to follow the workflow closely. They mentioned that “the
individual visualizations generally made sense; but there was not a clear description of
how to use the tools or visualizations”. They also suggested to further improve the com-
bination of the different datasets. Also the scope of the challenge was to provide a more
real-time view of the data, which was not the most important aspect in the VIS-SENSE
methods, so this was obviously a drawback of our submission. One reviewer summarized
that “this is a good web-based situation awareness visual analytics system. It provides
visual exploration ability by introducing different views to support suspicious events de-
tection as well as hypothesis generation that reflect a pattern of attacks. It depicts how
visual analytics aids in identifying network attack events and revealing their patterns”.

3.5 Field Study with Symantec Security Response Team

In this section we describe a field study which was conducted out in November 2013.
The field study was focussed on components developed for the threat-landscape scenario.
In particular, the TRIAGE application and the Attack Attribution Graphs component
were evaluated. The field study was restricted to these two components so as not to
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Figure 3.8: The interactive VIS-SENSE graph viewer was also included in VACS to an-
alyze a large amount of connections to specific ports during an attack.
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Figure 3.9: The ClockMap approach used in VACS to analyze 24 hour traffic of suspicious
hosts in the monitored network.
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cognitively overburden study participants. Furthermore, these components were judged
to be most probable candidates for the transfer of technologies from the VIS-SENSE
project into the operational environment considered in the study.

3.5.1 Execution of the Field Study

The field study was carried out on the premises of the Symantec Security Response team
in Dublin, Ireland over two days. The study involved 6 participants, all of whom were
employees on the Symantec Security Response team. They included network security
analysts from a broad range of domains, a information designer responsible for the
creation of monthly and annual reports. All the participants had a background in data
science and were, thus familiar with database technologies, data mining and statistical
analysis.

Due to their busy schedules, the experts could not spare much of their time or resources
for the field study. As a result of the small number of participants, the goal of achieving
quantitative measures of utility was neither appropriate nor possible. Thus the field
study was focused on collecting a qualitative assessment of the VIS-SENSE components
involved.

On the morning of the first day the software and hardware configuration required
for the study was set up. The study itself began in the afternoon of the first day and
continued until the afternoon of the second day. It consisted of the following phases:

1. A general introduction to the goals and results of the VIS-SENSE project,

2. An introduction to and interactive demonstration of the TRIAGE Application
using data known by the project partners,

3. A hands-on session, in which the participants used the TRIAGE Application in
the analysis of their own data, and

4. An introduction to and interactive demonstration of Attack Attribution Graphs
using data known by the project partners.

In addition, the participants were left in possession of the hardware and software set up
and offered the opportunity to continue use the software. In the following sections each
of these phases will be described in more detail. In Section 3.5.2 the results of the field
study will be described. Finally, in Section ?? conclusions will be drawn.
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Introduction to the Project

The project was briefly introduced. The presentation included descriptions of the project
goals and the datasets used in the development of the project prototypes. It also con-
tained a definition of visual analytics and three images, which represented the future
potential of the technology. Since these images led to discussions of the project and the
ideas behind visual analytics, we have included them in this document as Figures 3.10,
3.11 and 3.12.

TRIAGE Application: Introduction

The introduction of the TRIAGE application aimed to provide some background in-
formation and show the capabilities of the software application. The participants were
informed, that they would retain the software after the field study. Thus the introduction
was also used as a first tutorial to introduce the usage of the TRIAGE application.

The overall TRIAGE work flow and theoretical background were first described. The
graphical user interface was then introduced in a series of slides. A live analysis example
was demonstrated to illustrate the use of the graphical features of each part of the in-
terface. The live demonstration was complemented by annotated screen shots providing
more details about key user interface elements and findings. The presentation slides
were handed out to the participants so that they could refer back to them during the
latter phases of and after the study.

The demonstration was designed to show how a typical exploratory session would be
carried out. It illustrated the use of all the overview, search and visualization features
and showed how analysts could find, confirm and explain interesting patterns using the
software. We chose a dataset and clustering results we knew well. The data set was also
known to the participants.

Of particular interest for the assessment of the TRIAGE application was the compar-
ison of three visualizations, which were integrated prior to the study. These were the
Graph View, the Treemap View and the Chord View. Each of these visualizations could
be used to explore the details of a single multi-dimensional TRIAGE cluster. However,
each visualization highlighted different aspects of the clusters. The three visualizations
are shown in Figures 3.13, 3.14, 3.15 and 3.16.

TRIAGE Application: Hands-On Session

In the hands-on session, the participants used the software to analyse their own data.
There were four users (three analysts and one designer) using the TRIAGE Application
on three laptops.
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Figure 3.10: The VIS-SENSE submission to the VAST challenge 2012. The image shows
three 10 mega-pixel monitors and a Microsoft Surface multi-touch table
used to interact with the monitors. The submission was developed for the
task of real-time monitoring and forensic analysis of a fictional company
network of approximately one million hosts.
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Figure 3.11: The VIS-SENSE prototype ClockView. The image shows an 8 mega-pixel
power wall. The prototype was developed to examine the daily network
traffic of the University of Constance network. Each glyph in the visual-
ization represents the traffic of a single host on a single day. hosts can be
sorted and filtered, and a pattern-search functionality is also available.
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Figure 3.12: A selection of the TRIAGE-based prototypes developed during VIS-SENSE.
The image shows four 1080p monitors in a potentially realistic office set up.
This was described as a more realistic view of the near future.

FP7-ICT-257495-VIS-SENSE 91



3 Evaluation of the VIS-SENSE Framework

Figure 3.13: The Graph View shows the relationships between values, which occur in a
single multi-dimensional cluster. Each node represents a value occurring in
the cluster, and each edge indicates the co-occurrence of a pair of values
in an entity (row) of the dataset. The size of a node is determined by
the number of entities containing the value, its colour by its corresponding
feature. The thickness of the edges is determined by the number of co-
occurrences. It provides a number of possibilities for interactive exploration,
including zooming, panning, repositioning nodes, and the modification of
edge thickness, label size and node size.
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Figure 3.14: The Treemap View provides an overview of the roles of the values occurring
in a single multi-dimensional cluster. The features are arranged in vertical
bars, each with a different colour. Each bar is divided into blocks represent-
ing the values occurring in the cluster; the more frequently a value occurs,
the bigger its block in the treemap. Double-clicking a feature zooms into
that feature. Holding the mouse cursor over a value causes the splines (vis-
ible in screen shot) to be shown. These show the co-occurrences of values
in entities (rows) of the dataset.

FP7-ICT-257495-VIS-SENSE 93



3 Evaluation of the VIS-SENSE Framework

Figure 3.15: The Chord View provides an overview of all the co-occurrences of values in
the entities (rows) of a single multi-dimensional cluster. The circle segments
of the edge of the view represent the values, their colour is determined by
their feature.

Figure 3.16: Holding the mouse cursor over a segments shows only the co-occurrences
between that corresponding value and the other values in the cluster.
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It is important to reiterate that the dataset had not been previously analysed with
TRIAGE and there were, thus no patterns or clusters known to the project partners.
However, it had been loaded onto the TRIAGE server and clustered prior to the anal-
ysis. The data consisted of 44 features (attributes) and approximately 100.000 entities.
The number of features was higher than in the datasets considered in the VIS-SENSE
project to date and many of the features were sparse. Due to a lack of experience with
the dataset, 10 features were selected for clustering on the basis of their density. The
parameters for the clustering algorithms were chosen based on what had worked well
with other datasets in the past. Many of the resulting clusters were messy and difficult
to interpret. With a better selection of features and a more appropriate parameterisation
this result could be improved. In spite of these difficulties, we were able to find clusters
suitable for exploratory analysis. An example of such cluster is illustrated in Figure 3.17,
which represents a malware MDCluster attributed to the MyDoom malware family.

Figure 3.17: Example of malware MDCluster found during the field study at Symantec
Security Response.

The hands-on session ran over a period of approximately two-hours on the evening of
the first day. It was initiated with a series of simple, predefined interactive tasks, and
questions that the participants should answer using the TRIAGE application. Project
partners were available to answer questions about the software, and provide guidance to
the participants. They also observed the participants using the software and recorded
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their observations. However, the participants were not explicitly informed that they
were being observed.

After the hands-on session an informal discussion was conducted with the participants.
All feedback was recorded by the project partners.

Attack Attribution Graphs: Introduction

Since the attack attribution graphs application is not a web-application, we were unable
to install it on the participants computers prior to the field study. Strict security re-
quirements meant that the binaries should be thoroughly analysed before deployment.
Thus we chose a less interactive format for the presentation of this prototype.

The session began with a presentation of the concepts behind the application, as well
as an introduction to the graphical user interface itself. A live demonstration was then
shown using a sample of the data set from in TRIAGE hands-on session. The demon-
stration illustrated a typical work flow, beginning with loading the data, visualizing it,
clustering it and visualizing changes in the data over time. Each visualization and its
interactive features were shown in turn. A screen shot of the Attack Attribution Graphs
application is shown in Figure 3.18.

The session was relatively informal and the participants posed many questions. They
were left in possession of the binaries and presentations. The application will be installed
by the participants for their further use.

Summary Presentation

At the end of the field study, a summary was presented to more senior representatives
from Symantec Ltd. The summary included an overview of the project, its goals and
results. This was followed by an introduction to and demonstration of the prototypes
which were shown during the field study. Finally, the initial results of the study were
presented.

3.5.2 Results of the Field Study

During the introductory presentations the participants posed detailed questions about
the techniques, hardware and software. They appeared to see the applicability of the
visualizations to their own work. In particular, the participants wanted to know more
about the potential for the integration of visualization components into environments
other than TRIAGE. They stated that their goal in the field study was to try out the
components to see whether they could achieve the tasks they did manually faster with
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Figure 3.18: The Attack Attribution Graphs Application. The application is described
in detail in VIS-SENSE deliverable D4.1 Visual Network Analysis Module.
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VIS-SENSE technologies. We found this encouraging and it explained the overall high
level of interaction during the meeting.

In the following two subsections we will present our observations and the comments of
the participants. These will be divided into comments about the TRIAGE application
and comments about the Attack Attribution Graphs component.

TRIAGE Application: Results

The participants posed detailed questions about the data mining processes, data pre-
processing and data acquisition. Since they deal with these issues on a daily basis, they
were already familiar with many of the problems which may occur in each of these areas.
They could quickly grasp detailed technical aspects of the application.

The users began working on the tasks set for them during the hands–on session and
had little trouble achieving basic tasks. In some instances, a few words or a sentence
from the observers was required to guide the participants, but no deeper explanations
were necessary. The participants diverged from the structured tasks frequently to engage
in more exploratory activities, returning occasionally to the tasks. In this way they were
able to test out each of the interactive features of the interface.

Some participants started targeted searches for specific phenomena in the data, copied
attributes from the TRIAGE application and compared them manually with other
datasets. One participant began a deeper exploration of a cluster in the graph view,
repositioning nodes and conducting a closer examination of connections. The cluster
showed a cyber-criminal campaign. The participant was able to identify and charac-
terise distinct phases of the campaign and use the visualization to explain the modus
operandi of the attacker to another participant. Other similar spontaneous discussions
between users about their findings occurred.

The participants had some difficulty acquainting themselves with the UI due to missing
UI features or a lack of UI consistency. For example, they applied filters in tables and
expected see filtered views of the data in the visualizations. However, this feature is not
implemented and the lack of linking in the displayed data led to some confusion. They
were also critical of the lack of meta-data integration.

The Graph View was perceived as the most useful of the three views; Graph, Treemap
and Chord Views. Indeed, the graph view was used most intensively by the participants.
The other two were tried out initially, but not pursued much subsequently. Participants
preferred the Treemap View to the Chord View. The Chord View was criticised as lacking
usefulness. However, it may be useful for short overviews over relations in very large
datasets. A participant commented that their most common task is of an investigative
nature; drilling down into the data and exploring details. Thus, visualizations focused
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on providing an overview without possibilities for interactive exploration may not be
very useful for them.

This result could also relate to the well known intuitive understanding of graphs for
the display of relations between data entities. More time may be needed for users to
acquaint themselves with the other two visualizations. In addition, the Graph View was
the most interactive of the three views.

A participant commented that the system did open many new possibilities for data
exploration and representation. The system was perceived as very useful. However, the
participants provided many constructive suggestions for improvement. These were as
follows:

• Strings should be made selectable in all views. This feature was considered use-
ful for the ad hoc construction of filter criteria and the reuse of values in other
applications.

• Value sets for which grouping makes semantic sense should be group-able. Exam-
ples of such sets include IP addresses, which can be grouped on the basis of IP
topology. The ability to split and combine time values, i.e. day to hours or hours
to day, is a further example.

• Users should be able to add meta-information, such as notes or labels to clusters
or data subsets in the TRIAGE application. User-defined labels for clusters and
grouping of clusters, which describe the same phenomenon, could be done easily
on the data side.

• The inclusion of additional datasets should be made possible. The exact mode of
inclusion could take many forms; e.g. loading whole new data sets or loading single
features into an existing data set.

• A configuration page for the tweaking of TRIAGE parameters and re-clustering of
subsets was requested. This feature is already implemented in the back end, but
a front end component has not yet been completed for it.

• The ability to introduce new TRIAGE metrics for specific feature types was re-
quested. In principal this is already possible, but would require implementation of
the metrics in the back end.

Some of the suggestions for improvement would require a significant investment of
effort. In addition, many aspects would need to be clarified through successive design
studies and the collection of user feedback.
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The participants also made specific suggestions for the improvement of the Graph
View. These were as follows:

• The toggle buttons in the Graph View should be shown in two modes (activated
and deactivated). At present this is not the case and lead to confusion amongst
the participants.

• A legend is required showing which features are represented by the colours of the
nodes in the view.

• The view should enable the selection of multiple nodes for the filtering of edges
and nodes and for the exploration of paths through the graph. At present the view
only supports the selection of single nodes, which hides all edges except the edges
incident to the nodes.

Attack Attribution Graphs: Results

Since the presentation of the Attack Attribution Graphs was passive (i.e. there was no
hands-on session), we received less feedback. However, as with the TRIAGE application,
many detailed questions were posed by the participants about the data-mining process
and the visualizations. Many interactive features requested by the participants already
existed in the application.

One major constraint was the limitations of the application with respect to scalability.
Being a desktop application, the available resources for use by it are restricted. Thus, on
a typical workstation the application is limited to loading and processing data sets of no
more than 10.000 entities. A client-server version of the application has been developed
to address this issue. However, while enabling the clustering of a larger dataset, it does
not yet address the computationally expensive process of drawing large graphs.

Nonetheless, the component was judged to be useful by the participants for a detailed
examination of data subsets. It will be tested together with the TRIAGE application in
the coming weeks. The participants also made the following suggestions for improvement:

• The lines joining the points in the dynamic graphs view should be hide-able, since
the connections can be misleading.

• The ability to export the cluster labels and/or images would be an important
feature for collaborative work and the presentation of findings.

• The ability to searching for values was seen as an important additional feature.
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• At present, only box-selection is supported in the k-partite graph visualizations.
Better selection techniques would enable the more precise selection of visual clus-
ters or data subsets.
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4 Conclusion

In this deliverable we presented the evaluation activities of the VIS-SENSE framework.
We began with an introduction to the VIS-SENSE framework and the challenge of
evaluating visual analytics software artefacts. This was followed with a review of the
scenario-based design paradigm used for the development of the framework. A summary
of the state of the art in the evaluation of visual analytics artefacts was then presented
as a precursor to the evaluation activities themselves. Four evaluation activities were
then presented:

1. The validation of the requirements specified in VIS-SENSE deliverable D1.2 Use
Case Analysis and User Scenarios,

2. An evaluation of glyph perception,

3. Participation in the VAST challenge competitions of 2012 and 2013, and

4. A field study with domain experts.

Almost all of the requirements specified in deliverable D1.2 were fulfilled to some
extent. The review of the claims is summarised in Table 4.1. The claims themselves
are not comparable, since some were more difficult to fulfil than others. The system
described in D1.2 represented an ambitious goal for the project. However, it can be seen
that the VIS-SENSE framework has gone a long way towards meeting that goal

0 1 2 3 4 5

Scenario 1 0 1 0 3 8 3
Scenario 2 1 0 1 5 4 1

Table 4.1: Summary of the validation of requirements presented in Chapter 3

The evaluation of glyph perception has provided valuable insights into the use of glyphs
in information visualization. These types of evaluation are important, since they deliver
rules of thumb for the design of effective visualizations. They are also challenging, since
researchers must be meticulous in eliminating any external influences which may bias
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results. Since the evaluation aims at testing the innate abilities of human beings, these
results can be applied in any domain, not just in network security.

The VIS-SENSE project has produced two successful submissions to the leading com-
petition in the visual analytics community; the VAST challenge. The positive reviews
and the rewards received by the VIS-SENSE partners have affirmed the value and utility
of the components of the VIS-SENSE framework. This participation has also shown the
applicability of the VIS-SENSE results to datasets and tasks other than those specified
in D1.2.

Finally, the field study enabled use to gain feedback from security experts who have
not been involved in the project since day one. The field study involved non-project data,
but the framework could still be applied. Their comments were generally positive and
we observed a high level of engagement with the VIS-SENSE framework. The experts
acknowledged the usefulness of the framework and its applicability to their daily work.
We hope that this will be the beginning of a continued cooperation with the VIS-SENSE
consortium.

In addition to the activities discussed above, a series of case studies were conducted
using the VIS-SENSE framework. These are published in the VIS-SENSE deliverables
D6.1 Threat Landscape Identification Scenario and D6.2 BGP Analysis Scenario. They
make use of the project data and show the findings which could be achieved with the use
of the project results. The project has also stirred the interest of owners of other data
sets. At least two further case studies are under way using the VIS-SENSE framework.
However, these were not completed in time for inclusion in this deliverable.

We have shown that the VIS-SENSE framework is useful in the scenarios for which
it was designed. It has helped leading researchers in the field of network security to
gain a better understanding of threat phenomena. It has been an important aid in
the identification of instances of fly-by spamming through malicious BGP manipulation.
And it has been successfully applied to datasets outside of the scope of the project.
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