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Executive Summary 

This report aims to illustrate the certification activities worked out throughout the 
PROXIMA project and describe the consolidated certification arguments based on the 
project results as the final step of the incremental work previously documented in 
D2.3 and D2.8. 
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1 Introduction 
The certification task in PROXIMA aims to address the safety concerns that may arise 
in the use of the Measurement Based Probabilistic Timing Analysis (MBPTA) 
technology in the view of future industrialization. The certification challenges have 
been tackled by two complementary approaches: an analysis per each of the industrial 
domains participating in the project and a cross domain analysis which is meant to 
address common certification concerns across the different domains.  

The certification activities in PROXIMA have been accomplished in a number of 
incremental stages, starting by the identification of timing related requirements in the 
safety standards which were reported in deliverable D2.3 by M6, followed by the 
definition of preliminary cross domain certification arguments documented in D2.8 by 
M18. In parallel, the domain specific strategy defined in D2.8 has been effectuated 
resulting in a number of domain specific reports later explained in Section 2 of this 
document. 

This deliverable aims to congregate all the certification outcomes developed 
throughout the project and respond to the open points that remained in previous 
deliverables. To this end, the rest of this deliverable is structured as follows. Section 2 
introduces the domain specific activities for Railway, Automotive, Space and 
Avionics application areas and describes the main conclusions. Section 3 clarifies 
some open bits that remained in the cross domain argumentation presented in 
deliverable D2.8. Finally, three Annexes are included to incorporate the extended 
documents with the domain specific work. 

 



D2.13 Consolidated Certification Arguments 

Version 1.0 

 6 

2 Domain-specific Strategies 

There are four main industrial actors within PROXIMA to apply the developed 
technology in case studies for the Railway, Automotive, Space and Avionics domains. 
Taking advantage of their involvement in the project, the domain specific certification 
approach is also destined to those four industrial domains. In the scope of PROXIMA 
different platforms have been considered according to the application domain. Each of 
the platforms follows a different approach for implementing the time randomization 
required to apply MBPTA. In the framework of PROXIMA, three variants of such 
randomization have been developed: Hardware Randomization, Dynamic Software 
Randomization (DSR) and Static Software Randomization (SSR). Figure 1 depicts 
how the certification strategy described in this section covers each of the platforms 
and technologies of PROXIMA: 

 FPGA HW Rand: Custom multicore prototyped in a FPGA with the 
randomization implemented at hardware level. 

 FPGA Dynamic SW Rand: Same multicore as in the previous point prototyped 
in a FPGA but without hardware modifications to apply the randomization. 
The randomization is implemented at the software layer instead, by using the 
dynamic software randomization technique. 

 P4080 Dynamic SW Rand: Commercial off-the Shelf (COTS) multicore 
processor with dynamic software randomization. 

 AURIX Static SW Rand: Automotive state of the art COTS multicore 
processor with static software randomization. The Toolchain-agnostic variant 
called TASA is used. 

The diagram in Figure 1 also shows the time flow within the project (from left to 
right). The approach started with a Railway Safety Concept evaluated by TÜV 
Rheinland (on M12), a domain on which the PROXIMA consortium has dedicated 
experts and confidence of the fitting of the PROXIMA technology. This was followed 
by an Automotive Safety Concept also reviewed by TÜV Rheinland (on M31) where 
particularities of the domain were discussed. And finally, specific certification 
dossiers were developed on the Aerospace domain (avionics and space) where internal 
certification experts in Airbus and Airbus Defence and Space analysed all the 
aforementioned documentation. 
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Figure 1: Traceability matrix of the PROXIMA platforms, application domains and certification approach 

2.1 Railway 

The suitability of the PROXIMA contribution in the railway domain from a 
certification point of view has been evaluated by a definition and formal review of a 
safety concept. Railway systems are certified according to the EN-5012x [1-3] 
standard set, which are based on the industrial IEC-61508 [4-6] standard. 
Consequently, the purpose of the safety concept is to assess the compliance of the 
mixed-criticality Railway application with respect to the safety standards of relevance 
(IEC-61508, EN-5012x) and to validate the applicability of the MBPTA technology 
of PROXIMA on those mixed-criticality systems. The safety concept, included in 
Annex A of this document addresses the following challenges with respect to 
certification: 

 Mixed-criticality integration based on partitioning and virtualization in the 
following multicore platforms: 

o Multicore FPGA 
o COTS P4080 [7] 

 Suitability of the MBPTA approach as a means of improving the timing 
analysis of the mixed-criticality Railway application on the following 
platforms: 

o Multicore FPGA with hardware randomization 
o Multicore FPGA with dynamic software randomization 
o COTS P4080 with dynamic software randomization 

The outcome of the review with an external certification authority revealed a number 
of weaknesses in the MBPTA argumentation that were further elaborated in an 
additional Appendix that covers the following main topics: 

 Mathematical foundations of the statistical approach behind MBPTA.  
 Design of a safety pseudo-random number generator (PRNG) for a safe timing 

analysis on the multicore FPGA platform with hardware randomization [8]. 
 Implications of fail-safe and fail-operational safety functions. 
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After A second review of the document with these additional clarifications, the 
reviewer reported that no more showstoppers where found in the concept definition. 

2.2 Automotive 

The approach followed to evaluate the MBPTA approach in the Automotive domain 
has been the same as in the Railway domain with the definition of a safety concept, 
but considering the particularities of the new domain. In the Automotive domain, the 
suitability of the mixed-criticality integration is evaluated with respect to the ISO-
26262 [9] Automotive standard upon the AURIX processor [10], a multicore 
architecture widely used in the Automotive domain. The complete Safety Concept 
definition can be found in Annex B of this document where the following topics are 
described: 

 Mixed-criticality integration on COTS AURIX TC27x multicore based on 
ISO-26262 and IEC-61508 based on the hardware protection mechanisms 
available in the AURIX processor: 

o Simplified ASIL D Cruise Control application (CONCERTO EU 
project) [11]. 

 PROXIMA Contribution to effectively analyse the timing behaviour of mixed-
criticality systems  

o Toolchain Agnostic Software Randomization (TASA) on the AURIX 
multicore processor. Software Randomization is required to apply 
MBPTA on the AURIX processor. TASA has the particularity that it 
can be applied on any standard compiler-linker toolchain avoiding the 
needs for re-certification of the toolchain. With TASA the 
randomization is introduced at source code level by statically 
generating several binaries for the same program. Further details on the 
TASA argumentation can be found in Section 3.2.1. 

o Multicore MBPTA Analysis on the AURIX. The method that analyses 
the inter-core interferences is evaluated. 

The TÜV reviewer didn’t found any deficiencies in the document and the safety 
concept was judged as suitable for its intended purpose of evaluating the mixed-
criticality integration and inclusion of the MBPTA technology in the Automotive 
domain. 

2.3 Aerospace 

To evaluate the impact on certification of the PROXIMA technology in the avionics 
and space domains, the different certification deliverables and outcomes produced 
during the project have been presented internally to certification experts in both 
Airbus (AIF) and Airbus Defence and Space (ADS). On this basis, the certification 
experts evaluated the technology and provided feedback on the possible weaknesses 
and strengths of MBPTA. 

2.3.1 Space 

In the space domain, the certification team that evaluated the PROXIMA outcomes 
was composed of the On-Board Software experts of the satellite branch from ADS. 
The PROXIMA technology as well as its condition of use was presented to the 
experts so that they can define the guidelines to integrate the new methods in the 
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current software validation process. As a summary, the resulting certification dossier, 
which can be found in Section C.1 of Annex C, discusses the following topics: 

 Use of the PROXIMA technology in an industrial application, qualification 
constraints up to the higher level of safety in satellite software (Category B 
according to ECSS E40 standards) and mixed-criticality integration on the 
same hardware platform. 

 The industrialization path envisaged for the PROXIMA technology in space in 
the short and long term evaluating the hardware and software randomization 
approaches. 

Some noteworthy conclusions of the certification dossier are that the experts state that 
“MBPTA could be used in the development process to add a level of confidence on 
current worst-case execution time (WCET) estimations for critical software, even on 
single core, as a way to reduce the engineering margin that is currently applied”. 
Regarding the implementation technology, software randomization seems easier to 
introduce in the industry as it can be used in state-of-the-art hardware but, in the space 
domain, “the integration of hardware modifications into the design of space grade 
processors is also possible to achieve because space grade processors are made of 
specific designs to comply with the harsh environment of space and Cobham Gaisler 
is an important player in this field”. The implication of Cobham Gaisler in 
PROXIMA to develop a hardware randomized platform facilitates the possible future 
adoption of this technology for space as a long term solution. 

2.3.2 Avionics 

The certification experts in Airbus evaluated the PROXIMA technology and 
certification material developed during the project. As a result, the following topics 
were discussed and included in the certification dossier that can be found in Section 
C.2 of Annex C: 

 WCET & Certification proccess 
 Probability and Certification 
 Technical Challenges 
 Hardware Randomization 

As a result, the main conclusion is that there is no fundamental objection to the use of 
a probabilistic approach to the WCET, but a lot of explanations, evidences and 
justifications will need to be given, to reach an agreement with certification 
authorities, and the system designers, concerning the implications for the existing 
processes. 
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3 Cross-Domain Strategy 

In this section, we discuss and extend the main open topics from D2.8 argumentation 
with focus on the hardware and software modifications required by PROXIMA and 
the concept of exceedance probability.  

3.1 Hardware Randomization 

Every hardware implementation that targets safety-related applications must adhere to 
design guidelines determined by the certification practices in place in the application 
domain. The certification requirements on hardware design require: (1) the 
specification of safety requirements; (2) domain-specific hardware architectural 
metrics; and (3) the evaluation of the risk entailed by the violation of safety goals 
caused by failures in random hardware. As with any other hardware design for safety-
related applications, when designing MBPTA-compliant hardware one must adhere to 
the design guidelines and requirements that apply to the target domain. 

MBPTA requires modifying some hardware components. The required modifications 
affect only to the non-functional part of the system (timing). Moreover, modifications 
performed to achieve MBPTA compliance neither change the regular hardware design 
flow nor the target manufacturing technology. Hence, the verification/certification 
steps already considered in the baseline design will suffice to certify MBPTA 
compliant hardware.  

MBPTA-compliant hardware platform requires modifications in the variable latency 
floating-point unit (FPU), the L1 and L2 caches, and in the arbitration of the memory 
controller and the on-chip bus. Modifications are done to time randomize their 
behaviour without changing their functional response. To this end, there is a need to 
have a source of random numbers, which is achieved by the usage of a pseudo random 
number generator (PRNG). 

3.1.1 Pseudo random number generator 

The PRNG is one central element of the hardware randomization approach promoted 
by PROXIMA for the sound use of MBPTA. In order to build a safe system, the 
PRNG itself should be developed as a safety function according to the highest SIL 
level of the system. 

The PROXIMA Railway Safety concept (Annex A) shows how, with low 
implementation effort, the PRNG element can achieve up to SIL-3 on a single chip 
with HFT = 0 according to IEC-61508. Whenever a higher SIL is required (i.e., SIL 
4), off-chip redundancy can be used. That Annex shows how the PRNG can be 
developed taking into account the following elements: 

- Functional Safety Management 
- Techniques and measures to avoid systematic faults on ASICs according to the 

claimed SIL level (Annex F of IEC-61508-2). 
- Measures to control hardware random failures of each PRNG according to the 

required SIL. 
- Redundant architecture of at least two channels that apply the necessary 

measures to control hardware and common cause errors (e.g., crosscheck) with 
a DC ≥ 99%. 
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This resulted in a SIL-3 compliant implementation of the PRNG, which is described 
in more detail in [8].  

3.2 Software Randomization 

PROXIMA also seeks to enable MBPTA compliance on top of Commercial Off-The-
Shelf (COTS) processors. In this context, we have ported and extended software-only 
solutions, already presented in D2.7 and in D2.12 for the results of their application, 
to attain MBPTA compliance on top of caches implementing modulo placement and 
LRU replacement. Software-only solutions randomise the placement of objects in 
memory so that their cache conflicts also become random and independent of the 
actual location of the objects in memory. In PROXIMA, we have devised two 
methods to achieve this goal: Dynamic Software Randomisation (DSR) and Static 
Software Randomisation (SSR). DSR performs randomisation at run time by placing 
objects dynamically in random locations with support from a combination of a 
compiler pass and a run-time library. DSR therefore causes one executable binary to 
“see” multiple memory assignments during execution. SSR instead achieves the 
required randomization effect in an entirely static manner by randomising the 
declaration of objects in the source code so that the compiler also places them at 
random locations in the executable binary. SSR needs multiple binaries (and thus 
multiple executions of different executables) to explore multiple memory assignments. 
Both approaches have been implemented in the toolchains required for the PROXIMA 
platforms. 

The software-randomisation approach adds some complexity to the process. We first 
focus on SSR, the static version of software randomisation. We cover DSR, the 
dynamic variant afterwards.  

3.2.1 Static Software Randomization 

With SSR, tests are performed on the binary, as in the normal development process. 
However, in order to compute the probabilistic Worst-Case Execution Time (pWCET) 
curve, execution-time observations have to be taken not only on the final binary, but 
also on “SSR-treated” versions of the very same program source. Functional tests still 
need to be performed only on the binary to be deployed in the operational system, not 
on the others. So as depicted in Figure 2, SSR implies the following: 

 N binaries are used at (automated) unit testing for timing analysis. 
 A single binary (destined to operation) is used for integration testing. 
 After using the technology in PROXIMA, the resulting pWCET curve is a 

WCET upper-bound for the whole population of binary variants. 
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Figure 2: Implications of TASA on a typical development cycle 

As long as the compilation process that performs the randomisation is certified, there 
is no need to functionally test the other binaries as (i) they are not destined to 
operation, and (ii) they are functionally identical to the one being analysed. Overall, 
SSR relieves the user from the need to ensure that memory placement (and the 
consequent contention effects) stays exactly the same between analysis and operation.  

3.2.2 Dynamic Software Randomization 

Regarding DSR, a single binary is produced, which is deployed to the analysis 
environment. Analogously to SSR, a compiler pass needs to be applied to the program 
in the production of the executable binary. Since the binary produced is the one 
destined to operation, functional testing stays exactly the same as required for the case 
of no randomisation. The number of runs required by MBPTA to “treat” that binary 
does not change with respect to the hardware-only solution. 

3.3 pWCET Exceedance 

The result of the different randomization and upper-bounding techniques together 
with the associated mathematical tools used by PROXIMA (MBPTA with EVT, 
VICI, etc.) is to achieve a pWCET curve that provides a tight upper-bounding 
prediction of the timing behaviour of the application.  

The goal of PROXIMA is not to inject randomized variability per-se, but rather to 
achieve jitter effects that can be safely and soundly predicted by probabilistic upper-
bounding or by static enforcement during analysis. As in common industrial practice, 
PROXIMA seeks to define a unique WCET (estimation-point). Interestingly yet, with 
PROXIMA, this point is the projection of a curve at a given probability of 
exceedance, which makes the bounding less pessimistic and more solid in point of 
science. In contrast with current practice where a safety margin “assesses” 
(qualitatively) that the estimated WCET “cannot” be exceeded, PROXIMA provides 
scientific reasoning with a quantitative technique that reduces the uncertainty. This 
uncertainty can come from path coverage issues (a challenge that PROXIMA 
addresses by the Extended Path Coverage –EPC- technique) or hardware complexity 
(which the current deterministic approach cannot sustain). 

Overall, there appear to be no technical showstoppers to the applicability of 
PROXIMA’s probabilistic approach to WCET bounding; on the contrary, numerous 
points of attraction for soundness and ease of application. It is evident however, that 
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the innovation that PROXIMA brings about is a major step from current certification 
procedures and standards. As suggested in the following annexes, additional 
pedagogical work, industrial dissemination, and methodological “lobbying” (which 
yields position statements and continues the work done with TÜV Rheinland with the 
railway and automotive safety-concept) will be needed toward leading industrial 
concents and domain specific authorities to cause the sought paradigm shift to happen. 
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4 Acronyms and Abbreviations 
 

ASIL Automotive Safety Integrity Level 

COTS Commercial off-the-Shelf 

DSR Dynamic Software Randomization 

FPGA Field Programmable Field Array 

FPU Floating Point Unit 

MBPTA Measurement Based Probabilistic Timing Analysis 

PRNG Pseudo-Random Number Generator 

SSR Static Software Randomization 

TASA Toolchain Agnostic Software Randomization  

pWCET Probabilistic Worst-Case Execution Time 

WCET Worst-Case Execution Time 
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Executive Summary 

The development and certification of mixed-criticality systems that integrate applications of 
different criticality levels (safety, security, real-time and non real-time) can provide multiple 
benefits such as product cost-size-weight reduction, reliability increase (e.g., reduction of 
subsystems, cables and connectors) and flexibility / extensibility to support the increasing 
demand for integration of new functionalities. The transition to multicore / manycore processors 
can support the development of mixed-criticality systems but, at the same time, it leads to several 
new challenges. While a mixed-criticality paradigm based on multicore / manycore and 
partitioning provides multiple potential benefits, it is clear that the safety certification of such 
systems based on COTS multiprocessors not designed for hard real-time or safety is a challenge 
[9-12]. 

The main challenge of PROXIMA [10] is the efficient analysis of the temporal behaviour of 
mixed-criticality systems executing on multicore and manycore platforms, via innovative 
probabilistic techniques based on the concept of time randomisation. Future exploitation of the 
PROXIMA technology could be at stake if no clear route for certification is demonstrated, 
beyond the interest from multiple project partners to develop certifiable mixed-criticality 
solutions. Additionally, to ensure that relevant certification bodies with authority in the targeted 
domains are aware of the PROXIMA approach is also a key interest of the project. 

This self-contained document targets TÜV Rheinland, a relevant certification body in the 
industrial domain, with the following goals: 

 The review of a Safety Concept for a simplified dependable train control case-study, 
which serves as a representative proof of concept example to discuss the PROXIMA 
contribution and limitations / comments that should be taken into account in a future 
certification process.  

 The dissemination of PROXIMA contribution to TÜV Rheinland. 

 The gathering of detailed feedback from TÜV Rheinland. 

 The definition of an action plan based on the feedback (if needed). 
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1 Introduction - PROXIMA 

1.1 PROXIMA: overview of the project 

EU industries developing Critical Real-Time Embedded Systems (CRTES) (safety, mission or 
business critical), such as Aerospace, Space, Automotive, and Railway, face relentless demands 
for increased processor performance to support advanced new functionality. At the same time, 
commercial and economic pressures drive the need for reduced development, verification, 
certification, and production costs, in order to remain competitive on a world stage. All this 
brings the transition to multicore processors and the advent of manycores, which come together 
with a once-in-a-life-time disruptive challenge for the CRTES industries in Europe. 

This challenge brings the opportunity to integrate multiple applications onto the same hardware 
platform bringing significant advantages in performance, production costs, and reliability. These 
applications may sometimes have different criticality levels (safety, security, real-time and non 
real-time), which involves several challenges concerning safety certification. It also brings a 
severe threat relating to a key problem of CRTES: the need to prove that all temporal constraints 
will be satisfied during operation. Current CRTES, based on relatively simple single-core 
processors, are already extremely difficult to analyse for temporal behaviour, resulting in errors 
in operation costing EU industry billions of euros each year. The advent of multicore and 
manycore platforms exacerbates this problem, rendering traditional temporal analysis techniques 
ineffectual and making arise the need of a new approach. 

The PROXIMA [10] approach consists in analysing  the temporal behaviour of mixed-criticality 
CRTES executing on multicore and manycore platforms via probabilistic techniques. To reach 
its goal PROXIMA defines new hardware and software architectural paradigms based on the 
concept of randomisation. It extends this approach across the hardware and software stack 
ensuring that the risks of temporal pathological cases are reduced to quantifiably small levels. 

On top of this, PROXIMA builds a comprehensive suite of probabilistic analysis methods 
integrated into commercial design, development, and verification tools, complemented by 
appropriate arguments for certification. PROXIMA provides a complete infrastructure; 
harnessing the full potential of new processor resources, demonstrating and supporting effective 
temporal analysis through Probabilistic Timing Analysis (PTA) techniques, bringing the 
probabilistic approach to a state of technological readiness, and priming multiple EU industry 
sectors in its use via a number of case studies. 

PROXIMA will enable EU industry to reinforce its technological and market leadership with the 
ability to develop cost-effective, high-performance, CRTES encompassing multiple applications 
with different criticality levels on multicore and manycore platforms. In product terms, this 
ability will bring about benefits in reduction of size-weight-power, reduction in production costs, 
increased reliability, increased availability and effectively doing more (hard real-time 
performance and average throughput) with less (processing resource and energy usage). 
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1.2 Purpose of the document 

This document is part of the output of the task “T2.7 Certification task”. Its aim is to define the 
Safety Concept for railway PTA use-case following the technology developed in the PROXIMA 
project for the concept validation of a certification authority in the view of future 
industrialization. The result will serve to validate the railway case study approach, which is in 
turn a task of WP4 and, jointly, validate backwards by an external authority the PROXIMA 
hardware/software/tools approach regarding the future certifiability of the concept. Figure 1 
shows the relationship of this document (D2.13 Annex: Railway Case-Study Safety Concept) 
and task T2.7 with other tasks and work packages (WPs) of the project. 

 

Figure 1: PROXIMA work package and task dependencies 

 

1.3 Output of the work 

The main result of this document is the definition of the Safety Concept for railway case-study 
based on the PROXIMA contribution, and the documentation of the feedback provided by the 
certification authority. 

The definition of the Safety Concept will serve to illustrate a practical application of the PTA 
technology. As outputs of the work regarding PROXIMA and PTA: 

1. It will be assessed that the mechanisms (e.g., hardware and software randomization) that 
allow the correct application PTA techniques can be trusted, and that the use practices of 
multicore processor and software stack (e.g., hypervisor) recommended by PROXIMA 
do not compromise the safety of the system. 
 

2. It will be discussed that the execution-time bound information computed by the use of 
PTA techniques could be soundly used for additional purposes within the boundaries of 
IEC-61508, such as, “to demonstrate statically that the timing requirements for each 
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element are met” (IEC-61508-3 Annex F) for achieving temporal independence upon 
certain deterministic scheduling methods. 

1.4 Structure of the document 

This document is organized as follows: 

 Introduction block: 
o Section 1 introduces the PROXIMA project 
o Section 2 introduces the railway case-study 
o Section 3 reviews the state of the art in multicore/mixed-criticality systems 
o Section 4 describes and analyses both multicore processors used in the Safety 

Concept 
 Assessed block: 

o Section 5 specifies most relevant safety requirements 
o Section 6 describes the proposed system level Safety Concept 
o Section 7 describes the proposed “mixed-criticality node” level Safety Concept 
o Appendix A discusses about PTA possible benefits within IEC-61508  

 Acronyms and Abbreviations: 
o Then the Acronyms /Abbreviations and references are listed  
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2 Introduction – (On-board) Railway domain 

This Section provides an introduction to the (on-board) railway domain. It describes the train on-
board architecture, relevant subsystems for the case-study and safety certification standards. 
Finally, current limitations and future potential improvements by means of mixed-criticality 
integrated approach are envisioned. 

2.1 Introduction 

2.1.1 On-board architecture 

The ever increasing demand for safety, better performance, energy efficient and cost reduction in 
modern railway trains have forced the introduction of sophisticated dependable distributed 
embedded systems [13]. The railway industry, as many other transportation systems, has also 
been actively replacing conventional mechanical, electrical and hydraulic control systems by 
safety distributed computer systems. The number of ECUs within an on-board train system is in 
the order of a few hundred [14, 15]. 

Although the use of distributed control units is not standard among manufacturers and suppliers, 
a simplified common federated architecture can be conceptualized [7] as shown in Figure 3 and 
Figure 4. The train distributed control-system architecture usually follows a federated approach 
with “one function = one computer” with hierarchical standardized communication buses.  

 Subsystems (control unit names may vary among manufacturers and suppliers): 
o Train Control: 

 Supervisory Computer Unit (SCU) 
 Automatic Train Control (ATC) 
 Railway signalling (e.g. ERTMS/ETCS) 
 Train Control Monitoring System (TCMS) 
 Vehicle Control Unit (VCU) 

o Traction Control: 
 Traction Control Unit (TCU) 
 Inverter Control Unit (ICU) 

o Brake Control: 
 Braking Control Unit (BCU) 
 Brake Blending Control Unit (BBCU) 
 Eddy Current Control Unit (EECU) 

o Comfort: 
 Heating Ventilation & Air Conditioning (HVAC) 

o User Interface: 
 Man/Human Machine Interface (MMI/HMI) 

o Etc. 
 Hierarchical standardized communication buses:  

o Train Controller Network (TCN): The whole train system is composed of various 
vehicles which are interconnected through the internationally standardized Train 
Controller Network (TCN). 

o Vehicle Bus (MVB): The equipment of each vehicle is connected by the 
Multifunction Vehicle Bus (MVB). 

o Different Ethernet real-time solutions are also deployed to replace previous 
communication buses while maintain compatibility (e.g. TCN over Ethernet). 
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Figure 2: MVB layout in a locomotive [5] 

Figure 3: ETCS on-board reference architecture [6] 

Figure 4: Ge e ic t ai s co t ol e uip e t a d et o k co figu atio  [7] 
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2.1.2 ERTMS/ETCS on-board railway signalling 

The European Railway Traffic Management System (ERTMS) [6, 16] is an European Union 
backed initiative for the definition of a unique train signalling standard throughout Europe, 
where the European Train Control System (ETCS) constitutes the on-board unit. The ETCS [6, 
16-18] is a safety-critical embedded system (SIL-4, Safety Integrity Level) that protects the train 
by supervising the travelled distance and speed, activating the emergency brake if authorized 
values are exceeded. It relies on the distance and speed measurements provided by the on-board 
odometer system, which performs dead reckoning based on a set of diverse sensors such as 
wheel angular speed encoders, Doppler radars, GPS positioning systems, etc [19]. The railway 
infrastructure provides train absolute positions whenever a new eurobalisse is read, and this 
location is used to correct and recalibrate on-line the odometer system. 

2.1.2.1 Reference architecture 

Figure 5 shows the ETCS reference architecture as described in [6]:  

 The European Vital Computer (EVC) is the locomotive central safety processing unit that 
communicates with all subsystems and executes all safety functions associated to the 
travelling speed and distance supervision. The EVC executes the safety kernel and 
includes the odometer subsystem, which estimates the travelling distance and speed 
based on a set of diverse sensors. 

 The Driver Machine Interface (DMI) is the driver interface, periodically updated with 
state parameters (e.g., travelling speed) and transmitting sporadic event information (e.g., 
button pressed). 

 The Juridical Recorder Unit (JRU) must record all relevant external events (e.g., new 
eurobalisse message) and internal events (e.g., activate emergency brake). 

 The Balise Transmission Module (BTM) telepowers eurobalisses as the train passes 
them, receives information sent by the eurobalisse and transmits the demodulated 
information to the EVC. The Loop Transmission Module (LTM) provides equivalent 
functionality with received information from Euroloops. 

 The Global System for Mobile Communications - Railway (GSM/R) interface enables 
the bidirectional information exchange between remote control centres and the train, 
supporting track and operation related data exchange. 

 The Train Interface Unit (TIU) reads / writes a set of input / output digital values, some 
of which are safety related such as the emergency brake digital output. In addition to this, 
additional train interfaces such as Multifunction Vehicle Bus (MVB) must be considered. 

 Different diverse speed sensors (e.g. encoders, radars) are used by odometry to estimate 
the train travelling distance and speed. 

2.1.2.2 Temporal and distance constraints 

The ERTMS/ETCS specification [6, 16, 17] have stringent temporal and distance constraints, 
e.g.: 

 The odometer distance estimation error must always be lower than five meters plus five 
percent of the travelled distance for a maximum travelling speed of 500km/h. 

 The BTM needs to locate the centre of eurobalisses with an accuracy of 1m, which at a 
maximum travelling speed of 500 km/h. In addition to this, all eurobalisse message 
events must be demodulated and available for the safety kernel in less than 100 msec. and 
the complete system must react to the message event in less than 1sec. 
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2.1.3 Traction system 

On railway systems (trams, subways, suburban trains, high speed trains, etc.), traction is 
achieved by controlling the speed/pair of an electric motor varying the switching frequency of a 
power inverter. The train obtains energy from an AC (15 to 25 kV) or DC (750V to 3kV) 
catenary. As shown in the left side of Figure 6, inside the train, catenary voltage is filtered 
(typically with a LC filter) to obtain an appropriate dc voltage to feed traction motors through the 
inverters. 

2.1.3.1 Reference Architecture 

The traction system is typically composed two computing units: 

 The Inverter Control Unit (ICU) is responsible of executing the control loop to 
open/close the power switches according to speed/pair set-points. The ICU also executes 
power switch monitoring and protection evaluators. 

 The Traction Control Unit (TCU) communicates with the rest of the train and executes 
higher level algorithms. It obtains traction and train status data and computes it to provide 
simplified information to the ICU. 

2.1.3.2 Temporal constrains 

Power switching frequency can oscillate from 1kHz to 10kHz what demands fast execution of 
control algorithms obtained using Digital Signal Processors (DSPs).  

Figure 5: DC catenary (left) and AC catenary (right) connection configurations 
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2.1.4 Safety certification 

Table I lists all major European CENELEC standards applied to the railway (rolling stock) 
embedded-systems domain that all EU member countries are bound to comply with. These 
railway application-specific standards are derived from the international standard series IEC 
61508 [20-22] (see Figure 7). They have been created with the goal of developing compatible 
rail systems and to enable cross-acceptance of generic approvals by the different railway 
authorities throughout Europe [8, 23-27]. The scope of these standards in the context of a railway 
application is illustrated in Figure 8. The application scope of each standard is illustrated on the 
horizontal axis while the vertical axis shows the progression from generic to more specific 
standards. 

 EN 50126 [28]: The dependability of a railway system is perceived as a combination of 
reliability, maintainability, availability and safety (RAMS) covered in the EN 50126. 

 EN 50128 [29], EN-50129 [30]: The EN 50128 (software) and 50129 (hardware) 
represent the backbone of the embedded-systems safety demonstration process. Safety 
Integrity Levels are defined from 0 to 4 and the standards 50128 / 50129 provide the 
design measures for software and hardware that should be used to fulfil a certain SIL. As 
an example, Table II shows reference SIL levels for different train subsystems of the 
Copenhagen metro [25]. 
 

Table I: European standards applied to the railway (rolling stock) embedded-systems domain 

Standard Description 

EN 50126 The specification and demonstration of Reliability, Availability, 
Maintainability and Safety (RAMS) [31] 

EN 50128 Software for railway control and protection systems [32] 

EN 50129 Safety-Related Electronic Railway Control and Protection Systems 

EN 50155 Vehicle Electronics Safety - Electronic equipment used on rolling stock 

 

Figure 6: Domain specific standards derived from IEC 61508 
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Table II: Example Safety Integrity Levels (SIL) for different train sub-systems [25] 

SIL Safety Function 

4 Guideway Protection (Stop of Trains, ATP) 

4 Safe Movement Control (ATP, Brakes) 

3 Vehicle Containment (Track) 

3 Vehicle Doors Management 

3 Vehicle Resistance (Car Body, Bogies) 

2 Supply of Power to Wayside Equipment 

1 Supply of Traction Power 

1 Electrical Short Circuit Protection 

1 Emergency Ventilation in Tunnels 

1 Fire Detection in Stations 

0 Communication between Passengers & CC 

Figure 7: Scope of CENELEC railway specific standards [8] 
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2.1.5 On-board embedded platforms 

Major railway manufacturers such as Alstom [33], Bombardier [34, 35], CAF [2, 36] and 
Siemens [37-41] have developed generic dependable electronic modular railway platforms 
suitable for being used in different railway applications. The same applies to different railway 
embedded system providers [42-44]. Most of these platforms are modular (rack based), single or 
multi processor and meet different safety levels in order to be used in real-time and safety 
applications. For simplification purposes, only one platform will be analyzed with higher detail 
in Section 2.1.5.1 below. 

2.1.5.1 BEGA Railway Embedded Platform 

The CAF Group, in collaboration with IK4-IKERLAN, has developed a SIL2 / SIL4 embedded 
platform named BEGA (BITART Electronics for General Applications) [2] that complies with 
the EN-5012X railway safety standards [45]. The platform shown in Figure 9 has been devised 
to address dependability, modularity, universality and high performance requirements. 

 Dependability: the platform supports the execution of applications with the SIL2 / SIL4 
safety level. It has been developed with a SIL4 life cycle, so that it can benefit 
applications requiring integrity levels of up to SIL4. 

 Modularity: the platform is modular, multiprocessing and scalable. It allows multiple 
cards to be integrated into the same rack so that it can be adapted to the needs of each 
type of application. 

 Universality: the platform allows a broad range of train-borne railway applications 
(dependable and non-dependable) to be executed on a single universal railway platform, 
for example, railway signaling and traction control. 

 High performance: the platform provides scalable computing performance (one CPU and 
several DSPs) and high performance backplane communication in order to support up to 
20 µsec periodic communication among boards. 

BEGA is suitable for railway applications such as [46]: train control and monitoring system, 
traction control system, train tilting control System, train protection, automatic train protection 
and automatic train operation systems, rail signaling solutions, door control system, inverter 
controller, etc. 

2.2 Current limitations and potential mixed-criticality improvements 

The following table describes current limitations of the federated architecture and potential 
improvements that could be achieved by means of mixed-criticality integrated approach based on 

Figure 8: BEGA platform [2] 
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multicore and virtualization. Equivalent analysis of limitations / improvements are described for 
wind turbines in [12, 47]. 

As previously explained, the on-board railway system follows a federated approach and multiple 
railway on-board embedded platforms are designed to support most railway applications. As 
described in Table III, this approach of „dependable embedded platform for all applications in a 
federated architecture’ has some limitations. The evolution towards a “dependable mixed-
criticality embedded platform for all applications in an integrated architecture” could overcome 
some of these limitations and provide several competitive advantages already described in this 
document. 

Table III – Limitations and future desired improvements 

Group 
Limitation(s) of federated 

approach 

Potential improvements of 

integrated approach based on 

mixed-criticality (multicore and 

virtualizations) 

Communication 
Bandwidth and 
QoS 

Bandwidth and QoS limitations 
in communication networks 
(TCN, MVB, TCN over 
Ethernet, etc.) and backplane bus 
connecting the slots (rack) 

On-chip communication provides 
higher communication bandwidth 
and higher QoS 

Reliability 

EMC sensitivity on the 
communication network and 
backplane due to high 
communication bandwidth 

 

Connectors and cables are used 
to interconnect subsystems, 
leading to reliability issues (e.g. 
automotive [48]) 

On-chip Communication more 
immune to EMC 

 

On-chip Communication provides 
higher reliability (neither cables 
not connectors) 

Cost 

In a federated architecture the 
material cost corresponds to the 
addition of material cost of 
subsystems, cables and 
connectors 

In an integrated architecture the 
physical subsystem becomes a 
software partition mapped in an 
embedded platform. The material 
cost is not incremented by the 
addition of new software partitions 
(no additional subsystem, cables or 
connectors). 

Scalability and 
Flexibility / 

The addition of new 
functionalities leads to the 

The addition of new functionalities 
leads to the addition of new 
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Extensibility addition of new subsystems with 
associated cables and connectors. 
This limits the: 

o Scalability: The 
addition of new 
subsystems at current 
pace might jeopardize 
the scalability of 
system integration. 

o Flexibility / 
Extensibility: The 
addition of new 
subsystems does not 
only imply 
development of 
embedded systems 
but affects the design, 
management and 
support of the train 
locomotive design for 
several decades (e.g. 
train cabling 
schematics) 

software partitioned subsystems 
within an embedded platform 

Maintenance 

Applications require the support 
of different operating systems 
(none, GPOS, RTOS or safety 
RTOS) and processors with 
obsolescence periods of years or 
few decades. The maintenance of 
such systems last for several 
decades leading to high 
maintenance and upgrade costs. 

Software partitions are executed on 
top a virtual machine (no 
obsolescence) provided by a single 
hypervisor that can be ported to 
different embedded platforms 
tacking the obsolescence issue of 
the platform. The hypervisor needs 
to be maintained and support 
different operating systems and 
embedded platforms. 

SWaP Size, weight and Power (SWaP)  Reduced SWaP 
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3 Introduction – Mixed-Criticality 

This Section presents the notion of mixed-criticality and the challenges that it brings to the 
problem area of concern to this document. It provides a generic introduction, followed by a focus 
on four key technologies (multicore, hypervisor, timing analysis and safety certification) and 
final description of most relevant research projects and clusters on mixed-criticality. 

3.1 Introduction 

“Modern electronic systems used in industry (avionics, automotive, etc) combine applications 
with different security, safety, availability and real-time requirements. Systems with such mixed 
requirements are often referred to as mixed-criticality systems” [49]. In many domains such as 
transportation, industrial control and healthcare there is an increasing trend for mixed-criticality 
systems, where multiple functions with different dependability and certification assurance levels 
are integrated using a shared embedded computing platform. 

Conventional embedded system architectures in multiple domains also follow a federated 
architecture paradigm [7, 12], in which the system is composed of interconnected embedded 
subsystems where each of them provides well defined functionality (with local optimization of 
the architecture). For example, in the automotive domain this had led to: 

 The number of ECUs within a single car has increased during the last years from a few 
units to dozens [50, 51], where high-end vehicles contain as many as 80 ECUs [52]. 

 A high specification vehicle can have in excess of 400 connectors with 3,000 individual 
terminals. Field data has shown that between 30-60% of electrical failures are attributed 
to connector problems [48] 

 The electronic system of the Volkswagen Phaeton has 61 ECUs, 11,136 electrical parts, 
2,110 cables, 3,860 meters of cables with a weight of 64 kg, 35 ECUs connected by 3 
CAN-busses sharing 250 CAN messages and 2,500 signals [50]. 

 Cost-size-weight reduction pressure, dependability, flexibility, extensibility and the 
demand for increased functional complexity are changing this fundamental paradigm. An 
integrated approach is emerging in which different functions (possibly with different 
criticality level and real-time requirements) share the same embedded platform. 

Recent analysis [9, 53-55], studies [56, 57] and research publications [58-62] indicate that a 
significant increase in the use of multicore devices is likely to appear in the next years, replacing 
applications that have traditionally used single core processors. Multicore and / or virtualization 
technology can support the development of integrated architectures in mixed-criticality platforms 
by means of software partition, or partition for short. Partitions provide functional separation of 
the applications and fault containment, to prevent any partitioned application from causing a 
failure in another partitioned application. Multicore microcontrollers with inbuilt safety 
enhancement features are also offering promising solutions [63]. However, the migration of real-
time software and development of safety critical embedded systems based on multicore and 
virtualization technology is a challenge as stated also by different experts in the field [64-67]. 
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3.2 Key technologies 

This Section presents four key technologies for the development and certification of mixed-
criticality systems: multicore processors, hypervisor, timing analysis and safety certification (e.g. 
IEC-61508). 

This Section is further expanded on Section 4, which discusses in more detail the multicore 
processors to be used in the Safety Concept. 

3.2.1 Multicore 

A multicore processor is an integrated circuit to which two or more processors have been 
attached for enhanced performance, reduced power consumption and efficient simultaneous 
processing of multiple tasks. Multicore processing is a growing industry trend as single-core 
processors rapidly reach the physical limits of possible complexity and speed [68-71]. 

Most of the existing multicore SoCs were not designed with a special focus on certification and 
that is why are usually categorized as highly complex micro controllers [66], e.g. COTS [62] 
Freescale P4080 [72], ARM – Cortex A15 MPCore [73], TI TMS320C6678 [74], etc. In order to 
implement a solution on a multicore platform, numerous implementation and certification issues 
that are not present in monocore implementations must be confronted [65, 75-77]. However, 
COTS SoCs that were designed to support the development and certification of safety systems 
are also available, e.g. Aeroflex Gaisler NGMP [78]. Moreover, there is insufficient experience 
with the previous use of multicore systems in safety-critical applications, hence there is no much 
service history available at the time of certification. 

Spatial and temporal isolation are key requirements in mixed-criticality multicore systems. The 
functional, spatial and temporal domains of applications must be isolated because otherwise, low 
criticality applications could impact on those of high criticality. These challenges have led to the 
development of standards and frameworks such as AUTOSAR [79] for the automotive industry 
or Integrated Modular Avionics (IMA) [80] for the avionics and space industry. 

While spatial isolation can be commonly achieved using common solutions (e.g. MMU), the 
time guarantees that can be provided by IMA or AUTOSAR frameworks are limited by the time 
guarantees that can be ensured by the underlying multicore processor (temporal isolation). High-
performance multicore COTS processors on the market today share on-chip resources among 
cores, leading to undesirable temporal disturbances [81-96] among software partitions. 

Different software methods can be used to program multicore processors: 

 Asymmetric Multiprocessing (AMP) and Symmetric Multiprocessing (SMP) offer 
some advantages as well as disadvantages when applied in multicore systems [65, 
68-70, 97]. Symmetric Multiprocessing (SMP) involves the use of a single instance 
of an operating system running across multiple processor cores. Asymmetric (AMP) 
treats each core as a separate processing element. 

 A hypervisor (see Section 3.2.2) is a new type of software technology that has 
emerged as an alternative or complement to the AMP/SMP. 

  



D2.13 Annex: Railway Case-Study Safety Concept 
version 3.0 

 21 

3.2.2 Hypervisor 

As shown in Figure 10, hypervisor is a virtualisation layer of software (or a combination of 
software / hardware) that allows running several independent execution environments in a 
monocore / multicore computer platform. Hypervisor solutions such as PikeOS [98] and XtratuM 
[99] have to introduce a very low overhead compared with other kind of virtualizations (e.g., 
Java virtual machine); the throughput of the virtual machines has to be very close to that of the 
native hardware. 

3.2.2.1 Certifiable hypervisor 

As described in [12, 47, 100] it is assumed that a COTS hypervisor ported to the given platform 
is provided as a single certified compliant item according to IEC-61508. The safety manual 
should state that the compliant item provides the following safety related techniques and 
properties: 

 Startup, configuration and initialization: The hypervisor must start up, configure and 
initialize in a known, repeatable and correct state within a bounded time (e.g., internal 
data structures, virtualized resource initialization, etc.). Configuration data is static and 
defined at design stage. 

 Virtualization of resources: Provide a virtual environment in a safe, transparent and 
efficient way (e.g., CPU, memory and Input / Output (I/O) devices). 

 Isolation, diagnosis and integrity: 
o Spatial isolation: To prevent one partition from overwriting data in another 

partition, or a memory address not explicitly assigned to this partition. 
o Temporal isolation: To ensure that a partition has sufficient processing time to 

complete its execution, ensuring that partition cyclic schedule and time slots are 
assigned as statically configured. 

Figure 9: Hypervisor virtualisation layer of software for monocore/multicore processor [4] 
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o  Health monitoring: To control random and systematic failures at hypervisor or 
partitions level. Actions to handle these errors are statically defined. 

o Exclusive access to peripherals: Protect access to peripherals used by a safety 
partition. 

o Hypervisor Execution Integrity: The hypervisor execution should be in privileged 
mode, isolated and protected against external software faults. 

 Communication and synchronization: 
o Inter-partition communication: The hypervisor must support mechanisms that 

allow safe data exchange between two or more partitions. 
o Time Synchronization: Fault-tolerant time synchronization that provides a global 

notion of time to the hypervisor partition scheduler. 

3.2.2.2 Diagnosis strategy 

As described in [12, 47, 100] it is assumed the existence of a diagnosis strategy. In order to 
manage the complexity management [101] arising from the safe integration of multiple mixed-
criticality partitions, a diagnosis strategy is defined taking into consideration the following 
assumptions: 

 Partitions are developed abstracted from the platform. 
 The hardware platform provides autonomous hardware diagnosis and diagnosis to be 

commanded by software. 
 The execution platform (hardware and hypervisor) is abstracted from the partitions to be 

executed. The hypervisor provides health monitoring that might be complemented with 
additional system diagnosis partition(s). 

 The system architect is responsible for the architectural design, safety integration and 
must take care of: 

o Analysing safety manuals of integrated safety partitions and compliant items. 
o Selection of partitions and diagnosis partitions. 
o Defining the design time static configuration, e.g., scheduling and allocation of 

resources. 

Based on these assumptions, the recommended diagnosis strategy is described below: 

 The partition should be self contained and should provide safety life-cycle related 
techniques (e.g., IEC-61508-3 Table A.4 defensive programming) and platform 
independent diagnosis (e.g., IEC-61508-2 Table A.7 input comparison voting) abstracted 
from the details of the underlying platform.  

 The hardware provides autonomous diagnosis (e.g., IEC- 61508-2 Table A.9 Power 
Failure Monitor (PFM)) and diagnosis components to be commanded by software (e.g., 
IEC-61508-2 Table A.10 watchdog). 

 The hypervisor and associated diagnosis partitions should support platform related 
diagnosis (e.g., IEC-61508-2 Table A.5 signature of a double word). 

The system architect specifies and integrates additional diagnosis partitions required to develop a 
safe product taking into consideration all safety manuals.  
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3.2.3 Timing Analysis 

Research on WCET analysis [102] for CRTE systems has mainly focused on static approaches 
that require a fully deterministic characterisation of execution behaviour at all levels of the 
system. One key problem of this deterministic static analysis is the extent of incurred pessimism 
when applied to complex systems. Much of the required information in the analysis process is 
only available on the final executable, is disrupted by incremental software additions, and 
exposed to run-time dependences that can only be statically treated by assuming that the worst-
case scenario always occurs. Considering the memory subsystem of single-core processors as an 
exemplar, when the analysis cannot statically determine whether a particular memory access will 
lead to a cache hit or a cache miss, the only safe assumption for the purposes of worst case 
analysis is to consider it a miss. This kind of analysis may accrue massive pessimism, which 
causes over provisioning and poor utilisation of computing resources. Partitioning shared 
resources to limit access interference may work for a small number of cores, but will not scale to 
manycore processors.  

Measurement-based analysis techniques rely on extensive testing performed on the target system 
using stressful, high-coverage input data, recording the longest observed execution time; and 
adding to it an engineering margin to make allowances for the unknown. However, determining 
the engineering margin is extremely difficult, especially when the system may exhibit 
discontinuous changes in timing behaviour due to pathological cache access patterns or other 
unanticipated / unobserved timing behaviour. 

Hybrid measurement and static techniques use combinations of measurements and structural 
analysis. For instance the approach taken by RapiTime [103] is to take timing measurements for 
small parts of code that are then combined using static analysis. Hybrid techniques avoid having 
to construct an expensive model of the hardware and allow the user to achieve a higher 
confidence in the WCET than simply measuring high watermark times. However such 
techniques require a good method of measuring on-target timing information and rely on having 
an adequate level of testing. 

Therefore, different approaches to timing analysis are being explored that are scalable and 
practical. The next paragraphs describe the key features, which form the important areas of the 
safety argument about their robustness and accuracy. It should be noted that these features apply 
whether used for single or multi-core analysis, so the arguments are equally applicable.   

PTA methods have emerged as an alternative to deterministic timing analysis methods to 
accurately model the WCET of an application by using a probability distribution function which, 
for a given cut-off execution time provides the probability that the actual execution time of the 
program will exceed that value on any given run. PTA methods model the response time of each 
execution component (at the level of granularity under analysis, e.g., processor instructions), 
with a random variable whose probability distribution can be expressed by an execution time 
profile (ETP). PTA methods can be classified into three complementary strands: Static 
Probabilistic Timing Analysis (SPTA), Measurement-Based Probabilistic Timing Analysis 
(MBPTA) and Hybrid Probabilistic Timing Analysis (HyPTA): 

 SPTA techniques [104-106] derive the probabilistic WCET estimations by convolving 
the ETPs of each execution component. SPTA requires that the random variables 
describing timing behaviour of execution components are independent, or can be upper 
bounded by the ETPs of random variables that are independent. 
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 MBPTA techniques [107-110] derive the probabilistic WCET estimations by applying 
Extreme Value Theory (EVT) [111]. EVT requires a sufficiently large number of i.i.d. 
end-to-end measurements of the program under analysis to derive it. 

 HyPTA techniques derive the probabilistic WCET estimations by convolving 
probabilistic WCET estimations of execution components obtained using MBPTA 
techniques for those components.  

3.2.3.1 Hardware Randomization 

In order to enable PTA we must either prove that ETP exist (as needed by MBPTA) or construct 
them (as needed by SPTA). For a processor architecture to be PTA-friendly, the pWCET 
estimates obtained for it must hold valid for the whole active lifetime of the system, hence for all 
executions under all conditions. To understand how the timing behaviour of processor resources 
needs to be modelled for those guarantees to be obtained, we first need to appreciate how the 
PTA process works. 
 

 We term jitterless resources the processor resources that have a fixed latency, 
independent of the input request and of the past history of service. Many hardware 
resources in current processor architectures can be classified as jitterless. Jitterless 
resources are easy to model for all types of static timing analysis. For PTA techniques, 
the ETP of a jitterless resource with a single latency at probability 100%.  

 Other resources, for instance cache memories, have a variable latency: we call them 
jittery resources; their latency depends on their history of service, i.e. the execution 
history of the program, the input request, or a combination of them. Let us discuss each 
such case in turn:  

o Dependence on execution history. Some resources are stateful and their state is 
affected by the processing of requests. If latency depends on the internal state of 
the resource and this state is in turn affected by previous requests, then we say 
that the resource latency depends on the execution history of the program. With 
caches, the latency of an access request depends on whether the access is a hit or 
a miss, which in turn depends on the sequence of previous accesses to memory.  

o Dependence on input request. In this case, the latency is determined by the data 
carried by the request. For a processor, these data are usually encoded in the 
instruction that issues the request, or stored in its input registers. Jittery resources 
have an intrinsically variable impact on the WCET estimate for a given program. 
The significance of this impact depends on the magnitude of the jitter, the 
program under study, and the analysis method.  

For any given jittery resource, either all requests to it are assumed to incur the worst-case latency 
— as long as timing anomalies cannot occur [84] — or the resource is time-randomised. The 
particular design choice for a given resource needs to trade the design cost for time randomising 
against the degradation of WCET tightness for always assuming the worst-case latency. 

When the timing behaviour of jittery resources is randomised, composite ETP is easily 
determined for different program components which use those resources. This calculation is 
performed by computing the discrete convolution of the discrete probability distributions which 
describe the latency for each request; this provides a single compound ETP for the combined set 
of resources. 

Caches are one of the resources that are randomised not to incur high WCET estimates. Time-
randomised caches [112] randomise the behaviour of the replacement and placement policies. 
The placement policy selects, based on some bits of the address, the set to access for a given 
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address, while the replacement policy selects, on the event of a miss in a given set, the victim to 
be evicted. A random replacement (RR) policy is analysable with PTA as it ensures that every 
time a memory request misses in cache, a way in its corresponding cache set is randomly 
selected and evicted to make room for the new cache line. The random placement policy 
described in [112] deploys a parametric hash function that uses as inputs the address accessed 
and a random number, called random index identifier or RII. Given a memory address and a RII, 
the hash function provides a unique and constant cache set (mapping) for the address along the 
execution. If the RII changes, the cache set in which the address is mapped changes as well, so 
cache contents must be used for consistency purposes. If the RII changes across program 
execution boundaries, programs can be analysed with end-to-end runs simply by assuming that 
the cache is initially empty. The hash function proposed in [112] ensures that given a memory 
address and a set of RIIs, the probability of mapping such address to any particular cache set is 
the same (note that this is not mandatory as long as such mapping is probabilistic). 

In a time randomized cache, hit and miss events are probabilistic, that is they have an associated 
probability of occurrence [112]. 

3.2.3.2 Software Randomization 

Software randomisation can be used instead of hardware randomisation to enable the use of PTA 
for some resources. This is the case for the cache. 

A memory object refers to a memory entity, normally stored in consecutive memory addresses 
(e.g., functions, basic blocks, data structures), which is manipulated by a software component. 

These objects can be created off-line by the compiler and the linker, or on-line by the program 
loader and runtime memory related libraries. We define a cache layout as the result of mapping 
all memory objects that form a program into the N cache sets of the cache. Under each cache 
layout of a program, memory objects conflict in a different manner in cache, which, in 
combination with the replacement policy, may potentially result in different execution times for 
the program. 

Given a set of memory objects and a fixed sequence of memory accesses, deterministic cache 
designs generate a single cache layout due to deterministic placement, mapping objects into the 
exact same cache sets on every execution, and the same sequence of accesses in each cache set 
due to deterministic replacement. As a result, the execution time does not vary across program 
invocations as long as (i) objects are always placed in the same memory location and (ii) the 
same input data set is used, under which a single path in the program is exercised. 

A cache with a deterministic replacement policy can be made to behave as if it was using random 
replacement by randomising the order of memory accesses to each particular cache set. Random 
layout changes the mapping of objects to sets on each execution, thus randomising the order of 
accesses to each cache set in a random (and thus probabilistic) way. 

In [133] we have evaluated the effectiveness of software randomisation using Stabilizer [113]. 
Stabilizer comprises both a compiler transformation (using LLVM [114]) and a runtime system 
that randomises the layout of functions and stack frames. Stabilizer uses the DieHard memory 
allocator [115] as the basis of its runtime system to perform efficient (O(1)) dynamic layout 
randomisation.   
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3.2.4 Safety certification strategy (IEC-61508) 

The adoption of mixed-criticality technology is interesting for different domains with safety 
standards derived from IEC-61508 [20-22] (as shown in Figure 7), e.g. railway. IEC-61508 
supports fail-safe systems where there is a safe-state that can be reached either by the safety 
function or diagnostics. If the diagnosis detects an error, a process plant can be safely stopped, a 
train can be stopped, a lift can be stopped, etc. The fail safe approach reduces the availability of 
the system but does not jeopardize safety if appropriate safety measures are taken (e.g., a 
watchdog timer for temporal deadline miss) [12]. 

As stated in [12], this is an important difference between IEC-61508 and aerospace standards, 
where fail safe is not an option and the system must be operational during the whole mission 
time. Based on this fail-safe notion of the IEC-61508, temporal isolation needs to be 
systematically guaranteed (or give safe worst-case bounds) during design stage but temporal 
diagnosis techniques (e.g. watchdog, logic execution, etc.) can be used to detect temporal 
isolation violations and lead the system to safe state. Temporal diagnosis techniques could detect 
development engineer’s systematic errors, random errors and even undocumented temporal 
interference mechanisms of the underlying multicore processor. 

Taking this into consideration and if necessary safety measures are taken, it would be feasible to 
develop IEC-61508 based safety solutions based on multicore COTS solutions. The lack of 
complete temporal isolation of current state of the art multicore COTS solutions could reduce the 
availability of the system [12] but would not jeopardize safety.  

However, in railway systems there are also some safety functions which need to be fail-
operational (e.g., a train must not stop inside a tunnel) what means that deadline misses become 
dangerous and temporal diagnosis techniques such as watchdogs are not anymore a safe solution 
because the system must remain operational. Therefore, if fail-operational functions are involved, 
the random number generators employed for the presented PTA techniques should also be 
considered as safety function developed with the corresponding SIL level. Refer to Appendix A: 
PTA technology on PROXIMA for further detail. 

3.3 Research projects and initiatives 

Several European research projects are currently working on the subject of mixed-criticality 
[11]: „European Project Cluster on Mixed-Criticality Systems„ (MULTIPARTES [4], DREAMS 
[116], PROXIMA [10], CONTREX [117]), ARAMIS [95], RECOMP [96], ACROSS [118], 
CERTAINTY [119], parMERASA [120], MULCORS [53], etc. 

PROXIMA collaborates with several of those projects, which also tackle safety certification 
challenges, e.g.: 

 The main challenge of MultiPARTES [4] is the support for mixed-criticality integration 
for embedded systems based on virtualization techniques for heterogeneous multicore 
processors. The starting point is its hypervisor developed specifically for real-time 
embedded systems that is being increasingly used by the aerospace industry. Based on 
this approach, it tackles the rapid and cost-effective development of dependable real-time 
embedded systems integrating critical and non-critical applications. 

 The objective of the DREAMS project [116] is to develop a cross-domain architecture 
and design tools for networked complex systems where application subsystems of 
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different criticality, executing on networked multi-core chips, are supported. DREAMS 
will deliver architectural concepts, virtualization technologies and certification methods 
for the seamless integration of mixed-criticality to establish security, safety, real-time 
performance as well as data, energy and system integrity.  
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4 Introduction - Multicore Processors (P4080 and 
FPGA) 

This Section describes and analyses both multicore processors to be used in the Safety Concept 
(Section 7): COTS P4080 (8 Power-Architecture core processor) and FPGA based multicore 
processor (4 LEON3). 

4.1 P4080 

4.1.1 Introduction 

P4080 is a COTS multicore processor (8 Power-Architecture core processor) provided by 
Freescale Semiconductor [72, 121]. The processor is well suited for applications that are highly 
compute-intensive, I/O-intensive or both [72, 121]. The following block diagram (Figure 11) 
shows most relevant characteristics [72, 121]: 

 Cores: 8 Power-Architecture processors 

 The „CoreNet Coherency Fabric’ “manages full coherency of the caches and provides 
scalable on-chip, point-to-point connectivity supporting concurrent traffic to and from 
multiple resources connected to the fabric, eliminating single-point bottlenecks for non-
competing resources” [121]. 800 Gbps coherent read bandwidth. 

 Memory: 

o Cache: Three-tiered cache hierarchy. Each core has its own integrated instruction 
and data L1 cache (32 KB) and L2 cache (128 KB); and a L3 cache (2 MB) is 
additionally provided to be shared among all processors. 

o Interface(s): Two 64-bit DDR2/DDR3 SDRAM memory controllers with ECC 
and interleaving. 

o DMA: Two 4-channel DMA engines. 

 Peripheral interfaces: Ethernet controllers, high speed peripheral interfaces (e.g. PCI, 
RapidIO), DMA engines, memory controllers, additional communications (UART, I2C, 
USB, etc.) and advanced debugging capabilities 

 Interrupts: Multicore programmable interrupt controller (PIC) 

Figure 10: QorIQ
TM 

P4080 Block Diagram [3] 
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4.1.2 Multicore 

The QorIQTM P4080 processor combines eight Power Architecture e500mc cores operating at 
frequencies up to 1.5 GHz with high-performance data-path acceleration logic, as well as 
networking I/O and other peripheral bus interfaces. They can work as eight symmetric 
multiprocessing (SMP) cores, or eight completely asymmetric multiprocessing (AMP) cores, or 
they can be operated with varying degrees of independence with a combination of SMP and 
AMP groupings. Full processor independence, including the ability to independently boot and 
reset each e500mc core through an integrated system control FPGA, is a defining characteristic 
of the device [3]. 

4.1.3 Communications 

For the inter-communication among cores, the platform is provided with the CoreNet coherency 
fabric. It is a hierarchical interconnection fabric supporting up to 800 Gbps coherent and non-
coherent transactions with prioritization and bandwidth allocation between CoreNet end-points.  

CoreNet manages the coherency of the caches and provides scalable on-chip point-to-point 
connectivity supporting concurrent traffic to and from multiple resources connected to the fabric, 
eliminating single point bottlenecks for non-competing resources. 

4.1.4 Temporal Interference 

As in any other multicore platform, the use of shared resources can cause temporal interferences 
among cores [81]. Possible major sources of temporal interferences among cores in the P4080 
due to shared resources are described below: 

 Shared L3 Cache Memory: If multiple processor cores need to simultaneously access to 
the shared memory, they interfere on multiple units between the core itself and the 
memory; in this case: the interconnect (CoreNet), the shared caches and the memory 
controllers. Moreover, an arbitration policy would be necessary in order to decide which 
core to serve first, and depending on this arbitration policy the influence on determinism 
may change. Moreover, if various cores employ a shared cache memory for the 
communication among them, cache contents should be kept coherent, which involves 
some temporal delays due to the coherency protocol. Such shared memories, although 
they are a fast way of communication, they imply an impact in the timing of each core’s 
access to the shared memory region. The caching effect is reduced as the access of cores 
to the shared cache increases, slowing down some cache accesses. 

 Shared I/O, DMA controllers, interrupt controllers and communication peripherals: when 
more than one core has access to shared addressable devices as these, exclusive access 
must be ensured by for example, using locking mechanisms which imply timing delays. 
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4.2 FPGA based Multicore Processor  

4.2.1 Introduction 

The PROXIMA ad-hoc FPGA multicore processor shown in Figure 12 is a system-on-chip quad-
core LEON3 processor [1]. The LEON3-PROXIMA design has several on-chip functionalities: 
the 4 LEON3 processors with associated L1 caches, a separate L2 cache with memory controller, 
additional peripherals (Ethernet, UART, Timers, Interrupt controllers) and debugging 
capabilities with Ethernet, JTAG and serial UART debug communication Links. A single 100 
MHz system clock source is the responsible for clocking the processors, buses and all on-chip 
cores. 

4.2.2 Multicore 

As stated, the processor is composed of 4 LEON3 cores. The LEON3 is a 32 bit processor core 
with the SPARC V8 architecture. It is designed for high performance embedded applications but 
offering at the same time low complexity and low power consumption.  

Each core has a L1 cache system consisting of separate instruction and data cache, as well as 
other features such as memory management unit or hardware multiplier and divider. To load and 
store data to/from the caches, each core has also an AMBA interface. 

For multicore systems, each LEON3 processor has a unique index to allow processor 
enumeration and a write-through caches and snooping mechanism guarantees cache coherency in 
shared-memory systems. 

4.2.3 Communications 

As it can be appreciated in Figure 12, the system is built around three AMBA AHB buses, one 
main AHB bus, one memory AHB bus and one debug AHB bus. 

The main AHB bus connects the four LEON3 processor cores connected to the shared L2 cache. 
The memory AHB bus is located between the L2 cache and the main external memory interface 
(DDR3 SDRAM). The third bus connects a debug support unit (DSU) and several debug 
communication links. Finally, for the peripheral units there is a separate APB bus. 

Figure 11: LEON3-PROXIMA FPGA Block Diagram [1] 
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4.2.4 Temporal Interference 

Most relevant sources of temporal interferences due to shared resources are described below: 

o System Bus: The system bus involves many delays when various cores pretend to 
simultaneously access to it. Moreover, when further buses are also connected to it, 
like the APB bus in this case, interconnect bridges are required. This usually leads to 
a fine grained and (unless explicitly managed) highly varied access pattern. Moreover, 
the asynchronous access through DMA forms a further impact. 

o Shared L2 Cache Memory: Again, if two or more cores simultaneously access to a 
shared memory, interferences are caused in the memory, the bus and the memory 
controllers. Additionally, the required arbitration policy can also influence. 

On the other hand, if a shared cache is employed for the communication among cores, 
cache coherency protocols may also involve temporal delays. 

 Shared peripherals: when more than one core accesses to shared addressable devices, 
exclusive access must be ensured by for example, using locking mechanisms that imply 
timing delays. 

  



D2.13 Annex: Railway Case-Study Safety Concept 
version 3.0 

 32 

5 Requirements 

5.1 Introduction 

This section specifies system requirements (safety and functional) for the simplified “Train 
supervision and control” case study that integrates a simplified SIL4 safety ETCS and several 
traction control units. 

5.2 Scope 

The following figure shows the railway case study context diagram, composed of two different 
subsystems connected by Ethernet based communication network: 

 Two self contained subsystems: 

o Simplified ETCS railway signaling subsystem (sETCS) with SIL4 safety (grey 
shadowed) and non safety related functionality 

o Multiple traction control subsystems, non safety related but with stringent 
temporal requirements 

 The simplified ETCS railway signaling subsystem sends „traction cut-off’ signal to be 
received by traction control systems. This „traction cut-off’ signal commands the 
disabling of traction power inverters. 

The railway context diagram composed of multiple subsystems, computing nodes, peripherals 
and communication switches, is too large for a case study and only the major computing nodes 
are representative to show the mixed-criticality applicability and benefits of PROXIMA 
contribution. Therefore, the scope of the railway case-study (“Traction control and supervision 
system”) is only composed of the computing nodes for both the sETCS railway signalling (EVC 
– European Vital Computer) and traction controls. The input/output interfaces of the “Traction 
control and supervision system” are composed of Ethernet communication channels and digital 
inputs / outputs. 

Figure 12: Railway case study context diagram, and Simplified ETCS and traction control subsystems scope 
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As a railway Safety Concept, the EN-5012x standard should always be applied, but for the sake 
of simplicity (and considering this document a research simplification) some sections of this 
chapter make references to IEC-61508. The authors are aware of the differences between both 
standards and future actual implementations of the safety concept will consider EN-5012x. 

 

5.3 Functional Requirements 

The document D4.1 provides the “Case Studies Application Requirements" March 2014.  

5.4 Safety Requirements 

The ETCS standard provides an extensive set of documents that specifies in detail the system 
interoperability and safety requirements  [16, 17], which could be directly used for „Phase 4. 
System Requirements’ (see 5.2.2 EN-50126) with no need to perform a risk analysis to identify 
safety related functions and define associated Safety Integrity Levels. 

The railway case study is a major simplification of this standard. Safety requirements are only 
related to the simplified ETCS subsystem. Some ETCS functions (e.g. Juridical Recorder Unit 
(JRU)) and other subsystems (e.g. traction) are non safety related subsystems. 

5.4.1 Safety Function “Speed and distance supervision” (SE_RE_1) 
SR_RE_1_INFORMATIVE Speed and distance supervision – Informative 

Description: The safety function “Speed and distance supervision” supervises that the „train speed’ does not exceed the 
„maximum authorized train speed’ and that the „train travelled distance’ does not exceed the Movement Authority (MA). If any of 
them is exceeded the emergency brake is activated leading to „safe state’. 

The “Speed and distance supervision” is composed of the following safety functions associated to supervision states: 
o Always: 

o “Operating supervision state”: Defines the operating supervision state  
o In „No power’, „System initialization’ and „Standby’ states: 

o “Safe system initialization and standby”: Ensures „safe state’ during „No power’, „System initialization’ 
and „Standby’ states 

o In „Supervision’ state: 
o “Speed supervision”: Ensures that the „train speed’ does not exceed the „maximum authorized train 

speed’. If exceeded the „emergency brake command’ is activated 
o “Distance supervision”: Ensures that the „train travelled distance’ does not exceed the Movement 

Authority (MA). If exceeded the „emergency brake command’ is activated 
o In „Emergency brake state’: 

o “Emergency brake”: Activates the „safe state’ 
o “Safe system rearm”: Ensures that the emergency brake shall only be deactivated if a certain set of 

conditions are met 

Source: N/A 

Derived requirements: N/A 

Type: Informative Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 
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SR_RE_1_A Speed and distance supervision – Description 

Description: The safety function “Speed and distance supervision” supervises that the „train speed’ does not exceed the 
„maximum authorized train speed’ and that the „train travelled distance’ does not exceed the Movement Authority (MA). If any of 
them is exceeded the emergency brake is activated leading to „safe state’. 

Source: This is a simplification of ETCS standard [16, 17] 

Derived requirements: 

- SR_RE_1_C, SR_RE_1_D 
- SR_RE_1_1_A, SR_RE_1_2_A, SR_RE_1_3_A, SR_RE_1_4_A, SR_RE_1_5_A, SR_RE_1_6_A, SR_RE_1_7_A, 

SR_RE_1_8_A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

SR_RE_1_B Speed and distance supervision – SIL 

Description: The safety function “Speed and distance supervision” must be provided with a SIL4 integrity level (EN-50126). 

Source: This is a simplification of ETCS standard [16, 17] 

Derived requirements:  

- SR_RE_1_1_B, SR_RE_1_2_B, SR_RE_1_3_B, SR_RE_1_4_B, SR_RE_1_5_C, SR_RE_1_6_C 

- SR_RE_2_B 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

SR_RE_1_C Speed and distance supervision – States 

Description: The safety function “Speed and distance supervision” shall always be in one and only one of the possible states: 
o „No power’ – The system is switched off, no power available 
o „System initialization’ – The system is initializing (including configuration of parameters) 
o „Standby’ – The application is ready but not performing supervision 
o „Supervision’ – The application is in supervision mode 
o „Emergency brake state’ – The application is either braking or standstill with the emergency brake activated 

Source: SR_RE_1_A 
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Derived requirements: SR_RE_1_1_A, SR_RE_1_1_C 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

SR_RE_1_D Speed and distance supervision – Safety Functions per state 

Description: The safety function “Speed and distance supervision” executes the following safety functions per state: 

o Always: 
o “Operating supervision state” (see SR_RE_1_1) 

o  „No power’, „System initialization’ and „Standby’: 
o “Safe system initialization and standby” (see SR_RE_1_2) 

o „Supervision’: 
o “Speed supervision” (see SR_RE_1_3) and “Distance supervision” (see SR_RE_1_4) 

o  „Emergency brake state’: 
o “Emergency brake” (see SR_RE_1_5) and “Safe system rearm” (see SR_RE_1_6) 

Source: SR_RE_1_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

5.4.1.1 Safety function “Operating supervision state” (SR_RE_1_1) 

SR_RE_1_1_A Operating supervision state – Description 

Description: The safety function “Operating supervision state” implements an state-machine that determines the operating 
supervision state (see SR_RE_1_C). 

Source: SR_RE_1_A, SR_RE_1_C 

Derived requirements: SR_RE_1_1_C 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 
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SR_RE_1_1_B Operating supervision state – SIL 

Description: The safety function “Operating supervision state” must be provided with a SIL4 integrity level (EN-50126). 

Source: SR_RE_1_B, S_RE_1_1_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

SR_RE_1_1_C Operating supervision state – Transitions 

Description: The state machine transitions per state are defined as: 

o „No power’: 
o On „power up’ transition to „System initialization’ 

o „System initialization’: 
o If finished transition to „Standby’ 

o „Standby’: 
o If „emergency brake command’ is activated transition to „Emergency brake’ 
o If „supervision command’ is activated transition to “Supervision” 

o „Supervision’: 
o If „emergency brake command’ is activated transition to „Emergency brake’ 
o If „supervision command’ is disabled transition to „Standby’ 

o „Emergency brake state’: 
o If „emergency brake command’ is disabled transition to „Standby’ 

Source: SR_RE_1_C, SR_RE_1_1_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 
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5.4.1.2 Safety function “Safe system initialization” (SR_RE_1_2) 

SR_RE_1_2_A Safe system initialization and Standby – Description 

Description: The safety function “Safe system initialization” ensures „safe state’ during „No power’, „System initialization’ and 
„Standby’ states. 

Source: SR_RE_1_A 

Derived requirements: SR_RE_1_2_C 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 

 

SR_RE_1_2_B Safe system initialization and Standby - SIL 

Description: The safety function “Safe system initialization” must be provided with a SIL4 integrity level (EN-50126). 

Source: SR_RE_1_B, S_RE_1_2_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

SR_RE_1_2_C Safe system initialization and Standby - Configuration 

Description: Configurable parameters must be configurable only during start-up (not running). 

Source: SR_RE_1_A, SR_RE_1_2_A  

Derived requirements: N/A 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 
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5.4.1.3 Safety Function “Speed supervision” (SR_RE_1_3) 

SR_RE_1_3_A Speed supervision - Description 

Description: The safety function “Speed supervision” ensures that the „train speed’ does not exceed the „maximum authorized 
train speed’. If exceeded the „emergency brake command’ is activated. 

Source: SR_RE_1_A 

Derived requirements: SR_RE_2A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

SR_RE_1_3_B Speed supervision - SIL 

Description: The safety function “Speed supervision” must be provided with a SIL4 integrity level (EN-50126). 

Source: SR_RE_1_B, SR_RE_1_3_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

5.4.1.4 Safety Function “Distance supervision” (SR_RE_1_4) 

SR_RE_1_4_A Distance Supervision - Description 

Description: The safety function “Distance supervision” ensures that the „train travelled distance’ does not exceed the Movement 
Authority (MA). If exceeded the „emergency brake command’ is activated. 

Source: SR_RE_1_A 

Derived requirements: SR_RE_2A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 
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SR_RE_1_4_B Distance Supervision - SIL 

Description: The safety function “Distance supervision” must be provided with a SIL4 integrity level (EN-50126). 

Source: SR_RE_1_B, SR_RE_1_4_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

5.4.1.5 Safety function “Emergency brake” (SR_RE_1_5) 

SR_RE_1_5_A Emergency brake – ‘Safe State’ 

Description: The safety function “Emergency brake” activates the „safe state’. 

Source: SR_RE_1_A 

Derived requirements: SR_RE_1_7 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 

 

SR_RE_1_5_B Emergency brake– ‘traction cut-off’ 

Description: The safety function “Emergency brake” activates the „traction cut-off’ signal. 

Source: SR_RE_1_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 
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SR_RE_1_5_C Emergency brake - SIL 

Description: The safety function “Emergency brake” must be provided with a SIL4 integrity level (EN-50126). 

Source: SR_RE_1_B, SR_RE_1_5_A, SR_RE_1_5_B 

Derived requirements: N/A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

5.4.1.6 Safety function “Safe system rearm” (SE_RE_1_6) 

SR_RE_1_6_A Safe system rearm – emergency brake 

Description: The safety function “Safe system rearm” ensures that the emergency brake shall only be deactivated if: 

o The state is „Emergency brake state’, the train is standstill and the driver activates the „supervision command’ 

Source: SR_RE_1_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 

 

SR_RE_1_6_B Safe system rearm – ‘traction Cut-Off’ 

Description: The safety function “Safe system rearm” ensures that „traction cut-off’ signal shall only be deactivated if: 
o The state is „Emergency brake state’, the train is standstill and the driver activates the „supervision command’ 

Source: SR_RE_1_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 
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SR_RE_1_6_C Safe system rearm - SIL 

Description: The safety function “Safe system rearm” must be provided with a SIL4 integrity level (EN-50126). 

Source: SR_RE_1_B, SR_RE_1_6_A, SR_RE_1_6_B 

Derived requirements: N/A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 

 

5.4.1.7 Safe State (SE_RE_1_7) 

SR_RE_1_7 Safe State - Description 

Description: The „safe state’ is the de-energization of output „safety relay(s)’. 

Source: SR_RE_1_A, SR_RE_5_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 

5.4.1.8 Process Safety Time (PST) (SE_RE_1_8) 

 

SR_RE_1_8 
Process Safety Time (PST) – Quantification 

Description: The Process Safety Time (PST) is 1 second. 

Source: SR_RE_1_A  

Derived requirements: N/A 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 
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5.4.2 Safety function “Odometry” (SE_RE_2) 
SR_RE_2_A Odometry - Description 

Description: The safety function “Odometry” must provide safe estimations of the „train travelled distance’ and „train speed’ 
with the following constraints: 

o The estimated „train travelled distance’ error must always be lower than five meters plus five percent of the real 
travelled distance 

Source:  SR_RE_1_A, SR_RE_1_3_A, SR_RE_1_4_A  

Derived requirements: N/A 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 31/12/2013 Version: 2.0 

 

SR_RE_2_B Odometry - SIL 

Description: The safety function “Odometry” must be provided with a SIL4 integrity level (EN-50126). 

Source: SR_RE_1_B, SR_RE_2_A 

Derived requirements: N/A 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/02/2014 Version: 00.00 
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5.5 Safety requirements dependency traceability matrix 
The following table provides a dependability traceability matrix for safety requirements, dependency of rows with respect to columns. Capital „X’ 
means direct dependency. It can be identified that all safety requirements derive (direct or indirectly) from requirement „SR_RE_1_A – Speed and 
distance Supervision – Description’. 
 

Table IV: Safety requirements dependency traceability matrix 
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SR_RE_1_A Speed and distance supervision - Description                         
SR_RE_1_B Speed and distance supervision - SIL X                        
SR_RE_1_C Speed and distance supervision - States X                        
SR_RE_1_D Speed and distance supervision – Safety 

Functions per state 
X                        

SR_RE_1_1_A Operating supervision state - Description X  X                      
SR_RE_1_1_B Operating supervision state - SIL X X                       
SR_RE_1_1_C Operating supervision state - Transitions X  X  X                    
SR_RE_1_2_A Safe system initialization and Standby – 

Description 
X                        

SR_RE_1_2_B Safe system initialization and Standby - SIL X X      X                 
SR_RE_1_2_C Safe system initialization and Standby - 

Configuration 
X       X                 

SR_RE_1_3_A Speed supervision - Description X                        
SR_RE_1_3_B Speed supervision - SIL X X         X              
SR_RE_1_4_A Distance Supervision - Description X                        
SR_RE_1_4_B Distance Supervision - SIL X X           X            
SR_RE_1_5_A Emergency brake – „Safe State’ X                        
SR_RE_1_5_B Emergency brake – „traction cut-off’ X                        
SR_RE_1_5_C Emergency brake - SIL X X             X X         
SR_RE_1_6_A Safe system rearm – emergency brake X                        
SR_RE_1_6_B Safe system rearm – „Traction Cut-Off’ X                        
SR_RE_1_6_C Safe system rearm - SIL X X                       
SR_RE_1_7 Safe State - Description X                        
SR_RE_1_8 Process Safety Time (PST) – Quantification X                        
SR_RE_2_A Odometry - Description X          X  X            
SR_RE_2_B Odometry - SIL X X                     X  
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6 Safety Concept - System Level 

This section describes the proposed system level Safety Concept for the PROXIMA Railway 
Case Study described in Section 2 and specified in Section 5. Before presenting the proposed 
Safety Concept we must take into consideration the novelty of current research contributions and 
that multicore and virtualization safety solutions are still not „common practice in industry’. So, 
in order to reduce the conceptual gap, this section presents two analogous system level Safety 
Concepts: 

 The first one (Section 6.1) proposes a Safety Concept based on a federated approach with 
safety techniques / solutions that are „common practice in industry’. This is not 
elaborated in detail in the following sections but serves as a reference Safety Concept. 

 The second one (Section 6.2) proposes an analogous Safety Concept based on an 
integrated approach based on PROXIMA contribution. This is then elaborated in detail in 
the following Section 7, “mixed-criticality node” Safety Concept. 

As a railway Safety Concept, the EN-5012x standard should always be applied, but for the sake 
of simplicity (and considering this document a research simplification) some sections of this 
chapter make references to IEC-61508. The authors are aware of the differences between both 
standards and future actual implementations of the safety concept will consider EN-5012x. 

6.1 ‘Common Practice in Industry’ 
This section describes a system level Safety Concept of the railway case study following a 
federated approach with safety techniques / solutions that are „common practice in industry’. 

6.1.1 Introduction 

The conceptual system architecture for the EVC shown in Figure 13 is based on a triple-modular 
redundancy (TMR) architecture, with redundant Ethernet switches in star topology and 
independent redundant digital outputs to independently command output safety relays. The 
structure shall be such that any single random failure is detected and the system goes into a safe 
state within the given reaction time. The EVC and all traction computing nodes communicate via 
Ethernet communication bus connected in star topology. 
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6.1.2 Safety Concept 

The major SIL4 safety requirement “SR_RE_1_A - Speed and distance supervision - 
Description” is allocated to the EVC and associated peripheral subsystems shown in Figure 13 
with gray background. In a simplified manner, the EVC is a SIL4 computing platform that 
executes the SIL4 ETCS kernel („safety software application’). 

6.1.2.1 European Vital Computer (EVC) 

The EVC is composed of three computing nodes connected in star topology to two redundant 
TTEthernet / Ethernet switches and independent redundant digital inputs / outputs. Each 
computing node has an instance of the safety software application. 

A. Life-Cycle 

1. The system shall be developed following a safety life-cycle compliant with 
EN-50126 (see 5.2), a Functional Safety Management (FSM). 

2. Tools and compilers should be qualified for up to SIL4 EN-50128, EN-50129 
SIL4 and IEC-61508 SIL3. 

3. The system architect takes reasonable measures to develop a safe product 
taking into consideration the safety manuals of all COTS compliant items (as 
requested 4.7.6c EN-50126). 

B. Architecture: “composite fail-safety”, TMR computing nodes connected in star 
topology to two redundant Ethernet based switches [19, 21, 122, 123]: 

1. TMR: Triple Modular Redundancy (TMR) of computing nodes that meets 
IEC-61508-2 (HFT=1, IEC-61508-2 Table 3) compliant with “composite fail-
safety” technique (EN-50129 B.3.1 Effects of single faults, Table E.4). 

2. Platform compliant item: Each computing node is a SIL3 compliant item IEC-
61508 composed of hardware and associated platform software (RTOS, 
drivers, etc.) also compliant with SIL3 EN-50128 and EN-50129. 

a) In TMR architecture it can achieve SIL4 EN-50128 and EN-50129. 

b) If the platform provides and RTOS (or equivalent), this must ensure 
interference freeness among software tasks (temporal and spatial). If 
not the application should provide sufficient evidence. 

3. Each processor has independent resources (RAM memory, FLASH memory 
and clock). Common dependencies are power-supply and communication bus 
among them (black channel [21]). 

4. Each computing node executes the same software application instance (see 
D). 

5. Communication protocol: 

a) The EVC internal communication protocol is an Ethernet based „safe 
communication’ (see F) implemented either with TTEthernet [123-
125] or with an Ethernet based safety communication that provides 
equivalent safety techniques and attributes of interest. 

b) Each computing node manages two redundant Ethernet channels 
connected in star topology to two independent switches [122, 123]. 
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c) A global notion of time is established by means of global clock 
synchronization based on periodic Ethernet communication [122, 123]. 

6. The external interface is composed of: 

a) 6 safety related digital outputs and 3 digital inputs (see E). 

b) at least two Ethernet ports for external black channels (see G). 

7. The safe-state is defined in C. 

8. The diagnosis strategy is defined in H. 

C. Safe state: 

1. Safe state is achieved by means of de-energization of safety digital-outputs 
connected to external safety-relays (SE_RE_1_7). 

2. During no-power and startup the default state is safe-state (see E.2 and E.3). 

3. After start-up the software application commands digital-outputs (activation 
and de-activation). 

4. If system, hardware or software diagnosis detects a „major’ or „significant’ 
error the safe state must be reached (see A.1.c). 

D. Software application: 

1. The software application shall be developed according to up to SIL4 EN-
51028 following associated Functional Safety Management (FSM). 

2. The software application implements safety related and non safety related 
functions. Temporal and spatial independence must be guaranteed, e.g. by 
allocating functions to different RTOS tasks with guaranteed independence 
(see B.2.b)). 

3. The software application reads inputs (e.g. digital input(s)), communicates 
with other subsystems, computes and writes outputs (e.g. digital outputs). 
Safety related inputs, subsystems and outputs are managed exclusively by 
associated safety related software tasks. 

4. The application safe-state is digital-outputs de-activated: 

a) After start-up the software application commands digital-outputs 
according to „emergency brake’ command (emergency brake 
activation corresponds to digital-outputs deactivation). 

b) After start-up the software application sends „traction cut-off' 
command according to „emergency brake’ command (emergency 
brake activation corresponds to „traction cut-off’ activation). 

c) If the application software diagnosis detects a „major’ or „significant’ 
error the safe state must be reached (see 4.5.2.2 and Annex A A.2 EN-
50126). 

E. Inputs / Outputs: 

1. Each computing node manages two redundant digital outputs (at least SIL2) to 
be connected to two external redundant safety relays that perform 2oo3 
voting. Each digital output is input to one external safety relay. 

2. The fail-safe state of digital outputs is de-energized. 
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3. The default state of digital outputs is de-energized, e.g. no-power (inherent 
fail-safe state as specified in 4.8 EN-50126). 

4. Each external safety relay provides an output that represents the output state 
of the safety relay, input to the EVC, used for diagnosis purposes. Each 
computing node has one digital input as input. 

F. Internal Ethernet based „safe communication’: 

1. TTEthernet as a compliant item for up to SIL4 EN-50128 and EN-50129 and 
IEC-61508 SIL3. 

a) TTEthernet protocol is compliant with up to SIL3 IEC-61508, EN-
50128 and EN-50129. When used in redundant star topology with 
TMR systems it can reach up to SIL4 EN-50128 and EN-50129. 

b) TTEthernet switch is provided as compliant item IEC-61508 SIL3, 
also compliant with EN-50128 and EN-50129 SIL3. When used in 
redundant star topology with TMR system it can reach up to SIL4 EN-
50128 and EN-50129. 

c) TTEthernet slaves and communication stacks integrated in computing 
nodes are provided as compliant items IEC-61508 SIL3, also 
compliant with EN-50128 and EN-50129 SIL3. When used in 
redundant star topology with TMR system it can reach up to SIL4 EN-
50128 and EN-50129. 

d) TTEthernet tools are qualified tools for up to SIL4 EN-50128 and EN-
50129 SIL4 and IEC-61508 SIL3. 

e) TTEthernet communication protocol supports the following safety 
related techniques and properties for up to: 

 Safe communication among computing nodes compliant with 
IEC-62280 [126]/ EN-50159 [30]. 

 Provides a global-time by means of transparent clock 
synchronization among computing nodes. 

 Provides interference freeness among safety related (time-
triggered) and non-safety related communication (event 
triggered, rate constrained, best effort, etc.). Safety related 
communication is assigned to time-triggered communication 
that provides required temporal and spatial guarantees. 

2. Or Ethernet based safety communication that provides equivalent safety 
techniques and attributes of interest: 

a) Black channel: 

 Ethernet communication is a black channel. 

 Ethernet switch is non safety-related (part of the black 
channel). 

 The Ethernet switch implements a priority queue. The 
maximum delay due to priority inversion (a lower priority 
frame starts sending just before a higher priority frame has 
arrived) is proportional to the maximum Ethernet frame (1024 
bytes) at maximum communication bandwidth (1 Ghz). 
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b) Safety related computing nodes integrate a Safety Communication 
Layer (SCL) provided as compliant item IEC-61508, also compliant 
with EN-50128 and EN-50129 SIL3. When used in redundant star 
topology with TMR system it can reach up to SIL4 EN-50128 and EN-
50129. This SCL is complaint with IEC-62280 [127] and EN-50129 
[30]. The SCL ensures safe data communication among 
communicating computing nodes, and provides diagnosis to detect all 
possible failure modes of a black channel communication: frame 
corrupted, incorrect order of frame, frame outside temporal constraints 
and frame lost. 

c) Safety related computing nodes of the EVC perform a safe clock-
synchronization in order to establish an EVC level global-time. This is 
provided by an IP, complaint item IEC-61508, also compliant with 
EN-50128 and EN-50129 SIL3. When used in redundant star topology 
with TMR system it can reach up to SIL4 EN-50128 and EN-50129. 

d) The EVC and safety related subsystems that require synchronization, 
perform safe clock synchronization using the same or equivalent 
solution (e.g. EVC-BTM [128]). 

e) SCL associated tools are qualified tools, for up to SIL4 EN-50128 and 
EN-50129 SIL4 and IEC-61508 SIL3. 

G. External Communication: 

1. These Ethernet ports are internally connected to the Ethernet switches, odd 
ports to one switch and even ports to the other switch. 

a) In case of „Ethernet based’ communication associated switch ports are 
lowest priority. 

b) In case of „TTEthernet’ communication associated switch ports are 
spare ones (not relevant). 

H. The EVC implements diagnosis techniques according to EN-50126, EN-50128, EN-
50129 and IEC-61508. The EVC supports up to a SIL4 level with an HFT = 2, 
therefore at least a DC>90% is required as defined in [24] in addition to compliance 
with EN-50129. 

1. Each safety computing node is a SIL3 IEC-61508 compliant item with HFT = 
0, and therefore requires a DC > 99%. 

a) safety related memory (e.g., IEC-61508-2 Table A.5 signature of a 
double word). 

b) power supply (e.g., IEC- 61508-2 Table A.9 Power Failure Monitor 
(PFM)). 

c) temporal (e.g., IEC- 61508-2 Table A.9 Power Failure Monitor 
(PFM)). 

d) digital outputs ---- (e.g. IEC-61508-2 Table A.14 Monitoring of relay 
contacts). 

e) etc. 

2. The safety related software application implements: 
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a) safety life-cycle related techniques (e.g., IEC-61508-3 Table A.4 
defensive programming). 

b) perform reciprocal comparison diagnosis (“monitored redundancy” 
(IEC-61508-7 [129]) of triplicated application. 

c) complements/uses diagnosis techniques provided by the compliant 
platform, e.g. refresh watchdog. 

3. External safety relays are monitored by means of digital input(s) to the EVC 
that represent the state of the contact (IEC-61508-2 Table A.14 monitoring of 
relay contacts). 

4. The system architect takes reasonable measures to develop a safe product 
taking into consideration the safety manuals of all COTS compliant items (as 
requested 4.7.6c EN-50126), implementing required additional diagnosis 
techniques. 

6.1.2.2 Non safety related subsystems 

Non-safety related subsystems are connected to the EVC with provided Ethernet communication 
ports (see B.6.b)). 

6.1.3 Limitation(s) 

The limitations of this approach have already been described in Section 2.2 and Section 3; they 
include: scalability, flexibility/extensibility, complexity management, reliability, material cost, 
size, weight and power consumption (SWaP), etc. 
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6.2 Integrated ‘Mixed-Criticality’ approach 

This section describes the mixed-criticality system level Safety Concept of the railway case 
study following an integrated approach with safety techniques / solutions applicable for mixed-
criticality [12, 47, 100]. 

6.2.1 Introduction 

Following an integrated architectural approach based on mixed-criticality, the traction computing 
nodes are integrated in one of the EVC computing nodes as shown in  („PROXIMA SCPU’ - 
Safety CPU). 

This could be done using a multiprocessor or multicore approach: 

o In a multiprocessor approach, each computing node becomes an interconnected 
processor of the „SCPU’ („P0’...’Pn’). This approach provides similar limitations to 
the ones described in Section 6.1.3, as explained in [12, 47]. 

o In a multicore approach (with virtualization) each computing node becomes at least 
one software partition and off-chip communication becomes on-chip communication. 
This approach overcomes to some extend previous limitations as explained in this 
document. 

 

6.2.2 Safety Concept 

Although as shown in Figure 14 the scope of EVC is incremented by the addition of traction 
control functionality, the same safety techniques/attributes of the system level Safety Concept 
described in Section 6.1.2 apply. The integration of non-safety related traction control 
functionality in the EVC, increases the non-safety related functionalities to be implemented. The 
same safety techniques used to support the safe-integration of ETCS safety related and non-
safety related functionalities (e.g. JRU) are available for the integration of traction control 
functionality (e.g. see D.2 in Section 6.1.2). 

The detailed Safety Concept of the “mixed-criticality node” (SCPU) is given in the following 
Section 7.  

Figure 13: Conceptual System architecture (three replicated channel ETCS subsystem and traction control) 
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7 Safety Concept – ‘Mixed-Criticality Node’ 
This section describes the proposed Safety Concept for the simplified “Train Control and 
Supervision System” at the mixed-criticality node level (SCPU). The case study has already been 
described in Section 2.1.2, specified in Section 5 and system-level Safety Concept has been 
defined in Section 6.2.2. 

The novelty of current research contributions must be taken into account and that the multicore 
and virtualization safety solutions are still not „common practice in industry’. Hence, in order to 
reduce the conceptual gap, this section will present a fault hypothesis (Section 7.1) and two 
equivalent Safety Concepts (Sections 7.2 and 7.3). 

 The first Safety Concept (section 7.2) is based on a COTS multicore processor and 
virtualization based on MULTIPARTES contribution. This is extended by PROXIMA 
software randomization to overcome limitations. 

 The second Safety Concept (section 7.3) is based on an ad-hoc multicore processor and 
virtualization based on PROXIMA hardware randomization contribution. 

As a railway Safety Concept, the EN-5012x standard should always be applied, but for the sake 
of simplicity (and considering this document a research simplification) some sections of this 
chapter make references to IEC-61508. The authors are aware of the differences between both 
standards and future actual implementations of the safety concept will consider EN-5012x. 

7.1 Fault Hypothesis 

The SCPU fault-hypothesis [12, 47, 130] consists on the following assumptions: 

 Up to SIL4 software (EN-50128) and methodology (EN-50126, EN-50128, EN-50129). 

 The SCPU is provided as a SIL3 IEC-61508 compliant item, compliant with EN-50126/ 
EN-50128/ EN-50129, composed of platform and hypervisor ported to this platform: 

o The SCPU node computer forms a single Fault-Containment Region (FCR). 

 The SCPU node computer can fail in an arbitrary failure mode. 

 The permanent failure rate of a node computer is assumed to be in the 
order of 10-100 FIT (i.e., about one thousand years) and the transient 
failure rate is assumed to be in the order of 100,000FIT (i.e., about one 
year, e.g., SEU [131]). 

o The multicore processor can fail in an arbitrary failure mode [132]. 

 The hypervisor: 

o Provides interference freeness (bounded time and spatial isolation) among 
partitions. Complete temporal isolation cannot be assured among cores (if the 
processor does not provide enough guarantees, sufficient evidence), but bounded 
temporal interference can be provided. 

o Is certifiable as defined in section 3.2.2 (compliant item). Its safety features and 
properties are those defined under the project DREAMS [116] and are collected 
in the project’s internal document “D5.1.1 – Modular Safety-case for hypervisor”. 

o Fails in an arbitrary failure mode when it is affected by a fault. 
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 A partition can fail in an arbitrary failure mode when it is affected by a fault, both in the 
temporal as well as in the spatial domain. 

7.2 Safety Concept (COTS Processor; Multicore; Partitioned) 

This section describes the mixed-criticality computing Safety Concept based on PROXIMA 
contribution, which aims to reach the same integrity level while providing a suitable solution that 
overcomes limitations previously described. This Safety Concept is structured as follows: 

 The fault hypothesis identifies the assumptions regarding the faults that the fault-tolerant 
safety system must tolerate (Section 7.2.1). 

 The general description provides a textual description of the Safety Concept (Section 
7.2.2). 

 Safety techniques describe most relevant safety techniques used to support the Safety 
Concept (7.2.3). 

 System reaction to main subsystem errors (Section 7.2.4). 

The P4080 is the selected COTS multicore processor, which provides eight symmetric 
processors (PowerPC) [72] as already described in Section 4.1. 

7.2.1 Fault-Hypothesis 

As defined in Section 7.1. 

7.2.2 General Description 

The Safety Concept is described in a top-down approach with detailed description of safety-
techniques given at the later refinement state. 

1) Partitioned solution on top of a virtualized processor with hypervisor (Figure 14): 
the hypervisor is a certifiable hypervisor according to Section 3.2.2 and each major 
functional group described in the requirements corresponds to one or more partitions. The 
number of Inverter Control Units may vary from 1 to N. The hypervisor ensures the 
temporal and spatial isolation of partitions, preventing non-safety partitions accidentally 
or intentionally interfering with safety-partitions, and interference freeness among safety 
partitions. 

2) Partitioned solution allocated to a multicore processor (Figure 15): the partitions 
envisioned in the previous stage are mapped to the cores of a P4080 COTS processor. 
The core allocation has been equivalent to the processor allocation described in the 
previous Safety Concept (Section 6). Partitioning and multicore allocation enables 
resource usage and performance maximization, while ensuring interference freeness 
between safety and non-safety partitions and interference freeness among safety 
partitions. 

3) Partitioned solution allocated to a multicore processor Freescale P4080 with all 

hardware resources of relevance (Figure 17) (communication buses, memory, shared 
resources, clocks and synchronization mechanisms). 
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 SCPU: 
o The SCPU has an independent watchdog controlled by the CPU. It resets the 

SCPU if not refreshed correctly. 
o The SCPU provides additional safety techniques for IEC-61508 SIL3 (HFT = 0 

and DC >= 99%), e.g. Power Failure Monitor (PFM). 
 Processor:  

o P4080 Multicore Processor with up to eight Power Architecture em500c cores. 
o Each core has an integrated instruction and data L1 cache, as well as, a private L2 

Cache. 
o All cores share a L3 cache and two DDR3 memory controllers with ECC and 

interleaving support. 
o The cores and platform resources are connected via CoreNET coherency fabric. 
o All cores have independent boot and reset, as well as, secure boot capability. 
o The processor has a single clock source. 

 Hypervisor „compliant item’ (see Section 3.2.2) 
o The configuration of the hypervisor ensures that: 

 The “ETCS EVC (Safe)” partition controls associated digital outputs for 
safety-relays (command digital output and confirm state with digital input) 
and performs reciprocal comparison of results by software. 

 Diagnostic partition (“DIAG”) could perform checks of the CPU or 
possibly of I/Os in case they are not dedicated (exclusive access) to other 
partitions, using reciprocal comparison of results by software and control 
associated watchdog. Diagnostic partitions also manage health monitoring 
diagnosis information. 

 The “COMM SERVER” partition manages the „Ethernet’ communication 
bus. 

 Inter-partition communication is supported by the hypervisor using shared 
communication buses (CoreNET) and external shared memories. 

 The system configuration is static and defined during the design stage with qualified 
tools: 

o The partition/core allocation. 
o The configuration. 
o The scheduling of partitions and resources. 
o Etc. 

 
Figure 14: Safety Concept (One processor; Partitioned) 
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Figure 15: Safety Concept (Multicore COTS processor, Partitioned) 

7.2.3 Safety techniques 

This sub-section describes most relevant safety techniques used to support the Safety Concept: 

 Measures to reduce the probability of systematic faults (Section 7.2.3.1). 
 Measures to control random faults (Section 7.2.3.2). 
 Simplified Failure Mode and Effect Analysis (FMEA) for partitions (Section 7.2.3.3). 

The safety techniques of this section refer to the generic standard IEC-61508 with the purpose of 
having a general approach which can be then ported to different application areas within the 
PROXIMA research project. For a future implementation of the application the measures 
described below should be adapted to fulfill the requirements of the corresponding standards (EN 
5012X). 

Figure 16: Safety Concept (Multicore COTS processor, Partitioned) 
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7.2.3.1 Measures to reduce the probability of systematic faults 

The usage of a Functional Safety Management (FSM) compliant with IEC-61508 / EN-50126 
and required SIL level: 

 The overall system is conceived, developed and certified using a SIL4 Functional Safety 
Management (FSM) compliant with EN-50126, EN-50128 and EN-50129. 

 The hypervisor meets the requirements of a certifiable hypervisor as described Section 
3.2.2 (compliant item). 

 Safety partitions are conceived, developed and certified using a SIL4 Functional Safety 
Management (FSM) compliant with EN-50128. 
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7.2.3.2 Measures to control errors 

The following table summarizes most relevant safety measures used to control errors. 
 

Table V: Safety Measures to Control errors in a COTS multicore Processor 

Subsystem  Diagnostic technique/measure  See  

IEC 61508-

7  

Maximum 

Diagnostic 

Coverage 

considered 

achievable 

Description 

Processing units Reciprocal comparison by 
software for three channels 

A.3.5 High Three processing units (TMR) exchange data 
(including results, intermediate results and test 
data) reciprocally. A comparison of the data is 
carried out using software in each core („DIAG’ 
partition in „PROXIMA SCPU’).  

Invariable Memory Signature of a double word (16 
Bit) 

A.4.4 High Inclusion of a 16 bit CRC in the memory. 

No possibility to change the 
program code. Test of program 
code memory and fixed data 
memory during boot procedure.  

 N/A The configuration parameters are not configurable 
in run-time. 

Additional "program code" and 
"fixed data" checks  

 N/A At this design stage (Safety Concept) data is taken 
from the invariable memory only during startup and 
configuration. 
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If at later design stages there is a need to take data 
from the invariable memory during operation, take 
into consideration that additional "program code" 
and "fixed data" checks during operation would be 
required. This would need to be done by the 
hypervisor and/or the partitions where applicable. 

Variable Memory Test RAM  A.5.3 High Periodic Test “checkerboard” or “march”.  

Clock Watch-dog with separate time 
base and time-window  

A.9.2 High A watchdog with upper and lower time windows 
and with a time base that is independent from the 
microprocessor clock. Any anomaly in either of the 
two oscillators (processor or watchdog) will cause 
the system to evolve to “Safe State”. 

Program sequence 

 

Interrupt Handling 

Subsystem 

 

Combinational of timing and 
logical monitoring of program 
sequence 

A.9.4 High The correct operation of the processor shall be 
continuously verified by means of a watchdog with 
an upper and lower time window, which will be 
refreshed only if the result of monitoring the 
execution of the user programme is correct. 

Reciprocal comparison by 
software 

A.3.5 High The system presents periodic interruption in each 
core. The period will be linked to the refreshing of 
the system watchdog. In this case, the watchdog 
will only be refreshed if the interruption input 
period occurs within the expected tolerance 
window. 
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Partition Interference freeness of non-
safety partition with safety 
partitions, and lower criticality 
levels with higher criticality 
levels 

  Certifiable hypervisor as defined in Section 3.2.2. 

See Section 7.2.3.3 that provides a Simplified 
Failure Mode and Effect Analysis for partitions. 

Platform Built-In Self tests (BIST) 

Start-up test(s) 

  Execution of Built-In Self Tests (BIST) and startup-
tests during startup of the platform. During 
Operation further BIST should be run periodically. 

The detailed definition of tests and execution 
sequence is not defined at this stage. They should at 
least cover the CPU, memory, communication and 
peripherals used by safety related functions. The 
startup-test should also ensure correct operation of 
safety relays. 
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7.2.3.3 Simplified Failure Mode and Effect Analysis (FMEA) for partitions 

The following table provides a Simplified Failure Mode and Effect Analysis for partitions. 
 

Table VI: Simplified Failure Mode and Effect Analysis for partitions. 

Component Failure Mode Failure cause Failure 

Detection 

Method in 

Partition 

Failure detection 

and 

Compensation 

Provision by 

Hypervisor 

Notes 

Partition Executed incorrectly Memory Corruption 
(Random) 

Memory corruption by 
non safety part 

I/O corruption by non 
safety part 

Partition internal 
diagnosis (RAM 
test, CRC). 

 

Diagnosis 
partition with 
Logic execution. 

<Health 
Monitoring> 

<Spatial 
isolation> 

<Exclusive access 
to peripherals> 

<Inter-partition 
communication> 

Cyclic Test, Data encapsulated with CRC 
and Program Sequence in the Partition. 

Hypervisor <spatial isolation> prevents 
one partition overwriting a memory 
address not explicitly assigned to this 
partition. 

Hypervisor <Exclusive access to 
peripherals> protects access to safety 
peripherals 

Hypervisor <inter-partition 
communication> assures that the data 
exchange between partitions is safe. 

Reciprocal comparison of results 
performed by „diagnosis’ and „safety 
protection’ partitions. 
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Not executed Another partition lock 
a shared resource of 
the available processor 

Diagnosis 
partition 
Watchdog 

<Virtualization of 
CPU > 

<Temporal 
isolation> 

<Exclusive access 
to peripherals> 

<Inter-partition 
communication> 

If the watchdog is not refreshed, the 
system goes to safe state  

Hypervisor <Virtualization of CPU> 
intercepts some instructions and the state 
of a partition is known. 

Hypervisor <temporal isolation> ensures 
that a partition has sufficient processing 
time to complete its execution (as 
configured). 

Hypervisor <Exclusive access to 
peripherals> protects access to safety 
peripherals 

Hypervisor <inter-partition 
communication> assures that the absence 
of data exchange between partitions is 
detected by timeout. 

Reciprocal comparison of results 
performed by „diagnosis’ and „safety 
protection’ partitions. 

Executed - outside 
temporal constraints 

Shared resources 
([81]) that lead to a 
variability of the 
execution time 
(WCET): system bus, 
bridges, memory bus 

Diagnosis 
partition with 
Logic execution 

and / or 

<Temporal 
isolation> 

<Inter-partition 

Hypervisor <temporal isolation> ensures 
that a partition has sufficient processing  
time to complete its execution (as 
configured) 
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and controller, 
memory (DRAM), 
shared cache, local 
cache, TLBs, 
addressable devices, 
pipeline states, logical 
units, etc. 

Watchdog communication> Hypervisor <inter-partition 
communication> supports the time-out 
detection in the communication among 
partitions, where the sender is executed 
outside temporal constraints. 

Reciprocal comparison of results 
performed by „diagnosis’ and „safety 
protection’ partitions. 

Executed – Incorrect 
order 

 Diagnosis 
partition with 
Logic execution 

and / or 
Watchdog 

<Configuration> 

<Temporal 
isolation> 

<Time 
synchronization> 

<Inter-partition 
communication> 

In a single core system the 
<configuration> and <temporal isolation> 
ensures that partitions are executed as 
configured. Diagnosis partition with logic 
execution and watchdog can detect 
incorrect execution order and lead to safe 
state. 

In a multicore implementation, <time 
synchronization> is required to ensure that 
all hypervisor have a common notion of 
time (global clock) used to execute 
partitions. 

Hypervisor <inter-partition 
communication> supports the time-out 
detection in the communication among 
partitions, where the sender and/or receiver 
are executed in an incorrect temporal 
order. 
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Reciprocal comparison of results 
performed by „diagnosis’ and „safety 
protection’ partitions. 

„Write’ access to 
non-assigned 
peripheral 

 Diagnosis of 
output peripheral 
(e.g. input 
associated to 
output) 

<Exclusive access 
to peripherals> 
<configuration> 

The hypervisor <exclusive access to 
peripherals> and <configuration> ensures 
that only one partition can have exclusive 
access to configured peripherals 

Non „write’ access 
to assigned 
peripheral 

 Diagnosis 
partition with 
Logic execution 

and / or 
Watchdog 

Diagnosis of 
output peripheral 
(e.g. input 
associated to 
output) 

<Exclusive access 
to peripherals> 
<configuration> 

Multiple 
combinations of 
previous failure 
modes 

Partition executes in 
privileged mode 

Microprocessor 
exceptions 

<Virtualization of 
resources> 

The hypervisor <Virtualization of 
resources> does not allow partitions to run 
in privileged mode. 

Partition resets core Diagnosis 
partition with 

<Virtualization of The hypervisor <Virtualization of 
resources>, <exclusive access to 
peripherals> and <Configuration> ensures 
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and / or another core Logic execution 

and / or 
Watchdog 

resources> 

<Exclusive access 
to peripherals> 

<Configuration> 

<Shutdown> 

that only explicitly defined system 
partitions can control reset signals. 

Uncontrolled Interrupt Diagnosis 
partition with 
Logic execution 

and / or 
Watchdog 

<Virtualization of 
resources> 

<Temporal 
isolation> 

<Configuration> 

The hypervisor <Virtualization of 
resources>, <temporal isolation> and 
<Configuration> ensures that interrupts are 
accepted and handled as configured. 

Uncontrolled or not 
repeatable 
initialization and 
startup 

Diagnosis 
partition with 
Logic execution 

and / or 
Watchdog 

<Initialization 
and startup> 

<Configuration> 

The hypervisor <initialization and startup> 
with the <configuration> ensure that the 
hypervisor starts up and initializes in a 
known and repeatable state with a bounded 
and known time 

Corruption in 

hypervisor 
configuration, data 

Diagnosis 
partition with 
Logic execution 

and / or 

<Hypervisor 
Execution 
Integrity> 

<Startup and 

The hypervisor execution is isolated and 
protected (privileged) against software 
faults. 

The configuration information is only 
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and / or code Watchdog initialization> accessed by the hypervisor and is 
encapsulated with a CRC. 

The hypervisor is initialized in a known 
and unique state. 
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7.2.4 System Reaction to Errors 

The following table defines the system reaction to main subsystem errors. 
 

Table VII: System reaction to errors 

ID Subsystem 

Errors 

System Reaction  Final State  

SR1 <ETCS – EVC 
Safe> Partition 
Error 

 The hypervisor stops the faulty 
partition. 

 The „Diag’ partition does not 
receive confirmation from <ETCS 
– EVC Safe> and does not refresh 
the watchdog 

 The watchdog reaches time-out and 
resets the SCPU 

 The SCPU reset de-energizes 
safety-relays 

Safe State 

SR2 <Odometry> 
Partition Error 

 The hypervisor stops the faulty 
partition. 

 The „Diag’ partition does not 
receive confirmation from 
<Odometry> and does not refresh 
the watchdog 

 The watchdog reaches time-out and 
resets the SCPU 

 The SCPU reset de-energizes 
safety-relays 

Safe State 

SR3 <Diag> partition 
error 

 The <Diag> partition does refresh 
the watchdog 

 The watchdog reaches time-out and 
resets the SCPU 

 The SCPU reset signal de-energizes 
safety-relays 

Safe State 

SR4 Non Safety 
Partitions Error 
<ETCS-EVC (No-
Safe)>, <Traction 
Control Unit> 
and/or <Inverter 
Control Unit> 
partition error 

 The hypervisor stops the faulty 
partition 

 The hypervisor re-starts the faulty 
partition (as configured) 

N/A 

SR5 <COM SERVER> 
Partition error 

 The hypervisor stops the faulty 
partition 

 The hypervisor re-starts the faulty 
partition (as configured) 

 If time-out occurs in the „Safety 
Ethernet’ layer implemented in the 
Safety partitions, safety error is 
considered (SR1 and/or SR2) 

If error reaches 
„Safety Ethernet’ 
layer then  Safe State 
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SR6 Core error  If <Diag> detects severe error 
(SR3) 

 If hypervisor „health monitoring’ 
detects severe error, execution is 
stopped and the core is reset (SR1, 
SR2, SR3) 

Safe State 

SR7 Bus error  If safety communication layers 
implemented in the safety partitions 
(SR1 and/or SR2) detect severe bus 
error 

Safe State 

SR8 Power-Supply error  If power-supply outside 
boundaries, reset SCPU 

 The SCPU reset de-energizes 
safety-relays 

Safe State 

SR9 Safety Relay 
detected random 
error 

 The Safety Partition <ETCS-EVC 
(Safe)> periodically monitors the 
diagnosis digital input from the 
safety-relay. If the diagnosis digital 
input does not match the expected 
state (must be equal to digital 
output taking into account a 
bounded delay), the <ETCS-EVC 
(Safe)> does not send confirmation 
to <Diag> 

 The <ETCS-EVC (Safe)> also 
performs diagnosis by means of 
dynamic signal generation and 
read-back of the signals (not 
switching the relay), in order to 
make sure that a stuck-at failure of 
the I/O does not prevent switching 
of relays. If the diagnosis fails the 
<ETCS-EVC (Safe)> does not send 
confirmation to <Diag> 

 If the <Diag> partition does not 
receive confirmation from <ETCS-
EVC (Safe)> and does not refresh 
the watchdog 

 The watchdog reaches time-out and 
resets the SCPU 

 The SCPU reset de-energizes 
safety-relays 

Safe state 

SR10 Safety relay 
undetected random 
error 

 Second independent safety relay is 
still able of controlling the second 
braking system 

N/A 

SR11 Digital input / 
output error 
associated to safety 
relay 

 Same as SR10 Safe state 
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7.2.5 Limitations 

According to IEC-61508 Annex F, when using deterministic scheduling methods to achieve 
temporal independence not based on time-triggered architectures, it is required a “worst case 
execution time analysis of each element to demonstrate statically that the timing requirements for 
each element are met”. 

As explained in Section 3.2.3 the WCET estimation and timing analysis of multicore processors 
with shared resources is a technical challenge with also limited support from tool vendors. 
Whereas independence of execution among software elements which are hosted on a single-core 
processor system can be achieved and demonstrated by means of a number of different methods, 
those methods do not properly scale to multicore / manycore processors. 

Therefore from the system architect and system provider perspective, several limitations arise 
regarding WCET estimation, timing analysis and providing sufficient evidence to confirm that 
timing requirements are met: 

 Current IEC-61508 standard does not provide recommendations regarding multicore 
solutions. 

 How can you provide sufficient evidence (reasonable for a given SIL level) to confirm 
that timing requirements are met? 

 Processors provide multiple sources of interference, some of them with limited 
documentation (e.g. CoreNet in P4080). How can you estimate WCET based on limited 
documented shared processor elements? 

 Which should be a sound method to analyse and confirm by means of estimation and 
measurements? 

 What is sufficient or reasonable effort? 

 Etc. 

7.2.6 Overcoming by means of software randomization 

This Safety Concept aims to overcome some of the temporal analysis limitations of the previous 
Safety Concept. PTA timing analysis technique is implemented through software randomization 
(refer to section 3.2.3.2) giving the chance to evaluate the PROXIMA contribution.  
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7.3 Safety Concept with hardware randomization (FPGA; Multicore; 
Partitioned) 

This section describes the partitioned and FPGA based multicore processor Safety Concept 
based on PROXIMA contribution, which aims to reach the same integrity level while providing a 
suitable solution that overcomes limitations described in the first approach (Section 7.2.5). The 
PTA timing analysis technique is implemented by means of hardware randomization (refer to 
section 3.2.3.1).   

This Safety Concept is structured as follows: 

 The fault hypothesis identifies the assumptions regarding the faults that the fault-tolerant 
safety system must tolerate (Section 7.3.1). 

 The general description provides a textual description of the Safety Concept (Section 
7.3.2). 

 Safety techniques describe most relevant safety techniques used to support the Safety 
Concept (7.3.3). 

 System reaction to main subsystem errors (Section 7.3.4). 

The multicore processor (FPGA) provides four LEON3 processors (SPARC architecture) [133] 
as described in Section 4.2. 

7.3.1 Fault Hypothesis 

As defined in Section 7.1.  

Additionally, the HW Random generator is developed according to EN 50128 SIL4, 
randomization is proved mathematically, etc. (Reference to Appendix A). 

7.3.2 General Description 

The Safety Concept is described in a top-down approach with detailed description of safety-
techniques given at the later refinement state. 

1) Partitioned solution on top of a virtualized processor with hypervisor: As described 
in Section 7.2.2, paragraph 1). 

2) Partitioned solution allocated to a multicore processor (Figure 18): the partitions 
envisioned in the previous stage are mapped to the cores of LEON3 FPGA. As there are 
seven partitions and four cores, three of them have been partitioned into two different 
partitions. This way, the core allocation is equivalent to the processor allocation 
described in the previous Safety Concept (Section 7.2). Partitioning and multicore 
allocation enables resource usage and performance maximization, while ensuring 
interference freeness between safety and non-safety partitions and interference freeness 
among safety partitions. 

3) Partitioned solution allocated to a multicore processor based on LEON3 with all 

hardware resources of relevance (Figure 19) (communication buses, memory, shared 
resources, clocks and synchronization mechanisms). 
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 SCPU: 
o The SCPU has an independent watchdog controlled by the CPU. It resets the 

SCPU if not refreshed correctly. 
o The SCPU provides additional safety techniques for an IEC-61508 SIL3 (HFT=0 

and DC >= 99%), e.g. Power Failure Monitor (PFM). 
 Processor:  

o Quad-core LEON3 SPARC V8 processors. 
o Each core has an integrated instruction and data L1 cache. 
o All cores share an on chip L2 cache and a DDR3 memory controller. 
o An AHB bus connects the LEON3 cores. 
o The processor has a single clock source. 

 Hypervisor: 
o  Certifiable hypervisor according to Section 3.2.2. 
o The configuration of the hypervisor ensures that: 

 The “ETCS EVC (Safe)” partition controls associated digital outputs for 
safety-relays (command digital output and confirm state with digital input) 
and performs reciprocal comparison of results by software. 

 Diagnostic partition (“DIAG”) could perform checks of the CPU or 
possibly of I/Os in case they are not dedicated (exclusive access) to other 
partitions, using reciprocal comparison of results by software and control 
associated watchdog. Diagnostic partitions also manage health monitoring 
diagnosis information. 

 The “COMM SERVER” partition manages the „Safety Ethernet’ 
communication bus. 

 Inter-partition communication is supported by the hypervisor using shared 
communication buses (e.g. AHB) and external shared memories. 

 The system configuration is static and defined during the design stage with qualified 
tools: 

o The partition/core allocation. 
o The configuration. 
o The scheduling of partitions and resources. 
o Etc. 

Figure 17: Safety Concept (Multicore FPGA; Partitioned) 
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7.3.3 Safety techniques 

This sub-section describes most relevant safety techniques used to support the Safety Concept: 

 Measures to reduce the probability of systematic faults (Section 7.3.3.1). 
 Measures to control random faults (Section 7.3.3.2). 
 Simplified Failure Mode and Effect Analysis (FMEA) for partitions (Section 7.3.3.3). 

7.3.3.1 Measures to reduce the probability of systematic faults 

As defined in 7.2.3.1. 

 

Figure 18: Safety Concept (Multicore FPGA; Partitioned) 
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7.3.3.2 Measures to control errors 

The following table summarizes most relevant safety measures used to control errors. 
 

Table VIII: Measures to Control errors in an Ad-hoc multicore Processor 

Subsystem Diagnostic technique/measure See 

IEC 

61508-

7 

Maximum 

Diagnostic 

Coverage 

considered 

achievable 

Description 

Processing units Reciprocal comparison by software 
for three channels 

A.3.5 High Three processing units exchange data (including results, 
intermediate results and test data) reciprocally. A 
comparison of the data is carried out using software in 
each core. 

Invariable Memory Signature of a double word (16 Bit) A.4.4 High Inclusion of a 16 bit CRC in the memory. 

No possibility to change the 
program code. Test of program 
code memory and fixed data 
memory during boot procedure.  

 N/A The configuration parameters are not configurable in 
run-time. 

FLASH monitoring with a modified 
Hamming code, or detection of data 
failures with error detection codes 
(EDC) 

 N/A Supported by LEON3 FT core 
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Additional "program code" and 
"fixed data" checks  

 N/A At this design stage data is taken from the invariable 
memory only during startup and configuration. 

If at later design stages there is a need to take data from 
the invariable memory during operation, take into 
consideration that additional "program code" and "fixed 
data" checks during operation would be required. This 
would need to be done by the hypervisor and/or the 
partitions where applicable. 

Variable Memory Test RAM  A.5.3 High Periodic Test “checkerboard” or “march”.  

RAM monitoring with a modified 
Hamming code, or detection of data 
failures with error detection codes 
(EDC) 

  Supported by LEON3 FT core 

Clock Watch-dog with separate time base 
and time-window  

A.9.2 High A watchdog with upper and lower time windows and 
with a time base that is independent from the 
microprocessor clock. Any anomaly in either of the two 
oscillators (processor or watchdog) will cause the system 
to evolve to “Safe State”. 

Program sequence 

 

Combinational of timing and 
logical monitoring of program 
sequence 

A.9.4 High The correct operation of the processor shall be 
continuously verified by means of a watchdog with an 
upper and lower time window, which will be refreshed 
only if the result of monitoring the execution of the user 
programme is correct. 
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Interrupt Handling 

Subsystem 

 

Reciprocal comparison by software A.3.5 High The system presents periodic interruption in each core. 
The period will be linked to the refreshing of the system 
watchdog. In this case, the watchdog will only be 
refreshed if the interruption input period occurs within 
the expected tolerance window. 

Data paths (internal 

communication) 

Multi-bit hardware redundancy 
(EDC) 

A.7.2 Medium Supported by LEON3 FT core  

Partition Interference freeness of non-safety 
partition with safety partitions, and 
lower criticality levels with higher 
criticality levels 

  Certifiable hypervisor as defined in Section 3.2.2. 

See Section 7.3.3.3 that provides a Simplified Failure 
Mode and Effect Analysis for partitions. 

Platform Built-In Self tests (BIST) 

Start-up test(s) 

  Execution of Built-In Self Tests (BIST) and startup-tests 
during startup of the platform. During Operation further 
BIST should be run periodically. 

The detailed definition of tests and execution sequence is 
not defined at this stage. They should at least cover the 
CPU, memory, communication and peripherals used by 
safety related functions. The startup-test should also 
ensure correct operation of safety relays. 
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7.3.3.3 Simplified Failure Mode and Effect Analysis (FMEA) for partitions 

As defined in 7.2.3.3. 

7.3.4 System Reaction to Errors 

As defined in 7.2.4. 



D2.13 Annex: Railway Case-Study Safety Concept 
version 3.0 

 75 

Appendix A: PTA technology on PROXIMA 

Appendix A adds to the “Railway Case-Study Safety Concept” core matter, an outline 
presentation of the contribution that the PTA solutions developed in PROXIMA (method, 
technology and scientific foundation) could provide to overcome the limitations suffered by 
state-of-the-art timing analysis techniques when applied to complex embedded systems running 
on modern multicore processors. The technical aspects are described in detail first, and the 
specific certification needs of IEC 61508 for safety concerns are presented in sections A.2.2.2, 
A2.3 and A3. 

A.1: Introduction  

A.1.1: MBPTA Principle 

The use of MBPTA techniques allows determining the probabilistic upper-bounding tail of the 
execution time (known as pWCET) of a software unit (e.g., a program) running on a modern 
multiprocessor. To that end, MBPTA applies Extreme Value Theory, EVT [134]. MBPTA hence 
inherits EVT requirements, but also has its own set of requirements (principles). 

One of the main MBPTA principles is to identify the hardware and software „contributors’ to the 
execution time of a program when running on a MBPTA-compliant platform. To apply MBPTA, 
the „nature’ of those contributors, also referred to as “Sources of Execution Time Variability” 
(SETV), is to be understood, and it is also to be determined whether their behaviour is or can be 
made MBPTA-compliant. The impact of the SETV must also be understood for supporting 
claims about the accuracy of the results.  

Another MBPTA principle is that for a processor architecture to be MBPTA-compliant, the 
pWCET estimates obtained for the programs that execute on it, based on the measurement 
observations obtained in runs made in an analysis setting, must hold valid for the entire 
operational life of the system. This is not done to meet EVT requirements, but to satisfy specific 
MBPTA needs. In addition, this is an important safety claim, showing validity of the predicted 
results during operation. 

Systems amenable to MBPTA therefore have to have two distinct modes of use: one for analysis, 
and another for operation. 

 The analysis mode is used to obtain pWCET estimates that are guaranteed to hold valid 
during system operation. To this end, the timing behaviour of the system in that mode 
must upper bound that of the system after deployment, as used in operation. This 
guarantees that any circumstance that can occur during the operational lifetime of the 
system cannot alter its timing behaviour in a way that has not already been upper 
bounded at analysis time. 

 The deployment mode is used during actual operation. In this mode, timing conditions 
are unrestricted and can thus lead to lower execution times than those experienced in the 
analysis mode. 

From a safety perspective, this means that the pWCET bounds determined during analysis 
cannot be inferior to actual timing behavior experienced after deployment so that no safety 
margins will be missed at the probability level at which those bounds have been calculated.  
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A.1.2: Techniques for PTA compliancy 

 
Under MBPTA, for a given level of granularity of execution, the response time of each execution 
component (e.g., a processor instruction) at that level is assigned a distinct probability of 
occurrence. This trait is described by a probabilistic Execution Time Profile (ETP), expressed by 
the pair: <timing vector; probability vector>. The timing vector in the ETP of an execution 
component, � , enumerates all its possible response times. For each response time in the timing 
vector, the probability vector lists the associated probability of occurrence. Hence, for execution 
component ��� �  =< , > where =  1 , 2 , … � ,   and =  1, 2, … � ,  . 
The analysis mode requires that the timing behaviour of the system as a whole and of its 
individual components in isolation (seen at the granularity of execution of interest) either upper 
bounds or matches the timing behaviour that will occur in the deployment mode. For MBPTA-
friendly processor architectures, this condition can be achieved in either a deterministic or a 
probabilistic manner. Accordingly, any pWCET estimate obtained by analysis is a trustworthy 
upper bound of the execution times that may occur after deployment in operation, at the 
probability level at which the bound was calculated.  

 

Figure 3(a) and 1(b) respectively provide a schematic view of the meaning of deterministic 
upper-bounding and probabilistic upper bounding. The x-axis represents execution time, and the 
y-axis the probability for any particular latency to occur (this is obviously 1 in the case of 
deterministic �  sources). In Figure 1(a), the solid vertical line represents the analysis-
mode bound (am), for the latency of a component. If in the deployment-mode (dm), the actual 
latencies  � �  , are below �   which is shown with the dotted lines, then the obtained 
bound is trustworthy. If it cannot be ensured that this is the case, the deployment-time actual 
latencies (dashed lines) can be bigger than the analysis-mode bound, that is:  � �  >

 � , hence the bound is not trustworthy and cannot be used. 
 

 

 

In Figure 3(b), the solid curve represents the analysis-mode upper-bound ETP of the latency of 
the resource, � . We say that ��� >  ��� , that is, ���  probabilistically upper-bounds  ���  , if for any cut-off probability the execution time of ETPi is higher or equal than the 
execution time of  ��� . Hence, if actual latencies for the resource are like the dotted curve, then 

they are probabilistically upper-bounded by �  (solid line). However, if actual latencies 
match those described by the dashed curve, they are not probabilistically upper-bounded by � . 
 

Figure 19: Deterministic and probabilistic upper-bounding latencies 
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We term jitterless resources the processor resources that have a fixed constant latency, 
independent of the input request and of the history of service. Several hardware resources in 
current processor architectures are jitterless. Conversely, jittery resources have an intrinsically 
variable impact on the WCET estimate for a given program. The significance of this impact 
depends on the magnitude of the jitter, the program under study, and the analysis method. For 
any given jittery resource, either all requests to it are assumed to incur the worst-case or the 
resource is time-randomised. 
 

A.1.2.1: Deterministic Upper Bounding 

The ETP for a resource , assumed or configured to worst-case latency, can be expressed 
as ���  =< ( � ), 1.0 >  where �  is the worst-case latency of the resource. 

A.1.2.2: HW Randomization for Probabilistic Upper Bounding 

Conversely, the ETP of a time-randomised jittery resource is:  ���  =<  1, 2 , … � ,  ,  1, 2, … � ,  > 

where  and  represent the different latencies of the resource  and their associated 
probabilities of occurrence. Some processor resources, e.g., caches, are time randomised so that 
for every access to it has an observed ETP at analysis time upper bounds its deployment-time 

ETP: ��� � �  ≥ ���   

A.1.2.3: SW Randomization 

It has been shown in [135] that the behaviour of a time-randomised cache, which uses random 
placement and random replacement, can also be achieved with a regular time-deterministic cache 
(e.g., using modulo placement and LRU replacement). To that end, in every new run program 
objects (e.g., code, stack, heap) are randomly allocated in memory through PROXIMA-
specialized support. The fact that objects are assigned random memory addresses causes them to 
be assigned to random cache sets. This in turns allows deriving a hit/miss probability for each 
memory operation (mop):  

���  =<  � ℎ , �  ,  ℎ ,   > 

A.1.2.4: Limits on COTS  

COTS processors place two main challenges for MBPTA. 

 Documented non-MBPTA-compliant features: Certain features of a COTS processor, 
which contribute to the execution time of a program running on that processor, may not 
be MBPTA-compliant. For example, an Arithmetic Logic Unit (ALU) may be jittery to a 
level that its jitter cannot be deterministically or probabilistically bounded1. Two main 
approaches can be followed to deal with situations of that kind: 

o Determine to which extent the use of software randomisation helps ensure that the 
resulting jitter can be probabilistically upper bounded. 

                                                 

1 This can be the case when the latency of the ALU depends on the operated values. Assume the case that when one 
operand is zero the latency of the operation is shorter than when none of the operands is zero. In this scenario, the 
jitter introduced by the ALU cannot be determined by hardware or software.  The user has to provide some type of 
upper bound to the number of operations with a zero-valued operand that can appear at deployment time. 
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o Develop software solutions that account for the maximum impact that the source 
of jitter may have on the execution time of the program and then enlarge (pad) the 
observations taken from the processor, which feed EVT, with that impact. 

 Unknown (undocumented) features: Some processor features may not be fully or 
accurately documented (or even just protected), so that it cannot be determined whether 
they are MBPTA-compliant or not. At the current state of the art, this is a blocking 
situation, presently with no remedy. 
 

A.2: MBPTA in detail 

A.2.1 Statistical Approach2  

Our estimation of pWCET is based on the application of Extreme Value Theory [4] and the 
utilisation of the two versions of this theory: Generalized Extreme Values (GEV) and 
Generalized Pareto Distribution (GPD) [134].  

EVT is similar to Central Limit Theory. Instead of estimating central parts of distributions for 
sets of random variables, EVT estimates their tails. In our case, from a set of n observations 
(taken as execution time traces, which have to be equated – in behaviour – to the valuation of a 
random variable), EVT predicts the distribution law of the possible maximum values of the 
observed variable (here of the execution time of the program of interest).  

We first describe how the parameters of each distribution are estimated. Then the two laws are 
compared against each other and validation is asserted if they are sufficiently close. In this 
discussion, we use the convention that GEV denotes the theoretical version of EVT; hence, by 
[GEV] in the algorithm we mean the GEV estimation of the parameters of interest. 

The choice of GEV parameters 

 

GEV estimates the distribution probability by grouping the observations in blocks. For different 
sizes of the blocks, we obtain different probability distributions. The procedure we detail below 
allows making the choice of a unique size for the blocks for GEV:  

 GEV1. Estimate GEV with a block size of 10. Go to step GEV2. 
 GEV2. Increase by 10 the size of the blocks and we repeat step GEV2 until the size of the 

blocks is smaller than n/4. Then go to step GEV3. 
 GEV3. Compare the shape parameters of all GEV distributions obtained at step GEV2. 

Choose the distribution with the shape parameter closest to 0. 
 
The value of n is decided so that its magnitude is capable of causing a variation of the resulting 
GEV curves. For two blocks with size difference less than 10, there is no variation of the GEV 
curves. Hence a block size of 10 is a reasonable starting point. 
 
The procedure [GEV] is deterministic in the sense that for the same set of observations we will 
always obtain the same final GEV shape parameter.  
  

                                                 

2 This sections contains INRIA confidential information. 
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The choice of GPD parameters 

 
GPD estimates the probability distribution by elimination of the observations that are larger than 
a given threshold. For different thresholds, we obtain different probability distributions. The 
procedure we detail below allows making the choice of a unique threshold for GPD:  
 

 GPD1. Calculate ,)( 00 uuuE i   with u= 0%,...,100%. Where  describes the set 

of excesses above the threshold u0 and 0u is the first threshold. Go to step GPD2. 

 GPD2. We choose the largest threshold u such there is linearity for the expectancy E. 
 
The procedure [GPD] is deterministic in the sense that for the same set of observations we will 
always obtain the same final GPD threshold parameter. 

 
Validation of the probabilistic estimation from the observations  

 
Theoretically, we know that GEV and GPD provide exactly the same probability distribution. In 
practice however, the choices of the parameters for GEV and GPD may provide different 
probability distributions, indicating that there is an estimation error in the application of EVT.  
Thus, if the distributions obtained by [GEV] and [GPD] from the same set of n observations are 
sufficiently close [136] then we know that we have a valid application of EVT and there is a 
theoretical confidence in the pWCET estimation. 
 
The procedure of validation is described below and it is denoted by [VALID]. 
 

 VALID1. We calculate the return level of the GEV and GPD probability distributions 
and their associated periods.  
VALID2. If the two levels are equal, then the pWCET estimation is valid.  

A.2.2 HW random number generator 

Achieving randomisation of timing behaviour in processor resources relies on the use of a 
random number generator. A hardware-based pseudo-random number generator (PRNG) that 
provides a sequence of numbers can efficiently provide this capability. The sequence must have 
a sufficiently long period so that its output patterns are guaranteed to be extremely unlikely to 
repeat in the context of the analysis, thereby avoiding correlation between events whose outcome 
must depend on true probabilities. The degree of randomness attained by the generator can be 
measured with standard tests such as the one used by the US National Institute of Standards and 
Technology [137]. This is a widely accepted baseline against which we can justify the quality of 
the PRNG for the certification case. The multiply-with-carry PRNG is known to provide the 
above properties [138]and thus it is our choice.  
 
PRNGs use one or more seeds to generate new random numbers and update the seeds 
themselves. Any PRNG repeats the sequence of numbers whenever the input seed repeats. While 
this phenomenon is unavoidable in general, it is important that the sequence does not repeat 
often enough to cause correlation between events whose outcome must depend on true 
probabilities. 
 
The Multiply-With-Carry (MWC) [138] PRNG satisfies these requirements. The MWC PRNG 
produces random numbers based on the following set of equations: 
 

seedz = 36969 x (seedz&65535) + (seedz >> 16)  
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seedw = 18000 x (seedw&65535) + (seedw >> 16)  

RII = (seedz << 16) + (seedw&65535)  

 

where seedz and seedw are the seeds of the PRNG, „&’ stands for a logical AND function, „>>’ 
and „<<’ stand for logical bit shifts, and RII is the random number generated. Both seeds are 
updated to produce a different number every time (first two equations above). Recommended 
initial values for seedz and seedw are 362436069 and 521288629 respectively [1]. 
 
As noted earlier, a reference baseline is required against which we can justify the acceptability of 
the PRNG. Our experimental results show that the MWC is shown to be one of the highest-
quality PRNGs by means of the test battery provided by the US National Institute of Standards 
and Technology [137]. Those tests evaluate the quality of the bit sequences produced by the 
PRNGs by studying the distribution of ones and zeros, their patterns, whether sub-patterns 
repeat, etc. The MWC PRNG passes 187 out of the 188 tests proposed (99.5%). Other PRNGs 
provided together with the test battery have also been studied for comparison purposes and none 
of them achieved a higher pass rate. The period of MWC is huge (260). Assuming a processor 
operating at 1GHz and 1 random number generated per cycle, the random number sequence 
would take 36 years to repeat. 

A.2.2.1 Required number PRNG modules 

A PRNG, as described in the previous section, generates a 32-bit number on every invocation. A 
further aspect to this is not just the quality of the generated numbers, but whether the PRNG can 
provide the numbers at an acceptable rate for the target system or function. 

The frequency at which a resource requires random bits determines whether they can be 
generated with software PRNG or else a hardware PRNG is required. Time randomised 
resources that are accessed frequently such as the first-level caches or the on-chip bus require 
random bits every few cycles, so hardware PRNGs are required.  

For better understanding of the random-bits requirement, let us assume a reference architecture 
with Nc cores. Each core has private first level instruction and data cache (IL1 and DL1). Both 
caches use random placement (RP) and random-replacement (RR). Each core has data and 
instruction TLBs, both assumed to be fully-associative. Cores are connected to a partitioned L2 
cache through a bus that uses random arbitration. The L2 cache also deploys random placement 
and random replacement. L2 cache misses are sent to the main memory through a memory 
controller that has a request queue per core. Arbitration across cores is random, analogously to 
that for the bus. 
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The table below shows the random bits required for the different time randomised resources, as 
well as the frequency at which they are required. 

Table IX: Random bits requirements in our reference architecture 

Resource Frequency of 

random bits 

Number of 

random bits 

required 

Reference 

architecture 

Bits provided 

by hardware or 

software 

DL1 – RP 1 per run 32 32 Software 
IL1 – RP 1 per run 32 32 “ 

L2 – RP 1 per run and per 
core 

32 32 “ 

DL1- RR 1 per DL1 miss �2 � ���1   2 Hardware 

IL1-RR 1 per IL1 miss �2 � ��1   2 “ 

ITLB-RR 1 per ITLB miss �2 � ����   6 “ 

DTLB-RR 1 per DTLB miss �2 � ���   6 “ 

L2-RR 1 per L2 miss �2 � � − ��2  
× �  

1 x Nc (if Nc=4) “ 

Bus 1 per round of 
arbitration 

�2 �   2 “ 

mem controller 1 per memory 
access 

�2 �   2 “ 

 

On the one hand, we have RP that requires bits once per run. This is so because the mapping of 
addresses to sets, which is determined by the RP is fixed during the execution of a program and 
changed across runs. The high granularity at which the random bits for the RP are required 
enables providing them by software means. This can be done easily: the Operating System or 
any other system software can write the random bits into a special register in the architecture. 
The hash function used to implement the random placement requires all 32 bits. Note that each 
core will use its own set of random bits for the L2 so that the placement used by each core is 
independent and one core can change its random bits whenever needed. 

On the other hand, RR and the access to the bus and the memory controller require random bits 
at much higher frequency. For the case of the RR it is required once for every miss in the 
corresponding cache structure. Recall, that on the event of a miss a victim in the corresponding 
set has to be randomly selected. The number of bits required in every case equals log2 the 
number of ways, i.e., the associativity, of the cache structure. Finally, for the bus and the 
memory controller log2 (Nc) number of bits are required for every round of arbitration. Finally, 
as the L2 is partitioned across cores, each core needs its own random bits for its own L2 cache 
ways. For instance, assuming a 8-way L2 cache and Nc=4 so that each core has 2 ways in L2, it 
would be required 1 random bit per core to choose among its 2 ways, so 4 random bits in total 
for the L2 cache. 

In theory, a single 32-bit number generated by the PRNG can be shared among several resources. 
For instance, if Nc=4 and all first-level cache levels have 4 ways, TLBs have 64 entries and the 
L2 has 8 ways; the number of bits required are shown in the fourth column. All resources 
requiring bits at high granularity, and hence provided by a hardware PRNG, require 23 bits only. 
Hence in theory, a 32-bit random number generated by the PRNG can be shared among the 
different resources, reducing the need for PRNG devices. This requires demonstrating that there 
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is no correlation among the different resources. This is so because, for instance, the first level 
cache requires random bits much more frequently than the L2. This affects the random bits L2 is 
given every time, which can create some type of correlation. 

A potential solution requires having a PRNG per component in each core, and a PRNG per core 
in each shared resource. In this manner, each component will receive a given sequence of 
random bits (only dependent on the initial seed of the PRNG) regardless of the activity of the 
other components, and the randomness of that sequence can thus be ascertained.  

 Solution 1: Hardware costs can be reduced by sharing a PRNG across components in the 
same core as long as they do not need more than 32 random bits per cycle in total. For 
instance, a PRNG can be shared across DL1, IL1 and both TLBs in one core as they need 
up to 16 bits in total per cycle. This can be further done in two ways: 

o Option A: delivering a new random number at every processor cycle. Each 
component uses a fixed subset of the bits (e.g., DL1 bits 0-1, IL1 bits 2-3, DTLB 
bits 4-9, ITLB bits 10-15). As they are produced at every cycle and each 
component uses its own set, they see fixed and independent sequences, so no 
correlation can exist. 

o Option B: buffering some random bits (e.g., 64). Components consume random 
bits on demand. Whenever the number of random bits available is 32 or less, a 
new 32-bit random number is generated and buffered. This guarantees having 
always up to 16 bits needed per cycle. Here, correlation exists across components, 
but the fact that they will see a given fixed subsequence independently of other 
tasks given an initial random seed, it allows studying those sequences and prove 
that randomness is enough. 

 Solution 2: random arbitration in the bus and the memory controller may create 
dependences across cores, and so across tasks, if arbitration occurs under demand. Thus, 
proving lack of correlation is tough if at all doable. This can be solved by making those 
resources to randomly arbitrate every cycle as if requests from all cores were ready. Then 
any core sees, given an initial seed, the same sequence of random bits, which can be 
studied. 

 Solution 3: Given that RR in L2 works in a per core basis, correlation across tasks is 
caused either by making the per-core PRNG provide also the random bits needed for such 
core in the L2, or by having a L2 PRNG that produces a new random number at every 
cycle and each core uses a separate subset of the random bits. This way each core gets its 
own independent random sequence. 

A.2.2.2 Safe PRNG (IEC-61508) 

As the PRNG is the key of the randomization approach of MBPTA technology, in order to build 
a safe system, the pseudo random number generator (PRNG) itself should also be developed as a 
safety function according to the same SIL level of the system. Before entering into the details of 
this safe development, it is worth clarifying some concepts of the IEC-61508. 
 
In addition to the integrity level, IEC-61508 also defines the concept of „Systematic Capability’ 
(IEC-61508 – 2, section 7.4.3), which is of interest in our discussion. The intent of the standard 
can be generalized as: (1) the avoidance of systematic faults, (2) the control of systematic faults 
and their effects, and (3) the control of random, occasional, faults. 
 

 Systematic Failure (IEC-61508-4, section 3.6.6): “failure related in a deterministic way 
to a certain cause, which can only be eliminated by a modification of the design or 
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manufacturing process, operational procedures, documentation or other relevant 
factors”. 

 Random hardware Failures (IEC-61508-4, section 3.6.5): “failure occurring at a random 
time which results from one or more of the possible degradation mechanisms in the 
hardware”. Random failures are just related to hardware (e.g., aging of components or 
external interference). 

 
A major difference between these two failure types is that while failure rates arising from 
occasional (random) hardware malfunction can be predicted with reasonable accuracy, 
systematic failures cannot be statistically quantified with sufficient accuracy, though measures 
can be taken to avoid them. Conversely, random failures cannot be excluded, precisely because 
of their non-causal nature. 
 
Reducing the probability of systematic failures within the entire lifecycle is a vital requirement 
of the standard, using an appropriate Functional Safety Management (FSM. The FSM includes a 
safety plan and a verification and validation plan and additionally, there are a set of documents 
required for each of the lifecycle phases. Moreover, Annex B of IEC-61508-2 defines the 
techniques and measures to be employed for the avoidance of systematic failures according to 
the SIL level, during the different phases of the lifecycle (requirements specification, design and 
development, integration or operation and maintenance). 
 
The PRNG element can achieve up to SIL 3 on a single chip with HFT = 0. If all these 
mechanisms are designed and developed following the techniques for the avoidance of 
systematic failures for a SIL 4 level (Annex-F), a systematic capability of 4 (SC 4) can be 
achieved for the PRNG element. If a higher SIL is required (SIL 4, as in the presented railway 
case study), off-chip redundancy must be used.  
 
Therefore, for the Railway case study the PRNG shall be developed as follows: 

 Functional Safety Management 
 Apply Techniques and measures to avoid systematic faults on ASICs according to SIL 4 

(Annex F) achieving a SC 4 for each PRNG 
 Implement measures to control HW random failures of each PRNG according to SIL 3 
 Build a redundant architecture (as the one depicted in Figure 21) of at least two channels 

and apply the necessary measures to control HW and common cause errors according to 
SIL 4 (e.g., crosscheck) with a DC ≥ 99%. 

 
 
 
 

 
 
 
 
 
 

 
 The off-chip communication must also be safe enough and meet performance 

requirements 

SoC 2 

PRNG 
(SIL3 – SC4) 

PRNG 
(SIL3 – SC4) 

SoC 1 

Off-chip 

communication 

SIL 4 – SC4 

Figure 20: Replicated SIL4 PRNG implementation approach 
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A.2.3 Fail-safe vs. Fail-operational  
Safety-related systems can either be classified as fail-safe or fail-operational: 
 

 The term fail-safe is used on those systems that dispose of a safe state that can be reached 
in case of a system failure. Fail safeness is a property of the application, not of the 
underlying system, and it supposes high error detection coverage.  

 A system is said to be fail-operational if no safe state can be reached in case of a system 
failure. This makes availability essential and the system must remain operational even 
after the occurrence of a fault. 

 
However, this classification cannot be generalized to the application domain but it may depend 
on the certain safety function. Whereas a flight control system aboard an airplane is clearly fail-
operational, there are some other safety functions aboard airplanes that they do have a safe state, 
such as, the control of the landing wheels or the arrested landing. Railway systems are another 
example of this, at first glance it may seem that the safe state of stopping the train can cover all 
safety functions; but there are some that must be fail-operational (e.g., a train must not stop 
inside a tunnel).  
 
The type of safety critical function has a direct impact on the timing analysis, in particular in 
how deadline misses can be treated and thus the benefits that PTA can bring are different. 
 
In the case of fail-safe systems, program sequence and clock correctness must be monitored 
either with a watchdog, monitoring element or equivalent diagnostic technique (IEC-61508-3 
Table A.10 and Table A.11). In this kind of systems, missing a safety deadline implies that 
associated diagnostic technique will activate the safe state. Therefore, in this kind of systems a 
safety deadline miss does not jeopardize safety but compromises availability. This implies that 
the use of MBPTA does not improve safety nor worsen it, but it provides an innovative means of 
quantifying availability.  
 
Conversely, in fail-operational systems, temporal diagnosis techniques such as watchdogs are not 
anymore the solution to deal with deadline misses because the system must remain operational 
even after the occurrence of a fault. Therefore, the random number generators employed for the 
presented MBPTA techniques (which could be understood as a safety-function under this 
assumption) should also be developed according to the corresponding safety standards (up to the 
system’s highest SIL level, if not proven by risk analysis that a smaller SIL is feasible) and the 
whole PTA approach should be demonstrated mathematically at sufficient rigor and authority 
base. Additionally, qualified analyses of the dangerous deadline miss cases are needed. 
 

A.3: Applications and additional consequences of MBPTA 

A.3.1: MBPTA for achieving temporal independence between 
software elements on a single-, multi-core processor [IEC-61508-3, 
Annex F] 

The IEC-61508 standard recommends techniques for ensuring temporal independence on a 
single-CPU computer (e.g., deterministic scheduling, strict priority based scheduling, etc.). 
These techniques do not scale well to multicore processors and conventional implementation 
methods, because the time bounds on which those techniques are based (for scheduling and for 
enforcement) are dramatically much more difficult to determine, and may be untenably 
pessimistic. 



D2.13 Annex: Railway Case-Study Safety Concept 
version 3.0 

 85 

One additional side effect and advantage of using of MBPTA techniques is that they can help 
place tight and trustworthy bounds on the timing interferences occurring among programs 
running in parallel on the processor. This is possible because the roots of MBPTA-compliance in 
the timing behavior of a processor, including a multicore version of it, remove the causal nature 
of the dependence on execution history that traditional processor architectures exhibit in their 
timing behavior. In other words, when processor resources whose (pre-MBPTA) timing behavior 
is highly jittery are time randomized, then the response time incurred on their use is no longer 
causally dependent on their history of use. Equivalently so for processor resources that can be set 
to (a small enough) worst-case hence constant response time behavior during analysis phase. 

This reasoning must be refined for multicore processor architectures to understand how the effect 
of arbitration (which prefixes any access to some processor resources such as the L2 cache and 
the memory) can be reconciled with MBPTA-compliance. Studies conducted within PROXIMA, 
now under peer review by an international conference,  show that this can be done without 
incurring unacceptable degradation in performance (for example by replacing TMDA scheduling 
in arbitration with lottery-based mechanisms) or untenable pessimism (by showing that the 
worst-case wait time on access cannot be inflated to more than the number of contending cores, 
thus less than the number of contending tasks). 

Figure 21 shows the results obtained from an IMA-based avionic system simulation where 
MBPTA was successfully applied on a multicore simulation platform with software partitions.  

 

Figure 21: IMA-based avionic system running on a MBPTA-compliant multicore processor simulator 

The tests reported in the plot above show the execution time distribution of an application 
statically assigned to a core taken in the three distinct situations, when: (1) that core is running 
alone (APP1 alone); (2) there are two applications running on two different cores (APP1 + 
APP2); (3) the all four cores are running simultaneously (APP1 + 3xOpponent). 

The results reported in Figure 21 illustrate how the variability among the execution runs taken in 
the cited different conditions is not significant in its impact on worst-case performance. This 
shows that the worst-case application timing determined by MBTA does not show evidence of 
degradation in the presence of co-runners, which is a very convenient basis to make it 
sufficiently composable (hence independent).  
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The achieved increase in timing independence allows MBPTA to be employed as a sound 
method for certain types of multicore processors to determine not-pessimistic (tight) worst-case 
execution time bounds that can be used “to demonstrate statically that the timing requirements 
for each element are met” (IEC-61508-3 Annex F). 

A.3.2: pWCET and the failure-rate 

The Safety Integrity Level (SIL) of a system indicates the target measure of failure as an average 
probability of a dangerous failure of the safety function on low/high demand modes. These 
safety related parameters depend on the hardware architecture and the implemented fault control 
measures with respect to the specified safety function. IEC61508-6 Annex B describes an 
example of technique for evaluating these probabilities of failure. 

The pWCETs (a function of execution time over probability) obtained by MBPTA determines a 
probability threshold that a given bound could be exceeded (hence at lower probability of 
occurrence). This formulation is analogous to the FIT value of a hardware component, which 
provides a probability of failure in time (a failure rate), used for the SIL-related analysis of the 
system. In the same way that a hardware failure does not necessarily cause a dangerous failure, a 
pWCET being exceeded does not necessarily lead to a deadline miss. 

From a RAMS designer point of view, the fact of knowing the probability of a timing failure 
gives an additional information of the underlying architecture, which otherwise may be 
completely uncertain for some components. Moreover, adding this value (probability of timing 
failure) to the traditional failure rate (FIT) of hardware components, offers a more realistic 
estimation, which is in addition more conservative than considering just the FIT value on the 
design. 
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Acronyms and Abbreviations 

This section contains a glossary of terms (Table X). 

Table X Glossary of terms 

2oo3 2 Out Of 3 

AMP Asymmetric Multi-Processing 

AUTOSAR Automotive Open System Architecture 

BTM Balise Transmission Module 

BEGA BITART Electronics for General Applications 

BIST Built-In Self test 

CAN Controller Area Network 

COM Communication(s) 

COTS Commercial Off the Shelf software 

CPU Central Processing Unit 

CRC Cyclic Redundancy Check 

CRTES Critical Real-Time Embedded Systems 

DC Diagnostic Coverage 

DMI Driver Machine Interface 

DSP Digital Signal Processor 

ECC Error Correction Codes 
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ECU Electronic Control Unit 

EDC Error Detection Codes 

EMC Electromagnetic Compatibility 

ERTMS European Railway Traffic Management System 

ETCS European Train Control System 

ETP Execution Time Profile 

EVC European Vital Computer 

EVT Extreme Value Theory 

FCR Fault-Containment Region 

FIT Failures In Time 

FMEA Failure Mode and Effect Analysis 

FPGA Field Programmable Gate Array 

FSM Functional Safety Management 

GSM/R Global System for Mobile Communications – Railway 

HFT Hardware Fault Tolerance 

HyPTA Hybrid Probabilistic Timing Analysis 

ICU Inverter Control Unit 

IEC International Electro technical Commission 
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IMA Integrated Modular Avionics 

JRU Juridical Recorder Unit 

MBPTA Measurement-Based Probabilistic Timing Analysis 

MMU Memory Management Unit 

MVB Multifunction Vehicle Bus 

N/A Not Applicable 

OS Operating System 

PST Process Safety Time 

PTA Probabilistic Timing Analysis 

RAM Random Access Memory 

RAMS Reliability, Availability, Maintainability and Safety 

RII Random Index Identifier 

ROM Read Only Memory 

RR Random Replacement 

SCPU Safety CPU 

sETCS Simplified ETCS 

SEU Single Event Upset 

SIL Safety Integrity Level 
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SMP Symmetric Multi-Processing 

SoC System on a Chip 

SPTA Static Probabilistic Timing Analysis 

SRS System Requirement Specification 

SWaP Size Weight and Power 

TCN Train Controller Network 

TCU Traction Control Unit 

TIU Train Interface Unit 

VM Virtual Machine 

VMM Virtual Machine Monitor 

WCET Worst Case Execution Time 

WDT Watchdog Timer 
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Appendix B: Presentations 

B.1 Agenda and Context of PROXIMA 

This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

Context and PROXIMA

Francisco J. Cazorla

Arrasate, September 3rd, 2014

 

Outline

 Agenda for the day

 Team and List of attendes

 PROXIMA Project overview
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Agenda for the day

09:15 – 09:30 Welcome (coffee will be served)

09:30 - 09:45 Context and PROXIMA Francisco J. Cazorla: 
BSC, Project Coordinator

Introductory
09:45 - 10:00 Railway Application Mikel Azkarate-askasua, 

IK4-IKERLAN

10:00 – 10:30 PTA Technology Overview Francisco J. Cazorla:
BSC, Project Coordinator

10:30 – 10:45 Coffee break & 
Group picture

10:45 - 12:30 Railway CS Safety 
Concept

Mikel Azkarate-askasua,
IK4-IKERLAN To be 

Reviewed12:30 – 13:00 Annex A: PTA and IEC-
61508

Tullio Vardanega,
University of Padua

13:00 – 13:30 Additoinal Topics

13:30 – 14:30 Lunch and Coffee

14:30 – 15:30 Feedback TÜV Rheinland

15:30 – 15:45 Close of Meeting

3 Ikerlan, Arrasate 03 September 2014
 

Team
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Institution Photo Short CV

IK4-Ikerlan Dr. Jon Pérez, head of the embedded systems research line at IK4-Ikerlan. He has 
previously worked in the design and development of safety-critical SIL4 embedded 
systems for railway signalling (ERTMS/ETCS) and railway power traction systems for 
10 years. He is a certified TÜV Functional Safety engineer for the design of hardware 
and software based on the IEC-61508 standard (Fs/Eng. 2378 / 10 and member of the 
AENOR Committee AEN/CTN 200 (safety standards). M.Sc. University of Glasgow and 
Dr. TU Wien.

IK4-Ikerlan Dr. Mikel Azkarate-askasua, researcher at IK4-Ikerlan since 2008. He is currently 
working on the development of dependable traction systems for railway domain (up to 
SIL2). M.Sc. in Embedded Systems by the Ecole Nationale Supérieure d'Electronique, 
Informatique et de Radiocommunications de Bordeaux and doctoral studies in 
Computer Science at TU Wien in the field of safety-critical embedded systems.

BSC Dr. Francisco J. Cazorla, leader of the CAOS group at BSC and member of 
HIPEAC and ARTIST. He has led projects funded by industry, several projects with the 
European Space Agency and the FP7 PROARTIS project. His research area focuses 
on multithreaded architectures for both high-performance and real-time systems.

University
of Padua

Prof. Tullio Vardanega, Associate Professor at the department of Mathematics of 
the School of Science at the University of Padua since 2002. His prime research 
interests include methods, languages and tools for the engineering of high-integrity 
real-time systems. He is an advisor, consultant for the European Space Agency as well 
as project evaluator and reviewer for the European Commission. He is also a member 
of various international program committees and ISO-level working groups.
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List of Attendees

Person Institution

Hendrik Schäbe TÜV Rheinland, DE

Tullio Vardanega
[tullio.vardenega@math.unipd.it]

Padova University, IT

Francisco J. Cazorla
[francisco.cazorla@bsc.es]

BSC, ES

Jon Perez
[jmperez@ikerlan.es]

Nerea Uriarte
Irune Agirre
Mikel Azkarate-askasua

[mazkarateaskasua@ikerlan.es]

IK4-Ikerlan, ES
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PROXIMA Project at a blink

 Objective of the project

 Partners

 Work-Packages

 Certification task and case studies
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PROXIMA Project at a blink

PROXIMA is about “developing industry ready 

Probabilistic Timing Analysis that will simplify the 
timing analysis of complex increased-functional-value 

mixed-criticality applications running on multi- and 

many-core processors”

 The project is inside the “Mixed-Criticality Cluster” of the 
European Commission FP7 projects

 Budget: €6.8M (EC contribution €4.8M)

 Duration: 36 Months

 Keywords: PTA, Mixed-criticality, multicore

 www.proxima-project.eu

7 Ikerlan, Arrasate 03 September 2014
 

PROXIMA Project at a blink

Partners:

8 Ikerlan, Arrasate 03 September 2014
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PROXIMA Project at a blink

Work-Packages (WPs)

 WP1: Hardware Infrastructure (Boards and HW randomization)

 WP2: Software Infrastructure (BSP, OS and SW randomization)

 WP3: Probabilistic Analysis and Tools

 WP4: Case studies (Avionics, Railway, Space and Automotive)

 WP5: Dissemination and Exploitation

 WP6: Coordination and Management

9 Ikerlan, Arrasate 03 September 2014
 

PROXIMA Project at a blink

10 Ikerlan, Arrasate 03 September 2014

Certification task (Overview)

 Domain-specific normative analysis
 Railway (EN5012x/IEC61508)

 [Industrial (IEC61508)]

 Avionics (DO178B/C/254)

 Automotive (ISO26262/IEC61508)

 Space(ECSS-E-ST-40C/ECSS-Q-ST-80C)

 Cross-domain analysis

 Differences among certification standards
 Certification vs. Qualification

 Conservativeness (from space to avionics)
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PROXIMA Project at a blink

Certification task (Strategy)

11 Ikerlan, Arrasate 03 September 2014

Domain
requirements

Cross-
domain
requirements

Annex A.

DO178C/254

ECSS-E-ST-40C/80C

M6

Cross-domain 
Argumentation

Domain-specific 
path

IEC61508

M18 M36

Railway Case 
Study Safety 
Concept

Appropriate 
A io ics 
domain 
foru s

Preliminary OK TÜV assesment

 

This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

Context and PROXIMA

Francisco J. Cazorla

Arrasate, September 3rd, 2014
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B.2 Industrial Railway Case Study 

This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

WP4-Railway Case Study

Mikel Azkarate-askasua

Arrasate, September 3rd, 2014

 

Outline

2 Ikerlan, Arrasate 03 September 2014

 Introduction of the Railway Case Study

 On-Board Railway Domain
 ERTMS/ETCS Railway signalling

 Railway Traction System

 Safety Certification

 Current Limitations and Targeted Improvements

 PROXIMA Railway Case Study
 Description

 Scope
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Introduction

3 Ikerlan, Arrasate 03 September 2014

 The PROXIMA Railway Industrial Case Study
 1 of the 4 industrial case studies developed in PROXIMA (WP4)

 Use of PTA, multicore and a mixed-criticality application

 First case study of PROXIMA evaluated by the TÜV

 Assessment output will feed other case studies and WPs

 

On-Board Railway Domain

4 Ikerlan, Arrasate 03 September 2014

 The Railway Industry integrates sophisticated 

dependable distributed embedded systems to cope with:
 Safety

 High Performance

 Energy Efficiency

 Cost Reduction

 Etc.

 Common Federated architecture:

“one function = one computer”  + hierarchical standardized communication buses 

Subsystems:

 Train Control 

 Traction Control

 Brake Control 

 Comfort

 User Interface

 Etc.
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On-Board Railway Domain – ERTMS/ETCS

5 Ikerlan, Arrasate 03 September 2014

 Unique Railway signalling standard throughout Europe
 On-board unit: European Train Control System (ETCS)

- Safety-Critical embedded system (SIL4 – Integrity Level)

 Reference Architecture:

 European Vital Computer (EVC): Central safety processing unit

 Driver Machine Interface (DMI)

 Juridical Recorder Unit (JRU)

 Balise Transmission Module (BTM)

 Train Interface Unit (TIU)

 Global System for Mobile Communications - Railway (GSM/R) 

 

On-Board Railway Domain – Traction System

6 Ikerlan, Arrasate 03 September 2014

 Controls the speed/pair of the train‟s motors
 Power inverters feed motors with the appropriate voltage

 Their switching frequency controls the speed/pair of the motors

 Reference Architecture:
 Inverter Control Unit (ICU): Control loop to open/close the power 

switches

 Traction Control Unit (TCU): Communicates with the rest of the 
train; obtains status data and computes it for the ICU 

 Demands stringent temporal requirements
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On-Board Railway Domain – Safety Certification

7 Ikerlan, Arrasate 03 September 2014

 Major European standards applied to railway (EN 5012x):

 

On-Board Railway Domain - Targeted Improvements

8 Ikerlan, Arrasate 03 September 2014

 Shift towards Integrated Mixed-Criticality architecture
Group Limitations of Federated Approach Integrated Mixed-Criticality 

Approach

Communication 

Bandwidth and         

QoS

Bandwidth and QoS limitations in 
communication networks 

Off-chip communications become on-

chip:  higher bandwidth and QoS

Reliability EMC sensitivity on the communication 
network 

Higher EMC immunity and reliability 

Cost Material costs No additional subsystems, cables or 

connectors 

Scalability and 

Flexibility / 

Extensibility 

The addition of new functionalities:
• Jeopardize scalability
• Affects the design, management and 

support

New functionalities can be integrated 

within the same embedded platform

Maintenance High maintenance and costs Software partitions executed on top a 

virtual machine (tacking 

obsolescence)

SWaP Increased Size, weight and Power 

consumption
Reduced SWaP
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On-Board Railway Domain – Summary

9 Ikerlan, Arrasate 03 September 2014

 Increasing trend of employing Multicore devices

 An integrated mixed-criticality solution offers multiple 
benefits

 Multiple related research projects involving multicore, 
mixed-criticality (e.g., FP7 Mixed-criticality cluster)

 PTA new approach/technique for multicore systems

 Safety certification based on multicore / virtualization is a 
challenge:
 Shared Resources

 Temporal Isolation

PROXIMA Approach: Integrated Mixed-Criticality Railway 
system running on a multlicore platform with PTA  technology

 

Railway Case Study - Description

10 Ikerlan, Arrasate 03 September 2014

 Integrates two self-contained subsystems:
 Simplified ETCS railway signalling subsystem 

 Multiple traction control subsystems

 Mixed-Criticality:
 sETCS  SIL4 safety related functionality

 Traction Control  Non safety related but stringent temporal 
requirements

 Implementation based on Multicore and Virtualization

 PTA Technology: 
 Applied through hardware and software randomization
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Railway Case Study – Context Diagram

11 Ikerlan, Arrasate 03 September 2014

sETCS

Encoders

Safety 

Relay 

Pneumatic 

Braking 

System

Electric 

Braking 

System

Driver

DMI

EVC_TMR

Safety Computing 
Node1

Traction

Safety Computing 
Node2

Safety Computing 
Node3

Radars

BTM

JRU

GSM-R

Safety 

Relay 

Commands
Computing 

Node
Motor(s)

Traction Control & Supervision

ETCS + Traction

Train

 

Railway Case Study – PROXIMA Scope

12 Ikerlan, Arrasate 03 September 2014

sETCS

Encoders

Safety 

Relay 

Pneumatic 

Braking 

System

Electric 

Braking 

System

Driver

DMI

EVC_TMR

Safety Computing 
Node1

Traction

Safety Computing 
Node2

Radars

BTM

JRU

GSM-R

Safety 

Relay 

Commands

Motor(s)

Traction Control & Supervision

ETCS + Traction

Train

Safety Computing 
Node3

Computing 
Node

PROXIMA SCPU

Traction Cut-Off

 Case study reduced to what is representative to show:
 Mixed-criticality applicability
 Benefits of PROXIMA Contribution

 PROXIMA Scope: “Traction control & Supervision System”:
 sETCS: Just one of the safety computing nodes 
 Traction Control: Single computing node
 I/O Interfaces:  Ethernet communication channels and digital I/Os
 Everything integrated within a multicore platform, 2 different approaches: 

• COTS (P4080DS Platform) and Ad-Hoc (Sparc-LEON3 FPGA Platform) 
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This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

WP4-Railway Case Study

Mikel Azkarate-askasua

Arrasate, September 3rd, 2014
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B.3 PTA Technology Overview 

This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

PTA Technology Overview

Francisco J. Cazorla

Arrasate, September 3rd, 2014

 

Outline

 Introduction to MBPTA
 Extreme Value Theory basics

 Application steps

 MBPTA requirements and how to enforce them
 Requirements

- Analysis Phase and Deployment Phase

- Sources of Execution time Variability and Execution conditions

 Hardware support

 Software support

 MBPTA maturity
 Single-core vs. Multicore

 Simulation tool, FPGA, COTS

2 Ikerlan, Arrasate 03 September 2014
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Introduction to PTA

3 Ikerlan, Arrasate 03 September 2014
 

PTA Claim and Benefits 

4 Ikerlan, Arrasate 03 September 2014

The PTA contribution of PROXIMA can offer several benefits:

 Improved guaranteed performance: The pWCET bound 
determined by MBPTA is smaller than common industrial 
practice where an engineering margin (~20%) is added

 (One of the few) State of the art solution for the WCET 
calculation on single/multicore platforms
 Suitable for single-core PTA compliant processors

 Scales well to Ad-Hoc PTA compliant multicore processors

 Working towards Multicore COTS

Claim: MBPTA provides a sound method for WCET calculation on 
single-/multicore processors in conjunction with integration tests and fault 

injection (check coherence of measurements with analysis estimation) 
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Intro. to Probabilistic Timing Analysis

 Timing analysis
 provides trustworthy upper bounds on 

tasks execution time 

 and makes recommendations on friendly 
hardware and software designs that help 
providing tight WCET estimates

 Classification of existing WCET estimation techniques:
 Deterministic Timing Analysis (DTA)

- Advocates for HW and SW designs that are deterministic in their 
execution time

 Probabilistic Timing Analysis (PTA)
- Advocates for HW and SW designs that have a randomized or 

deterministic (upper-bounded) timing behaviour
• Deterministic (upper-bounded) if impact in WCET estimates is low

• Randomised otherwise

5 Ikerlan, Arrasate 03 September 2014
 

Probabilistic Timing Analysis (PTA)

 Two variants
 SPTA  Static PTA

 MBPTA  Measurement Based PTA

 Our focus is on MBPTA
 Closer to industrial practice based on measurements

 What are MBPTA benefits?
 It allows the measurement of WCET with a given level of 

confidence, rather than a more heuristic overhead

 pWCET estimates are competitive wrt existing techniques.

 Allows better utilisation of CPU resource

6 Ikerlan, Arrasate 03 September 2014
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MBPTA Derived from a branch of Extreme Value Theory (EVT) EVT allows 
predicting the shape of the tail of a distribution of execution times 

Based on knowledge of a set of measurements around the centre of 
the distribution.

7 Ikerlan, Arrasate 03 September 2014
 

MBPTA

MBPTA
- Collect some measurements (few)
- Apply probabilistic methods (e.g., extreme value 

theory)
- Obtain pWCET estimates for arbitrarily low 

probabilities

8 Ikerlan, Arrasate 03 September 2014
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MBPTA and EVT

 Use EVT to predict the „unobserved part of the 1-CDF 
of the program‟

 Block Maxima

 Peaks Over Threshold

9 Ikerlan, Arrasate 03 September 2014
 

Step-wise application of MBPTA

 An iterative five-stage process1

1 Cucu et.al. Measurement-based probabilistic timing analysis for multi-path programs, ECRTS 2012

Collect 
Observations

Grouping
Convergence 

Criteria

i.i.d. and ET 
tests

Gumbel
Fitting

EVT

more runs?

10 Ikerlan, Arrasate 03 September 2014
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Enforcing MBPTA requirements

11 Ikerlan, Arrasate 03 September 2014
 

Analysis and Deployment Phases

 Analysis phase: used to obtain pWCET estimates that hold 
valid during system operation

 Deployment phase: actual operation of the system

 Our goal
 Computing the pWCET function with measurements taken at 

analysis time that hold under operating conditions that may occur 
during the actual execution of the system
- Those conditions need not be exactly identical to those captured by 

the observation runs made at analysis time 

Platform (HW 
and OS)

Application
InputsInputsInputsInputs

12 Ikerlan, Arrasate 03 September 2014
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Meeting MBPTA Requirements: SETV

Input
vectors

Initial
Conditions

PROXIMA
SW platform

PROXIMA
HW platform

Analysis tools

Execution
times

Events affecting programs exec. time:
- Deterministic
- Probabilistic

HW platform must be designed with these objectives:

1. Deterministic events must have the same or higher 

(upper bound) latency at analysis time

2. Probabilistic events must have a distribution that 
matches or  upper-bounds that at deployment

Sources of execution time variability to be:
- time-randomized
- upper-bounded
- or controlled by the user

Addresses for code, 
data, stack, libraries, 

RTOS, etc.

Input values for 
input-dependent

latencies (e.g. divider)

Time-alignment in
shared resources 

(e.g. bus, memory controller)

UB UB

TR

TR

UB
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Expected Behavior

 Execution time at analysis time, therefore, upper-bounds 
execution time at deployment

ET distribution at deployment time

ET due to 
deterministic and 

probabilistic events

ET distribution at analysis time

Impact of 
upper-bounding deterministic 

and/or probabilistic events

pWCET distribution

Tightness due to the 
analysis method

pWCET estimate < 20% higher 
than actual execution time on 
co e tio al  hard are

execution time

p
ro

b
a

b
il

it
y

14 Ikerlan, Arrasate 03 September 2014
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Allowed Types of Timing Events

 Deterministic
 Fixed latency, the same outcome at every occurrence of that event 

- E.g., integer adder

 Upper-bounded at analysis time 
- E.g., FP multiplication whose latency is 1 cycle if one operand is zero, 

and 4 cycles otherwise. Always 4 cycles at analysis time

 Probabilistic
 Same probability distribution

- E.g., cache access with the same 
hit/miss probabilities

 Upper-bounded distribution
- E.g., random arbitration with the largest 

number of contenders at analysis time

Deployment Analysis

15 Ikerlan, Arrasate 03 September 2014
 

HW modification, e.g., at core level

 Avoid variable-latency ALUs (Arithmetic Logic Units)
 Either they have fixed latencies or

 They can be forced to work at their highest latency at analysis 
time

 Use random-placement and random-replacement 
caches and TLBs (Translation Lookaside Buffers)
 Random replacement already featured in some processors

 We propose random placement by means of a parametric hash 
function
- Placement is random across runs (as needed by MBPTA) and 

deterministic within a run (as needed to find lines in cache)

 Latencies are not input-dependent (fixed or probabilistic), 
so no need for the user to provide coverage

16 Ikerlan, Arrasate 03 September 2014
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SW randomization example

 PTA requires the use of caches with a time randomized 
behaviour
 Caches implementing random placement/ replacement policies

 Observed execution times described with i.i.d. random variables

 Goal

 Applying PTA to conventional caches

17 Ikerlan, Arrasate 03 September 2014
 

SW randomization example

 Conventional cache designs map objects into the exact 
same cache position
 The address determines the cache set

 The order of the object determines the cache way

 To apply PTA, conventional caches should provide the 
same properties as Time-Randomised ones
 Objects must be mapped into random cache positions 

M
od

ul
o

LRU

C
ach

e
 Se

ts

Cache Ways

Memory

index

@ 0xf0040032
1. @ 0xf0140030

2. @ 0xf2240032

3. @ 0xf3340031

4. @ 0xf0440032

5. @ 0xf0040034

In a 4-way LRU, 
5th access evicts
1st access

18 Ikerlan, Arrasate 03 September 2014
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SW randomization example

 The location of objects in memory (memory layout) determines its 
location in caches (cache layout)
 The random location of objects in memory makes conventional caches 

behave as a random ones

 Random memory layouts  Random cache layouts

 Memory object
 Data stored in consecutive memory addresses (functions, basic-blocks, 

data structures, cache lines, etc.)

P
la

ce
m

en
t

Replacement

C
ach

e
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Cache Ways

Memory
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B

P
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Replacement
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Cache Ways

Memory

A
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SW randomization example

 At every program execution a new memory layout is 
randomly generated
 Different memory layouts results in different execution times

A

Memory

A

B

…
B

A

Memory

A

B

…
B

A

Memory

A

B

… B

Execution 

Time (ET)
ET1 ET2 ET3

Preserves the i.i.d. property

20 Ikerlan, Arrasate 03 September 2014
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MBPTA maturity

21 Ikerlan, Arrasate 03 September 2014
 

Single-core. SIM.

 MBPTA successfully applied to 
IMA-based avionic system

Pseudo-random 

placement

and replacement 

policies

22 Ikerlan, Arrasate 03 September 2014

FUNC3

3.78%
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Multi-core. SIM.

 MBPTA successfully applied to IMA-
based avionic system on a multicore 
with SW partitions.

23 Ikerlan, Arrasate 03 September 2014
 

Multicore. FPGA and COTS.

 FPGA: randomization at HW level

 COTS multicore: randomization at SW level
 SW levels

LEON3 4-core FPGA P4080 PPC 8-core
COTS

Partinioning
µkernel

RTEMS/
ARINC 653

ARINC 
653

Custom HW

E.g., Spatial, Railway, 
Avionics applications

E.g., Railway, Avionics, 
applications 

RTEMS 
SMP 

Partitio
ning 

µkernel
Partitioning 

µkernel 

ARINC 
653

TiCOS

24 Ikerlan, Arrasate 03 September 2014
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Pseudo-Random Number Generator (PRNG)

 PRNG 
 Has to produce a sequence of random numbers 

 Use 1+ seeds to generate random numbers and update the seeds 
themselves 

 Sequences
 Sequence must have sufficiently high level of randomness

 Ensures that the events can be characterised by a prob.

 Repeats whenever the input seed repeats

 It does not repeat often enough to cause correlation between 
events whose outcome must depend on true probabilities

25 Ikerlan, Arrasate 03 September 2014
 

Multiply-With-Carry (MWC)[1]

 One of the highest-quality PRNGs 
 Evaluated using test battery provided by the US National Institute 

of Standards and Technology [2].
- Those tests evaluate the quality of the bit sequences produced by the 

PRNGs by studying the distribution of ones and zeros, their patterns, 
whether subpatterns repeat, etc. 

 The MWC PRNG passes 187 out of the 188 tests proposed 
(99.5%).
- Other PRNGs provided together with the test battery have also been 

studied for comparison purposes 

- None of them achieved a higher pass rate. 

 The period f MWC is huge (260). 
 Processor operating at 1GHz and 1 random number gen. per 

cycle  the random number sequence would take 36 years to

26 Ikerlan, Arrasate 03 September 2014

[1] G. Marsaglia and A. Zaman. A new class of random number generators. Annals of Applied Probability, 1(3):462-480, ‘91. 
[2] A. Rukhin, J. Soto, J. Nechvatal, M. Smid, E. Barker, S. Leigh, M. Levenson, M. Vangel, D. Banks, A. Heckert, J. Dray, and S. 
Vo. A statistical test suite for the validation of random number generators and pseudo random number generators for 
cryptographic applications. Special publication 800-22rev1a, US National Institute of Standards and Technology (NIST), 2010.  
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This project and the research leading to these results 
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PTA Technology Overview

Francisco J. Cazorla

Arrasate, September 3rd, 2014
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B.4 Safety Concept 

This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

WP4-Railway Case Study Safety Concept

Mikel Azkarate-askasua

Arrasate, September 3rd, 2014

 

Outline

2 Ikerlan, Arrasate 03 September 2014

 Introduction
 Objectives

 PTA Claim and Benefits

 Overview of the PROXIMA Railway Case Study 
- Requirements

 Safety Concept
 System Level 

 Node Level: COTS and Ad-hoc
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3 Ikerlan, Arrasate 03 September 2014

Objectives

PTA Claim and Benefits

Overview of the Railway Case Study

Requirements

 

Objectives

4 Ikerlan, Arrasate 03 September 2014

 This presentation targets TÜV Rheinland with the following 
goals:

1. The dissemination of PROXIMA contribution to TÜV Rheinland

2. The review of the safety concept for a railway case study

3. The discussion of PROXIMA contribution and limitations / 

comments that should be taken into account in a future 

certification process

4. The gathering of detailed feedback from TÜV Rheinland

5. The definition of an action plan based on the feedback
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PROXIMA Certification Task

5 Ikerlan, Arrasate 03 September 2014

Strategy:

Domain
requirements

Cross-
domain
requirements

Annex A.

DO178C/254

ECSS-E-ST-40C/80C

M6

Cross-domain 
Argumentation

Domain-specific 
path

IEC61508

M18 M36

Railway Case 
Study Safety 
Concept

Appropriate 
A io ics 
domain 
foru s

Preliminary OK TÜV assesment

 

PTA Claim and Benefits 

6 Ikerlan, Arrasate 03 September 2014

The PTA contribution of PROXIMA can offer several benefits:

 Improved guaranteed performance: The pWCET bound 
determined by MBPTA is smaller than common industrial 
practice where an engineering margin (~20%) is added

 (One of the few) State of the art solution for the WCET 
calculation on single/multicore platforms
 Suitable for single-core PTA compliant processors

 Scales well to Ad-Hoc PTA compliant multicore processors

 Working towards Multicore COTS

Claim: MBPTA provides a sound method for WCET calculation on 
single-/multicore processors in conjunction with integration tests and fault 

injection (check coherence of measurements with analysis estimation) 
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Railway Case Study - Overview

7 Ikerlan, Arrasate 03 September 2014

 Railway Application Composed of:
 Simplified ETCS railway signalling subsystem (sETCS)

 Traction control subsystem

 At system level:
 sETCS is implemented as “Composite Fail-Safety”: 

- TMR computing Nodes connected in star topology to two redundant 
Ethernet based switches and independent redundant I/Os

 A “traction cut-off” signal commands the disabling of traction 
power inverters

 PROXIMA implements a single node to focus on:
 Mixed-criticality applicability

 Benefits of PROXIMA Contribution – 2 Approaches:
- Multicore COTS processor with SW randomization

- Multicore Ad-Hoc processor with HW randomization

 

SR_RE_1_4 
Distance Supervision

Railway Case Study - Requirements

8 Ikerlan, Arrasate 03 September 2014

SR_RE_1_1 
Operating Supervision 
State

SR_RE_1_2 
Safe System 
Initialization

SR_RE_1_3 
Speed Supervision

SR_RE_1_5
Emergency Brake

SR_RE_1_6 
Safe System Rearm

SR_RE_1 – “afety Fu ctio  “peed & Dista ce super isio
SR_RE_1_A - Description
SR_RE_1_B - SIL
SR_RE_1_C – States
SR_RE_1_D – Safety Functions per State

SR_RE_1_7 - Safe State

SR_RE_1_8 – Process Safety Time

SR_RE_2 – “afety Fu ctio  Odometry
SR_RE_2_A - Description
SR_RE_2_B - SIL

 Requirements structure

 



D2.13 Annex: Railway Case-Study Safety Concept 
version 3.0 

 130 

Railway Case Study – Main Requirements

9 Ikerlan, Arrasate 03 September 2014

ID Description

SR_RE_1_A The safety function “Speed and distance supervision” supervises that the „train speed„ does not exceed the „maximum 
authorized train speed„ and that the „train travelled distance„ does not exceed the Movement Authority (MA). If any of them 
is exceeded the emergency brake is activated leading to „safe state„. 

SR_RE_1_B The safety function “Speed and distance supervision” must be provided with a SIL4 integrity level (EN-50126).

SR_RE_1_1_A The safety function “Operating supervision state” implements a state-machine that determines the operating supervision 
state.

SR_RE_1_2_A The safety function “Safe system initialization” ensures „safe state„ during „No power„, „System initialization„ and 
„Standby„ states.

SR_RE_1_3_A The safety function “Speed supervision” ensures that the „train speed„ does not exceed the „maximum authorized train 
speed„. If exceeded the „emergency brake command„ is activated.

SR_RE_1_4_A The safety function “Distance supervision” ensures that the „train travelled distance„ does not exceed the Movement 
Authority (MA). If exceeded the „emergency brake command„ is activated.

SR_RE_1_5_A The safety function “Emergency brake” activates the „safe state„.

SR_RE_1_5_B The safety function “Emergency brake” activates the „traction cut-off„ signal. 

SR_RE_1_6_A The safety function “Safe system rearm” ensures that the emergency brake shall only be deactivated if: 
The state is „Emergency brake state„, the train is standstill and the driver activates the „supervision command„ .

SR_RE_1_6_B The safety function “Safe system rearm” ensures that „traction cut-off„ signal shall only be deactivated if: 
The state is „Emergency brake state„, the train is standstill and the driver activates the „supervision command„ .

SR_RE_1_7 The „safe state„ is the de-energization of output „safety relay(s)‟. 

SR_RE_1_8 The Process Safety Time (PST) is 1 second.

SR_RE_2_A The safety function “Odometry” must provide safe estimations of the „train travelled distance„ and „train speed„ with the 
following constraints: 
The estimated „train travelled distance„ error must always be lower than five meters plus five percent of the real travelled 
distance

 

10 Ikerlan, Arrasate 03 September 2014

System Level Safety Concepts

Node Level Safety Concepts
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 Two analogous „System Level‟ Safety Concepts serve as 
reference

 Two ‘Node Level’ approaches are worked out

Node Le el  Mi ed-Criticality Safety Concept –
Single Computing Node

Safety Concept

11 Ikerlan, Arrasate 03 September 2014

SC1  Federated: Common Practice in Industry

SC2.1  Ad-Hoc Multicore Processor

SC2.2  COTS Multicore Processor

S ste Le el  Safet  Co cept –
Three Redundant Computing Nodes

SC2  Integrated: Mixed-Criticality PROXIMA Approach

 

SC1-Federated System Level Safety Concept

12 Ikerlan, Arrasate 03 September 2014

sETCS

Encoders

Safety 
Relay 

Pneumatic 
Braking 
System

Electric 
Braking 
System

Driver

DMI

EVC_TMR

Safety Computing 
Node1

Traction

Safety Computing 
Node2

Safety Computing 
Node3

Radars

BTM

JRU

GSM-R

Safety 
Relay 

Commands
Computing 

Node
Motor(s)

Traction Control & Supervision

ETCS + Traction

Train
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SC1-Federated System Level Safety Concept

13 Ikerlan, Arrasate 03 September 2014

 Safety concept based on Common Practice in Industry 

 EVC: Executes the SIL4 ETCS Kernel:

A. Life-Cycle 1. Compliant with EN-50126, FSM
2. Qualified tools and compilers: EN-50128/EN-50129  SIL4 and IEC-61508  SIL3

3. Safe product development considering safety manuals of all COTS compliant items

B. Architecture Composite Fail Safety: 
1. Triple Modular Redundancy: IEC-61580  HFT=1 

2. Platform compliant item: Each node IEC-61508  SIL3 (composed of HW and associated platform SW)

a) In TMR can achieve: EN-50128/EN-50129  SIL4

b) The platform provides a RTOS or equivalent to ensure interference freeness (temporal 
and spatial) among SW tasks

3. Each computing node executes same software application instance
4. Communication Protocol: 

a) Ethernet based „safe communication‟
b) Each computing node manages two redundant Ethernet channels connected in star 

topology to two independent switches
c) Global clock synchronization based on Ethernet communication

5. External Interface: 
a) Safety related I/Os
b) Two Ethernet ports for external black channels

 

SC1-Federated System Level Safety Concept

14 Ikerlan, Arrasate 03 September 2014

 EVC: Executes the SIL4 ETCS Kernel:

C. Safe State De-Energization of safety digital output connected to external safety-relays
a) The default state during no-power and startup

b) Reached whenever the system, HW or SW diagnosis detects an error

D. Software 
Application

1. Developed according to EN-50128  SIL4, FSM
2. Temporal and spatial independence must be guaranteed between safety and non-safety 

related functions
3. Safety related inputs, subsystems and outputs managed by associated safety SW tasks
4. Application safe-state: digital-outputs de-activated

E. Inputs / 
Outputs

1. Each node manages 2 redundant digital outputs (al least SIL2) connected to 2 redundant 
safety relays (2oo3 voting)

2. Fail-safe state: DO-s de-energized 
3. Default state: DO-s de-energized (EN-50126  Inherited fail-safe state)
4. Each safety relay output is used as input in the EVC for diagnosis 

F. Internal Ethernet 
based ‘Safe 
communication’

1. TTEthernet as a compliant item: EN-50128/EN-50129  SIL4 and IEC-61508  SIL3

2. Or Ethernet based safety communication with equivalent safety measures

G.External 
Communication

Ethernet ports internally connected to 2 Ethernet switches
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SC1-Federated System Level Safety Concept

15 Ikerlan, Arrasate 03 September 2014

 EVC: Executes the SIL4 ETCS Kernel:

 Limitations of this federated approach
 Communication Bandwidth and QoS

 Reliability 

 Cost 

 Scalability and Flexibility / Extensibility 

 Maintenance 

 SWaP

H. Diagnosis 
techniques

The EVC implements diagnosis techniques according to EN-5012x and IEC-61508 (Up to SIL4 
level with HFT = 2 and DC > 99% in addition to compliance with EN-50129)

1. Each node: SIL3 (IEC-61508) compliant item with HFT = 0 and DC > 99%
a) Diagnosis for memories, power supply, temporal constraints, I/Os, etc.

2. Safety Related Software:
a) Safety life-cycle related techniques
b) Reciprocal comparison of triplicated application
c) Diagnosis techniques provided by the compliant platform

3. Monitoring of external safety relays
4. Safe product development considering safety manuals of all COTS compliant items

 

SC1-Federated System Level Safety Concept

16 Ikerlan, Arrasate 03 September 2014

Item Comments ‘TÜV Rheinland’
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SC2-Integrated System Level Safety Concept

17 Ikerlan, Arrasate 03 September 2014

 Mixed-Criticality Integrated Approach: Non-Safety related 
traction computing nodes integrated with one EVC node
 Multiprocessor Approach: each computing node becomes an 

interconnected processor of the SCPU. Still has similar limitations.

 Multicore Approach (with virtualization): each computing node 
becomes a software partition and off-chip communication 
becomes on-chip communication. Overcomes main limitations.

 

Mixed-Criticality Node Level Safety Concept

18 Ikerlan, Arrasate 03 September 2014

 Fault Hypothesis

 SIL4 software (EN-50128) and methodology (EN-5012x)

 Safety CPU (SCPU) SIL3 IEC-61508 compliant item

- The SCPU forms a single Fault-Containment Region

 The hypervisor:

- Provides interference freeness (temporal and spatial isolation)

- Is certifiable (compliant item)

- Fails in arbitrary failure mode

 A partition can fail in arbitrary failure mode both in the temporal as 

well as in the spatial domain
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Mixed-Criticality Node Level Safety Concept

19 Ikerlan, Arrasate 03 September 2014

 Top-Down Approach:

1. Partitioned Solution on Top of a virtualized processor with 
Hypervisor

2. Partitioned solution allocated to a multicore processor

- SC2.1: LEON3 FPGA processor

- SC2.2: P4080DS COTS multicore processor

3. Partitioned solution allocated to a multicore processor with 
all Hardware resources of interest

- SC2.1: LEON3 FPGA processor

- SC2.2: P4080DS COTS multicore processor

 

Mixed-Criticality Node (SC2.1/SC2.2 (1/3))

20 Ikerlan, Arrasate 03 September 2014

Partitioned Solution on Top of a virtualized processor with 
Hypervisor

Is it Feasible to develop a Partitioned Solution? 

Certifiable Hypervisor
System partitioning (safety / real-time / non-real time partitions)
Interference freeness between safety and non-safety partitions

Processor + Hypervisor

PROXIMA SCPU

WDT

PROXIMA Safety Related 
Partitions

PROXIMA Non Safety 
Related Partitions

Diverse
Sensors

Odometry DIAG

T
ra

ctio
n

C
u

t-o
ff

COM 
SERVER

Invert
er

ETCS EVC
(No-Safe)

ETHERNET

DMI

ETCS EVC_Node1

Traction
Control Unit

(TCU)

Inverter
Control

Unit (ICU)Traction

2

Safety
Relay

ETCS EVC
(Safe)
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SC2.1-Mixed-Criticality Node: FPGA(2/3)

21 Ikerlan, Arrasate 03 September 2014

Partitioned solution allocated to FPGA multicore processor

LEON-3 MC

PROXIMA SCPU

PROXIMA Safety Related 
Partitions

PROXIMA Non Safety Related 
Partitions

DIAG

LEON 3 – C0

COM 
SERVER

LEON 3 – C1

Odometry

ETCS EVC
(No-Safe)

LEON 3 – C2

Inverter
Control Unit

LEON 3 – C3

Traction
Control Unit

WDT

Traction Cut-off

ETCS EVC_Node1 Traction
Diverse
Sensors

DMI

2

Safety
Relay

ETCS EVC
(Safe)

Partitio s  apped to a multicore processor:

Partitioning and multicore allocation enables resource usage and performance maximization while ensuring interference freeness.

 

SC2.1-Mixed-Criticality Node: FPGA(3/3)

22 Ikerlan, Arrasate 03 September 2014

Partitioned solution allocated to FPGA multicore processor 
with all hardware resources of relevance

 SCPU:
- Independent watchdog controller 

- Additional safety techniques (IEC-61508 SIL3, HFT = 0, DC>=99%)

 Processor: 
- Quad-core LEON3 SPARC V8 processors 

 Hypervisor:
- Compliant item

 System Configuration:
- Static

- Designed with qualified tools 
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SC2.1-Mixed-Criticality Node: FPGA(3/3)

23 Ikerlan, Arrasate 03 September 2014

Partitioned solution allocated to FPGA multicore processor 
with all hardware resources of relevance

PROXIMA SCPU

LEON-3 MC

LEON 3 – C0

COM 
SERVER

ETCS EVC
(No-Safe)

LEON 3 – C2

ETCS EVC_Node1 Traction

L1
I-Cache

L1
D-Cache

L1
I-Cache

L1
D-Cache

ETCS EVC
(Safe)

LEON 3 – C1

Odometry

L1
I-Cache

L1
D-Cache

L1
I-Cache

L1
D-Cache

Inverter
Control Unit

LEON 3 – C3

Traction
Control Unit

TIMER0ETH

AHB BUS

APB BUS

L2

CACHE

DDR2

MCTRL

APB

CTRL

C
LK

WDT

DIAG

PROXIMA Safety Related 
Partitions

PROXIMA Non Safety 
Related Partitions

Diverse
Sensors

DMI

2
Safety
Relay

GPIO

 

SC2.1-Mixed-Criticality Node: FPGA - PTA

24 Ikerlan, Arrasate 03 September 2014

 PTA Compliant Ad-Hoc Processor
 Designed and developed with PTA compliant Hardware (HW 

Randomization, Upper bounding, etc.)

 PTA as a sound method to determine WCET with improved 
guaranteed performance
- Integration tests, measurements, fault injection etc. to check 

coherency of results
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SC2.2-Mixed-Criticality Node: COTS (2/3)

25 Ikerlan, Arrasate 03 September 2014

Partitioned solution allocated to P4080 multicore processor

C7C6C5

C3C2C1C0
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2

Safety
Relay

Partitio s  apped to a multicore processor:

Partitioning and multicore allocation enables resource usage and performance maximization while ensuring interference freeness.

 

SC2.2-Mixed-Criticality Node: COTS (3/3)

26 Ikerlan, Arrasate 03 September 2014

Partitioned solution allocated to P4080 multicore processor 
with all hardware resources of relevance

 SCPU:
- Independent watchdog controller 

- Additional safety techniques (IEC-61508 SIL3, HFT = 0, DC>=99%)

 Processor: 
- P4080 platform: 8 Power architecture em500c cores

 Hypervisor:
- Compliant item

 System Configuration:
- Static

- Designed with qualified tools 

 



D2.13 Annex: Railway Case-Study Safety Concept 
version 3.0 

 139 

SC2.2-Mixed-Criticality Node: COTS (3/3)

27 Ikerlan, Arrasate 03 September 2014

Partitioned solution allocated to P4080 multicore processor 
with all hardware resources of relevance
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SC2.2-Mixed-Criticality Node: COTS - PTA

28 Ikerlan, Arrasate 03 September 2014

 Commercial off-the-shelf processor
 Access to the information of hardware temporal response

 PTA compliancy through software (e.g., Software Randomization)

 PTA as a sound method to determine WCET  with improved 
guaranteed performance
- Integration tests, measurements, fault injection etc. to check 

coherency of results
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Safety Techniques

29 Ikerlan, Arrasate 03 September 2014

Measures to reduce the probability of systematic faults:

 The overall system is conceived, developed and certified 

using a SIL4 Functional Safety Management (FSM). 

Compliant with EN-50126, EN-50128 and EN-50129

 The hypervisor meets the requirements of a certifiable 

hypervisor (compliant item). 

 Safety partitions are conceived, developed and certified 

using a SIL4 Functional Safety Management (FSM). 

Compliant with EN-50128. 

 

Measures to control errors:

Safety Techniques

30 Ikerlan, Arrasate 03 September 2014

Subsystem
Diagnostic 

technique/measure
See 

IEC 61508-7
Maximum 
Diagnostic 
Coverage 

considered 
achievable

Description

Processing Units Reciprocal comparison by  
software for three channels

A.3.5 High Three processing units (TMR) exchange data 
(including results, intermediate results and test 
data) reciprocally.
A comparison of the data is carried out using 
software in each core („DIAG„ partition in 
„PROXIMA SCPU„). 

Invariable Memory Signature of a double word      
(16 Bit)

A.4.4 High Inclusion of a 16 bit CRC in the memory.

No possibility to change the 
program code. Test of program 
code memory and fixed data 
memory during boot procedure. 

N/A The configuration parameters are not configurable 
in run-time.

Additional "program  code" and 
"fixed data" checks.

N/A At this design stage (Safety Concept) data is taken 
from the invariable memory only during startup and 
configuration. 
If at later design stages there is a need to take data 
from the invariable memory during operation, take 
into consideration that additional "program code" 
and "fixed data" checks during operation would be 
required. This would need to be done by the 
hypervisor and/or the partitions where applicable. 
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Measures to control errors:

Safety Techniques

31 Ikerlan, Arrasate 03 September 2014

Subsystem
Diagnostic 

technique/measure
See 

IEC 61508-7
Maximum 
Diagnostic 
Coverage 

considered 
achievable

Description

Invariable Memory
(Only applicable for  
Ad-hoc Safety 
Concept – SC2.2)

FLASH monitoring with a 
modified Hamming code, or 
detection of data failures with 
error detection codes (EDC) 

N/A Supported by LEON3 FT core

Variable Memory Test RAM A.5.3 High Periodic Test “checkerboard” or “march”. 

Variable Memory 
(Only applicable for  
Ad-hoc Safety 
Concept – SC2.2)

RAM monitoring with a modified 
Hamming code, or detection of 
data failures with error detection 
codes (EDC) 

Supported by LEON3 FT core

Clock Watchdog with separate time 
base and time-window

A.9.2 High A watchdog with upper and lower time windows 
and with a time base that is independent from the 
microprocessor clock. 
Any anomaly in either of the two oscillators 
(processor or watchdog) will cause the system to 
evolve to „Safe State‟. 

Program Sequence

Interrupt Handling 
Subsystem

Combinational of timing and 
logical monitoring of program 
sequence 

A.9.4 High The correct operation of the processor shall be 
continuously verified by means of a watchdog with 
an upper and lower time window, which will be 
refreshed only if the result of monitoring the 
execution of the user program is correct.

 

Measures to control errors:

Safety Techniques

32 Ikerlan, Arrasate 03 September 2014

Subsystem
Diagnostic 

technique/measure
See 

IEC 61508-7
Maximum 
Diagnostic 
Coverage 

considered 
achievable

Description

Program Sequence

Interrupt Handling 
Subsystem

Reciprocal comparison by 
software

A.3.5 High The system presents periodic interruption in each 
core. The period will be linked to the refreshing of 
the system watchdog. In this case, the watchdog 
will only be refreshed if the interruption input period 
occurs within the expected tolerance window.

Data paths (internal
communication) 
(Only applicable for  
Ad-hoc Safety 
Concept – SC2.2)

Multi-bit hardware redundancy
(EDC)

A.7.2 Medium Supported by LEON3 FT core

Partition Interference freeness of non-
safety partition with safety 
partitions, and lower criticality 
levels with higher criticality levels

Certifiable hypervisor
See Section 7.2.3.3 of the Safety Concept 
document that provides a Simplified Failure Mode 
and Effect Analysis for partitions

Platform Built-In Self tests (BIST) 

Start-up test(s) 

Execution of Built-In Self Tests (BIST) and startup-
tests during startup of the platform. During 
Operation further BIST should be run periodically. 

The detailed definition of tests and execution 
sequence is not defined at this stage. They should 
at least cover the CPU, memory, communication 
and peripherals used by safety related functions. 
The startup-test should also ensure correct 
operation of safety relays. 
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System reaction to subsystem errors 

33 Ikerlan, Arrasate 03 September 2014

ID Subsystem Errors System Reaction Final State

SR1 <ETCS – EVC Safe> Partition Error  The hypervisor stops the faulty partition. 
 The „Diag„ partition does not receive confirmation from <ETCS 

– EVC Safe> and does not refresh the watchdog 
 The watchdog reaches time-out and resets the SCPU 
 The SCPU reset de-energizes safety-relays 

Safe State

SR2 <Odometry> Partition Error  The hypervisor stops the faulty partition. 
 The „Diag„ partition does not receive confirmation from 

<Odometry> and does not refresh the watchdog 
 The watchdog reaches time-out and resets the SCPU 
 The SCPU reset de-energizes safety-relays 

Safe State

SR3 <Diag> partition error  The <Diag> partition does refresh the watchdog 
 The watchdog reaches time-out and resets the SCPU 
 The SCPU reset signal de-energizes safety-relays 

Safe State

SR4 Non Safety Partitions Error <ETCS-
EVC (No-Safe)>, <Traction Control 
Unit> and/or <Inverter Control Unit> 
partition error 

 The hypervisor stops the faulty partition 
 The hypervisor re-starts the faulty partition (as configured) 

N/A

SR5 <COM SERVER> Partition error  The hypervisor stops the faulty partition 
 The hypervisor re-starts the faulty partition (as configured) 
 If time-out occurs in the ‗Safety Ethernet„ layer implemented 

in the Safety partitions, safety error is considered (SR1 and/or 
SR2)

If error reaches „Safety 
Ethernet‟ layer then Safe 

State

SR6 Core error  If <Diag> detects severe error (SR3) 
 If hypervisor ‗health monitoring„ detects severe error, 

execution is stopped and the core is reset (SR1, SR2, SR3)

Safe State

SR7 Bus error  If safety communication layers implemented in the safety 
partitions (SR1 and/or SR2) detect severe bus error

Safe State

 

System reaction to subsystem errors 

34 Ikerlan, Arrasate 03 September 2014

ID Subsystem Errors System Reaction Final State

SR8 Power-Supply error  If power-supply outside boundaries, reset SCPU 
 The SCPU reset de-energizes safety-relays 

Safe State

SR9 Safety Relay detected random error  The Safety Partition <ETCS-EVC (Safe)> periodically 
monitors the diagnosis digital input from the safety-relay. If the 
diagnosis digital input does not match the expected state 
(must be equal to digital output taking into account a bounded 
delay), the <ETCS-EVC (Safe)> does not send confirmation to 
<Diag> 

 The <ETCS-EVC (Safe)> also performs diagnosis by means 
of dynamic signal generation and read-back of the signals (not 
switching the relay), in order to make sure that a stuck-at 
failure of the I/O does not prevent switching of relays. If the 
diagnosis fails the <ETCS-EVC (Safe)> does not send 
confirmation to <Diag> 

 If the <Diag> partition does not receive confirmation from 
<ETCS-EVC (Safe)> and does not refresh the watchdog 

 The watchdog reaches time-out and resets the SCPU 
 The SCPU reset de-energizes safety-relays

Safe State

SR10 Safety relay undetected random error  Second independent safety relay is still able of controlling the 
second braking system 

N/A

SR11 Digital input / output error associated 
to safety relay 

 Same as SR10 Safe State

 



D2.13 Annex: Railway Case-Study Safety Concept 
version 3.0 

 143 

SC2- Mixed-Criticality PROXIMA Approach

35 Ikerlan, Arrasate 03 September 2014
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B.5 Annex A – PTA 
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Annex A – PTA Certification
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Outline

 WCET and IEC-61508

 Use of a watchdog and safe state

 PTA for achieving temporal independence

 PTA deadline miss probability as hardware failure rate

 PTA without a watchdog/safe-state?

2 Ikerlan, Arrasate 03 September 2014
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WCET and IEC-61508

 Only a few direction mentions of timing verification and 
WCET analysis in IEC-61508

 IEC 61508-3, 7.9.2.14:  “Verification of timing performance: 

predictability of behaviour in the time domain shall be verified”

 IEC 61508-3, F.5: “deterministic scheduling methods (for example, 

a cyclic scheduling algorithm which gives each element a defined 

time slice) supported by worst case execution time analysis of 

each element to demonstrate statically that the timing 

requirements for each element are met”

 Similar in scope and formulation to the recommended 
practices for other safety-related application domains

3 Ikerlan, Arrasate 03 September 2014
 

Use of a watchdog and safe state

 From IEC 61508 to related domains of Fail Safe 
Systems

 Railway (EN 5012x), Automotive (ISO 26262), 
Machinery (ISO-13849), etc.

 Watchdog, time-fences and safe-state: all deadline 
missed are to be detected (even if not deemded
dangerous) and the system driven to a specified safe 
state

4 Ikerlan, Arrasate 03 September 2014
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PTA for achieving temporal independence

 A.1. PTA-compliance at execution-time level may be 
regarded as a technique for achieving temporal 
independence between software elements on a single-, 
multi-core processor computer 
 Hence achieving conformance with [IEC-61508-3, Annex F] 

 Limitation
 The current PTA state of the art has proven the above for single-

core processor systems

 Much remains to be done to arrive at the same result for COTS 
multi-core processors

 Benefits
 For certain types of multicore processors PTA provides a sound 

and effective method to determine tight WCET bounds that help 
warrant isolation budgets for each element of interest [IEC-61508-
3 Annex F]

5 Ikerlan, Arrasate 03 September 2014
 

PTA deadline miss probability as HW λ
 A.2. With PTA, the event of deadline miss is attached a 

probability of occurrence, which can be considered in the 
calculation of (HW-related) failure rate at system level

 Limitation
 As the complexity of multi-core processors increases, traditional 

static WCET analysis techniques translate the greater extent of 
unknowns into greater pessimism

 As the architecture of modern multi-core processors hides lots of 
details on its internal operation, the state space grows enormously 
and with it the pessimism in WCET analysis

 Benefit
 Contain pessimism on a scientific basis

pWCETs (a function of exceedance probability) and 

λ: FIT + pWCETs ?

6 Ikerlan, Arrasate 03 September 2014
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PTA without a watchdog/safe-state?

 PTA for not fail-safe applications

 What can be the role for an IEC-61508 watchdog in a PTA-
enabled system?

 Is a full mathematical demonstration of the PTA reasoning needed 
for use with IEC-61508?

 What can be transposed to other application domains 
(Automotive, Avionics, Space)?

7 Ikerlan, Arrasate 03 September 2014
 

This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085
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Annex A – PTA Certification

Tullio Vardanega

Arrasate, September 3rd, 2014
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Appendix C: Meeting Minutes 

Place: IKERLAN, Arrasate 

Date: 3.9.2014 

Present: Mikel Azkarate-Askasua (IKERLAN) 

Jon Perez(IKERLAN) 

Irune Agirre (IKERLAN) 

Nerea Uriarte (IKERLAN) 

Tullio Vartanega (University of Padua) 

Francisco Cazorla (BSC) 

Hendrik Schäbe (TÜV Rheinland InterTraffic) 

1. Preface 

The meeting has been a meeting of the Proxima consortium. The goal of the presence of TÜV 
Rheinland was to give an opinion about aspects of probabilistic timing analysis and future 
certifiability of the approach described in /1/. 

For preparation, the railway safety concept /1/ has been sent before, read by TÜV Rheinland and 
comments have been sent. 

2. Documentation 

/1/ Dx.X Railway Case-Study Safety Concept, Version 1.0 

3. Meeting 

Francisco Cazorla gives an overview presentation on the Proxima project. The presentation is 
handed out. 

The Proxima project is set up for developing Probabilistic Timing Analysis for application in 
safety related applications (automotive, space, rail, avionics, industrial). 

WP1 includes hardware randomisation 

WP2 includes software randomisation 

Mikel Azkarate-Askasua gives an overview on WP4-Railway Case study. The presentation is 
handed out. 

Franciso Cazorla gives a presentation about probabilistic time analysis. The presentation is 
handed out. 

Fault injection is used to show coincidence with measurements. Focus is set on measurement 
based PTA (MBPTA). 
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I1: Statistical testing theory should be applied to verify whether the right parametric distribution 
has been chosen, considering an alternative hypothesis. With the iterative approach presented, 
the second kind error is unknown.  

Mikel Azkarate-Askasua introduces the safety concept /1/. The presentation is handed out. 

For safe communication, the methods of EN 50159 need to be implemented. This facilitates safe 
communication over potentially unsafe channels. 

Note that, the FPGAs are used as a simple tool to show that the hardware side of the approach is 
feasible in the Proxima project. 

Measures from IEC 61508-7 are currently used in the project for having a single reference. The 
project is aware of the differences between IEC 61508 / EB 50128/9 and that they have to be 
dealt with in a future application project.  

It has been discussed that in railway systems there are also some safety functions which are fail-
operational (e.g., a train must not stop inside a tunnel) and thus, unlike in fail-safe systems, 
availability becomes crucial and temporal diagnosis techniques such as watchdogs are not 
anymore the solution to deal with deadline misses. Therefore, if fail-operational functions are 
involved, the random number generators employed for the presented PTA techniques (which 
could be understood as a safety-function under this assumption) should also be developed 
according to the corresponding safety standards (up to the system’s highest SIL level, if not 
proven by risk analysis that a smaller SIL is feasible) and the whole PTA approach should be 
demonstrated mathematically at sufficient rigor and authority base. 

Tullio Vardanega presents the annex A of /1/ “PTA certification”. The presentation has been 
handed out.  

For multicore processors one has to deal with dependencies, especially dependency on the 
history of the system. Not meeting the deadline for a task is finally caused by the complexity and 
the behaviour of the hardware. Therefore, this probability should be seen as an additional 
hardware failure mode. 

During the meeting discussing the points mentioned in the annex no show stoppers have been 
found for the concept described in /1/. However, there are several issues that need to be taken 
into account and that are listed by I1, I2, etc. 

It is planned to send the updated version of the safety concept (including PTA annex) to TÜV 
Rheinland, which will be re-reviewed by TÜV Rheinland and a final written assessment 
statement will be given. For the re-review and reporting of that re-review TÜV Rheinland will 
send an additional quotation. 

Cologne, 5.9.2014 

(Dr. Hendrik Schäbe) 
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Appendix D: List of Open Points 

This Section contains the List of Open Points provided by TÜV Rheinland based on the review meeting (see Appendix C: Meeting Minutes) and 
document v1.1, and the actions proposed by the authors already integrated in this document (v2.0). 

Comment 

number 

Place in the 

document 

Comment Project’s reply Project’s action 

I1 General – 
discussion 
during the 
meeting 

Statistical testing theory should be applied to verify whether 
the right parametric distribution has been chosen, considering 
an alternative hypothesis. With the iterative approach 
presented, the second kind error is unknown. 

Noted. Will be taken into 
account in the project. 

p.78, section A.2.1: New section 
introduced where the statistical approach 
is explained. 

I2 p. 13, 2.1.4:  EN 50126/8/9 is not an interpretation of IEC 61508 in the 
railway area. These are just the standards that need to be 
applied there. Note that, there are partially different 
requirements in IEC61508 and the railway standards and also 
some contradictions between them. 

Therefore, references to IEC 61508 can be misleading. 

See p.21 for references to IEC 61508-2. 

Noted that EN 50126/8/9 
is not an interpretation. 
reference to IEC 61508 
has been used to have the 
same scheme of reference 
for different application 
areas in this research 
project. 

Will be explained in the 
report 

p. 14, section 2.1.4: Explication adapted: 
EN 50126/8/9 are derived from IEC-
61508. 

p.33, p.44 and p.51: Paragraph added to 
clarify why references are done to IEC-
61508, but the differences against EN-
5012x are known by the authors. 

p.54, section 7.2.3: Statement added 
explaining why IEC-61508 is used as a 
reference.  
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Comment 

number 

Place in the 

document 

Comment Project’s reply Project’s action 

I3 General The issue of common cause and common mode failures 
(independence of items) in systems with composite fail-safety 
needs to be treated. 

 

Noted, discussed in the 
meeting and will be 
implemented in the 
update of /1/ 

p.45 section 6.1.2.1: in point B.3 
common and independent resources are 
listed.  

I4 p. 24, 
chapter 
3.2.3.1 

 

When randomized resources are used it must be proven that 
they are really random. This is not done by just fitting a 
distribution function but would also need some theoretic 
elaboration and some analysis on correlation and distribution 
in higher dimensions. Later on Stabilizer is mentioned. So, this 
one should be analysed in depth before one could rely on it. 

This issue has been 
subject in the meeting and 
will be implemented in 
the update of /1/ 

This issue is further elaborated in the 
PTA Appendix- A. 

Chapter 3.2.3.1 is introductory so it is 
left untouched. 

I5 p. 25, 
chapter 3.2.4 

 

Note that, also in railway some systems need to be fail-safe 
since a safe stopping state is not always available. 

Noted. Issue has been 
discussed in the meeting 
and it is even more 
important in avionics. 

p.26, section 3.2.4: Explicative item 
added. 

I6 General The question of isolating different tasks is left aside in my 
considerations. 

Noted. No reaction 
necessary.  

Comment: Isolation is 
task of the hypervisor 
(assessed elsewhere) or 
the operating system (not 
subject here) 

No action required.  
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Comment 

number 

Place in the 

document 

Comment Project’s reply Project’s action 

I7 p. 49, 
chapter 7.1: 

What would be the appropriate SIL of the hypervisor? 

The ref [100] in /1/ says that the hypervisor fulfils the 
requirements of the safety concept. Is this enough? The 
software process for the hypervisor should be SIL 4 or it needs 
to be shown by a risk analysis that the hypervisor can have a 
smaller SIL. 

According to the FMEA (section 7.2.2.3), the hypervisor is a 
protection against several faults. 

The hypervisor is handled 
in another document. A 
possible SIL depends on 
the safety architecture of a 
possible future 
application. 

p. 51, section 7.1: Reference to 
DREAMS document defining the 
hypervisor included. 

I8 p. 54, 
chapter 
7.2.3.2: 

The table relates to IEC 61508-7 instead of to EN 50128. If 
IEC 621508 is just used to get information about diagnostic 
coverage - no objection. 

See reply to I2. p.54, section 7.2.3: Statement added 
explaining why IEC-61508 is used as a 
reference. 

I9 p. 66, 
chapter 7.3 

For hardware randomization: 

 EN 50128 needs to be applied 
 The hardware random generator must be at the same 

SIL as the system (SIL 4), if not proven by risk 
analysis that a smaller SIL is feasible. This proof of a 
smaller SIL would be cumbersome, since the entire 
proof in PTA relies on the randomisation. 

The issue of 
randomisation is subject 
of workpackages WP1 
and WP2 of Proxima and 
for this document it is 
assumed that the 
conditions are fulfilled. 
Will be made clear in the 
report /1/. 

p.68, section 7.3.1: New assumption 
introduced on the fault hypothesis 
clarifying that the HW random generator 
is developed according to Appendix-A. 

p. 79, section A.2.2: Details on the 
development of the random number 
generator introduced 
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Comment 

number 

Place in the 

document 

Comment Project’s reply Project’s action 

I10 Appendix A 

 

The idea is clear. The budget of the THR will be apportioned 
to different hardware and also to the random mechanism for 
timing. 

To implement this, at least it needs to be ensured: 

The random seed (and all measures described below) must be 
implemented with SIL 4 and failures must be detected. The 
latter one is a cumbersome condition. It would only be feasible 
e.g. running different but analogous random number generators 
in different cores and comparing the sequences of random 
variables with channel crosscheck. The underlying (software) 
random number generator must be proven to deliver random 
numbers that are independent and identically uniformly 
distributed. 

Moreover, the random sequence must have a sufficient 
sequence length and must be implemented to randomize the 
considered processes (e.g. cache access). It must be proven, 
that the times are random variables following a certain 
distribution. For each randomization, a new random number 
must be used. Then, the execution time can be expressed as a 
function of the execution times of the single steps, e.g. a 
maximal value (leads to extreme value distributions) or a sum 
(would mainly lead to a normal distribution). The distribution 
type needs to be substantiated by theoretical considerations and 
validated by tests. 

Noted. Relevant parts will 
be taken into the update 
of appendix A of /1/. 

p.75, Appendix A: New structure for 
Appendix-A has been proposed and 
worked out. 
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Change Log 
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o Appendix IV-B: Meeting Minutes 
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the given solutions). 
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throughout the document.  

 

 



D2.13 Annex: Automotive Case-Study Safety Concept 
version 2.0 

3 

Table of Contents 

PART I: INTRODUCTION (INFORMATIVE) 

1 PROXIMA .............................................................................................................................................9 

1.1 PROXIMA: overview of the project ................................................................................ 9 

1.2 Purpose of the document ............................................................................................ 10 

1.3 Output of the work ....................................................................................................... 10 

2 Automotive Domain ......................................................................................................................... 12 

2.1 Automotive System Architecture ................................................................................. 12 

2.1.1 Multicore Processors in the Automotive Domain ................................................................ 12 

2.2 AUTOSAR ................................................................................................................... 13 

2.3 Safety certification ....................................................................................................... 14 

2.3.1 IEC-61508 ........................................................................................................................... 14 

2.3.2 ISO-26262 .......................................................................................................................... 15 

2.3.3 IEC-61508 and ISO-26262: Different Terms, Similar concepts ......................................... 15 

2.4 Current limitations and potential mixed-criticality improvements ................................ 16 

3 Mixed-Criticality ............................................................................................................................... 18 

3.1 Introduction .................................................................................................................. 18 

3.2 Key technologies ......................................................................................................... 19 

3.2.1 Multicore ............................................................................................................................. 19 

3.2.2 Timing Analysis................................................................................................................... 19 

3.2.3 Safety certification strategy ................................................................................................ 20 

3.2.4 Partitioning Approaches ..................................................................................................... 22 

3.3 Current limitations of multicore technology on temporal behaviour ............................ 22 

3.4 Research projects and initiatives ................................................................................. 23 

4 Multicore Processor AURIX ............................................................................................................ 24 

4.1 Introduction .................................................................................................................. 24 

4.2 Multicore ...................................................................................................................... 24 

4.3 Communications .......................................................................................................... 25 

4.4 Temporal Interference ................................................................................................. 25 

4.5 Spatial Interference ..................................................................................................... 25 

PART II: SAFETY CONCEPT (TO BE REVIEWED) 

5 Requirements ................................................................................................................................... 28 

5.1 Scope........................................................................................................................... 28 

5.2 Functional Requirements............................................................................................. 29 

5.3 Safety Requirements ................................................................................................... 29 

5.3.1 Safety Goals of the Cruise Control System (CC) (SR_CC_1) ........................................... 29 



D2.13 Annex: Automotive Case-Study Safety Concept 
version 2.0 

4 

5.3.2 Input Signals (SR_CC_2) ................................................................................................... 30 

5.3.3 Output Signals (SR_CC_3) ................................................................................................ 31 

5.3.4 Fault Detection (SR_CC_4) ................................................................................................ 31 

5.3.5 Safe State (SR_CC_5) ....................................................................................................... 32 

5.3.6 Process Safety Time (PST) or Fault-Tolerant Time Interval (FTTI) (SR_CC_6) ............... 32 

5.4 Allocation of the functional safety requirements to functional Units ............................ 32 

6 Safety Concept ................................................................................................................................. 33 

6.1 Common Practice in Industry ...................................................................................... 33 

6.1.1 Introduction ......................................................................................................................... 33 

6.1.2 Safety Concept ................................................................................................................... 33 

6.1.3 Limitations ........................................................................................................................... 38 

6.2 Integrated „Mixed-Criticality‟ approach ........................................................................ 39 

6.2.1 Introduction ......................................................................................................................... 39 

6.2.2 Fault Hypothesis ................................................................................................................. 40 

6.2.3 Safety Concept Description (AURIX Processor; Multicore) ............................................... 41 

6.2.4 Simplified Failure Mode and Effect Analysis (FMEA) ......................................................... 47 

6.2.5 Safety techniques ............................................................................................................... 51 

6.2.6 System Reaction to Errors .................................................................................................. 57 

6.2.7 Limitations ........................................................................................................................... 59 

6.2.8 Overcoming by means of MBPTA-MUC ............................................................................. 59 

Appendix II-A: PROXIMA technology in the Automotive Domain ....................................................... 60 

A.1: Introduction .................................................................................................................... 60 

A.1.1 Current Practice Timing Analysis ............................................................................................. 60 

A.1.2 MBPTA: Goal and Principles .................................................................................................... 61 

A.1.3: Techniques for MBPTA compliance ........................................................................................ 62 

A.2: Application of MBPTA to the Automotive Safety Concept ............................................. 64 

A.2.1: Cache Jitter Mastering through Toolchain-Agnostic Software Randomization (TASA) .......... 65 

A.2.2: Bus Jitter Mastering through Deterministic Upperbounding .................................................... 66 

A.2.3: Bus Jitter Mastering Through Statistical Analysis ................................................................... 67 

A.2.3.1 Forecasting-Based Interference Analysis ............................................................................. 69 

PART III: OPEN POINTS (QUESTIONS) 

Appendix III-A: Including AUTOSAR ...................................................................................................... 74 

Appendix III-B: Fail Operational considerations ................................................................................... 75 

Acronyms and Abbreviations ................................................................................................................. 76 

References ................................................................................................................................................ 79 

PART IV: REVIEW MEETING 

Appendix IV-A: Presentations ................................................................................................................. 88 



D2.13 Annex: Automotive Case-Study Safety Concept 
version 2.0 

5 

IV-A.1: 1.1 - Introduction ....................................................................................................... 88 

IV-A.2: 1.2 - PROXIMA Technology overview ...................................................................... 93 

IV-A.3: 1.3 - Automotive Use Case Application .................................................................. 100 

IV-A.4: 2.1 - Automotive Safety Concept ............................................................................ 104 

IV-A.5: 2.2 - Appendix II-A (I): TASA Specifics for the AURIX ........................................... 117 

IV-A.6: 2.3 - Appendix II-A (II): MBPTA-MUC Analysis for the AURIX ............................... 124 

IV-A.7: 3.1 - Appendix II-A (II): MBPTA-MUC Analysis for the AURIX ............................... 130 

Appendix IV-B: Meeting Minutes .......................................................................................................... 133 

Appendix IV-C: List of Open Points ...................................................................................................... 136 



D2.13 Annex: Automotive Case-Study Safety Concept 
version 2.0 

6 

 

Executive Summary 

The development and certification of mixed-criticality systems that integrate applications of 
different criticality levels (across the diverse dimensions of safety, security, and real-time) can 
provide multiple benefits such as product cost-size-weight reduction, reliability increase (e.g., 
reduction of subsystems, cables and connectors) and flexibility / extensibility to support the 
increasing demand for integration of new functionalities. The transition to multicore processors 
can support the development of mixed-criticality systems but, at the same time, it leads to several 
new challenges. While a mixed-criticality paradigm based on multicore and partitioning provides 
multiple potential benefits, it is clear that the safety certification of such systems based on 
Commercial of the Shelf (COTS) multicores designed for best average performance, and/or with  
IP restrictions on the public documentation of critical internal operation is a challenge [1-4]. 

The main challenge of PROXIMA [2] is the efficient analysis of the temporal behaviour of 
mixed-criticality systems executing on multicore and manycore platforms, via innovative 
probabilistic techniques based on the concept of time randomization. Future exploitation of the 
PROXIMA technology could be at stake if no clear route for certification is identified, which can 
accompany industrial interest. Additionally, to ensure that relevant certification bodies with 
authority in the targeted domains are aware of the PROXIMA approach is also a key interest of 
the project. 

This self-contained document is submitted to TÜV Rheinland, a relevant certification body in the 
industrial domain, with the following goals: 

 The third-party authoritative review of a Safety Concept for a simplified dependable 
cruise control case-study, which serves as a representative proof of concept example to 
discuss the PROXIMA contribution and limitations / comments that should be taken into 
account in a future certification process.  

 The dissemination of PROXIMA contribution to TÜV Rheinland. 
 The gathering of detailed feedback from TÜV Rheinland. 
 The definition of an action plan based on the received feedback (if needed). 
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Structure of the document 

This document is organized as follows: 

 Part I – Introduction (Informative): This part serves solely introductory purposes and 
hence, it is not for review. It provides a basic background on the following topics: 
o Section 1 introduces the PROXIMA project 
o Section 2 introduces the Automotive domain 
o Section 3 reviews the state of the art in multicore and mixed-criticality systems 
o Section 4 describes and analyses the AURIX platform used in the Safety Concept 

 Part II – Safety Concept (To be reviewed): This is the assessed block that describes the 
safety requirements and safety concept definition to be reviewed by TÜV Rheinland: 
o Section 5 specifies most relevant safety requirements 
o Section 6 describes the proposed Safety Concept focusing on multicore and mixed-

criticality integration 
o Appendix II-A discusses the application of MBPTA to a COTS multicore mixed-

criticality setup (which we call MBPTA-MUC in this report) considering IEC-61508 
and ISO-26262 

 Part III – Open Issues (Questions): The aim of this part is to leave open a set of 
questions for further discussion on the following topics (it is not to be reviewed): 
o Appendix III-A evaluates the inclusion of AUTOSAR in safety-critical systems and 

multicore processors 
o Appendix III-B evaluates the impact of the presented approach with respect to fail-

operational systems 
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PART I – INTRODUCTION 

(INFORMATIVE)  
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1 PROXIMA 

This section provides an overview of the PROXIMA project and introduces the scope and 
purpose of the definition of the Safety Concept core matter. Some of the contents of this 
introductory section are reused from the railway Safety Concept definition [5]. The authors are 
fully aware of the redundancy that has occurred as a result of wanting to make the document 
self-contained. 

1.1 PROXIMA: overview of the project 

EU industries developing Critical Real-Time Embedded Systems (CRTES) (safety, mission or 
business critical), such as Aerospace, Space, Automotive, and Railway, face relentless demands 
for increased processor performance to support advanced new functionality. At the same time, 
commercial and economic pressures drive the need for reduced development, verification, 
certification, and production costs, in order to remain competitive on a world stage. All this 
brings the transition to multicore processors and the advent of manycores, which come together 
with a once-in-a-life-time disruptive challenge for the CRTES industries in Europe. 

This challenge brings the opportunity to integrate multiple applications onto the same hardware 
platform bringing significant advantages in performance, production costs and reliability. These 
applications may sometimes have different criticality levels, which involve several challenges 
concerning safety certification. It also brings a severe threat relating to a key problem of CRTES: 
the need to prove that all temporal constraints will be satisfied during operation under all 
conditions. Current CRTES, based on relatively simple single-core processors, are already 
extremely difficult to analyse for temporal behaviour, resulting in errors in operation costing EU 
industry billions of Euros each year. The advent of multicore and manycore platforms 

exacerbates this problem, rendering traditional temporal analysis techniques ineffectual and 
making arise the need of a new approach. 

The PROXIMA [2] approach consists in analysing  the temporal behaviour of mixed-criticality 
CRTES executing on multicore and manycore platforms via probabilistic techniques. To reach 
its goal PROXIMA defines new hardware and software architectural paradigms based on the 
concept of randomization. It extends this approach across the hardware and software stack 
ensuring that the risks of temporal pathological cases are reduced to quantifiably small levels. 

On top of this, PROXIMA builds a comprehensive suite of probabilistic analysis methods 
integrated into commercial design, development and verification tools, complemented by 
appropriate arguments for certification. PROXIMA provides a complete infrastructure; 
harnessing the full potential of new processor resources, demonstrating and supporting effective 
temporal analysis through Probabilistic Timing Analysis (PTA) techniques, bringing the 
probabilistic approach to a state of technological readiness, and priming multiple EU industry 
sectors in its use via a number of case studies. 

PROXIMA will enable EU industry to reinforce its technological and market leadership with the 
ability to develop cost-effective, high-performance CRTES encompassing multiple applications 
with different criticality levels on multicore and manycore platforms. In product terms, this 
ability will bring about benefits in reduction of size-weight-power, reduction in production costs, 
increased reliability, increased availability and effectively doing more (hard real-time 
performance and average throughput) with less (processing resource and energy usage). 
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1.2 Purpose of the document 

This document is part of the output of the task “T2.7 Certification task”. Its aim is to define the 
Safety Concept for the automotive use-case following the technology developed in the 
PROXIMA project for the concept validation of a certification authority in the view of future 
industrialization. The result will serve to validate the Measurement-Based Probabilistic Timing 
Analysis (MBPTA) approach in general (from the lessons learned with its MBPTA-MUC 
instantiation), core contribution of PROXIMA, in the automotive use-case, which is in turn a 
task of WP4 and, jointly, validate backwards by an external authority the PROXIMA 
hardware/software/tools approach regarding the future certifiability of the concept. Figure 1 
shows the relationship of this document (D2.13 Annex: Automotive Case-study Safety Concept) 
and task T2.7 with other tasks and work packages (WPs) of the project. 

 

Figure 1: PROXIMA work package and task dependencies 

1.3 Output of the work 

The core matter of this document is the definition of the Safety Concept for an automotive use 
case based on the PROXIMA contribution, and the documentation of the feedback provided by 
the certification authority. The definition of the Safety Concept will serve to illustrate a practical 
application of the PROXIMA technology solutions for multicore timing analysis. The principal 
outputs expected of this work include: 

1. An independent assessment that the mechanisms (e.g., software randomization) that 
allow the correct application of MBPTA-MUC techniques on COTS processors can be 
trusted, and that the use practices of multicore processors recommended by PROXIMA 
do not compromise the safety of the system. 

2. An independent assessment that the execution-time bound information computed by the 
use of MBPTA-MUC techniques could be soundly used for additional purposes within 
the boundaries of IEC-61508/ISO-26262, such as, “to demonstrate statically that the 
timing requirements for each element are met” (IEC-61508-3 Annex F, ISO-26262-6 

D2.13- Annex B: 
Automotive SC 
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Annex D) for achieving temporal independence upon certain deterministic scheduling 
methods. 
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2 Automotive Domain 

This section surveys the automotive domain from the perspective of PROXIMA. It introduces 
the subsystems of interest for the case study and reviews the relevant safety certification 
standards. Finally, it outlines the current limitations and future potential improvements by means 
of mixed-criticality integrated approach. 

2.1 Automotive System Architecture 

In the automotive industry, as in many other CRTES domains, the technological advances have 
allowed the replacement of many mechanical parts to be controlled by embedded functionality 
deployed in ECUs (Electronic Control Units). As a result, the number of ECUs present in 
modern cars has increased in the recent years from a few units up to 100 and they can control 
almost every aspect of the car [6]. This has supposed an increasing need of computation power. 

There are a number of different types of ECUs in modern cars, including an Engine Control 
Module (ECM), Power-train Control Module (PCM), Body Control Module (BCM), Brake 
Control Module (BCM), General Electric Module (GEM), etc. The Body Control Module 
consists of the ECUs that monitor and control different electronic features of the vehicle’s body 
such as lights, central locking, windows, wiper control, air conditioning, etc. These ECUs are 
interconnected by dedicated communication buses, like FlexRay or CAN buses. 

A novel embedded functionality included in modern vehicles is the Cruise Control (CC) System. 
The Cruise control system controls the speed of a vehicle automatically without human 
intervention. The system takes control over the throttle of the car to maintain the speed set by the 
driver. In addition to this, the cruise control includes a set of safety features, e.g., to deactivate 
itself when the driver hits the pedals. Section 5 describes the cruise control system in more detail. 

2.1.1 Multicore Processors in the Automotive Domain 

The great majority of ECUs are implemented on single-core processors following a federated 
architecture paradigm where each processor hosts a functionally independent application. With 
the cost sensitivity of many automotive applications, many of these microcontrollers are not even 
32-bit processors. There remains a mix of 8-bit and 16-bit controllers; alongside 32-bit 
processors, where they are adequate for the job. 

However, recently released automotive solutions start to integrate multicore devices in 
application areas that are not safety-related (e.g., infotainment). Here there are many examples of 
multicore and heterogeneous architectures: 

 Renesas’ SH-Navi family (e.g. SH-Navi3 with dual SH-4A cores) [7] 

 TI’s Jacinto family (DRA626,648,658 and 746 ) combining TI C674x VLIW DSPs with 
various ARM Cortex cores [8] 

 Freescale’s iMX6 family with ARM Cortex A9 and M4 cores [9] 

The heterogeneity of these systems almost always results in Asymmetric Multiprocessing (AMP) 
like system approaches – where the second core is used more like a co-processor for offloading 
communication and other stacks such as security. 
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Some other automotive multicore devices target purely safety-critical applications, by integrating 
lockstep cores and many other safety mechanisms (e.g. TI Hercules TMS570 [10] and Freescale 
MPC5643L [11]). However, these devices are single-core equivalent, with increased confidence 
thanks to the lock-stepped core configuration, but they do not allow the parallelization of 
different applications on different cores. 

The latest generation of automotive multicore devices are clearly designed to target mixed-
criticality due to the presence of both multiple lock-stepped cores targeting ISO-26262 ASIL D 
capability and non-lock-stepped cores (e.g., AURIX TC27x processor family [12], Freescale 
MPC5777M [13]). These multicore solutions are a promising solution as they provide both 
safety and increased multicore performance. There are already several works [14-16] outlining 
their experience with these processors leading to confidence that the newly available multicore 
devices targeting mixed-criticality safety applications will be considered in the automotive 
domain in the very near future. 

2.2 AUTOSAR 

AUTOSAR (AUTomotive Open System ARchitecture) is a worldwide development partnership 
of vehicle manufacturers, suppliers and other companies from the electronics, semiconductor and 
software industry [17]. Since 2003, AUTOSAR has been working on the development of open, 
standardized software architecture for automotive ECUs. AUTOSAR establishes a three-layered 
architecture that allows freedom in the way each partner develops its solution. The three layers 
that form the AUTOSAR architecture are the following: 

 Basic Software (BSW): standardized software modules. It can be divided into 3 parts: 

o Services 

o ECU abstraction 

o Micro-controller abstraction 

 Runtime environment: performs the communication between the application layer and 

the basic software. It allows software components (application layer) to be independent 

from the mapping to specific ECUs 

 Application Layer: application software components 

 

Figure 2: AUTOSAR Architecture [17] 
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AUTOSAR is interesting for the automotive industry for benefits such as improved quality and 
reliability of Electrical and Electronic systems, ease of implementing software and hardware 
changes and updates, compatibility between different COTS processors, software and hardware 
components and scalability across product lines. 

The latest release of AUTOSAR 4.0 includes support for multicore processors. This means that 
applications can be mapped onto partitions that are, in turn, mapped to cores. Among other 
features, AUTOSAR multicore presents the following characteristics [18, 19]: 

 Multicore start-up/shutdown 
 Cross-core task activation and task chaining 
 Spinlocks: it consists on a mechanism for mutual exclusion across tasks on different 

cores. Once a task gets a lock, the other tasks on other cores will be unable to obtain that 
lock variable until it is released. 

 Inter-OS-Application Communicator (IOC): allows the exchange of data between tasks 
and interrupt service routines on various cores. 

Several works evaluate the implementation of AUTOSAR in multicore systems [14, 20-22]. 
AUTOSAR can support the requirements of ISO-26262 [23]. Vector Informatik together with 
TTTech are working on the implementation of the multicore version of AUTOSAR [21] while 
addressing the requirements for functional safety as described in ISO-26262. To that end, they 
provide operating systems, AUTOSAR Runtime Environment (RTE) and runtime monitoring 
features for the timing behaviour and control flow of the software together with a central 
watchdog manager for multicore implementations up to ASIL D. Similarly, they offer software 
solutions that support ISO-26262, like MICROSAR software from Vector [24]. In the 
framework of the RECOMP EU project [25] Elektrobit implemented the AUTOSAR compliant 
AutoCore OS for the AURIX TriCore platform, which has been then evaluated on an 
Automotive Electrical Steering Column Lock application following ISO-26262 ASIL D 
requirements [14]. 

2.3 Safety certification 

Automotive safety-related systems are bound to comply with the legal directives in place before 
they can enter industrial production. To aid in this process, safety standards dictate the required 
needs to address safety certification. The ISO-26262 standard [26] is specifically written for the 
automotive domain. This standard is based on the generic IEC-61508 [27] safety standard for the 
functional safety of Electrical / Electronic / Programmable Electronic (E/E/PE) safety-related 
systems. This section will briefly point out the main features of these two standards. 

2.3.1 IEC-61508 

IEC-61508 [27] is a generic international safety standard for the functional safety of E/E/PE 
safety-related systems. The standard establishes the requirements for all safety life-cycle 
activities for ensuring that the resulting system complies with the required Safety Integrity Level 
(SIL). The SIL is a discrete level corresponding to a range of safety integrity values where 4 
corresponds to the most stringent level and 1 to the least. As a rule of thumb, the higher the SIL 
higher is the risk against which the system must be protected, and consequently, higher is the 
cost and effort involved in its certification. 

The standard is structured in seven parts, dedicated to hardware, software, detailed description of 
safety measures/techniques and a set of informative guides, definitions and examples. 
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Many domain specific standards are based on this generic standard (Figure 3). 

 

Figure 3: Domain Specific Standards based in IEC-61508 

IEC-61508 does not provide any explicit guidance for the implementation of multicore 
architectures yet. 

2.3.2 ISO-26262 

The ISO-26262 safety standard [26] applies to all activities during the safety life-cycle of safety-
related road vehicle systems comprised of electrical, electronic and software elements. The 
standard is comprised of 10 parts where the management of functional safety, hardware and 
software development processes, system level and production and operation measures are 
provided, together with additional definitions and guidelines. 

The standard defines an automotive sector specific integrity level, Automotive Safety Integrity 
Level (ASIL), ranging from A to D being the latter the most stringent level. ISO-26262 provides 
ASIL dependent requirements for the whole life cycle, including hardware and software 
components. 

ISO-26262 does not provide any explicit guidance for the implementation of multicore 
architectures yet. 

2.3.3 IEC-61508 and ISO-26262: Different Terms, Similar concepts 

IEC-61508 and ISO-26262 often use a different terminology for defining similar concepts. For 
instance, the criticality level is differently formulated in both standards. IEC-61508 defines four 
SIL levels and ISO-26262 four ASIL levels. Table I shows a common relation among SIL and 
ASIL levels where QM stands form „Quality Management’: 

Table I: Relation among ASIL and SIL levels (ISO-26262 and IEC-61508) 

ISO-26262 

ASIL level 

Consequences in case of 

failure 

IEC-61508 

SIL Level 

Consequences in case of 

failure 

QM No injuries - - 

ASIL A Light to moderate injuries SIL 1 Minor 

ASIL B Severe to life-threatening 
(survival probable) injuries 

SIL 2 Major 

ASIL C Severe to life-threatening SIL 2 Major 
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(survival probable) injuries 

ASIL D Life-threatening (survival 
uncertain) to fatal injuries 

SIL 3 Severe 

- - SIL 4 Catastrophic 

 

Additionally, there is some other terminology differently formulated on each standard but 
referring to the same concept. This document will equivalently refer to the following terms 
gathered in Table II: 

Table II: Equivalent terms for ISO-26262 and IEC-61508 

ISO-26262 IEC-61508 

Fault Tolerant Time Interval (FTTI) Process Safety Time (PST) 

Safety Element out of Context (SEooC) Compliant-item 

 

2.4 Current limitations and potential mixed-criticality improvements 

The following table describes current limitations of the federated architecture on the automotive 
domain and potential improvements that could be achieved by means of mixed-criticality 
integrated approach based on multicore processors. Equivalent analysis of limitations / 
improvements are described for wind turbines in [4, 28]. 

As previously explained, the automotive domain follows a federated approach where multiple 
ECUs are designed to support a high number of automotive applications. As described in Table 
III, this approach of „dependable embedded platform for all applications in a federated 
architecture’ has some limitations. The evolution towards a “dependable mixed-criticality 
embedded platform for all applications in an integrated architecture” could overcome some of 
these limitations and provide several competitive advantages already described in this document. 

Table III: Limitations of the Federated approach and future desired improvements 

Group 
Limitation(s) of federated 

approach 
Potential improvements of 

integrated approach based on 

mixed-criticality 

Communication 
Bandwidth and 

QoS 

Bandwidth and QoS limitations 
in communication networks 

On-chip communication provides 
higher communication bandwidth 
and higher QoS 

Reliability 

EMC sensitivity on the 
communication network due to 
high communication bandwidth 
 
A big amount of connectors and 
cables are required to 
interconnect subsystems, leading 
to reliability issues (e.g. [29]) 

On-chip Communication more 
immune to EMC 
 
On-chip Communication provides 
higher reliability (neither cables 
not connectors) 

Cost 
In a federated architecture the 
material cost corresponds to the 

In an integrated architecture, the 
physical subsystem becomes a 
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addition of material cost of 
subsystems, cables and 
connectors 

software partition mapped in an 
embedded platform. The material 
cost is not incremented by the 
addition of new software partitions 
(no additional subsystem, cables or 
connectors) 

Scalability and 
Flexibility / 
Extensibility 

The addition of new 
functionalities leads to the 
addition of new subsystems with 
associated cables and connectors. 
This limits the: 

o Scalability: The 
addition of new 
subsystems at current 
pace might jeopardize 
the scalability of 
system integration 

o Flexibility / 
Extensibility: The 
addition of new 
subsystems does not 
only imply 
development of 
additional embedded 
systems but affects 
the design, 
management and 
support of the overall 
system design (e.g. 
cabling schematics) 

The addition of new functionalities 
leads to the addition of new 
software partitioned subsystems 
within an embedded platform 

SWaP 
High Size, Weight and Power 
(SWaP) factor 

Reduced SWaP 
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3 Mixed-Criticality 

This section presents the notion of mixed-criticality, and surveys the state of the art and the 
challenges that it brings to the problem area of concern to this document. It starts with a generic 
introduction, followed by a focus on key technologies for the development and certification of 
mixed-criticality systems and final description of most relevant research projects and clusters on 
the topic. 

3.1 Introduction 

“Modern electronic systems used in industry (avionics, automotive, etc.) combine applications 
with different security, safety, availability and real-time requirements. Systems with such mixed 
requirements are often referred to as mixed-criticality systems” [30]. In many CRTES domains 
such as transportation, industrial control and healthcare there is an increasing trend for mixed-
criticality systems, where multiple functions with different dependability and certification 
assurance levels are integrated using a shared embedded computing platform. 

Conventional embedded system architectures in multiple domains follow a federated architecture 
paradigm [4, 31], in which the system is composed of interconnected embedded subsystems 
where each of them provides well defined functionality (with local optimization of the 
architecture). For example, in the automotive domain this had led to: 

 The number of ECUs within a single car has increased during the last years from a few 
units to dozens [32, 33], where high-end vehicles contain up to one hundred ECUs [6]. 

 A high specification vehicle can have in excess of 400 connectors with 3,000 individual 
terminals. Field data has shown that between 30-60% of electrical failures are attributed 
to connector problems [29]. 

 The electronic system of the Volkswagen Phaeton has 61 ECUs, 11,136 electrical parts, 
2,110 cables, 3,860 meters of cables with a weight of 64 kg, 35 ECUs connected by 3 
CAN-busses sharing 250 CAN messages and 2,500 signals [32]. 

 Wiring is the 3rd most expensive and heaviest part of a car [6]. 

Cost-size-weight reduction pressure, dependability, flexibility, extensibility and the demand for 
increased functional complexity are changing this fundamental paradigm. An integrated 
approach is emerging in which different functions (possibly with different criticality level and 
real-time requirements) share the same embedded platform. 

Recent analysis [1, 34-39], studies [40, 41] and research publications [42-46] indicate that a 
significant increase in the use of multicore devices is likely to appear in the next years, replacing 
applications that have traditionally used single-core processors. Multicore technology can 
support the development of integrated mixed-criticality architectures by means of partitioning. 
Partitions provide functional separation of the applications and fault containment, to prevent any 
partitioned application from causing a failure in another partitioned application. Multicore 
microcontrollers with built-in safety enhancement features are also offering promising solutions 
[47]. However, the migration of real-time software and development of safety-critical embedded 
systems based on multicore technology is a challenge as stated also by different experts in the 
field [38, 48-53].  
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3.2 Key technologies 

We present three key technologies for the development and certification of mixed-criticality 
systems: multicore processors, timing analysis techniques, the safety certification strategy and 
partitioning approaches. The contents of this section are further expanded in Section 4, which 
discusses in more detail the multicore processor used in the definition of the Safety Concept. 

3.2.1 Multicore 

A multicore processor is an integrated circuit to which two or more processors have been 
attached for enhanced performance, reduced power consumption and efficient parallel processing 
of multiple tasks. Multicore processing is a growing industry trend as single-core processors 
rapidly reach the physical limits of possible complexity, heat dissipation and speed [6, 54-56]. 

Most of the existing multicore processors were not designed with a special focus on certification 
and that is why are usually categorized as highly complex micro controllers [35, 38]. In order to 
implement a solution on a multicore platform, numerous implementation and certification issues 
that are not present in single-core implementations must be confronted [49, 57-59]. The main 
concerns result from their inherent complexity, missing temporal predictability, interferences 
coming from shared resources, the lack of previous experience and the weak support on safety 
standards.  

Spatial and temporal independence are key requirements in mixed-criticality multicore systems. 
The functional, spatial and temporal domains of applications must be isolated because otherwise, 
low criticality applications could negatively affect those of high criticality. These challenges 
have led to the development of standards and frameworks such as AUTOSAR [17] for the 
automotive industry or Integrated Modular Avionics (IMA) [60] for the avionics and space 
industry. 

While spatial isolation can be commonly achieved using common solutions at the current state of 
practice (e.g., Memory Management Unit (MMU)), the time guarantees that can be provided by 
IMA or AUTOSAR frameworks are limited by the time guarantees that can be ensured by the 
underlying multicore processor (temporal isolation). High-performance multicore COTS 
processors on the market today share on-chip resources among cores, leading to inter-task 
resource contention interferences that result in undesirable temporal disturbances [61-65] among 
software partitions. Accordingly, timing analysis techniques should soundly account for all 
possible interferences on the system without incurring undue pessimism. This is hard to prove 
when it comes to modern multicore architectures. Not surprisingly therefore, no golden solution 
exists so far for the estimation of trustworthy timing guarantees on modern multicore processors 
[53] and this further challenges safety certification.  

3.2.2 Timing Analysis 

One key prerequisite of temporal partitioning is to determine the Worst-Case Execution Time 
(WCET) bounds of each application. Research on Worst-Case Execution Time analysis [66] for 
CRTES has mainly focused on static approaches that require a fully deterministic 
characterisation of execution behaviour at all levels of the system. One key problem of this 
deterministic static analysis is the extent of incurred pessimism when applied to complex 
systems. Much of the required information in the analysis process is only available on the final 
executable, is disrupted by incremental software additions, and exposed to run-time dependences 
that can only be statically treated by assuming that the worst-case scenario always occurs. 
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Considering the memory subsystem of single-core processors as an exemplar, when the analysis 
cannot statically determine whether a particular memory access will lead to a cache hit or a 
cache miss, the only safe assumption for the purposes of worst-case analysis is to consider it a 
miss. This kind of analysis may accrue massive pessimism, which causes over provisioning and 
poor utilisation of computing resources. 

Measurement-based analysis techniques rely on extensive testing performed on the target system 
using stressful, high-coverage input data, recording the longest observed execution time; and 
adding to it an engineering margin to make allowances for the unknown. However, determining 
the engineering margin is extremely difficult, especially when the system may exhibit 
discontinuous changes in timing behaviour due to pathological cache access patterns or other 
unanticipated or unobserved timing behaviour. 

This Safety Concept supports effective temporal analysis through COTS multicore-ready 
Measurement-Based Probabilistic Timing Analysis (MBPTA-MUC) techniques proposed by 
PROXIMA. The main principles behind the PROXIMA approach are recalled in Appendix II-A: 
PROXIMA technology in the Automotive Domain. PROXIMA’s MBPTA derives probabilistic 
WCET (pWCET) estimates that express the maximum probability with which one instance of the 
program can exceed a given execution time bound. To that end, the PROXIMA approach 
selectively introduces randomization in the timing behaviour of selected hardware and software 
resources to capture the whole impact spectrum of sources of jitter in measurement runs. The 
injection of timing randomisation in the execution platform is a fundamental enabler to the 
guarantee that, across a sufficiently low number of runs, the impact of all existing sources of 
jitter are individually covered.  

3.2.3 Safety certification strategy 

The adoption of mixed-criticality solutions is interesting for different domains with safety 
standards derived from IEC-61508 [27] (e.g., ISO-26262 [26]). Standards pose some restrictions 
for the integration of mixed-criticality applications.  

IEC-61508 dictates that when software elements of different criticality levels are integrated on a 
single computer (i.e., mixed-criticality systems), all of the software shall be treated as belonging 
to the highest safety integrity level, unless adequate spatial and temporal independence is shown 
in the design. It must be demonstrated either that such independence is achieved or that any 
violation of independence is controlled (7.4.2.9 (part 3)) and the justification for independence 
shall be documented. Annex-F (part 3) focuses on the techniques to achieve such non-
interference. To this end, it requires to demonstrate the independence of execution both in the 
spatial and temporal domains, which are defined as follows: 

Independence of execution (Part-3, Annex-F.1) [67]: “elements will not adversely interfere with 
each other's execution behaviour such that a dangerous failure would occur”: 

 Spatial: “the data used by one element shall not be changed by another element.” 

 Temporal: “one element shall not cause another element to function incorrectly by taking 
too high a share of the available processor execution time, or by blocking execution of 
the other element by locking a shared resource of some kind.” 
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The proposed techniques for achieving spatial independence include hardware protection 
mechanisms, rigorous designs, or software protection mechanisms. For the temporal 
independence, strict priority based scheduling, time-triggered or cyclic scheduling algorithms are 
proposed with statically defined time slices supported by WCET analysis. 

Similarly, ISO-26262 mandates that when elements of different ASIL co-exist, evidence that 
elements with lower ASIL cannot interfere with any safety-related subsystem has to be made 
available (6.4.4 - Part 9). Otherwise, all elements shall be assigned the highest ASIL of the co-
existing elements (6.4.5 - Part 9). If software partitioning is used to avoid interferences between 
software components, the behaviour of the partitions cannot affect to each other in both spatial 
and temporal domains (7.4.11 - Part 6) [68]:  

 Spatial: “One software partition cannot change the code or data of another software 
partition nor command non-shared resources of other software partitions.” 

 Temporal: “The service received from shared resources by one software partition cannot 
be affected by another software partition. This includes the performance of the resources 
concerned, as well as the rate, latency, jitter and duration of scheduled access to the 
resource.” 

Annex D of part 6 is devoted to the freedom from interference between software elements (e.g., 
software elements of different software partitions). The suggested mechanisms to protect 
memory and information exchange include memory protection, static allocation of memory, 
Error Correction Codes (ECC) and Cyclic Redundancy Checking (CRC) codes, separated point-
to-point unidirectional communication channels, time-triggered data buses, loop back of 
information, etc. Regarding timing, mechanisms such as cyclic execution scheduling, fixed 
priority based scheduling, time-triggered scheduling or monitoring of processor execution time 
are proposed. 

Another key concept to take into account when designing the system is that IEC-61508 and its 
variants support fail-safe systems where there is a safe state that can be reached either by the 
safety function or by diagnostics. If the diagnosis detects an error, a process plant can be safely 
stopped, a train can be stopped, a lift can be stopped, etc. The fail-safe approach reduces the 
availability of the system but does not jeopardize safety if appropriate safety measures are taken 
(e.g., a watchdog timer for temporal deadline miss) [4]. 

As noted in [4], this is an important difference between IEC-61508 and some functionalities 
considered within the aerospace standards, where fail-safe is not an option and the system must 
be operational during the whole mission time. Based on this fail-safe notion of the IEC-61508, 
temporal independence needs to be systematically guaranteed (or give safe worst-case bounds) 
during design stage but temporal diagnosis techniques (e.g. watchdog, logic execution, etc.) can 
be used to detect temporal independence violations and lead the system to safe state. Temporal 
diagnosis techniques could detect development engineer’s systematic errors, random errors and 
even undocumented temporal interference mechanisms of the underlying multicore processor. 

Taking this into account, with the necessary safety measures in place, it would be feasible to 
develop IEC-61508/ISO-26262 based safety solutions based on multicore COTS processors. The 
lack of complete temporal isolation of current state of the art multicore COTS solutions could 
reduce the availability of the system [4] but would not jeopardize safety.  
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However, in automotive systems there are also some safety functions, which need to be fail-
operational what means that temporal diagnosis techniques, such as watchdogs, are not anymore 
a safe solution because the system must remain operational even in the presence of a fault. In 
these cases, the control system and safety functions and diagnosis are closely related what entails 
that most safety measures/techniques are domain or application dependent. Accordingly, on fail 
operational systems, the measures against dangerous timing overruns shall be defined depending 
on the particular application. In this vein, at the end of this document we define a set of open 
questions for the side evaluation of the impact of the presented approach with respect to fail-
operational systems (Appendix III-B). 

3.2.4 Partitioning Approaches 

Partitioning, firstly introduced in the ARINC-653 standard, is a common approach for the 
implementation of integrated mixed-criticality systems. Partitions provide functional separation 
of the applications and design fault containment. Partitioning strategies to implement integrated 
architectures can be enforced either by software or hardware mechanisms. The former is 
achieved by introducing additional abstraction layers (e.g., separation microkernel, hypervisor) 
into the system [69-73]. For the latter, partitioning and independence can be attained by specific 
hardware designs that avoid interferences [74-76], or even by special hardware extensions that 
protect the execution time and memory space of each application (e.g., MMU, Input/Output (I/O) 
device partitioning) [15].  

While software based partitioning approaches offer improved flexibility over hardware solutions, 
they increase the overhead of task execution [71]. As a result, when it comes to multicore 
architectures, some approaches combine both of them, such as the MultiPARTES approach [77]. 

3.3 Current limitations of multicore technology on temporal 
behaviour 

Partitioning approaches have been shown to work well for single-core processors. Unfortunately 
however, they do not scale satisfactorily to modern multicore architectures. The interference 
caused by execution phenomena not present in single-core processors (e.g., parallel execution of 
partitions, interference channels caused by shared processor resources, complex coherency 
protocols across multiple layers of cache memories), their greater architectural complexity, and 
the presence of undocumented and untestable features pose massive challenges to guarantee that 
all possible timing interferences are barred by design. 

Table IV summarises the potential benefits that the PROXIMA approach can provide to 
overcome some of these limitations. 

Table IV: Multicore li itatio s a d PROXIMA’s sought i prove e ts 

 Multicore Limitation(s) PROXIMA Solution 

Complexity 

Impracticality of deterministic 
modelling of inner working of 
processor resources, especially in 
subject of IP restrictions 

Transform (by hardware 
modifications or software 
mechanisms transparent to the 
application) history-dependent 
contention behaviour – during 
analysis or also during operation, 
so that contention effects on 
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execution-time behaviour become 
randomized and can be analysed 
probabilistically.  

COTS processors 
Temporal behaviour limited by 
the hardware architecture 

Apply software solutions on top of 
COTS multicores, transparent to 
the application (software 
randomization) 

Pessimism 

Conservative safety margin 
provisions chosen with no 
scientific argumentation (merely 
on engineering judgement) are 
used to deal with uncertainties. If 
this was risky for traditional 
single-core processors, it will be 
riskier for multicores, and the 
mitigation of greater risk may 
result in massively under-utilized 
designs 

Quantitative pWCET estimation 
that associates the timing bounds 
with a probability of exceedance 
based on mathematical justification 

 

3.4 Research projects and initiatives 

Several European research projects focus on the subject of mixed-criticality and multicore 
processor implementation in the CRTES (MultiPARTES [78], DREAMS [79], PROXIMA [2], 
CONTREX [80], ARAMIS [81], RECOMP [25], CONCERTO [82], ACROSS [83], 
CERTAINTY [84], parMERASA [85], MULCORS [34], etc.). Some of them form the 
„European Project Cluster on Mixed-Criticality Systems„ [3]: 

PROXIMA collaborates with several of those projects, which also tackle safety certification or 
multicore integration challenges, e.g.: 

 The main challenge of MultiPARTES [78] is the support for mixed-criticality integration 
for embedded systems based on virtualization techniques for heterogeneous multicore 
processors. The starting point is its hypervisor developed specifically for real-time 
embedded systems that is being increasingly used by the aerospace industry. Based on 
this approach, it tackles the rapid and cost-effective development of dependable real-time 
embedded systems integrating critical and non-critical applications. 

 The objective of the DREAMS project [79] is to develop a cross-domain architecture and 
design tools for networked complex systems. It supports application subsystems of 
different criticality, executing on networked multicore chips. DREAMS will deliver 
architectural concepts, virtualization technologies and certification methods for the 
seamless integration of mixed-criticality to establish security, safety, real-time 
performance as well as data, energy and system integrity. 

 The CONCERTO project [82] pursues the goal of providing model-based solutions to 
help users design, analyse and automatically generate applications for multicore 
processors that are guaranteed to have non-functional properties of interest, for timing, 
dependability, energy. 

PROXIMA collaborates with CONCERTO in the definition of this safety concept. The definition 
of the safety-critical application and its safety requirements referred in this document have been 
derived from the Cruise Control case-study developed within the framework of the CONCERTO 
project.  



D2.13 Annex: Automotive Case-Study Safety Concept 
version 2.0 

24 

4 Multicore Processor AURIX 

This section describes the main features of the multicore processor to be used in the Safety 
Concept definition (Section 6). The chosen platform is the AURIX TC27x as it is state of the art 
processor in the automotive domain. 

4.1 Introduction 

The AURIX TC27x [12] is a COTS processor family provided by Infineon [86]. Its main 
features are shown in Figure 4. The AURIX processors is a high-performance microcontroller 
with three TriCore CPUs, program and data memories, buses, bus arbitration, interrupt system, 
DMA controller and a powerful set of on-chip peripherals [12]. 

 

Figure 4: AURIX Family – TC27xT Block Diagram [86] 

The AURIX TC27x includes safety measures compliant with ISO-26262 requirements for ASIL 
D (e.g., lockstep CPUs, integrated watchdogs, memories/bus/I/O protection, clock/power 
monitoring). 

4.2 Multicore 

The AURIX processor combines three TriCore CPUs. For the TC27x variant, core 0 and core 1 
operate in lockstep mode, where an additional CPU is transparently executing the same code in 
background for safety comparison purposes. Each core has a local (exclusive) first level 
instruction and data cache (except core 0 that it only has an instruction cache) and instruction 
and data scratchpad memories. These local memories aid on improving parallelization as each 
core has its own local memory and the need to access to the shared memory is reduced. 
Memories are protected by Memory Protection Units (MPU) and cores also have a dedicated 
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watchdog timer for program flow monitoring. All cores have independent reset and power 
management options. 

4.3 Communications 

As depicted in Figure 4, the system comprises two independent on-chip buses, the Shared 
Resource Interconnect (SRI) and the System Peripheral Bus (SPB). 

The SRI on-chip bus interconnects the TriCore CPUs, shared memories (SRAM and Flash), 
DMA module and other high bandwidth peripherals. It implements end-to-end monitoring of 
data and address failures using error detection codes. It offers also a memory protection 
mechanism in every SRI slave, with register access protection and SRAM access protection. This 
protection mechanism acts as a memory access firewall where only the configured masters have 
the rights to access to particular slaves. 

The SPB connects previous elements to the medium and low bandwidth peripherals. The SPB 
also implements register access protection mechanisms. 

4.4 Temporal Interference 

Most relevant sources of temporal interferences due to shared resources are described below: 

 Shared SRAM: if two or more cores simultaneously access to a shared memory, 
interferences occur in the memory, the bus and the memory controllers. Moreover, for 
simultaneous access requests, an arbitration policy would be necessary in order to decide 
which core to serve first, and – depending on this arbitration policy – the influence on 
determinism may change.  

 Communication Buses: 

o The SRI bus supports parallel transactions between different SRI-Master and SRI-
Slave peripherals. However, when different masters attempt to simultaneously 
access to the same slave, an arbitration policy is implemented in order to decide 
which core to serve first. Each slave in the SRI (e.g., SRAM memory) has its own 
arbiter, which can be configured either as priority-based arbitration or round-robin. 
Depending on how this arbitration is managed, the influence on the temporal 
behaviour of each application may change. 

o In the case of the SPB peripheral bus, parallel transactions are not allowed and 
hence each master needs to request for bus ownership to initiate a transfer. The 
bus is arbitrated on a priority-based basis so the configuration of such priorities 
has influence on the temporal interferences that applications may suffer. 

 Shared I/O, DMA controllers, interrupt controllers and communication peripherals: when 
more than one core has access to shared addressable devices as these, exclusive access 
must be ensured by for example, using locking mechanisms, which imply timing delays.  

4.5 Spatial Interference 

Spatial interferences among the different applications may happen in the shared SRAM memory 
or addressable I/O devices. However, the AURIX processor provides multiple protection features 
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to avoid them. It provides firewall mechanisms that can be configured to protect some particular 
memory address ranges or peripherals from being written by unwanted applications. 
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PART II – SAFETY CONCEPT               

(TO BE REVIEWED)  
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5 Requirements 

We now discuss the mixed-criticality automotive use case application and specify system 
requirements (safety and functional). The case study integrates a simplified ASIL D cruise 
control subsystem together with a power window control subsystem, which is considered, in the 
scope of this document, as non-safety-related. 

5.1 Scope 

The automotive use case is composed of the following two self-contained subsystems connected 
by CAN based communication as shown in Figure 5: 

 Cruise Control System (CC): The goal of the cruise control system is to automatically 
control the speed of a motor vehicle by maintaining a steady speed as set by the driver, 
without human intervention. The subsystem has ASIL D safety (grey shadowed) 
functionality. The driver interface includes a set of four buttons to control the cruise 
control system (enable/disable and increment/decrement reference speed) and a lamp that 
provides feedback information. For safety reasons the cruise control has to react to the 
status of each pedal too. To this end, the cruise control computing logic is performed in 
two separate ECUs: 

o Signal Acquisition: Reads the set of input buttons, pedals and speed sensor and 
transmits the commands to the Engine Control ECU via the car’s vehicle bus 
(e.g., CAN). 

o Engine Control: Based on the received commands the monitor and control 
functionalities set the required torque value to control car’s wheels, provide 
feedback through a lamp and deactivate the CC system when necessary. 

 Body Computer Module (BCM): The BCM of a car typically includes different 
functionality, such as, mirror control, window control, central locking, etc. In the scope 
of this report, only the power windows control system is considered as a Non-Safety-
critical (NSC) ECU. 

 

Figure 5: Conceptual system architecture for the automotive use-case 
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5.2 Functional Requirements 

This automotive use case is derived from the CONCERTO [82] EU project and its functional 
requirements are derived from it (deliverable report D1.2 [87] Section 5.3) and their elicitation is 
out of the scope of this document. 

5.3 Safety Requirements 

This section describes the safety requirements for the Cruise Control (SR_CC) system, as 
required by ISO-26262. These requirements are drawn from documents internal to the 
CONCERTO project, where the required Hazard Analysis and Risk Assessment have been 
conducted. The holder of the CONCERTO automotive use case has interacted with the authors 
of the present report in the creation of the contents of deliverable report D1.2 [87] Section 5.3.1. 

5.3.1 Safety Goals of the Cruise Control System (CC) (SR_CC_1) 

SR_CC_1_INFORMATIVE Cruise Control System – Informative 

Description: The “Cruise Control system” maintains a steady speed as set by the driver without human intervention. A 
malfunction of the system leads to the „safe state’. 

The following safety goals are defined: 

 SG-01: avoid the inability to deactivate CC when required (ASIL D) 
 SG-02: avoid unintended increase of cruise speed (higher than 150 Km/h) (ASIL D) 

The “Cruise Control System” is composed of three functional units (as depicted in Figure 5) which have the following safety 
commitments to meet previous safety goals: 

o Generate an adequate torque and cruise control disengagement signal when required (Safety Goals of the Cruise 
Control System (CC) (SR_CC_1)) 

o Verify that the read inputs (speed, buttons and pedals) are consistent with their real values (Input Signals 
(SR_CC_2)). 

o Generate the adequate outputs based on the inputs and computations and monitor them (Output Signals 
(SR_CC_3)). 

o Fault detection on input signals / components (Fault Detection (SR_CC_4)). 
o Ensure the transition to a safe state (Safe State (SR_CC_5)) when safety goals are not met within the (Process 

Safety Time (PST) or Fault-Tolerant Time Interval (FTTI) (SR_CC_6)). 

Type: Informative Validation criteria: N/A 

Phase: Specification Date: 19/01/2016 Version: 00.00 
 

SR_CC_1_A Cruise Control Deactivation – Description 

Description: The safety goal “Cruise Control Deactivation” avoids the inability to deactivate the CC when required. In 
case of a fault leading to inability to deactivate CC when required, the engine control unit shall switch to a „safe state’ within the 
PST/FTTI once the failure has been detected.  

“Cruise Control Deactivation” is commanded by a software „Cruise Control Disengagement’ signal in the event of: 

 CC off button commanded 
 Engine off commanded 
 User pressure of brake / clutch / accelerator pedal 
 Change of gear is underway 
 Excessive acceleration / deceleration detected 
 Excessive speed / engine rpm detected 
 Plausibility error detected in control level 

“Cruise Control Deactivation” shall be achieved by hardware means in the transition to the „safe state’ in the event of: 
 RAM / ROM test errors 
 EEPROM checksum errors 
 Watchdog timeouts 
 Heartbeat errors in the scheduling of processes / tasks 
 Sensor / pedal errors, I/O pin errors, actuator errors 
 Any other platform level failure detected by diagnosis (clock, power supply, etc.) 
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Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 19/01/2016 Version: 00.00 
 

SR_CC_1_B Cruise Control Deactivation – ASIL 

Description: The safety goal “Cruise Control Deactivation” must be provided with ASIL D level (ISO-26262). 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/01/2016 Version: 00.00 

 

SR_CC_1_C Overspeed Control – Description 

Description: The safety goal “Overspeed Control” controls that the CC does not generate unintended higher cruising speed than 
the established maximum limit (150 km/h). In case of a fault leading to an unintended higher cruising speed (higher than 150 
km/h), the engine control unit shall switch to a „safe state’ within the PST/FTTI once the failure has been detected. 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 19/01/2016 Version: 00.00 

 

SR_CC_1_D Overspeed Control –  ASIL 

Description: The safety goal “Overspeed Control” must be provided with ASIL D level (ISO-26262). 

Type: Mandatory Validation criteria: N/A 

Phase: Specification Date: 19/01/2016 Version: 00.00 

 

5.3.2 Input Signals (SR_CC_2) 

SR_CC_2_A Vehicle Speed – Description 

Description: The „vehicle speed signal’ computed by the Cruise Control Signal Acquisition functional unit shall be consistent 
with the actual vehicle speed. 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 19/01/2016 Version: 00.00 

 

SR_CC_2_B CC commands – Description 

Description: The `CC commands’ computed by the Cruise Control Signal Acquisition functional unit shall be consistent with 
the status of the buttons (SET, SPEED+, SPEED-, OFF, RESUME). 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 19/01/2016 Version: 00.00 

 

SR_CC_2_C Pedals – Description 

Description: The „Brake’, „Accelerator’ and „Clutch’ signals status read by the Cruise Control Signal Acquisition functional 
unit shall be consistent respectively with the Brake, Accelerator and Clutch pedal status. 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 19/01/2016 Version: 00.00 
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5.3.3 Output Signals (SR_CC_3) 

SR_CC_3_A Torque – Description 

Description: The Vehicle Speed Controller shall generate a gradual „torque’ consistent with the current speed gradient and 
limited to a maximum value (150 km/h). 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 19/01/2016 Version: 00.00 

 

SR_CC_3_B Cruise Control Disengagement – Description 

Description: The Cruise Control Monitor function shall generate a „Cruise Control Disengagement’ signal consistent with the 
input button/pedal requests and the cruise control shall be deactivated within the PST/FTTI. 

“Cruise Control Deactivation” is commanded by a software „Cruise Control Disengagement’ signal in the event of: 

 CC off button commanded 
 Engine off commanded 
 User pressure of brake / clutch / accelerator pedal 
 Change of gear is underway 
 Excessive acceleration / deceleration detected 
 Excessive speed / engine rpm detected 
 Plausibility error detected in control level 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 19/01/2016 Version: 00.00 

 

5.3.4 Fault Detection (SR_CC_4) 

SR_CC_4_A Input signals/requests – Description 

Description: Diagnostics (Plausibility check) shall be implemented to verify the status of the following signals/requests: 
 SET 

 SPEED+ 

 SPEED- 

 OFF 

 RESUME 

Type: Mandatory Validation criteria: Fault injection 

Phase: Specification Date: 19/01/2016 Version: 00.00 

 

SR_CC_4_B Components – Description 

Description: The Cruise Control System shall detect the faults of the following components: 
 „Buttons’ (set, speed+, speed-, off, resume) 

 „Pedals’ (brake, clutch, accelerator) 

Type: Mandatory Validation criteria: Fault injection 

Phase: Specification Date: 19/01/2016 Version: 00.00 
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5.3.5 Safe State (SR_CC_5) 

SR_CC_5_A Safe State – Description 

Description: The „safe state’ shall be achieved by deactivation of the Cruise Control System (by commanding safety digital-
outputs connected to external safety-relays). 

“Cruise Control Deactivation” shall be achieved by hardware means in the transition to the „safe state’ in the event of: 
 RAM / ROM test errors 
 EEPROM checksum errors 
 Watchdog timeouts 
 Heartbeat errors in the scheduling of processes / tasks 
 Sensor / pedal errors, I/O pin errors, actuator errors 
 Any other platform level failure detected by diagnosis (clock, power supply, etc.) 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 19/01/2016 Version: 00.00 

 

5.3.6 Process Safety Time (PST) or Fault-Tolerant Time Interval (FTTI) 
(SR_CC_6) 

SR_CC_6_A PST/FTTI – Quantification 

Description: The Process Safety Time (PST) (IEC-61508) / the Fault-Tolerant Time Interval (FTTI) (ISO-26262) is 1 second. 

Type: Mandatory Validation criteria: Test 

Phase: Specification Date: 19/01/2016 Version: 00.00 

5.4 Allocation of the functional safety requirements to functional 

Units 

The following table shows the dependency among safety requirements and functional units of the 
cruise control system. Capital „X’ means direct dependency and lowercase „x’ means indirect 
dependence. 

Table V: Safety Requirements allocation to Functional Units 

 Functional Units of the Cruise Control System 

Functional Safety 

requirement 

Cruise Control 

Signal Acquisition 

Cruise Control 

Monitor Function 

Vehicle Speed 

Controller 

SR_CC_1_A x x X 
SR_CC_1_B x x X 
SR_CC_1_C x x X 
SR_CC_1_D x x X 
SR_CC_2_A X   
SR_CC_2_B X   
SR_CC_2_C X   
SR_CC_3_A   X 
SR_CC_3_B X X X 
SR_CC_4_A X X  
SR_CC_4_B X X  
SR_CC_5_A  X X 
SR_CC_6_A X X X 
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6 Safety Concept  

This section describes the proposed system level Safety Concept for the PROXIMA automotive 
use case described in Section 2 and specified in Section 5. Before presenting the proposed Safety 
Concept we must take into consideration the novelty of current research contributions and that 
multicore safety solutions are still not „common practice in industry’. In order to reduce this 
conceptual gap, this section presents two analogous system level Safety Concepts: 

 The first one (Section 6.1) proposes a Safety Concept based on a federated approach 
(based on several ECUs) with safety techniques and solutions that are „common practice 
in industry’. This is not discussed in detail in the following sections but serves as a 
reference Safety Concept. 

 The second one (Section 6.2) proposes an analogous Safety Concept based on an 
integrated approach based on PROXIMA contribution. This concept is then discuss in 
detail and further analysed below.  

The Safety Concept is mainly based on the generic IEC-61508 standard and, as an automotive 
Safety Concept, technical compliance with ISO-26262 is also considered and referred throughout 
this section. The authors are aware of the differences between both standards and future actual 
implementations of the Safety Concept will consider ISO-26262.  

6.1  Common Practice in Industry 

This section describes a system level Safety Concept of the automotive case study following a 
federated approach with safety techniques / solutions that are „common practice in industry’. 

6.1.1 Introduction 

The conceptual system architecture for the cruise control application shown in Figure 5 is based 
on a distributed ECU architecture. The cruise control is comprised of two ECUs, one for the 
signal acquisition and another responsible of the cruise control functionality. The case study also 
includes the control of the car’s windows, which is considered a non-safety-related subsystem in 
the scope of this document. The ECUs communicate among each other and with other on-board 
computers via a CAN based bus. 

6.1.2 Safety Concept 

The two ASIL D safety goals defined in SR_CC_1_INFORMATIVE - Cruise Control System 
(CC) are allocated to both acquisition and engine control ECUs (as described in Table V) and 
associated peripheral subsystems shown in Figure 5 in grey background. 

6.1.2.1 Acquisition-Engine Control ECUs 

The safety-critical subsystem is composed of two safety ECU nodes, CAN based communication 
and digital/analogue input/output signals for maintaining a steady speed as set by the driver. 
Each ECU executes a safety software application compliant with the following features: 

A. Life-cycle 

1. The system shall be developed following a safety life cycle compliant with 
ISO-26262 (see ISO-26262-2 Section 5/ IEC-61508-1 Section 7), a Functional 
Safety Management (FSM). 
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2. Tools and compilers should be qualified for up to ASIL D ISO-26262 / IEC-
61508 SIL 3. 

3. The system architect takes reasonable measures to develop a safe product 
taking into consideration the safety manuals of all COTS compliant-items 
(IEC-61508) and fulfilling with the requirements for Safety Elements out of 
Context (SEooC) according to ISO-26262-10.4. 

B. Architecture:  The stringent size-weight-power requirements of the automotive 
domain result in prevailing single channel “1 out of 1” safety architectures. Despite 
redundancy is considered at component level (e.g., dual-core lockstep setups (2 out of 
2), software redundancy-diversity, redundant communication buses) completely 
redundant hardware architectures (e.g., Triple Module Redundancy (TMR)) are out of 
the scope of ISO-26262 standard. Accordingly, in this concept definition a “1 out of 1” 
single channel architecture is adopted for each ECU: 

1. Platform compliant-item/SEooC: Each ECU is an ASIL D ISO-26262 SEooC 
/ SIL 3 compliant-item composed of hardware and associated platform 
software (Real-Time Operating Systems (RTOS), drivers, etc.). 

2. Each ECU has independent resources (RAM memory, FLASH memory and 
clock). Common dependencies are the power supply and communication bus. 

3. The system includes diagnostic measures with a high coverage (DC > 99%) 
for ASIL D (ISO-26262) and SIL 3 (IEC-61508). 

a) Additional dedicated measures for single point faults are not required 
(ISO-26262-5 paragraph 9.4.2.5). 

4. Communication protocol: CAN based „safe communication’ (see F) 
implemented either with time-triggered CAN (TTCAN) compliant with ISO-
11898-4 [88] or with a CAN based safety communication protocol that 
provides equivalent safety techniques and attributes of interest. 

5. The external interface is composed of: 
a) Four safety-related digital inputs (DI) for the buttons: 

 DI1: SET/SPEED+ 

 DI2: SPEED- 

 DI3: OFF 

 DI4: RESUME 

b)  Four analogue safety-related inputs (AI): 

 AI1: Brake Pedal status 

 AI2: Accelerator Pedal status 

 AI3: Clutch Pedal status 

 AI4: Vehicle Speed Sensor 

c) Safety-related digital output (DO): 

 DO1: CC deactivation 

d) One non-safety-related digital output (DO): 

 DO2: Lamp command 

e) One safety-related analogue output (AO): 
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 AO1: Torque 

f) CAN communication ports 

 Communication among the acquisition ECU and control ECU 

6. The safe state is defined in C. 

7. The diagnosis strategy is defined in G. 

C. Safe state: 

1. Safe state is achieved by means of de-energization of the safety digital output 
(DO1) connected to an external safety-relay that deactivates the CC (Safe 
State (SR_CC_5)). 

2. The safety-relay is monitored by means of a digital input to the ECU that 
represents the state of the contact. 

3. During no-power and start-up, the default state is safe state (see E.2 and E.3). 

4. After start-up, the software application commands the safety digital output 
(DO1) (activation and de-activation). 

5. If system, hardware or software diagnosis detects a „major’ or „significant’ 
error the safe state must be reached (see D.3.b). 

D. Software application: 

1. The software application shall be developed according to up to ASIL D ISO-
26262 / SIL 3 IEC-61508 following associated Functional Safety 
Management (FSM). 

2. The software application reads inputs, communicates with other subsystems, 
computes and writes outputs. Safety-related inputs, subsystems and outputs 
are managed exclusively by associated safety-related software tasks. 

3. The application safe state is safety digital output de-activated: 

a) After start-up, the software application commands digital-output DO1 
according to diagnosis status (a failure corresponds to DO1 digital 
output deactivation). 

b) If the application software diagnosis detects a „major’ or „significant’ 
error at runtime, the safe state must be reached and maintained. 

E. Inputs / Outputs: 

1. The Engine Control ECU manages the safety digital output DO1 to be 
connected to an external safety-relay for the hardware deactivation of the CC 
(safe state activation).  

2. The fail-safe state of the safety digital output is de-energized. 

3. The default state of the safety digital output is de-energized, e.g. during no-
power and initialization (inherent fail-safe state). 

4. Diagnostic techniques are applied for monitoring each of the safety inputs / 
outputs and sensors / actuators according to IEC-61508-2 Tables 
A.7/A.13/A.14 and ISO-26262-5 Tables D.7/D.11/D.12. 

F. CAN based „safe communication’: 
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1. TTCAN based communication as a SEooC for up to ASIL D ISO-26262 / 
IEC-61508 SIL 3 compliant-item. 

a) The implemented TTCAN protocol is compliant with ISO-26262 
ASIL D / IEC-61508 SIL 3 and meets ISO-11898-4 specification [88]. 

b) The physical layer complies with ISO-11898 requirements (i.e., 
minimum bus length, signalling rate, maximum number of nodes, line 
terminations, grounding, cabling, connectors, etc.). The 
implementation of the physical layer is compliant with ISO-26262 
ASIL D / IEC-61508 SIL 3. 

c) TTCAN nodes and the communication stack are provided as ASIL D 
SEooC (ISO-26262) / SIL 3 compliant-items (IEC-61508). 

d) TTCAN tools are qualified tools for up to ASIL D ISO-26262 and 
IEC-61508 SIL 3. 

e) TTCAN communication protocol supports the following safety-related 
techniques and properties for up to: 

 Safe communication among computing nodes compliant with 
ISO-11898 [89] / ISO-16845 [90]. 

 A global notion of time is established by means of a Time 
Master (TM) that transmits a synchronization message based 
on the TTCAN communication (ISO-11898-4). 

 Provides interference freeness among safety-related (time-
triggered) and non-safety-related communication (event 
triggered, rate constrained, best effort, etc.). Safety-related 
communication is assigned to time-triggered communication 
that provides required temporal and spatial guarantees. 

2. Or CAN based safety communication that provides equivalent safety 
techniques and attributes of interest: 

a) Black channel: 

 CAN communication is a black channel and the safety 
measures are encapsulated in the communicating end nodes. 

 Safety-related computing nodes integrate a Safety 
Communication Layer (SCL). 

 The SCL is an ASIL D SEooC / SIL 3 compliant-item IEC-
61508. The SCL ensures safe data communication among 
communicating computing nodes, and provides diagnosis to 
detect all possible failure modes of the black channel 
communication: frame corrupted, incorrect order of frame, 
frame outside temporal constraints and frame lost. 

b) The safety ECUs and safety-related subsystems that require 
synchronization perform safe clock synchronization by an IP 
complaint item/SEooC. 

c) Safety Communication Layer (SCL) associated tools are qualified 
tools, for up to ASIL D ISO-26262 / SIL 3 IEC-61508. 
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G. The ECUs implement diagnosis techniques according to ISO-26262 / IEC-61508. The 
system supports up to ASIL D / SIL 3 level with a high Diagnostic Coverage (DC) 
(DC>=99%) (according to IEC-61508-2 Table 3): 

1. Each ECU shall implement diagnosis in: 

a) Safety-related memory (e.g., IEC-61508-2 Table A.5 signature of a 
double word / ISO-26262-5 Table D.5 Memory Signature). 

b) Power supply (e.g., IEC-61508-2 Table A.9 Power Failure Monitor 
(PFM) / ISO-26262-5 Table D.9 Voltage or current control). 

c) Clock (e.g., IEC-61508-2 Table A.11 Watch-dog with separate time 
base and time-window / ISO-26262-5 Table D.10 Combination of 
temporal and logical monitoring of program sequence). 

d) Program sequence monitoring (e.g., IEC-61508-2 Table A.10 / ISO-
26262-5 Table D.10 Combination of temporal and logical monitoring 
of programme sequences). 

e) Analogue / Digital I/Os (e.g., IEC-61508-2 Table A.7 / ISO-26262 
Table D.7 Test pattern, Monitored Outputs). 

f) Actuators (e.g., IEC-61508-2 Table A.14 / ISO-26262-5 Table D.12 
Monitoring of relay contacts). The external safety-relay is monitored 
by means of a digital input to the ECU that represents the state of the 
contact.  

g) Communication Bus (e.g., IEC-61508-2 Table A.7/ ISO-26262-5 
Table D.8 Test pattern, information redundancy, timeout monitoring). 

h) All other relevant system/component dependent diagnosis. 

2. The safety-related software application implements: 

a) Safety life-cycle related techniques (e.g., IEC-61508-3 Table A.4 
defensive programming / ISO-26262-6 Table 8). 

b) Error detection techniques (e.g., ISO-26262-6 Table 4 Plausibility 
check). 

c) Complements or uses diagnosis techniques provided by the compliant 
platform / SEooC, e.g., refresh watchdog. 

3. The system architect takes reasonable measures to develop a safe product 
taking into consideration the safety manuals of all COTS SEooC (ISO-26262-
10.4) / compliant-item (IEC-61508-2 Annex D), implementing required 
additional diagnosis and verification. 

6.1.2.2 Non-safety-related ECU 

The Power Window controller communicates with other on-board computers via the CAN based 
bus. However, even if they share the same vehicle communication bus, there is no expected 
communication between the non-safety-related Power Window controller and the Cruise Control 
System. The provided communication stack ensures freedom from interference (see F). 
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6.1.3 Limitations 

The limitations of this approach have already been described in Section 2.4. They include lack of 
scalability, flexibility/extensibility; increased complexity; negative impact on reliability; increase 
in material cost, size, weight and power consumption, etc. 
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6.2 Integrated ‘Mixed-Criticality’ approach 

This section describes the mixed-criticality Safety Concept of the automotive case study 
following an integrated multicore approach with safety techniques and solutions applicable for 
mixed-criticality. 

6.2.1 Introduction 

Following an integrated architectural approach based on mixed-criticality, all the three ECUs 
described in Section 5.1 are integrated in a single platform („PROXIMA Mixed-criticality 
SCPU’ - Safety CPU) as depicted in Figure 6. 

This could be done using a multiprocessor or multicore approach: 

o In a multiprocessor approach, each computing node becomes an interconnected 
processor of the „SCPU’. This approach provides similar flexibility and scalability 
limitations as the ones described in Section 6.1.3, as explained in [4, 28]. 

o In a multicore approach, each computing node becomes at least one software partition 
running on top of the multicore processor. This approach improves performance and 
overcomes to some extent the previous limitations, as previously explained in this 
document. 

 

This section describes the proposed Safety Concept for the mixed-criticality SCPU integrated on 
a multicore platform. The case study has already been described and specified in Section 5 and 
the federated Safety Concept has been defined in Section 6.1. The novelty of current research 
contributions must be taken into account and that the mixed-criticality multicore integration is 
still not „common practice in industry’. 

As an automotive Safety Concept, the ISO-26262 standard should always be applied, but for the 
sake of simplicity (and considering this document to make research considerations, free from 

Figure 6: Conceptual Mixed-Criticality system architecture 
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immediate industrial use) some sections of this chapter refer to IEC-61508. The authors are 
aware of the differences between both standards and future actual implementations of the Safety 
Concept will consider ISO-26262. 

This Safety Concept is structured as follows: 

 The fault hypothesis identifies the assumptions regarding the faults that the fault-tolerant 
safety system must tolerate (Section 6.2.2). 

 The general description provides a textual description of the Safety Concept (Section 
6.2.3). 

 A simplified Failure Mode and Effect Analysis for partitions is described (Section 6.2.4). 

 Safety techniques describe most relevant safety techniques used to support the Safety 
Concept (Section 6.2.5). 

 System reaction to main subsystem errors is defined (Section 6.2.6). 

 Appendix II-A evaluates the inclusion of the novel PROXIMA technology to the safety 
concept. 

6.2.2 Fault Hypothesis 

The SCPU fault-hypothesis [4, 28, 91] consists on the following assumptions: 

 Up to ASIL D software (ISO-26262-6) and methodology (ISO-26262-2 Section 5). 

 The SCPU is provided as an ASIL D SEooC / SIL 3 compliant-item, compliant with ISO-
26262 and IEC-61508. Functional safety requirements of the item are matched with the 
functional safety requirements assumed for the SEooC (assumptions of use): 

o The SCPU node computer forms a single Fault-Containment Region (FCR). 

 The SCPU node computer can fail in an arbitrary failure mode. 

 The permanent failure rate of a node computer is assumed to be in the 
order of 10-100 Failures In Time (FIT) (i.e., about one thousand years) 
and the transient failure rate is assumed to be in the order of 100,000 FIT 
(i.e., about one year, e.g., SEU [92]). 

o The multicore processor (AURIX TC27x) can fail in an arbitrary failure mode 
[93]. 

 The residual failure rate of the AURIX with respect to hardware random 
failures is equal or lower than 0.1 FIT after applying the provided safety 
mechanisms as established in the safety manual [12]. 

o The SCPU provides interference freeness (bounded time and spatial isolation) 
among partitions. Complete temporal independence cannot be assured among 
cores (if the processor does not provide enough guarantees or sufficient evidence), 
but bounded temporal interference shall be provided based on WCET analysis. 

 A partition can fail in an arbitrary failure mode when it is affected by a fault, both in the 
temporal as well as in the spatial domain. 
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6.2.3 Safety Concept Description (AURIX Processor; Multicore) 

This section describes the mixed-criticality Safety Concept based on PROXIMA contribution, 
which aims to reach the same integrity level while providing a suitable solution that overcomes 
the previously described limitations of the federated „common practice’ approach.  

The AURIX is the selected COTS multicore processor, which provides three TriCore processors 
and the features already described in Section 4. 

The Safety Concept is described in a three-step top-down approach, with detailed description of 
safety-techniques given at the later refinement state: First, the integration of the „common 
practice’ approach into a single-core partitioned processor is evaluated. Those partitions are then 
allocated to the AURIX multicore processor and finally the impact of all hardware resources of 
relevance is considered: 

1) Partitioned solution on top of a single-core partitioned processor (Figure 7): The 
functional groups of the federated approach described in Section 5.1 and depicted in 
Figure 6 are integrated into a single-core processor in different partitions (P0, … ,P3). An 
additional partition to perform software-based diagnostics is included (P4 DIAG). As a 
result, off-chip communication becomes on-chip inter-partition communication resulting 
in a reduction in harnessing costs and material, improved maintainability, reduced SWaP 
factor, etc. as described in Table III. 

The partitioning shall provide design fault containment and freedom from interference 
between the different functional units. This partitioning can be enforced either by a 
hypervisor or by other hardware and software enabled techniques (e.g., a statically 
defined cyclic scheduling algorithm and hardware MMUs that ensure temporal and 
spatial independence respectively). These means shall prevent non-safety partitions 
accidentally or intentionally interfering with safety partitions and freedom from 
interference among safety partitions. 

 

Figure 7: Safety Concept (One processor, Partitioned) 
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2) ECU to multicore processor allocation (Figure 8): The partitions envisaged in the 
previous stage are mapped to the cores of the AURIX processor. As the AURIX platform 
includes three processing units, the proposed partition to core allocation is equivalent to 
the „common-practice’ ECU distribution, with one core for the signal acquisition, another 
one for the engine control and the last one for the non-safety-critical window control. The 
first two, are allocated to the two lock-stepped TriCore processors as they have safety 
implications. The diagnostic partition is also safety-related, so it is allocated together 
with the signal acquisition in a lockstep core. The non-safety-related partition is allocated 
to the remaining core without redundancy. 

Partitioning and multicore allocation enables resource usage and performance 
maximization but interference freeness must be ensured between the co-running safety 
and non-safety partitions and among safety partitions. To this end, in the following stage, 
the possible interference sources are identified and countermeasures proposed. 

 

Figure 8: Safety Concept – Partition to core allocation (Multicore COTS processor, AURIX TC27X) 

3) Multicore AURIX processor with all hardware resources of relevance (Figure 9) 
(communication buses, memory, shared resources, clocks, power, etc.). Previously 
described partitions are enforced by hardware protection mechanisms supported by the 
AURIX. 
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Figure 9: Safety Concept: AURIX processor with all hardware resources of relevance (Multicore COTS processor, AURIX TC27X) 

A. SCPU: 
o The SCPU has an independent external watchdog controlled by the CPU. It resets 

the SCPU if not refreshed correctly. 
o The SCPU provides additional safety techniques for ISO-26262 ASIL D (DC >= 

99%), e.g. Power Failure Monitor (PFM). 

B. Processor: AURIX TC27X Multicore Processor 
o CPUs: Three TriCore CPUs. Each core has different CPU and local memory 

configurations: 
 C0: TriCore TC1.6E in Lockstep: 

 8KB L1 instruction cache 
 24KB instruction scratchpad and 112KB data scratchpad 
 Code and Data MPUs for Software tasks (16 data protection ranges, 

8 code protection ranges.). 
 Local watchdog timer for application program flow monitoring. 

 C1: TriCore TC1.6P in Lockstep: 
 16KB L1 instruction cache and 8KB L1 data cache 
 32KB instruction scratchpad and 120KB data scratchpad 
 Code and Data MPUs for Software tasks (16 data protection ranges, 

8 code protection ranges.). 
 Local watchdog timer for application program flow monitoring. 

 C2: TriCore TC1.6P: 
 16KB L1 instruction cache and 8KB L1 data cache 
 32KB instruction scratchpad and 120KB data scratchpad 
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 Code and Data MPUs for Software tasks (16 data protection ranges, 
8 code protection ranges.). 

 Local watchdog timer for application program flow monitoring. 
 All cores have independent reset and power management options. 

o Shared Memories:  
 32 KB shared SRAM with configurable write protected regions (up to 

eight different address ranges with a Tag ID for granting access right). 
 Shared BootROM, data Flash and instruction Flash memories with access 

control. 
 Memory Test Unit (MTU): 

 Configurable memory Built-in-Self-Tests (MBIST), Error 
Detection/Correction via ECC and a memory fault alarm in 
SRAM. 

 ROM content verification (initialization and data integrity 
checking), Multi-bit error detection. 

o On-chip Buses:  
 The TriCore CPUs, shared memories (SRAM and Flash), DMA module 

and other high bandwidth peripherals are interconnected through the 
Shared Resource Interconnect (SRI) on-chip bus. 

 End-to-end Monitoring of Data and Address Failures using Error 
Detection Codes. 

 SRI MPU in every SRI slave: Register Access protection, SRAM 
access protection. 

 A System Peripheral Bus (SPB) connects previous elements to the 
medium and low bandwidth peripherals. 

 Register Access protection. 
o Peripherals: Peripherals are connected via the SPB bus, which includes register 

access protection. Additional I/O monitoring features (e.g., comparison with a 
reference value) and redundancy (e.g., for Analogue to Digital Converters (ADC)) 
features are included in the AURIX platform. 

o Clock: The processor has two clock sources: a crystal oscillator circuit and a 
backup clock with clock monitoring functions (over/under-frequency thresholds 
control). 

o Power Supply: The processor has a single power supply with power monitoring 
functions (over/under-voltage thresholds control watchdog). 

o Integrated Safety Features (<AURIX Safety Features>): All the above 
mentioned elements include safety measures compliant with the ISO-26262 
requirements for ASIL D (e.g., lockstep CPUs, integrated watchdogs, 
memories/bus/I/O protection, clock/power monitoring, etc.). 

C. Partitions: In this context, a partition is defined as an independent execution 
environment enforced by hardware. The configuration of the partitions ensures that: 

o There is <Spatial isolation> among partitions allocated to different cores (among 
c0 ([P0, P4]), c1 ([P1, P2]) and c2 ([P3])): 

 Each safety partition (P0, P1, P2, P4) has an associated write protected 
memory range in the shared SRAM memory. Accordingly, each safety 
partition has exclusive write permissions on its associated memory range. 

o There is <Spatial isolation> among safety partitions allocated to the same core 
(among [P0] and [P4] in c0 and among [P1] and [P2] in c1): 
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 The memory protection mechanism present in each CPU of the AURIX 
(i.e., MPU) allows controlling and protecting instruction and data areas of 
each partition in the CPU local memories. Accordingly, each partition is 
assigned an access protected address range in the local memories. 

o There is <Bounded Temporal interference> among partitions allocated to 
different cores (among c0 ([P0, P4]), c1 ([P1, P2]) and c2 ([P3])): 

 Each partition has a predefined bounded time slot to access to the System 
Peripheral Bus (SPB) and other shared resources. This cyclic arbitration of 
shared resources is statically defined at design stage based on WCET 
analysis and enforced by software.  

 The MBPTA-MUC solution described in Appendix II-A is used 
for WCET estimation. 

 The Shared Resource Interconnect (SRI) supports parallel transactions 
between different SRI-Master and SRI-Slave peripherals.  

 Common slaves among the CPU masters (cores) are on-chip 
memories (Flash and RAM). Round robin arbitration is configured 
on these shared resources to ensure a fair arbitration between 
simultaneous CPU access conflicts.  

 The temporal protection system of each CPU (core local watchdog timers) 
provided by the AURIX guards each safety partition against runtime 
overruns. 

 Safe inter-partition communication is guaranteed. 
o There is <Temporal independence> among safety partitions allocated to the 

same core (among [P0] and [P4] in c0 and among [P1] and [P2] in c1)): 
 A local statically designed cyclic scheduling algorithm is implemented on 

each CPU based on WCET analysis. 
 The MBPTA-MUC solution described in Appendix II-A is used 

for WCET estimation. 
 The temporal protection system of each CPU provided by the AURIX 

(local watchdog timers) guards each safety partition against runtime 
overruns. 

 Safe inter-partition communication is guaranteed. 
o Safe <Inter-partition communication> is guaranteed by means of shared 

memory (SRAM). To avoid interferences the memory firewall mechanism 
supported by the AURIX is used in the shared SRAM. 

 Each shared memory is configured as a write protected address range 
where only one partition has write permissions. Accordingly, inter-
partition communication channels are unidirectional with an independent 
shared memory for each of the required communication channels. 

 Access to wrong channels by a partition is prohibited by hardware MPU. 
o <Exclusive access to peripherals> is ensured by the peripheral firewall 

mechanisms provided by the AURIX (the register access protection in the System 
Peripheral Bus (SPB)): 

 The “P2: Vehicle Speed Controller” partition controls and has <Exclusive 

access to peripherals> to access to the digital output that commands the 
safety-relay for achieving the safe state. 

 The “P4: DIAG” partition controls and has <Exclusive access to 

peripherals> to access to the digital output that commands the external 
watchdog timer. 
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o The <Diagnostics> partition (“P4 DIAG”) manages and implements the required 
additional safety techniques (see Table VIII): 

 Configures the safety features provided by the AURIX platform at start-up 
(e.g., memories, power, clock, internal watchdog timers (WDG), ADC, 
BIST). 

 Performs the required additional periodic checks (e.g., I/Os, 
communication bus). 

 Controls the external watchdog. It has exclusive access to the digital 
output that commands the WDG protected by the peripheral register 
access protection mechanism. 

D. System configuration: System <Configuration> is static and defined during design 
stage with qualified tools: 

o The partition/core allocation. 
o The configuration of memory protected regions, MPUs, etc.. 
o The scheduling of partitions and resources. 
o Bus arbitration policies and priorities. 
o Exclusive peripheral access rights. 
o Etc. 

E. Startup, Shutdown, No power: <Safe system initialization and shutdown> shall 
be guaranteed to ensure a safe state in all possible execution states (e.g., startup, 
shutdown, no power): 

o <Safe system initialization and shutdown> ensures that the safe state is 
maintained during system initialization and startup, during shutdown and when 
there is no power. 

o <Safe system initialization and shutdown> ensures that the system starts up, 
configures and initializes in a predefined, repeatable and bounded time taking into 
consideration what it is established in the safety manual (e.g., startup tests). 

o <Safe system initialization and shutdown> ensures that the system goes to a 
power off state by a safe shutdown process. The safe shutdown shall be done in a 
predefined, repetable way with bounded time taking into consideration the 
requirements established in the safety manual. 
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6.2.4 Simplified Failure Mode and Effect Analysis (FMEA) 

Standards require performing a functional safety / failure analysis to identify the causes and effects of possible failures. In the scope of this safety 
concept definition, a simplified FMEA is developed with the focus only in the possible failures at partition level, where partitions are defined in this 
scope as independent execution environments enforced by hardware. The authors are fully aware that a complete FMEA shall consider and analyse 
all components that participate in the execution of the safety goals (i.e., platform, processor, safety relay, etc.) and it is assumed that such analysis is 
performed and documented. Table VI provides the simplified FMEA for partitions. 
 

Table VI: Simplified Failure Mode and Effect Analysis for partitions. 

Component Failure Mode Failure cause Failure Effect 

Failure detection and 

compensation provided by 

the SCPU (see Table VII) 
Notes 

Partition Executed 
incorrectly 

Memory 
corruption 
(random) 

 

Memory 
corruption by non-
safety partition 

 

I/O corruption by 
non-safety 
partition 

Spatial independence is 
violated and the data of 
safety partitions may 
be modified by other 
partitions leading to 
the incorrect execution 
of safety partitions. 

<Diagnostics> 

<AURIX Safety Features> 

<Spatial isolation> 

<Exclusive access to 
peripherals> 

<Inter-partition 
communication> 

<Diagnostics> and <AURIX Safety 
Features> perform cyclic tests 
(MBIST, ECC), protection of 
information with CRC and program 
sequence monitoring in the partition. 

<Diagnostics> and <AURIX Safety 
Features> detect timing overruns or 
MPU violations on each CPU for 
each partition. 

<Diagnostics> and <AURIX Safety 
Features> detect all failures in the 
processing units by lockstep 
comparison for safety partitions. 

<Spatial isolation> features provided 
by the AURIX platform prevents 
one partition overwriting a memory 
address not explicitly assigned to it. 
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<Exclusive access to peripherals> 
features provided by the AURIX 
platform prevent access to safety 
peripherals by partitions without 
access rights. 

<Inter-partition communication> 
assures that the data exchange 
between partitions is safe. 

Not executed Failure of 
component (e.g., 
core) 

 

Blocking shared 
resource 

 

Erroneous time 
scheduling 

 

Safety functions are 
not executed leading to 
a dangerous execution 
of CC system. 

<Diagnostics> 

<AURIX Safety Features> 

<SCPU Safety Features> 

<Bounded Temporal 
interference> 

<Temporal independence> 

<Exclusive access to 
peripherals> 

<AURIX Safety Features> ensures 
that if a local watchdog is not 
refreshed, the system goes to safe 
state.  

<Diagnostics> and <SCPU Safety 
Features> ensure that if the P4-
DIAG partition does not receive 
periodical confirmation from all 
partitions the external watchdog is 
not refreshed and the system goes to 
safe state. 

<Bounded Temporal interference> 
and <Temporal independence> 
ensure that a partition has sufficient 
processing time to complete its 
execution as configured even in the 
presence of shared resources. 

<Exclusive access to peripherals> 
prevents starvation in the access to 
safety peripherals. 

Executed - Erroneous time Safety functions do not <Diagnostics> <AURIX Safety Features> ensures 
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outside 
temporal 
constraints 

scheduling 

 

Resources that led 
to a variability of 
the execution time 
(WCET) (e.g., 
cache): 

Shared resources 
(buses (SRI and 
SPB), memory 
(SRAM), 
peripherals), 
caches, 
addressable 
devices, pipeline 
states, logical 
units, etc. 

compute their output 
on time and may cause 
dangerous deadline 
overruns. 

<AURIX Safety Features> 

<SCPU Safety Features> 

<Bounded Temporal 
interference> 

<Temporal independence> 

<Inter-partition 
communication> 

that if a local watchdog is not 
refreshed, the system goes to safe 
state.  

<Diagnostics> and <SCPU Safety 
Features> ensure that if the P4-
DIAG partition does not receive 
periodical confirmation from all 
partitions the external watchdog is 
not refreshed and the system goes to 
safe state. 

<Bounded Temporal interference> 
and <Temporal independence> 
ensures that a partition has sufficient 
processing time to complete its 
execution as configured. 

„Write’ access 
to non-assigned 
peripheral 

Memory 
corruption 

 

Safety peripherals may 
be commanded by not-
allowed partitions. 
Data written by safety 
partitions may be 
invalidated. 

<Exclusive access to 
peripherals>  

<Diagnostics> 

<Exclusive access to peripherals> 
ensures that only one partition can 
have access to configured exclusive 
peripherals. 

<Diagnostics> of output peripheral 
(e.g. input associated to output) 
monitors the output state of 
peripherals. 

Non „write’ 
access to 
assigned 
peripheral 

Memory 
corruption 

 

Outputs computed by 
safety partitions are not 
consistent with their 
expected value. 

<Diagnostics>  

<Bounded Temporal 
interference> 

<Diagnostics> of output peripheral 
(e.g., input associated to output) 
monitors the output state of 
peripherals. 
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Blocking shared 
resource 

Invalidation to 
deactivate CC system. 

<Temporal independence> 

<Exclusive access to 
peripherals>  

<Bounded Temporal interference>, 
<Temporal independence> and 
<Exclusive access to peripherals> 
prevent resource starvation and 
locking. 

Multiple 
combinations of 
previous failure 
modes 

Partition executes 
in privileged 
mode 

Uncontrolled / 
unpredictable 
behaviour of partitions. 

<AURIX Safety Features> 

<Diagnostics>  

<AURIX Safety Features> and 
<Diagnostics> lead to a trap or 
interrupt. 

Partition resets 
core and / or 
another core 

<SCPU Safety Features> 

<AURIX Safety Features> 

<Exclusive access to 
peripherals> 

<Configuration> 

<SCPU Safety Features>, <AURIX 
Safety Features>, <Exclusive access 
to peripherals> and <Configuration> 
ensure that only explicitly defined 
system partitions can control reset 
signals. 

Uncontrolled 
Interrupt 

<AURIX Safety Features> 

<Diagnostics> 

<Configuration> 

<AURIX Safety Features>, 
<Diagnostics> and <Configuration> 
ensure that interrupts are accepted 
and handled as configured. 

Uncontrolled or 
not repeatable 
initialization and 
startup 

<Diagnostics> 

<Configuration> 

<Safe system initialization 
and shutdown> 

<Safe system initialization and 
shutdown> ensures that the 
initialization is done in a known and 
repeatable manner with a bounded 
and known time.  
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6.2.5 Safety techniques 

This sub-section describes most relevant safety techniques used to support the Safety Concept: 

 First, a high level description of the main techniques and measures to support the safety 
concept already described in points [A] [B] [C] [D] [E] of previous Section 6.2.3-3) and 
referred in the FMEA is provided in Table VII. 

 The main measures to reduce the probability of systematic faults are discussed in Section 
6.2.5.1. 

 More details on the measures to control random faults at the level of the AURIX COTS 
multicore processor are described in Table VIII (Section 6.2.5.2). 

The safety techniques of this section consider technical compliance of both, the generic standard 
IEC-61508 and automotive domain ISO-26262. IEC-61508 is also considered with the purpose 
of having a general approach, which can be then ported to different application areas within the 
PROXIMA research project. For a future implementation of the application, solely ISO-26262 
shall be considered. 

Table VII: High level description of the Safety Measures for mixed-criticality integration in the AURIX multicore processor 

Tag See Section 

6.2.3-3) 

Description 

<SCPU Safety Features> [A] The SCPU provides safety techniques for ASIL D / 
SIL 3 (DC>=99%) external to the AURIX board. 
These measures are designed and implemented 
compliant with the standard and the specifications in 
the AURIX safety manual (e.g., Power and clock 
monitoring, watchdog timer, etc.). 

<AURIX Safety Features> [B] Safety measures for ASIL D / SIL 3 integrated in the 
AURIX board for its main components (CPUs, 
memories, peripherals, clocks, power, I/Os, etc.). It 
is assumed these features are integrated taking into 
consideration the corresponding safety manuals. 

<Diagnostics> [C] Software configuration of the safety measures and 
additional diagnosis required at software level 
compliant with ASIL D / SIL 3 (DC>=99%) (e.g., 
periodic I/O and memory checks, control of the 
external WDG). Diagnostics are designed and 
implemented taking into consideration the AURIX 
safety manuals. 

<Spatial Independence> [C] Write protected memory address ranges configured 
for each partition and enforced thanks to the 
protection mechanisms available in the AURIX (e.g., 
MPUs). Configuration of memory regions and access 
rights is static and defined during design phase. 

<Bounded Temporal [C] Temporal interferences among partitions allocated to 
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interference> different cores are bounded by a cyclic arbitration of 
resources and temporal protection mechanisms. 
WCET bounds are computed using the MBPTA-
MUC solution (cf. Appendix II-A). 

<Temporal 
Independence> 

[C] Statically defined cyclic scheduling algorithms are 
enforced to ensure temporal independence among 
partitions in the same core. The configuration of the 
scheduling is static and defined during design phase 
based on WCET analysis. The WCET bounds are 
computed using the MBPTA-MUC solution (cf. 
Appendix II-A). 

<Inter-partition 
Communication> 

[C] Write protected memory regions are used for inter-
partition communication based on shared memory. 
Unidirectional communication channels are 
established at design time where a unique partition 
has write permissions on each configured shared 
memory region. This is enforced thanks to the 
memory protection mechanisms available in the 
AURIX. 

<Configuration> [D] System configuration is static and defined during 
design stage with qualified tools taking into 
consideration the requirements established in the 
safety manual. 

<Safe system initialization 
and shutdown> 

[E] System startup and shutdown is done in a predefined, 
repeatable way with bounded maximum time taking 
into consideration the requirements established in the 
safety manual. Safe state is ensured during startup 
and shutdown processes and in power off state. 

 

6.2.5.1 Measures to reduce the probability of systematic faults 

The usage of a Functional Safety Management (FSM) compliant with IEC-61508 / ISO-26262 
and required SIL 3/ ASIL D level: 

 The overall system is conceived, developed and certified using an ASIL D FSM 
compliant with ISO-26262 (and IEC-61508 SIL 3 compliant). 

 The platform is conceived, developed and certified using an ASIL D FSM compliant with 
ISO-26262 (and IEC-61508 SIL 3 compliant). 

 Safety partitions are conceived, developed and certified using an ASIL D FSM compliant 
with ISO-26262 (and IEC-61508 SIL 3 compliant). 

 



D2.13 Annex: Automotive Case-Study Safety Concept 
version 2.0 

53 

6.2.5.2 Measures to control errors 

The following table summarizes most relevant safety measures used to control errors. Some of the diagnostics are supported by the AURIX 
processor itself, some others are integrated at the SCPU platform level and some others are implemented in software. In addition to these measures, 
we assume that the system architect specifies and integrates all required additional measures taking into consideration all safety manuals. 
 

Table VIII: Safety Measures to Control errors in a COTS multicore Processor 

Subsystem Diagnostic 

technique/measure 

ISO-26262 

Part5 

IEC-61508 

Part 7 
Maximum 

DC 

Description 

Processing units Hardware redundancy: Dual 

Core Lockstep Configuration 

 

D.2.3.6 A.1.3 High Safety Partitions are allocated to the lockstep 
cores included in the AURIX platform. The 
AURIX includes a Lockstep Comparator 
Logic (LCL) with self monitoring technology 
that performs runtime comparison of the main 
and checker cores. 

Invariable Memory Signature of a word (32 Bit) D.2.4.3 A.4.4 High Inclusion of a 32 bit CRC in the Flash 
memory. 

No possibility to change the 
program code. Test of 
program code memory and 
fixed data memory during 
boot procedure 

N/A N/A N/A MBIST included in the AURIX processor. The 
Memory Test Unit (MTU) performs ROM 
content verification (initialization and data 
integrity checking). 

Memory monitoring using 
error-detection-correction 
codes (EDC) 

D.2.4.1 A.5.6 High Data may be taken from the invariable 
memory (PFlash) during start-up, 
configuration and application runtime. 

Runtime Error Detection/Correction via ECC 
is implemented.  
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Variable Memory Test SRAM D.2.5.2 A.5.3 High Periodic test “checkerboard” or “march”. 
MBIST included in the AURIX processor for 
SRAM monitoring. 

Memory monitoring using 
error-detection-correction 
codes (EDC) 

D.2.4.1 A.5.6 High Error Detection/Correction via ECC 
implemented on the Memory Test Unit (MTU) 
of the AURIX platform. 

Communication 

Bus 

Inspection using test patterns D.2.7.4 A.7.4 High „P4 DIAG’ partition performs a cyclic test 
with a defined test pattern to check the 
correctness of the on-chip buses. 

The AURIX supports end-to-end data and 
address monitoring on the SRI bus. 

Clock Watch-dog with separate time 
base and time-window 

D.2.9.1 A.9.2 High A watchdog with upper and lower time 
windows and with a time base that is 
independent from the microprocessor clock. 
Any anomaly in either of the two oscillators 
(processor or watchdog) will cause the system 
to evolve to “Safe State”. 

Over/under-frequency 
thresholds monitoring 

N/A N/A N/A The AURIX includes runtime clock 
monitoring functionality. 

Power Supply Voltage or current control D.2.8.2 A.8.3 High The AURIX implements over/under-voltage 
thresholds control.  

Additionally an external Power Failure 
Monitor is integrated in the SCPU that 
implements safety shut-off in case of a failure 
in the power supply (under/overvoltage). 

Program sequence Combinational of timing and D.2.9.4 A.9.4 High The correct operation of the processor shall be 
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logical monitoring of program 
sequence 

continuously verified by means of a watchdog 
with an upper and lower time window, which 
will be refreshed only if the result of 
monitoring the execution of the user 
programme is correct. The AURIX provides a 
watchdog timer for each of the CPUs and an 
external one is included in the SCPU. 

Analogue and 

Digital I/O 

Monitored Outputs D.2.6.4 A.6.4 High The external safety-relay is monitored by 
means of a digital input to the ECU that 
represents the state of the contact and of the 
associated DO. The AURIX also provides I/O 
monitoring features (e.g., self-test for 
comparison with a reference value). 

Input Comparison/Voting D.2.6.5 A.6.5 High The AURIX includes redundancy and 
comparison for ADCs. 

Partition Interference freeness of non-
safety partition with safety 
partitions, and lower criticality 
levels with higher criticality 
levels 

N/A N/A N/A The hardware protection mechanisms present 
in the AURIX board are used to ensure spatial 
and temporal independence (see the 
description in C, Table VII). Temporal 
independence is supported by WCET analysis 
performed by the MBPTA-MUC solution (see 
Appendix II-A). 

See Section 6.2.4 that provides a Simplified 
FMEA for partitions. 

Platform Built-In Self tests (BIST) 

Start-up test(s) 

   „P4 DIAG’ partition is responsible of the 
execution of BIST Tests and start-up-tests. 
During Operation further BIST should be run 
periodically. 
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The detailed definition of tests and execution 
sequence is not defined at this stage. They 
should at least cover the CPU, memory, 
communication and peripherals used by 
safety-related functions. The start-up-test 
should also ensure correct operation of safety-
relays. 
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6.2.6 System Reaction to Errors 

The following table defines the system reaction to main subsystem errors. 
Table IX: System reaction to errors 

ID Subsystem 

Errors 

System Reaction  Final State  

SR1 „P0 Cruise-Control 
Signal Acquisition’ 
Partition Error (as 
defined in Table VI) 

 The <AURIX Safety Features> 
(Lockstep, watchdogs, MPUs, etc.) 
and <Diagnostics> report the faulty 
partition. 

 <Diagnostics> does not receive 
confirmation from „P0 Cruise-
Control Signal Acquisition’ and 
does not refresh the watchdog. 

 The watchdog reaches time-out and 
resets the SCPU. 

 The SCPU reset de-energizes 
safety-relay (safe state). 

Safe State 

SR2 „P1 Cruise-Control 
Monitor Function’ 
Partition Error (as 
defined in Table VI) 

 The <AURIX Safety Features> 
(Lockstep, watchdogs, MPUs, etc.) 
and <Diagnostics> report the faulty 
partition. 

 <Diagnostics> does not receive 
confirmation from „P1 Cruise-
Control Monitor Function’ and 
does not refresh the watchdog. 

 The watchdog reaches time-out and 
resets the SCPU. 

 The SCPU reset de-energizes 
safety-relay (safe state). 

Safe State 

SR3 „P2 Vehicle Speed 
Controller’ Partition 
Error (as defined in 
Table VI) 

 The <AURIX Safety Features> 
(Lockstep, watchdogs, MPUs, etc.) 
and <Diagnostics> report the faulty 
partition. 

 <Diagnostics> does not receive 
confirmation from „P2 Vehicle 
Speed Controller’ and does not 
refresh the watchdog. 

 The watchdog reaches time-out and 
resets the SCPU. 

 The SCPU reset de-energizes 
safety-relay (safe state). 

Safe State 

SR4 „P4 Diag’ partition 
error (as defined in 
Table VI) 

 The „P4 Diag’ partition does not 
refresh the watchdog 

 The watchdog reaches time-out and 
resets the SCPU 

 The SCPU reset de-energizes 
safety-relay (safe state). 

Safe State 
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SR5 „P3 Power Window 
Controller’ non-
safety Partition 
Error (as defined in 
Table VI) 

 The <AURIX Safety Features> 
(watchdogs, MPUs, etc.) and 
<Diagnostics> report the faulty 
partition. 

 <Diagnostics> re-starts the faulty 
partition (as configured) 

N/A 

SR6 Core error  If <Diagnostics> or <AURIX 
Safety Features> detects severe 
error execution is stopped and the 
core is reset 

Safe State 

SR7 Bus error  If <Diagnostics> or <AURIX 
Safety Features> detect severe bus 
error, same reaction as in SR1/SR2 
or SR3. 

Safe State 

SR8 Power supply error  If <Diagnostics> or <AURIX 
Safety Features> detect the power 
supply is outside boundaries, the 
SCPU is reset. 

 The SCPU reset de-energizes 
safety-relay (safe state) 

Safe State 

SR9 Safety-relay 
detected random 
error 

 <Diagnostics> periodically 
monitors the diagnosis digital input 
from the safety-relay. If the 
diagnosis digital input does not 
match the expected state (must be 
equal to digital output taking into 
account a bounded delay), the „P4 
Diag’ partition does not refresh the 
watchdog  

 <Diagnostics> also performs 
diagnosis by means of dynamic 
signal generation and read-back of 
the signals (not switching the 
relay), in order to make sure that a 
stuck-at failure of the I/O does not 
prevent switching of relays. If the 
diagnosis fails  the „P4 Diag’ 
partition does not refresh the 
watchdog  

 The watchdog reaches time-out and 
resets the SCPU 

 The SCPU reset de-energizes 
safety-relay (safe state) 

Safe State 

SR10 Digital input / 
output error 
associated to safety-
relay 

 Same as SR9 Safe State 
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6.2.7 Limitations 

According to IEC-61508 Annex F, when using deterministic scheduling methods to achieve 
temporal independence not based on time-triggered architectures, it is required a “worst case 
execution time analysis of each element to demonstrate statically that the timing requirements for 
each element are met”. ISO-26262-6 Annex D also requires that mechanisms such as cyclic, 
fixed-priority, time-triggered scheduling, or monitoring of processor execution time are in place 
for ensuring temporal independence. Moreover, the incorrect allocation of execution time shall 
be considered as a design fault. 

As explained in Section 3.2.2, the WCET estimation and timing analysis of multicore processors 
with shared resources is a technical challenge with also limited support from tool vendors. 
Whereas independence of execution among software elements, which are hosted on a single-core 
processor system can be achieved and demonstrated by means of a number of different methods, 
those methods do not properly scale to multicore and manycore processors. 

Hence, from the system architect and system provider perspective, several limitations arise 
regarding the ability of WCET analysis to provide sufficient confirmatory evidence that the 
relevant timing requirements are met (see Section 3.3): 

 Current IEC-61508 and ISO-26262 standards do not provide recommendations regarding 
multicore solutions. 

 How can one provide sufficient evidence (reasonable for a given SIL/ASIL level) to 
confirm that timing requirements are met? 

 Processors provide multiple sources of interference, some of them with limited 
documentation. How can one estimate WCET based on limited documented shared 
processor elements? 

 Which should be a sound method to analyse and confirm by means of estimation and 
measurements? 

 What is sufficient or reasonable effort? 

6.2.8 Overcoming by means of MBPTA-MUC 

This Safety Concept aims to overcome some of the temporal analysis limitations present on 
modern multicore processors. To this end, the MBPTA timing analysis technique for COTS 
multicores (MBPTA-MUC) comes into play (see section Appendix II-A: PROXIMA technology 
in the Automotive Domain) to allow an independent evaluation of the PROXIMA contribution to 
the user community of the AURIX processor for safety-aware systems.  

MBPTA-MUC has been shown to facilitate the estimation of the worst-case execution time, by 
reducing pessimism, reducing uncertainties on the chosen bounds and diminishing the need for 
user-provided information. Standard techniques add conservative safety margins to the obtained 
WCET to deal with timing uncertainties and prevent from overruns. However, this safety margin 
is usually chosen based on engineering judgement with no scientific justification. Moreover, 
given the high complexity of multicore processors, the safety margin needs to be overly 
pessimistic to cover all uncertainties. MBPTA-MUC replaces these uncertainties by probabilities. 

The detailed description of the application of MBPTA-MUC is provided in Appendix II-A: 
PROXIMA technology in the Automotive Domain.   
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Appendix II-A: PROXIMA technology in the Automotive 
Domain 

Appendix II-A recaps the contribution that the MBPTA solutions developed in PROXIMA 
(method, technology and scientific foundation) can offer to overcome the limitations suffered by 
state-of-the-art timing analysis techniques when applied to complex embedded systems running 
on modern multicore processors. 

 A.1: Introduction 

A.1.1 Current Practice Timing Analysis 

The verification of the timing behaviour in industrial-quality RTES requires providing evidence 
that the application will always discharge its duties in a timely fashion. Determining a tight and 
sound Worst-Case Execution Time (WCET) bound of software programs running on modern, 
high-performance processors is especially challenging [53].  

Various WCET analysis techniques exist in the state of the art. The industrial users in 
PROXIMA all come from measurement-based deterministic timing analysis (MBDTA), which is 
not surprising owing to its considerable presence in current industrial practice [66]. With 
MBDTA, the software programs of interest are executed on the target platform to collect a score 
of execution-time measurements. To achieve minimum soundness, MBDTA requires the user to 
have control on:  

 the conditions in which the measurement runs are made so that they represent those 
expected during operation;  

 the input and state conditions that may cause the program to incur its worst-case timing 
behaviour.  

The most known factors that affect the program's execution time include the input vectors that 
determine the control flow path taken by the program in the measurement runs. We call them 
high-level sources of jitter. The use of complex high-performance hardware creates other sources 
of jitter, called low-level sources of jitter, which include:  

 the mapping functions that determines how software objects are assigned to memory, as 
they determine how they are placed in cache, the conflicts that they can suffer, with the 
consequent execution-time effects;  

 specific to multicore, the way parallel contention on access to shared hardware resources 
(e.g., a bus) cause access requests to jitter in execution time. 

With MBDTA, the end user must control all input and state conditions with influence over 
execution-time jitter so as to achieve sufficient coverage of its effects for all sources of it in the 
system, across the whole set of measurement runs made during analysis. While for high-level 
sources of jitter tools exist that validly aid the user in that endeavour, no such tools exist for low-
level sources of jitter. For instance, it is hard to assess whether all potential cache layouts, or a 
representative subset of them, have been exercised in the measurement runs. Likewise, in a 
multicore setting, determining whether the access requests from a program have aligned with 
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those of its parallel contenders in a manner that represents a sufficiently stressful scenario is 
exceedingly hard.  

Overall, the lack of control and coverage of low-level sources of execution-time jitter in a high-
performance processor severely limits the confidence that can be had on the computed WCET 
value.  For instance, the memory placement of software objects has been deemed a factor of high 
consequence on execution time in the presence of cache memories as it determines how different 
addresses compete for cache space. Even if those addresses can be fixed so that inter-task side-
effects can be avoided, this is not so for stateful services from the operating system, whose 
execution time may depend on execution history. Services using different memory locations as a 
result of execution history, would cause different cache access patterns and different execution 
times to emerge depending on the type and cardinality of tasks included in the test. 

Getting accurate and cost-effective timing analysis ultimately comes down to a question of 
representative testing, which means selecting a suitable level of detail for components (ideally as 
large as possible) so that the user can ensure that test inputs and test conditions exercise each 
component adequately. This should provide confidence that all important sources of jitter have 
been observed without introducing additional conditions that are infeasible in practice. Then 
those results need to be combined in a representative way. 

A.1.2 MBPTA: Goal and Principles 

PROXIMA's MBPTA derives probabilistic WCET (pWCET) estimates in the presence of high-
performance hardware. pWCET distributions express the maximum probability with which one 
instance of the program can exceed a given execution time bound.  

We denote as execution conditions for an experiment the values of all sources of execution-time 
jitter for that experiment.  

For the application of MBPTA, we differentiate between two moments in the lifetime of the 
system: the analysis mode (phase), when verification of the timing behaviour takes place; and 
the operation mode (phase) when the system becomes operational.   

 The analysis mode is used to obtain pWCET estimates that are guaranteed to hold valid 
during system operation. To this end, the timing behaviour of the system in that mode 
must upper bound that of the system after deployment, as used in operation. This 
guarantees that any circumstance that can occur during the operational lifetime of the 
system cannot alter its timing behaviour in a way that has not already been upper 
bounded at analysis time. To this end, the soundness of MBPTA rests on the premise that 
the timing behaviour of certain processor resources is randomized or upper-bounded to 
meet with EVT requirements, deal with uncertainties and notably reduce the need for 
user-provided information [94]. 

 The deployment mode is used during actual operation. In this mode, timing conditions 
are unrestricted and can thus lead to lower execution times than those experienced in the 
analysis mode. 

Overall, the goal of MBPTA is to compute the pWCET function of the program of interest with 
execution-time measurements taken at analysis time that are guaranteed to represent the 
operating conditions that may occur during operation. This requires MBPTA to have good 
control of all low-level sources of jitter during analysis. MBPTA therefore requires that the 
execution conditions under which measurements are collected during analysis lead to equal or 
worse timing behaviour than determined by the conditions that can arise during operation [95].  
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MBPTA uses Extreme Value Theory[96] (EVT) to build a pWCET distribution based on a 
sample with a limited number of observations collected during the analysis phase (e.g., 1,000 
execution time measurements). Below we provide a brief and informal description of the 
foundations of EVT (for more formal descriptions of EVT, see [96]). 

There is a fundamental challenge in applying EVT to solve the pWCET problem: EVT treats the 
system as a black box so that the projection it produces from the data it is fed, solely holds for 
exactly that system. This requires the user to ensure that the observation data obtained from the 
system incurred during analysis have an upper-bounding relation to those the system may 
produce during operation. Simple-minded application of EVT to analysis-time observations that 
do not warrant the above condition would fail to provide sound results for the operation-time 
behaviour of the system. Another way to appreciate the significance of this problem is to note 
that EVT should be understood as a method that predicts the worst combined effects of 
phenomena individually observed during analysis but not to predict the occurrence of those 
never observed. As a precondition to sound use of EVT, MBPTA requires that the sources of 
execution-time jitter phenomena observed during analysis have sufficient (upper-bounding) 
representativeness of their manifestation during operation. Also, the use of EVT requires that the 
observed execution time of software running on the platform needs to be described by random 
variable which is both independent and identically distributed (iid). If these conditions are 
warranted, then feeding these observations to EVT produces an approximation of the tail of the 
distribution of the worst-case timing behaviour that the program may exhibit in the operational 
life of the system. Next we discuss how this can be achieved using MBTA-compliant processors. 

A.1.3: Techniques for MBPTA compliance 

Under MBPTA, for a given level of granularity of execution, the response time of each execution 
component (e.g., a basic block or a processor instruction) at that level is assigned a distinct 
probability of occurrence. This trait is described by a probabilistic Execution Time Profile 
(ETP), expressed by the pair: <timing vector; probability vector>. The timing vector in the ETP 
of an execution component, � , enumerates all its possible response times. For each response 
time in the timing vector, the probability vector lists the associated probability of occurrence. 
Hence, for execution component ��� �  =< , >  where =  1 , 2 , … � ,   and = 1, 2, … � ,  . 
The analysis mode requires that the timing behaviour of the system as a whole and of its 
individual components in isolation (seen at the granularity of execution of interest) either upper 
bounds or matches the timing behaviour that will occur in the deployment mode. For MBPTA-
friendly processor architectures, this condition can be achieved in either a deterministic or a 
probabilistic manner. Accordingly, any pWCET estimate obtained by analysis is a trustworthy 
upper bound of the execution times that may occur after deployment in operation, at the 
probability level at which the bound was calculated.  

MBPTA-compliance requires mastering the sources of jitter in one of the following ways: 

 Deterministic Upper bounding: Figure 10 (a) and (b) respectively provide a schematic 
view of the meaning of deterministic upper-bounding and probabilistic upper bounding. 
The x-axis represents execution time of a given jittery resource, and the y-axis the 
probability for any particular latency to occur (this is obviously 1 in the case of 
deterministic resources). In Figure 10 (a), the solid vertical line represents the analysis-
mode bound (am), for the latency of a component. If in the deployment-mode (dm), the 
actual latencies  latam

det  , are below Boundam
det   which is shown with the dotted lines, then 
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the obtained bound is trustworthy. If it cannot be ensured that this is the case, the 
deployment-time actual latencies (dashed lines) can be bigger than the analysis-mode 
bound, that is:  latam

det  >  Boundam
det , hence the bound is not trustworthy and cannot be 

used. 
 

 

 

 Probabilistic upper-bounding: In Figure 10 (b), the solid curve represents the analysis-
mode upper-bound ETP of the latency of the resource, Boundam

pro . We say that ETPi >

 ETPj, that is, ETPi probabilistically upper-bounds ETPj , if for any cut-off probability the 
execution time of ETPi is higher or equal than the execution time of  ETPj. Hence, if 
actual latencies for the resource are like the dotted curve, then they are probabilistically 
upper-bounded by Boundam

pro  (solid line). However, if actual latencies match those 
described by the dashed curve, they are not probabilistically upper-bounded by 
Boundam

pro . 
 Jitterless resources: We term jitterless resources those processor resources that have a 

fixed constant latency, independent of the input request and of the history of service. 
Several hardware resources in current processor architectures are jitterless. Conversely, 
jittery resources have an intrinsically variable impact on the WCET estimate for a given 
program. The significance of this impact depends on the magnitude of the jitter, the 
program under study, and the analysis method. For any given jittery resource, either all 
requests to it are assumed to incur the worst-case or the resource is time-randomized. 

 
To meet the above MBPTA requirements, MBPTA-compliant processors are modified in two 
ways [94]:  

 randomisation is injected in the timing behaviour of hardware resources whose jitter is 
high (e.g. caches and buses)  so that the probability of their worst-case behaviour can be 
captured in analysis-time measurement runs;  

 other processor resources whose jitter is low are instead set to work at their highest 
latency during analysis so that the corresponding measurements upper bound the event 
distribution that may manifest during operation time.  

The low-to-high boundary for the above discrimination is processor and application dependent. 
 
Commercial-Off-the-Shelf (COTS) platforms, on which no hardware change is possible, will in 
general not achieve MBPTA-compliance as they are. At the cache level, which has been 
acknowledged as one of the resources with highest impact on execution time and WCET, 
MBPTA requirements are achieved by means of software randomisation. Software 

Figure 10: Deterministic and probabilistic upper-bounding latencies 
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randomisation [97] mimics the way a hardware random caches behaves, by placing memory 
objects (functions, stack frames, global data) at random memory positions. In this way, the 
memory layout of the software becomes random, and therefore the cache mapping of the 
memory objects becomes random too. Therefore, the program, across differently mapped 
executions, experiences different cache conflicts and thus misses, which affect the execution 
time of the program in the desired manner, to enable MBPTA. Overall, 

 The ETP for a resource , assumed or configured to worst-case latency, can be 
expressed as ���  =< ( � ), 1.0 >  where �  is the worst-case latency of the 
resource. 

 HW Randomization for Probabilistic Upper Bounding: Conversely, the ETP of a time-
randomized jittery resource is:  ���  =<  1, 2 , … � ,  ,  1, 2, … � ,  > 

where  and  represent the different latencies of the resource  and their associated 
probabilities of occurrence. Some processor resources, e.g., caches, are time randomized 
so that every access to them has an observed ETP. The ETP observed at analysis time 

upper bounds its deployment-time ETP: ��� � �  ≥ ���   
 SW Randomization: It has been shown in [98] that the behaviour of a time-randomized 

cache, which uses random placement and random replacement, can also be achieved with 
a regular time-deterministic cache (e.g., using modulo placement and LRU replacement). 
To that end, in every new run program objects (e.g., code, stack, heap) are randomly 
allocated in memory through PROXIMA-specialized support. The fact that objects are 
assigned random memory addresses causes them to be assigned to random cache sets. 
This in turns allows deriving a hit/miss probability for each memory operation (mop):  ���  =<  � ℎ , �  ,  ℎ ,   > 

A.2: Application of MBPTA to the Automotive Safety Concept 

The target AURIX platform has been designed to have as few jittery resources as possible, 
following current industrial practice for timing analysis based on determinism. In particular, the 
three cores found on the platform are equipped with scratchpad memories to provide 
deterministic memory accesses and they are accompanied with smaller caches. Yet it comprises 
two main sources of jitter, which have to be mastered with MBPTA principles, to make the 
architecture MBPTA compliant. These resources are the Shared Resource Interconnect (SRI) 
Bus, the System Peripheral Bus (SPB), the cache, and conflicts when accessing simultaneously 
to the memory devices LMU and to the PMU, i.e. a 32KB SRAM shared memory and a flash 
memory respectively. 

 While the SRI implements a crossbar architecture, which allows several parallel requests, 
when these target the same resource (LMU, PMU etc), they can affect each other timing. 
This creates a source of jitter that needs to be mastered with MBPTA. 

 Also the SPB, which is implemented as a shared bus, provide mutual exclusive access to 
the connected peripherals. This causes a significant impact on the timing of the different 
cores that try to access it at the same time, which also needs to be mastered with 
MBPTA-MUC. 

 The 32 KB SRAM shared memory can be defined through the LMU as cacheable or 
uncacheable. Similarly, the PMU flash memory can be also configured as cacheable or 
not. The application/RTOS defines statically in a linker script which application software 
element (function, data etc) is mapped in which hardware resource (LMU, PMU, 
scratchpad, CPU number etc) and whether accesses to it will be cached or not. In addition 
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to the simultaneous accesses as explained above, all cacheable memory accesses can 
result in a hit or miss in cache, which creates another source of variability. This is 
handled in the target AURIX platform with a solution called TASA. 

A.2.1: Cache Jitter Mastering through Toolchain-Agnostic Software 
Randomization (TASA)1 

Observations collected on time-randomized platforms during analysis are ensured to capture the 
jitter of all hardware components [95] and further meet EVT requirements. Randomization is 
applicable either in the hardware layer [94] or by using software randomization techniques that 
change memory layout at runtime [97], also known as dynamic software randomization, or by 
using different compiled binaries, known as static software randomization [99].  

In this Safety Concept, the software randomization approach is used to enforce a time 
randomized behaviour of the cache n the AURIX platform. Software randomization techniques 
place memory objects such as functions, stacks or globals in random memory locations. With 
source-code level static software randomization (SL-SSR) [100], whose adaptation to AURIX 
we call TASA, the location of memory objects is randomized by using their definition in the 
source-code of the program. The modifications are introduced by a source-to-source compiler. 
This approach requires no changes in the system standard stack toolchain so it is known as 
Toolchain-Agnostic Software Randomization (TASA). TASA relies on the observation that 
compilers generate the elements of the executable (code, data, etc.) in the same order they are 
encountered in the source file. 

We consider the elf binary format [101] as it is one of the most common formats. An elf binary 
consists of four sections: .text, .rodata, .data and .bss that are loaded into memory at certain 
addresses specified in the binary. This makes that the relative location of each element inside a 
section determines its placement in main memory, and consequently its mapping in cache. 

 Code Placement Randomization: The reordering of functions in the source file achieves 
the goal of randomizing the placement of the functions in the object file. This results in a 
different mapping in the instruction cache. However, the set of different cache layouts is 
limited because of the (potentially) few possible different alignments. This can be 
mitigated by increasing the size of each function by a random padding. The padding can 
be added in the form of an arbitrary number of additional instructions at end of the 
function, which can be up to the number of instructions that fit in a cache way, similarly 
to existing software randomization techniques [97, 99]. These instructions need to have 
neither functional nor timing effect on the executed code. This is achieved by using the 
nop instruction. To avoid that the introduced instructions affect functions execution time, 
we ensure that this code is never reached. 

 Stack Frame Randomization: Two different methods, complementary to each other, are 
used to achieve stack randomization: 

Method 1: The size of functions' stack frames can be randomly increased. Since the size 
of the stack frame is determined by the number and the size of the function's local 
variables and the arguments of the functions that it calls, we can increase it by 
introducing a randomly sized local array in the list of local variables. 

                                                 

1This section includes confidential information, do not distribute 
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Method 2: An alternative method to randomize the stack is to change the declaration 
order of local variables, as they are allocated on the stack based on their position from the 
stack pointer. 
Both methods can be combined, while the first solution randomizes conflicts across stack 
frames, the second achieves randomization of intra-stack [97] conflicts. Therefore, they 
can be used in combination to randomize both types of conflicts. In this case, the random 
array is introduced first and then shuffled as any other variable. 

 Program Data Randomization: Variables defined in the global scope of a program, 
static variables defined in each function and string literals, reside in the corresponding 
binary sections, .rodata, .data and .bss, depending on whether they are constants and 
have/lack initial values. The location of each variable in the binary is heavily dependent 
on its relative position in the source code file with respect to the variables mapped in the 
same binary section. In order to guarantee that variables from different sections are 
shuffled, we implemented a simple algorithm that groups variables into the same section 
before shuffling each group individually. 

 Compound Structure Randomization: Structures' fields can also be shuffled, in order 
to randomize data access patterns and intra-object conflicts when used in arrays, provided 
the size of the structure is bigger than a cache line. Moreover, due to the alignment 
padding, the size of each structure depends on the particular ordering of the fields, which 
in turn affects the memory layout. In cases where structures are used in arrays, this can 
have a significant impact on the memory layout. Finally, structures can be used in both 
stack and global data; therefore their randomization has a positive impact on both types 
of randomization. 

AURIX implements a physical memory management unit in which the memory address accessed 
by read and write operations determines the device location in which data resides. Concretely, 
AURIX defines 15 memory segments defined during the linker process, specifying that objects 
must be located in the LMU, PMU, scratchpads or caches. TASA requires objects to be located 
in cacheable memory segments: concretely in segments 8 and 9 that allow cached access to PMU 
and LMU respectively.  

Moreover, note that the 3 cores contained in the AURIX platform are not identical, but have 
different microarchitecture, e.g. not all cores feature a data cache. In addition, as explained in 
A.2 the application/RTOS defines whether or not memory accesses are cacheable. Consequently, 
the randomisation provided by TASA is effective for the software elements, which are 
configured to use the cache, i.e. locating memory objects in data segments 8 and 9. However, the 
randomisation of number of cache misses in each cache, as well as their arrival time, has an 
overall randomisation effect to the rest of shared resources such as the LMU, PMU, SRI and 
SPB. Finally, in order to ensure that the modifications done by TASA are not optimised by the 
compiler, a number of optimizations must be disabled (e.g., dead code elimination and 
unreachable code elimination optimisations), many of which are not allowed in critical systems. 
Overall, TASA is a good solution to handle cache-induced jitter for safety-critical systems as it 
can be applied on any standard compiler-linker toolchain avoiding the needs for re-certification 
of the toolchain. Consequently, TASA is the software randomization approach considered in the 
Safety Concept. 

A.2.2: Bus Jitter Mastering through Deterministic Upperbounding 

One approach to handle bus jitter is as follows: we collect observed execution times (OET) from 
each run of the task under analysis (τA). Those executions are obtained running the task in 
isolation, i.e. with no corunner task. For each run ri we collect oeti as well as the number of 
accesses to a specific peripheral (perj) carried out by τA: aperAi

j. This information needs to be 
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available in the hardware by means of the corresponding Performance Monitoring Counters 
(PMCs) to collect this non-intrusively.  

In our analysis, we make the worst-case assumption that at deployment (operation) time the 
requests of the task under analysis and the contender tasks are aligned in the worst possible way, 
and we make allowances for that in the derived bound. The idea behind this approach is to 
account for the worst potential impact of contention a posteriori, after measurements are 
obtained, such in a way that can be properly factored in by the MBPTA process. 

When round-robin bus arbitration is used the worst-case scenario happens when the τA’s 
contender tasks send a request to the same target when τA sends a request, and contenders’ 
requests get granted first. In this scenario, τA’s request is stalled for (Nc−1)×srmd bus cycles, 
where Nc is the number of cores (contenders) and srmdperj is the single-request maximum delay. 
That is the maximum delay a request can suffer due to another request being sent to the same 
peripheral (perj) . Based on this appreciation, we construct a set of enlarged execution time 
observations (EET) that capture the maximum jitter introduced by perj, which we call Δperj: 

= + ∆ =  + � �    � − 1   

Hence, each oeti is enlarged with the longest impact contention can cause in perj. The same 
approach is followed to capture the impact (jitter) that might be caused in the access to the rest of 
all peripherals. 

A.2.3: Bus Jitter Mastering Through Statistical Analysis 

[The text below is drawn, with minor modifications, from a PROXIMA internal report produced 
by the University of York.] The second approach for the application of probabilistic timing 
analysis on the AURIX relies on the following artefacts: 

1. Interference model: The timing analysis of a Unit of Analysis (UoA) on the AURIX 
platform is split into two phases. MBPTA is first applied to estimate the pWCET of the 
UoA in isolation of multicore interferences (which means using the single-core version of 
PROXIMA’s MBPTA). The impact of multicore interferences is then accounted for 
through the construction of a separate interference model. Given an observed or predicted 
level of interference, the interference model then predicts the impact of interferences on 
the execution time of the UoA. The analysis requires steps to collect separate runs for 
MBPTA, build the interference model, and combine their results. 

2. PMC (performance monitoring counters) read-out collection: The timing analysis on 
the AURIX platform relies on information beyond timing. In particular, to evaluate the 
impact of multicore related interferences, the instrumentation captures the behaviour of 
both the Unit of Analysis (UoA) and its co-runners. This relies on the performance 
monitoring infrastructure the platform exhibits. The amount of information captured at 
each instrumentation point thus increases, but the granularity of the instrumentation 
remains low, requiring only instrumentation around each UoA. The configuration of the 
observed performance monitoring counters (PMC) becomes an input of the trace 
collection process. Additional steps are therefore required most notably to observe all 
candidate factors, and select the most relevant ones. 

3. Synthetic contenders: The co-runners exercised during the interference analysis of inter-
core interferences impact the quality of the interference model. While the said model can 
be built using observations collected on the integrated UoA, the required co-runners may 
not be available. As an alternative, the analysis uses synthetic contenders to exercise a 
wide-range of interference scenarios. The resulting model can cover a wide-range of 
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interference scenarios and is more amenable to the computation of composable timing 
estimates. 

Figure 11 provides an overview of the analysis process on the AURIX platform. Different steps 
in the analysis require the collection of traces responding to different criteria, especially in terms 
of observed performance counters and active contenders. The specificities of the AURIX 
toolchain for probabilistic timing analysis further the gathering of traces obtained under different 
builds. Timing analysis on the AURIX platforms is divided into three main phases, 
corresponding to the collection of instrumentation traces under different scenarios: 

 MBPTA: The UoA is first observed in isolation to evaluate its temporal behaviour in the 
absence of inter-core interferences. Execution times for the UoA are separated from PMC 
information to produce a pWCET for the UoA in the absence of contention for shared 
resources. This baseline estimate is later be augmented by the estimate derived by the 
interference analysis.  

 Factor selection: To build a robust interference model, it is necessary to reduce the 
considered PMCs to a small, high-quality subset. Trace collection is first carried out by 
testing the UoA against contender tasks and capturing as many PMC as possible in 
addition to execution times. The selection process then favours PMC which variation 
correlate to that of the execution time of the UoA.  

 Interference analysis: Predicting the impact of interferences on the UoA requires the 
construction and interrogation of a corresponding interference model. As in the previous 
step, trace collection is carried out by testing the UoA against contender tasks. Only the 
PMC of interests, identified during factor selection, need to be observed. The impact of 
interferences, predicted by the constructed model, is then used to augment the initial 
pWCET estimate. 

 

Figure 11: Overview of the Analysis process 
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A.2.3.1 Forecasting-Based Interference Analysis 

We now introduce the Forecasting-Based Interference analysis to evaluate the contribution of 
inter-core interferences. The complete analysis is divided into five steps (Step 0-4). 

STEP 0: Preparation (Requirements): The analysis and related tools have specific 
requirements that need to be resolved before they can be executed. All analysis tools rely on the 
same type of input traces; the input to the different steps is a trace of end-to-end runs for the 
UoA. The quality of the analysis results depends on the quality of the exercised test vector. The 
derived timing estimates are only valid for those paths and test cases captured during trace 
collection. A variety of scenarios should therefore be captured by the trace fed into the analysis. 
The use of synthetic contenders provides for a controlled coverage of the space of interferences, 
for the shared resources they exercise. 

The Principal Components Analysis, Step 1, produces adequate results from a minimum 
requirement of 1000 runs. To capture the variability of the different factors and their interactions, 
this criterion may be supplanted by a runs to factors ratio. That is a number runs to be collected 
for each factor considered in the input data set [102]. Considering a large 20:1 ratio [102], at 
least 20 runs should to be collected for each observed factor on the AURIX, totalling to 660 runs. 
To include the impact of the input vector, additional runs should be collected per distinguished 
input. A simplified rule is to collect a minimum of 1000 runs with at least 20 runs per test case. 
The analysis may, prompt the user for additional data. 

The construction of the interference model also imposes a minimum number of collected runs. 
Those relate to the minimum amount of data used in different phases of the analysis, e.g., to train 
each of the different interference models. The analysis defaults to training 3 models, using 1000 
runs for each. An additional 2000 runs are required for calibration, and 1000 to evaluate the 
precision of the model. This totals to a minimum of 6000 runs to satisfy the default requirements 
of the analysis. Some applications, e.g. multi-modal ones, require separate models to capture the 
behaviour of different modes. The analysis may prompt the user for additional data if the 
required desired precision cannot be achieved. More specifically, those input traces should be 
formatted as a comma separated file (csv) with identified timing and PMC values for each run. If 
a step fails, it may prompt the user for additional runs. 

STEP 1: Principal Components Analysis: The first step of the analysis is to extract the 
principal components to qualify the relative behaviour of the observed factors. The goal for this 
step is to identify the factors which are correlated, to allow for the selection of a representative 
set thereof, one that can be captured as a single trace while still describing the majority of the 
data. The input to this step should therefore hold data for all available factors across the board, to 
capture a global view of their behaviour. 

This step identifies principal components of the input data. Principal components analysis (PCA) 
is used to reduce the number of PMC data to the most relevant ones in terms of variability. PCA 
is a technique, which identifies correlations within a dataset by finding the Principal Components 
(PCs) of the data, with each PC describing the amount of variance attributed to each correlated 
vector. While it is inevitable that some detail in the data will be lost at this stage, the reduction in 
effort required to get a single data point enables more data to be collected, which in turn 
increases the amount of data used in the models in the later steps, and therefore the accuracy of 
the ensuing predictions. 
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STEP 2: Factor Selection: The second step after the component extraction is to select the 
interference-relevant factors. To provide a simpler and more accurate forecast model, it is 
necessary to reduce the number of observations required to build a model, and select only the 
most significant or relevant PMCs, which yield information on the interference multiplier. Hence 
we filter the PMCs, beyond the principal components, such that only the highest quality PMCs 
are used.  

This step selects the factors most relevant to inter-core interferences from the results of the 
principal components analysis (PCA). The selection is expressed as an integer linear 
programming problem optimising the representativity of the selected factors, and their spread 
across the different components. The factors derived from this step will then be used to create the 
ensemble models.  

To define the optimisation problem, the first step to finding the most relevant PMCs is to remove 
all components that are not correlated to the execution time of the UoA, as these are unlikely to 
yield useful information. In addition, components which explain a low amount of the overall 
variance are removed, as these represent factors which are unlikely to have a high impact on the 
result [103]. The remaining components are weighted by the amount of variance they explain, 
and then the PMCs with the highest degree of correlation to these components are selected. For 
example , if 2 components A, B remain, of which A explains 60% of the variance and B 30%, 
then for each PMC that is selected correlated to B, two PMCs will be selected that correlate to A. 
The exact PMCs selected will be those with the highest correlation respectively to the 
components A and B. 

STEP 3: Ensemble Models & Evaluation Phase: Once the relevant factors have been 
identified, Step 3 builds the inter-core interference model. The collected traces are used to train 
an interference model specific to the represented UoA. The model can be used to predict the 
impact of interference on said UoA given a selected (or observed) level of interferences 
expressed as rates of events (captured by the performance counters). As opposed to Step 1, the 
input trace needs not to capture all available factors, but should focus on the selected ones. 

Once a sufficient amount of data describing the major variations in the PMCs has been collected, 
it can be used to develop forecast models. The desired output of these models is a multiplication 
factor, which can be applied to a single-core execution time to give the corresponding execution 
time in a multicore environment, subject to a given rate of interference from the competing cores. 
In order to accomplish the actual forecasting, Neural Networks [104] are employed. Neural 
networks can be trained to learn a function using input/output data for that function. In this case, 
the input data to the function is provided as the interference rates, and the output is the observed 
impact on execution time. While the use of neural networks enables the automated learning of 
the relationship between interference measurements and their effect on the average execution 
time of a task, it is not without potential problems. As with all machine learning techniques, 
Neural Networks are subject to overspecialisation or inaccuracies should bad training data be 
selected. To counteract this, the technique of Ensemble Modelling [105] is used. Ensemble 
Modelling is an intuitively simple technique: if multiple models are constructed in the same way 
and the consensus of the models is used to determine the result, the chance of the model being 
inaccurate is decreased. 
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Therefore, the analysis takes advantage of Ensemble Modelling by splitting the data gathered in 
the main data gathering phase into segments, with each segment being used to train a different 
neural network. Further, different types of neural network are employed, to reduce the risk that a 
given type of neural network is not appropriate. During the development of the algorithm, it was 
determined that some types of neural network, particular those specialised for pattern matching, 
are not suitable for the function learning approach. Hence only neural networks of the Feed 
Forward Multilayer Perceptron, Single Layer Perceptron, and Learning Vector Quantisation 
[104] types were employed.  

Even with the best of modelling techniques, there needs to be some allowance for the fact that 
the data presented may not be ideal. For example, it is possible that different paths through the 
program produce varying behaviours, thus making it difficult for the data to be treated a single 
dataset without significant errors. Therefore, it is necessary to be able to test for these errors and, 
if possible, allow for the necessary specialisation that must occur to obtain accurate results. 
Testing for these errors also allows the method to evaluate its own accuracy, which allows for 
statistical confidence in the results. 

This leads to the calibration phase of the approach, which uses additional samples to test the 
accuracy of the ensemble model. The user can specify a desired accuracy level for this phase, 
and the analysis will test each sample to determine if the prediction of the model is sufficiently 
accurate to meet the user expectations. The proportion of predictions which meet this threshold is 
used to calculate the forecast accuracy [106], which is the degree of confidence one can place in 
the predictions of the model. Of particular note is that this metric allows the analysis to 
determine an engineering safety margin that should be applied to its results, and the degree of 
confidence on that safety margin. For example, if the analysis determines its forecast accuracy at 
the 10% level is 99%, a safety margin of 10% will hold for 99% of the data. 

In the case that there is a significant population of inaccurate results, it is possible to improve the 
accuracy of the model by introducing a splitting phase. Inaccurate results from the model can be 
explained by either sufficiently rare results such that the model is not accurate (due to the 
training phase accepting these inaccuracies as acceptable error) or from the PMCs not properly 
explaining the inflation factor. To distinguish between the two, the splitting phase begins with 
training a categorisation neural network of the Learning Vector Quantisation family [104] to 
differentiate between inputs that produce high and low accuracy results in the model. In the case 
that such a categorisation neural network can be trained, the data must be of the first category as 
there is enough data to distinguish which results are likely to give higher or lower accuracy. 

Once the categorisation neural network is generated, the input data set is then split according to 
accuracy and two ensemble models are created for the high and low accuracy populations. As 
these models no longer have to accommodate such a wide variety of input data, they can achieve 
a higher accuracy for the restricted inputs. Therefore, if there are identifiable subpopulations 
within the input data, the splitting phase allows models to be trained for these specific 
subpopulations, which improves the accuracy of the method. If splitting is used on a model, 
querying the model first consults the categorisation neural network to determine which ensemble 
model should be consulted. 

STEP 4: Query Models: Once an interference model has been built, Step 4 is now to query the 
model, to predict the contribution of interferences for a selected (or observed) level. Interference 
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models can be used in multiple ways; the most important property of the model is that a model of 
a given task is independent of the tasks competing for shared resources. Therefore, the computed 
models are useful in incremental development: even if competitor tasks may change or have not 
been implemented, a model can be constructed. Once a competitor task is available, the 
interference generated by that competitor task can be characterised in terms of PMCs (for 
example, by applying a high/low-watermark approach to each PMC of the task) and an 
interference multiplier can be computed. Alternatively, the model can be used with search 
algorithms to find the maximum interference tolerable by a task without breaching a given 
deadline; this can then be used to inform the choice of competitor tasks such that this rate of 
interference is not breached. The terminal should reflect a similar output. Such explorative 
strategies have been implemented inside the tool to return the global maximum interferences 
predicted by the model, or the maximum encountered on the training dataset. 
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PART III – OPEN ISSUES       

(QUESTIONS)  
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Appendix III-A: Including AUTOSAR 

The AUTOSAR standard is finding its way into the automotive industry. The core of AUTOSAR 
is to provide a standard ECU interface definition and a standardized reusable specification of 
software layers and components that need to exist in every automotive ECU. The standard is 
hardware-agnostic. However, the last version of AUTOSAR includes new guidelines and 
recommendations to provide support for multicore architectures. Several works evaluate the 
implementation of AUTOSAR in multicore systems [14, 20-22]. Vector Informatik together with 
TTTech are working on the implementation of the multicore version of AUTOSAR [21] while 
addressing the requirements for functional safety as described in ISO-26262. 

The multicore version of AUTOSAR (release 4.0) includes new features, such as, spinlocks for 
synchcronization among cores, inter-OS Communication (IOC) or features to switch on/- off 
other cores or initialize/resume tasks running in other cores. It has also enhanced some other 
safety features, including the memory protection mechanisms and the control flow monitoring. 

However, the inclusion of AUTOSAR involves a redesign of the system and development life 
cycle. This challenges the reuse of existing and proven ECU application code and goes against 
the tendency of using proven-in-use approaches for safety-critical systems. 

 How does this affect certification? Is AUTOSAR a good approach from a 

certification perspective? Is its adoption in the safety-critical industry envisaged? 

 

 Which is the impact of AUTOSAR with respect to safety certification standards 

(IEC-61508 / ISO-26262)? 

 

 Are AUTOSAR partitioning services enough for a mixed-criticality certified 

application? 
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Appendix III-B: Fail Operational considerations 

In fail-operational systems, the system must be able to continue operation during the whole 
mission time. Accordingly, a safe state where the system is stopped in the presence of a failure is 
not regarded as a safe solution. Consider for instance the flight control system in an Airplane. 
But also automotive systems, such as steering, do not exhibit a safe state. 

Consequently, more stringent design and development constraints are posed on fail operational 
systems so that the probability of failure is reduced as much as possible. However, there is 
always some residual risk against which the system must be protected and monitoring and fault 
reaction features must be in place. In these cases, the control system and safety functions and 
diagnosis are closely related what entails that fault reaction measures are domain or application 
dependent. Here, we see two different alternatives: 

1) Backup Mechanisms: The overall system is fail operational but the particular safety 
function can be stopped if a backup mechanism (either mechanical or another computing 
unit) is in place to continue to provide the equivalent functionality. 

Example 1: The Cruise Control System described in this document is part of a car and a 
failure in it cannot be mitigated by stopping the entire car, as this would lead to a 
dangerous situation. Accordingly, the car is a fail-operational system. However, 
deactivating the Cruise Control in the presence of a fault is a safe state, as the 
conventional manual driving system remains operational as a backup mechanism. 

Example 2: Some embedded avionics systems can be regarded as fail-safe when 
considered in isolation, while the overall system might be fail-operational. This is 
achieved thanks to redundancies or dissimilarity introduced at system or component 
levels so that the required minimum functionality is preserved even when the faulty 
embedded application is stopped. 

2) Degraded mode: When having backup mechanisms is not viable, the application must 
continue to provide at least the minimum functionally to guarantee systems safety. In 
these cases, the physical system requires the continuous operation of the embedded 
control unit to guarantee safety. 

Accordingly, on fail-operational systems, the measures against dangerous timing overruns shall 
be defined depending on the particular application so that it continues to assure sufficient 
operation to guarantee safety. 

For the former case, where backup mechanisms are in place, it shall be demonstrated that time 
allocation overruns are detected and sanctioned consistently with a fail-safe approach (e.g., by 
means of a watchdog). 

The latter case involves the demonstration that time allocation overruns do not exist by design at 
software level on a given hardware platform. 

In both cases, the MBPTA-MUC solution shall be used to formally demonstrate that the 
probability for such overruns is low enough so that to consider it safe for each particular 
application domain.  

 What is the interpretation of standards like IEC-61508 and ISO-26262 with respect 

to this kind of fail-operational functions? 
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Acronyms and Abbreviations 

This section contains a glossary of terms (Table X). 

Table X Glossary of terms 

ADC Analogue to Digital Converter 

ALU Arithmetic Logic Unit 

AUTOSAR Automotive Open System Architecture 

ASIL Automotive Safety Integrity Level 

BCM Body Computer Module 

BIST Built-In Self test 

BSW Basic Software 

CAN Controller Area Network 

CC Cruise Control 

COTS Commercial Off the Shelf 

CPU Central Processing Unit 

CRC Cyclic Redundancy Check 

CRTES Critical Real-Time Embedded Systems 

DC Diagnostic Coverage 

DMI Data Memory Interface 

DSR Dynamic Software Randomization 

ECC Error Correction Codes 

ECU Electronic Control Unit 

EDC Error Detection Codes 

E/E/PE Electrical / Electronic and Programmable Electronic 

EMC Electromagnetic Compatibility 

ETP Execution Time Profile 

EVT Extreme Value Theory 

FCR Fault-Containment Region 

FIT Failures In Time 

FMEA Failure Mode and Effect Analysis 

FPGA Field Programmable Gate Array 

FSM Functional Safety Management 

FTTI Fault Tolerant Time Interval 

HFT Hardware Fault Tolerance 
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HyPTA Hybrid Probabilistic Timing Analysis 

IEC International Electrotechnical Commission 

i.i.d. Independent and identically distributed 

I/O Input / Output 

IMA Integrated Modular Avionics 

LCL Lockstep Comparator Logic 

LL-SSR Link Level Static Software Randomization 

MBIST Memory Built in Self Test 

MBPTA Measurement-Based Probabilistic Timing Analysis 

MBPTA-MUC MBPTA for multicores 

MBPTA-SIC MBPTA for single-cores 

MMU Memory Management Unit 

MPU Memory Protection Unit 

MTU Memory Test Unit 

N/A Not Applicable 

OS Operating System 

PC Principal Components 

PCA Principal Components Analysis 

PMC Performance Monitoring Counters 

PMI Program Memory Interface 

PST Process Safety Time 

PTA Probabilistic Timing Analysis 

pWCET Probabilistic Worst Case Execution Time 

QM Quality Management 

QoS Quality of Service 

RII Random Index Identifier 

ROM Read Only Memory 

RR Random Replacement 

RTES Real-Time Embedded Systems 

RTOS Real-Time Operating System 

SCL Safety Communication Layer 

SCPU Safety CPU 

SEooC Safety Element out of Context 

SETV Sources of Execution Time Variability 
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SEU Single Event Upset 

SIL Safety Integrity Level 

SL-SSR Source code Level Static Software Randomization 

SMP Symmetric Multi-Processing 

SMU Safety Management Unit 

SoC System on a Chip 

SPB System Peripheral Bus 

SPTA Static Probabilistic Timing Analysis 

SRAM Static Random Access Memory 

SRI Shared Resources Interconnect 

SRS System Requirement Specification 

SSR Static Software Randomization 

SWaP Size Weight and Power 

TASA Toolchain Agnostic Software Randomization 

TDMA Time Division Multiple Access 

TTCAN Time-Triggered Controller Area Network 

UoA Unit of Analysis 

WCET Worst Case Execution Time 

WDG Watchdog Timer 
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Appendix IV-A: Presentations 

IV-A.1: 1.1 - Introduction 

This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

Introduction

Mikel Azkarate-askasua

Arrasate, April 19th, 2016

 

Outline

 Agenda for the day

 Team

 PROXIMA project at a blink
 Certification Task Overview

 Key Certification Challenges

 Automotive Safety Concept

 Purpose of the Meeting
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Agenda for the day
8:00– 08:15 Welcome (coffee will be served)

08:15 - 8:25 1.1 Introduction Mikel Azkarate-askasua, 
IK4-IKERLAN

Part I 
Introductory

08:25 - 08:50 1.2. PROXIMA Technology Overview Francisco J. Cazorla:
BSC, Project Coordinator

08:50 - 09:00 1.3 Automotive use case application Tullio Vardanega,
University of Padua

09:00 – 09:45 2.1 Automotive CS Safety Concept Mikel Azkarate, Irune Agirre
IK4-IKERLAN

Part II
To be 

Reviewed

09:45 - 10:00 Coffee break (coffee will be served)

10:00 - 10:45 2.2 Appendix II-A (I): TASA specifics 
for the AURIX

Francisco J. Cazorla:
BSC, Project Coordinator

10:45 – 11:30 2.3 Appendix II-A (II):
MBPTA-MUC analysis for the AURIX

Tullio Vardanega,
University of Padua

11:30 – 12:00 3.1 Additional Topics (AUTOSAR/Fail 
Operational)

Mikel Azkarate-askasua,
IK4-IKERLAN

Part III 
Questions

12:00 – 12:30 4.1 Feedback preparation TÜV Rheinland
Part IV 

Feedback12:30 – 14:00 Lunch and Coffee

14:00 – 14:15 4.2 Feedback TÜV Rheinland

14:15 – 14:30 Close of Meeting

3 Ikerlan, Arrasate 19 April 2016
 

Team

Institution Photo Short CV

IK4-Ikerlan Dr. Mikel Azkarate-askasua, researcher at IK4-Ikerlan since 2008. He is currently 
working on the development of dependable traction systems for railway domain (up to 
SIL2). M.Sc. in Embedded Systems by the Ecole Nationale Supérieure d'Electronique, 
Informatique et de Radiocommunications de Bordeaux and doctoral studies in 
Computer Science at TU Wien in the field of safety-critical embedded systems.

IK4-Ikerlan Irune Agirre, PhD candidate at IK4-Ikerlan and BSC / Universitat Politecnica de 
Catalunya since 2015. Working on the safety certification of multicore mixed-criticality 
embedded systems. She has previously worked as a research assistant at IK4-Ikerlan 
since 2010 in the field of safety-critical embedded systems. M.Sc. In Embedded 
Systems by the Modragon Unibertsitatea in 2014. 

BSC Dr. Francisco J. Cazorla, leader of the CAOS group at BSC and member of 
HIPEAC and ARTIST. He has led projects funded by industry, several projects with the 
European Space Agency and the FP7 PROARTIS project. His research area focuses 
on multithreaded architectures for both high-performance and real-time systems. 
PROXIMA project coordinator.

University
of Padua

Prof. Tullio Vardanega, Associate Professor at the department of Mathematics of 
the School of Science at the University of Padua since 2002. His prime research 
interests include methods, languages and tools for the engineering of high-integrity 
real-time systems. He is an advisor, consultant for the European Space Agency as well 
as project evaluator and reviewer for the European Commission. He is also a member 
of various international program committees and ISO-level working groups.

4 Ikerlan, Arrasate 19 April 2016
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PROXIMA Project at a blink

PROXIMA is about “developing industry ready Probabilistic 

Timing Analysis that will simplify the timing analysis of 
complex increased-functional-value mixed-criticality
applications running on multi- and many-core processors”

 The project is inside the “Mixed-Criticality Cluster” of the 
European Commission FP7 projects

 Industry readiness is pursued via a number of case 
studies:
 Automotive, Railway, Avionics and Space

 Certification is a key issue for the future exploitation of 
PROXIMA technology

5 Ikerlan, Arrasate 19 April 2016
 

Certification Task Overview

 Domain-specific normative analysis
 Railway (EN-5012x/IEC-61508)

 Safety concept review for a Railway mixed-criticality application

 Avionics (DO-178B/C/254)
- Certification dossier development by Avionics Certification experts on 

AIRBUS

 Space(ECSS-E-ST-40C/ECSS-Q-ST-80C)
- Certification dossier development by Space Certification experts on 

AIRBUS Defence and Space 

 Automotive (ISO-26262/IEC-61508)

- Safety concept review for an Automotive mixed-criticality 
application

 Cross-domain analysis

6 Ikerlan, Arrasate 19 April 2016
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Key Certification Challenges

 Mixed-Criticality integration on Multicores
 Spatial and Temporal Independence shall be guaranteed

 Establishing trustworthy Timing Bounds on Multicores

Compromised by shared resources, complex and unpredictable 
architectural features, hidden / undocumented properties

7 Ikerlan, Arrasate 19 April 2016

IEC-61508 - 3 ISO-26262 - 6

(7.4.2.2) The design method chosen shall possess 
features that facilitate the expression of: […] (4) 
timing constraints

(7.4.5) The software architectural design shall 
describe dynamic design aspects of the software 
components including: [...] temporal constraints

(7.9.2.14) Verification of timing performance: 
predictability of behaviour in the time domain shall 
be verified

(7.4.17) An upper estimation of required resources 
for the embedded software shall be made, 
including: (a) the execution time

(IEC-61508-3 AnnexF) Non-interference between 
software elements on a single computer:
F.5: deterministic cyclic scheduling methods 
supported by worst case execution time analysis 
of each element to demonstrate statically that the 
timing requirements for each element are met

(AnnexD) Freedom from interference between 
software elements:
D2.2: With respect to timing constraints the effects 
of faults such as [...] incorrect allocation of 
execution time shall be considered and 
mechanisms such as cyclic execution scheduling

 

Automotive Safety Concept

 Composed of two main topics to be reviewed:
1. Mixed-criticality integration on COTS AURIX TC27x multicore

based on ISO-26262 and IEC-61508
- Simplified ASIL D Cruise Control application (CONCERTO EU project)

2. PROXIMA Contribution to effectively analyse the timing 
behaviour of mixed-criticality systems 
- Toolchain Agnostic Software Randomization (TASA)

• Required to apply Measurement Based Probabilistic Timing Analysis 
(MBPTA) on the AURIX processor

- Multicore MBPTA Analysis on the AURIX (MBPTA-MUC)
• MBPTA + Inter-core interference analysis

 Additional topics / Questions:
 AUTOSAR on the Safety Critical Domain

 Fail-Operational systems Considerations

8 Ikerlan, Arrasate 19 April 2016
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Purpose of this Meeting

 Third-party review of an Automotive Safety Concept
 Mixed-criticality integration on COTS AURIX TC27x

 Inclusion of probabilistic techniques [PROXIMA Contribution]

 Dissemination of PROXIMA contribution to TÜV Rheinland
 Toolchain Agnostic Software Randomization (TASA)

 Multicore MBPTA Analysis on the AURIX (MBPTA-MUC)

 The gathering of detailed feedback from TÜV Rheinland

 The definition of an action plan based 

on the received feedback (if needed) 

9 Ikerlan, Arrasate 19 April 2016
 

This project and the research leading to these results 

has received funding  from the European 
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Introduction

Mikel Azkarate-askasua

Arrasate, April 19th, 2016
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IV-A.2: 1.2 - PROXIMA Technology overview  

This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

PROXIMA Technology overview

Francisco J. Cazorla

Arrasate, April 19th, 2016

 

Measurement Based Timing Analysis

 Analysis phase 
 Collect measurement to derive a WCET estimates that hold valid 

during system operation

 Timing Validation and Verification

 Operation phase 
 Actual use of the system

2 Ikerlan, Arrasate 19 April 2016
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Fallacy of Deterministic Systems

 Deterministic systems
 Everything is repeatable

 Do the same thing twice and it‟s exactly the same

 But this is not really true for all aspects of computation
 Run the same thing multiple times, get variations in ordering, 

timing, interactions between components

 Systems are complex to understand, we can only follow what 
happens at a high level

 Future: HW/SW complexity grows and breaks 
deterministic modelling 

Platform (HW 
and OS)

Application
InputsInputsInputsInputs

Jittery execution times

Initial conditions, 

Processor HW, 

RTOS stateful

data structures

3 Ikerlan, Arrasate 19 April 2016
 

Complex platforms: low-level sources of execution time 
variability (SETV)

 High-level SETV: the user has some control on them
 Input Vectors and execution paths

- Metrics to measure coverage (SC, DC, MCDC, )

- Tools to determine coverage

- Which path was traversed and to make claims on path coverage

 The use of complex high-performance hardware creates 
other low-level SETV

 The mapping program objects (functions) 
- How software objects are assigned to memory       

- How they are placed in cache  conflicts suffered 

- Execution-time effects

 The user lacks means to measure the coverage of low-level SETV
- Often insufficient support from the HW

S
e

ts

A

B

C

4 Ikerlan, Arrasate 19 April 2016
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State of Practice of Deterministic Systems

 Level of conservative margin is unclear (20%, 50%, 200%)
 No scientific basis, only engineering experience

 It works in practice when user has “sufficient” HW/SW knowledge

Software “A”Good test caesGood test caesGood test caesWorst-case
test cases

Software “A”Good test caesGood test caesGood test caes“Gentle”
test cases

Margin

 Test cases: from worst to good test cases

5 Ikerlan, Arrasate 19 April 2016
 

Measurement Based Timing Analysis

 Goal
 Based on sytem analysis-time measurements

 Derive WCET estimates that hold at system operation

 How can the user (without dealing with system internals)
 Be sure that he captures in the measurements taken at  analysis 

time those events impacting execution time?

 How to provide convincing evidence?

 Problems
 User to control the execution conditions exercising bad scenarios

 In systems with several jittery factors the user has to architect 
experiments to make events to happen on the same run

 The user has no means to determine the number of runs to 
perform

6 Ikerlan, Arrasate 19 April 2016
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PROXIMA Measurement Based Approach

 PROXIMA MBPTA approach is to
 Develop platforms in which low-level SETV are “handled” by the 

platform without user intervention or 

 Provide the user with means to control SETV in a cheap/fast way

 Approach
 Probabilistic Timing Analysis (Extreme Value Theory)

 Making jitter of hardware and software as random as possible to 
enable probabilistic analysis

 Functional behaviour is left unchanged

7 Ikerlan, Arrasate 19 April 2016
 

Extreme Value Theory /1

 Building block of MBPTA

 Used to consider probabilities associated with extreme 
(and thus rare) events
 EVT is a valuable theory for those who want to estimate the 

extreme behaviour of an observable event 

 Used to model the behaviour of maxima/minima in  the tail of the 
distribution

 Successfully applied in fields such as hydrology/insurance

 We are interested in EVT that predicts – under precise 
hypotheses – observable events in computing systems
 Extreme (worst-case) execution time of a software program 

executing on a processor  WCET

8 Ikerlan, Arrasate 19 April 2016
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Gaining Representativeness /1

 Jitterless

 Fixed latency, the same outcome at every occurrence of that event 

 E.g., integer adder

 Deterministically upper-bounded at analysis time 
 E.g., FP multiplication whose latency is 1 cycle if one operand is 

zero, and 4 cycles otherwise. Always 4 cycles at analysis time

 Probabilistic upper-bounded jitter
 Same probability distribution

- E.g., cache access with the same hit/miss probabilities

- Jitterless from a prob. point of view

 Upper-bounded distribution

 E.g., Random caches

9 Ikerlan, Arrasate 19 April 2016
 

Gaining Representativeness /2

 Jitterless

 Deterministically upper-bounded at analysis time 

 Probabilistic upper-bounded jitter

time

C
o

m
p

le
m

e
n
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m
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p
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b
a

b
ili

ty

time time

bound

observations
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COTS Processors

 When it comes to COTS processors, how to achieve the 
time properties required by MBPTA?
 Software randomization

 Software Randomization
 Covers cache-generated jitter

 Places random code and stack objects at random locations in 
memory results in RP in cache
- Dynamically (at program load time and during program execution) or

- Before the program runs (compilation time)  TASA

 TASA
 Verified to work well for single-core execution mode

 We discuss its applicability to the AURIX in Session 2.2

11 Ikerlan, Arrasate 19 April 2016
 

Summary

 MBPTA: Randomization + EVT

Platform: Randomisation / work on worst-latency
(as a way to deal with low-level setv)

Representativeness
i.i.d and ET tests

(applied on Exec.Time)

MBPTA

EVT 
(black box approach)

12 Ikerlan, Arrasate 19 April 2016
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This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
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PROXIMA Technology Overview

Francisco J. Cazorla
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IV-A.3: 1.3 - Automotive Use Case Application 

This project and the research leading to these results 

has received funding  from the European 
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Automotive Use Case Application

Tullio Vardanega

Arrasate, April 19th, 2016

 

The intent of CONCERTO

 Model-based development

from Simulink blocks 
to a conforming 

CONCERTO PSM

2 Ikerlan, Arrasate 19 April 2016
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The contribution of PROXIMA

 Automated
support for
WCET analysis

3 Ikerlan, Arrasate 19 April 2016
 

The CONCERTO-PROXIMA Outcome

4 Ikerlan, Arrasate 19 April 2016
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The CONCERTO Application /1

 A cruise control system

5 Ikerlan, Arrasate 19 April 2016
 

The CONCERTO Application /2

 Functional model specified with Simulink

6 Ikerlan, Arrasate 19 April 2016
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The CONCERTO Application /3

 Model-to-code transformations for timing analysis in 
PROXIMA

7 Ikerlan, Arrasate 19 April 2016
 

This project and the research leading to these results 
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Automotive Use Case Application
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IV-A.4: 2.1 - Automotive Safety Concept 

This project and the research leading to these results 

has received funding  from the European 
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2007-2013] under grant agreement 611085
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Automotive Safety Concept

Mikel Azkarate-askasua, Irune Agirre

Arrasate, April 19th, 2016

 

Outline

 Use Case and Certification Strategy
 Use Case Overview

 Requirements

 Safety Concept Definition Strategy

 Safety Concept Definition
 SC1 – Common Practice Federated Architecture

 SC2 – Mixed-Criticality: Partitioned single-core

 SC3 – Mixed-Criticality: Multicore – AURIX TC27x
- TC27x AURIX Processor

- Safety Architecture on the AURIX

- Safety Techniques

- System reaction to subsystem errors

 Summary

2 Ikerlan, Arrasate 19 April 2016
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This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

Application and Certification Strategy
- Use Case Overview

- Safety Requirements

- Safety Concept Definition Strategy

 

 Mixed-Criticality Use Case composed of
 Cruise Control System (ASIL D)

 Power Window Controller (considered as non-safety related)

Use Case Overview

4 Ikerlan, Arrasate 19 April 2016

Pedals

Driver

Cruise-Control 
Signal 

Acquisition

Cruise-Control

Cruise-Control + NSC

Car

Clutch Brake Acceler.

Cmds.

Lamp

Power 
Windows 
controller

Torque

Safety Relay 

Engine Control ECUAcquisition ECU

BUS

Wheel control 
System

CC Off

Buttons

Up

Down

Vehicle Speed 
Controller

Cruise-Control 
Monitor Function

SET/SPEED+

SPEED-

CC Buttons

OFF

RESUME

Motor 
Driver

Speed 
Sensor

Body Computer ECU
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Requirements (I)
 Safety Goals and Requirements

 SG-01: avoid the inability to deactivate CC when required (ASILD)

 SG-02: avoid unintended increase of cruise speed (higher than 
150 Km/h) (ASIL D) 

 Safe State

5 Ikerlan, Arrasate 19 April 2016

SR_CC_1_A: “Cruise Control Deactivation” avoids the inability to deactivate the CC when
required.
In case of a fault leading to inability to deactivate CC when required, the engine control unit
shall switch to a “safe state” within the PST/FTTI once the failure has been detected.

SR_CC_1_C: “Overspeed Control” controls that the CC does not generate unintended
higher cruising speed than the established maximum limit (150 km/h).
In case of a fault leading to an unintended higher cruising speed (higher than 150 km/h), the
engine control unit shall switch to a “safe state” within the PST/FTTI once the failure has
been detected.

“Safe state” shall be achieved by deactivation of the Cruise Control System (by
commanding safety digital-outputs connected to external safety-relays).

 

Requirements (II)

6 Ikerlan, Arrasate 19 April 2016

ID Description

SR_CC_1_A The safety goal “Cruise Control Deactivation” avoids the inability to deactivate the CC when required. In case of a fault 
leading to inability to deactivate CC when required, the engine control unit shall switch to a „safe state‟ within the 
PST/FTTI once the failure has been detected.

SR_CC_1_B The safety goal “Cruise Control Deactivation” must be provided with ASIL D level (ISO-26262).

SR_CC_1_C The safety goal “Overspeed Control” controls that the CC does not generate unintended higher cruising speed than the 
established maximum limit (150 km/h). In case of a fault leading to an unintended higher cruising speed (higher than 150 
km/h), the engine control unit shall switch to a „safe state‟ within the PST/FTTI once the failure has been detected.

SR_CC_1_D The safety goal “Overspeed Control” must be provided with ASIL D level (ISO-26262).

SR_CC_2_A The „vehicle speed signal’ computed by the Cruise Control Signal Acquisition functional unit shall be consistent with the 
actual vehicle speed.

SR_CC_2_B The „CC commands‟ computed by the Cruise Control Signal Acquisition functional unit shall be consistent with the status 
of the buttons (SET, SPEED+, SPEED-, OFF, RESUME).

SR_CC_2_C The „Brake‟, „Accelerator‟ and „Clutch‟ signals status read by the Cruise Control Signal Acquisition functional unit shall 
be consistent respectively with the Brake, Accelerator and Clutch pedal status.

SR_CC_3_A The Vehicle Speed Controller shall generate a gradual „torque‟ consistent with the current speed gradient and limited to 
a maximum value (150 km/h).

SR_CC_3_B The “Cruise Control Monitor” function shall generate a „Cruise Control Disengagement‟ signal consistent with the 
input button/pedal requests and the cruise control shall be deactivated within the PST/FTTI.

SR_CC_4_A Diagnostics (Plausibility check) shall be implemented to verify the status of the signals/requests.

SR_CC_4_B The Cruise Control System shall detect faults on the buttons and pedals.

SR_CC_5_A The „safe state‟ shall be achieved by deactivation of the Cruise Control System (by commanding safety digital-outputs 
connected to external safety-relays).

SR_CC_6_A The Process Safety Time (PST) (IEC-61508) / the Fault-Tolerant Time Interval (FTTI) (ISO-26262) is 1 second.
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Safety Concept Definition Strategy
Step 1: Common Practice  Federated Architecture (SC 1)

 Serves as a reference

7 Ikerlan, Arrasate 19 April 2016

Cruise-Control 
Signal 

Acquisition

Cruise-Control

Cruise-Control + NSC

Power 
Windows 
controller

Engine Control ECUAcquisition ECU

Vehicle Speed 
Controller

Cruise-Control 
Monitor Function

Body Computer ECU

Cmds.

BUS

Safety 
Relay 

M

M

User 
Commands

Sensors

User 
Commands

PROXIMA Mixed-criticality SCPU

Safety-Related Functional Units Non Safety-Related Functional Units

Step 2: Mixed-criticality Integrated Architecture

 Partitioned Single-core (SC 2)

 Multicore AURIX TC27x (SC 3)

Note: Technical compliance 
of both IEC-61508 and ISO-
26262 is considered
• Research purposes: IEC-

61508 eases portability  to 
other application domains

• Future actual implementations 
shall only consider ISO-26262

 

This project and the research leading to these results 

has received funding  from the European 

Community’s Seventh Framework Programme [FP7 / 
2007-2013] under grant agreement 611085

www.proxima-project.eu

Safety Concept Definition

- SC1 – Common Practice Federated Architecture

- SC2 – Mixed-Criticality: Partitioned single-core

- SC3 – Mixed-Criticality: Multicore – AURIX TC27x
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 Distributed ECU Architecture

 ASIL D Safety Goals allocated to
 Signal acquisition ECU

 Engine control ECU

 Safety subsystems physically separated from the rest of 
the system

9 Ikerlan, Arrasate 19 April 2016

Cruise-Control 
Signal 

Acquisition

Power 
Windows 
controller

Safety 
Relay 

Engine Control ECU

Acquisition ECU

Vehicle Speed 
Controller

Cruise-Control 
Monitor Function

Body Computer ECU

M
M

User 
Commands

User 
Commands

Sensors

Vehicle Network

Safety-Related Functional Units Non Safety-Related Functional Units

SC1 – Common Practice: Federated Architecture (I)

 

 Safety ECUs execute safety software applications 
compliant with

10 Ikerlan, Arrasate 19 April 2016

A. Life-Cycle 1. Compliant with ISO-26262 / IEC-61508
2. Qualified tools and compilers: ISO-26262  ASIL D and IEC-61508  SIL 3

3. Safe product development considering safety manuals of all COTS compliant items / SEooC

B. Architecture Fail Safe „1oo1‟ Safety Architecture:
1. Each ECU is a compliant item / SEooC composed of HW and associated platform SW (ISO-

26262  ASIL D and IEC-61508  SIL 3)

2. Each ECU has independent resources (CPUs, Memories, clock, peripherals, etc).
3. Single-point failures DC > 99% (no dedicated measures required) for ASIL D (ISO-26262) and 

SIL 3 (IEC-61508)
4. Communication Protocol: 

a) CAN based „safe communication‟
• E.g., Time-triggered CAN (TTCAN) compliant with ISO-11898

5. External Interface: 
a) Safety related I/Os
b) Non-safety related I/Os
c) Communication ports

C. Safe State De-Energization of safety digital output connected to external safety-relay that deactivates CC
a) The default state during no-power and startup

b) Reached whenever the system, HW or SW diagnosis detects an error

D. Software 
Application

1. Developed according to ISO-26262  ASIL D and ISO-26262  SIL3

a) Functional Safety Management (FSM)
2. Safety related inputs, subsystems and outputs managed by associated safety SW tasks
3. Application safe-state: digital-outputs de-activated (Safety relay de-energized)

SC1 – Common Practice: Federated Architecture (II)
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 Safety ECUs execute safety software applications 
compliant with

11 Ikerlan, Arrasate 19 April 2016

E. Inputs / 
Outputs

1. The Engine Control Unit  manages a digital output connected to safety relay
2. Diagnostic techniques applied for the Monitoring of I/Os (IEC-61508-2 Tables A.7/A.13/A.14 

and ISO-26262-5 Tables D.7/D.11/D.12)
• Safety relay output is used as feedback input for diagnosis

3. Fail-safe state of DO-s is de-energized 

F. CAN based 
‘Safe 
communication’

1. Time-triggered CAN (TTCAN) 
a) Compliant with ISO-11898
b) Global clock synchronization
c) Provided as an ASIL D / SIL 3 compliant-item / SEooC
d) Qualified tools for ASIL D / SIL 3 

2. Safety Communication Layer (SCL) with equivalent safety properties
1. SCL Compliant and associated tools qualified for ASIL D / SIL 3 

G. Diagnosis 
techniques

1. The ECUs implements diagnosis techniques according to ISO-26262 and IEC-61508 (Up to 
ASIL D and SIL 3 level with a high Diagnostic Coverage (DC > 99%) for:

a) Invariable and Variable Memories
b) Power Supply
c) Clock
d) Program Sequence
e) Analogue and Digital I/Os
f) Actuators
g) Communication
h) All other relevant resources

2. Additional techniques are implemented considering safety manuals of all COTS compliant 
items / SEooC elements

SC1 – Common Practice: Federated Architecture (III)
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SC2 – Mixed-Criticality: Partitioned single-core

 All functional units integrated on a partitioned single-core

 Performance and heat dissipation limits

force the transition to multicore architectures

13 Ikerlan, Arrasate 19 April 2016

 Mixed-criticality:
 Off-chip communication 

replaced by on-chip 
communication

 Reduced No. of 
subsystems, wiring and 
connectors, SWaP

 Shared platform (CPU, 
memories, peripherals, 
bus, etc.)

• Freedom from 

interference required

 Certifiable hypervisor
 Spatial independence: 

Memory segregation, MMU

 Temporal independence: 
Cyclic scheduling of 
partitions based on WCET
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SC3 – Mixed-Criticality: Multicore – AURIX TC27x

 Functional units allocated to different cores of the AURIX

15 Ikerlan, Arrasate 19 April 2016
 

SC3 – TC27x AURIX Processor 

 AURIX Processor
 Designed for improved determinism

- Local program and data scratchpads

- First level instruction and data cache

 Spatial interference:
- Shared memories

- Addressable I/O devices

 Temporal interference:
- SRI crossbar

- SPB peripheral bus

- Cache and memory accesses

 Includes integrated safety measures compliant with the ISO-
26262 requirements for ASIL D 
- e.g., lockstep CPUs, integrated watchdogs, memories/bus/I/O 

protection, clock/power monitoring, etc.

16 Ikerlan, Arrasate 19 April 2016
 



D2.13 Annex: Automotive Case-Study Safety Concept 
version 2.0 

112 

SC3 – Safety Architecture on the AURIX (I)

17 Ikerlan, Arrasate 19 April 2016
 

SC3 – Safety Architecture on the AURIX (II)

 Partitioning is enforced by hardware mechanisms
 Spatial independence

- Memory segregation: each partition is assigned a write protected 
memory range in the shared memories (enforced with MPUs)

- Exclusive access to peripherals: register access protection 
mechanism in the SPB to protect access to peripherals

 Bounded temporal Interference
- SRI crossbar

• Parallel transactions between different SRI-Master and SRI-Slaves

• Round-robin arbitration on simultaneous accesses to the same SRI-Slave

- Mutual exclusive accesses to the SPB bus 
• Interference mastered with MBPTA-MUC

- Caches and memory accesses
• Interference mastered through TASA and MBPTA

- pWCET estimation for each safety critical task

- Watchdogs guard each safety partition against runtime overruns
• Fail-safe system approach

18 Ikerlan, Arrasate 19 April 2016
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SC3 – Safety Techniques (I)

 Measures to reduce the probability of Systematic Faults
 ISO-26262 ASIL D (and IEC-61508 SIL 3) compliant Functional 

Safety Management (FSM) for
- Overall system definition, development and certification

- SCPU platform design, development and certification

- Partitions design, development and certification

 Measures to control Faults
 Safety mechanisms on the SCPU:

- Power and clock monitoring

- Watchdog (WDG) Timer

 Safety mechanisms on the AURIX 
- Integrates ASIL D safety techniques for its main components:

• Lockstep CPUs, memory BISTs, WDG timers, power and clock monitoring, 
I/O checks, register access protection, etc.

 Software diagnostics
- Periodic I/O and memory checks, WDG control, safety relay monitoring 
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SC3 – Safety Techniques (II)

 Measures to control faults

Subsystem
Diagnostic 

technique/measure ISO-26262 
- 5

IEC-61508 
- 7

Maximum 
Diagnostic 
Coverage 

(DC)

Description

Processing 
Units

Hardware redundancy: 
Dual Core Lockstep 
Configuration (*)

D.2.3.6 A.1.3 High Safety Partitions run on lockstep cores included in 
the AURIX platform. The AURIX includes a Lockstep 
Comparator Logic (LCL) for  runtime comparison.

Invariable 
Memory

Signature of a word      
(32 Bit)

D.2.4.3 A.4.4 High Inclusion of a 32 bit CRC in the FLASH memory.

No possibility to 
change the program 
code. Test of program 
code memory and fixed 
data memory during 
boot procedure (*)

N/A N/A N/A MBIST included in the AURIX for ROM content 
verification (initialization and data integrity checking ).

Memory monitoring 
using error-detection-
correction codes (EDC) 

D.2.4.1 A.5.6 High Runtime Error Detection/Correction via ECC is 
implemented. 

Variable 
Memory

Test RAM D.2.5.2 A.5.3 High Periodic Test “checkerboard” or “march”. 

Memory monitoring 
using error-detection-
correction codes (EDC) 
(*)

D.2.4.1 A.5.6 High Error Detection/Correction via ECC implemented on 
the Memory Test Unit (MTU) of the AURIX platform. 

Comm. Bus Inspection using test 
patterns (*)

D.2.7.4 A.7.4 High Cyclic test with a defined test pattern to check the 
correctness of the on-chip buses. 
The AURIX supports end-to-end data and address 
monitoring on the SRI bus.

(*) AURIX ASIL D Techniques

20 Ikerlan, Arrasate 19 April 2016
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SC3 – Safety Techniques (III)

 Measures to control faults
Subsystem

Diagnostic 
technique/measure ISO-26262 

- 5
IEC-61508 

- 7

Maximum 
Diagnostic 
Coverage 

(DC)

Description

Clock Watch-dog with separate 
time base and time-
window

D.2.9.1 A.9.2 High Watchdog with upper and lower time windows and 
with a time base that is independent from the 
microprocessor clock (SCPU).

Over/under-frequency 
thresholds monitoring (*)

N/A N/A N/A The AURIX includes runtime clock monitoring 
functionality.

Power Supply Voltage or current control 
(*)

D.2.8.2 A.8.3 High The AURIX implements over/under-voltage 
thresholds control.
External Power Failure Monitor in the SCPU that 
implements safety shut-off in case of a failure.

Program 
sequence

Combinational of timing 
and logical monitoring of 
program sequence (*)

D.2.9.4 A.9.4 High Watchdog with an upper and lower time window. The 
AURIX provides a watchdog timer for each of the 
CPUs and an external one is included in the SCPU.

Analogue and 
Digital I/O

Monitored Outputs D.2.6.4 A.6.4 High External safety-relay monitored by means of a 
digital input to the SCPU. The AURIX also provides 
I/O monitoring features (e.g., self-test for comparison 
with a reference value).

Input Comparison/Voting 
(*)

D.2.6.5 A.6.5 High The AURIX includes redundancy and comparison 
for ADCs.

Partition Independence of 
execution among non-
safety and safety 
partitions

N/A N/A N/A Hardware protection mechanisms present in the 
AURIX board are used to ensure spatial and temporal 
independence. Temporal independence is supported 
by MBPTA-MUC WCET analysis.

Platform Built-In Self tests (BIST) 
Start-up test(s) 

N/A N/A N/A “P4 DIAG‟ executes additional start-up and runtime 
tests (e.g., ensure correct operation of relays at start-
up). They are not defined in detail at this stage.

(*) AURIX ASIL D Techniques
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SC3 – System reaction to subsystem errors 

 Error in a safety partition (e.g., executed incorrectly, executed out of 

temporal constraints, not executed, etc.)

1. P4-DIAG partition does not receive confirmation from the faulty 
partition and does not refresh WDG

2. WDG reaches time-out and resets the SCPU

3. The SCPU reset de-energizes safety-relay and the cruise control 
system is deactivated (Safe State)

 Error in non-safety partition
1. The faulty partition is reset

 Error in main platform components (e.g., CPU, Power Supply, 

Clock, I/Os, Safety relay, etc.):
1. The error is detected by the implemented safety mechanisms

2. The SCPU is reset

3. The SCPU reset de-energizes safety-relay and the cruise control 
system is deactivated (Safe State)

22 Ikerlan, Arrasate 19 April 2016
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Summary

 

Summary

 Automotive mixed-criticality safety concept
 State of the art Automotive COTS multicore platform

- AURIX TC27x

 Partitions established with hardware mechanisms
- AURIX memory and register access protection mechanisms

 PROXIMA technology to statistically bound temporal interferences:
- In main memory/caches (TASA approach)

- In the buses (MBPTA-MUC approach)

 The integration of PROXIMA technology
 (One of the few) State of the art solution for the WCET calculation 

on a COTS multicore platform

 pWCET bounds
- Engineering margin (~20%) replaced by scientific justification
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IV-A.5: 2.2 - Appendix II-A (I): TASA Specifics for the AURIX 
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TC27xT Block Diagram: Sources of Jitter 
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Measurement Based Timing Analysis

 Two on-chip interconnects

 SRI implemented as crossbar
 Several requests in parallel between independent resources

 Serialisation contention when accessing the same target resource 
(LMU, PMU etc)  Affects access timing
- SETV that needs to be mastered with MBPTA 

 SPB implemented as a shared bus
 Mutual exclusive access to the connected peripherals 

 Significant impact on the timing of the different cores that attempt 
to access it in parallel
- SETV to be mastered with MBPTA-MUC

3 Ikerlan, Arrasate 19 April 2016
 

PROXIMA Measurement Based Approach

 Memory resources
 32 KB SRAM shared memory 

- Defined through the LMU as cacheable or uncacheable

 PMU flash memory 
- Also configured as cacheable or not

 Application SW elements (functions, data etc) are mapped 
to HW resources (LMU, PMU, scratchpad, core, etc.)
 Static assignment from the application/RTOS in a linker script

 Cacheable or not

 The pattern of cache hits and misses is a SETV
- Handled with a solution called TASA

4 Ikerlan, Arrasate 19 April 2016
 



D2.13 Annex: Automotive Case-Study Safety Concept 
version 2.0 

119 

Cache Jitter Mastering with TASA

 Software randomization is used to enforce a time-
randomized behaviour of the cache

 Software randomization techniques place memory objects 
(functions, stacks, globals) in random memory locations, 
across distinct executions

 Basic principle of static software randomisation
 Neither the HW nor the memory layout of the program can be 

changed at runtime

 Memory layout is affected by the binary layout, because its 
contents are loaded in memory before program execution

 Different binary layout  different memory layout

5 Ikerlan, Arrasate 19 April 2016
 

Cache Jitter Mastering with TASA

 Source-code level static SW randomization (SL-SSR)
 AURIX adaptation named TASA

 The location of memory objects is randomized by using their 
definition in the program‟s source-code

 TASA basic principle
 Compilers generate the elements of the executable (code, data, 

etc.) in the same order as they appear in the source file

 TASA essentials
 Source-to-source compiler

 No changes in the system standard stack tool chain

 Toolchain-Agnostic Software Randomization (TASA) 

 Portable across different platforms/tool chains

6 Ikerlan, Arrasate 19 April 2016
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elf binary 
 Most used binary format

 TASA can be used with any other format

 Main sections: text, .rodata, .data and .bss

 Sections loaded in memory before program start up

 Each entry needs to be aligned to its size

.text

.rodata

.data

.bss

msg “Abort”
pi    3.14f 

str “%l ms\n”
m  3L
i    1

l
f
time

c ()
d ()

str “reset\n”

ticks 1L

Code

Read-Only data (Strings, constants)

Initialised variables

Uninitialised variables

Initialised to 0 at program startup

Flash

Flash

LMU

7 Ikerlan, Arrasate 19 April 2016
 

Code Placement Randomization

 Randomly reordering functions

 Increase their size by introducing randomly sized padding
 Increase potential code layouts

 Use nop instructions

int a ( int i ){
int m= 5 ;
return i +m;

}

void b ( int j ){
char k [2] = { 1 , 0 } ;
double f = a (j)+ k [0] ;

}

int a ( int i );
void b ( int j ) ;

void b( int j ){
char k [ 2 ] = { 1 , 0 } ;
double f = a ( j )+ k [ 0 ] ;
return ;
asm volatile ( ” nop ” ) ;
asm volatile ( ” nop ” ) ;
return ;

}
int  a( int i ){

int m= 5 ;
return i +m;
asm volatile ( ” nop ” ) ;
return 0;

}

.text:
a():

b():

.rodata:

.data:

.bss:

.text:
b():

a():

.rodata:

.data:

.bss:

Prototypes to reorder 

functions freely

Random # of nops

after function return so 

that are never executed

Function order, size and 
placement is changed

.text segment size is 
changed

Cascade effect on the rest 
of the segments

8 Ikerlan, Arrasate 19 April 2016
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Stack Frame Randomization

 The size of each stack frame depends on the size of its 
local variables

 Compiler alignment padding
 Each variable needs to be aligned according to its size

 The stack frame too (Stack Frame Alignment Padding - sfap)

 TASA uses two complimentary solutions
 Inter-stack randomisation

- Artificially increase the stack frame size, by a random amount

- Randomises conflicts between different stack frames

 Intra-stack randomisation
- Reorder local variable declaration order

- Randomises conflicts between local variables 

9 Ikerlan, Arrasate 19 April 2016
 

Stack Frame Randomization

__StPad[0]
__StPad[0]

m m m m
old sp

return addr

i i i i
k k
f f f f
f f f f

old sp

return addr

j j j j

m m m m
old sp

return addr

i i i i
f f f f
f f f f

k k
old sp

return addr

j j j jcaller

a()

b()

… …

Initial code stack-
rand.code

sfap

sfap

sfap

int a ( int i ){
int m= 5 ;
return i +m;

}

void b ( int j ){
char k [2] = { 1 , 0 } ;
double f = a (j)+ k [0] ;

}

int a ( int i ){
volatile double StPad [1] ;
int m= 5 ;
return i +m;

}

void b ( i n t j ){
double f ;
char k [2] = { 1 , 0 } ;
f = a ( j )+ k [ 0 ] ;

}

Stack frame layout

Inter-stack randomization 

adds a randomly sized 

unused array to the locals

Intra-stack randomisation by shuffling locals
Stack frame size is also randomised due to 
alignment padding affecting subsequent 
function calls
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Program Data Randomization
 Achieved by shuffling variables randomly

 Data split in .rodata, .data and bss sections
 Randomised with respect to the data placed in the same section

 Static variables randomised only when their function is 
randomised too

const char msg [] = ”OK” ;
long l ;
long m=3L ;
unsigned int f ;
const double pi = 3 . 1 4 ;
int c ( void ){

static int i =1;
if ( i ==MAX){

i =0;
printf (” reset ” );

}
return i ++;

}
void d ( int i ){

static long time ;
static long ticks =1L ;
time = clock ( ) ;
ticks ++;
printf ( ”%l ms” , time ) ;

}

const double pi = 3.1 4 ;
const char msg [ ] = ”OK” ;
long m=3L ;
unsigned i n t f ;
long l ;
void d ( int i ){

static long time ;
static long ticks =1L ;
time = clock ( ) ;
ticks ++;
printf ( ”%l ms” , time ) ;

}
int c ( void ){

static int i =1;
if ( i ==MAX){

i =0;
printf (” reset ” );

}
return i ++;

}

pi

pi

'O' 'K' '\0' '%'

'l' ' ' 'm' 's'

„\0' 'r' 'e' 's'

'e' 't' „\0'

m

ticks

i

f

l

time

'O' 'K' '\0'

pi

pi

'r' 'e' 's' 'e'

't' '\0' '%' 'l'

' ' 'm' 's' „\0'

m

i

ticks

l

f

time

.rodata

.data

.bss
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From the Reviewer /1

 “TASA relies on the observation that compilers generate 
the elements of the executable (code, data, etc.) in the 
same order they are encountered in the source file.”
 Question: Can this be corrupted by code optimizing 

switches of the compiler?

 Answer: Yes, it can be affected by very few switches that 
enable a) functions/data reordering and b) dead-code 
elimination. To apply TASA, the user needs to identify and 
disable them

12 Ikerlan, Arrasate 19 April 2016
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From the Reviewer /2

 Cont’d Answer: In gcc and llvm we identified only two options of this 
nature, however they did not have any effect on the generated code 
(exactly the same binary was obtained as when not enabled).

a) In the academic literature, there are works describing compiler 
algorithms for optimal instruction/data cache placement to 
increase performance or reduce WCET, however these 
techniques are NP-complete and do not scale on industrial code 
bases, because they increase significantly the compilation time. 
To the best of our knowledge, they are not implemented in 
industrial compiler toolchains

b) Certain critical real-time industries such as avionics forbid the 
presence of non-tested code in the deployed system. This code is 
already removed before TASA is applied.

13 Ikerlan, Arrasate 19 April 2016
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IV-A.6: 2.3 - Appendix II-A (II): MBPTA-MUC Analysis for the AURIX 
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Main Intuition behind VICI Analysis

 Multicore interference can be significant in magnitude and 
complex to observe

 PROXIMA‟s VICI Analysis builds a multi-variate model 
using Principal Component Analysis (PCA) and then uses 
machine learning techniques to query the model

 Inputs
 Execution time observations

 Architectural factors of interference to variation
- E.g. accesses to a shared bus

 Outputs
 Execution-time inflation caused by a given set of factors

 Determination of maximum inflation factor
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Stages of the Analysis

 Steps 1-2. Deciding the most significant factors
 Gather test data for the execution times in relation to most factors

 Step 1. Use Principal Component Analysis to determine the 
significant factors

 Step 2. Select number of significant factors dependent on:
- Number of performance counters

- Correlation with the execution time

 Steps 3-4. Build and query the resulting multi-variate 
model
 Perform much more testing for the significant factors

 Ensemble a set of neural networks that model the inflation

 Determine the accuracy of the model by comparing observations 
and prediction

 Use accuracy to direct further testing

 Step 4. Extract worst-case inflation factor by search over model

4 Ikerlan, Arrasate 19 April 2016
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Application of the Analysis

 Instrument the end points of the program of interest

 Use available Performance Monitoring Counters to read 
factors of influence

 Program runs with ad-hoc contenders
 Contenders designed to stress shared resources (e.g., shared 

RAM) at varying rates

 Contenders designed to explore the analysis space
 Initially contenders cover the space uniformly 

 Later can be augmented to improve accuracy

 Generation of contenders can be automated

 Each step of the analysis is individually automated

5 Ikerlan, Arrasate 19 April 2016
 

Steps 1-2

 Step 1 gathers observation data from running contenders 
against the program under analysis
 Getting data from all available PMCs

 The PMCs that are significant vary depending on the 
characteristics of the program under analysis
 The individual observation runs concentrate on a small number of 

PMCs at a time

 Step 2 does data gathering as Step 1 with the same 
contenders but only records data from the PMCs that have 
been found significant in Step 1

6 Ikerlan, Arrasate 19 April 2016
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The Analysis Process Overall
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A Sample of an Analysis Result
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Lessons Learned with the AURIX

 Worst-case contention does not necessarily occur upon 
maximized access patterns
 Contenders may conflict with each other

- E.g., the interference that a contender is able to cause on an off-core 
resource depends on the contention that it suffers from others

 A contender may conflict with itself
- E.g., when causing thrashing

 Contention is HW specific and designing good contenders is hard

 Factor selection may yield correct but unexpected choices
 E.g., some tasks may make close-to-zero off-core accesses

 The ability to determine all factors and to stimulate them is 
contingent on the processor features and their public 
documentation

 Pessimism can be high if the processor has insufficient 
means to control the factors of influence

9 Ikerlan, Arrasate 19 April 2016
 

From the Reviewer /1

 “Step 1: “For example, if a PC accounts for less than 10% 
of the variance in the entire dataset, then variation along 

that PC can be simply dismissed. In statistical literature, 

this is commonly referred to as dimensionality reduction or 

feature selection. So 10% of the variance might be 

neglected.”
 Question: When thinking about extreme value statistics 

this is a substantial value. How is this covered later? With 
the safety margin described in step 3? This needs to be 
discussed

 Answer: The quantification in the report was 
(unintentionally) misleading. The actual procedure uses 
PCA, which is a safe process of reduction

10 Ikerlan, Arrasate 19 April 2016
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From the Reviewer /2

 Answer (cont’d): PCA is a statistical procedure that uses 
an orthogonal transformation to convert a set of 
observations of possibly correlated variables (execution 
times and PMC readouts) into a set of values of linearly 
uncorrelated variables called principal components

 The transformation is defined in such a way that the first 
principal component has the largest possible variance 
(i.e., accounts for the largest variability in the data set), 
and each succeeding component in turn has the next 
highest variance under the constraint that it is orthogonal 
to the preceding components

 It is this procedure that (may) dismiss some factors as 
insufficiently significant

11 Ikerlan, Arrasate 19 April 2016
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IV-A.7: 3.1 - Appendix II-A (II): MBPTA-MUC Analysis for the AURIX 
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Outline

 AUTOSAR and Safety-Critical Systems

 Fail-Operational Considerations
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AUTOSAR and Safety Critical Systems

 Which is the impact of AUTOSAR with respect to 
safety certification standards (IEC-61508 / ISO-26262)?

 Is its adoption in the safety critical industry envisaged?

 How does it affect certification?

 Our intuition:

 The use of AUTOSAR for automotive application is often related to 
non-safety critical subsystems. Safety-critical subsystems are 
normally scheduled with a cyclic bare-metal dispatcher.

 AUTOSAR version 4.0: Multicore support. As far as we 
understood AUTOSAR multicore is not mixed-criticality. Are SCs 
enough to claim spatial and temporal independence among 
applications?

3 Ikerlan, Arrasate 19 April 2016
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Fail Operational Considerations

 Interpretation of standards like IEC-61508 and ISO-
26262 with respect to fail-operational functions? 

 Our intuition:

 IEC-61508 and related standards are fail-safe. The safety 
techniques and diagnostic measures of these standards are 
generic.

 On a fail-operational system the safety-techniques and diagnostic 
measures are application dependant.

 For instance, a drive-by-wire is a fail-operational system: how is 
treated by the standard? Is a back up technology (mechanical 
steering) considered a safe-state?

5 Ikerlan, Arrasate 19 April 2016
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Appendix IV-B: Meeting Minutes 

Minutes of meeting 

Place: IKERLAN, Arrasate 

Date: 19.4.2016 

Present: Mikel Azkarate-askasua (IK4-IKERLAN) 

Irune Agirre (IK4-IKERLAN) 

Tullio Vardanega (University of Padua) 

Francisco J. Cazorla (BSC) 

Hendrik Schäbe (TÜV Rheinland InterTraffic) 

 

1. Preface 

The meeting has been a meeting of the PROXIMA consortium. The goal of the presence of TÜV 
Rheinland was to give an opinion about aspects of probabilistic timing analysis and future 
certifiability of the approach described in /1/. 

For preparation, the safety concept /1/ has been sent before, read by TÜV Rheinland and 
comments have been sent. 

2. Documentation 

/1/ D2.13 annex B Automotive Safety Concept, Version 1.0 

3. Meeting 

Mikel gives an overview on the project. The COTS AURIX TC27x is used for the ISO 26262 
application. 

Main points are: 

 Mixed-Criticality Multicore integration on the AURIX 
 Tool Chain Agnostic Software Randomization (TASA) 
 Multicore MBPTA (Measurement Based Probabilistic Timing Analysis) 

Francisco presents the PROXIMA Technology 

Sources of Execution Time Variability (even if the software is designed to be deterministic) 
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Goal: have a “full” randomization so that it is possible to apply Probabilistic Timing Analysis 
and using extreme value theory. 

Resources are randomized. Also, there might be deterministic (jitterless) or deterministically 
upper-bounded resources 

Achieve randomization via software solutions. 

For the AURIX, TASA, i.e., randomization during compilation has been used. At run-time, just 
one (randomly) selected software realization is used, that also follows the same WCET curve as 
the one generated during analysis time (since the software selected for operation is a random 
element of the entire population of softwares). 

 

Tullio presents the automotive use case. CONCERTO is used, it looks into model based 
development (automotive Simulink), which is a PSM (Platform Specific Model). PROXIMA 
produces WCET analysis for a model based development.  

As an example, a cruise control system is used. A functional model is specified using Simulink. 
The code generated by the autocoder is subject to software randomization (randomization of the 
source code). Tracing is also put into the software. 

CONCERTO takes the sources and factors them. This allows to apply TASA. The developed 
tool chain works well but is closely tied to the operating system and the processor. 

 

Mikel shows the automotive safety concept, details see presentation. 

DC>99% is used for single point failures. 

Irune explains the architecture with a partitioned single core, using a certifiable hypervisor. 

The multicore-processor AURIX has been used. 

 

Francisco presents the architecture of the AURIX. 

Static software randomisation is used for the source code (SL-SSR = source code level static SW 
randomization). 

TASA is a source to source compiler. The details are explained, see presentation. 
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Tullio presents MBPTA-MUC analysis for the AURIX (Appendix II-A (II) for multicore (MUC). 

Principal Components Analysis (PCA) is used to account for important influence factors (VICI 
analysis). Inputs are: execution time observations and architectural factors. The worst case 
inflation factor is used. Note that in step 0 the processor itself is studied. Up to now, a normal 
distribution is used in the analysis. But also other distributions could be used. 

The residual variance (after PCA) is taken into account. This takes also into account other factors 
that are not principal components. Therefore, it is important that the experiments are 
representative. 

 

Mikel discusses additional topics: AUTOSAR and fail-operational. 

AUTOSAR can help with a hypervisor. A direct connection with PTA is not seen. 

Fail operational systems need to be 2-out-of 3 systems. Redundancy is needed and each 
application must be analysed. Note that mechanical backup systems could leave the electronic 
system fail silent. For PTA one must be sure that the different sub-systems are independent. 
Hendrik sends two papers on safety principles to Mikel. 

 

For all presentations, paper copies have been handed out. 

 

IKERLAN will update the report /1/ according to the comments. After reviewing the new 
version, TÜV Rheinland will send out a technical note. 

 

Cologne, 20.4.2016 

 

(Dr. Hendrik Schäbe) 
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Appendix IV-C: List of Open Points 

Table XI describes the list of open points provided by TÜV Rheinland and the reference to the 
updates done throughout the document to address them. 

Table XI: Comments to the Automotive Safety Concept /1/ 

Comment 

number 

Place in the 

document 

Comment Project’s reply Project’s Action 

I1 p. 27 line 1 …and specifies... must be 
“specify” 

Will be checked. 

OK 

Typo corrected in p. 27 line 
1. 

I2 p. 33 B. 
Architecture 

It needs to be ensured for SIL 3 
/ ASILD that there are no 
dangerous single point faults. 
Talking about 1oo1 
architectures might mislead the 
reader. 

Please clarify this. 

Diagnostic 
coverage of 99% 
is ensured. This 
will be made 
explicit in the 
text. 

OK 

The following statement is 
added in p. 33 B-
Architecture: 

3. The system includes 

diagnostic measures 

with a high coverage 

(DC > 99%) for ASIL 

D (ISO-26262) and 

SIL 3 (IEC-61508). 

a) Additional 

dedicated measures 

for single point 

faults are not 

required (ISO-

26262-5 paragraph 

9.4.2.5). 

I3 p.39 It is noted that some sections 
refer to IEC 61508 and future 
versions will completely refer 
to ISO 26262. 

No action necessary. 

OK No action required 
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Comment 

number 

Place in the 

document 

Comment Project’s reply Project’s Action 

I4  The use case considered 
(Cruise control) is a typical 
case for a fail silent system, i.e. 
switching off the system is a 
safe state. For drive by wire 
systems, e.g. the function 
always needs to be present 
(safe life), which would require 
another architecture. 

Noted. 

OK. 

No action required 

I5 p. 46 

 

CRC is a measure for 
protection of information, not 
encapsulation. 

Will be modified. 

OK. 

Table entry in p. 46 
corrected: 

<Diagnostics> and 

<AURIX Safety 

Features> perform cyclic 

tests (MBIST, ECC), 

protection of information 

with CRC and program 

sequence monitoring in 

the partition. 

I6 p. 58 , line 13 from below. 

COTS instead of cOTS? 

 

Typo. 

OK 

Typo corrected in p. 58. 

I7 p. 59, A1 

 

Abbreviation RTES is not in 
the abbreviation’s list. 

Will be added. 

OK 

Abbreviation included in 
Table X p. 76: 

RTES: Real-Time 

Embedded Systems 
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Comment 

number 

Place in the 

document 

Comment Project’s reply Project’s Action 

I8 p. 63, 2nd 
bullet point,  

 

 “Some processor resources, 
e.g., caches, are time 
randomized so that for every 
access to it has an observed 
ETP at analysis time upper 
bounds its deployment-time 
ETP:“ 

Sentence is not understood, 
please revise. 

Will be rephrased. 

OK 

Sentence rephrased in p63, 
2nd bullet: 

Some processor 

resources, e.g., caches, 

are time randomized so 

that every access to them 

has an observed ETP. 

The ETP observed at 

analysis time upper 

bounds its deployment-

time ETP. 

I9 p. 63 line 3 
from below 

 

Abbreviation RTOS is not in 
the list. 

 

Will be added. 

OK 

Abbreviation included in 
Table X p. 76: 

RTOS: Real-Time 

Operating System 

I10 p. 64 

 

 “TASA relies on the 
observation that compilers 
generate the elements of the 
executable (code, data, etc.) in 
the same order they are 
encountered in the source file.“ 

Can this be corrupted by code 
optimizing switches of the 
compiler? 

Only a very 
limited set of 
switches have 
been used that 
does not affect 
the desired 
effect (software 
randomization). 

Unused code is 
removed before 
application of 
TASA.  Only 
ASM code 
“nop” is used, 
which has the 
effect that 
executable code 
is moved in the 
memory. 

No action required, this 
was already stated in the 
text in p. 64: 

“, in order to ensure that 

the modifications done 

by TASA are not 

optimised by the 

compiler, a number of 

optimizations must be 

disabled (e.g., dead code 

elimination and 

unreachable code 

elimination 

optimisations)” 
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Comment 

number 

Place in the 

document 

Comment Project’s reply Project’s Action 

I11 p. 67 

 

Different steps in the analysis 
require the collection of traces 
responding to different 
criterion,“ – different criteria? 

 

Will be changed. 

OK 

Typo corrected in p.67. 

I12 p. 68 UoA is not in the list of 
abbreviations. 

 

Will be added. 

OK 

Abbreviation included in 
Table X p. 77: 

UoA: Unit of Analysis 

I13 p. 68 Step 
1: 

 “For example, if a PC 
accounts for less than 10% of 
the variance in the entire 
dataset, then variation along 
that PC can be simply 
dismissed. In statistical 
literature, this is commonly 
referred to as dimensionality 
reduction or feature selection. 
So 10% of the variance might 
be neglected. When thinking 
about extreme value statistics 
this is a substantial value. How 
is this covered later? With the 
safety margin described in step 
3? 

This needs to be discussed. 

 

The 
quantification 
was misleading. 
The actual 
procedure uses 
PCA, which is a 
safe process of 
reduction. 

Note that the 
residual 
variance is used. 

The text would 
be adapted. 

OK 

10% example statement is 
removed from Step 1 
description in p. 68. 

I14 Appendix 
III-A 

Appendix III-A seems to be 
missing 

 

Appendix III-B 
follows II-A, so it 
is not missing. 

OK 

Appendix III-B is renamed as 
Appendix III-A. 

Appendix III-C is renamed as 
Appendix III-B. 
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C1: Space Certification Dossier 

The main objective of the PROXIMA project is to increase the maturity of the Probabilistic 
Timing Analysis (PTA) to help the European industries coping with the challenge of integrating 
multicore processors in their product, in order to increase their competitiveness. 

After several months of working with Measurement-Based PTA (MBPTA) tools, the goal of this 
document is to provide a feedback on the PROXIMA technology from the space domain point of 
view and to show the industrial path envisaged by Airbus Defence and Space after the FP7 
project.   

This activity involved the On-Board Software experts of the satellite branch from ADS. The 
PROXIMA technology as well as its condition of use has been presented to the experts so that 
they can define the guidelines to integrate the new methods in the current software validation 
process. 

The first section of this document presents the conclusions of the experts and their main concerns 
regarding the use of the technology in an industrial programme. It also takes into account the 
constraints of the qualification of software up to the higher level of safety in satellite software 
(Category B according to ECSS E40 standards) and the integration of mixed criticality software 
on the same hardware platform, which has never been done in the space domain yet. Mixed 
criticality is a very hot topic for space because it would allow to reduce the validation effort on 
parts of the software that are less critical to the mission, for example in the case of hosted 
payloads that could be integrated in the same on-board computer than the regular ones without 
the need to put extra effort to validate them. It can also allow to subcontracts bigger parts of the 
software and reduce the validation effort needed to integrate it on the final system. 

The second section presents the industrialization path envisaged for the PROXIMA technology 
in space on the short and long term for the hardware and software solutions. 
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1 PROXIMA technology review 

This section reviews the main features of the technology developed within PROXIMA and 
discusses their industrialization in the space domain. 

1.1 Incremental development of software 
The current state of the art for the development and validation of on-board software for satellites 
is to release incremental versions and add functionalities piece by piece. This incrementalism is 
very important for the validation process, because it allows verifying and validating software at a 
much lower level which in turns allows reducing the complexity of the tests themselves. 
The PROXIMA technology requires a given amount of measurements to be executed on the real 
computing platform (HW + SW) in order to apply the MBPTA techniques. These measurements 
are easier to obtain at lower level than at higher level when the software is integrated and more 
complex. Thus an important aspect of the usability of MBPTA resides in the fact that low level 
measurements can be combined to provide guarantees on the complete system once integrated. 
This aspect is not only relevant in a mixed criticality context, where software of different 
criticality levels needs to be integrated in a single computing platform, but also when functions 
of software are being developed. 
 
Thus it is necessary that the PROXIMA technology allows the use of partial measurements in the 
MBPTA chain to facilitate its incorporation in the existing validation process. 
This feature is not fully supported in the current version of the toolchain and will need further 
investigations, either in the project, or later on to improve the industrialization of the tools. 
 

1.2 Task Pre-emption 
In current embedded software, multitasking is used to handle different functions in one 
application. Even with the introduction of mixed criticality, multitasking will still be used inside 
a partition. Typically, in the current state of the art of the space software, task pre-emption is 
cooperative, meaning that the task gives back the CPU to the Operating System so that another 
can be executed while it is waiting for an event (e.g. I/O operation or delay). Usually these tasks 
have their own deadline and a Worse Case Execution Time (WCET) analysis needs to be done.  
However, the process currently used in PROXIMA is adapted to end-to-end measurement and 
not for preempted tasks which could complicate the way measurements are taken. Once the end-
to-end measurement part will be mastered, it will be important to also support the task pre-
emptions that happen in multi-task software and analyze them so that every aspect of embedded 
software is covered. 
 

1.3 Dynamic versus static software randomisation 
Two ways of software randomization are being developed in PROXIMA, dynamic and static. 
The dynamic randomization consists in randomizing the memory layout at execution time while 
the static randomization is done at compilation time and creates different binaries for execution 
time validation. 
 
In the project, only dynamic randomization has been tested on the space case study. However it 
is not yet clear which technique should be chosen for the industrialization.  
Currently the advantage of dynamic over static randomization is not clear as the way of using the 
dynamic software randomization is not well defined. Particularly, the effect of re-randomizing 
the software during execution has not been evaluated. Is it necessary or is it enough to randomize 
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once during boot? If it is necessary, does it require stopping the software while moving functions 
around? 
 
All these questions should be investigated before the use of the dynamic software randomization 
can be envisaged.  
 
Furthermore, static randomization seems more predictable and would allow running functional 
tests on the real memory mapping. It could ease the integration of data handling software 
managing IOs as this kind of software usually relies on explicit memory mapping to work 
properly.  
 

1.4 Need for a confidence metric 
The qualification process for space software is based on the CPU load and its tracking to ensure 
that deadlines will be met. The industrial process used in Airbus Defence & Space for monocore 
computers presently uses computations (and not measurements) of deadlines and margins to 
comply with the ECSS E40 standard. The CPU load and execution time metric cannot be 
completely trusted on multicore process because of the complexity to predict the states of the 
shared resources (memory controller, I/Os…) between the cores. The use of the PROXIMA tools 
can enable the validation of the software execution times on multicore processors.  
 
Nonetheless, this technology is complex and requires multi-field competences to master it 
completely, hardware and software in the first place but more importantly it is based on 
statistical theories that are usually not mastered by the SW engineers that will use the tools. Thus 
it is necessary that the toolchain provides some kind of feedback to the user that allows giving 
confidence that the probabilistic WCET (pWCET) values generated by the tools can be trusted. 
This confidence metric could be based on the variability measured in the input execution times 
or the fitting number computed that is used to compute the tail of the pWCET. In current 
MBPTA, two distributions are tried, Weibull and Gumbel. If the values are close for both, the 
confidence metric could be low, for example.  
 
Currently, the tool can tell the user if the input values given satisfy the independent and 
identically distributed condition (i.i.d.), which is a mathematical property that defines a random 
variable. However this is not enough as the pWCET has some parameters (i.e. threshold) that can 
be tuned and that cannot just have a default value if the user wants to have safe and yet tight 
pWCET computations. Furthermore if a confidence metric could be given, it would allow to add 
a margin that would take into account the uncertainties of the methods and it would be added to 
the other uncertainties that are usually put in the form of margins, such as the uncertainties on 
measurements or the variation in interrupts frequency, etc. 
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2 Industrialization path for space 

This section exposes the vision of Airbus Defence & Space for the PROXIMA technology and 
how to introduce it in the current development and validation environment. Its broad adoption in 
the company is conditioned on the confidence that the results provided by the method are valid. 
 
On this front, the research community that was first frigid to accept the result of the PROARTIS 
project has been more enthusiastic since PROXIMA, because they have been able to know more 
about the theory behind it and today, several articles have been written by researchers that were 
involved neither in PROARTIS nor in PROXIMA, and that support its claims. It brings more 
support to the method and its mathematical foundation. However, to be adopted by industry, a 
proper industrialization and integration in the industrial processes needs to be clarified at 
company level. 
 
For the short term, the static and/or dynamic Software randomization seems easier to introduce, 
because it is possible to use it directly with state-of-the-art hardware. It could be used in the 
development process to add a level of confidence on current WCET estimations for critical 
software, even on single core, as a way to reduce the engineering margin that is currently applied. 
This way, the validation engineers and the software architects could get accustomed to the 
method and tools of the PROXIMA toolchain. Furthermore, the reduction in execution margins 
would allow integrating more processing even on monocore systems.  
 
On the other hand, the present introduction of multicore processors into payload processing will 
bring challenges to validate their execution times. The tools developed during PROXIMA and 
the expertise gathered will be necessary to master them. 
 
In the long term, the integration of hardware modifications into the design of space grade 
processors is possible to achieve because space grade processors are made of specific designs to 
comply with the harsh environment of space. Cobham Gaisler is an important player in this field 
and their involvement in PROXIMA for the design and integration of these modifications in 
space is important. They have introduced HW randomization in the cache management of a 
functional mock-up of their latest design. However we have missed the opportunity to integrate 
these changes in the recent GR740 flight processor (LEON4 multicore processor), thus the 
hardware modifications will not be available in space during the next ten years. This is why the 
hardware modifications are only a long term option, even though they seem more mature and 
easy to handle at MBPTA level. 
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C2: Avionics Certification Dossier 

This Annex shows the vision of Airbus for the industrialization of the PROXIMA technology on 
the Avionics domain. Its broad adoption in the company is conditioned on the confidence that 
the results provided by the method are valid. 

1 WCET & Certification process 

The Worst Case Execution Time problem is introduced in the avionics software certification by 
the DO 178 Ed B, § 6.3.4 Reviews and Analyses of the Source Code, item f: 
 

Accuracy and consistency: The objective is to determine the correctness and consistency of 
the Source Code, including stack usage, fixed point arithmetic overflow and resolution, 
resource contention, worst-case execution timing, exception handling, use of uninitialized 
variables or constants, unused variables or constants, and data corruption due to task or 
interrupt conflicts. 

 
For avionics equipment, the software certification is achieved by the successful application of a 
development process agreed with the “certification authorities”, EASA for Europe, FAA for 
United States. The process is agreed prior to the development proper. The DO 178 (last edition is 
C), is a set of guidelines and suggestions for establishing this process. The applicant may 
propose alternatives and variations for any activity, according to the applicant expertise and the 
project specificities, provided the activities objectives are still reached. But such proposals could 
need a lot of efforts and evidences to convince the authorities. 
 
One could note that the objective is not to determine the real WCET, or a precise upper bound. 
But simply to verify that the maximum execution time is consistent with the allocated time, and 
that the documented timing constraints (i.e. requirements) identified by the development process 
are verified.  
 
On this account, the DO 178 Ed B, § 11.9 Software Requirements Data, item d states: 
 

Software Requirements Data is a definition of the high-level requirements including the 
derived requirements. This data should include: 

 

d. Timing requirements and constraints. 

 
Frequently, the high-level timing requirements are expressed as processing periodicity or end-to-
end latency for reacting to external events. These requirements are usually answered, in the 
Dynamic Design phase, by allocating system functions to periodic tasks, of adequate periodicity. 
Most frequently, and specifically in Control-Command functions, the system requirements do 
not tolerate timing overrun. The software tasks are therefore designed to detect and apply some 
sanction when a deadline miss is observed. Generally the sanction is to kill (maybe restart) the 
failing task or the whole application (or partition). A WCET analysis is requested each case 
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where a processing overrun would produce unintended results (e.g. undetected overrun) or 
unavailability (e.g. detected overrun and sanction).  
 
Critical systems usually install multiple units (redundancies), with the purpose to compensate 
availability problems due to independent failures. Execution time for redundant units, if 
predictable and too similar, would default the purpose of redundancy (because all units would 
fail for the same use case). Timing randomization may help to demonstrate the WCET failure 
independence of redundant units. 
 
Additionally, the DO 178 requires a “Software Accomplishment Summary”. This is a very 
important document of the software certification, describing among other things the WCET 
strategy and results: 
 

11.20 Software Accomplishment Summary 

The Software Accomplishment Summary is the primary data item for showing compliance 
with the Plan for Software Aspects of Certification. This summary should include: 

 

d. Software characteristics: This section states the Executable Object Code size, timing 
and memory margins, resource limitations, and the means of measuring each 
characteristic. 

 
The summary should document the resource usage (including the execution time) and the 
available margins. Such margins are required by the system designer for functional growth, but 
also by the certification authorities, to address possible errata fix or mandatory changes. 
 
One could note that the DO 178 does not state or recommends a method to determine the WCET. 
The DO 258 Ed B is a FAQ document completing the DO 178: 
 

FAQ#73: Are timing measurements during testing sufficient or is a rigorous demonstration 
of worst-case timing necessary? 

 

The worst-case timing could be calculated by review and analysis of the source code and 
architecture, but compiler and processor behavior and its impact also should be addressed. 
Timing measurements by themselves cannot be used without an analysis demonstrating 
that the worst-case timing would be achieved, but processor behavior (e.g., cache 
performance) should be assessed. Using the times observed during test execution is 
sufficient, if it can be demonstrated that the test provides worst-case execution time. 

 
The DO 258 considers the source code analysis is the primary source for the worst case 
evaluation. The WCET identification is primarily a question of identification of the “worst case 
scenario”. But, the compiler and processor, hardware in general (but foremost the caches and the 
memory latency) must be taken into account.  Essentially, measurements by themselves could be 
sufficient if one can demonstrate that the observations are representative of the worst case 
scenario. 
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But, generally the analysis can’t guarantee the worst case has been observed; if only because it 
complicates the evidence that the non-observed scenario can’t be longer than the observed one. 
In such case, the WCET analysis should provide (estimate) an upper bound (margin possibly 
very pessimistic), of all the contributions of all unobserved factors. This “margin” will then be 
added to the worst case observation. 
 

2 Probability and Certification 

The DO 178 (the guidelines for software certification) does not consider or estimate probabilities 
for failing objectives. In avionics, probabilities are used at system level or at hardware level (for 
failure rates), but not for software verification activities. Once a criticality level is assigned to a 
software item, in reference to the system criticality and its mitigations, (from level A  
catastrophic to D  minor, and E when no impact and no development process is required), the 
confidence put in the software is based on the development assurance level assigned to it. The 
development assurance level defined inside DO 178 describes the objectives, in terms of 
development and verification activities requested. Higher levels demand more traceability, more 
verifications and reviews, more coverage criteria… But there isn’t a probability of error 
associated to such activities. This approach relates to the assumption that software is fully 
predictable, and test coverage (from high level requirements to instruction code) is not 
necessarily correlated to undetected software bugs probability and impact severity. 
 
There have been some vain attempts to address the software development process and testing in 
avionics probabilistically. But, these attempts have not provided acceptable results, until now, 
and they are rather convincing the certification community (authorities and experts) of the 
inadequacy of the probabilistic approaches in software. 
 
For safety assessment (Failures Mode and Effects Analysis), the hardware failures and data 
corruptions by radiations (Single / Multiple Event Upsets, also called “Software Errors”) are 
usually characterized by statistical criteria (occurrence rates or mean time between failures). And 
when suitable, probabilistic figures for failure scenario are derived. Statistical and probabilistic 
approaches can be applied, because such failures are estimated sufficiently “random” in 
occurrence. 
 
However the FMEA don’t consider failure rates for software bugs. The DO 178 objectives are 
not correlated (explicitly) with the FMEA. The assumption is that the development methodology 
implemented and the development assurance level applied allows the software behavior to be 
compliant with the criticality of the equipment at system architecture. 
 
The PROXIMA approach is handling variability of a nature comparable with the FMEA (or at 
least sufficiently random to compare with). At least it should not be opposed the arguments 
against probabilities in software development and justify that the probabilities are not reflecting 
an estimation of “test coverage”, or randomization is not used for “blind testing”, as with random 
generation of input vectors. And the approach has the mathematical basis to apply probabilities. 
 
Independently of the validity of the approach, the certification process is also heavily relying on 
testing (i.e. on executing applications in representative environments), and on demonstration that 
the performed tests cover and validate all executions which will occur during the exploitation. 
By introducing additional variability, the “randomization” adds complexity (or at least new 
concerns) in the software verification. Therefore the randomization (software or hardware) 
introduced by the MBPTA, should not add variability in places where the existing validation 
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process achieve predictably its goals. For example the cache randomization should not create 
randomness in places software design guarantee the cache hit. 
 

3 Technical challenges 

The following subsections review the technical certification challenges seen in the PROXIMA 
technology. 
 

3.1 Scientific background 

Certification is achieved by applying some process, and by providing the evidences this process 
achieves the intended objectives. This foremost means that every “knowledge holder” and person 
with responsibilities, experts and authorities, both within Airbus and industrial partners, and 
public, academics and legal entities, have no specific concern or critical questions, and are 
reasonably convinced by the provided information and explanations. In few words: there should 
be no obviously valid concern, from people of reference, who would challenge the scientific 
method, and the authorities and responsible people would listen to, to question the approach. 

For example, the methodology shows that the instruction cache activity should be randomized. If 
the probabilistic criteria (e.g. independence tests) are insufficient to validate the measurements, 
how can someone demonstrate that his application cache usage profile is sufficiently random? 
For example, if his application is too linear (i.e. most instructions are missing in cache), the 
cache randomization effect is negated. Is the execution timing still random enough? Or if his 
application code is very compact, and without randomization, would rarely miss, is the 
instruction cache randomization providing a valid source of variability? 

3.2 Industrial constraints 

Another problem to consider for industrialization is technology dependences. E.g., if the 
Software Randomization imposes one specific compiler (say LLVM), then it could be impossible 
to compose this constraint and that should be considered during the industrialization of the 
PROXIMA technology. Additionally, if a project relies a lot on formal methods, and such 
methods are applied between high level stages (say specification) and source code (i.e. Lang C), 
and a “certified compiler” (e.g. CompCert) is applied for code generation, then using another 
compiler would break the formal chain. Therefore probabilistic WCET should not impose a 
specific complier. 

Ideally, the same should be said about the processor selection, or other specific items (e.g. the 
way caches are used). Projects are making some choices, decisions, and compromises that are 
valid for a research phase but need to be extended for industrialization. Processors may be 
selected because of experience from previous projects, because of sharing components with other 
projects without WCET constraint, because of manufacturer support, compliance to standards, 
product long term availability, etc. 

3.3 Software Randomization 

Relating to PROXIMA experience, Software Randomization (SR) is another concern. SR is 
some piece of software, therefore, it will fall under the DO 178 certification obligation. For high 
Design Assurance Level (DAL >> D), it means full documentation and certification items 
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(specification, design, test plans …) must be produced. Embedding the SR in the OS (if it exists) 
and completely removing the burden from the applications would be an interesting possibility for 
the applications, but could be a next to impossible objective for the industrialization phase of the 
toolchain. Additionally, software tests and validation often rely on non-intrusive observations 
(e.g. emulators and tracers to observe and timestamp the software activity). SR by randomly 
moving the addresses is a difficult problem for observability. Anyway, whatever the way SR is 
provided, moving addresses will always be a problem for validation and certification. Formally 
proven “addresses randomization”, if it has any sense, would be a very good thing. Concerning 
industrialization, like for any technology, attaching SR to one COTS component, OS or library, 
creates an additional industrial constraint to be managed. 

Software randomization maybe applied in either of two ways: 

- Statically: Multiple binaries are created with randomized addresses (i.e. cache allocation), 
durations are measured for each build and pWCET is extrapolated. Only one build is 
deployed which could be previously tested according to the regular certification process. 
This approach is close to the usual certification process.  
 

- Dynamically: At run time, at some granularity (e.g. power-on, or partition switch), the 
address are randomized and cache mapping changes. Such approach is more challenging for 
certification, because of the difficulty to evidence that regardless of the randomization, the 
validation holds and the execution time will not violate the WCET bound frequently than 
expected by the probability. 

 

3.4 Hardware randomization 

Hardware randomization is an alternative to SR. However, nowadays, avionics industry mainly 
uses COTS processors and components primarily designed for the automotive or 
telecommunications industry. The avionics industry has small influence on the processors 
manufacturers. Manufacturers and their main customers are primarily interested by raw typical 
performance, and randomization may reduce the performance on some cases (history based 
cache replacement strategies are typically more efficient than random). Automotive industry is 
also interested by confidence in WCET for safety critical functions, and would be a more likely 
candidate for introducing hardware randomization in COTS. 

Additionally, processors manufacturers are requesting very high maturity level for anything they 
introduce in their products, particularly for the core parts, because of the very high variability 
programmers can achieve in writing programs. From experience with PROXIMA, randomization 
techniques (what is sufficient and what is necessary, what is efficient for whatever program 
written …) is still unsufficient to consider industrialization by main manufacturers (Intel, ARM, 
NXP …). 

4 Way forward & Conclusion 

There is no fundamental objection to the use of probabilistic approaches for WCET. However, a 
lot of explanations, evidences and justifications will have to be given to understand and assess 
the implications for the existing processes in the avionics community. Such negotiations and 
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agreements are generally difficult to advance without the context and the pressure of real 
industrial projects. The authorities could have no formal objection about the “generic principle” 
of using probabilities for WCET, but, they will not give their formal agreement for any 
equipment, without reviewing the specificities, context, nature and criticality of such equipment: 
meaning yes, but not everywhere and anyway (e.g., the way presented on Railway and 
Automotive Safety Concepts, Annex A and Annex B). For this part, starting with “mildly” 
critical applications (e.g. DAL C) would be a good introduction point in avionic equipment.  

To progress in the general acceptation, the probabilistic community should continue and increase 
its presence in scientific conferences, and conferences specialized in avionic and safety domains, 
and addressing the WCET problem. One good opportunity would be the CETIC conference 
(Certification Together International Conference for the Aeronautical Industry). This conference 
is attended by a significant part of the industry, including the certification authorities. This 
conference is a good opportunity for dissemination to the right people, to collect their feedback 
and answer their concerns, without the formality and timeline of true industrial programs. The 
probabilistic community must establish the “well known” background necessary for further 
acceptation by later certifications. 

Acceptation will also be eased by evidencing as much as possible “usage history” and “return 
from experience”. Application in representative domains, not only critical avionic, but preferably 
still critical (automotive, railway, nuclear …), or simply academic and open projects should help 
build this experience and knowledge base of what is suitable and scientifically sound. 


