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EXECUTIVE SUMMARY 

In the “Europeana Fashion Enrichment Tool Report v1”, a first version of the cleansing, reconciliation, 
enrichment and semantic query processing functionalities is presented. Also, an implementation roadmap is 
proposed, which will lead to the final version of the before mentioned functionalities that will be part of the 
“Ingestion & Enrichment tools final Report” deliverable of the Europeana Fashion project. 
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1  INTRODUCTION 

 
The content of the Europeana Fashion dataset is coming from a variety of sources representing different 
aspects of fashion through time. As a result the metadata that are aggregated and represented using the EDM-fp 
schema are characterized by a greater viariability in content when compared with other cultural domains. This 
variability is a result of the different types of institutions that are responsible for the curation of fashion 
material, ranging from fashion museums to private fashion archives and agencies, with each one attempting to 
cover the domain from a different perspective and with different needs and goals.  
 
In order for the project to maximize the quality of delivered metadata and turn the before-mentioned content 
variability into a strong competence that will appeal to a broad audience, it was forseen that a number of 
services for the further curation of content will be designed, deployed and used by the content providers. 
 
These services will allow the content providers to edit their transformed records, on both a schema and data 
level, allowing them to perform cleansing and reconciliation actions. A service for the semi-automatic linking of 
records with external sources, .e.g. dbpedia, together with their publication on the Linked Open Data cloud will 
be provided while finally a semantic query processing will be exposed to the Europeana Fashion Portal. The 
purpose of these services is to support the syntactic and semantic enrichment of the delivered records to both 
the Europeana Fashion Portal and Europeana. 

 
1.1  DATA ENRICHMENT USE CASES 

Data cleansing, reconciliation, linking and enrichment are broad concepts and active research domains. For the 
needs of the Europeana Fashion project we decided to follow a more pragmatic approach and figure out 
together with the users, in this case the content providers, what exactly functionalities should be implemented 
and how they should be exposed to the users in order to fulfill their expectations regarding the enrichment 
process. For this reason extensive discussions occurred during PMBs and general assembly meetings and a small 
number of use cases has been created that where used to drive the actual development. 

The first use case exposes the need of manipulating the records on a schema level. The users should be able to 
create new elements for records and fill them with information using a set of pre-defined grouping criteria.  The 
user should be able to define criteria by using terms as free text queries. These queries will be matched either on 
whole documents or on specific elements, e.g. on the dc:title. In this way the user will create a subset of records 
that meet her criteria and then will be able to define typical CRUD (Create Update Delete) operation on it. As 
an example we can imagine a case where the user wishes to add the gr:color element with the value green on all 
the records that contain the term “green” in the dc:title. After the execution of the appropriate query, the user 
will be presented with a list of all the resulting records and she will be able to browse and view them. Eventually 
she will be able to refine the list of records by de-selecting records that should be excluded from the group 
annotation. At the end the defined operation, in this case the creation of a new gr:color element with the value 
green, will be executed and all the selected records will now contain this element and value. 

The second use case is more data-centric, in the sense that allows the user to apply changes on data without 
affecting the metadata records structure like in the previous case. As an example, we imagine the case where the 
user would like to change the suffix of the filenames included in the edm:isShownBy element from uppercase to 
lowercase, e.g. .JPG to .jpg.  For this to happen the user will be able to query the dataset for all these records 
that contain in the edm:isShownBy filename suffixes that are uppercase, to visualize the results and define an 
operation for transforming all the values from uppercase to lowercase, of course at the end the operations are 
executed and the records updated accordingly. 

The essence of the before-mentioned two simple use-cases is that the users require a mechanism for querying 
and selecting records based on some free-text or faceted criteria, a way to define possible operations on a 
schema level for the addition, removal and update of elements with specific values and a set of data-centric 
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functions to be applied only on already existing values. It is evident, that if these functionalities are also 
combined with the utilization of structured internal and external authority files and thesaurus, e.g. the 
Europeana Fashion Thesaurus, both data cleansing and reconciliation is covered in a way that fulfills the needs 
of the content providers. 

1.2 APPROACHING ENRICHMENT THROUGH THE CLEANSING, RECONCILIATION 
AND LINKING OF METADATA RECORDS  

The Europeana Fashion metadata repository, which will feed both the Europeana Fashion Portal and 
Europeana will be populated with metadata records that conform tou the EDM-fp Schema. EDM-fp is an 
extension of the EDM model proposed by Europeana incorporating the structure needed to support the needs 
of the fashion domain. As a Schema it is quite rich and flexible giving the opportunity to the content providers 
to describe their objects in an as much as possible complete way. 

One of the main strengths of the Europeana Fashion project, which is the variability of the content providers, 
something that guarantees the richness of the set of digital objects that will be exposed through it, might also 
cause some problems. The main issue is that because of the different initial needs of each content provider the 
completeness of the delivered datasets might also vary. As an example, a photographic agency might focus more 
on the metadata regarding a fashion event, while a museum might focus more on descriptive metadata regarding 
the fashion object. In order to tackle this issue, the Europeana Fashion project, decided to provide a set of tools 
and methodologies to the Content Providers that will allow them to align their metadata, not only on a schema 
level but also on terms of quality and completeness.  

The enrichment of aggregated metadata records, will be approached through three main processes. The first one 
is that of data cleansing, in this case the user will be able to cleanse the data. Typographical errors will be 
corrected and it will be possible to conforn to specific conventions easily,  among others. The second 
methodology is data reconciliation, based on that users will be able to align their metadata elements with 
authority files, either vocabularies or thesaurus. The last methodology which is complementary to data 
reconciliation is that of linking the metadata records to external resources, this last part which will also support 
moderated enrichment will allow the exploration of external data sources in order to reuse information for 
detected entities and concepts. It has to be noted though, that the majority of these methodologies are fisible 
exactly because an open schema like EDM-fp is used which is based on semantic technologies like RDF. 

Based on the above brief explanation of how enrichment can and will be approached, it is clear that apart from 
a quite complex process it requires a set of functionalities that can be applied to different steps of the 
aggregation/ingestion process. For this reason a number of different functionalities have been developed and 
integrated to the ingestion process in the MINT platform and complemented with a number of new tools both 
integrated to it and external. These new tools support the group annotation of records expressed in the EDM-
fp Schema and the automatic annotation of records using external knowledge which is the combination of the 
Europeana Fashion Thesaurus, external resource like dbpedia and potential entities extracted from free text 
elements.  

In the following chapters these functionalities and tools will be presented, what is currently developed and ready 
to be used and a roadmap of what will be ready by the end of the project. 
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2  DATA CLEANSING & RECONCILATION 

2.1 CORRECTING VALUES USING SIMPLE VALUE MAPPINGS 

The simplest way to perform data cleansing is by using the value mapping functionality that is exposed through 
the MINT mapping tool. By using it, the user is able to browse the aggregated values of an element and decide 
how to handle them. For example a duplicate value might be encountered with some spelling errors. The user 
will be able to quickly browse the values and create simple value mappings to correct them. 

As it is depicted in Figure 1, the users are prompted with a hierarchical view of their metadata schema, as it is 
extracted by parsing and analysing the imported dataset. Together with the hierarcly of the elements some quick 
statics are provided that help the user to have a bird eye view of the data that populate each element, for 
example a count a distinct number and a median length is displayed, in this way for example the user is able to 
identify if an element that should have unique only values, it also contains some duplicates. When a user clicks 
on one of the elements, a second table is rendered which contains all the values, together with how many times 
they appear in the whole dataset. This view supports paging and sorting based on the count of each value. This 
functionality is especially valuable for elements where controlled values are expected, for example when the 
values are coming from thesaurus and authority files, also by sorting the values in alphabetical order, it is 
possible to point out quickly if errors are introduced in the values. 

 

Figure 1 - Element Aggregated Statistics 

 
 
After browsing the dataset and the values for the element of interest, the user is able to perform corrections by 

using the value mapping functionality of the mapping tool, as it is depicted in Figure 2. By clicking on the   
icon you can perform a value mapping i.e. to map specific values of your input metadata to specific values that 
you set. On the top of the pane you specify the input value of the selected element or you can browse values by 
clicking on   button, while in the field below you specify the desired output value. After that you add the 
value mapping link and the mapping you've entered appears in the text area below. You can remove a value 

mapping by clicking on the   button on the right of it. Value mapping is very useful when you want to 
normalize your data. In the case of Figure 2 for example the user is able to correct a value quite easily. This 
process can be performed numerous times without having to change the view of the value mapping and in this 
way actually populate a list of possible value maps that contain corrections to existing values. 
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Figure 2 - perform elementary data cleansing by  using the value mapping functionality 

 

The simple case of value mapping allows to correct values that are inherited directly from the original dataset. A 
usefull functionality that can act as a first iteration of data cleansing and as a prerequisite for data reconciliation 
using controlled vocabularies or terminologies in general. In order to support this operation, an integration 
between MINT and an arbitrary triple store can be performed, in this way it is possible for the user to create 
value mappings where the target values are derived directly from a thesaurus that is expressed in SKOS. Of 
course apart from the actual linking that occurs with external concepts, the user can directly benefit from the 
browsing capabilities of hierarchicaly represented knowledge using SKOS, in this way it is possible to browse 
the hierarchy and choose broader or narrower concepts and map them to the input values. These terminologies 
will be used to control the values of specific EDM-fp elements, e.g. the color and technique elements, for the 
enrichment of metadata. There are two ways of using terminologies for the enrichment of your metadata 
through MINT. The first is to assign a term to your complete dataset (similarly to constant mapping). To do 
that double click on an element that takes values from a terminology and the following window appears from 
where you can select a term by clicking on it. (Only terms written in black can be used for mappings, the grey 
terms are used for the completeness of the terminology, see figures below). 
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Figure 3 Performing mappings to controlled values for metadata enrichment. 

 
In this pane the top concepts of the terminology appear. On the top right you can select the language you wish 
from the drop down menu (note however that the selection of a language other than English may result in the 
appearance of fewer terms because not all the terms are yet translated to all the languages) while on the left 

there buttons that allow you to see all the concepts of the terminology ( ), the top concepts ( ) or to go 
back to his/her previous view ( ). In addition you can use the search pane on the top to search for a specific 
concept or to explore the terminology’s hierarchy by selecting the related ( ), the broader ( ) or the narrower 
( ) terms. 

 

2.2 USING FUNCTIONS AND CONSTANT VALUE MAPPINGS TO CORRECT AND ENHANCE 
CONTENT 

The most basic functionality for enhancing EDM-fp, is exposed through the constant value mapping of the 
Mapping tool. The user is able to create a new element or use an existing one and assign a constant value that 
will be added in all records. Of course this functionality is not selective, in the sense that unless we combine it 
with a conditional mapping, the new element and value will appear in all the records of the dataset. By using this 
functionality a limited number of cases can be covered, for example the case where the user wishes to add an 
element such as “dataProvider”, which contains a value common for the whole dataset. So, By double clicking 
on the unmapped area you can define a constant value mapping. You can type a constant value in the provided 
text field. The value appears in the mapping area and in the resulting XML files. This type of mapping is useful 
for text that is intended to appear in all transformed items. Constant value mappings can be combined with 
XPath mappings to construct specific values such as URLs Figure 4. 
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Figure 4 Enhancing content with constant value mappings 

 
Extracted values can also be manipulated using functions and thus perform a number of tasks including also 
data cleansing. This functionality is very important in cases where for example it is needed to change the format 
of a date. Another example which is also quite common, is the cleansing of values from trailing and leading 
white spaces that might cause issues during the consumption of the records. Functions can be invoked By 

clicking on the   button, in this way you can perform a functional mapping i.e. to transform the value from 
an input xpath by applying a string manipulation function to it. On the top of the pane you select the function 
to apply, below it you can set its parameters, and in the table below a preview of the results is illustrated. 
Currently the following functions are supported: 

• Substring	  –	  You	  set	  the	  start	  and	  the	  end	  index.	  
• Substring	  after	  –	  You	  set	  the	  substring	  of	  the	  original	  string	  after	  which	  the	  value	  is	  taken.	  
• Substring	  before	  –	  You	  set	  the	  substring	  of	  the	  original	  string	  before	  which	  the	  value	  is	  taken.	  
• Substring	  between	  –	  You	  set	  the	  substrings	  of	  the	  original	  string	  after	  and	  before	  which	  the	  value	  

is	  taken.	  
• Split	  –	  You	  set	  the	  delimiter	  for	  tokenization	  and	  the	  start	  index	  of	  the	  original	  string.	  
• Tokenize	  content	  and	  generate	  an	  element	  per	  content	  –	  You	  set	  the	  delimiter	  for	  tokenization.	  
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Figure 5 - Performing data cleansing and reconciliation using data functions. 

 

2.3 USING CONDITIONAL MAPPINGS FOR ANNOTATING METADATA RECORDS 

Another way of enriching the ingested metadata record is to use conditional mappings on the mapping tool and 
define complex rules on when and how to generate new elements and values based on some conditions. This 

functionality is performed by clicking on the   button you can perform a conditional mapping i.e. to 
transform the value from an input xpath by using conditions. On the left the drop down menu with the type of 
condition appears that can be AND or OR. A condition is set using one of the following functions. (Note the 
xpath used in the condition can be different that the one that is used to the target element value – see the 
following figure) 

• Is	  equal	  to	  –	  sets	  a	  condition	  that	  is	  satisfied	  when	  the	  given	  xpath	  is	  equal	  to	  the	  given	  value.	  
• Is	  not	  equal	   to	  –	  sets	  a	  condition	  that	  is	  satisfied	  when	  the	  given	  xpath	  is	  not	  equal	  to	  the	  given	  

value.	  
• Exists	   –	   sets	   a	   condition	   that	   is	   satisfied	   if	   the	   given	   xpath	  exists.	   It	   is	   important	   to	  note	   at	   this	  

point	  that	  the	  fact	  the	  xpath	  of	  an	  element	  exists	  in	  the	  input	  tree	  does	  not	  mean	  that	  it	  exists	  
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for	   all	   the	   data	   in	   the	   imported	   collection.	   (In	   other	   words	   the	   input	   tree	   shown	   on	   the	   left	  
aggregates	  all	  the	  possible	  xpaths	  found	  in	  the	  input	  data).	  

• Does	  not	  exist	  –	  sets	  a	  condition	  that	  is	  satisfied	  if	  the	  given	  xpath	  does	  not	  exist.	  It	  is	  important	  to	  
note	  at	  this	  point	  that	  the	  fact	  the	  xpath	  of	  an	  element	  exists	  in	  the	  input	  tree	  does	  not	  mean	  that	  
it	  exists	  for	  all	  the	  data	  in	  the	  imported	  collection.	  (In	  other	  words	  the	  input	  tree	  shown	  on	  the	  left	  
aggregates	  all	  the	  possible	  xpaths	  found	  in	  the	  input	  data).	  

• Contains	  –	  sets	  a	  condition	  that	  is	  satisfied	  if	  the	  given	  xpath	  contains	  the	  given	  value.	  
• Starts	  with	  –	  sets	  a	  condition	  that	  is	  satisfied	  if	  the	  given	  xpath	  starts	  with	  the	  given	  value.	  
• Ends	  with	  –	  sets	  a	  condition	  that	  is	  satisfied	  if	  the	  given	  xpath	  ends	  with	  the	  given	  value.	  

It is clear based on the options conditional mappings are offering, that they offer a lot of flexibility to the user. 
For example, the user is able to check for the existence of a specific value in one element and if the value exists, 
the create a new element and put a specific value to it. In this way it is clear that the use cases described in 
chapter 1.2 can be supported by using this functionalities.  

 

 

Figure 6 - Create new annotations based on value and element conditions 

 

In Figure 6 we can see how we can create a new title by checking for specific criteria in two different existing 
elements, in this case the period and the designer. 

2.4 SINGLE AND GROUP ITEM ANNOTATION 

So far, the functionalities exposed through the mapping tool that support data cleansing and reconciliation have 
been covered. It is clear, that the majority of the requirements that arise from the use cases can be met by the 
functionalities but, a) there are still cases that are not covered and b) the overall user experience is quite complex 
and do not help the user to intuitively perform his work. For this reason a number of tools have been designed 
and are being implemented to cover the needs of content providers while provided a better overall experience 
and thus increasing the productivity and the quality of the delivered metadata records. 

The first issue that is not tackled by the functionalities so far, is how a content provider can manipulate the 
dataset on a record level, for example how a new record can be created from scratch or how it is possible to 
delete a record totally. These functionalities are not covered by MINT and for this reason a new tool has been 
created.  

In this first iteration of the annotation tool the annotation on the record level is supported. By selecting to 
invoke the annotator, the user is prompted by a new modality in which the selected dataset is both browsable 
and searchable. As it is depicted in Figure 7, the users are prompted with a list of already existing records. These 
records can be selected and their metadata will be rendered in the main modality of the annotator. Also, the user 
is able through the search text-field to search the records using free text searching, on pre-defined elements, in 
the overall record structure or it is also possible to express more complex queries using the solr query language. 
By using the search functionality, the user is ofcourse able to create sub-sets of records based on specific 
criteria. 
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Figure 7 - The Item Annotator 

 

The basic functionalities of the annotator, include the creation of a new record or the deletion of an existing 
one. The second functionality is obvious, the user is able to remove one or more records from the dataset. This 
functionality is quite important especially in cases where the content providers have by accident packaged mixed 
records for example. By pressing the “create new Item” button, a new empty record is created conforming to 
the EDM-fp schema. The user is able to browse the schema in the familiar from the mapping tool hierarchical 
visualization. In this way it is possible to add values, create new elements when it is allowed and of course 
perform functionalities like the linking with thesaurus. The usage of a similar to the mapping tool, hierarchical 
rendering for the records, has been decided on purpose in order to minimize the time it takes for a user to get 
familiar with the overall annotation process. 

In order to make the annotation process easier to the user, two distinct modalities of records have been 
implemented and exposed to him. The user is actually capable of switching between a simple view, in which 
each record is rendered fully as a tree, or to a complex view where bookmarks have been pre-defined that allow 
the grouping of special elements in a way that is more accessible to the user. 

This first version of the annotator, cover some very basic functionalities regarding the annotation process of 
metadata records in the context of the Europeana Fashion project, but at the same time it also provides the 
foundations on which group annotation/tagging functionalities will be implemented. The aim is to allow 
functionalities like the usage of conditional mappings described in chapter 2.3 to be carried out on the annotator 
in a much simpler, intuitive and powerfull way. For this reason, the current search capability will be used to 
define groups or records based on searching criteria but at the same time the users will be able to deselect some 
of the records and exclude them from the dataset. Based on this group generation a number of operations will 
be supported in order to fulfill the needs that arise from the data enrichment use cases described in chapter 1.2, 
these operations will include: 

A. The creation of an element on each selected record which will be filled with a user defined value. 

B. The deletion of an element based on conditional criteria from all the selected records. 

C. Updating of a value from existing elements. 

In this way a full toolset for enriching metadata records will be provided to the content providers in order for 
them to ingest rich enough metadata to drive the processes that will be described in Chapters 3 and 4. 
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3  DATA ENRICHMENT & LINKING 

In this section we present the steps followed in the enrichment and linking of the Europeana Fashion metadata. 
A short introduction to Linked Data and their basic principles is made, followed by the presentation of the 
linking method used in our approach and some preliminary reults. 

 

3.1 LINKED DATA PRINCIPLES 

During the last few years the Web has evolved from a global information space of linked documents to one 
where both documents and data are linked. This evolution has resulted in a set of best practices for publishing 
and connecting structured data on the Web known as Linked Data. In few words, Linked Data is simply about 
establishing typed relations between web data from a variety of sources like. These may be as diverse as 
databases maintained by two organizations in different geographical locations, or simply heterogeneous systems 
within one organization that, historically, have not easily interoperated at the data level. Technically, Linked 
Data refers to data published on the Web in such a way that it is machine-readable, its meaning is explicitly 
defined, it is linked to other external data sets, and can in turn be linked to from external data sets (Bizer & 
Heath & Berners-Lee, 2009). 

The main difference of the hypertext Web and Linked Data is that the first is based on HTML (HyperText 
Markup Language) documents connected by untyped hyperlinks while on the other hand Linked Data relies on 
documents containing data in RDF (Resource Description Framework) format (Klyne & Carroll, 2004). 
However, rather than simply connecting these documents, Linked Data uses RDF to make typed statements 
that link arbitrary things in the world. The result, or as widely known the Web of Data, may more accurately be 
described as a web of things in the world, described by data on the Web. Berners-Lee (2006) outlined a set of 
'rules' for publishing data on the Web in a way that all published data becomes part of a single global data space: 

1. Use URIs as names for things 

2. Use HTTP URIs so that people can look up those names 

3. When someone looks up a URI, provide useful information, using the standards 

(RDF, SPARQL) 

4. Include links to other URIs, so that they can discover more things  

These have become known as the 'Linked Data principles', and provide a basic recipe for publishing and 
connecting data using the infrastructure of the Web while adhering to its architecture and standards. 

 

3.2 LINKING OF FASHION RESOURCES 

As mentioned before, Linked Data is simply about using the Web to create typed links between data from 
different sources. For doing so a very important requirement is the RDF representation of the metadata, that is 
fulfilled by the use of the EDM Fashion profile (EDM FP) ontology. In the ingestion workflow used by the 
project all the metadata provided by the project partners are transformed using the MINT mapping tool to 
instances of that ontology in RDF/XML serialization. 

There are two kinds of links, internal and external RDF links. Internal RDF links connect resources within a 
single Linked Data source. Thus, the subject and object URIs are in the same namespace. External RDF links 
connect resources that are served by different Linked Data sources. The subject and object URIs of external 
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RDF links are in different namespaces. External RDF links are crucial for the Web of Data as they are the glue 
that connects data islands into a global, interconnected data space (Heath & Bizer, 2011).  

In addition factors that make external linking very important are  

• the value of the new data set (i.e., is this data that was not previously available?),  and 

• the value it adds to the existing data set if linked (i.e., what can be achieved that would not be 
possible without the new data set?) 

Let us assume that the Europeana Fashion metadata are published as Linked Open Data fulliling the adove 
mentioned principles and the country resources are linked to external data sources. Such resources can be 
Geonames1 that mainly provides geographical information, Eurostat2 that serves various statistics about places 
and DBpedia3 that provides general information. Then one can  

• use the DBpedia URI http://dbpedia.org/resource/Brighton to identify the city of Brighton that 
provides an extensive description of the city, including abstracts in many languages. 

• retireve items by performing queries of the form “trousers made in countries having disposable 
income greater than 12.000” expoiting external linking to and information provided by Eurostat.  

The following section describes the methodology followed and some preliminary resuts from our 
experimentation in linking Europeana Fashion metadata to external datasources. 

 

3.2.1 CHOOSING RESOURCES FOR LINKING AND LINKING TARGETS 

The very first step that we did for linking the Europeana Fashion metadata to external data sources was to 
identify the resources that could be linked and also the data sources to which they could be linked.  

The EDM FP ontology is based on the Europeana Data Model (Isaac, 2010) and it uses its main classes that are 

• ore:Aggregation 

• edm:ProvidedCHO 

• edm:WebResource 

• edm:Agent 

• edm:Place 

The resources used for experimenting with linking to external data sources are the Places and the Agents. These 
were selected because they are specified by properties that provide sufficient information for linking and they 
describe “things” that can be found to other data sources. 

In evaluating data sets as potential linking targets, the following questions have been considered (Bergam., 2010) 

                                                        
1 http://www.geonames.org/  

2 http://ckan.net/package?q=eurostat&groups=lodcloud  

3 http://dbpedia.org/  
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• What is the value of the data in the target data set? 

• To what extent does this add value to the new data set? 

• Is the target data set and its namespace under stable ownership and active maintenance? 

• Are the URIs in the data set stable and unlikely to change? 

• Are there ongoing links to other data set so that applications can tap into a network of 
interconnected data sources? 

• Once suitable linking targets have been identified, links can be created using the methods described 
in the remainder of this chapter. 

At this experimental phase of linking we only used DBpedia as a linking target that sufficiently fulfills the afore 
mentiond requirements. In future an examination of more data sets that may be suitable as linking targets will  
be made exploring the list maintained in the CKAN repository4. 

 

3.2.2 LINKING METHODS 

RDF links can be set manually or automatically – the choice of method depends on the data set and the context 
in which it is published. Manual interlinking is typically employed for small, static data sets, while larger data sets 
generally require an automated or semi-automated approach. Once target data sets have been identified, these 
can be manually searched to find the URIs of target resources for linking. If a data source doesn’t provide a 
search interface, such as a SPARQL endpoint or a HTML Web form, a Linked Data browser can be used to 
explore the data set and find the relevant URIs. 

The approach described above does not scale to larger data sets, for instance, interlinking 413,000 places in 
DBpedia to their corresponding entries in Geonames. The usual approach in such cases is to use automatic or 
semi-automatic record linkage heuristics to generate RDF links between the data sources. 

In principle, there are two main types of record linkage techniques: simple key-based approaches that exploit 
common naming schemata used by both data sources; more complex, similarity-based approaches which 
compare data items and interlink them if their similarity is above a given threshold. 

 

3.2.2.1 KEY BASED APPROACHES 

In various domains, there are generally accepted naming schemata. For instance, Global Trade Item Numbers 
(GTIN) are commonly used to identify products; in the publication domain, there are ISBN numbers, in the 
financial domain there are ISIN identifiers. If a data set contains such identifiers, these should be exposed either 
as part of the URIs or as property values. Including commonly accepted identifiers in URIs, lays the foundation 
for using simple pattern-based algorithms to generate RDF links between data. An example data source using 
GTIN codes for products in its URIs is ProductDB, which assigns the URI 
http://productdb.org/gtin/09781853267802 to a particular version of The Origin of Species by Charles 
Darwin. URI aliases are also created based on the ISBN121 and EAN122 identifiers for the book, aiding further 
key-based linking. 

 

                                                        
4 http://datahub.io/group/lodcloud  
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3.2.2.2 SIMILARITY BASED APPROACHES 

In cases where no common identifiers exist across data sets, it is necessary to employ more complex similarity-
based linkage heuristics. These heuristics may compare multiple properties of the entities that are to be 
interlinked as well as properties of related entities. They aggregate the different similarity scores and interlink 
entities if the aggregated similarity value is above a given threshold. For instance, Geonames and DBpedia both 
provide information about geographic places. In order to identify places that appear in both data sets, one could 
use a heuristic that compares the names of places using a string similarity function, longitude and latitude values 
using a geographic matcher, the name of the country in which the places are located, as well as their population 
count. If all (or most) of the comparisons result in high similarity scores, it is assumed that both places are the 
same. 

As one can not assume Web data sources provide complete descriptions of resources, similarity heuristics need 
to be chosen that tolerate missing values. DBpedia, for instance, only contains population counts for a fraction 
of the described places. An appropriate matching heuristic could therefore be to give additional weight to the 
country in which a place is located in cases where the population count is missing. 

 

3.2.3 PRELIMINARY LINKING RESULTS 

In cases where no common identifiers exist across data sets, it is necessary to employ more complex similarity-
based linkage heuristics. These heuristics may compare multiple properties of the entities that are to be 
interlinked as well as properties of related entities. They aggregate the different similarity scores and interlink 
entities if the aggregated similarity value is above a given threshold. For instance, Geonames and DBpedia both 
provide information about geographic places. In order to identify places that appear in both data sets, one could 
use a heuristic that compares the names of places using a string similarity function, longitude and latitude values 
using a geographic matcher, the name of the country in which the places are located, as well as their population 
count. If all (or most) of the comparisons result in high similarity scores, it is assumed that both places are the 
same. 

As one can not assume Web data sources provide complete descriptions of resources, similarity heuristics need 
to be chosen that tolerate missing values. DBpedia, for instance, only contains population counts for a fraction 
of the described places. An appropriate matching heuristic could therefore be to give additional weight to the 
country in which a place is located in cases where the population count is missing. 

Table 1 Enrichment results 

	   Total	   Linked	   Percentage	  

Places	   1836 1198 65.2% 

Persons	   523 158 30.2% 
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4  SEMANTIC QUERY PROCESSING 

Semantic technologies allow the development of structured domain knowledge in the form of ontologies, as 
well as the application of reasoning techniques on such knowledge in order to perform complex inferences. 
These technologies have advanced considerably during the last years, so that the use of semantically 
characterized content in combination with semantic query answering techniques is now feasible. Semantic query 
answering allows for more accurate and focused information retrieval that does not rely on naïve keyword 
matching, but on the semantic matching of the information content with the user queries. A set of relevant 
technologies is now available, which includes high performance RDF repositories for the storage of 
conceptually described data, and the expressive ontology description language OWL for the modeling of 
ontological knowledge. On top of these, several reasoning tools (e.g. Hermit [GHMS10], Pellet [CP]) have been 
developed that allow the performance of general reasoning tasks, as well as more specific tools (e.g. Clipper 
[EOST12], Rapid [TSC13], Prexto [RR12]) that use query rewriting techniques and provide fast reasoning 
services for the less expressive OWL profiles so that they can be used in practical tasks with real-world 
ontologies. Despite the significant progress in semantic technologies, the main obstacle towards their wider 
adoption in practice is the fact that most of the data, either in the web or in the databases of institutions such as 
museums and archives has the form of unstructured or semi-structured, human-written textual or image 
information which remains unlinked to the domain ontological knowledge, on which the above-described 
powerful tools can be used in order to provide enhanced information retrieval capabilities. In order to integrate 
existing information content with the semantic technologies, the content must be semantically characterized, i.e. 
tied with the domain ontologies. In practice this is done either by linking a data element with a concept of the 
ontological knowledge, the semantics being that this item is an instance of the respective concept, or, in the case 
of textual descriptions, by adding semantic annotations in the form of markups or tags to several parts of a 
description (e.g. on some words of the description), that point to the concepts or roles of the ontological 
knowledge that provide semantic information about the meaning of the corresponding elements. In this section 
we will focus on the first aspect of semantic characterization for supporting semantic query answering, the latter 
has been treated in previous sections. 

From the above, it follows that supporting semantic query answering on the provided fashion data requires at 
first place the semantic characterization of the data, which in turns requires the development of an ontological 
domain knowledge and the subsequent connection of the data to the ontological knowledge through a set of 
appropriate mappings, which assign semantic characterization to each individual data item (object). The fashion 
data that are provided by the several content providers are described in terms of the EDM-fp ontology, which is 
a general top-level ontology whose purpose is to provide metadata (e.g. date of production, country of origin, 
etc.) and not content descriptions. Thus, in order to provide content description of the data, the Fashion 
Thesaurus has been developed which provides a rich vocabulary for characterizing the exact type of fashion 
objects (e.g. costume, ring, pants), the material from which they are made (e.g. silk, wool) and the technique used for 
their creation. However, being a thesaurus, the Fashion Thesaurus has a typically simple hierarchical structure 
that models containment relationships and can be used only for simple categorization of each object. It does not 
allow the modeling of relationships between entities (e.g. that a ring isMadeOf gold and has a diamond on it) as 
well as of modeling useful complex, more specific, concepts (e.g. a woolen sweater, which is a sweater which 
isMadeOf wool.). For this a special ontology is needed which, by providing the means for representing such 
relations and complex concepts, will allow for the desired complex semantic characterization of the fashion 
items and hence for the support of semantic query answering, in which the user will be able to make use of the 
rich ontological model in order to generate expressive queries and get more focused results. 

Apart from the above, which requires the construction of a domain ontology and the subsequent categorization 
of each data object according to the concepts of the ontology as well as the declaration of relationships between 
them, we know that each object of the fashion data collection is usually accompanied by a rich textual 
description, which contains many useful information about the object, but which currently is stored in a general 
description field of the EDM-fp metadata model. Hence, this information is stored without any further 
processing and without any attempt to retrieve semantic information from it that would potentially help a finer 
categorization of an object. Of course, some of the essential information contained in the textual description of 
an object should be captured by its categorization within the Fashion Thesaurus, but more detailed information 
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is in general left unused. 

In order to address the above issues of creating the ontological knowledge for the semantic characterization of 
the Fashion objects, by using both expert knowledge and exploiting the rich textual information available in the 
items descriptions, we have adopted an approach that consists of the following elements: 

• Based on the Fashion Thesaurus we are on the process of developing the Fashion Ontology, which is 
not anymore a simple taxonomy, but models complex relations between the data items so as to provide 
support for expressive semantic queries. As described above, the use of the ontology enables extended 
semantic query answering capabilities. The richer the ontology, the finer and more focused it will be 
possible to be the queries that the end-user will be able to pose. 

• Since much part of the information about the data objects are contained in their textual descriptions, 
whereas the basic version of the Fashion Ontology is based on the Fashion Thesaurus which models 
their categorization as provided by the top-level metadata, we are developing an ontology refinement 
tool, which will make use of the available textual descriptions of the data objects, in order to suggest 
more interesting and detailed categorizations of the data. The will allow the definition of complex 
entities, and its purpose is to aid the ontology developer develop an extended Fashion Ontology that 
will contain axiomatic definitions for commonly occurring data patterns (e.g. a golden ring), not 
captured by the base Fashion Ontology. 

• The actual data object are stored in database sources, hence for the retrieval of the data, a mapping of 
the ontology vocabulary to the actual storage data schema is needed. For this reason we are developing 
the tool that facilitates the creation of the mappings between the actual data, stored in a relational 
database or a triple store, to the concepts of the ontology.  

• The core of the semantic query answering system is a reasoning system, which is responsible for taking 
a user query, extend appropriately the query by including all inferences implied by the ontology, 
translate the result into data queries using the ontology-to-data-schema mappings, dispatch the queries 
to the appropriate data sources for execution, collect, post-process and present the results to the user.   

The operation of the integrated system constructed upon the above elements, involves the following steps: 

• The user poses a semantic query. A semantic query is a conjunction of atoms that correspond to 
concepts and roles of the ontology. In essence, it uses the extended Fashion Ontology vocabulary to 
describe the properties that the items that are answers to the query must have. Although the query has a 
strict logical representation, a user friendly interface will aid the user define the desired query in an 
intuitive manner without having to deal with its exact, and usually complex logical formulation. This 
output of this step is a single conjunctive query. 

• The query is delivered to the query rewriting subsystem, which reasons in terms of the ontological 
knowledge (the extended Fashion Ontology) in order to infer variant forms of the user query that 
follow from the definitions and the properties of the query components, as declared in the underlying 
Fashion Ontology. This step results in a set of conjunctive queries, which are rewritings of the original 
queries and represent inferred knowledge. 

• Using the ontology-to-data-schema mappings, the conjunctive queries are transformed into relational or 
SPARQL queries, depending on the form of the actual data store, so that they can be understood by 
the data sources that hold the actual data. This process step results in a single query addressed to each 
data source. 

• The queries are executed by the sources and the results are collected and presented to the user. 

In the following we describe in more detail the above presented elements of the semantic query processing 
system. 
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4.1 FASHION ONTOLOGY 

The central element on which all semantic services of the Europeana Fashion project will rely is the Fashion 
Ontology, which is intended to capture all available knowledge on the domain of fashion objects worn by men 
and women as garments and accessories. The ontology is intended to capture the categorizations of such objects 
at a high degree of detail, as well as the relations that may exist between them.  

As already mentioned, the starting point for the design of the Fashion Ontology has been the Fashion 
Thesaurus, which captures the main categorization of the fashion objects and provides the vocabulary for the 
essential object categories. However, the Fashion Thesaurus has been designed with the purpose of providing 
characterizations for each object in terms of its intended use, and thus represents only a partial view of the 
available knowledge on the domain of fashion objects. E.g., the Fashion Thesaurus provides the following 
hierarchy for the ring concept: 

ring subconcept of jewelry worn on arms and hand  
                subconcept of jewelry  
                              subconcept of costume accessories worn  
                                             subconcept of costume accessories  
                                                             subconcept of fashion objects.  

The fashion objects concept is a top-level concept, and for Fashion Thesaurus the ring is a leaf object, since the 
intended use of any ring is the same. However, for providing focused semantic answering services this type of 
categorization is relatively poor, and misses many interesting aspects of a ring in which the user may be 
interested. E.g. a user may want to retrieve golden rings, rings with diamonds and other semiprecious stones, 
etc. For this purpose, the Fashion Ontology, while preserving the essential categorization defined by the 
Fashion Thesaurus, greatly extends it by adding properties of concepts, and new finer subcategories, defined in 
terms of properties of already defined concepts. So, carrying on with the ring example, the Fashion Ontology 
provides definitions for several basic subconcepts of ring such as 

golden ring is a ring which is madeOf of material gold 
silver ring is a ring which is madeOf of material silver 
stone-decorated ring is a ring which is isDecoratedBy of material precious stone 
etc. 

 
In order for the above definitions to be possible, the Fashion Ontology defines also the necessary hierarchies of 
concepts (e.g. on the hierarchy of materials, gold and silver are subconcepts of precious metal, precious stone and 
semiprecious stone is a subcategory of stone, diamond is a subconcept of precious stone, etc). 

From the above, it should be clear that the design of a ‘complete’ Fashion Ontology that defines an appropriate 
concept capturing each possible aspect of a particular object is a challenging and difficult task, firstly because 
the number of these aspects and their possible combinations is very large, and secondly because in many cases 
the decision on whether a complex concept in ‘interesting enough’ to be included in the ontology is a subjective 
one. For this reason, at the initial stage of design, the Fashion Ontology provides a basic framework which 
defines the basic concepts (e.g. fashion objects, materials, techniques, colors etc), many of which are borrowed from the 
Fashion Thesaurus, the possible properties (e.g. isMadeOf, isDecoratedBy, hasTechniques, hasColor, etc) of a concept, 
as well as a moderate number of complex concepts. As we shall describe next, the ontology can be subsequently 
extended by adding more complex concept definitions based on these basic elements.  

Indeed, a more feasible way to decide on the ‘interesting subconcepts’ that should be included in the Fashion 
Ontology is to take the actual data objects, that are already categorized according to the Fashion Thesaurus, 
analyze the textual descriptions which accompany them, and try to infer the possible interesting finer 
subcategorizations. To accomplish this task, we have developed an ontology enrichment tool, which is 
described in the following section. The finer categorizations are stored as an extended Fashion Ontology, that 
will be used at the time of semantic query answering, in order to provide to the user in a simpler way extended 
expressive capabilities. In particular, the user will not have to define himself complex queries linking between 
them concepts of the ontology through certain properties; many of these complex definitions will have 
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already been defined and be exposed to the user. E.g. continuing the ring example, if the user is looking for a 
golden ring he will not have to define himself what is a golden ring, since that concepts will already be defined 
in the extended Fashion Ontology. 

 

4.2 ONTOLOGY ENRICHMENT TOOL 

The ontology enrichment tool is intended to be used by the ontology developer in order to extend the 
descriptive power of the base Fashion Ontology by including into it new definitions of complex concepts. The 
ontology enrichment tool is not an ontology editor in the sense e.g. of the Protégé system; its main functionality 
is to process the available textual descriptions of the data items that are instances of the concepts of the 
ontology in order to automatically propose possibly interesting new subconcepts and relations between the 
concepts. The tool operates as follows: 

• The Fashion Ontology is loaded and the defined concepts are displayed in the form of a navigable tree 
on the left-hand side of the tool. The ontology developer defines the appropriate ontology-to-data-
schema mappings between the ontology and the element data sources (see following subsection). This 
allows the automatic retrieval of all data items that are instances of a particular ontology concept from 
the data sources. If the data items contain more than one textual description fields, mappings can be 
defined for each one of them. There must be a main description field, and possibly some auxiliary ones. 

• The ontology developer selects from the tree a concept for which he is considering the possibility to 
define some more specific subconcepts. Upon selection of the concept, the tool, using the ontology-to-
data-schema mappings, retrieves all corresponding data items and processes the accompanying textual 
descriptions. The processing uses statistical measures in order to extract the most significant terms that 
appear in the texts of the descriptions. The quality of the set of extracted terms can be improved by 
using other measures apart from statistical. For this reason we are currently researching the possible 
ways to enhance the quality of the analysis results by identifying the extracted terms that match with 
existing ontology concepts, use the ontology to reason on them, and classify them accordingly in the set 
of extracted terms. The extracted terms per mapping are collected, ranked and presented as lists in the 
right-hand-side of the tool. There exists two lists, one with the noun phrases and one for the adjectives, 
found in the main textual description field of the items, as defined by the mappings, as well as list for all 
other auxiliary fields for which mappings have been defined. 

 

Figure 8 Ontology Enrichment Tool. 
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• The user, having on one side the Fashion Ontology concept tree, and on the other the suggested 
significant words, can use the main canvas of the tool in order to graphically define new subconcepts of 
the selected concept. All definitions that he will form, will be translated to the corresponding OWL 
axioms and incorporated into the extended version of the Fashion Ontology that will used for the 
semantic query answering task. The graphical environment, apart from directing to user to define 
interesting and commonly occurring subconcepts, saves him the task of writing manually the 
corresponding axioms, by providing and intuitive and user-friendly graphical interface. The user drags 
first on the canvas the concept of the Fashion Ontology for which he wants to define a subconcept, 
and then, from the extracted term lists, he drags any terms that he wants to be used in the definition of 
the subconcept by being linked with the initial concept through an object property. In this way, by 
connecting the concepts with arrows and naming the corresponding properties, he can create a 
definition for a new subconcept of the selected Fashion Ontology concept. An example is illustrated in 
Error! Reference source not found.. In this figure, the user has defined a subconcept for the pendant 
concept of the ontology. In particular he has defined a new subconcept to characterize the pendants 
madeBy Guilano_Carlo, that are made of gold and silver. Upon completion of the definition the user 
names the new concepts, which then appears as a new subconcept on the ontology tree, and the 
respective OWL axiom is incorporated in the extended Fashion Ontology. 

 

4.3 ONTOLOGY-TO-DATA-SCHEMA MAPPING TOOL 

As mentioned above, the ontology-to-data-schema mappings are an essential component of the system that 
enables the retrieval of data stored in different data sources, either relational or triples stores that follow 
different local schemas, according to the schema defined by the Fashion Ontology. This in needed both by the 
ontology enrichment tool, in order to retrieve and analyze that available textual descriptions from the respective 
databases, as well as for the semantic query answering system itself in order to retrieve the actual answers for the 
user. 

An ontology-to-data-schema mapping links each ontology concept and property to a relational or SPARQL 
query written in terms of the actual data source, that upon execution retrieves all data items that belong to the 
respective ontology concepts or are the subject and object of the respective property. For the facilitation of the 
definition of the ontology-to-data-schema and their incorporation into the several components of the semantic 
query processing systems we have developed a tool that allows the definition and management of such 
mappings. A complete definition of a mapping to a particular data source involves the following to steps: 

• The generation of a triple that consists of a data source, an ontology and the mapping definitions itself 
as shown in Error! Reference source not found.. The tool provides a graphical interface for the 
construction of this triple in the form of three interconnected nodes, each one representing the 
respective component. The data source node provides the type, the location and the connection details 
for the data source, the ontology node provides the location of the ontology, and the mapping 
definition node provides the actual mapping definitions as explained below. 

 

Figure 9 Ontology to DB Link 
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• The definition of the appropriate entity to data query tuples, that link each ontology entity to a query. 
In the case of a relational data source, the way these definitions are constructed using the tool is shown 
in Error! Reference source not found.. The interface provides a table where the mappings are stored, 
and for each mapping two fields have to be completed: the ontology entity and the respective query. To 
facilitate the task, the user can inspect on the right hand side of the interface the ontology tree or the 
data source schema so as to fill in easier the required information. 

 

Figure 10 Mappings Definitions. 

• Upon completion of the mapping definition, the mappings are exported as a text file, available for 
parsing and use by the other components of the semantic query answering system. 

 

4.4 SEMANTIC QUERY ANSWERING 

Semantic query answering on top of domain ontological knowledge is a very active research area and there are 
several alternative approaches to it. For the purposes of the Fashion project, we will consider using as the core 
of our semantic query answering two alternative systems that we have developed. Both systems take a user 
query, perform the appropriate reasoning tasks so as to produce an extended query that will be addressed to the 
data sources and retrieve all data items that match either explicitly or implicitly the criteria of the user query. 

Query Answering using Query Rewriting 

Query rewriting is a query answering approach suitable for use with low and medium expressivity Description 
Logic-based ontology description languages. In particular, it is mostly suitable for the OWL2 QL profile, and 
with some extensions with the OWL2 EL profile. Given a user query which has the form of a conjunctive 
query, whose conjuncts are entities of the underlying ontology, the query rewriting approach performs a query 
oriented reasoning, so as to compute all alternative forms of the initial query, that are implied by the ontological 
knowledge and may contribute answers to the query.  

As an example, assume that the user poses a query in term of the extended Fashion Ontology, as it has been 
enriched using the ontology enrichment tool. Let the query be the following simple query: 

Q(?x) <- metallic jewel(?x) 

The metallic jewel concept is a complex entity provided by the extended Fashion Ontology, and according to 
its definition, a metallic jewel is a jewel made of a metal. Thus, the query rewriting system computes at first the 
following inferred query. 

Q(?x) <- jewel(?x), isMadeOf(?x, ?y), metal(?y) 
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However, the concepts jewel and metal, are relatively high-level concepts in the Fashion Ontology, that have 
several subconcepts. All of theses subconcepts must explicitly be taken into account when answering the user 
query, since it is more likely that in the actual data stores a golden ring will be e.g. characterized as such and not 
as a metallic jewel. Thus some of the queries produced by the rewriting of the initial query are the following: 

Q(?x) <- ring(?x), isMadeOf(?x, ?y), gold(?y) 
Q(?x) <- ring(?x), isMadeOf(?x, ?y), silver(?y) 
Q(?x) <- pendant(?x), isMadeOf(?x, ?y), gold(?y) 
Q(?x) <- pendant (?x), isMadeOf(?x, ?y), silver(?y) 
Q(?x) <- bracelet(?x), isMadeOf(?x, ?y), gold(?y) 
Q(?x) <- bracelet(?x), isMadeOf(?x, ?y), silver(?y) 
… 

The query rewriting system is responsible for the computation of all such variant, inferred forms of the initial 
user query. Using the ontology-to-data-schema mappings this queries are then transcribed to the appropriate 
language of the data sources and executed. 

The query rewriting problem for the OWL2 QL and OWL2 EL profiles is a well studied problem, and several 
systems have been developed. There are several performance issues that have to be addressed, such as the 
avoiding of time-consuming inferences that do not lead to valid rewritings, the rejection of rewritings that are 
subsumed by other rewritings and hence contribute no new answers to the query, as well as a strategy to handle 
the case of very large number of rewritings that may lead the system to a non real-time response behaviour. In 
this context at NTUA we have developed the Rapid query rewriting system Rapid [TSC13], initially for the 
OWL2 QL, and recently also for the OWL2 EL, whose performance is in most cases significantly better that 
other competing system, and thus is suitable for use with real-time applications build on top of moderate size 
ontologies. 

Query Answering using the OWL-BGP system 

OWL-BGP [OBGP] is a SPARQL query answering system that has been developed by NTUA in collaboration 
with the University of Ulm in Germany in the framework of the Europeana Fashion project. OWL-BGP is 
suitable for efficiently answering SPARQL queries issued over OWL 2 ontologies using the OWL Direct 
Semantics entailment regime of SPARQL. SPARQL was standardized in 2008 by the World Wide Web 
Consortium (W3C) and is currently being extended to SPARQL 1.1. Since 2008, SPARQL has developed into 
the main query language for the Semantic Web and is now supported by most RDF triple stores.  

 
SPARQL queries are similar to SQL queries, i.e. they contain a SELECT clause where the variables, mappings 
of which we want to be returned, are written and a WHERE clause which contains the constraints over these 
variables.  

An example of a SPARQL query is 

SELECT ?x, ?y  WHERE {  
?x rdf:type Dress.  
?x producedIn ?y.  } 

The WHERE clause of the SPARQL query  (the part of the SPARQL query where the query criteria are stated) 
consists of a basic graph pattern (BGP): an RDF graph written in Turtle syntax, where some nodes or edges are 
replaced by variables. In order to apply semantic query answering OWL-BGP uses the OWL Direct Semantics 
entailment regime of SPARQL according to which the queried RDF graph is seen as an OWL ontology, the 
criteria in the WHERE clause of the query are transformed to OWL structural objects, i.e. OWL axioms with 
variables in place of concepts, roles and individuals, called axiom templates and an OWL reasoner is used to 
answer queries, i.e., find solution mappings for variables, through entailment checking for each BGP of the 
SPARQL query. More complex WHERE  clauses, which use operators such as UNION for alternative selection 
criteria or OPTIONAL to query for optional mappings, can be evaluated simply by combining solution 
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mappings obtained by the BGP query evaluation.  
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Figure 11 The Owl-BGB System. 

The architecture of the OWL-BGP system is given in Error! Reference source not found.. The input to the 
system is a SPARQL query and the output is the set of mappings of query variables to entities of the queried 
ontology. In particular, the figure depicts the phases of the query answering procedure in our system. The 
queried ontology is first loaded into an OWL reasoner and the reasoner is initialized before the system accepts 
queries. Then the ARQ library (http://jena.sourceforge.net/ARQ/) of the Jena Semantic Web Toolkit is used 
for parsing the SPARQL query and for the SPARQL algebra operations apart from the custom BGP evaluation 
method. The BGP is then parsed and mapped into OWL structural objects. The resulting axiom templates are 
then passed to a query optimizer, which applies several optimizations. First, the axiom templates are rewritten 
and then a good query execution plan based on statistics provided by the reasoned is found. For OWL 
reasoning the HermiT reasoner (http://www.hermit-reasoner.com/) is used, but only the module that generates 
statistics and provides cost estimations is HermiT specific. After that, the query is evaluated and the answer is 
returned to the user. 

In the following we show an example of a query and the answer that our system gives. Assume that we have an 
ontology which contains a schema stating that evening dresses are dresses and data containing the objects with 
ids 345, 346, 347, 350. Of them, the objects with ids 345 and 346 are dresses while 347 and 350 are evening 
dresses. Moreover, 345 and 347 are produced in Greece, while 346 and 350 are produced in China. Assume also 
assume that we have the query stated above, which asks for dresses in the data and the place they were 
produced. Below we show again the above SPARQL query 

SELECT ?x, ?y  WHERE {  
?x rdf:type Dress.  
?x producedIn ?y.  } 

The answer to this query is a set of mappings for the query variables ?x and ?y shown in the following table:  

  ?x ?y 
345 Greece 
346 China 
347 Greece 
350 China 

 

Note that in the answer to the above query implicit knowledge coming from the schema is taken into account, 
i.e., every object that is an evening dress is also a dress and hence every evening dress is returned as an answer. 
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