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Abstract 

Outline of the core system-level simulation demonstration scenarios, implemented at the 
system-level simulator (SLS). The main transfer steps of the scenarios to the SLS 
demonstrator are detailed along with the DIWINE-specific modifications. Extensive 
simulations in IQU’s SLS are employed to validate the effectiveness and accuracy of the 
scenarios implemented. 
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Abbreviations 

BPSK Binary Phase Shift Keying 

CIMC Critical Industrial Monitoring and Control 

FSM Finite State Machine 

GUI Graphical User Interface 

HDF Hierarchical Decode-And-Forward 

HI Hierarchical Information 

IN Interference Neutralisation 

MAC Medium Access Control 

PEP Packet Error Probability 

PHY Physical Layer 

QoS Quality of Service 

QPSK Quadrature Phase Shift Keying 

SINR Signal-to-Interference-plus-Noise Ratio 

SLS System-Level Simulator 
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1 Executive summary 

This report details the core system-level simulator (SLS) demonstration scenarios transferred 
to the SLS. The transfer process to the SLS, discussed in D5.31 [1], is also outlined in this 
report and the main algorithm transfer steps are detailed. To ensure that the theoretical results 
from the DIWINE project will be applicable for hardware implementation, a set of simulation 
experiments was performed to evaluate the performance of the algorithms in basic DIWINE 
scenarios, which will also act as the building blocks of the more advanced scenarios. The 
performance evaluation results of basic DIWINE scenarios are detailed in this report and will 
provide feedback to WP3 and WP4 partners. 

During the transfer process of the DIWINE algorithms to the SLS demonstrator, a set of new 
modules had to be implemented to accommodate the DIWINE relay cloud requirements. 
Evaluating the performance of DIWINE innovations employing advanced physical layer 
techniques proved a challenge for the SLS, and in many cases the simulations required the 
SLS to inter-operate with MATLAB. 

In this report all DIWINE-specific modifications to the SLS are detailed, as well as the 
simulation methodology employed in the experiments. In all experiments it is clear that 
DIWINE algorithms vastly outperform the baseline, in terms of increased throughput, 
decreased delay and delay variance, and decreased packet loss ratio. 
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2 System-level simulator demonstration scenarios 

2.1 Introduction 

To ensure that the theoretical results from the DIWINE project will be applicable to practical 
application classes, a set of basic use-case scenarios that require a dense interacting cloud are 
identified. A subset of these scenarios have been transferred to the SLS for demonstration via 
the SLS graphical user interface (GUI), as well as performance evaluation. Each demonstration 
scenario defines the network topology and parameters, e.g. the number of nodes, and a 
corresponding DIWINE algorithm to be employed for packet forwarding. Two such scenarios 
were implemented to the SLS, employing two different DIWINE algorithms. The algorithms 
implemented are: 

 Interference neutralisation (IN); 

 Hierarchical decode-and-forward (HDF). 

The performance evaluation results from the system-level simulation can provide feedback to 
WP3 and WP4 and serve as a bridge between theory and practical implementation. Also, basic 
scenarios will be the building blocks for more advanced scenarios, which will not be 
implemented in the hardware demonstrators. Extensive simulations in IQU’s SLS are 
employed to validate the effectiveness and the accuracy of the scenarios implemented. 

2.2 Interference neutralisation 

The IN algorithm was employed in a dense relay cloud topology, where each stage of the 
cloud must cope with massive each-with-each interference (see Figure 1). This topology 
corresponds to DIWINE X-channel cloud scenario [2], which in turn belongs to the massive 
interference class. To deal with the large amount of interference experienced by dense 
networks, IN is combined with the concept of relay-without-delays. IN is a technique of 
cancelling, zero-forcing or neutralising interference signals through careful selection of 
forwarding strategies when the signal travels through relay nodes before reaching the 
destination. This general idea, also known as multi-user zero-forcing and orthogonalise-and-
forward, has been applied to deterministic channels [3] and in two-hop relay channels [4]. On 
the other hand, relay-without-delays or ‘instantaneous relays’, originally proposed in [5], 
refers to a type of relays that can forward signals consisting of both the current symbol and 
the symbols in the past, instead of only the past symbols as in conventional relays. It is proved 
that this relay has better rate performance than the traditional one. In the IN demonstration 
scenario, relays-without-delays are adopted into the IN scheme, such that the interference at 
the destination nodes can be promptly eliminated and the network capacity can scale with the 
cloud network size. The basic idea is that the relay cloud can properly utilise the full 
knowledge of all transmitted signals and the channel state information to do the pre-
processing such that the interference can be mitigated. A signalling protocol is designed in 
order to adapt the transmitters and receivers before data transmission, such that the delay in 
the cross-layer simulation is minimised. In order to verify the joint layer performance, SLS 
experiments are undertaken. 
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The IN demonstration scenario implemented at the SLS consists of a set of massively 
interacting cloud access (CA) nodes as well as a set of Layer-1 relays, which forms the 
topology shown in Figure 1. The wireless cloud network offers a simple physical layer (PHY) 
interface to the clients, which enjoy a ‘plug-and-play’ service. The cloud is responsible for 
transparently forwarding packets from source CA nodes to their end destination. The CA 
nodes are within one hop distance, thus conventional medium access control (MAC) protocols 
would share the network capacity and only allow one pair of nodes to communicate at a time. 
However, in the DIWINE network the cloud acts as an active environment, which adapts to 
cancel the interference using advanced IN techniques [6]. This allows multiple pairs of CA 
nodes to communicate at the same time, effectively increasing the network capacity where 
more CA nodes are added to the network. This scenario requires symbol-level synchronisation 
of the CA nodes which can be achieved with special synchronisation algorithms, e.g. [7]. 
Then the interference at the destination nodes can promptly be cancelled aided by the precise 
alignment of the signals in time. Otherwise, the non-alignment due to path or processing delay 
will destroy the neutralisation of interference. Transmission is performed in rounds. In each 
round, CA nodes are divided in receivers and transmitters, where the latter simultaneously 
transmit fixed-size packets. The packets are received by the destination CA, while the Layer-1 
relays cancel the interference. 

Note that it is assumed that there are no direct links from the source nodes to the destination 
nodes, i.e. all signals to the destination nodes need to be relayed. For dense networks, the 
assumption of no direct links can be achieved by properly scaling the transmit power. More 
specifically, it is possible to reduce the transmit power to a level whereby a certain performance 
metric (under some error rate constraint) is still satisfied, such that there is negligible received 
power at the destination. In addition, since the transmit power is reduced, the interference 
levels are also reduced and this aids the deployment of a highly dense network. It also reduces 
power consumption in the nodes. 

 
Figure 1: IN system model 
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2.3 Hierarchical decode-and-forward 

As discussed in D5.31 [1], and in several other DIWINE deliverables, the primary approach 
to be used in DIWINE at nodes within the cloud, for forwarding data to further nodes or to 
destination terminals, is hierarchical decode-and-forward. In this approach, hierarchical 
information, derived from the transmitted information from sources or other cloud nodes, is 
obtained from the combined signal received from those nodes. A network-coded symbol, 
which is a network-coded combination of the symbols at the sources, is demodulated directly 
from the signal at the relay, without necessarily demodulating the two original symbols first. 

The typical scenario in such networks is illustrated in Figure 2, in which two sources (or, as 
will be seen, relays from an earlier layer of the network) simultaneously transmit symbols sA 
and sB, by simultaneously transmitting modulated signals xA and xB, which in general may be 
treated as complex values. The modulated signals are received at a relay R1, with attenuation 
on the corresponding wireless links given by the fading coefficients hA and hB, also in general 
complex values. Rather than attempting to demodulate sA and sB separately (which could not 
reliably be done unambiguously), R1 demodulates a symbol which is a network-coded 
combination of the two, s1 = C1(sA, sB). In the simplest case, discussed in D5.31 [1], the 
transmitted symbols sA and sB are binary, transmitted using binary phase shift keying (BPSK), 
and C1 may simply be the XOR function. 

 
 

Figure 2: Hierarchical decode-and-forward 

This hierarchical information obtained at R1 is then re-modulated and transmitted on to the 
next layer of relays, and thence to the final destination DA for the information from source SA. 
It is supposed that DA also has access to the result s2 of some other function C2(sA, sB) which 
is so chosen that at least sA can be unambiguously decoded from the two network coded 
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symbols s1 and s2. This requires that the two functions produce a different pair of network 
coded symbols if sA changes, regardless of sB. Mathematically: 

             1 2 1 2 1 2 1 2, , , , , , , , , , ,A B A B A B A B A A B Bs s C s s C s s s s C s s C s s s s s s             (1)

It is easy to see that this depends on both C1 and C2, and so they must be jointly chosen. For 
example it is clear that the two functions cannot be the same: since it is possible, depending 
on sB, for the outputs of such a function to be the same for two different values of sA, it would 
not then be possible to guarantee that the pair of symbols {s1, s2} were different. 

As discussed in D5.31 [1] the SLS, however, does not explicitly simulate the transmission of 
individual symbols: rather it accounts for correct delivery of packets at each node in the 
network. At a relay using HDF, however, the packet decoded is in general not the same as the 
packet from either source. It is nevertheless possible to define a packet error at a relay, as the 
event that the packet 1̂s  decoded is not identical to the result of applying the network code 
mapping function to the original source packets ,A Bs s , i.e.: 

   1 1 1 1ˆ ,P A BC   s s s sE (2)

Packet errors in such a system are random events, due to random variations in both the noise, 
n1, and in the fading channels hA, hB. Moreover it is not possible to define a single signal-to-
noise (SNR), or even signal-to-interference-plus-noise ratio (SINR), since the packet error 
probability (PEP), written as PeP, depends jointly on the received signal from the two sources, 
as well as the noise. Hence the PEP, in the case where two sources are involved, can be 
defined in terms of some function of the transmit power from each source, the channel fading 
coefficients and the noise power at the relay. 

 
Figure 3: Signal constellation received at relay for BPSK transmission  

for two different pairs of channel fading coefficients 

Figure 3 shows the received constellation at the relay for two different pairs of channel fading 
coefficients {hA, hB} using Binary Phase Shift Keying (BPSK). Note that the shape of the 
constellation is the same for both cases: the only difference is a rotation of the entire 
constellation by 90, which (provided it is known to the relay) will not affect the PEP 
performance of the demodulator. This is because the ratio of the fading coefficients is the 
same in both cases, 2 2r B Ah h h j   . This ratio is referred to as the relative fading coefficient, 
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hr, which will be written in terms of its magnitude  and its phase  as  exprh j  . Then it 

is possible to write the PEP as a function of the ratio of the received signal power from source 

SA to that of the noise at the relay, 2 2

1AP h n  , where P is the transmit power from SA 

(assumed to be the same as that from SB) and the magnitude and phase of the relative fading 
coefficient: 

 
2

2

1

, , , ,A B B
eP C C

A A

P h h h
P f f

h hn
  

 
   
 
 

 (3)

where fC is some function to be determined. Note that the function will also depend on the 
network coding function C which is used, which is why C is included as a subscript in (3). 

The function fC is to be determined by PHY research, conducted within WP4 of DIWINE. It is 
possible that a closed-form expression, exact or approximate, may be obtained, and indeed 
such an expression has already been obtained for some specific cases of uncoded modulation. 
In contrast to the approach mentioned in D5.31 [1], here it is assumed that the PEP depends 
on the instantaneous values of the relative fading coefficient rather than on the average over 
fading. This is because the network coding function should be chosen according to the relative 
fading coefficient. As mentioned above, the choice needs also to be performed jointly over all 
relays in the network, so as to ensure unambiguous ‘decodability’ at the destination.  
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3 Implementation and performance evaluation of core 
demonstration scenarios in the SLS 

The DIWINE ‘SLS demonstrator’ was built on top of the modular IQU SLS simulation 
platform. Being a flexible software tool, the SLS allows rapid implementation of a prototype 
of the DIWINE network. The role of the SLS demonstrator is to provide early feedback to 
WP3 and WP4 regarding key DIWINE algorithms, and demonstrate the more complex 
DIWINE scenarios that will not make it to the smart meter network (SMN) and critical 
industrial monitoring and control (CIMC) hardware platforms. 

 
Figure 4: SLS GUI 

As part of the DIWINE project, enhancements to the SLS GUI were implemented, to further 
enhance its usability. Firstly, a colour-coding scheme for the nodes was implemented, to 
represent their operating state. A legend with the code is supplied in the right-hand side of the 
SLS main screen (see Figure 4). Additionally, a tree-view control was added to better organise 
and keep track of the simulation variables. These changes were deemed necessary, as it was 
not possible to display the aforementioned information alongside the nodes in dense DIWINE 
topologies. 

The first step in simulating the proposed DIWINE schemes, is to define the scenario to be 
employed in the simulation, which includes number of nodes and node placement, as well as 
network parameters. Configuring simulations at the SLS GUI is a matter of filling textboxes, 
selecting checkboxes and selecting items from drop-down lists (see Figure 5). The next step is 
to define traffic and PHY parameters. The SLS includes two traffic generators, namely a 
constant traffic generator and a Poisson traffic generator. The former takes as an input the 
traffic load in Mbit/s as well as the packet size, and then generates messages with a constant 
inter-arrival time and fixed size. The latter takes as an input average throughput and message 
size, and generates packets according to a Poisson arrival process. 
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The PHY tab allows the SLS to accept the channel model, as implemented by the academic 
partners. The channel realisations are provided as a set of ‘.mat’ files, generated via MATLAB 
simulation of the PHY. Each ‘.mat’ file includes the SINR values of a direct link. 

 
Figure 5: SLS configuration screen 

As soon as the simulation parameters are all set via the SLS GUI, the actual simulation can 
begin. This is achieved by pressing the ‘play’ button (which results in the simulation running 
for a predefined time period) or ‘step’ button (which results in the simulation pausing after a 
time-step interval). During SLS operation it is possible for the user to pause the simulation at 
any moment to inspect the variables and operation state, and then continue the simulation or 
advance the time step-by-step. This helps in validating the correct operation of networking 
protocols, facilitating protocol development. Being able to animate the protocol operation 
supplements the common debugging process of protocol development, significantly helping 
the designer to identify bugs. The variables to be inspected at run-time are user configurable, 
and the SLS can be easily extended to include more. 

After the simulation is concluded, the SLS demonstrator prepares a number of traces, 
allowing further analysis with statistical software: 

 Per-node trace: this stores number of packets and bits generated, transmitted, 
delivered, buffered and lost per node; 

 Network trace: this stores network statistics, including aggregate, average and standard 
deviation of throughput, delay, energy consumption, channel quality etc.; 

 Summary trace: this stores a subset of node-level and network-level statistics, including 
averages of throughput, delay and energy consumption. 
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3.1 Simulating interference neutralisation 

The IN demonstration scenario presented in Section 2.2 comprises a Layer-1 relay cloud that 
operates at the symbol-level and CA nodes that transmit and receive packets (see Figure 6). 
The former calculates the amplification gains required to cancel the interference, while the 
latter deal with the packets as well as signalling and scheduling protocols. Evaluating this 
scenario is fairly involved since whereas PHY layer can be implemented and tested 
successfully using MATLAB, networking protocols require a packet-level simulator. To 
satisfy the two different requirements, it is possible to use two different tools that have to 
inter-operate. Specifically, MATLAB is employed to generate vectors of SINR values per 
network link, after exploiting the IN algorithm. These SINR vectors are fed into the error 
model of the IQU SLS which is employed for the evaluation of the network protocols. 
Currently, the SLS uses a simple unit step function as an error model. Packet transmissions 
whose corresponding SINR value exceeds the reception threshold, e.g. 5 dB, are treated as 
successfully received, or else a channel error occurs. To implement the SLS demonstration 
scenario, the Layer-1 relay functionality as well as the signalling and packet scheduling 
functions were modelled as finite state machines (FSM) in the C++ programming language 
and added to the SLS class model. 

 
Figure 6: IN demonstration scenario with 20 CA nodes 

One of the major problems in the proposed scheme is how to split the CA nodes into a set of 
transmitting and receiving nodes. One of the fundamental aspects of DIWINE cloud network is 
the lack of any complex MAC protocols. Therefore, in this work the following low complexity 
scheme is used to attain the coordination. Simply speaking, the signalling information is 
typically exchanged during packet transmission, as part of the packet header and is irrelevant 
to higher layer protocols. It is assumed that the signalling protocol advertises the relevant 
information for the CA nodes in two parts: one is a 16-bit field with the queue length (number 
of packets) and the other is a 16-bit field with the node ID of the destination CA node. This 
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information is transmitted prior to the data transmission, i.e. it is allocated at the head of the 
packet. Before the link is established, all CA nodes in the beginning will broadcast their 
signalling information, i.e. the 32-bit header. In order to achieve orthogonality, the signalling 
information from each CA node is transmitted sequentially, based on node ID (see Figure 7). 

After receiving the queue and node ID information, the relay cloud will list all pairings of the 
nodes and randomly orders these pairs. In the example of Figure 1, there are only two 
transmitters, so it is straightforward to form the pairs as (1, 4), (2, 3), (3, 4), etc. This can be 
easily extended to the case with N transmitters. Since there is a link from each relay to each 
CA node, it can be assumed that one of the relays acts as the ‘master’, serving as the 
coordinating node. In that case there will be N node indices in each pair. This ordering can 
serve as a basis for a simple ‘round-robin’ transmission policy, where pairs of nodes transmit 
following this predefined sequence, without taking queue length into account. A more 
advanced transmission policy, which is named as ‘load-balancing’ is where the relay cloud 
chooses the nodes in the pair that have the largest aggregated queue length at the transmitters. 
The ones on the left had side are the receivers. 

Note that since the phase of the random access of the nodes is out of the scope of this work, 
the collision of the signalling information required to establish the links from all nodes is not 
considered. Furthermore there should be training sequences prior to the data packet for nodes 
to perform channel estimation, currently it is assumed that the channel information is 
perfectly known at all nodes. 

 
Figure 7: Signalling protocol for a relay cloud of 4 CA nodes 

Numerical results 

In the following, the schemes described above are evaluated as well as the networking 
protocols in the DIWINE X-Channel Cloud topology. CA nodes are organised in two groups, 
while the central node corresponds to the IN relay cloud hiding its complexity (see Figure 6). 
To proceed, the node model is accordingly modified to include the Layer-1 relaying as well as 
the proposed IN schemes, as presented in Section 2.2. In Figure 8 the saturated network 
throughput, i.e. the limit of the system throughput as the offered load is increased, is shown 
against a varying number of CA nodes in the proposed IN relay cloud. The transmit power 
constraint, P, is also varied in Figure 8, ranging from 50 mW to 200 mW. The capacity of each 
point-to-point transmission was set to 54 Mbit/s. 

It can be seen that the throughput increases with the number of transmitting nodes, which is 
consistent with the function of IN. Since ideally, as long as the interference can be perfectly 
removed, parallel channels will result whose sum data-rate increases with increasing number 
of sub-channels. Note that the baseline scheme is defined as the case when there is only one 
node allowed to transmit per round, denoted by a ‘2’ on the x-axis, i.e. 1 transmitter and 1 
receiver. It can be seen that the baseline saturates around 27 Mbit/s. Owing to the overhead 
from the channel errors and signalling, the achievable rate is much lower than the channel 
capacity. 
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For the IN scheme, the capacity upper bound scales linearly with the number of nodes 
transmitting simultaneously. Due to the same non-idealities, the aggregate throughput will 
saturate but at a much higher rate than the baseline, e.g. around 50 Mbit/s for 2 transmitters 
and P = 200 mW. It can be seen that the transmit power also affects performance significantly. 
Increasing P results in more stable links with decreased channel errors, and thus the 
throughput increases. 
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Figure 8: Saturation throughput vs. number of transmitters 

Figure 9 shows the corresponding packet delay versus load for the simple round-robin 
scheduling, the load-balancing and the baseline for the case of 4 CA nodes, i.e. two 
transmitters and two receivers. The transmit and noise powers are fixed to P = 100 mW and 
1 mW, respectively. As expected, the load-balancing scheme outperforms the naïve round-
robin scheme in terms of the packet delay. This is because the load-balancing scheme keeps 
buffers better balanced, which leads to a much lower queuing delay. It also significantly 
outperforms the baseline which saturates at a load of 27 Mbit/s, and from that point there is an 
expected sharp increase in the packet delay. 
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Figure 9: Packet delay vs. load 
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3.2 Simulating hierarchical decode-and-forward 

Packet forwarding based on the HDF strategy was implemented in the SLS. This required 
implementation of an HDF relay module, which implements the functionality presented in 
Section 2.3. The module functionality was modelled in the form of an FSM and added to the 
SLS class module. 

In each run of the SLS, the PHY module has to calculate the fading coefficients hA and hB 

from (3) using path loss calculations for each inter-node link, including shadow fading if 
appropriate, and then Rayleigh fading by multiplying link values by randomly chosen 
complex Gaussian variables. In addition to hA and hB, hr and its magnitude a and phase f may 
be calculated, as well as the SNR r due to link A. The next stage is to determine the network 
code functions C to be employed at each relay. Algorithms for this purpose are also being 
developed in DIWINE WP4. In principle the approach might be to select, from among the 
combinations of code functions which allow unambiguous decoding, the combination that 
minimises overall PEP at the destination. The appropriate fC at each relay is then used to 
calculate its PeP based on (3). However, the most straightforward approach is to draw up a 
look-up table of PeP versus  and , obtained by MATLAB simulation. An example of the 
result of such a simulation is shown in Figure 10. Here the two sources generate 
convolutionally coded quadrature phase shift keying (QPSK), and the relay employs a fixed 
network code mapping function, with hard decision decoding of the convolutional code. 
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Figure 10: Simulated packet error probability versus SNR on source relay channels 

The first step in transferring the HDF algorithm to the SLS was to build a single-layer 
network (see Figure 11) which consists of two source nodes and a relay. The distance of each 
source node to the relay was set to 90 m. The SLS simulates the transmission of packets 
through the network, and deletes or marks as lost each packet passing through the relay with 
probability PeP. 
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Figure 11: Two-way relay system based on the HDF strategy 

The next logical step in the transfer process will be the topology illustrated in Figure 12, 
which shows an example network topology that consists of four relays arranged in two layers. 
It can be observed that each relay (plus the destination) receives signals from two relays (or 
the two sources), and hence the whole network can be partitioned into five networks of the 
form illustrated in Figure 12. The symbols s3 and s4 decoded by R3 and R4 are available to the 
destination, and these are related to the source symbols by the composite function C: 

      
            

3 4 3 1 2 4 1 2

3 1 2 4 1 2

, , , ,

, , , , , , , ,A B A B A B A B A B

s s C s s C s s

C C s s C s s C C s s C s s C s s



 
 (4)

Then the four functions C1, C2, C3 and C4 should be chosen to fulfil Fehler! Verweisquelle 
konnte nicht gefunden werden.. The same methodology described above can be used to 
operate the SLS for this network, i.e. estimating PeP probability per relay node and erasing 
packets forwarded with this probability. There are many simplifications that can be used in the 
process of developing a full simulation. For example, initially it is possible to assume that the 
mapping functions are fixed, to avoid the complexity of the function selection algorithms. 
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Figure 12: Two-layer HDF topology 

Numerical results 

Evaluating the HDF scenario at the SLS requires inter-operation of IQU SLS with MATLAB. 
Specifically, MATLAB simulation is employed to draw up a look-up table of PeP versus link 
SNR. The result of such a simulation is illustrated in Figure 10. MATLAB simulation results 
are compiled in a MATLAB table by UoY, and then provided to IQU in the form of a ‘.mat’ 
file. This file is then submitted to the SLS (Figure 13) and integrated with the packet error 
model. The internal model is bypassed, and packet error is now dictated by the provided look-
up-table. 

 
Figure 13: Submitting PeP look-up table to the SLS 
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The SLS is responsible for evaluating higher-level protocols, generating packet-level results. 
The HDF scenario shown in Figure 11 was evaluated with a set of simulations, and compared 
with a simple TDMA scheme, which was used as the baseline. In Table 1 the PeP look-up 
table employed in the simulations, which was provided by UoY. 
 

 
Table 1: PeP vs. SINR look-up table 

Figure 14 shows a comparison of the aggregate throughput of the HDF strategy for varying 
input loads vs. the baseline. It can be seen that HDF considerably outperforms the baseline, 
due to its ability to support two parallel transmissions. However, it requires a relatively strong 
signal. As can be seen from Table 1, when the link SNR value drops below 13 dB, which 
corresponds to a transmit power below 550 mW in the experiment, the packet loss ratio 
increases significantly and HDF underperforms compared to the baseline. 
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Figure 14: Aggregate throughput vs. load 
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4 Conclusions 

In this report, the DIWINE core demonstration scenarios have been outlined. The main 
transfer steps to the SLS demonstrator have also been detailed along with the DIWINE-
specific modifications, including new module implementations as well as enhancements to the 
SLS GUI. Transferring the core demonstration scenarios to the SLS required implementing 
advanced PHY techniques and DIWINE innovations, such as interference neutralisation and 
hierarchical decode-and-forward relaying. Extensive simulations in IQU’s SLS were employed 
to validate the effectiveness and the accuracy of the scenarios implemented. In all experiments 
it was made clear that DIWINE algorithms vastly outperform the baseline, in terms of 
increased throughput, decreased delay and delay variance, and decreased packet loss ratio. 
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