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Abbreviations 

CA Cloud Access 

CDF Cumulative Distribution Function 

GUI Graphical User Interface 

HDF Hierarchical Decode-And-Forward 

HI Hierarchical Information 

IN Interference-Neutralising 

LB Load Balancing 

LP Linear Programming / Linear Problem 

NCS Network Coded System 

PBCS Projected Bardeen-Cooper-Schrieffer 

PEP Packet Error Probability 

PHY Physical Layer 

QoS Quality of Service 

SEP Symbol Error Probability 

SINR Signal to Interference-Plus-Noise Ratio 

SLS System-Level Simulator 

SNR Signal-To-Noise Ratio 

TDMA Time Division Multiple Access 

WCN Wireless Cloud Network 

WPLN Wireless Physical-Layer Network Coding 

XOR eXclusive OR 
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1 Executive summary 
This report details advanced scenarios, which exceeded the capabilities of the hardware 
demonstrator, and were instead implemented and evaluated at the system-level simulator 
(SLS). Our focus was on advanced multi-stage topologies that employ the hierarchical 
decode-and-forward (HDF) strategy for packet forwarding. These advanced scenarios build 
upon the core scenarios, discussed in D5.32 [1] that act as the building blocks. Moreover, 
cross-layer optimised scheduling in the DIWINE cloud is also addressed in this report, as well 
as a load-balancing and offloading technique. 

Simulating multi-stage HDF scenarios at the SLS proved challenging; in this report, several 
different techniques are explored to efficiently emulate the transmission of symbols at the 
SLS, which is essentially a packet-level simulator. In the simplest case we simply estimate a 
packet error probability (PEP), per relay node and erase packets forwarded with this 
probability in a multi-stage topology. Moreover, a dynamic mapping algorithm is explored 
which adapts to changes in the fading channel, further enhancing performance. Finally, a 
closed-form solution, which allows the SLS to predict the packet error rate, was contributed 
and verified via simulation. 

All reported algorithms were implemented in the SLS, and modifications required in the SLS 
class model and new modules added are also detailed. Moreover, the performance evaluation 
results as well as the methodology followed in our simulation experiments are included in this 
report. In all experiments it is clear that advanced DIWINE algorithms vastly outperform the 
baseline, in terms of increased throughput, and decreased delay and packet loss ratio. 
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1 Multi-stage hierarchical decode-and-forward 
System-level simulation is by now widely accepted as a cost-effective way to evaluate the 
performance of a complete wireless network before deployment, avoiding the complexity of a 
full system simulation including the physical layer (PHY) of all links in the whole network. It 
requires a method for abstracting the performance of the PHY, operating at a higher level than 
the bit-level or symbol-level. This type of approach has been widely used in third and fourth 
generation wireless systems, where links are in general point-to-point/multipoint and can 
usually be characterised by a signal to interference-plus-noise ratio (SINR). 

In wireless physical-layer network coding (WPLNC), the relays, rather than decoding and 
forwarding source data itself in the presence of interference from other sources, instead 
decode a network coded combination of symbols from these sources. This operates in such a 
way that the destination can combine several such combinations to recover the source data. It 
has the advantage that signals from other sources are treated as additional information rather 
than interference, and hence can enhance rather than degrade network performance overall. 
Thus it is particularly advantageous for ultra-dense wireless networks such as a DIWINE. In 
the HDF approach, hierarchical information (HI), derived from the transmitted information 
from sources or other cloud nodes, is obtained from the combined signal received from those 
nodes. A network-coded symbol, which is a network-coded combination of the symbols  
at the sources, is demodulated directly from the signal at the relay, without necessarily 
demodulating the two original symbols first. 

The simplest case of HDF, discussed in D5.32 [1], involved a simple scenario with one stage 
of relaying. In this scenario, two sources simultaneously transmit symbols sA and sB. The 
modulated signals are received at a relay R1, with attenuation on the corresponding wireless 
links given by the fading coefficients hA and hB (also in general complex values). Rather than 
attempting to demodulate sA and sB separately (which could not reliably be done 
unambiguously), R1 demodulates a symbol which is a network-coded combination of the two, 
s1=C1(sA, sB). This HI obtained at R1 is then re-modulated and transmitted on to the 
destination node DA. It is supposed that DA also has access to the result s2 of some other 
function C2(sA, sB) which is so chosen that at least sA can be unambiguously decoded from the 
two network coded symbols s1 and s2. Packet errors in such a system are random events, due 
to random variations in both the noise, n1, and in the fading channels hA, hB. It is no longer 
possible to define a single SINR to characterise the performance of each link. Instead the 
accuracy of decoding at each relay depends on the strength and relative phase of signals from 
multiple sources as well as on noise power. 

The same approach can be generalised in advanced scenarios with multiple stages of relaying, 
where the HI is re-modulated and transmitted on to the next layer of relays. Each node then 
receives up to two symbols that correspond to HDF inputs, while the rest correspond to 
interference signals. Figure 1 illustrates the structure of a multi-hop network employing 
WPLNC. The diagram shows a set of sources nodes that communicate with a destination D. 
Each node in each relay layer (from top to bottom of the diagram) computes a different 
network coded function of the sources whose signals it receives, and then forwards it to the 
next layer, which in turn decodes a further network code function, C. Each node receives up 
to 4 signals, with 2 corresponding to HDF inputs (channel 1 and channel 2), while the rest are 
interference signals. 
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Figure 1: 5-stage topology employing WPLNC 

1.1 Multi-stage HDF algorithm with fixed mappings 

The SLS does not explicitly simulate the transmission of individual symbols; rather it 
accounts for correct delivery of packets at each node in the network. The methodology 
proposed in [1] and [2] to operate the SLS for a network where HDF is employed, was to 
estimate the PEP, PeP, per relay node and to erase packets forwarded with this probability. 
Since in general the packet decoded at the relay is a network-coded combination of the source 
packets, it will of course be different from those source packets. However, a packet error 
event is defined as the event that the decoded packet at the relay is different from the result of 
the network coding function applied to the original source packets: 

(1)

We assume that such an error can be detected at the relay, using some linear error detection 
code such as a cyclic redundancy check, and that erroneous packets are then dropped. 
Accordingly in the simulator, packets are dropped at a given relay at random with probability 
PeP. Moreover, another simplification was to assume that the HDF mapping functions are 
fixed, to avoid the complexity of the function selection algorithms. In the DIWINE scenario it 
is likely that the fading is quasi-stationary, varying only over timescales significantly longer 
than a packet duration. However, the block fading model can be used in cases where either the 
relay does not adapt at all to the source-relay channels, i.e. it uses a fixed network code 
mapping, or where the mapping is determined only by hA and hB, and is not controlled by 
other parts of the network, because there is then no dependency from one packet to the next. 
To investigate the effect of adaptation across the whole network, as when the destinations 
negotiate with the intermediate nodes to establish the mapping functions they will use, will 
require a more realistic fading model, dependent on the instantaneous amplitudes and phases 
of the channels. This will be addressed in Section 1.2. 

In the 5-stage topology implemented (see Figure 1) there is one destination that receives data 
from all sources, and there is also cross-coupling between the two columns. Multiple nodes 
are activated in each relay stage, except for final layer of relays that transmit their data to the 
destination in 4 separate resource slots. This resource slotting could be performed in the time 
domain, e.g. using time division multiple access (TDMA). The node schedule, implemented at 
the SLS in the form of a finite state machine is: 
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Slot Nodes activated 

1 1, 2, 9, 10 

2 3, 4, 11, 12 

3 5, 6 

4 13, 14 

5 7 

6 8 

7 15 

8 16 

Table 1: Node scheduling diagram 

Nodes 3, 5, 6, 7, 11, 14 and 15 apply the eXclusive OR (XOR) mapping; the remaining relays 

apply 1 0 0 1
0 1 1 1
 
  

. The destination decodes the signals from each of the relays in the final layer 

separately, and hence their error rates are those appropriate for a single user flat fading 
channel. It can then calculate the four source signals by applying the composite matrix 
defined by Table 2. Note that in general a packet error will occur in the destination output 
corresponding to a particular source if there is an error in the data received from any relay 
which participates in the respective calculation. 

 

1 1 0 0 1 0 1 1 

1 0 0 0 0 1 1 0 

1 0 1 1 0 0 0 0 

0 1 1 0 0 0 0 0 

1 1 1 1 0 1 0 0 

1 0 1 0 1 1 0 0 

0 0 0 0 1 1 1 1 

0 0 0 0 1 0 1 0 

Table 2: Destination node mapping matrix 

A DIWINE ‘SLS demonstrator’ for the abovementioned 5-stage topology with HDF 
forwarding was built on top of the IQU SLS platform (see Figure 2). The SLS configuration 
dialog allows the SLS to accept an appropriate channel and PHY model, in the form of 
MATLAB vectors. In the simplest case this model takes the form of a set of look-up tables 
with the PEP in terms of the channel SINR values (two such values are required in a HDF 
function with 2 inputs). The initial assumption of a fixed set of network code functions leads 
to the requirement of only one PEP look-up table at each node. 



 

D5.33 9 

 
Figure 2: 5-stage WPLNC network simulated at the SLS 

As soon as the simulation parameters are all set via the SLS graphical user interface (GUI), 
the actual simulation can begin. This is achieved by pressing the ‘play’ button (which results 
in the simulation running for a predefined time period) or ‘step’ button (which results in the 
simulation pausing after a time-step interval). During SLS operation it is possible for the user 
to pause the simulation at any moment to inspect the variables and operation state, visualised 
in a ‘tree view’ control, and then continue the simulation or advance the time step-by-step. 
The SLS also employs a colour code to represent the operating state of nodes; for example, 
green corresponds to transmitting nodes, while blue corresponds to receiving nodes. 

In short, these are the algorithmic steps followed by the SLS on a packet-by-packet basis: 

1. The PHY module calculates the fading coefficients, interference and SINR values; 

2. The PEP of each forwarded packet is drawn from the corresponding look-up table, 
based on the SINR values (one per HDF input); 

3. Packets are erased probabilistically in each relay, based on the PEP value derived from 
step 2. 

1.2 Multi-stage HDF algorithm with dynamic mapping 

To further enhance the performance of the HDF algorithm, we considered a dynamic selection 
algorithm, which finds the relay mappings that maximise the minimum distance of the 
network-coded symbols. This allows each relay to use the optimal mapping as the channel 
fading varies. In particular the mapping should adapt to the occurrence of singular fade states, 
in which the fading is such that it is possible for two different combinations of source data 
symbols  ,A Bs s  and  ,A Bs s   to result in the same signal at the relay, that is: 

  , , , ,s ,s  s.t. A B A B A A B B A A B B A A B Bs s s s s s h s h s h s h s             (2) 
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A singular fade state therefore occurs if for any  , , , ,s ,sA B A B A A B Bs s s s s s      the relative 

fade coefficient: 

 B A A
r

A B B

h s s
h

h s s


 


  (3) 

The set of data symbol combinations  ,A Bs s  that result in the same signal are referred to as 

clashing. Ideally clashing combinations should result in the same network coded symbol, to 
allow the network-coded symbol to be reliably decoded. If for a given singular fade state this 
is true for all clashes we say that the singular fade state is resolved. 

The selection algorithm was divided in an offline search, which was performed with 
MATLAB, and an online search, performed by the SLS. In the offline search we obtain eight 
half (2×4) binary matrices for each relay. An exhaustive search among all half binary matrices 
under each singular fade state was implemented, such that the half matrices in each set can 
resolve all the singular fade states. The selected number of half matrices is the minimum 
number of required half matrices to resolve all singular fade states given Rayleigh fading. By 
compositing the half matrices in one set with that in other sets, a pair of half matrices sets 
with the highest probability of generating full-rank (4×4) binary matrices can be found. The 
maximal minimum distance between codewords of each network coded system (NCS) based 
on each half matrix should be guaranteed. These two different sets are stored separately at two 
relays. 

The online search approach is detailed in the following algorithm, and was implemented in 
the SLS. Given a channel matrix H (2×2) between two source nodes and two relay nodes, the 
minimum codeword distance of different NCS is calculated. A full-rank matrix search is 
implemented after the maximal minimum codeword distance is obtained. The composite full-
rank (4×4) mapping matrix with the minimum codeword distance in both NCS is selected and 
the inverse matrix can be obtained. The pseudocode of the online search at each relay is 
described below. Each relay needs to choose one out of the eight 2×4 matrices and the 
composite 4×4 matrix formed from the two must be full rank. 

 
Dynamic HDF map selection algorithm 

Input: SigR1, SigR2, i.e. 2×32 matrix including overall eight 2×4 half matrices. 
 
H = Rayleigh fading matrix (2×2) ; 
For all 8 half matrices (in SigR1 and SigR2) at each relay 
  d_min1; % the minimum distance based on the half matrix in SigR1. 
  d_min2; % the minimum distance based on the half matrix in SigR2. 
 Store to D_min1 = D_min1 ⋃ d_min1 % 8 values in D_min1 

 Store to D_min2 = D_min2 ⋃ d_min2 % 8 values in D_min2 
End 
[D_min1, ind_1] = sort(D_min1, ‘descend’); 
[D_min2, ind_2] = sort(D_min2, ‘descend’); 
 
% Full rank check 
For i = 1 : 8  
 For j = 1 : 8 %All possible combinations of the two half matrices 
  Mat = [SigR1(ind_1(i)); SigR2(ind_2(j))]; 
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  If Mat is full rank 
   Record = Record ⋃ [i, j]; 

   recordValue = recordValue ⋃ [D_min1(i),D_min2(j)]; 
  End 
 End 
End 
[~,Index] = min(min(recordValue(:,1)), min(recordValue(:,2)) ) % find which relay produces the min. distance 
[V_ind, Vmax] = max(recordValue(:,Index)); % Find the maximum minimum-distance at relay index  

 

The online selection algorithm was provided by UoY, and implemented in MATLAB. The 
Armadillo linear algebra library [3] was employed by IQU to transfer the algorithm to the SLS 
platform. Armadillo is a powerful C++ library that can help translate scientific (MATLAB) 
code to production-ready code. It features comprehensive support for MATLAB functions, 
matrix operations, and decompositions. Figure 3 shows an example conversion from 
MATLAB to C++ code, employing Armadillo. 

 
Figure 3: Algorithm transfer from MATLAB to the SLS platform using Armadillo library 

1.3 Numerical results 

The SLS was employed to simulate the 5-stage network that uses WPLNC. The SLS outputs a 
wide range of traffic statistics, both node-level and network-level, over the run-time of its 
operation. These statistics are stored in a set of trace files at the end of each simulation cycle, 
for further analysis with statistical software or for generating plots and diagrams. The SLS 
includes two traffic generators, namely a constant traffic generator and a Poisson traffic 
generator. The former takes as an input the traffic load in Mbps as well as the packet size, and 
then generates messages with a constant inter-arrival time and fixed size. The latter takes as 
an input average throughput and message size, and generates packets according to a Poisson 
arrival process. 

To evaluate the considered scenarios, the Poisson traffic generator was employed, and the 
(normalised) input load was varied from 0 to 1, while the aggregate throughput values were 
recorded. A channel capacity of 54 Mbps was assumed, and either a ‘static’ or a ‘dynamic’ 
mapping scheme as detailed in the previous sections. Our main goal was to quantify the effect 
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of dynamic maps in a WPLNC network when either a stationary channel with only free space 
path loss or a channel that also includes Rayleigh fading, was assumed. It can be seen in 
Figure 4 that significant performance enhancements can be expected with dynamic maps, 
which exceed 40 % in a high-load scenario, especially in a Rayleigh fading channel. 

 
Figure 4: Throughput vs. load with static or dynamic maps 
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2 System-level simulation for multi-hop wireless networks 
employing closed-form expressions 

In this chapter we derive closed-form expressions for the PEP in terms of the channel 
parameters and signal-to-noise ratio (SNR) at each relay, and describe the operation of the 
SLS using these expressions. As mentioned in previous sections, the system-level simulation 
of HDF forwarding operates at a packet level; packets are generated at the sources according 
to the traffic model, and are propagated through the relays to the destination. Link 
propagation parameters are calculated according to the link length (free space path loss is 
assumed), while Rayleigh fading parameters (magnitude and phase) are also randomly 
generated for each link. The level of noise, plus interference from any nodes not included in 
the network coding function, is also calculated. These parameters are used as described below 
to calculate the PEP. Packets are then dropped at each relay at random according to the PEP. 
We then extend the approach detailed in the previous section by employing closed-form 
expressions for the link abstraction instead of look-up tables. Moreover, the instantaneous 
channel fading state is taken into account (including phase) rather than average signal to noise 
ratios. 

2.1 Deriving the packet error probability 

Figure 1 illustrates the structure of a multi-hop network employing WPLNC. The diagram 
shows a set of sources S1 to SK that communicate with a destination D. Each relay in each 
relay layer (from top to bottom of the diagram) computes a different network code function of 
the sources whose signals it receives, and then forwards it to the next layer, which in turn 
decodes a further network code function, C. These functions must be designed in such a way 
that the destination can reverse the encoding and compute the original source data. In this 
work we assume that the mapping functions are linear on some suitable finite field: that is, 
they can be expressed in the form: 

 1
1

,
K

K k k
k

C s s s


  (4)

where  denotes summation and  multiplication over some finite ring, in which the s’s 
represent data symbols and ’s represent coefficients. Here we use a binary vector-matrix 
representation, in which the data symbols are represented by binary vectors of length m, 
where the symbol cardinality is 2m, and the coefficients are m × m binary matrices. Addition 
and multiplication are modulo-2 matrix addition and multiplication. To ensure decodability at 
the destination, the coefficient matrices must be full rank. 

While in principle there may be any number of source symbols participating in the network 
coding function at a relay, an illustrative case involving two is assumed as shown in Figure 5. 
Note that the signals here may come from two relays in an earlier layer of the network, as 
well as from two sources. Here we consider only this case: signals from a third relay or from 
others are treated as noise. Many complex multi-hop networks can be built up from a 
combination of such subnetworks. 
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Figure 5: Relay involving two sources (or prior relays). BPSK with simple XOR network coding is illustrated. 

In Figure 5 the sources modulate their data symbols sA and sB respectively onto signals xA and 
xB, which are transmitted to the relay. The relay estimates the network-coded symbol ˆABs  
directly from the superimposed received signal from the superimposed signals from the two 
source nodes, i.e. 

ˆA A B B ABy h x h x n s    . (5)

For a relay receiving signals from two sources, as in Figure 5, the PEP depends on both the 
signal amplitudes and also the relative phase of the two links, which affects the shape of the 
constellation at the relay, as illustrated in Figure 6, which shows the constellation shape for a 
relative phase  close to zero, around /4 and around /2. The points are labelled with the 
corresponding network coded labels. 

    
 (a) (b) (c) 

Figure 6: Constellations at the receiver for relative phase: (a) ~0; (b) ~/4; (c) ~/2,  
showing shortest distances between clusters 

In this example the transmitted constellations from both sources are QPSK; hence the 
received constellation in general contains 16 points. The network code mapping is defined by 
setting 1 and 2 to be identity matrices: thus the mapping is a simple bit-by-bit XOR 
combination of the QPSK constellation labels. Therefore there are only four different labels 
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for the 16 points of the received constellation: the points occur in clusters of four points with 
the same label. These clusters are clearest in Figure 6(a), where the groups of points that are 
closest together have the same network coded label. In (b) and (c) we note that the closest 
points may not belong to the same cluster. 

In the presence of noise, a pair of transmitted symbols that correspond to one network coded 
symbol may be decoded by the relay as another network coded symbol if the received 
constellation point is closer to a point from another cluster than to the correct cluster. Hence 
the error probability depends on the distances between clusters, and can be well approximated 
by a formula based on the union bound. The lines shown in Figure 6 show the shortest 
distances between points in different clusters, bearing in mind that the symmetry of the 
constellations means that these distances recur elsewhere in the constellations. It is 
straightforward to relate the distances to the channel parameters, and also to use them to 
provide a union bound on the symbol error probability (SEP), which empirically is found to 
be very tight at moderate to high SNR. However, since, as noted above, the constellation 
shape is different for different relative phases  of the two channels, a different formula will 
apply in different ranges of . Hence we may obtain the formulae as follows: 

 1
2 1 ;

2
7 9

 or 
8 8 8 8

eS B A B

S S
P Q h Q h h j

N N
    

   
         

   

    
 (6)

 1
2 1

2

1
;

2
3 3 7 5 5 7

 or  or  or 
8 8 8 8 8 8 8 8

eS B A B

A

S S
P Q h Q h h j

N N

S
Q h

N
          

   
         

   
 

   
 

           

 (7)

 1
2 1

2

1
;

2
5 3 3 5

 or 
8 8 8 8

eS B A B

A B

S S
P Q h Q h h j

N N

S
Q h jh

N
    

   
         

   
 

   
 

     

 (8)

where  arg B Ah h  is the relative phase of the two channels, and hA and hB denote their 

complex channel gain, including both path loss and Rayleigh fading. S/N is the ratio of signal 
power at each source and noise power at the relay.  Q   denotes the Gaussian Q-function. 

The SEP can then be used to obtain the PEP using: 

 1 1
n k

eP eSP P   , (9)

where n is the packet length in bits and k is the number of bits per modulation symbol. 
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2.2 SLS implementation and performance evaluation 
The IQU SLS was employed for the simulation of the abovementioned schemes, in a multi-
hop network employing WPLNC. Specifically, we detail the design of the SLS channel class, 
which models the wireless signals and fading operations, as well as the error model class, which 
calculates the PEP. The approach presented in this section can be employed for the evaluation 
of complex WPLNC topologies, that exceed the capabilities of the hardware testbed. 

2.2.1 Channel class 

The SLS models the electromagnetic wave propagation, which can be described by three 
independent phenomena, i.e. path loss, shadow fading and multipath fading. The first one 
only depends on the distance between transmitter and receiver, the second on terrain 
conditions, and the third on multipath reception due to reflected and scattered waves. 
Multipath fading is modelled by the Rayleigh distribution, which is implemented as part of 
the SLS channel class. In each simulation step, the SLS channel class calculates an N×N 
matrix with the path loss values between all pairs of nodes, taking their relative distance into 
account. Given P the path loss between a pair of nodes and assuming a large number of 
independent signal paths, the complex channel gain that also accounts for multi-path Rayleigh 
can be derived from the central limit theorem as: 

1 2 1 2

P
h *(X   i*X ),  X X  ~  N(0,1)

2
   . (10)

The real and imaginary parts of the Rayleigh gain are zero-mean independent and identically 
distributed (i.i.d.) Gaussian random variables. Simulating a Gaussian distribution is simple in 
compilers that support the C++11 Standard, which provides a random number library with 
random number distribution classes. The latter post-processes the output of a random number 
engine such that the output is distributed according to a given probability density function. 

2.2.2 Error model 

The successful decoding of packets at each relay depends on the strength and relative phase of 
signals received from multiple sources, as well as on noise power. The SLS channel class, 
detailed in the previous section, is responsible for calculating the channel states and modelling 
the received wireless signal parameters. This information is fed to the link error module, to 
derive the PEP in a given wireless link for each packet received. The latter is calculated by the 
closed-form equations presented in Section 2.1. These were transferred to the SLS, employing 
the C++ complex numbers library. The latter supports the representation and arithmetic 
operations of complex numbers, and also provides functions to easily derive the magnitude 
and phase. One challenge was the lack of a Gaussian Q-function library in our compiler. This 
was overcome by implementing the ‘optimised PBCS’ approximation detailed in [4], with a 
relative absolute error in the order of 10-4 and a very efficient implementation. 

2.2.3 Numerical results 

The SLS was employed for the simulation of a cooperative 2-relay butterfly network 
topology, which employs WPLNC. The formulae detailed in Section 2.1 were employed to 
derive the PEP at each link, and packets were dropped probabilistically. In Figure 7 the main 
SLS screen is depicted, with the considered network topology. Nodes 0 and 2 (sources) send 
packets to nodes 3 and 1 (destinations) respectively, aided by two relay nodes. 
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Figure 7: SLS main screen with the 2-relay butterfly topology 

Two forwarding strategies were considered and cross-compared at the 2-relay butterfly 
topology, namely WPLNC and TDMA which served as the baseline. WPLNC forwarding, 
unlike TDMA, allows the parallel transmission of packets in each stage increasing the 
throughput two-fold. In the first stage the two source nodes each transmit a packet, whose 
superposition is received, and buffered, by the relays after experiencing channel fading. In the 
second stage, the relays simultaneously transmit the buffered packets, and again their 
superposition is received by the destination nodes. In each stage the link error model, detailed 
in the previous section, will decide if the superimposed packet is decodable or not. If either 
relay fails to decode a packet in the first stage, then both packet transmissions are lost.  

The channel and error model to be employed for the duration of the simulation, as well as the 
simulation topology and parameters are selected via the SLS GUI at the beginning of each 
simulation cycle. In the considered scenario, the capacity of each point-to-point link was set 
to 54 Mbps, and the transmit power was varied such that the received SNR ranged from 18 dB 
to 30 dB. At the end of the simulation cycle, the SLS outputs a set of trace files, with network-
level and node-level traffic statistics. 

Figure 8 shows a comparison of the aggregate throughput for the WPLNC strategy and the 
baseline (TDMA) vs. the input load. In both schemes, packets are generated at the source nodes 
according to a constant bit rate traffic generator. It can be seen that WPLNC can significantly 
increase efficiency by supporting parallel transmissions, but requires a relatively high SNR. It 
can be seen that for an SNR ≤ 18 dB the baseline outperforms WLPNC forwarding, due to the 
increased channel errors sustained by the latter. It must be noted that transmissions with TDMA 
forwarding are always assumed lossless. 

 
Figure 8: Aggregate throughput vs. load for WPLNC and TDMA strategies, for the 2-relay butterfly topology 
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3 Node scheduling in the DIWINE cloud 
In this chapter, we address the scheduling problem in a dense DIWINE cloud, with multiple 
cloud access (CA) nodes that share the cloud resources under heterogeneous traffic arrival 
rates We also detail the implementation of scheduling and load balancing algorithms in the 
SLS. The performance of the cloud strictly depends on the way multiple flows interact. 
Intrinsic heterogeneity of the arrival traffic, caused by the mobility pattern of end users 
around the cloud, is the dominant factor in CA nodes binary ON/OFF activation mode. While 
some CA nodes are inactive due to the lack of traffic, other CA nodes might be overwhelmed 
with a high burst of traffic. Since network capacity scales with the number of simultaneously 
active CA nodes, this leads to wasting resources and decreased cloud utilisation. In this 
chapter, we explore advanced cross-layer optimised scheduling algorithms, as well as an 
offloading mechanism in the backhaul of the cloud to better balance traffic and enhance the 
cloud utilisation factor, fully exploiting its potential. It must be noted that these algorithms 
exceed the capabilities of the hardware demonstrator, which instead employs a static 
scheduling approach. 

The scheduling of CA nodes is inspired by the adoption of the scheduling approach proposed 
in [5] and [6]. Two optimal scheduling solutions, so-called ‘one-at-a-time’ and ‘all-at-once’ 
modes, are discussed in [6] and their general optimality conditions are verified. Intuitively, 
‘one-at-a-time’ is optimal if the links impose heavy interference on each other, such that the 
rate reduction due to interference is significant. Conversely, ‘all-at-once’ is preferable for a 
low-interference scenario, where simultaneous transmissions have virtually no impact on each 
other’s transmission rate. Considering the interference mitigation capability of the cloud, the 
‘all-at-once’ mode is the preferable scheduling mode in a super-dense cloud network such as a 
DIWINE. We aimed to further optimise this scheduling mechanism though an ad-hoc 
offloading mechanism devised in the backhaul of the cloud, to maximise cloud utility, i.e. 
maximum flow transmission in the minimal cloud activation period. The proposed scheme is 
evaluated via MATLAB and simulations in the IQU SLS. 

3.1 Cloud modelling 
The proposed scheduling and offloading algorithms assume a cloud model that hides the 
details of packet forwarding or interference neutralisation algorithms. As shown in Figure 9, 
the cloud is assumed to be organised in a layered form of relays such that we have a set of 

1,2, … , 1,  layers from source to destination CA nodes. In the considered model, the 
‘cloud gain’ parameter α ϵ [0,1] quantifies how the coexistence of parallel transmitting 
sessions affects the SINR. For example, if a=0 the cloud can perfectly service flows from all 
CA nodes in parallel, without any effect at the SINR. On the other hand, if α=1 then parallel 
flows are fully susceptible to interference, as in a conventional ad-hoc network. Let 
	 	1	, 2	, . . . , N 	 be the set of transmission sessions, with each of them corresponding to a CA 
node. Packets originate from geographically distributed clients with Poisson-like arrival 
rates	  and are accumulated in finite size queues of CA nodes. Each CA node transmits 
the packets stored in its queue through the dense cloud-based wireless network to the 
destination CA nodes. 

The service rates of CAs  are random and exponentially distributed with a rate that 
depends on the internal processing gain α and state of the cloud s. Generally, in each 
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transmission round, up to N CAs can be potentially activated to transmit their queued packets 
toward N receiver CA nodes, e.g. in a point to point model. In each round a subset of CA 
nodes is activated and each transmits a fixed-size packet. The round duration in the TDMA 
scheme (which serves as the baseline) is denoted as ΤTDMA and the duration when the 
interference-neutralising cloud is employed as Tcloud. The cloud utilisation factor is then 
defined as TTDMA/Tcloud. In each round of transmission, a portion of bandwidth Wcloud is 
allocated to the super-dense relay network (Figure 9(b)). The rest of the bandwidth  is used 
for the backhaul communication (inter-CA nodes signalling/communication) so that CA 
nodes can be informed about each other’s queue state information and offload their packets if 
necessary. Namely, in the backhaul, the CAs are able to offload their backlogged packets to 
each other in the case of a need to improve cloud utility. Note that the use of the cloud as a 
relay with simultaneous transmission (rather than sequential) is beneficial if Tcloud  TTDMA, 
where TTDMA is the time duration for baseline TDMA transmission scheme. 

   

Figure 9: Wireless cloud network (WCN): (a) Architecture; (b) Resource allocation paradigm 

3.2 Scheduling algorithm for cloud access nodes 

In this section, we focus on the CA node-scheduling problem, which is to find the minimum 
scheduling time for emptying queued packets at CA nodes and maximising cloud utilisation. 
It should be noted that the objective of the cloud is the simultaneous transmission of all 
transmission sessions in the so-called ‘all-at-once’ mode. However even if the simultaneous 
transmission of all CA nodes is supported, this schedule does not necessarily maximise 
performance. It is possible that in the ‘all-at-once’ mode that the service rate per session is 
decreased due to the increased interference, which depends on the cloud internal processing 
gain α. Considering the fact that each CA node has a specific service rate granted by the cloud 
(which can be decreased with increasing number of simultaneous CAs) finding the optimal set 
of CAs for simultaneous transmission with the minimum cloud activation time is the focus of 
this section. We model the minimum-time scheduling problem and verify the effect of the 
internal processing gain and heterogeneity of traffic on the cloud utilisation factor in the 
following. 

As introduced in the system model, the  1, , N N  sessions (or equivalently transmitter 
CA nodes) can be activated at the t-th round of transmission. These sessions are associated 
with the states of all the queues 1 2{ , , }, Nq q q q   where iq  represents the accumulated 
packets at the i-th CA node during the (t-1)-th round of transmission. Let H denote the set of 
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all possible scheduling subsets of N, excluding the empty set (no usage of the cloud), thus 
2 1N H . We use the term state referring to a member sH  that is the subset of the active 

CA nodes (‘ON’ mode) potentially scheduled together. Cloud in state s means that all CAs of 
s  are activated to transmit their encoded flows simultaneously. For any given state s, the rate 
of each CA node depends on the composition CA nodes in s. Let (.)f  denote the rate 
function; that is, for a session iN , ( , )f i s  represents the non-negative transmission rate for 
the i-th session when i s . These rates represent feasible rates that are within the capacity 
region granted by the cloud. 

The minimum time scheduling problem, for a given ( , , )q f H , is to select a set of states 
( 1, , ks s ), among the 2 1N   possible states of H along with their compound activation 
durations is minimised, subject to the requirement that all traffic to the given destinations is 
successfully transmitted. Based on the above mentioned points we can write: 

                                   min                          cloud s
s H

T T


   (11)

subject to the constraints: 

                      ,       1, ,                 s i
s H

f i s T q i N


     

                                                    0                                    sT    

One optimal solution for this scheduling problem can be scheduling all N sessions in ‘all-at-
once’ mode simultaneously. However if we consider s as the state of activating all the sessions 
then    , ,1 / | |f i s f i s  is the necessary condition for the ‘all-at-once’ solution, where 
 ,1f i  is the service rate of i-th session in the baseline TDMA scenario. Generally, if s 

denotes the set of activated sessions (or equivalently the state of the cloud) and i  is the index 
of the corresponding CA node of a session so that i s  then service rate    ', , ,f i s f i s  if 

's s and '( )s s s  . It means that by increasing the number of simultaneous sessions, the 
throughput of each session reduces while the total cloud throughput might be still good 
compared to the baseline TDMA scheme. 

With regard to the ‘cloud service rate’; intra-cloud optimisation and internal allocation of the 
cloud resources is out of the scope of this report, but for the sake of reasoning we approximate 
the service rate function  .f  from the SINR, cloud internal processing gain  and the 
number of layers. Basically, the end-to-end service rate for i-th CA node in the active state s 
can be defined as: 

 
, 1

2{  }
 , min log(1 )

Γ ( , )i l i

cloud e

e
l

W p g
f i s

L i s  

          



D  D
, (12)

where p  is the fixed transmission power inside the cloud. The gain of the Rayleigh fading 
channel for the link , 1{  }i l ie  D  D  (between relays of two consecutive layers) is denoted by 

eg , 2
  is the noise power, and Γ ( , )l i s is the interference impairment cause by other simul-

taneous transmission flows at the l -th layer, that is scaled by cloud internal processing gain α. 
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Note that the end-to-end service rate is scaled down by the number of layers L  according to the 
layered architecture of the cloud (see Figure 9). The optimal number of layers is investigated 
in [10]. However the analysis was restricted to one relay at each layer. A closed-form expression 
for the optimal number of layers incorporating the end-to-end throughput is an item for further 
investigation. 

Considering a fixed number of layers, the cloud service rate in each state is dependent on the 
internal processing gain α, which quantifies the efficiency of the cloud in suppressing the 
interference impairment. Note that for small values of α the number of simultaneous 
transmissions increases (due to the perfect interference mitigation capability) while for large 
values of   (when  1  ) the CA nodes will be scheduled closer to the conventional TDMA 
(“one-at-a-time”). Finally, the service rate of i-th transmission session in one round of cloud 
activity can be approximated as (time dependency of (.)f  is omitted): 

                                    ( , ).           s
i

s cloud

T
f i s

T




 
H

 (13)

In order to have a tractable analysis, the service rate for the i-th session is exponentially 
distributed with the rate parameter i . 

3.3 Distributed offloading algorithm 

As noted in the previous sections, the heterogeneous arrival rate can degrade the performance 
of the cloud scheduler. Even if the cloud sustains the maximum possible service rate by 
perfectly mitigating the interference impairment, the traffic pattern, i.e. the number of queued 
packets in each CA node, is a dominant factor in achieving the optimal solution. Specifically, 
the performance depends upon two factors: (i) the cloud service rate and (ii) CA nodes queue 
state. The former is a function of cloud internal processing gain, and the latter is related to the 
users’ traffic generation rate that is not essentially homogeneous. 

 (a) 

 (b) 

Figure 10: Cloud states depending on the queue states:  
(a) Heterogeneous packet arrival rates; (b) Homogeneous packet arrival rate 
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Figure 10 visualises the two different scheduling modes, depicting the effect of the queue 
state on the scheduling and consequently cloud states. As already mentioned, if we assume s  
is the state that all CA nodes activated (‘all-at-once’ mode) with cardinality  s N  and 

   , ,1 / | |f i s f i s  for ,i s   the state s is the optimal solution of the minimum time 

scheduler (1). However, heterogeneous packet arrival rate can reduce the effective throughput 
by reducing the cardinality of activated CA nodes for a period of time, increasing the total 
cloud activation period ( cloudT ). Despite the fact that the cloud internal gain can support the 

simultaneous activation of CA node, cloud state s strictly depends on the state of the queues. 
As is shown in Figure 10(a) when packet arrival rates of CA nodes are random and 
heterogeneous (here for simplicity we consider a cloud with N = 4, CA nodes and one layer 
of relays, i.e. L =3 hops), the scheduler first equalises the queue length by activating CA nodes 
in the groups with cardinality of two or three and finally activates all of them in ‘all-at-once’ 
mode where all of the CA nodes are activated at the same time. On the other hand, when 
queues are almost balanced with homogeneous arrival rates (  for ,i jq q i j  N ) the cloud is 

activated in ‘all-at-once’ mode in a larger portion of the cloud scheduling time ( / )clouds NT T  

such that the cloud is fully utilised, see Figure 10(b). The cloud is assumed fully utilised if 
( / ) 1clouds NT T  . 

Here, we devise a distributed offloading mechanism in the backhaul of the cloud to equalise 
the length of the queued packets in CA nodes. Parallel to the transmission through the cloud, 
CA nodes partially use Wb to offload some queued packets from CA nodes in high-demand to 
those in low-demand. This scheme implicitly uses CA nodes as cooperative relay nodes in the 
backhaul of the cloud and accordingly forces the scheduler to activate all the CA nodes. We 
pair ‘donor’ and ‘acceptor’ CA nodes based on the quality of communication channels in the 
cloud backhaul. Although every CA node can potentially communicate with all other CA 
nodes, due to the scarcity of resources, we construct groups of three nodes to cooperate in the 
offloading process. 

Let jir  be the normalised fraction of packets that the i-th CA node forwards toward the j-th 

CA node and '

1

 
N

j j ji i
i

r  


   be the residual service capability of j-th CA node. Note that 

' 1
j c b

j jT T
 


 where c

jT  is the average serving time of a packet in the j-th CA node (waiting  

time in the queue plus transmission time) and b
jT  is the offloading delay in the backhaul of 

the cloud depending on the channel quality used in the cloud backhaul. In other words, '
j  is 

the service rate of the i-th CA nodes’ packet when it is redirected to the j-th CA node. In 
compact notation, '   ρ μ R λ  where R  is the N×N offloading matrix among CA nodes. 
Each row 1 2[ , , , ]j j j jNr r r r  is the incoming portion of traffic toward j-th CA node and each 

column 1 2[ , , , ] Ti i i Nir r r r is the outgoing portion of traffics from i-th CA node to the other 

CA nodes. 
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As mentioned earlier, we let every CA node offload its packets only toward two CA nodes 
with the minimum offloading time. In fact, each CA nodes tries to find the nodes with the 
lowest offloading delay in the cloud backhaul. Every CA node constructs the index set 

{ , , }i l kI  consisting of its index i  and two CA nodes for offloading, indexed as ,l k . The 
purpose here is optimising the column vector ir  of each CA node based on the knowledge of 
the residual service capability   j for  jI . Therefore, the delay for each CA node for incoming 
traffic can be written as: 

                                                                    i ji j
j

D r 



I

R R  (14)

where   1
j

j ji ir


 



R . 

Regarding the above-mentioned parameters, each CA node minimises its cost functions as: 

 
(15)

subject to the constraints: 

 

Assuming that CA nodes in I are sorted based on their available capacity ( 1 2 3)    , the 

optimal outgoing portions of backlogged packets from i-th CA node to the j-th CA node in I is: 
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and I  is the minimum index that satisfy the following inequality 

1
                                             .                                              I 

  (18)

It is worth mentioning that every CA node tries to minimise its own delay by direct transmission 
and even offloading to the other CA nodes if beneficial. However, every node prioritises 
direct transmission through the cloud. Only in the case of increased traffic will it attempt to 
offload a portion of packets to the other CA nodes, taking into account the price of offloading. 
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This model implicitly selects neighbouring CA nodes, or CA nodes with a high quality 
communication channel for offloading. Assuming that the service rate of the cloud is fair to 
all the CA nodes ( is equal for all sessions) this offloading mechanism equalises queue sizes 
in transmitter CA nodes. We verify this fact with some numerical results obtained using 
MATLAB and the SLS as detailed in the following section. 

3.4 SLS implementation and performance evaluation 

The ‘linear program’ that calculates the solution of the scheduling problem was modelled in 
the OPL programming language, to be solved with the IBM CPLEX engine [7]. CPLEX 
solver is an integrated development environment (IDE) from IBM, which solves many 
optimisation problems such as integer, linear and quadratic programming. CPLEX uses the 
OPL modelling language to express the problems, and includes an interactive optimiser and a 
callable library in several languages. Among them C++ is supported via the ‘Concert library’, 
which allowed us to integrate CPLEX with the SLS simulator (see Figure 11). 

 

Figure 11: SLS – CPLEX integration via Concert library 

The CPLEX ‘Concert library’ supports modelling objects for defining the optimisation 
problem, e.g. constraints and objective functions, as well as solving objects, e.g. an LP solver, 
for solving problems represented by modelling objects. In each round, the model parameters, 
such as queue sizes and SNIR values, are fed to the model and the solver outputs the optimal 
solution. 

The offloading algorithm, detailed in the previous section, was also implemented in the SLS, 
and employed to load-balance the CA node queues. The algorithm implemented follows in the 
form of pseudocode, where ρi corresponds to the ratio of available capacity in the i-th CA 
node, and λi to the corresponding packet arrival rate. The algorithm outputs the ratio of 
packets to be offloaded from the i-th CA node queue to the j-th CA node queue. 
 

Offloading algorithm 

Input: ρi λi 
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End. 

 
In what follows, we evaluate the performance of the proposed scheduling and distributed 
offloading mechanism compared to the conventional baseline TDMA scheme, in a 4-node 
relay cloud topology. We use MATLAB to evaluate the cloud utilisation factor when we 
exploit both minimum time scheduling and offloading mechanisms. Then we use IQU SLS as 
a more realistic environment to evaluate end users quality of service (QoS) metrics such as 
delay and packet loss ratio. The SLS is a simulation platform for wireless networks. Its focus 
is on simulating Layer-2 protocols, but it also implements PHY functionalities, i.e. simulating 
the underlying wireless channel. The SLS is a flexible tool with a modular object-oriented 
software architecture, which allowed the rapid implementation and evaluation of the proposed 
schemes. 
 

 

Figure 12: Cloud utilisation factor ( / )TDMA cloudT T  versus cloud internal processing gain   
under heterogeneous arrival rates, N=4 
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Figure 13: Complementary CDF of | | /s cloudT T  for activated states (number of activated CA nodes)  

with minimum time scheduler and distributed offloading mechanism under heterogeneous arrival rates  

with cloud internal gain {}: (a) 1 / cloudsT T ; (b) 2 / cloudsT T ; (c) 3 / cloudsT T ; (d) 4 / cloudsT T  

In order to evaluate the effect of the proposed offloading mechanism on the cloud performance 
we define cloud utilisation factor as /TDMA cloudT T , where TDMAT is the time necessary for 

transmission if the baseline TDMA scheme is used and cloudT , is the total time used by cloud 

for transmission of backlogged packets. Figure 12 compares the cloud utilisation factor versus 
cloud internal processing gain  [0,1]  . For simplicity, 4 pairs of transmitter-receiver pairs of 
CA nodes are considered with heterogeneous arrival rates so that the packet arrival rates of the 
second CA node is two times larger compared to the others (say 2 / 2i   for 2i  ). As 

shown for 0   (namely when cloud able to perfectly mitigate the interference) the minimum 
time scheduler fully utilises the cloud under heterogeneous arrival rates and outperforms the 
minimum scheduling time even without the distributed offloading mechanism. What’s more, 
there are no performance gains compared to the TDMA approach when  1   as there is no 
interference mitigation capability that would facilitate parallel transmission. Figure 13 high-
lights the effect of the cloud gain   on the state of the cloud, i.e. sT  as time of the cloud 

activation in the state s, based on the complementary cumulative distribution function (CDF). 
As is shown, cloud behaves differently depending on the value of α. Cloud is operating in 
TDMA mode (about 70 % of the entire cloud activation time) when α=1, while the highest 
percentage of the cloud activation time is spent on the ‘all-at-once’ mode when α=0. 

Regarding the simulation experiments with the SLS, maximum capacity per session is assumed 
54 Mbps and varied based on the SINR value. Traffic is generated with an exponential process 
and stored in CA node buffers with a capacity of 50 packets, awaiting transmission. The  
mean rate of the exponential process is derived from the input load which is an independent 
parameter, and is expressed relative to the capacity. Unbalanced traffic is assumed in all our 
experiments, with even-numbered nodes assigned double traffic load that the odd-numbered 
ones. This is to test the effectiveness of the offloading mechanism. 
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Figure 14: Packet delay vs. load for the proposed schemes vs. TDMA 

 
Figure 15: Packet loss ratio vs. load for the proposed schemes vs. TDMA 

In Figure 14 and Figure 15 we compare the QoS metrics in terms of delay and packet drop 
probability of the proposed cloud scheduling scheme (denoted as Cloud IN) and the load 
balancing and offloading scheme (denoted as Cloud IN + LB), compared to the baseline 
TDMA. It can be seen that the proposed schemes significantly outperform the baseline, as 
they allow multiple parallel transmissions. Additionally, it can be seen that the proposed 
offloading scheme further enhances performance, especially in high traffic loads. To begin 
with there is a clear reduction in the packet loss ratio, which is owed to the fact that without 
offloading in effect, unbalanced traffic saturates the wireless links that correspond to the even-
numbered nodes, leaving the rest lightly loaded. Distributed offloading leads to more 
balanced traffic profiles and decreased packet loss. It also leads to lower packet delays, by 
keeping packet buffers better balanced. 
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4 Conclusions 
In this report, advanced DIWINE scenarios, along with their SLS implementation have been 
outlined. Several different techniques were reported to efficiently simulate multi-stage 
WPLNC networks with the SLS, which employ either static or dynamic HDF functions. 
Moreover, scheduling and load balancing algorithms for the DIWINE cloud were reported. 

All modifications required at the SLS class model and new modules added were presented in 
detail, as were simulation techniques employed to evaluate and demonstrate the advanced 
DIWINE algorithms and scenarios. All DIWINE algorithms presented were shown to clearly 
outperform the baseline. Moreover, it was shown that HDF forwarding can be deployed in 
complex multi-stage topologies, especially if dynamic mapping is employed, and an up to 
40 % increase in performance can be expected in Rayleigh fading channels. Load balancing 
and scheduling algorithms can further increase the DIWINE cloud performance in the 
presence of unbalanced traffic. 
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