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Chapter 1

Introduction

1.1 Scope of WP3 within the REWIND project

As indicated in the DOW, the REWIND project is aimed at synergistically combining principles of
signal processing, machine learning and information theory to answer relevant questions on the past
history of multimedia objects leveraging on the footprints left by each processing step applied to the
considered content.

In order to address the analysis of complex processing chains, a deep understanding of the
individual operators that are customary in multimedia signal processing is needed. This is exactly
the scope of WP3 workpackage. In particular WP3 addresses:

• The study of footprints left by single operators, by identifying robust features that enable the
detection of an operator and, possibly, the determination of its parameters.

• The analysis of simple processing chains consisting of simple cascades of operators of the same
kind, in order to pave the way for the analysis of more complex chains addressed in WP4.

The work within WP3 is articulated based on three classes of footprints: i) acquisition-based; ii)
coding-based and iii) editing-based footprints. A specific task is dedicated to each class operators
and relative footprints.

During the 16 months of activity of the REWIND project, significant progress towards the
development of footprint detectors has been made across all areas of the processing chain. As a
result of this first period of work on WP3, a range of detectors is now available, a large part of them
are (or will be shortly) sufficiently mature to be part (in source code or executable form) of part
of the Footprint detection toolbox that will content of the D3.3 deliverable. The following chapters
will present an overview of the different footprint detectors developed and published as part of WP3.
The detectors are grouped according to the tasks defined in the REWIND DoW. All publications
mentioned in the document are included as a part of the technical appendix in the order listed in
the bibliography.

1.2 Dissemination activities

As a FET project, REWIND is strongly committed to disseminate the results of the research activ-
ities. On the basis of that all the activities carried out within WP3 have published in the shortest
possible time by a coordinated work with WP6 (Dissemination). Considering the work carried out
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CHAPTER 1. INTRODUCTION 3

since the beginning of WP3, a running total of 15 publications between international journals and
peer-reviewed conferences has been reached, only considering the work connected to WP3. Out of
the 15 manuscripts, 5 have been either published or firmly accepted by international journals while
the remaining 10 have all been either published or firmly accepted by peer-reviewed conferences. All
partners have been involved in WP3-related publications. Significantly, one international journal
publication [1] and one international conference article [2] have stemmed directly from the D3.1
document submitted last year.

Together with the visibility gained through the published works, an interactive demonstration
session proposal was recently accepted at the IEEE International Workshop on Information Forensics
and Security (WIFS 2012) that will maximise the consortium’s impact. The session will showcase
contributions from all partners in the form of interactive software tools, unified within a single
REWIND exhibition.

1.3 Interaction with other work packages

The work carried out within WP3 is strongly influenced by the results of the WP2 (Mathematical
modeling) and WP5 (Application scenarios) activities. On one hand, in fact, the number of possible
combinations of operators is so large that an exhaustive enumeration of their relative footprints
would be unfeasible. Therefore the WP3 activities have guided by the Application Scenarios and
Use Cases defined and analysed in WP5 within the D5.2 (Report on application scenarios, use cases
and first datasets available) that has been consolidated at the end of first year of activities. On the
other hand, when applicable, the WP3 activities have been guided by the results obtained within
WP2 (Mathematical Modeling); in particular, the results from WP2 with special significance for
WP3 activities have already been presented in the D2.1 (First report on mathematical models)
deliverable. This deliverable has too been consolidated at the end of the first year of activities.
As all partners have a strong background on signal processing, part of the WP3 detectors have
been developed along a signal processing perspective and therefore are not a direct application WP2
results. In any case the WP2 results have found significant applications within WP3 and they will
be essential for the currently ongoing work.

As part of the project’s future steps, WP3 will use the outputs of the activities: T5.2 (A/V
content gathering and creation), T5.3 (Content storage and testing service) and T5.4 (Evaluation
of footprint detectors) to analyse and validate in a well-structured way the performances of the
developed footprint detectors. These WP5 platforms are currently running and their preliminary
versions will be available to WP3 in the next few months.

Obviously the WP3 outputs are an essential input for the WP4 (Analysis of processing chains)
activities that have recently started.

1.4 WP3 results at a glance

The following table gives a quick overview to the WP3 results obtained during the first 16 months
of activities. For each output/result, the table reports the title of the relative publication, the
reference number within the publication list (bibliography), the use cases following the naming and
enumeration defined in D5.2, the last column shows if some specific WP2 result has been used to
develop the considered footprint detector.

In the following chapter a more detailed description of the developed footprint detectors is re-
ported. The document ends with the collection of all the WP3 connected publications.
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Chapter 2

Acquisition-based footprints

Concerning Task 3.1, two methods have been developed analyzing the effect of image and video
reacquisition at two different stages of the processing workflow. The first method analyses the
footprint left by geometric transformations such as forward 3D projection during video recapture.
The second method presented analyses the characteristic way in which naturally occurring features
such as edges are distorted by the optical unit in the camera.

2.1 Images

In [9], the image recapture chain is inferred through the analysis of visualized edges. The proposed
method uses elements of sampling theory to characterize the way edges are blurred and distorted
by the sampling kernel modeling camera optics during acquisition. Since the shape of the sampling
kernel is device-dependent, a dictionary of edge profiles was created corresponding to edges obtained
from known devices at different stages of the recapture chain. Such device-dependency of the kernel
allows to not only to identify recaptured images, but to identify which devices were involved in the
recapture. Accuracy of the proposed method was tested on a set of 160 images, with a recapture
identification accuracy of 98%.

2.2 Videos

In [11], a method specific to video recapture has been proposed that exploits scene jitter due to
either physiological tremor or environmental factors as a cue for classification: when recapturing
planar surfaces approximately parallel to the camera imaging plane (such as a cinema screen), any
added motion due to jitter will result in approximately uniform high-frequency 2D motion fields.
Inter-frame motion trajectories are retrieved with feature tracking techniques, while a uniformity
measure of the high-frequency components from the obtained trajectories is used as an input to a
binary classifier. The method has been validated with original and recaptured standard datasets,
with a 90% accuracy in classifying recaptured videos.
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Chapter 3

Coding-based footprints

In the context of coding-based footprints detector development for Task 3.2, four methods have been
developed, specific to images and videos.

3.1 Images

The methods developed aimed at images specifically target footprints left by multiple JPEG com-
pressions due to their widespread use. The work in [4], describes an algorithm to detect footprints of
non-aligned double JPEG compression. This is accomplished through a novel feature based on the
integer periodicity of the blockwise DCT coefficients when the DCT is computed according to the
grid of the previous JPEG compression step. The proposed method is effective with smaller image
sizes compared to the state-of-the-art, and exhibits higher accuracy without having to resort to a
properly trained classifier.

The technique presented in [6] tackles the problem of detecting long chains of JPEG compressions.
This is motivated by realistic scenarios where photo sharing websites and social networks usually
automatically add their own compression stage to the uploaded images, thus creating compression
chains that might be beyond the well-studied double compression scenario. The proposed technique
is based on the statistical analysis of the most significant digit distribution of the DCT coefficients,
which here is modeled according to Benford’s law. The method considers scenarios involving up
to four consecutive compression stages, outperforming in accuracy methods targeting the double
compression case.

3.2 Videos

The case of video content processed with multiple consecutive compression stages is considered in the
work presented in [10], where chains of two coding steps are considered. Because of the idempotency
of lossy coding, it is possible to retrieve information about the first coding stage since re-encoding
the reconstructed sequence with the same codec and coding parameters will produce a sequence that
is highly correlated with the input. The approach has been validated with several codecs, including
MPEG-2, MPEG-4 and AVC.

The method mentioned earlier in [6] was then extended to video data in [14], where first digit
statistics are exploited for SVM classification of the number of coding stages. Results from the
method show a high degree of accuracy in scenarios involving up to three compression stages.

6



CHAPTER 3. CODING-BASED FOOTPRINTS 7

The technique presented in [12] analyses the footprint left during video distribution over an
error-prone network due to packet losses. This could be normally achieved by making use of no-
reference quality monitoring algorithms; however lack of available information about the corrupted
bitstream makes it difficult to estimate channel-induced distortion. The proposed method consists
of a Maximum-a-Posteriori (MAP) estimation of the pattern of the lost macroblocks, which makes
use of the decoded pixels only rather than of the raw bitstream. This information can be used as
input to a no-reference quality monitoring system, which produces an accurate estimate of the MSE
distortion introduced by channel errors. Results show the correlation between the proposed method
and techniques that make use of the full bitstream, which is equal to 0.9 at frame level and 0.98 at
sequence level.



Chapter 4

Editing-based footprints

Several approaches have been developed towards detecting editing-based footprints both in images
and audio. For images, the footprints left by editing operations are analyzed from multiple angles:
in [5, 3] the effect on DCT coefficients is measured; in [7, 8], resampling traces are analyzed to detect
edited/duplicated image regions, while in [15] forged regions are detected by measuring the presence
of CFA demosaicing traces. With regards to audio editing footprints, the method in [13] presents a
toolbox to detect music plagiarism.

4.1 Images

4.1.1 Coding-based artifacts

Different coding-based artifacts have been analysed depending on the underlying hypotheses char-
acterizing a given scenario. In [5], the assumption is that tampered images exhibit a non-aligned
double JPEG compression. Unlike previous approaches, the algorithm does not require manual se-
lection of regions to be examined, as it automatically estimates the likelihood of forgery for each
8x8 DCT image block.

In [3] the assumption of [5] is relaxed, as the algorithm accepts both aligned and non-aligned
JPEG compressions. Improvements over [5] include a unified statistical model characterizing arti-
facts appearing under both aligned and non-aligned JPEG compressions. Like its predecessor, the
technique provides an automatic likelihood estimate of forgery for each 8x8 DCT block.

4.1.2 Intrinsic footprints

Resampling traces left by image region duplication is treated in [7] and [8]. In [8], an approach is
presented that takes into account SIFT features4 to detect duplicate regions and characterize their
geometric relation, together with an analysis of their resampling characteristics to detect tampered
regions. The union of duplicate region and local tampering detection yields, in the case of tampering
by image region duplication, a method able to provide original-copy relationship information between
duplicate areas.

In [7], the performance of resampling estimation tools is improved by the design of ad-hoc
prefilters to improve their estimation accuracy. Considering the resampling estimation methods that
perform the estimation by analyzing the covariance spectrum of a resampled region, the technique
describes an analytical framework that allows the definition of a cost function to measure the degree

8



CHAPTER 4. EDITING-BASED FOOTPRINTS 9

of detectability of the spectral peaks. Based on this measure, the design of optimum prefilters for a
particular resampling factor can be solved numerically.

Finally, in [15], a novel feature measuring the presence of demosaicing artifacts in 2x2 image
blocks is proposed. In standard cameras, a Colour Filter Array (CFA) made of alternating red,
green and blue elements in a Bayer filter mosaic pattern is placed over the photosensors in order to
recover intensity information relative to a specific wavelength. As a result, the chromatic resolution
of the image is much lower than the image resolution in pixels, and in order to recover the missing
chromatic information demosaicing algorithms are applied. These algorithms in turn leave charac-
teristic demosaicing artifacts that can be identified. Under the assumption that tampering destroys
such demosaicing artifacts, the method calculates the likelihood of tampering for each image regions
by quantifying the presence of CFA artifacts.

4.2 Audio

In [13], a software toolbox comprising several tools for the semi-automatic detection of music pla-
giarism is presented. The toolbox provides solutions for detection of sampling, rhythm and melody
plagiarism. In the first case, songs excerpts are used within other songs, possibly after pitch and
tempo manipulation and mixed with additional instruments. For rhythm plagiarism, the beat track
from the drums or bass is isolated from both candidate songs and compared. Finally, melody plagia-
rism covers the case where the same melody is used, possibly reinterpreted by an instrument with a
different timbre, slowed down, or transposed to a different key.
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The broad availability of tools for the acquisition and processing of multimedia signals has recently led to the concern that
images and videos cannot be considered a trustworthy evidence, since they can be altered rather easily. This possibility raises
the need to verify whether a multimedia content, which can be downloaded from the internet, acquired by a video surveillance
system, or received by a digital TV broadcaster, is original or not. To cope with these issues, signal processing experts have been
investigating effective video forensic strategies aimed at reconstructing the processing history of the video data under investigation
and validating their origins. The key assumption of these techniques is that most alterations are not reversible and leave in the
reconstructed signal some “footprints”, which can be analyzed in order to identify the previous processing steps. This paper
presents an overview of the video forensic techniques that have been proposed in the literature, focusing on the acquisition,
compression, and editing operations, trying to highlight strengths and weaknesses of each solution. It also provides a review of
simple processing chains that combine different operations. Anti-forensic techniques are also considered to outline the current
limitations and highlight the open research issues.

Keywords: Video forensics, Image forensics, Forgery detection, Double compression, Processing history estimation
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I . I NTRODUCT ION

In the recent years the availability of inexpensive, portable,
and highly usable digital multimedia devices (such as cam-
eras, mobile-phones, digital recorders, etc.) has increased
the possibility of generating digital audiovisual data with-
out any time, location, and network-related constraints. In
addition, the versatility of the digital support allows copy-
ing, editing, and distributing the multimedia data with little
effort. As a consequence, the authentication and validation
of a given content have become more and more difficult,
due to the possible diverse origins and the potential alter-
ations that could have been operated. This difficulty has
severe implications when the digital content is used to sup-
port legal evidences. Digital videos and photographs can be
no longer considered “proof of evidence/occurrence” since
their origin and integrity cannot be trusted [1]. Moreover,
the detection of copyright infringements and the validation
of the legal property of multimedia data may be difficult
since there is no way to identify the original owner.
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From these premises, a significant research effort has
been recently devoted to the forensic analysis ofmultimedia
data. A large part of the research activities in this field are
devoted to the analysis of still images, since digital pho-
tographs are largely used to provide objective evidence in
legal, medical, and surveillance applications [2]. In par-
ticular, several approaches target the possibility of vali-
dating, detecting alterations, and recovering the chain of
processing steps operated on digital images. As a result,
nowadays digital image forensic techniques enable to deter-
mine: whether an image is original or artificially cre-
ated via cut and paste operations from different photos;
which source generated an image (camera model, ven-
dors); whether the whole image or parts of it have been
artificially modified and how; what was the processing his-
tory of an image. These solutions rely on the consideration
that many processing steps are not reversible and leave
some traces in the resulting signal (hereby called “foot-
prints”). Detecting and analyzing these footprints allow the
reconstruction of the chain of processing steps. In other
words, the detection of these footprints allows a sort of
reverse engineering of digital content, in order to identify
the type and order of the processing steps that a digi-
tal content has undergone, from its first generation to its
actual form.
Despite the significant available literature on digital

image forensics, video forensics still presents many unex-
plored research issues, because of the peculiarities of video

1
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signals with respect to images and the wider range of pos-
sible alterations that can be applied on this type of digital
content. In fact, all the potential modifications concerning
digital images can be operated both on the single frames
of a video sequence and along the temporal dimension.
This might be aimed at hiding or erasing details from the
recorded scene, concealing the originating source, redis-
tributing the original signal without the owner’s permission
or pretending on its characteristics (e.g. low-quality con-
tents re-encoded at high quality) [3, 4]. Moreover, forensic
analysis of video content proves to be harder with respect
to the analysis of still images since video data are practically
always available in compressed formats and several times a
high compression factor is used to store it. Strong compres-
sion ratios may cancel or fatally compromise the existing
footprints so that the processing history is, entirely or in
part, no longer recoverable.
On top of that, forensic analysts must now face the

problem of anti-forensic techniques, which consist in mod-
ifying the forging process in order to make the unau-
thorized alterations transparent to forgery detection algo-
rithms. Since each of these techniques is usually targeted to
erase one specific trace left during the manipulation, anti-
forensic methods are very heterogeneous. Nevertheless, all
of them should satisfy two basic principles: do not hinder
significantly the quality of the forged content that is pro-
duced; do not introduce artifacts that are easily detectable,
so that anti-forensic techniques could be countered by
the content owner. Although most of the anti-forensic
strategies presented in literature have been developed for
still images only, there are some techniques concerning
video data.
The original contribution of this paper relies in provid-

ing an overview of the main forensic techniques that have
been designed so far in the video content analysis. Previ-
ous overview papers in the literature mainly address image
forensics and just a few details are provided about video
content analysis. We believe that video forensic analysis has
been maturely developed so that a review of the proposed
techniques is widely justified.
In the following, we outline the structure of the paper.

Section II provides the necessary background on digital
image forensics, as it provides the foundations for anal-
ogous techniques targeting video content. The remaining
sections deal with various aspects related to video foren-
sics. We start addressing video acquisition in Section III,
presenting several strategies to identify the device that cap-
tured a given video content. Then, in Section IV we con-
sider the traces left by video coding, which are used to
determine, e.g., the coding parameters, the coding stan-
dard, or the number of multiple compression steps. Video
doctoring is addressed in Section V, which presents foren-
sic analysis methods based on detecting inconsistencies in
acquisition and coding-based footprints, as well as meth-
ods that reveal traces left by the forgery itself. Section VI
concludes the survey, indicating open issues in the field
of video forensics that might be tackled by future research
efforts.

I I . A QU ICK OVERV IEW OF THE
STATE -OF -THE -ART IN IMAGE
FORENS ICS

As mentioned in the previous section, image forensic tools
have been widely studied in the past years due to the many
applications of digital images that require some kind of vali-
dation. Many of them can be applied to video signals as well
by considering each frame as single images, while others can
be extended including the temporal dimension as well.
For this reason, a preliminary review of the state-of-

the-art on image forensics is necessary in order to outline
the baseline scenario from where video forensics departs.
Many detailed overviews can be found in literature on
digital image forensics (e.g. see [5, 6]). Here, we just out-
line some of the most important works that offered a sort
of common background for the current and future video
forensic techniques. In particular, we will discuss methods
dealing with camera artifacts, compression footprints, and
geometric inconsistencies.
The methods that follow enable to perform image

authentication and, in some cases, tampering localization,
without resorting to additional side information explicitly
computed by the content owner. This is in contrast with
other approaches based on, e.g., digital watermarking [7, 8]
ormultimedia hashing [9–13], or a combination of both [14].

A) Camera artifacts
Studies on camera artifacts that are left during the acqui-
sition pipeline have laid the basis for image forensics. The
far more studied artifact is the multiplicative noise intro-
duced byCCD/CMOS sensors, named photo response non-
uniformity (PRNU) noise. PRNU has been exploited both
for digital camera identification [15] and for image integrity
verification [16], and it proves to be a reliable trace alsowhen
an image is compressed using the JPEG codec.
Since common digital cameras are equipped with just

one sensor, color images are obtained by overlaying a color
filter array (CFA) to it, and using a demosaicing algorithm
for interpolating missing values. The specific correlation
pattern introduced during this phase allows to perform
device model identification and tampering detection [17],
provided that images are not (or very little) compressed.
The last artifact that wemention is chromatic aberration,

that is due to the camera lens shape; inconsistencies in this
effect can be searched on to identify tampered regions in the
image, as explained in [18, 19].

B) Image compression
A significant investigation activity has been carried on
image coding forensics since the lossy nature of many com-
pression strategies leaves peculiar traces on the resulting
images. These footprints allow the forensic analyst to infer
whether an image has been compressed, which encoder
and which parameters have been used, and if the image
has undergone multiple compression steps [20]. In order to
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understand whether an image has been compressed, in [21]
the authors show how to exploit a statistic model called
Benford’s law. Alternatively, in [22], the authors focus on
identifying if an image has been block-wise processed, also
estimating the horizontal and vertical block dimensions. If
the image has been compressed, in [23] the authors propose
a method capable of identifying the used encoder, which is
useful, for example, to differentiate between discrete cosine
transform (DCT)- and DWT-based coding architectures.
A method to infer the quantization step used for a JPEG
compressed image is shown in [24, 25]. Finally, in [26–30]
the authors propose some methods to expose double JPEG
compression based on the analysis of the histograms ofDCT
coefficients.

C) Geometric/physics inconsistencies
Since human brain is notoriously not good in calculating
projections and perspectives, most forged images contain
inconsistencies at the “scene” level (e.g. in lighting, shadows,
perspective, etc.). Although being very difficult to perform
in a fully automatic fashion, this kind of analysis is a pow-
erful instrument for image integrity verification. One of the
main advantages of this approach is that, being fairly inde-
pendent on low-level characteristics of images, it is well
suited also for strongly compressed or low-quality images.
Johnson and Farid proposed a technique allowing

to detect inconsistencies in scene illumination [31] and
another one that reveals inconsistencies in spotlight reflec-
tion in human eyes [32]. Zhang et al. [33] introduced
methods for revealing anomalous behavior of shadows
geometry and color. Also, inconsistencies in the perspective
of an image have been exploited, for example, in the work
from Conotter et al. [34], which detects anomalies in the
perspective of signs and billboards writings.

I I I . FORENS IC TOOLS FOR V IDEO
ACQU IS IT ION ANALYS IS

The analysis of image acquisition is one of the earliest
problems that emerged in multimedia forensics, being very
similar to the “classical” forensic technique of ballistic fin-
gerprinting. Its basic goal is to understand the very first
steps of the history of a content, namely identifying the orig-
inating device. The source identification problem has been
approached from several standpoints. We may be inter-
ested in understanding: (i) which kind of device/technique

generated the content (e.g. camera, scanner, photo realistic
computer graphics, etc.), (ii) which model of a device was
used or, more specifically, (iii) which device generated the
content.
Different techniques address each of these problems in

image forensics, and some of them have naturally laid
the basis for the corresponding video forensic approaches.
However, Section III (A)will show that source identification
has not yet reached a mature state in the case of videos.
Another interesting application that recently emerged

in the field of video forensics is the detection of ille-
gal reproductions, noticeably bootlegs videos and captured
screeenshots. This problem will be separately discussed in
Section III (B).
Before deepening the discussion, we introduce in

Figure 1 a simplified model of the acquisition chain, when
a standard camcorder is adopted. First, the sensed scene is
distorted by optical lenses and then mosaiced by an RGB
CFA. Pixel values are stored on the internal CCD/CMOS
array, and then further processed by the in-camera software.
The last step usually consists in lossy encoding the resulting
frames, typically using MPEG-x or H.26x codecs for cam-
eras and 3GP codecs for mobile phones (see Section IV).
The captured images are then either displayed/projected on
screen or printed, and can be potentially recaptured with
another camera.

A) Identification of acquisition device
In the field of image forensics, many approaches have
been developed to investigate each of the aforementioned
questions about the acquisition process. Conversely, the
works on video forensics assume that the content has been
recorded using a camcorder, or a modern cell phone. To the
best of our knowledge, no video-specific approaches have
been developed to distinguish between computer graphics
and real scenes. Instead, all the works in this field focus
on identifying the specific device that originated a given
content.
Kurosawa et al. [35] were the first to introduce the prob-

lem of camcorder fingerprinting. They proposed a method
to identify individual video cameras or video camera mod-
els by analyzing videotaped images. They observed that
dark-current noise of CCD chips, that is determined dur-
ing themanufacturing process, creates a fixed pattern noise,
which is practically unique for each device, and they also
proposed a way to estimate this fixed pattern. Due to

Fig. 1. Typical acquisition pipeline: light enters the camera through the lens, is filtered by the CFA and converted to a digital signal by the sensor. Usually, this is
followed by some in-camera post-processing and compression. In some cases, the video can be projected/displayed and re-acquired with another camera, usually
undergoing lighting and spatial distortions.



4 s. milani ET AL.

very strong hypotheses on the pattern extraction procedure
(hundreds of frames recording a black screen were needed)
this work did not allow to understand if a given video came
from a specific camera. Nevertheless, it can be considered
as one of the pioneering works in video forensics. Later,
research in image forensics demonstrated that PRNU noise
could provide a much more strong and reliable fingerprint
of a CCD array and, consequently, more recent works tar-
geting source identification for video are based on this kind
of feature.

PRNU based source identification
Many source identification techniques in image forensics
exploit the PRNU noise introduced by the sensor. Although
not being the only kind of sensor noise [36], PRNU has
proven to be the most robust feature. Indeed, being a mul-
tiplicative noise, it is difficult for device manufacturers to
remove it. First, we describe how this method works in the
case of images. Then, we discuss its extension to videos,
highlighting the challenging issues that arise.
Given a noise free image I0, the image I acquired by the

sensor is modeled as

I = I0 + γ I0K + N , (1)

where γ is a multiplicative factor, K is the PRNU noise,
and N models all the other additive noise sources (see
[36] for details). Note that all operations are intended
element-wise.
If we could perfectly separate I from I0, it would be

easy to compute a good estimate of K from a single image.
Unfortunately, this cannot be done in general: separating
content from noise is a challenging task, as demonstrated
by several works on image denoising. Consequently, the
common approach is to estimate K from a group of authen-
tic images I j , j = 1, . . . , n. Each image I j is first denoised
using an appropriate filter. Then, the denoised version Ī j is
subtracted from I j , yielding

Wj = I j − Ī j , (2)

whereWj is the residual noise for the j th image. The PRNU
is then estimated as

K =
∑n

j=1 Wj I j∑n
j=1 I 2

j

. (3)

From a technical point of view, two factors are of primary
importance to obtain a good estimate of K :

1. using a group of flat, well illuminated images, e.g. pic-
tures of a wall, of the sky, etc. Few tens of images usually
suffice;

2. choosing an appropriate denoising filter (see [37]).

Once K is obtained for a device, checking if a query
image S has been generated from that device reduces to
evaluating the correlation between the noise component of
the query image and the reference noise of the device. For-
mally, S is denoisedwith the same filter and subtracted from

itself, yieldingWS . Then, the correlation between the query
image and the PRNU mask is obtained as

ρ = SK ⊗ WS , (4)

where the operator ⊗ denotes normalized correlation. The
value of ρ is usually low (e.g. ρ � 0.2) even for images that
were actually acquired with the device that originated the
mask. However, ρ is sufficiently discriminative, since cor-
relation values with extraneous images is smaller by two
or three orders of magnitude. Furthermore, experiments
demonstrated that this kind of analysis is robust to JPEG
compression at large quality factors (e.g.>80).
Having provided the background for PRNU-based

source identification in the case of still images, we move
the scope of the discussion to the case of videos. At a first
glance, it may seem that estimating the PRNU of a cam-
corder from a video sequence should be easier, due to the
usually large amount of frames available. However, this is
not true for two main reasons. First, typical spatial resolu-
tion of videos is much lower than that of images. Second,
frames usually undergo strong quantization and aggressive
coding that introduce more artifacts than those affecting
JPEG-compressed images.
The first work about camcorder identification was pro-

posed byChen et al. [38]. They rely on themethoddescribed
above for extracting the PRNU mask. However, a signif-
icant effort is devoted to the proper choice the denoising
filter, which led to the selection of a wavelet-based fil-
ter designed to remove Gaussian noise [39]. In addition,
a pre-processing step is included to mitigate quantization
artifacts introduced by lossy coding. More specifically, the
authors observe that blocking artifacts and ringing artifacts
at frame boundaries (introduced to adjust the size of the
frame to a multiple of the block size) introduce a noise pat-
tern that strongly depends on the compression algorithm
rather than on the acquisition hardware. They propose a
method to identify the frequencies of the DFT transform
where such noise contribution is located and suppress them,
thus increasing noticeably the performance of the estima-
tion. The experiments in [38] showed that a tradeoff exists
between video quality (in terms of bitrate) and length to
achieve successful detection. If the video is compressed at
high quality (e.g. 4–6Mb/s), then a relatively short sequence
(40 s) suffices for a good estimation of themask. Conversely,
for low quality videos (e.g. 150 Kb/s) the length of the
training sequence must be doubled to obtain comparable
performance.
The challenging problem of video source identifica-

tion from low-quality videos has been deeply explored by
van Houten et al. [40–42] in several works. The authors
recorded videos using several different cameras, with var-
ious resolutions and bitrates. Then, they uploaded these
videos on YouTube and downloaded them. Since YouTube
re-encodes video during uploading, frames underwent at
least double compression. After a large set of experiments,
the authors came to the final conclusion that PRNU-based
source identification is still possible for very low-quality
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videos, provided that the forensic analyst can extract the
PRNU mask from a flat field video and that the aspect
ratio of the video is not (automatically) changed during
uploading.
In all the aforementioned works, video compression is

considered to be a factor significantly hindering the iden-
tification of the PRNU-related footprints. However, digi-
tal video content mainly exists in compressed format, and
the first compression step is operated by the camera itself
using a proprietary codec. Therefore, the identification of
the acquisition device could also be based on the identi-
fication the codec, leveraging the techniques described in
Section IV.

B) Detection of (illegal) reproduction
of videos
An important problem in copyright protection is the pro-
liferation of bootleg videos: many illegal copies of movies
are made available on the Internet even before their offi-
cial release. A great deal of these fake copies are pro-
duced by recording films with camcorders in cinemas (the
last steps reported in Fig. 1). Video forensics contributes
to facing these problems by: (i) detecting re-projected
videos, as described in Section III. (B)(1); (ii) providing
video retrieval technique based on device fingerprinting
described in Section III B(2).

detection of re-acquisition
Re-acquisition occurs when a video sequence that is repro-
duced on a display or projected on a screen is recaptured.
In the literature, some approaches were proposed based on
active watermarking to perform both the identification of
bootleg video [43] and to locate pirate’s position in cin-
emas [44]. Recently, blind techniques are also emerging.
Wang and Farid [3] developed the most significant work in
this field, exploiting the principles of multiple view geom-
etry. They observed that re-acquisition captures a scene
that is constrained to belong to a planar surface (e.g. the
screen), whereas the original acquisition of the video was
taken projecting objects from the real world to the camera
plane. The authors show both mathematically and experi-
mentally that re-projection usually causes non-zero skew1
in the intrinsic matrix of the global projection. Assuming
that the skew of the camera used for the first acquisition
was zero, significant deviations of this parameter in the
estimated intrinsic matrix can be used as evidence that
a video has been re-projected. Although very promising,
this approach suffers from some limitations. Specifically,
the original acquisition is modeled under several simplify-
ing hypotheses, and skew estimation on real-world video is
difficult to performwithout supervision. In [3],many exper-
iments are conducted in a synthetic setting, yielding good
performance (re-projected videos are detected with 88
accuracy and with 0.4 false alarm probability). However,
only one experiment is based on real-world video content,

1Camera skew accounts for the inclination of pixels: if pixels are
assumed to be rectangular, camera skew is zero.

Fig. 2. A simple field weaving algorithm for video de-interlacing. This scheme
uses T fields to produce a de-interlaced video of T/2 frames.

presumably because of the complexity of skew estimation in
this setting.
Lee et al. [45] addressed the problem of detecting if an

imagemight be a screenshot re-captured from an interlaced
video. In an interlaced video, half of the lines are recorded at
time t in the field f (x, y, t), and the other half are recorded
at time t + 1 in the field f (x, y, t + 1). There are several
possible ways to obtain the full (spatial) resolution frame,
i.e. F (x, y, t), and one of the simplest is to weave fields
together, as in Fig. 2. Therefore, lines of the full resolu-
tion frame are acquired at different, though very near, time
instants. If the video contains rapidly moving objects (or,
equivalently, the camera is moving rapidly), this will intro-
duce artifacts that are referred to as “combing”. In [45], the
authors exploit the directional property of combing arti-
facts to devise six discriminative features. These features are
extracted fromwavelet transform subbands (since combing
artifacts are most evident near edges) and from vertical and
horizontal differential histograms (whichwill expose strong
differences in the presence of such artifacts). Experimental
results show an average accuracy higher than 97.

detection of copying
The most common approach in video copy detection is
to extract salient features from visual content that do not
depend on the device used to capture the video. However,
in [46], Bayram et al. pointed out that robust content-
based signaturesmay hinder the capability of distinguishing
between videos which are similar, although they are not
copies of each other. This issue might arise, e.g., in the case
of videos taken by two different users of the same scene. For
this reason, they proposed to use source device character-
istics extracted from videos to construct a copy detection
technique. In [46], a video signature is obtained by esti-
mating the PRNU fingerprints of camcorders involved in
the generation of the video. The authors suggest to com-
pute the PRNU fingerprint in the classical way. In the case
of professional content, video is usually acquired using
more than one device. As a consequence, this automati-
cally yields a weighted mean of the different PRNU pat-
terns, in which more frames taken with the same camera
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will result in a stronger weight assigned to it. Further-
more, it was observed that PRNU signatures are not totally
insensible to the underlying frame content. Therefore, the
weighted mean will also implicitly carry information about
the content of the video. Notice that this method aims at
obtaining a fingerprint for the content rather than for the
device. Although it reuses PRNU fingerprinting techniques
described in Section III. A(1), it does so with a completely
different objective. The authors also show that the finger-
print is robust against a set of common processing opera-
tions, i.e., contrast enhancement, blurring, frame dropping,
subtitles, brightness adjustment, compression. Experiments
performed on video downloaded fromYouTube show a 96
detection rate for a 5 false alarm probability. However,
slight rotation or resizing, not mentioned in [46], are likely
to completely destroy the fingerprint.

I V . FORENS IC TOOLS FOR V IDEO
COMPRESS ION

Video content is typically available in a lossy compression
format due to the large bit rate that is necessary to repre-
sent motion pictures either in an uncompressed or lossless
format. Lossy compression leaves characteristic footprints,
which might be detected by the forensic analyst. At the
same time, the study of effective forensic tools dealing with
compressed videos is a challenging task since coding oper-
ations have the potential effect of erasing the footprints
left by previous manipulations. In this way, the process-
ing history cannot be recovered anymore. Moreover, the
wide set of video coding architectures that have been stan-
dardized during the last two decades introduces several
degrees of freedom in the way different compression steps
can be composed. As such, the codec adopted to com-
press a video sequence represents a distinctive connotative
element. Therefore, if detected, it can be useful for the iden-
tification of the acquisition device, as well as for revealing
possible manipulations.
Most of the existing video coding architectures build

on top of coding tools originally designed for images. The
JPEG standard is, by far, the most widely adopted coding
technique for still images and many of its principles are
reused for the compression of video signals [47]. A JPEG
codec converts color images into a suitable color space
(e.g. YCbCr), and processes each color component inde-
pendently. The encoder operates according to three main
steps:
• The image is divided into non-overlapping 8 × 8 pixel
blocks X = [X(i , j)], i , j = 0, . . . , 7, which are trans-
formed using a DCT into coefficients Y(i , j) (grouped
into 8 × 8 blocks Y).

• The DCT coefficients Y(i , j) are uniformly quantized
into levels Yq (i , j) with quantization steps�(i , j), which
depend on the desired distortion and the spatial frequency
(i , j), i.e.

Yq (i , j) = sign(Y(i , j))round

( |Y(i , j)|
�(i , j)

)
. (5)

Fig. 3. Simplified block diagram of a conventional video codec. P computes
the prediction, T the orthonormal transform, Q is the quantizer, and F is
responsible of rounding and in-loop filtering.

At the decoder, the reconstructed DCT coefficients
Yr (i , j) are obtained by multiplying the quantization
levels, i.e., Yr (i , j) = Yq (i , j)�(i , j).

• The quantization levels Yq (i , j) are lossless coded into a
binary bitstream by means of Huffman coding tables.

Video coding architectures are more complex than those
adopted for still images. Most of the widely used coding
standards (e.g. those of MPEG-x or H.26x families) inherit
the use of block-wise transform coding from the JPEG stan-
dard. However, the architecture is complicated by several
additional coding tools, e.g., spatial and temporal predic-
tion, in-loop filtering, image interpolation, etc. Moreover,
different transforms might be adopted within the same
coding standard.
Fig. 3 illustrates a simplified block diagram representing

the main steps in a conventional video coding architecture.
First, the encoder splits the video sequence into frames, and
each frame is divided into blocks of pixels X. Each block is
subtracted to a prediction generated by P exploiting either
spatial and/or temporal correlation. Then, the prediction
residual is encoded following a sequence of steps similar to
those adopted by the JPEG standard. In this case, though,
the values of the quantization steps and the characteristics of
transform might change according to the specific standard.
Quantization is a non-invertible operation and it is the

main source for information loss. Thus, it leaves character-
istic footprints, which depend on the chosen quantization
steps and quantization strategy. Therefore, the analysis of
coding-based footprints might be leveraged to: (i) infer
details about the encoder (e.g. coding standard, coding
parameters, non-normative tools); (ii) assess the quality of
a sequence in a no-reference framework; or (iii) study the
characteristics of the channel used to transmit the sequence.
In addition, block-wise processing introduces an artifi-

cial partition of the coded frame, which is further enhanced
by the following processing steps. Unlike JPEG, the actual
partitioning strategy is not fixed, as it depends on the
specifications of coding standard and on the adopted rate–
distortion optimization policy. Therefore, blockiness arti-
facts can be used to infer information about the adopted
codec.
Finally, different codec implementations may adopt

diverse spatial or temporal prediction strategies, according
to rate–distortion requirements and computational con-
straints. The identification of the adopted motion vectors
and coding modes provides relevant footprints that can
be exploited by the forensic analyst, e.g. to validate the
originating devices.
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When each frame is considered as a single image, it is
possible to apply image-based forensic analysis techniques.
However, to enable amore thorough analysis, it is necessary
to consider coding operations along the temporal dimen-
sion. In the following, we provide a survey of forensic tools
aimed at reconstructing the coding history of video con-
tent. Whenever applicable, we start by briefly illustrating
the techniques adopted for still images. Then, we show how
they can be modified, extended, and generalized to the case
of video.

A) Video coding parameter identification
In image and video coding architectures, the choice of the
coding parameters is driven by non-normative tools, which
depend on the specific implementation of the codec and on
the characteristics of the coded signal. In JPEG compres-
sion, the user-defined coding parameters are limited to the
selection of the quantizationmatrices, which are adopted to
improve the coding efficiency based on the psycho-visual
analysis of human perception. Conversely, in the case of
video compression, the number of coding parameters that
can be adjusted is significantly wider. As a consequence, the
forensic analyst needs to take into account a larger number
of degrees of freedom when detecting the codec identity.
This piece of information might enable the identification
of vendor-dependent implementations of video codecs. As
such, it could be potentially used to: (i) verify intellectual
property infringements; (ii) identify the codec that gener-
ated the video content; (iii) estimate the quality of the recon-
structed videowithout the availability of the original source.
In the literature, the methods aiming at estimating different
coding parameters and syntax elements characterizing the
adopted codec can be grouped into three main categories,
which are further described below: (i) approaches detecting
block boundaries; (ii) approaches estimating the quantiza-
tion parameters, and (iii) approaches estimating themotion
vectors.

block detection
Most video coding architectures encode frames on a block-
by-block basis. For this reason, artifacts at block boundaries
can be exploited to reveal traces of previous compression
steps. Typical blocking artifacts are shown in Fig. 4. Iden-
tifying block boundaries allows also estimating the block
size. It is possible to detect block-wise coding operations
by checking local pixel consistency, as shown in [24, 25].
There, the authors evaluate whether the statistics of pixel
differences across blocks differ from those of pixels within
the same block. In this case, the image is supposed to be the
result of block-wise compression.
In [48], the block size in a compressed video sequence

is estimated by analyzing the reconstructed picture in the
frequency domain and detecting those peaks that are related
to discontinuities at block boundaries, rather than intrinsic
features of the underlying image.
However, some modern video coding architectures

(including, e.g., H.264/AVC as well as the recent HEVC

Fig. 4. Original (a) and compressed (b) frames of a standard video sequence.
The high compression rate is responsible for blocking artifacts.

Fig. 5. Histograms of DCT coefficients (c1, c2, c3) before (first row) and after
(second row) quantization. The quantization step �(i , j) can be estimated by
the gaps between consecutive peaks.

standard under development) enable to use a deblocking fil-
ter to smooth artifacts at block boundaries, in addition to
variable block sizes (also with non-square blocks). In these
situations, traditional block detection methods fail, leaving
this as an open issue for further investigations.

quantization step detection
Scalar quantization in the transform domain leaves a very
common footprint in the histogram of transform coeffi-
cients. Indeed, the histogram of each coefficient Yr (i , j)
shows a typical comb-like distribution, in which the peaks
are spaced apart by �(i , j), instead of a continuous distri-
bution (Fig. 5). Ideally, the distribution can be expressed as
follows:

p(Yr ; �) =
∑

k

wkδ(Yr − k�), (6)

where δ is the Dirac delta function and wk are weights that
depend on the original distribution (note that indexes (i , j)
are omitted for the sake of clarity). For this reason, the
quantization step �(i , j) can be recovered by studying the
distance between peaks of these histograms.
To this end, the work in [24, 25] proposes to exploit

this footprint to estimate the quality factor of JPEG
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compression. Specifically, the envelope of the comb-shaped
histogram is approximated by means of a Gaussian distri-
bution for DC coefficients, and a Laplacian distribution for
AC coefficients. Then, the quality factor is estimated with
a maximum likelihood (ML) approach, where the quan-
tized coefficients are used as observations, and data coming
from uniform and saturated blocks is discarded tomake the
estimation more robust.
In [49] the authors propose a method for estimating

the elements of the whole quantization table. Separate his-
tograms are computed for each DCT coefficient subband
(i , j). Analyzing the periodicity of the power spectrum, it
is possible to extract the quantization step �(i , j) for each
subband. Periodicity is detectedwith amethod based on the
second-order derivative applied to the histograms.
In [23], anothermethod based on the histograms of DCT

coefficients is proposed. There, the authors estimate the
quantization table as a linear combination of existing quan-
tization tables. A first estimate of the quantization step size
for each DCT band is obtained from the distance between
adjacent peaks of the histogram of transformed coefficients.
However, in most cases, high-frequency coefficients do not
contain enough information. For this reason some elements
of the quantization matrix cannot be reconstructed, and
they are estimated as a linear combination (preserving the
already obtained quantization steps) of other existing quan-
tization tables collected into a database.
A similar argument can be used to estimate the quanti-

zation parameter in video coding, when the same quanti-
zation matrix is used for all blocks in a frame. In [50, 51],
the authors consider the case of MPEG-2 and H.264/AVC
coded video, respectively. There, the histograms are com-
puted fromDCT coefficients of prediction residuals. To this
end, motion estimation is performed at the decoder side
to recover an approximation of the motion-compensated
prediction residuals available at the encoder.
Based on the proposed method for quantization step

estimation a possible future line of investigation could be
the inference of the rate-control algorithm applied at the
encoder side, by tracking how quantization parameters vary
over time. This could be an important hint to identify
vendor-specific codec implementations.

identification of motion vectors
A significant difference between image and video coding
is the use of predictors exploiting temporal correlation
between consecutive frames. The idea is that of reduc-
ing temporal redundancy by exploiting similarities among
neighboring video frames. This is achieved constructing a
predictor of the current video frame by means of motion
estimation and compensation. In most video coding archi-
tectures, a block-basedmotionmodel is adopted. Therefore,
for each block, a motion vector (MV) is estimated, in such a
way to generate a motion-compensated predictor. In [52], it
is shown how to estimate, at the decoder, themotion vectors
originally adopted by the encoder, also when the bitstream
is missing. The key tenet is to perform motion estimation
by maximizing, for each block, an objective function that

measures the comb-like shape of the resulting prediction
residuals in the DCT domain.
Although the estimation of coding parameters has been

investigated, mainly focusing on block detection and quan-
tization parameter estimation, there are still many unex-
plored areas due to the wide variety of coding options that
can be enabled and the presence of a significant number of
non-normative aspects in the standard definition (i.e. rate–
distortion optimization,motion estimation algorithm, etc.).
These coding tools offer a significant amount of degrees of
freedom to the video codec designer, who can implement in
different ways an encoder producing a bitstream compliant
with the target coding standard. On the other hand, the task
of forensic analyst becomes more and more difficult, when
it comes to characterize and detect the different footprints
left by each operation.

B) Video re-encoding
Every time a video sequence that has already been com-
pressed is edited (e.g. scaling, cropping, brightness/contrast
enhancement, local manipulation, etc.), it has to be
re-compressed. Studying processing chains consisting of
multiple compression steps is useful, e.g. for tampering
detection or to identify the original encoder being used.
This is a typical situation that arises, e.g. when video content
is downloaded from video-sharing websites.
Of course, it is straightforward to obtain the parame-

ters used in the last compression stage, as they can be read
directly from the bitstream. However, it is much more chal-
lenging to extract information about the previous coding
steps. For this reason, some authors have studied the foot-
prints left by double video compression. The solutions pro-
posed so far in the literature are mainly focused on MPEG
video, and they exploit the same ideas originally used for
JPEG double compression.

double compression
Double JPEG compression can be approximated by double
quantization of transform coefficients Y(i , j), such that

YQ1,Q2 = �2 sign(Y) round
(

�1

�2
round

( |Y|
�1

))
, (7)

where indexes (i , j) have been omitted for the sake of clar-
ity. Re-quantizing already quantized coefficients with dif-
ferent quantization step sizes affects the histogram of DCT
coefficients. For this reason, most solutions are based on the
statistical footprints extracted from such histograms.
In [26], Lukáš and Fridrich show how double compres-

sion introduces characteristic peaks in the histogram,which
alter the original statistics and assume different configura-
tions according to the relationship between the quantiza-
tion step sizes of consecutive compression operations, i.e.,
respectively, �1 and �2. More precisely, the authors high-
light how peaks can be more or less evident depending on
the relationship between the two step sizes, and propose a
strategy to identify double compression. Special attention is
paid to the presence of double peaks and missing centroids
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(i.e. those peaks with very small probability) in the DCT
coefficient histograms, as they are identified to be robust
features providing information about the primary quanti-
zation. Their approach relies on cropping the reconstructed
image (in order to disrupt the structure of JPEG blocks)
and compressing it with a set of candidate quantization
tables. The image is then compressed using�2(i , j) and the
histogram of DCT coefficients is computed. The proposed
method chooses the quantization table such that the result-
ing histogram is as close as possible to that obtained from
the reconstructed image. This method is further explored
in [53], providing a way to automatically detect and locate
regions that have gone through a second JPEG compression
stage. A similar solution is proposed in [54], which consid-
ers only the histograms related to the nine most significant
DCT subbands, which are not quantized to zero. The cor-
responding quantization steps, i.e. those employed in the
first compression stage, are computed via a support vec-
tor machine classifier. The remaining quantization steps are
computed via a ML estimator.
A widely adopted strategy for the detection of double

compression relies on the so-called Benford’s law or first
digit law [21]. In a nutshell, it relies on the analysis of the dis-
tribution of themost significant decimal digitm (also called
“first digit”) of the absolute value of quantized transformed
coefficients. Indeed, in the case of an original uncompressed
image, the distribution is closely related to the Benford’s
equation or its generalized version, i.e.,

p(m) = N log10

(
1 + 1

m

)
or p(m)

= N log10

(
1 + 1

α + mβ

)
, (8)

respectively (where N is a normalizing constant). When-
ever the empirical distribution deviates significantly from
the interpolated logarithmic curve, it is possible to infer that
the image was compressed twice. Then, it is also possible
to estimate the compression parameters of the first cod-
ing stage. Many double-compression detection approaches
based on Benford’s law have been designed focusing on still
images [21], giving detection accuracy higher than 90.
These solutions have also been extended to the case of video
signals, but the prediction units (spatial or temporal) that
are part of the compression scheme reduce the efficiency of
the detector, leading to an accuracy higher than 70. More
recently, this approach has also been extended to the case
of multiple JPEG compression steps since in many prac-
tical cases images and videos are compressed more than
twice [20].
In [4], the authors address the problem of estimating

the traces of double compression of an MPEG coded video.
Two scenarios are considered, depending on whether the
group of pictures (GOP) structure used in the first com-
pression is preserved or not. In the former situation, every
frame is re-encoded in a frame of the same kind, so that I,B,
or P frames remain, respectively, I,B, or P. Since encoding

I-frames is not dissimilar from JPEG compression, when
an I-frame is re-encoded at a different bitrate, DCT coef-
ficients are subject to two levels of quantization. Therefore,
the histograms of DCT coefficients assume a characteristic
shape that deviates from the original distribution. In par-
ticular, when the quantization step size decreases from the
first to the second compression, some bins in the histogram
are left empty. Conversely, when the step size increases, the
histogram is affected in a characteristic way. Instead, the lat-
ter situation typically arises in the case of frame removal
or insertion attacks. Since the GOP structure is changed,
I-frames can be re-encoded into another kind of frame.
However, this gives rise to larger prediction residuals after
motion compensation. The authors show that by looking
at the Fourier transform of the energy of the displaced
frame difference over time, the presence of spikes reveals
a change in the GOP structure, which is a clue of double
compression.
In [55], the authors propose another method for detect-

ingMPEG double-compression based on blocking artifacts.
A metric for computing the block artifact strength (BAS)
for each frame is defined. This score is inspired to the
method in [25] and relies on the difference of pixel values
across a grid. The mean BAS is computed for sequences
obtained removing from 1 to 11 frames, obtaining a feature
vector of BAS values. If the sequence has been previously
tampered with by frame removal and re-compression, the
feature vector presents a characteristic behavior.
In [56], MPEG double quantization detection is

addressed on a macroblock-by-macroblock basis. In par-
ticular, a probability distribution model for DCT coeffi-
cients of a macroblock in an I-frame is discussed. With
an estimation-maximization (EM) technique, the proba-
bility distribution that would arise if a macroblock were
double quantized is estimated. Then, such distribution is
compared with the actual distribution of the coefficients.
From this comparison, the authors extract the probability
that a block has been double compressed. These solutions
can be extended to enable the detection of double video
compression even in a realistic scenario in which different
codecs are employed in each compression stage.
The approach in [57] presents an effective codec iden-

tification strategy that allows to determine the codec used
in the first compression stage in the case of double video
compression (note that the codec used in the second com-
pression stage is known since the bitstream is usually avail-
able). The proposed algorithm relies on the assumption that
quantization is an idempotent operator, i.e., whenever a
quantizer is applied to a value that has already been pre-
viously quantized and reconstructed by the same quantizer,
the output value is highly correlated with the input value.
As a matter of fact, it is possible to identify the adopted
codec and its configuration by re-encoding the analyzed
sequence a third time, with different codecs and parameter
settings. Whenever the output sequence presents the high-
est correlation with the input video, it is possible to infer
that the adopted coding set-up corresponds to that of the
first compression.
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Although the detection of double compression for
images is a widely investigated issue, double video compres-
sion still proves to be an open research problem, because
of the complexity and diversity of video coding architec-
tures.Whenever two different codecs are involvedwith sim-
ilar parameters, the detection of double video compression
becomes significantly more difficult [57]. Moreover, mul-
tiple compression is a current and poorly explored topic
despite the fact that multimedia content available on the
internet has been often coded more than twice [20].

C) Network footprints identification
Video transmission over a noisy channel leaves character-
istic footprints in the reconstructed video content. Indeed,
packet losses and errors might affect the received bitstream.
As a consequence, some of the coded data will be missing
or corrupted. Error concealment is designed to take care of
this, trying to recover the correct information and mitigate
the channel-induced distortion. However, this operation
introduces some artifacts in the reconstructed video, which
can be detected to infer the underlying loss (or error) pat-
tern. The specific loss pattern permits the identification of
the characteristics of the channel that was employed dur-
ing the transmission of the coded video. More precisely, it
is possible to analyze the loss (error) probability, the bursti-
ness, and other statistics related to the distribution of errors
in order to identify, e.g. the transmission protocol or the
streaming infrastructure.
Most of the approaches targeting the identification of

network footprints are intended for no-reference quality
monitoring, i.e. the estimation of the quality of the video
sequence without having access to the original source as a
reference signal. These solutions are designed to provide
network devices and client terminals with effective tools
that measure the quality-of-experience offered to the end
user. The proposed approaches can be divided into two
main groups.
The first class of network footprint identification algo-

rithms takes into consideration transmission statistics
to estimate the channel distortion on the reconstructed
sequence. In [58], the authors present an algorithm based
on several quality assessment metrics to estimate the packet
loss impairment in the reconstructed video. However, the
proposed solution adopts full-reference quality metrics that
require the availability of the original uncompressed video
stream. A different approach is presented in [59], where
the channel distortion affecting the received video sequence
is computed according to three different strategies. A first
solution computes the final video quality from the network
statistics; a second solution employs the packet loss statistics
and evaluates the spatial and temporal impact of losses on
the final sequence; the third one evaluates the effects of error
propagation on the sequence. These solutions target con-
trol systems employed by network service providers, which
need to monitor the quality of the final video sequences
without having access to the original signal. Another no-
reference PSNR estimation strategy is proposed in [60]. The

proposed solution evaluates the effects of temporal and spa-
tial error concealment without having access to the original
video sequence, and the output values present a good cor-
relation with MOS scores. As a matter of fact, it is possible
to consider this approach as a hybrid solution, in that it
exploits both the received bitstream and the reconstructed
pixel values.
A second class of strategies assumes that the transmitted

video sequence has been decoded and that only the recon-
structed pixels are available. This situation is representative
of all those cases in which the video analyst does not have
access to the bitstream. The solution proposed in [61] builds
on top of the metrics proposed in [60], but no-reference
quality estimation is carried out without considering the
availability of the bitstream. Therefore, the proposed solu-
tion processes only pixel values, identifying which video
slices were lost, and producing as output a quality value
that presents good correlation with the MSE value obtained
in full reference fashion. The method assumes that slices
correspond to rows of macroblocks. However, modern
video coding standard enable more flexible slicing schemes.
Hence, the method has been recently extended in [62], in
which a maximum a posteriori approach is devised to take
into account a spatial prior on the distribution of lost slices.

D) Video compression anti-forensics
The design of novel forensic strategies aimed at charac-
terizing image and video compression is paralleled by the
investigation of corresponding anti-forensic methods. That
is, a malicious adversary might tamper with video content
in such a way to disguise its traces.
An anti-forensic approach for JPEG compression has

been recently proposed in [63]. There, the traces of com-
pression are hidden by adding a dithering noise signal.
Dithering is devised to reshape the histogramofDCTcoeffi-
cients in such a way that the original Laplacian distribution
is restored. In a following work by the same authors [64],
a similar strategy is proposed to erase the traces of tamper-
ing from an image and hide double JPEG compression. This
is achieved by a combined strategy, i.e., removing blocking
artifacts bymeans ofmedian filtering and restoring the orig-
inal distribution of DCT coefficients with the same method
as in [63]. In this way, the forensic analyst is not able to iden-
tify the tampered region by inspecting the distribution of
DCT coefficients. However, it has been recently shown that
anti-forensic methods are prone to leave their own foot-
prints. In [65, 66], the authors study the distortion which
is inevitably introduced by the anti-forensic method in [63]
and propose an effective algorithm to counter it.
The aforementioned anti-forensic methods might be

potentially applied to videos on a frame-by-frame basis.
To the authors’ knowledge, the only work that addresses
an anti-forensic method specifically tailored to video com-
pression is [67]. There, the authors propose a method to
fool the state-of-the-art frame deletion and detection tech-
nique in [4], which is based on the analysis of the motion-
compensated prediction error sequence. However, this is
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achieved by paying a cost in terms of coding efficiency, since
some of the frames of the video sequence need to be re-
encoded at a bitrate higher than the one originally used.
However, this research field is quite recent and just a few
works can be found on the subject.

V . FORENS IC TOOLS FOR V IDEO
DOCTOR ING DETECT ION

Although beingmore complicated than for images, creating
a forged video is now easier than before, due to the avail-
ability of video editing suites. At the same time, videos are
extensively used for surveillance, and they are usually con-
sidered a much stronger proof than a single shot. There
are many different ways of tampering with a video, and
some of them are not complicated at all: one may be inter-
ested in replacing or removing some frames (e.g. from a
video-surveillance recording), replicating a set of frames,
introducing, duplicating, or removing some objects from
the scene.
It is possible to classify both video forgery and video

forensic techniques as intra-frame (attack/analysis is per-
formed frame-wise, considering one frame at a time), or
inter-frame (relationships between adjacent frames are con-
sidered). Although it would be possible to analyze the
integrity of a video by simply applying image forensic tools
to each separate frame, this approach is considered unprac-
tical, mainly for these reasons:

• complexity: tools for detecting forgeries in images are
usually computationally demanding;

• reliability: replication/deletion of frames would not be
detected by any image forensic tools;

• convenience: creating doctored videos that are temporally
consistent is very difficult, so these kinds of inter-frame
relationships are a valuable asset for forgery identification.

In the following subsections we survey existing tech-
niques for video doctoring detection. We group them
according to the type of analysis they rely on. Section
V(A) covers camera-based techniques. Section V(B) cov-
ers coding-based techniques and Section V(C) discusses
some pioneering works that exploit geometrical/physical
inconsistencies to detect tampering. In Section V(D), we
analyze the problem of identifying frames, or portion of
frames, copy-move forgeries. In Section V(E), we dis-
cuss anti-forensic strategies. Finally, in Section V(F) we
present a solution to the problem of understanding the rela-
tionships between objects in large multimedia collections
(phylogeny).

A) Camera-based editing detection
As discussed in Section III, camcorders usually leave a
characteristic fingerprint in recorded videos. Although
these kinds of artifacts are usually exploited just for
device identification, some works leverage on them also
for tampering detection. The main contributions in this

field are from Mondaini et al. [68], Hsu et al. [69], and
Kobayashi et al. [70].
Mondaini et al. [68] proposed a direct application of

the PRNU fingerprinting technique (see Section III. A(1)
to video sequences: the characteristic pattern of the cam-
corder is estimated on the first frames of the video, and is
used to detect several kinds of attacks. Specifically, authors
evaluate three correlations coefficient (see equation 4)): (i)
the one between each frame noise and the reference noise,
(ii) the one between the noise of two consecutive frames,
and (iii) the one between frames (without noise extrac-
tion). Each of these correlation coefficients is thresholded
to obtain a binary event, and different combinations of
events allow to detect different kind of doctoring, among
which: frame insertion, object insertion within a frame
(cut-and-paste attack), frame replication. Experiments are
carried both on uncompressed and on MPEG compressed
videos: results show that the method is reliable (only some
case studies are reported, not averaged values) on uncom-
pressed videos, whileMPEG encoding afflicts performances
significantly.
Hsu et al. [69] adopt a technique based on temporal cor-

relation of noise residues, where the “noise residue” of a
frame is defined as what remains after subtracting from
the frame its denoised version (the filtering technique pro-
posed in [39] is used). Each frame is divided into blocks,
and the correlation between the noise residue of tempo-
rally neighboring blocks (i.e. blocks in the same position
belonging to two adjacent frames) are evaluated. When a
region is forged, the correlation value between temporal
noise residues will be radically changed: it will be decreased
if pixels of the blocks are pasted from another frame/region
(or automatically generated through inpainting), while it
will be raised to 1 if a frame replication occurs. Authors
propose a two-step detection approach to lower the com-
plexity of the scheme: first a rough threshold decision is
applied to correlations and, if the frame contains a sig-
nificant number of suspect blocks, a more deep statisti-
cal analysis is performed, modeling the behavior of noise
residue correlation through a Gaussian mixture and esti-
mating its parameters. Performances are far from ideal:
when working on copy-paste attacked videos, on aver-
age only 55 of forged blocks are detected (false positive
rate being 3.3); when working on synthetically inpainted
frames, detection raises to 74 but also false positive rate
increases to 7 on average. Furthermore, when the video is
lossy encoded, performances drop rapidly with the quanti-
zation strength. Nevertheless, despite authors do not pro-
vide experiments in this direction, this method should
be effective for detecting frame replication, which is an
important attack in the video-surveillance scenario. It is
worth noting that, although exploiting camera character-
istics, this work does not target the fingerprinting of the
device at all.
Another camera-based approach is the one from

Kobayashi et al. [70]: they propose to detect suspicious
regions in video recorded from a static scene by using
noise characteristics of the acquisition device. Specifically,
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photon shot noise2 is exploited, which mainly depends on
irradiance through a function named noise level function
(NLF). The method computes the probability of forgery
for each pixel by checking the consistency of the NLFs in
forged regions and unforged regions. Since it is not known
a priori which pixels belong to which region, the EM [71]
algorithm is employed to simultaneously estimate the NLF
for each video source and the probability of forgery for each
pixel. The core of the technique resides in correctly estimat-
ing the function from temporal fluctuations of pixel values,
and this estimate is thoroughly discussed from a theoretical
point of view. On the other hand, from a practical point of
view, the estimate can be performed only for pixels whose
temporal variation results entirely from noise and not from
motion of objects or camera. This limits the applicability
of the approach to stationary videos, like those acquired
by steady surveillance cameras. When this assumption is
respected, and the video is not compressed, this method
yields very good performances (97 of forged pixels are
located with 2.5 of false alarm); also, the perfect resolu-
tion of the produced forgery map (each pixel is assigned
a probability) should be appreciated. Unfortunately, since
videos usually undergo some kind of noise reduction during
encoding, performances drop dramatically when the video
is compressed using conventional codecs like MPEG-2 or
H.264, and this further limits the practical applicability of
this work.
Going back to a global view, it can be stated that camera-

basedmethods are effective on uncompressed videos. How-
ever, videos are typically stored in compressed format in
most practical applications. This motivates the investiga-
tion of camera footprints that are more robust to aggressive
coding.

B) Detection based on coding artifacts
Fromwhat emerged in the previous section, video encoding
strongly hinders the performances of camera-based detec-
tion techniques. On the other hand, however, coding itself
introduces artifacts that can be leveraged to investigate the
integrity of the content. Since video codecs are designed to
achieve strong compression ratios, they usually introduce
rather strong artifacts in the content (as seen in Section IV).
In the last years, some forensic researchers investigated the
presence or the inconsistencies of these artifacts to asses the
integrity of a video, and to localize which regions are not
original.
The first approach in this direction was from Wang and

Farid [4], focusing onMPEG compressed videos, where two
phenomena are explored, one static (inter-frame) and one
temporal (intra-frame). The static phenomena, which has
been discussed in Section IV(B), relies on the fact that a
forged MPEG video will almost surely undergo two com-
pressions the first being performed when the video is cre-
ated, and the second when video is re-saved after being
doctored. The temporal phenomena are based on the GOP

2This noise originates from the temporal fluctuations of the number
of photons that fall onto a CCD element.

Fig. 6. In this example, the first six frames of the original MPEG compressed
video (first row) are deleted, thus obtaining a new sequence (second row).When
this sequence is re-compressed usingMPEG, each GOPwill contain frames that
belonged to different GOPs in the original video (frames highlighted in yellow
in the third row).

structure of MPEG files. As shown in Fig. 6, when a video is
re-compressed after removing or adding a group of frames,
a desynchronization will occur in the GOP pattern. Due
to the predictive nature of MPEG compression, all the P
frames in a GOP are correlated to the initial I frame. In the
re-compressed sequence, some of the frames are likely to
move from one GOP to another (last row of Fig. 6), so their
correlation with the I frame of the newGOPwill be smaller,
resulting in larger prediction errors. If a single set of frames
is deleted, the shift of P frames will be the same through-
out all the video sequence, and the variability of prediction
error in P frames along time will exhibit a periodic behav-
ior. That is, smaller error values will result for frames that
remained in the same GOP as the original video, and larger
error for those that changed GOP.
This periodicity can be revealed via a Fourier analysis

of the frame-wise average values of motion error. Authors
show the effectiveness of this approach on several exam-
ples, although they do not allow us to give a value for
precision-recall or overall accuracy of the method.
Another work from the same authors [56] provides a

more accurate description of double compression inMPEG
videos, which allows them to detect doubly compressed
macro-blocks (16 × 16 pixels) instead of frames. Conse-
quently, this approach allows to detect if only part of
the frame has been compressed twice, which usually hap-
pen when the common digital effect of green screening is
applied (that is, a subject is recorded over a uniform back-
ground then it is cut and pasted into the target video).
Performances of this technique depend on the ratio between
the two compression quality factors: for ratios over 1.7 the
method is almost ideal (99.4 detection rate) while for
ratios less then 1.3 detection drops to 2.5.
Quantization artifacts are not the only effect that have

been exploited for video doctoring detection: Wang and
Farid proposed another approach [72] for detecting tamper-
ing in interlaced and de-interlaced video (see Section III.
B(1) for a brief explanation of what an interlaced video
is). For de-interlaced video, the authors consider how the
missing rows of the frame are generated (see Fig. 7 for an
example): if they are not tampered with, they should be a
combination of fields that are adjacent in time and/or space.
Instead, if a region is forged, this relationship should not
hold, thus exposing the doctoring. However, in practice,
both the adopted interpolation method and the possibly
doctored region are not known in advance. The authors
propose to exploit the EM algorithm [71] to simultaneously
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Fig. 7. Video interpolation based on line averaging, which is a field extension scheme. Compared to the method in Fig. 2, this one has the advantage of producing
a final video with T frames instead of T/2, without showing the combing artifact. On the other hand, vertical resolution is halved.

estimate the parameters of the filter and assign pixels to
original or tampered regions. To give a simple example, let
us consider the odd rows Fo(x, y, t) of an interlaced frame
F (x, y, t). Pixels that are not tampered with are said to
belong to the model M1, and should satisfy the following
constraint:

Fo(x, y, t) =
∑

i∈{−3,−1,1,3}
αi F (x, y + i , t)

+
∑

i∈{−2,0,2}
βi F (x, y + i , t + 1) + n(x, y),

whereαi andβi are the coefficients of the interpolation filter
and n(x, y) is i.i.d. Gaussian noise. On the other hand, pix-
els in tampered regions belong to another model, M2, for
which a uniform distribution is assumed. With these set-
tings, the EM algorithm iteratively determines the probabil-
ity of each pixel of Fo(x, y, t) to belong to M1 (expectation
step). Then, it uses these assignments to refine the model
M1, by minimizing a cost function expressed in terms of αi

and βi (maximization step). Notice that the final result is a
pixel-resolution probability map of tampering, and this is
an important contribution in that tampering localization is
always more difficult than tampering detection.
For interlaced video, in which frames are created by sim-

ply weaving together the odd and even fields, the presence
of rapidly moving objects introduces the combing artifact,
already mentioned in Section III. B(1). Since the magnitude
of this effect depends on the amount of motion between
fields, authors use incoherence between inter-field and
inter-frame motion to reveal tampering. Both techniques
in [56] allow the localization of tampering in time (frame) as
well in space (region of the frame). Furthermore, both algo-
rithms can be adapted to detect frame rate conversion. Since
compression partially removes inter-pixel correlations this
approach is mostly suited for medium/high-quality video.
For interlaced video, instead, compression does not seem to
hinder performance.
We argue that much has still to be discovered in coding-

based doctoring detection for videos. As a matter of fact,
video coding algorithms aremuchmore complex than JPEG
compression. This makes detection of introduced artifacts
more difficult, since mathematical models are not easy to
derive. However, this should also motivate researchers to
look for traces left by such video coding schemes, which

are likely to be much stronger compared to the case of
images, due to the aggressive compression that it is typically
performed.

C) Detection based on inconsistencies
in content
As already stated in Section II, it is very difficult to under-
stand whether the geometry or the physical/lighting prop-
erties of a scene are consistent. In particular, it is very hard
to do so unless some assistance from the analyst is pro-
vided. If this effort from the analyst may be affordable when
a single image is to be checked, it would be prohibitive
to check geometric consistencies in video on a frame-by-
frame basis. Existingworks usually exploit phenomena con-
nected to motion in order to detect editing. So far, two
approaches have been proposed: (i) the one in [73], based
on artifacts introduced by video inpainting, (ii) the one in
[74], that reveals inconsistencies in the motion of objects in
free-flight.
Going into details, Zhang et al. [73] propose a method to

detect video inpainting, which is a technique that automati-
cally replaces somemissing content in a frame by reproduc-
ing surrounding textures. Although originally developed
for still images, this technique is also applicable frame-
by-frame to video signals introducing annoying artifacts,
known as “ghost shadows”, due to temporal discontinu-
ity of the inpainted area. Authors observe that these arti-
facts are well exposed in the accumulative difference image
(ADI). This is obtained by comparing a reference image
with every subsequent frame and using each pixel as a
counter, which is incremented if the current frame dif-
fers significantly from the reference image. Unfortunately,
ADI would also detect any moving object. Therefore, the
authors propose a method to automatically detect the pres-
ence of these artifacts, provided that the removed object
was a moving object. The authors point out that only detec-
tion of forgery is possible, and no localization is provided.
Experiments, performed on just a few real world video
sequences, show that the method is robust against strong
MPEG compression.
Before moving to the work in [74], a remark must be

made: if detecting geometrical inconsistencies in an inter-
frame fashion is difficult, it is perhaps more difficult to
detect physical inconsistencies, since this requires to mix
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together tracking techniques and complex physical models
to detect unexpected phenomena. Nevertheless, restrict-
ing the analysis to some specific scenarios, it is possible to
develop ad hoc techniques capable of such a task. This is
what has been done by Conotter et al. in [74]: an algorithm
is proposed to detect physically implausible trajectories of
objects in video sequences. The key idea is to explicitly
model the three-dimensional parabolic trajectory of objects
in free-flight (e.g. a ball flying towards the basket) and the
corresponding two-dimensional projection into the image
plane. The flying object is extracted from video, compen-
sating camera motion if needed, then the motion in the
3D space is estimated from 2D frames and compared to
a plausible trajectory. If the deviation between observed
and expected trajectories is large, the object is classified as
tampered. Although analyzing a very specific scenario, the
method inherits all the advantages that characterize foren-
sic techniques based on physical and geometrical aspects;
for example, performance does not depend on compression
and video quality.

D) Copy-move detection in videos
Copy and copy-move attacks on images have been consid-
ered in order to prevent the illegal duplication or reusing
of images. More precisely, these approaches check for simi-
larities between pairs of images that are not supposed to be
related (since they have been taken in different time/places
or different origins are claimed). However, it is possible to
verify that different images are copies of the same visual
content checking the similarity between their features [75].
Many approaches for copy detection in images are based
on SIFT, which allows detecting the presence of the same
objects in the acquired scene [76].
Copy-move attacks are defined for video both as intra-

and inter-frame techniques. An intra-frame copy-move
attack is conceptually identical to the one for still images,
and consists in replicating a portion of the frame in the
frame itself (the goal is usually to hide or replicate some
object). An inter-frame copy-move, instead, consists in
replacing some frames with a copy of previous ones, usu-
ally to hide something that entered the scene in the original
video. To this end, partial inter-frame attacks can be defined,
in which only a portion of a group of frames is substituted
with the same part coming from a selected frame. To the
best of our knowledge, there is only one work authored
by Wang and Farid [77] that targets copy-move detection
directly in video. The method uses a kind of divide-and-
conquer approach: the whole video is split in subparts, and
different kinds of correlation coefficients are computed in
order to highlight similarities between different parts of the
sequence. In the same work, a method for detecting region
duplication, both for the inter-frame and intra-frame case,
is defined. Results are good (accuracy above 90) for a sta-
tionary camera, and still interesting for a moving camera
setting (approx. accuracy 80). MPEG compression does
not hinder performance.

E) Anti-forensic strategies
For what concerns video, only a work has been proposed by
Stamm and Liu [78] to fool one of the forensic techniques
described in [4] (see Section V(B)), specifically the one
based on GOP desynchronization. Authors of [78] observe
that the simplest way to make the forgery undetectable is to
raise prediction errors of all frames to the values assumed
in the spikes, so that peaks in the error due to desyn-
chronization will be no longer distinguishable. In order to
raise prediction errors, they alter the encoder so that a cer-
tain number of motion vectors will be set to zero even if
they were not null. The quality of the video will not be
reduced, since the error is stored during encoding and com-
pensated before reproduction; furthermore, authors select
which vector will be set to zero starting from those that
are already small, so that the introduced error is spread
on many vectors, and introduced modification is harder to
detect. Authors also point out that the other detection tech-
nique proposed by Wang et al. in the same work [4] can
be attacked using counter forensic methods designed for
still images, in particular those that hide JPEG quantization
effects [79].
For what concerns camera-artifact-basedmethods, there

is a straightforward counter forensic method, which also
applies to images: it simply consists in scaling the doctored
video (even by a very low factor) and then re-encode it.
Since rescaling requires an interpolation step, noise arti-
facts will be practically erased; furthermore, the correlation
operator used in equation (4) is performed element-wise,
so frames having different sizes cannot be even compared
directly.

F) Video phylogeny
Two videos are termed “near-duplicate” if they share the
same content but they show differences in resolution, size,
colors, and so on. If we have a set of near duplicate videos,
like the one in Fig. 8, it would be interesting to understand
whether one of them has been used to generate the others,
and draw a graph of causal relationships between all these
contents. This problem, which was firstly posed for images
under the name “image phylogeny” [80] or “image depen-
dencies” [81], is being studied on video under the name of
“video phylogeny”. The first (and by now the only) work on
video phylogeny is the one by Dias et al. [82].
Given two near-duplicate and frame-synchronized

videos VA and VB , given a fixed set T�β of possible
video transformations parameterized by �β , the dissimilarity
between VA and VB is defined as

dVA,VB = min
�β

∣∣VB − T�β(VA)
∣∣
L ,

where L is a comparisonmethod. The best array of parame-
ter �β is searched by choosing a set of analogous frames from
VA and VB , extracting robust interest points from frames
and finding the affine warping between these points. Using
this definition of dissimilarity, and for a chosen number f
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Fig. 8. An example of near-duplicate frames of the a video.

Fig. 9. The ground-truth phylogeny tree for the near-duplicate set in Fig. 8.

of frames taken from N near-duplicate videos, authors build
f dissimilarity matrices, and each of them give the dissimi-
larity between all couples of videos evaluated on that frame.
Instead of directly deriving the video phylogeny tree from
these matrices, authors found more convenient to use the
image phylogeny approach [80] to build f phylogeny trees,
one for each set of frames, and then use a tree reconcilia-
tion algorithm that fuses information coming from these
trees into the final video phylogeny tree (in our example, the
phylogeny tree resulting from Fig. 8 would be as in Fig. 9).
Experiments carried by authors show that the method is
good (accuracy ∼90) in finding the root of the tree (cor-
responding to the video originating the whole set) and also
correctly classifies leafs 77.7 of the times, but the overall
performances in terms of correctly positioned edges are still
poor (∼65.8).

V I . CONCLUS IONS AND FUTURE
WORKS

As it has been shown in the previous sections, video foren-
sics is nowadays a hot research issue in the signal processing
world opening new problems and investigation threads.
Despite several techniques have been mutuated from

image forensics, video signals pose new challenges in the
forensic application world because of the amount and the

complexity of data to be processed and the wide employ-
ment of compression techniques, which may alter or erase
footprints left by previous signal modifications.
This paper presented an overview of the state-of-the-art

in video forensic techniques, underlying the future trends
in this research field. More precisely, it is possible to divide
video forensic techniques into three macro-areas concern-
ing the acquisition, the compression, and the editing of the
video signals. These three operations can be combined with
different orders and iterated multiple times in the genera-
tion of the finalmultimedia signal. Current results show that
it is possible to reconstruct simple processing chains (i.e.
acquisition followed by compression, double compression,
etc.) under the assumption that each processing step does
not introduce an excessive amount of distortion on the sig-
nal. This proves to be reasonable since a severe deterioration
of the quality of the signal would make it useless.
The investigation activity on video forensics is still an

ongoing process since the complexity of video editing pos-
sibilities requires additional research efforts to make these
techniques more robust.
Future research has still to investigatemore complex pro-

cessing chains where each operation on the signal may be
iterated multiple times. These scenarios prove to be more
realistic since the possibility of transmitting and distribut-
ing video content over the internet favors the diffusion of
copies of the same multimedia content which has been
edited multiple times.
Moreover, anti-forensic and counter-anti-forensic strate-

gies prove to be an interesting issue in order to identify
those techniques that could be enacted by a malicious user
in order to hide alterations on the signal and how to prevent
them.
Future applications will include forensics strategies into

existing multimedia applications in order to, e.g., provide
the devices with built-in validating functionalities.
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ABSTRACT

Validating a given multimedia content is nowadays quite a

hard task because of the huge amount of possible alterations

that could have been operated on it. In order to face this prob-

lem, image and video experts have proposed a wide set of

solutions to reconstruct the processing history of a given mul-

timedia signal. These strategies rely on the fact that non-

reversible operations applied to a signal leave some traces

(“footprints”) that can be identified and classified in order to

reconstruct the possible alterations that have been operated

on the original source. These solutions permit also to iden-

tify which source generated a specific image or video content

given some device-related peculiarities.

The paper aims at providing an overview of the existing

video processing techniques, considering all the possible al-

terations that can be operated on a single signal and also the

possibility of identifying the traces that could reveal impor-

tant information about its origin and use.

Index Terms— video forensics, forgery detection, double

compression, processing history estimation

1. INTRODUCTION

Nowadays authenticating a given multimedia content has be-

come more and more difficult because of the possible diverse

origins and the potential alterations that could have been op-

erated on it. This is due to the availability of inexpensive

and easily-operable digital multimedia devices (such as cam-

eras, mobile-phones, digital recorders, etc.), together with the

flourishing of high-quality data processing tools and algo-

rithms, has made signal acquisition and processing accessible

to a wide range of users. As a consequence, a single image

or video could have been processed and altered many times

by different users. This fact has severe implications when

the digital content is used to support legal evidences since

The project REWIND acknowledges the financial support of the Future

and Emerging Technologies (FET) programme within the Seventh Frame-

work Programme for Research of the European Commission, under FET-

Open grant number:268478.

its origin and integrity cannot be assured [1]. Important de-

tails could be maliciously hidden or erased from the recorded

scene, and the true original source of the multimedia mate-

rial can be concealed. Moreover, the detection of copyright

infringements and the validation of the legal property of mul-

timedia data may be difficult since there is no way to iden-

tify the original owner. This fact can be exploited to redis-

tribute the original signal without the owner’s permission or

to pretend on its characteristics (e.g., low-quality contents re-

encoded at high quality) [2, 3].

From these premises, a significant research effort has been

recently devoted to the forensic analysis of multimedia data.

These solutions rely on the consideration that many process-

ing steps are not reversible and leave some traces in the result-

ing signal (hereby called “footprints”). Detecting and analyz-

ing these footprints allows the reconstruction of the chain of

processing steps. In other words, the detection of these foot-

prints allows a sort of reverse engineering of digital content,

in order to identify the type and order of the processing steps

that a digital content has undergone, from its first generation

to its actual form.

A large part of the research activities in this field are de-

voted to the analysis of still images. However, scientific re-

search has been recently focusing on the forensics issues re-

lated to video signals because of their peculiarities and the

wide range of possible alterations that can be applied to them.

All the possible operations that can be applied to images can

be operated on the different frames of a video sequence as

well. Moreover, these modifications can be replicated simi-

larly in the temporal dimension increasing the number of de-

grees of freedom in the alterations of the signal. As a result,

video forensics proves to be extremely harder than its counter-

part on still images since the recovering of the signal process-

ing history could be much more complex. In addition to this

difficulty, video data is practically always available in com-

pressed formats and strong compression ratios may cancel or

fatally compromise the existing footprints so that the process-

ing history is, entirely or in part, no longer recoverable.

The original contribution of this paper relies in providing

an overview of the main techniques that have been designed to



recover the processing history of a given video content. Sec-

tion 2 deals with the identification of the device that captured

a given video content. Section 3 considers the traces left by

video coding. Video doctoring is addressed in Section 4. Fi-

nally Section 5 concludes the survey, indicating open issues

in the field of video forensics.

2. FORENSIC TOOLS FOR VIDEO ACQUISITION

ANALYSIS

The analysis of image acquisition is one of the earliest prob-

lems that emerged in multimedia forensics, being very similar

to the “classical” forensic technique of ballistic fingerprinting.

Its basic goal is to understand the very first steps of the history

of content, namely identifying the originating device.

Before deepening the discussion, we introduce in Figure 1

a simplified model of the acquisition chain, when a standard

camcorder is adopted. First, the sensed scene is distorted by

optical lenses and then mosaiced by an RGB Color Filter Ar-

ray (CFA). Pixel values are stored on the internal CCD/CMOS

array, and then further processed by the in-camera software.

The last step usually consists in lossy encoding the resulting

frames, typically using MPEG-x or H.26x codecs for cameras

and 3GP codecs for mobile phones. The captured images are

then either displayed/projected on screen or printed, and can

be potentially recaptured with another camera.

Each of these elements leaves some footprints in the re-

sulting signal that can be used to detect the originating device

or verify if the analyzed content has been reacquired by dif-

ferent devices. In the following, these two possibilities are

explored.

2.1. Identification of acquisition device

In the field of image forensics, many approaches have been

developed to identify the specific device that originated a

given content.

Kurosawa et al. [4] were the first to introduce the prob-

lem of camcorder fingerprinting. After this initial pioneering

work, research in image forensics demonstrated that Photo

Response Non Uniformity (PRNU) noise could provide a

much more strong and reliable fingerprint of a CCD array.

Given a noise free image I0, the image I acquired by the

sensor is modeled as:

I = I0 + γI0K +N, (1)

where γ is a multiplicative factor, K is the PRNU noise and

N models all the other additive noise sources. Note that all

operations are intended element-wise.

Once K is obtained for a device, checking if a query im-

age S has been generated from that device reduces to evaluat-

ing the correlation between the noise component of the query

image and the reference noise of the device. The first work

about camcorder identification was proposed by Chen et al.

[5]. However, coding bit rate has a significant impact on the

efficiency of the algorithm since the lower the quality of the

video the longer the sequence to be analyzed has to be.

The challenging problem of video source identification

from low quality videos has been deeply explored by van

Houten et al. in several works (see [6] as one of the most

recent ones). In these cases, however, the identification of the

acquisition device could also be based on the identification

the codec, leveraging the techniques described in Section 3

2.2. Detection of (illegal) reproduction of videos

An important problem in copyright protection is the prolif-

eration of bootleg videos. A great deal of these fake copies

is produced by recording films with camcorders in cinemas.

Video forensics contributes to facing these problems by: i) de-

tecting re-projected videos; ii) providing video retrieval tech-

niques based on device fingerprinting.

To deal with the re-acquisition problem, in the literature,

some approaches were proposed based on active watermark-

ing [7]. Recently, blind techniques are also emerging. Wang

et al. [2] developed the most significant work in this field,

exploiting the principles of multiple view geometry. Lee et

al. [8] addressed the problem of detecting if an image might

be a screenshot re-captured from an interlaced video.

As for video copy detection, the most common approach

is to extract salient features from visual content that do not de-

pend on the device used to capture the video. However, in [9],

Bayram et al. pointed out that robust content-based signatures

may hinder the capability of distinguishing between videos

which are similar, although they are not copies of each other.

This issue might arise, e.g., in the case of recordings of the

same scene taken by different users. For this reason, they

proposed to use source device characteristics extracted from

videos (e.g., the PRNU fingerprints of camcorders involved

in the generation of the video).

3. FORENSIC TOOLS FOR VIDEO COMPRESSION

Video content is typically available in a lossy compression

format due to the large bit rate that is necessary to represent

uncompressed motion pictures. Lossy compression leaves

characteristic footprints, which might be detected by the

forensic analyst. At the same time, coding operations have

the potential effect of erasing the footprints left by previous

manipulations. In this way, the processing history cannot be

recovered anymore. Moreover, the wide set of video coding

architectures that have been standardized during the last two

decades introduces several degrees of freedom. As such, the

codec adopted to compress a video sequence represents a

distinctive connotative element. Therefore, if detected, it can

be useful for the identification of the acquisition device, as

well as for revealing possible manipulations.



Fig. 1: Typical acquisition pipeline.

The most relevant footprints left by compression opera-

tions are those related to quantization. Many image and video

coding strategies adopt a transform-based coding scheme,

where the input image is divided into blocks, transformed,

and the values of the resulting coefficients are quantized.

This operation is not invertible and is the main source for

information loss. Other important footprints are the choice of

block sizes and motion vectors that are used to characterize

the movement in the scene.

The analysis of coding-based footprints might be lever-

aged to: i) infer details about the encoder (e.g. coding stan-

dard, coding parameters, non-normative tools); ii) reveal the

number of compressions that have been applied; or iii) as-

sess the quality of a sequence in a no-reference framework to

study the characteristics of the channel used to transmit the

sequence.

In the following, these three aspects are discussed.

3.1. Video coding parameter identification

In image and video coding architectures, the choice of the

coding parameters is driven by non-normative tools. In the

case of video compression, the number of coding parameters

that can be adjusted is significantly wider than in image com-

pression. As a consequence, the forensic analyst needs to take

into account a larger number of degrees of freedom.

In the literature, the methods aiming at estimating differ-

ent coding parameters and syntax elements characterizing the

adopted codec can be grouped into three main categories. A

first class consists of those approaches detecting block bound-

aries [10]. A second class consider the possibility of estimat-

ing the quantization parameters [11] (mainly exploiting the

typical comb-like distribution of transform coefficients). A

third class relies on the identification of motion vectors for

temporal prediction. In [12], it is shown how to estimate, at

the decoder, the motion vectors originally adopted by the en-

coder, also when the bitstream is missing.

3.2. Video re-encoding

Every time a video sequence that has already been com-

pressed is edited (e.g., scaling, local manipulation, etc.), it has

to be re-compressed. Studying processing chains consisting

of multiple compression steps is useful, e.g., for tampering

detection or to identify the original encoder being used.

In [13], Lukáš and Fridrich show how double compres-

sion introduces characteristic peaks in the histogram, which

alter the original statistics. More precisely, the authors high-

light how peaks can be more or less evident depending on the

relationship between the two step sizes, and propose a strat-

egy to identify double compression. Another widely-adopted

strategy for the detection of double compression relies on the

so-called Benford’s law or first digit law [14]. In a nutshell, it

relies on the analysis of the distribution of the most significant

decimal digit of the absolute value of quantized transformed

coefficients. By analying the probability mass function of the

first digit value, it is possible to detect the number of coding

stages whenever multiple codings can be applied on a image

[15]. In [3], the authors address the problem of estimating the

traces of double compression of an MPEG coded video.

3.3. Network footprints identification

Video transmission over a noisy channel leaves character-

istic footprints in the reconstructed video content. Indeed,

packet losses and errors might affect the received bitstream.

As a consequence, some of the coded data will be missing

or corrupted. Error concealment is designed to take care of

this, trying to recover the correct information and mitigate

the channel-induced distortion. However, this operation in-

troduces some artifacts in the reconstructed video, which

can be detected to infer the underlying loss (or error) pat-

tern. The specific loss pattern permits the identification of the

characteristics of the channel that was employed during the

transmission of the coded video. In [16], the authors present

an algorithm based on several quality assessment metrics

to estimate the packet loss impairment in the reconstructed

video.

4. FORENSIC TOOLS FOR VIDEO DOCTORING

DETECTION

Although being more complicated than for images, creating

a forged video is now easier than before, due to the avail-

ability of video editing suites. At the same time, videos are



extensively used for surveillance, and they are usually con-

sidered a much stronger proof than a single shot. There are

many different ways of tampering with a video: one may be

interested in replacing or removing some frames (e.g., from

a video-surveillance recording), replicating a set of frames,

introducing, duplicating or removing some objects from the

scene.

It is possible to classify both video forgery and video

forensic techniques as intra-frame (attack/analysis is per-

formed frame-wise, considering one frame at a time), or

inter-frame (relationships between adjacent frames are con-

sidered).

In the following subsections we survey existing tech-

niques for video doctoring detection clustered as: i) camera-

based techniques; ii) coding-based techniques iii) geometri-

cal/physical inconsistencies exploiting techniques. Finally,

we analyze the problem of identifying copy-move forgeries

involving frames or parts of them.

4.1. Camera based editing detection

As discussed in Section 2, camcorders usually leave a charac-

teristic fingerprint in recorded videos. Although these kinds

of artifacts are usually exploited just for device identification,

some works leverage on them also for tampering detection.

Mondaini et al. [17] proposed a direct application of the

PRNU fingerprinting technique (see Section 2.1) to video se-

quences.

Hsu et al. [18] adopted a technique based on temporal

correlation of noise residues, where the “noise residue” of a

frame is defined as what remains after subtracting from the

frame its denoised version.

Another camera-based approach is the one fromKobayashi

et al. [19]: they proposed to detect suspicious regions in video

recorded from a static scene by using noise characteristics of

the acquisition device.

4.2. Detection based on coding artifacts

From what emerged in the previous Section, video encod-

ing strongly hinders the performances of camera based de-

tection techniques. On the other hand, however, coding itself

introduces artifacts that can be leveraged to investigate the

integrity of the content. In the last years, some forensic re-

searchers investigated the presence or the inconsistencies of

these artifacts to assess the integrity of a video, and to local-

ize which regions are not original.

The first approach in this direction was from Wang and

Farid [3], focusing on MPEG compressed videos, where two

phenomena are explored, one static (intra-frame) and one

temporal (inter-frame).

Quantization artifacts are not the only effect that have

been exploited for video doctoring detection: Wang and Farid

proposed another approach [20] for detecting tampering in in-

terlaced and de-interlaced video.

4.3. Detection based on inconsistencies in content

It is very difficult to understand whether the geometry or the

physical/lighting properties of a scene are consistent. In par-

ticular, it is very hard to do so unless some assistance from

the analyst is provided, whose effort would be prohibitive to

check geometric consistencies in video on a frame-by-frame

basis. Existing works usually exploit phenomena connected

to motion in order to detect editing. So far, two approaches

have been proposed: i) the one in [21], based on artifacts in-

troduced by video inpainting, ii) the one in [22], that reveal

inconsistencies in the motion of objects in free-flight.

4.4. Copy-move detection in videos

Copy-move attacks are defined for video both as intra- and

inter- frame techniques. An intra-frame copy-move attack is

conceptually identical to the one for still images, and consists

in replicating a portion of the frame in the frame itself (the

goal is usually to hide or replicate some object). An inter-

frame copy-move, instead, consists in replacing some frames

with a copy of previous ones, usually to hide something that

entered the scene in the original video. To the best of our

knowledge, there is only one work authored by Wang and

Farid [23] that targets copy-move detection directly in video.

The method uses a kind of divide-and-conquer approach: the

whole video is split in subparts, and different kinds of corre-

lation coefficients are computed in order to highlight similar-

ities between different parts of the sequence.

5. CONCLUSIONS AND FUTUREWORKS

As it has been shown in the previous sections, video foren-

sics is nowadays a hot research issue in the signal processing

world, opening new problems and investigation threads.

Despite several techniques have been borrowed from im-

age forensics, video signals pose new challenges in the foren-

sic application world because of the amount and the complex-

ity of data to be processed and the wide employment of com-

pression techniques, which may alter or erase footprints left

by previous signal modifications.

Current results show that it is possible to reconstruct sim-

ple processing chains (i.e., acquisition followed by compres-

sion, double compression, etc.) under the assumption that

each processing step does not introduce an excessive amount

of distortion on the signal. This proves to be reasonable since

a severe deterioration of the quality of the signal would make

it useless.

Future research has still to investigate more complex pro-

cessing chains, where each operation on the signal may be

iterated multiple times. In order to tackle with this problem,

also the robustness of the analysis in presence of multiple ag-

gressive encodings should be enhanced.
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ABSTRACT

This paper presents a novel framework for the identifica-
tion of an image acquisition chain using dictionaries of edge
profiles. We investigate how edges, one of the most common
features present in images, are transformed during the image
acquisition chain. A dictionary of edge profiles is constructed
corresponding to edges obtained from known devices and at
different stages in the chain. The processing chain of a query
image is identified by feature matching using the maximum
inner product criteria. Experiments have shown that the pro-
posed method is able to identify the sources and acquisition
stages of query images. It also has good performance in both
recapture detection and chain identification applications for
natural scene images.

Index Terms— Image Forensics, Recapture Detection,
Dictionary of Edge Profiles, Image Acquisition Chain, Line
Spread Function, Source Identification

1. INTRODUCTION

In recent years the focus of attention by the research commu-
nity has turned to the authenticity and integrity verification of
digital images. Despite the fact that image forensics is a new
area of research, several forensic techniques aimed at veri-
fying the fidelity of digital images have been proposed in the
literature. This is due to the high demand for tools in this area.
The majority of research conducted in image forensics centers
on image source identification and forgery detection. A com-
mon approach for source identification is to search for traces
of unique footprints left in an image by different stages of the
acquisition process which are correlated to the intrinsic prop-
erties of known image sources. Footprints are also residual
artefacts generated during a particular imaging process and
are often used as evidence of image tampering. Image forgery
can be detected by the presence of processing footprints or the
inconsistency of source footprints across images. This may
indicate the fusion of images from different sources. A com-

This work is partially supported by the REWIND Project, funded by the
Future and Emerging Technologies (FET) programme within the 7th Frame-
work Programme for Research of the European Commission, FET Open
grant number:268478. Thirapiroon Thongkamwitoon has been supported by
The Office of NBTC and the Royal Thai Scholarship, THAILAND.

prehensive overview of image forensic techniques based on
specific footprints can be found in [1].

Today, digital images can be repeatedly captured, manip-
ulated, and shared online by multiple users and can, therefore,
undergo several stages of processing over their lifetime. How-
ever, an individual footprint determined from a specific image
source or a clue derived from local processing alone may be
insufficient to provide a detailed description of the processing
history of an image. Furthermore, the individual footprints
may, in turn, be altered by the processing chain.

The presence of footprints introduced by the individual
stages of a processing chain was first explored in [2]. The
method models the processing block of a single camera with a
series of in-camera operations and is able to distinguish orig-
inal images from their post-acquisition tampered versions. In
[3] a method is proposed for the detection of JPEG recom-
pression using the statistical features of DCT coefficients.
Forgery detection based on resampling in a digital domain is
studied in [4] and [5] with the assumption that tampering is
often associated with scaling and rotation.

Problems in image reacquisition have also been studied in
terms of recapture detection. In [6] a recapture detection al-
gorithm that uses a combination of colour and resolution fea-
tures and a Support Vector Machine (SVM) classifier is pre-
sented. The method in [7] employs multiple physical features
including surface gradient, specularity distribution, contrast,
histogram, and blurriness in order to detect images recaptured
from printed material. The blurriness feature discussed in this
research is based on off-focus capture, mismatched resolu-
tion, and depth of field limits. In [8], a source camera can
be identified from a printed image using the Photo Response
Non-Uniformity (PRNU) pattern that is unique to each image
sensor.

Most approaches for recapture detection rely on uncon-
trolled classifiers that use statistical parameters that are ex-
tracted from an image and a combination of features derived
from training sets. Furthermore, existing methods detect re-
capture using evidence obtained from a single event. In our
scheme, we apply the knowledge that the shape of an edge
profile in an image is determined by the different stages of
the image acquisition chain. Using a structured dictionary
built from edges found in an image our proposed method is
capable not only of detecting recapture but also of retrieving
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5. Number of cascaded modules: The research begins with number of modules in the 
processing chain equal to 2. The basic model is presented in Figure 11. Each of the 
modules represents a batch processing of signal acquisition and reproduction pair of 
devices. The number of modules is increase in extended experiment in order to study 
the results of increasing in the number of blocks. 
 

C. Experimental Results and Discussion 
 
In this section, we present the experimental results which support the hypotheses 

made in the section A.  The experiments are divided into three sections in order to study how 
a particular signal has undergone in the chain of acquisition-reconstruction blocks, how the 
blocks affect rate of innovation of the signal, and how we can exploit these characteristics for 
image forensics.    

 

1) Cascade of Signal Acquisition and Reconstruction   

 To study the consequences of sampling and reconstruction in series, the experiment is 
set up as show in Figure 14. Once the input signal  has been filtered by a sampling kernel 

, B-Spline order 3 in this case, it is sampled by sampling period 32  and results in 
digital data  with 64 data points.  

 

 

 

 
 
 

 

 

 

 

Figure 14 diagram of cascaded sampling-reproduction modules used in the experiment 

 

The simulation results of an input signal  , filtered signal , sampled signal , and 
reconstructed signal   produced by the first module are shown in Figure 15 (a), (b), (c) 
and (d) respectively.    

 

 

   

 
  

 

   

Perfect Edge Input 

Sampling 
Kernel 1 

Sampling 
Kernel 2 

Discrete 
Samples 

Polynomial Interpolation

Fig. 1. Setup of signal diagram used in research problem statement.

the parameters in the image chain, thereby allowing individ-
ual devices in the chain to be identified.

The paper is organised as follows. In Section 2, we for-
mulate a problem statement in order to model a series of pro-
cesses in a chain of acquisition events with controlled condi-
tions. A model for image acquisition and its unique proper-
ties is also described in this section. In section 3 we present
our proposed framework with a dictionary setup and feature
matching technique. The experiments and performance eval-
uation are discussed in Section 4 and conclusions are pre-
sented in Section 5.

.

2. PROBLEM SETUP

2.1. Problem Statement

In this section, a simplified model of an image acquisition
chain is defined in order to enable us to study the degradations
introduced into an edge by the image acquisition and repro-
duction chain. The only prior in this model is an input which
is described by an ideal edge f(t). The model incorporates
the fundamental components of an imaging chain that com-
prise the processes of image acquisition, image reproduction,
and image re-acquisition as shown in Figure 1.

The acquisition blocks are modeled by an A/D conversion
step (See detail in section 2.2). Each of the blocks has two
main parts: a sampling kernel and a sampling operation for a
1-D signal. The first and the second sampling kernels repre-
sent the impulse responses of the first and second acquisition
devices respectively. The images may be sampled at different
sampling rates T1, and T2.

After the first acquisition stage,a digitised version, g[n],
of the perfect edge, f(t), is obtained. The discrete samples
are then transformed back to the continuous domain by inter-
polation before being reacquired to the digitised form, ĝ[n],
by the second acquisition device. As a result of the reacqui-
sition process, footprints that are present in the image, ĝ[n],
will have inherited characteristics from the original digitised
signal, g[n].

We now consider an unknown query digital image q[n]

given only the prior knowledge that it is the result of the ac-
quisition of a perfect edge f(t). We would like to answer the
following questions:

1) What stages in the chain are the samples q[n] from?
(we are referring to the single captured g[n] and recaptured
ĝ[n] images)

2) How can we identify the acquisition elements ϕ1(t)
and ϕ2(t) (or ϕ1(t) in a single capture case) with access to
q[n] alone?

2.2. Image Acquisition Model

Image acquisition is a process that converts the spectral en-
ergy of a real scene to colour signals in the form of digital
numeric values corresponding to the location of pixels in the
image. The standard components of an acquisition device
include the optical units, image sensor, and post processing
units. Figure 2(a) describes the process of image acquisi-
tion which can be parametrically modelled as shown in Fig-
ure 2(b). The light-field image f(x, y), that is captured by

Target Scene

Optical Filter

Image Sensor Digital Image

A/D Conversion

Optical Lens

(a)
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Finally, Chapter 5 concludes all the related topics presented in the report and 
summarises research progress and contributions. Future work and plans are also 
presented in this chapter.       
 
 

 

2. Image Acquisition and Reproduction  

 
2.1 Image Acquisition Model  

Image acquisition is a process which converts the spectral energy of a real-world 
image scene to colour signals in the form of digital numeric values corresponding to the 
location of pixels in the image. A digital image can be obtained from ubiquitous devices such 
as a camera, a scanner, a photocopy machine, and several types of mobile phones. The 
standard components of an acquisition device include optical units, image sensor, and post 
processing units.  

 In Figure 8, the process begins with the incident light passes through a series of lens, 
mirrors, and optical filters. The lens and optical units are not perfect therefore an amount of 
blur is introduced to the image. The spectral image is then projected onto an image sensor 
which converts photo-energy to the electrical signals.  The sensoring device is an array of 
photosensitive elements in red, green, blue (RGB) channels typically aligned in the Bayer 
pattern. The colour values are then interpolated to trio RGB components for each pixel before 
being quantised to a digital format which is pliable for post-processing and encoding to an 
image file.     
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Fig. 2. Simplified image acquisition models represented by
(a) acquisition components and (b) signal diagram.

an acquisition device, becomes blurred by the imperfection
of the optical units and sensor. These imperfections can be
modeled by the filter h(x, y). The blurred image g(x, y) =
f(x, y) ∗ h(x, y) = f(x, y) ∗ ϕ(x/T −m, y/T − n) is then
uniformly sampled with sampling period T , where ϕ(x, y) is
a sampling kernel which is a time reverse version of the trans-
fer function h(x, y). The discrete samples g[m,n] , represent-



ing a digital image, can be derived from sampling a blurred
image, g(x, y), at the location [m,n] as:

g[m,n] = g(m,n)

=

∫ ∫
f(x, y)ϕ(x/T −m, y/T − n)dxdy

= 〈f(x, y), ϕ(x/T −m, y/T − n)〉, (1)

where x, y ∈ R and m,n ∈ Z . The parameters x, y represent
the coordinate of the image plane while m,n are the row and
column pixel indices of the image respectively.

2.3. Sampling Kernel and Line Spread Function

The response of an acquisition device to an input image can
be modelled by the sampling kernel ϕ(x, y) of the device.
The response, which is frequently described by a Point Spread
Function (PSF), represents the degree by which light from a
point source is spread after it has been captured through the
acquisition device. Thus the PSF determines the amount of
blur that is introduced into the image. Typically, the PSF is
unique to a device and its 3-dimensional shape depends on
several factors such as the optics used during acquisition. The
unique response of the PSF can, therefore, be used to trace
back to the acquisition device that generated the image.

Edges are typical features that are present in almost ev-
ery type of computer generated and natural image. Therefore,
we are particularly interested in the degree and nature of the
blur that is introduced into an edge by a specific PSF. To sim-
plify the system we consider only one-dimensional (1D) sig-
nals over the entire framework. With reference to Figure 2(b)
for the case of 1D signals the response, g(t), to a perfect edge,
f(t), can be computed by g(t) = f(t)∗ϕ(−t/T ), where ϕ(t)
is the Line Spread Function (LSF) of the acquisition device.
One way of determining the LSF, assuming that the PSF is
circularly symmetric, is by integrating over cross-sections of
the PSF along points in a direction that is parallel to a straight
line. In our research, we computed the LSF of different ac-
quisition devices using the SFRMAT 3.0 software [9] which
is based on the slanted edge testing method..

3. IDENTIFICATION OF ACQUISITION CHAINS

In this section, we create a framework for the identification
of the acquisition chain. A collection of dictionary elements
was constructed corresponding to the discrete edge profiles
that resulted from the acquisition of a perfect edge using a
wide range of known capture devices at different stages of
the imaging chain. Identification of a query image is done by
determining the best match between an edge profile found in
a query image and an edge profile from the dictionary. This
enables us to predict the device used to capture the image.

3.1. Dictionary of Key Footprints of Acquisition Devices

A dictionary D is then built with a collection of features that
represent blurred patterns introduced into a perfect edge by
all individual possible devices and all possible stages in the
chain. Dictionary elements, φi,γ , for a single capture with a
device, i, can be created as follows:

φi,γ = ϕi ∗ u[n − γ], (2)

where ϕi is the 1D LSF of the device, i, u[n] is a unit step
function that represents a perfect edge, and γ are all possible
shifts of edges in the window of interest.

Next, dictionary elements for recapture were built by sim-
ulating the actual image reproduction and reacquisition pro-
cesses of the display and camera, respectively. Edge profiles
from a single capture were linearly interpolated to increase
the number of samples by 16 times before being resampled
again by the second acquisition device. All possible combi-
nations of acquistition devices were simulated at the second
acquisition stage.

In this research, we captured images using three camera
models, a Canon EOS 400D with Canon EF-S 18-135mm IS
lens, a Canon PowerShot SX200 IS, and an Olympus E-P2
with 14-42mm lens kit. The cameras are referred to as C1,
C2, and C3, respectively. To ensure that the Line Spread
Functions for each device did not vary each time a camera
was used, the focal lengths of C1, C2 and C3 were fixed at
135mm, 35mm, and 42mm respectively. The set of dictio-
nary elements used in this research is presented in Table 1 and
some examples of the first derivative of edge profiles from
cameras C1 and C2 and their recaptured version, C1-C2, is
shown in Figure 3.

Table 1. DICTIONARY ELEMENTS USED IN THE EXPERI-
MENTS

Single Capture Reapture
Dictionary Source Dictionary Recapture Order
Element Camera Element
φ1 C1 φ4 C1 andC1
φ2 C2 φ5 C1 andC2
φ3 C3 φ6 C1 and C3

φ7 C2 and C1
φ8 C3 and C1

3.2. Edge Feature Matching

The purpose of feature matching is to find a dictionary el-
ement that provides the best representation of the observed
edge from a query image. The best feature φm can be chosen
from a set of dictionary elements φi in the dictionary D by
using the maximum inner product criterion.

φm = argmax
φi∈D

|〈q, φi〉|, (3)
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Fig. 3. Comparative plots of differentiated versions of the
edge profiles from cameras C1 and C2 and their recaptured
version C1-C2

where q is the vector of edge profiles from a query image and
φm is the dictionary element with the best match. The sam-
pling kernel and the stage in the chain that the image was
from can then be predicted by identifying the process that
maximises the inner product between the edge feature and the
dictionary element.

4. SIMULATION RESULTS AND DISCUSSIONS

4.1. Kernel and Acquisition Stage Identification

In this research we assume that the Line Spread Functions of
the capture devices are space-invariant. Inaccuracies intro-
duced in capture device identification are due to the presence
of image noise and to edge profiles that differ greatly from
the profile of a ideal edge. Software was developed for se-
lecting a region of interest in a query image corresponding to
a window of width 128 pixels and height 100 pixels. A total
of one hundred individual horizontal lines were used in dic-
tionary matching in order to obtain a statistically significant
match. Identification was based on two important results: the
average inner product (%) and the confidence. The former
represents the average inner product between a query edge
and each dictionary element over 100 lines of a chosen area
while the latter is the probability that the query image was
classified into that category.

4.2. Simulation on Perfect Edges

In this section, the proposed algorithm was tested with a set
of query images that included both single capture and recap-
tured images. For the single capture case, a scene comprising
a sheet of paper with an artificially generated sharp, high con-
trast, straight edge was captured digitally using camera C1.
The image was displayed on a computer screen and recap-
tured using camera C2. The average inner product and confi-
dence was computed between the recaptured edge profile and
the dictionary elements and the results are summarised in Ta-
ble 2.

Table 2. RESULTS FOR IMAGE CHAIN IDENTIFICATION US-
ING A SINGLE CAPTURED IMAGE FROM C1 AND A RECAP-
TURED IMAGE FROM C1-C2

Dictionary
Single Capture (C1) Recapture (C1-C2)

Average Conf. Average Conf.
Element Innerproduct Innerproduct

φ1 97.075 0.94 78.650
φ2 87.818 0.01 68.030
φ3 95.903 0.05 79.623
φ4 92.799 84.998 0.10
φ5 87.100 86.996 0.68
φ6 87.807 85.766 0.22

4.3. Simulation on Real Images

The experiment was extended by applying the method to nat-
ural images. A collection of 160 single capture (original) and
recaptured images containing natural scenery was used. For
the group of images originating from a single capture, three
sets of 20 images captured from cameras C1, C2 and C3 were
used. For the recaptured images a combination of the three
cameras were used to create 5 groups of 20 recaptured im-
ages based on the following order of capture: C1-C1, C1-C2,
C1-C3, C2-C1, and finally C3-C1. Some examples are shown
in Figure 4.

(a) Single Capture C1 (b) Recapture C1-C3

(c) Single Capture C3 (d) Recapture C3-C1

Fig. 4. Examples of images used in the experiments (a) Single
capture from C1 (b) Recaptured image from C1 and C3 (c)
Single capture from C3 (d) Recaptured image from C3- C1

In the experiment, images were classified into 8 groups
based on the degree of similarity between the dictionary el-
ements and edge profiles. According to the source of dictio-
nary elements, images that were classified in groups 1-3 were
categorised as single capture wheras recaptured images were
classified in groups 4-8.



Table 3. SOURCE IDENTIFICATION RESULTS

Query Image
Dictionary Elements

Performance (%)Single Capture Recapture
φ1 φ2 φ3 φ4 φ5 φ6 φ7 φ8

Single capture
C1 18 1 1 90
C2 1 15 3 1 75
C3 1 1 16 1 1 80

Recapture

C1-C1 1 17 1 1 85
C1-C2 1 15 1 3 75
C1-C3 1 1 16 2 80
C2-C1 1 1 17 1 85
C2-C1 1 1 2 16 80

The results from the experiment are summarised in Table
3. From the 100 recaptured pictures, 98 were correctly identi-
fied as recaptured and 2 were misclassified as single capture.
This resulted in a true positive rate of 98% and a false nega-
tive rate of 2% and suggests that the algorithm performed very
well for the case of recapture detection. For the case of single
capture detection, 56 out of the 60 single capture images were
correctly classified resulting in a 93.3 % true negative rate and
a 6.67% false positive rate.

As observed in Table 3 the eight sets of 20 query images
were classified into 8 groups (φ1 to φ8 inclusive) based on the
similarity with between edge profiles in the images and the
dictionary elements. The single capture images acquired by
cameras, C1, C2 and C3 were correctly identified with an ac-
curacy of 90%, 75% and 80% respectively resulting in an av-
erage performance of 81.67% over all three cameras. For the
group of recaptured images, the average identification perfor-
mace was 81%, resulting in an average overall performance
for single and recaptured images of 81.25%.

5. CONCLUSIONS

A proposed framework for the identification of image acquisi-
tion chains with application to recapture detection and source
camera identification has been presented. The query images
were classified based on the unique properties of edge profiles
found in the image resulting from the different stages of the
image acquisition chain.

A dictionary of edge profiles was constructed from edges
that were transformed by the line spread functions resulting
from the combination of all known image capture devices and
acquisition chains. The maximum inner product was used to
determine the best match between an edge found in a query
image and a dictionary element. The algorithm was tested
with sets of ideal synthetic edges and real natural images and
the results suggest that the method is capable of delivering
accurate image recapture detection and image chain identifi-
cation.
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Abstract—This paper presents a novel technique for the auto-
matic detection of recaptured videos with applications to video
forensics. The proposed technique uses scene jitter as a cue for
classification: when recapturing planar surfaces approximately
parallel to the imaging plane, any added motion due to jitter will
result in approximately uniform high-frequency 2D motion fields.
The inter-frame motion trajectories are retrieved with feature
tracking techniques, while local and global feature motion are
decoupled through a 2-level wavelet decomposition. A normalised
cross-correlation matrix is then populated with the similarities
between the high-frequency components of the tracked features’
trajectories. The correlation distribution is then compared with
trained models for classification. Experiments with original and
recaptured standard datasets show the validity of the proposed
technique.

I. INTRODUCTION

With the increasing availability of small, inexpensive video
recording devices, casual movie making is now within every-
one’s reach. Smartphones with integrated video recording fa-
cilities are now commonplace, and with resolutions exceeding
the 10 megapixels barrier and fast direct internet connections,
videos can be uploaded to the internet seconds after they
are captured. As a result, over one hour of video material
is uploaded on websites such as YouTube every second, with
traffic from mobile devices being trebled in 2011 alone [1].

This represents a great leap forward for budding directors;
however it poses a significant threat in terms of copyrighted
video material that can be easily covertly recorded and dis-
tributed. The recent high-profile case of the file sharing website
MegaUpload being seized by the U.S. Justice Department is
a case in point for the magnitude of the illegal distribution of
copyrighted material.

Illegitimate video material circulating on the net may not
be limited to the case of recaptured copyrighted footage.
Under this particular scenario, proprietary videos aired, for
example, in a cinema, are covertly recaptured with a portable
camcorder and uploaded on pirate websites for download.
Another possibility is to recapture a fraudulent or otherwise

MMSP’12, September 17-19, 2012, Banff, Canada.
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doctored video in order to conceal traces of forgery, claiming
its authenticity.

Using recapture as an antiforensic technique covering the
weak footprints left by doctoring is an attack that has been re-
cently explored in the case of images in several works, both in
the case of recapture from printouts [2], [3] and directly from
LCD screens [4], [5]. Moreover, when recapturing videos the
effectiveness of the attack is amplified, as the more aggressive
compression strategies normally employed eliminate forgery
footprints to a much greater extent.

In this paper, we propose a simple yet effective method
to automatically detect recaptured videos. The proposed tech-
nique is based on the detection of high-frequency motion
uniformity present in the video sequence, introduced by cam-
era jitter during recapture. Since the method is based on
characteristics at a higher level of abstraction (i.e. trajectory of
image features), it is robust to antiforensic methods and poor
quality input signals. The proposed method is validated with
standard video sequences with different input resolutions.

The paper is organised as follows: in the next section,
an overview of related work in recaptured video detection
is given. Then, the proposed method is outlined with a
description of its constituent stages. Finally, the method is
tested on standard original and recaptured videos.

II. RELATED WORK

Due to a greater focus on image forensics, the literature
concerned with video forensics is comparatively small. More-
over, some of the methods proposed are a direct transposition
to video of techniques applied to image forensics; examples
include camera PRNU extraction from video frames for video
copy detection, both on high quality [6] and low resolution
compressed YouTube videos [7].

The approach in [8] is more exclusively specific to videos,
as it aims to detect video forgeries by examining the motion
regularity between interlaced fields of neighbouring frames.
In [9], forged areas are identified by modelling a per-pixel
noise function dependent on the image irradiance and detecting
outlying image portions.

The methods above, however, are not tailored to multiple
recapture scenarios, as the feature considered are either sup-



pressed during the recapture process or not sensitive to its
footprints. Other techniques have been devoted explicitly to the
detection of recaptured cinema videos: a geometric approach is
presented in [10], where reprojected videos are identified from
non-zero skew parameters being introduced within the camera
intrinsic matrix. However, the technique assumes a skew factor
strictly equal to zero in the original video. Moreover, its
robustness quickly decreases as the recapturing camera plane
approaches a configuration parallel to the cinema screen.
Validation on real sequences is also limited, and performed
on a single 42 frame segment.

In [11], recaptures are detected by the presence of combing
artifacts caused by interlaced scanning on TV screens and
interlaced recordings, therefore ineffective with more modern
progressive devices. The problem of automatically detecting
pirated movies captured in a cinema is also examined in [12],
however it requires robust watermarking of the projected video
[13].

Conversely, we propose an approach explicitly devoted to
the detection of recaptured videos, without assumptions on
the device employed or on the video visualised. While the
proposed technique is unable to provide any information on
whether a video has been subjected to tampering, recapture is
often a telltale sign of antiforensic activity.

III. SYSTEM WORKFLOW

The intuition behind the proposed method is shown in
Fig. 1. In the most common scenario of copyrighted video
recapture, the pirate obtains a bootleg recording through the
covert use of a portable camcorder to capture the aired video.
The video contains natural scenes with both static and inde-
pendently moving elements, each with its own local trajectory.
However, during recapture a global jitter noise is introduced.

Fig. 1: Problem overview. A stable video containing both static
and independently moving regions is filmed with a handheld
camcorder. The jitter introduced results in uniform additive
jitter noise affecting the trajectory of image features.

Fig. 2: System workflow. Visual features are tracked over time
in the input video. The resulting trajectories are then filtered to
isolate their high frequency components. Correlation between
all pairs of filtered trajectories is computed to quantify jitter
uniformity. Histograms of correlation and motion distributions
are tested against trained distributions for classification.

In the most basic scenario, this is due to the physiological
tremor of the person holding the camera. Less noticeable
causes of jitter include environmental factors such as venti-
lation outlets on the cinema screen, projector flickering and,
if a stabilisation platform such as a tripod is used by the pirate,
vibrations due to the activity of the other people in the room.
In such cases, the high image resolution of modern acquisition
devices provides an advantage to the forensic analyst, as
smaller movements will result in displacement magnitudes
beyond the subpixel range.

Referring to the diagram in Fig. 1, the recapture process
adds jitter to the motion trajectories of image features over
time. In the diagram, d0 and d1 are the distances between the
camera optical centre and the opposite corners of the screen
being recaptured. For minimal distortion, the screen is kept
approximately parallel to the camera image plane, i.e. d0 ≈ d1.
In this case, the homogeneous 2D coordinates of the projection
of any given 3D point X in the field of view at a distance d
from the optical centre are:

P · X =
(x
d

y

d
1
)T

(1)

Whenever d0 ≈ d1 and the distance between the camera
and the screen is much larger than the size of the screen, any
jitter motion vectors added for each frame are approximately
uniform throughout the frame due to uniform foreshortening.
This is in contrast with noisy, jittery recordings of natural
scenes, where the parallax effect will cause the motion of
farther away portions of the scene to be perturbed to a lesser
degree. Hence, while the jitter in itself indicates that the scene
was captured by a handheld camera, it is the uniformity of the
jitter throughout the frame that characterises the filming of a
planar surface approximately parallel to the camera plane.

The problem of uniform jitter detection can then be de-
composed according to the workflow shown in Fig. 2. First,
given an input video, its visual features are tracked over
time in order to create one 2D trajectory signal for each
feature tracked. Since the added jitter is assumed to be a
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Fig. 3: (a) Horizontal velocity signal from a tracked feature in the Akiyo sequence. (b) Its low-pass and (c) high-pass
components.

relatively high frequency signal, each trajectory undergoes
a 2-level wavelet decomposition after which only the high
frequency components are retained. Finally, a normalised
cross-correlation (NCC) matrix is populated by calculating the
correlation between the high frequency components of all the
trajectories. The motion and correlation histograms are then
tested against known distributions trained from original and
recaptured datasets by means of the Kullback-Leibler (KL)
divergence.

In the next subsections, each operation along the chain is
examined in greater detail.

A. Trajectory tracking

The first phase of the algorithm aims to create 2D motion
trajectories of the feature flow throughout the input sequence.
To this end, features are first detected with the FAST feature
detector [14] with subpixel refinement in the opening frame
of the sequence. Typically, the number of features detected
for tracking ranges between 500 and 2000 depending on the
input image quality and resolution. The detection thresholds
are manually adjusted so that features will be identified in
approximately all areas of the frame, so that jitter uniformity
can be tested for across the whole frame.

Detected features are then matched to their updated lo-
cations in the following video frame via a Pyramid Lucas-

(a) (b)

Fig. 4: (a) Quadratic spline scaling function and (b) its
corresponding biorthogonal wavelet.

Kanade (LK) tracker [15]. The process is then iteratively
repeated using the previously matched features as starting
detected features to be matched in the following frame. Stored
trajectories consist of a 2D motion vector per consecutive
frame pair.

The choice of an LK tracker is due to its simplicity: a
fast, effective tracker with no motion prediction phase makes
sure that features are matched only when they are visible
and their appearance remains unchanged. This guarantees a
high matching confidence, and avoids the introduction of noise
in our measurements from motion prediction or regularisers.
Such high confidence comes at the price of matching rate,
however for our application a few hundred successfully tracked
features are normally sufficient. Trajectories with unsuccessful
matches are removed from the final set.

B. Wavelet decomposition

In order to separate the relatively high-frequency jitter com-
ponents from the smooth local feature motion, each trajectory
is input to a wavelet decomposition stage. First, the trajectories
are converted from absolute coordinates to x-y velocities
through a finite differences scheme. Then, a 2-level wavelet
undecimated decomposition is performed using a quadratic
spline and its corresponding biorthogonal wavelet as filters,
shown in Fig. 4.

After the decomposition, the twice high-pass filtered trajec-
tories’ components are input to the next stage of the algorithm
to quantify their uniformity. In Fig. 3 an example of a single
feature velocity signal from the Akiyo video sequence is
shown together with its low-pass and high-pass components.

C. Correlation matrix population

In this stage, the correlation between the high-pass com-
ponents of the horizontal and vertical velocities is computed
to test for their uniformity. Given N tracked features and
their corresponding velocities v, an N ×N normalised cross
correlation matrix is populated where each element at location
(i, j) is the result of:



NCC(i, j) =
∑
i,j∈N

|vi(t)− v̄i| |vj(t)− v̄j |
‖vi‖‖vj‖

(2)

The NCC measure is a good indicator of feature motion
uniformity, and is therefore suitable for the proposed workflow.
Given a natural scene captured by a static camera, feature
velocity will be only locally correlated as isolated scene
segments will be moving with common motion characteristics.
Similarly, in most natural scenes only a fraction of the features
is dynamic, with the remaining static zero-norm trajectories
yielding very low correlation values. On the other hand, the
jitter present in recaptured videos is by construction highly
correlated as shown in Section III.

An example of this behaviour is shown in Fig. 5, where
isolated patches of high correlation are found in the NCC ma-
trix from the original video among a generally low correlation
average. The NCC matrix from the recaptured video exhibits
a uniformly high correlation values of its high-frequency
velocity components.

D. Hypothesis testing

Qualitatively, using our previous considerations on jitter
uniformity and local motion correlation it would be possible
for a human observer to use the NCC matrices as telltale
signs of recapture. However, in order to develop an automatic
classifier the correlation distribution for both original and
recaptured videos was considered.

For each of the 10 standard testing videos shown in Fig.
7 and their recaptured versions, a correlation distribution was
created for their horizontal and vertical velocity components.
The resulting 20 distributions per capture condition were
then averaged together yielding two empirical distributions,
representing the velocity correlation distribution of original
and recaptured videos respectively.

From the graphical representation of the distributions in Fig.
6, the qualitative comments made earlier can be numerically
observed directly. The correlation distribution for the recap-
tured case is mostly concentrated around the high-correlation
end of the axis. For the non-recaptured case, there is a slight
peak at the high-correlation end representing both local motion

(a) (b)

Fig. 5: Heat maps of NCC correlation matrices populated
from the trajectories of (a) original ‘Akiyo’ and (b) recap-
tured sequences. Higher colour temperatures indicate a higher
correlation value.

Fig. 6: Average distribution of NCC values from original (blue)
and recaptured (red) videos. The distribution for recaptured
videos is highly concentrated around the maximum value of 1,
while original videos exhibit a much more uniform correlation,
with maxima at either end due to local jitter and static features.

and noise from the tracker, while a more significant portion
of the distribution is concentrated towards the low-correlation
end of the graph.

Together with their differences in shape, the classifying
power of the two distribution is also indicated by their non-
overlapping area, which amount to 69.39% of their union.
In the proposed workflow, these two distributions are previ-
ously created with labelled training video sequences. Incom-
ing videos are classified by finding which one between the
distribution for original videos Porg and recaptured videos
Prec minimises the KL divergence with the calculated input
correlation distribution P :

min (DKL(P, Prec), DKL(P, Porg)) (3)

where:

DKL(P,Q) =
∑

k∈[0,1]

P (k) log
P (k)

Q(k)
(4)

In Eq. 4, P (k) is the distribution of the correlation of the
sequence to be classified, while Q(k) is one of the two trained
distributions. The output of the classifier is the category of the
trained distribution that minimises the KL divergence with the
input.

IV. NUMERICAL RESULTS

The proposed algorithm has been tested with 10 freely
available test sequences1, shown in Fig. 7. Each sequence was
then recaptured with a compact Kodak V550 digital camera
at a resolution of 640x480. The camera was held by hand
as stably as possible to recapture the scenes directly from an
LCD screen from a distance of approximately 1m, so that the
picture would completely fill the field of view. Screen edges
or other extraneous features were manually cropped in order
to not provide static features that might aid the classification.

1All sequences available at: http://media.xiph.org/video/derf/



Fig. 7: Datasets used for evaluation. From left to right, top to bottom: ‘Waterfall’, ‘Paris’, ‘Hall monitor’, ‘Container’, ‘City’,
‘Bridge’, ‘Akiyo’, ‘Salesman’, ‘Station’, ‘Old town crossing’.

From each sequence, a number of frames ranging from
100 to 500 was selected. The variable number of frames
depends on the length of a sequence with stable features,
i.e. without occlusions or features moving outside the field
of view. For each of the 20 sequences, visual features were
tracked with common set of tracker settings, yielding a number
of trajectories ranging from 500 to 2000 depending on the
image characteristics and video resolution.

The velocities obtained from the trajectories were then
used to generate correlation distributions. The accuracy of the
proposed method was then tested with a leave-one-out cross-
validation. The results are reported in Table I.

Classified as recaptured Classified as original

Recaptured videos 90% 10%
Original videos 30% 70%

TABLE I: Classification accuracy results for original and
recaptured sequences.

As the results suggest, the proposed method is effective
for correctly identifying recaptured sequences. However, some
errors are present in the classification of original sequences.
Considering our dataset, such classification errors originate
from the ‘City’, ‘Station’ and ‘Waterfall’ sequences. The
first presents some significant challenges as it consists of
an aerial view of a city recorded while looking down from
a helicopter. The distance of the city from the helicopter
is therefore approximately uniform for most features, while
significant jitter is introduced during the original recording.
The remaining two sequences both consist of a generally static
scene being gradually zoomed out by a handheld camera. The
apparent feature motion introduced during the zooming out
process is highly correlated, and jitter is introduced by the
operator.

The testing conditions have also not been chosen in favour
of the proposed technique: low original and recaptured video
resolution results in coarser trajectory estimation from the

tracker, unable to pick the finer differences in motion due to
parallax. Moreover, feature-length videos do not consist of a
single scene: multiple different sequences from longer videos
can be sampled to check for consensus in the classification
outcome.

V. CONCLUSIONS

In this paper a feature-based technique has been proposed
for the task of automatic classification of recaptured videos.
The method is based on high-level visual features and therefore
robust to compression and common image processing opera-
tors.

The proposed technique has been tested with 10 freely avail-
able videos and their recaptured versions, with a classification
accuracy of recaptured videos of 90%. Classification perfor-
mance of original sequences can be improved by repeated
subsequence sampling over the full video length.

Future work will concentrate on performance evaluation in
realistic cinema conditions and assessment of higher quality
recapture devices with motion stabilisation algorithms.
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Detection of Non-Aligned Double JPEG Compression Based
on Integer Periodicity Maps

Tiziano Bianchi Member, IEEE, and Alessandro Piva, Senior Member, IEEE

Abstract—In this paper, a simple yet reliable algorithm to detect
the presence of non-aligned double JPEG compression (NA-JPEG) in
compressed images is proposed. The method evaluates a single feature
based on the integer periodicity of the blockwise DCT coefficients when
the DCT is computed according to the grid of the previous JPEG
compression. Even if the proposed feature is computed relying only on DC
coefficient statistics, a simple threshold detector can classify NA-JPEG
images with improved accuracy with respect to existing methods and on
smaller image sizes, without resorting to a properly trained classifier.
Moreover, the proposed scheme is able to accurately estimate the grid
shift and the quantization step of the DC coefficient of the primary JPEG
compression, allowing to perform a more detailed analysis of possibly
forged images.

Index Terms—Image forensics, JPEG artifacts, non-aligned double
JPEG compression, threshold detector

I. INTRODUCTION

Almost everybody has today the possibility of recording and
sharing a large amount of digital images, enabling the virtually instan-
taneous diffusion of visual information regarding people, events, and
so on. At the same time, the large availability and the ease of use of
commercial image processing tools make extremely simple to alter
the content of digital images, so that the message or the emotion
conveyed by an image can be easily manipulated. This can be a
serious problem when the content of an image is used to influence
the opinion of viewers, like in tribunals, in journals, in medical
applications.

Image forensics is a new research area aiming at assessing the
credibility of digital images by looking for possible inconsistencies
in statistical or geometrical features, like JPEG quantization artifacts,
interpolation effects, demosaicing traces [1]. An advantage of this
approach is that it is passive, in the sense that it is not necessary to
embed an explicit fingerprint in the digital image after its acquisition,
making forensics tools applicable even in the case of images captured
by standard commercial cameras.

Due to the fact that a vast amount of digital images is stored in
JPEG format, several forensics tools have been developed to detect
the presence of tampering in this class of images. The presence of
tampering can be revealed by analyzing some artifacts introduced
by JPEG recompression occurring when the forgery is created; the
tools can work in presence of an image exhibiting an aligned double
JPEG compression (i.e. where the DCT grids of successive JPEG
compressions are perfectly aligned), or a non aligned double JPEG
compression. Approaches working in the first scenario include [2]–
[5]. In [2], the author proposes to detect areas which have undergone
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a double JPEG compression by recompressing the image at different
quality levels and looking for the presence of so-called ghosts; in
[3], double JPEG compression is detected by computing a tampering
probability map of the image according to a proper statistical model
of DCT coefficients. In [4] and [5], the statistical distribution of first
digits in quantized DCT coefficients is analyzed for detecting double
JPEG compression.

The scenario of non aligned double JPEG compression has been
investigated in [6]–[9]. In [6], a blocking artifact characteristics
matrix (BACM) is computed in the pixel domain to measure the
symmetrical property of the blocking artifacts introduced by JPEG
compression. The method is based on the observation that, when
a JPEG image is recompressed with a non aligned DCT grid, the
regular symmetry of BACM will be destroyed. In [7] and [9] also,
the blocking artifacts in the pixel domain are investigated, but in
this case their periodic property is measured by devising two proper
sets of features: indeed, when an image exhibits a non aligned double
JPEG compression, this blocking periodicity will be perturbed. In [8],
the statistics of DCT coefficients is represented as a noisy convolutive
mixing model; starting from the observation that non aligned JPEG
recompression weakens the independency between DCT coefficients,
an independent component analysis (ICA) based method is designed
to derive the asymmetry of an independent value map (IVM) as a
normalized criteria of the coefficient independency.

In this paper, we propose a novel technique to detect the presence
of non aligned double JPEG (NA-JPEG) compression. Differently
from [6]–[9], in which NA-JPEG compression is detected by training
a classifier on a set of features, our approach relies on a single
yet powerful feature derived from the statistics of DCT coefficients,
allowing us to apply a simple threshold detector. Moreover, the
proposed approach is able to estimate both the grid shift and the
quantization step of the DC coefficient of the primary compression.
Such information can be used to perform a more detailed analysis of
a possibly forged image.

The rest of this paper is organized as follows. In Section II, the
possible scenarios where an algorithm for the detection of non aligned
double JPEG compression can be useful are briefly reviewed. In
Section III, the proposed algorithm is described. The results of the
experimental analysis carried out to assess the performance of the
proposed scheme are discussed in Section IV. Finally, in Section V,
our conclusions are drawn.

II. FORENSIC SCENARIO AND PREVIOUS WORK

The classical scenario in which NA-JPEG double compression
occurs is that of image splicing. In this kind of forgery, it is assumed
that a region from a JPEG image is pasted onto a host image and
that the resulting image is JPEG recompressed. Assuming a random
placement of the forged region, there is a probability of 63/64 that
the forged region will exhibit NA-JPEG compression artifacts. This
is the same scenario considered in [6] [8].

An alternative scenario for NA-JPEG compression could consider
the following forgery model: an original JPEG image is locally
modified using an image processing technique which disrupts JPEG
compression statistics, then randomly cropped and recompressed in
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JPEG format. Examples of local tampering which destroys JPEG
statistics could be a cut and paste from either a non compressed
image or a resized image, or the insertion of computer generated
content. This is similar to the scenario considered in [3], with the
difference that in our scenario the non tampered region exhibits NA-
JPEG compression instead of aligned double JPEG compression.

In both cases, a tool able to identify NA-JPEG double compression
could be used to discern original regions from tampered ones, for ex-
ample using a segmentation of the image under test, like the approach
proposed in [10]. As a matter of fact, the two forensics scenarios are
complementary: the only difference is in the interpretation of the NA-
JPEG compressed regions as either tampered (in the first scenario)
or original (in the second one). We note that existing forensics tools
can be used in both situations, so that they can be directly compared
with the proposed approach.

III. PROPOSED METHOD

Let us assume that an original image I1 is JPEG compressed with
a quality factor QF2, and then decompressed. The obtained image
I2 can be modeled as follows:

I2 = D−1
00 Q2(D00I1) +E2 = I1 +R2 (1)

where D00 models an 8 × 8 block DCT with the grid aligned with
the upper left corner of the image, Q2(·) models quantization and
dequantization processes with JPEG quantization table corresponding
to a quality factor QF2, and E2 is the error introduced by rounding
and truncating the output values to eight bit integers. The last quantity
R2 can be thought of as the overall error introduced by JPEG
compression with respect to the original image.

Let us now suppose that the original image I1 was previously JPEG
compressed, starting from an uncompressed image I0, with a quality
factor QF1 and with a grid shifted by (y, x) 6= (0, 0), 0 ≤ x ≤ 7
and 0 ≤ y ≤ 7, with respect to the upper left corner, i.e.,

I1 = D−1
yxQ1(DyxI0) +E1 (2)

Then the image I2 is doubly compressed image, and we can express
it as

I2 = D−1
yxQ1(DyxI0) +E1 +R2. (3)

If a block DCT with grid alignment (i, j) is applied to I2, we
can have three possible cases, according to the values assumed
by this shift. If the grid is aligned to the one of the last JPEG
compression, i.e. i = 0, j = 0, it happens that DijI2 =
D00

(
D−1

00 Q2(D00I1) +E2

)
= Q2(D00I1)+D00E2. If the grid is

aligned to the one of the first JPEG compression, i.e. i = y, j = x,
we have DijI2 = Dyx (I1 +R2) = Q1(DyxI0)+Dyx(E1 +R2).
If the grid is misaligned with the two previous ones, we obtain
DijI2 = Dij

(
D−1

00 Q2(D00I1) +E2

)
. In summary, the three pre-

vious cases can be collected together as

DijI2 =


Q2(D00I1) +D00E2 if i = 0, j = 0

Q1(DyxI0) +Dyx(E1 +R2) if i = y, j = x

DijD
−1
00 Q2(D00I1) +DijE2 elsewhere.

(4)

Since the codomains of the functions Q2(·) and Q1(·) are two
lattices defined by the respective quantization tables, equation (4)
shows that when the DCT grid is aligned with the grid of either the
last compression or the first compression, the DCT coefficients tend
to cluster around the points of such lattices, with a spread due to the
presence of the error terms D00E2 and Dyx(E1+R2), respectively.
Conversely, when the DCT grid is aligned with neither of the two
compressions, DCT coefficients usually do not cluster around any
lattice [11]. An example in given in Fig. 1, in which the histogram of

doubly compressed DC coefficients is shown: for grid shifts (i, j) =
(0, 0), (i, j) = (y, x) the DC coefficients tends to cluster around
the points of two monodimensional lattices defined by the respective
quantization steps, whereas for a random shift, representing the case
of a single JPEG compressed image, such a periodic clustering can
not be observed.

In the case of alignment to the last compression, if we assume
that rounding errors are uniformly distributed in [−0.5, 0.5] and D00

is unitary, according to the Central Limit Theorem the error term
D00E2 is approximately Gaussian distributed with zero mean and
variance 1/12. In the case of alignment to the first compression,
if we assume that rounding errors on DCT coefficients at a given
frequency are uniformly distributed in [−Q2/2, Q2/2], being Q2

the quantization step used by the second JPEG compression, and
independent from E1, then the error term Dyx(E1+R2) at the same
frequency is approximately Gaussian distributed with zero mean and
variance (Q2

2 +1)/12. The clustering of DCT coefficient in the case
of NA-JPEG will be evident only if the standard deviation of this
error term is small compared to the corresponding quantization step
of the primary compression Q1, meaning that the presence of NA-
JPEG is usually difficult to detect when Q1 < Q2.

The main idea behind the proposed algorithm is that of detecting
the presence of NA-JPEG double compression by measuring how
DCT coefficients cluster around a given lattice for any possible grid
shift. When NA-JPEG is detected, the parameters of the lattice also
allow to derive the primary quantization table. Even if the effect
described above can be measured in theory for each DCT coefficient
within an 8×8 block, we observed that it is more evident in the case
of the DC coefficient, when most of the analyzed DCT coefficients
are different from zero. Hence, in order to keep the detection simple,
in the following we will take into account only the DC coefficient of
each block.

When a single DCT coefficient for each image block is considered,
clustering around a lattice can be measured by analyzing the period-
icity of the histogram computed on these coefficients for an integer
period, as shown in Fig. 1. The periodicity of the histogram can be
evaluated by considering its Fourier transform at frequencies which
are reciprocal of an integer value, i.e., by evaluating the following
values:

fij(Q) ,
∑
k

hij(k)e
−j 2πk

Q , Q ∈ N (5)

where hij is the histogram of DC coefficients computed for a grid
shift equal to (i, j), and Q is the quantization step with which the
coefficients have been compressed.

According to (4), in the presence of NA-JPEG, where two com-
pressions with a grid shift equal to (y, x) have been computed, we
will expect both f00(Q2) and fyx(Q1) to have higher magnitude than
the other values, Q2 and Q1 being the quantization steps of the DC
coefficient in the second and first JPEG compressions, respectively.
In the absence of NA-JPEG, instead, only f00(Q2) will have higher
magnitude; moreover, for each quantization value Q 6= Q2 we can
assume that fij(Q) varies very little with (i, j), since the overall
histogram of the DCT coefficients remains quite similar for different
shifts being it mainly dependent on the image content only.

In order to capture this behavior of the coefficients fij(Q) we
resort to the integer periodicity map (IPM) at the quantization step
Q defined as

Mij(Q) ,
|fij(Q)|∑

i′j′ |fi′j′(Q)| , 0 ≤ i, i′ ≤ 7, 0 ≤ j, j′ ≤ 7. (6)

The map M(Q2) will show a peak at the location (0, 0) due to
the last compression. Moreover, in the case of a NA-JPEG image,
M(Q1) will exhibit a single entry much greater than the others at the
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Fig. 1. Histogram of the DC coefficients for different shifts of the DCT grid: (a) (i, j) = (0, 0); (b) (i, j) = (y, x); (c) random shift.
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Fig. 2. Examples of IPMs for quantization steps (bright/dark points correspond to high/low values): (a) M(Q) for Q = Q2; (b) M(Q) for Q = Q1 6= Q2,
in presence of NA-JPEG with shift between first and second compression (y, x) = (6, 4); H∞ = 2.56; (c) M(Q) for Q 6= Q2, in absence of NA-JPEG;
H∞ = 5.23; (d) M(Q) for Q = Q1 = Q2, (y, x) = (2, 3).

location (y, x) corresponding to the shift of the primary compression,
whereas in the absence of NA-JPEG M(Q) will be nearly uniform
for every Q 6= Q2. Examples of IPMs for the cases just described
are shown in Fig. 2.

In the proposed algorithm, the uniformity of each IPM is measured
by its min-entropy, defined as

H∞(Q) , min
ij

(− logMij(Q)). (7)

It is easy to verify that a high min-entropy corresponds to a mostly
uniform IPM, whereas a IPM with a high peak will be characterized
by a low min-entropy.

A JPEG image whose DC coefficients have been compressed
with quantization step Q2 will then be classified as NA-JPEG if
there exists a Q 6= Q2 such that H∞(Q) < T1, where T1 is
a suitable threshold, and the relative shift, computed as (y, x) =
argmax(i,j) Mij(Q), is different from (0, 0). In practice, we test
all Q values between Qmin = 2 and Qmax = 16. When more
than one Q satisfies the above condition, the Q achieving the lowest
min-entropy is selected as the quantization step of the primary
compression Q1.

A. Coping with the case Q1 = Q2

The above strategy works well when Q1 is different from Q2, that
is when the two compressions were carried out with different quality
factors. When Q1 = Q2, M(Q1) already shows a high peak at (0, 0)
due to the last compression, which makes the peak due to the first
compression less evident, as shown in Fig. 2-(d), so that the detection
of the presence of the primary compression will fail.

To cope with this problem, we observed experimentally that, in
the absence of NA-JPEG, M(Q2) is approximately symmetric with
respect to the shift (4, 4); this can be explained by observing that
the distribution of the DC coefficients computed using different grid

shifts will appear more close to that of a quantized signal when most
of the pixels within the block comes from a single block of the
original JPEG image, that is, when we have a shift like (0,1), or
(7,0), whereas it will be less close otherwise. In summary, we can
assume that when the proportion of pixels coming from different
adjacent blocks is the same, as it appears for shifts symmetric with
respect to (4,4) (for example (1,1) and (7,7)), the histogram of DC
coefficients has similar resemblance to that of a quantized signal, so
that similar IPM values can be expected.

Hence, we devise to detect the secondary peak by observing the
asymmetry of the map, that can be studied by defining a differential
IPM (DIPM) as follows

M ′ij(Q) , K−1 ·max(Mij(Q)− P(Mij(Q)), 0) (8)

where P(Mij(Q)) is the prediction of Mij(Q) according to the
symmetry of the IPM, and K is a constant such that the entries
of the DIPM sum up to unity. P(Mij(Q)) is computed as follows
(we omit the quantization scale Q for clarity):

P(Mij) =



Mi,8−j+M8−i,j+M8−i,8−j
3

(i, j) ∈ RS
Mi,8−j (i, j) ∈ RH
M8−i,j (i, j) ∈ RV
M0,3+M0,5

2
(i, j) = (0, 4)

M3,0+M5,0

2
(i, j) = (4, 0)

M4,3+M4,5+M3,4+M5,4

4
(i, j) = (4, 4)

0 (i, j) = (0, 0)

(9)

where RS = {(i, j) : i 6= 0, 4, j 6= 0, 4} is the set of IPM values
showing both horizontal and vertical symmetry around the i = 4 and
j = 4 axes, whereas RH = {(i, j) : i = 0, 4, j 6= 0, 4} and RV =
{(i, j) : i 6= 0, 4, j = 0, 4} are the sets of IPM values showing
only horizontal or vertical symmetry around the j = 4 or i = 4



4

0 1 2 3 4 5 6 7

0

1

2

3

4

5

6

7

Fig. 3. Symmetric regions of IPM around the i = 4 and j = 4 axes. Yellow
regions have both horizontal and vertical symmetry (RS ), green regions have
horizontal symmetry (RH), blue regions have vertical symmetry (RV ). White
values have no symmetric counterparts. Values indicated by “x” are predicted
according to their symmetric counterpart(s) indicated by “+”. Values indicated
by “*” are predicted according to the neighboring values indicated by “o”.
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Fig. 4. Examples of DIPMs (bright/dark points correspond to high/low
values): (a) DIPM of the map in Fig. 2-(d), H′∞ = 1.26; (b) DIPM of
the map in Fig. 2-(a), H′∞ = 3.14.

axes, respectively. The above regions are shown for clarity in Fig.
3. The rationale is that IPM values belonging to symmetric regions
are predicted according to their symmetric counterparts, whereas IPM
values having no symmetry are predicted according to their neighbors.

In the presence of NA-JPEG, the DIPM will show a peak in
correspondence with the shift of the primary compression (see Fig. 4).
Again, we will define the min-entropy of the DIPM as

H ′∞(Q) , min
ij

(− logM ′ij(Q)). (10)

B. Detection algorithm

Hence, the detection algorithm proceeds as follows: first, it looks
for a Q 6= Q2 such that H∞(Q) < T1; if there is one value satisfying
this condition, the image will be classified as NA-JPEG; if there is
no such a value, it checks if H ′∞(Q2) < T2: if true, then the image
will be classified as NA-JPEG, otherwise as non NA-JPEG1.

A pseudo-code of the complete detection algorithms, summarizing
the above steps, is shown in Algorithm 1.

IV. EXPERIMENTAL RESULTS

For the experimental validation of the proposed work, we built
an image dataset composed by 1000 non-compressed TIFF images,
having heterogeneous contents, coming from three different digital

1Here, by “non NA-JPEG” we mean either a singly compressed image
or a doubly compressed image with aligned grid: concerning the proposed
algorithm, the two cases are indistinguishable.

Algorithm 1 Pseudocode of the proposed algorithm for detecting
NA-DJPG compression.

input I2
for i, j = 0→ 7 do

compute DijI2
compute hij as histogram of DC coefficients
for Q = Qmin → Qmax do

compute fij(Q) as in (5)
end for

end for
for Q = Qmin → Qmax do

for i, j = 0→ 7 do
compute Mij(Q) as in (6)
if Q = Q2 then

compute M ′ij(Q2) as in (8)
end if

end for
compute H∞(Q)
if Q = Q2 then

compute H ′∞(Q2)
end if

end for
select H∞ = minQ H∞(Q), Q1 = argminQ H∞(Q), (y, x) =
argmax(i,j) Mij(Q1) such that (y, x) 6= (0, 0)
if H∞ < T1 then

return NA-DJPG, Q1, (y, x)
else if H ′∞(Q2) < T2 then

return NA-DJPG, Q2, (y, x) = argmax(i,j) M
′
ij(Q2)

else
return non NA-DJPG

end if

cameras (namely Nikon D90, Canon EOS 450D, Canon EOS 5D)
and each acquired at its highest resolution; each test was performed
by cropping the central portion using four different image sizes (128×
128, 256× 256, 512× 512, and 1024× 1024).

For simulating NA-JPEG, each original image was JPEG com-
pressed with a quality factor QF1, decompressed, cropped by a
random shift (i, j) 6= (0, 0), with 0 ≤ i ≤ 7, 0 ≤ j ≤ 7, and
JPEG compressed with another quality factor QF2. The absence of
NA-JPEG was simulated by simply compressing the original image
with a quality factor QF2. The quality factor of the first compression
(QF1) was chosen so that the quantization step of the DC coefficients
(Q1) ranges from 2 to 16 with step 1, whereas the quality factor of
the second compression (QF2) was chosen so that the quantization
step of the DC coefficients (Q2) ranges from 1 to 16 with step 1.
The case Q1 = 1 was avoided because it is undetectable with the
proposed method.

This resulted in 240 possible combinations of (QF1, QF2) for
each tampered image and 16 different QF2 for each original image,
yielding a total of 240000 tampered images and 16000 original
images for each of the four image sizes.

The performance of the proposed detector has been investi-
gated by estimating the ROC curves for different combinations of
(QF1, QF2), using a 5-fold cross validation strategy: the distribution
of the statistics H∞(Q), H ′∞(Q2) is recorded over a training set of
800 images, optimal thresholds T1, T2 are set according to such statis-
tics, and the performance is measured on the remaining 200 images.
The above procedure is repeated five times, using mutually disjoint
sets of images for testing, and the average performance measures are
recorded. Different optimal thresholds are chosen according to QF2

and the image size.
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Fig. 5. Accuracy of the proposed detector for different JPEG qualities QF2

and different image sizes.
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Fig. 6. Accuracy of the detector in [6] for different JPEG qualities QF2

and different image sizes.

In Fig. 5, we show the maximum accuracy of the detector for
different values of QF2 and different image sizes. The maximum
accuracy is defined as the point on the ROC curve corresponding to
the maximum number of correctly classified images and is averaged
over all possible QF1 values.

In order to make comparisons with other methods, we computed
on the same database the features described in [6] and [9] and we
fed them to a Support Vector Machine (SVM) using a radial basis
function kernel [12]. A different SVM was trained for each QF2

and image size, considering every possible QF1. Optimal kernel
parameters are found via grid search and 3-fold cross validation,
whereas the accuracy is evaluated through 5-fold cross validation. To
avoid the effects of imbalance [13] – for each QF2 we have 15000
tampered images and 1000 original images – we used an ensemble
of undersampled SVMs [14] and we measured the overall accuracy
as the arithmetic mean of the accuracy on each class.

The accuracy of the features of [6] and [9] is shown in Fig. 6 and
Fig. 7, respectively. Compared to [6], our detector is from 5% to
15% more accurate for similar image sizes. Noticeably, the higher
improvement in performance is achieved for the smaller image sizes:
our detector needs only a 256 × 256 image to achieve the best
performance of [6]. Compared to [9], our detector is from 10% to
25% more accurate for similar image sizes and similar QF2.

In Table I, we show the maximum accuracy of the proposed
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Fig. 7. Accuracy of the detector in [9] for different JPEG qualities QF2

and different image sizes.

TABLE I
ACCURACY OF THE PROPOSED DETECTOR (%) FOR IMAGE SIZE

1024× 1024.

QF2
PPPPQF1 50-57 58-67 68-76 77-85 86-95 96

50-57 88.5 92.6 93.7 94.7 95.7 95.3
58-67 80.7 90.7 94.4 96.3 97.2 96.5
68-76 60.8 77.7 92.5 96.5 98.0 98.2
77-85 50.2 53.6 67.6 91.0 98.6 98.8
86-95 50.2 50.1 49.8 54.8 85.4 98.9

detector for different combinations of QF1 and QF2, when the image
size is 1024× 1024. For a comparison, the accuracy of the detectors
in [6] and [9] is shown in Table II and Table III, respectively. To
make easier the evaluation of the methods, the best results for each
combination (QF1,QF2) are highlighted in bold. Even though the
case of 1024 × 1024 images is that in which we have the smallest
performance improvement, the proposed approach outperforms both
previous methods, especially when QF2 is similar to QF1: when
QF2 − QF1 > 10 NA-JPEG is detected with very high accuracy
(> 95% in most cases), while it is still detected with about 90%
accuracy when QF2 is similar to QF1 and with about 80% accuracy
when QF1 − QF2 < 10 and QF1 < 76. Noticeably, the proposed

TABLE II
ACCURACY OF THE DETECTOR IN [6] (%) FOR IMAGE SIZE 1024× 1024.

QF2
PPPPQF1 50-57 58-67 68-76 77-85 86-95 96

50-57 73.6 82.6 89.5 95.9 97.1 98.6
58-67 67.2 77.3 85.4 94.8 97.2 98.4
68-76 61.0 67.8 76.8 89.9 97.3 98.2
77-85 57.4 60.0 63.9 75.3 94.8 97.6
86-95 51.4 52.8 53.4 56.4 76.5 94.5

TABLE III
ACCURACY OF THE DETECTOR IN [9](%) FOR IMAGE SIZE 1024× 1024.

QF2
PPPPQF1 50-57 58-67 68-76 77-85 86-95 96

50-57 56.3 62.4 73.7 82.4 91.5 96.3
58-67 55.1 60.0 67.6 79.3 90.6 96.4
68-76 53.2 56.7 61.9 72.7 88.6 95.7
77-85 51.4 53.5 57.1 63.1 80.7 93.5
86-95 49.5 49.8 50.8 53.3 63.5 86.5
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TABLE IV
PROBABILITY OF DETECTION OF THE PROPOSED DETECTOR (%) FOR A

PROBABILITY OF FALSE ALARM EQUAL TO 1%, FOR IMAGE SIZE
1024× 1024.

QF2
PPPPQF1 50-57 58-67 68-76 77-85 86-95 96

50-57 78.1 86.9 88.6 90.4 92.4 92.1
58-67 62.3 82.6 90.5 93.8 95.5 94.1
68-76 20.3 55.9 86.0 94.4 97.1 97.5
77-85 1.5 7.9 34.7 82.3 98.1 98.6
86-95 1.3 1.3 0.8 9.9 71.7 98.6
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Fig. 8. Percentage of correctly estimated primary compression parameters:
(a) quantization step Q; (b) shift (y, x).

method maintains a very high probability of detection even if we force
a 1% probability of false alarm, as shown in Table IV, confirming
the robustness of the min-entropy feature.

In order to evaluate the ability of the algorithm to estimate
the correct quantization step Q1 and the correct shift (y, x), we
also performed a test by setting the thresholds so as to achieve a
probability of false alarm equal to 1% and we recorded the estimated
parameters. The accuracy, defined as the percentage of correctly
identified Q1 and (y, x) over the images detected as NA-JPEG, is
shown in Fig. 8, for different values of QF2 and different sizes. For
QF2 > 75, the proposed method identifies the correct Q1 and (y, x)
in over 98% of the images recognized as NA-JPEG irrespective of the
image size, while for 1024× 1024 images the correct identification
rate is always greater than 96% irrespective of QF2.

V. CONCLUSIONS

In this work, a simple and reliable algorithm to detect into a digital
image the presence of non-aligned double JPEG compression has
been proposed. The method is based on the observation that the DCT
coefficients exhibit an integer periodicity when the blockwise DCT
is computed according to the grid of the primary JPEG compression.
Such a behavior can be efficiently detected by measuring the non
uniformity of a suitably defined integer periodicity map (IPM), in
which every entry of the map depends on the DCT statistics for a
particular grid shift. A slightly modified map is required when the
second compression uses the same quantization step as the primary
one. The presence of NA-JPEG is detected by applying a threshold
detector to the min-entropy of the IPM, measuring its uniformity.
Experimental results show that the proposed detector achieves a
higher detection accuracy than previously proposed methods and is
able to analyze smaller images. Moreover, the proposed method is
able to accurately estimate both the grid shift and the quantization
step of the DC coefficient of the primary JPEG compression, which
can be used to perform more advanced analyses. Indeed, we are
currently studying the possibility of using the estimated parameters
to derive a statistical model of DCT coefficients of NA-JPEG images,
which can be used for the automatic localization of tampered regions
following an approach similar to the one proposed in [3].
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ABSTRACT

The analysis of double-compressed images is a problem

largely studied by the multimedia forensics community, as it

might be exploited, e.g., for tampering localization or source

device identification. In many practical scenarios, e.g. photos

uploaded on blogs, on-line albums, and photo sharing web

sites, images might be compressed several times. However,

the identification of the number of compression stages ap-

plied to an image remains an open issue. This paper proposes

a forensic method based on the analysis of the distribution of

the first significant digits of DCT coefficients, which is mod-

eled according to Benford’s law. The method relies on a set

of Support Vector Machine (SVM) classifiers and allows us

to accurately identify the number of compression stages ap-

plied to an image. Up to four consecutive compression stages

were considered in the experimental validation. The proposed

approach extends and outperforms the previously published

methods aimed at detecting double JPEG compression.

Index Terms— multiple JPEG compression, forgery

identification, first digit features, Benford’s law.

1. INTRODUCTION

Multimedia forensic analysts have recently considered the

possibility of identifying images which has been compressed

more than once and reconstructing the coding parameters of

the previous coding stages. In principle, image compression

can be performed an arbitrary number of times. However,

most of the solutions proposed in the literature limit their

analysis to the case of double compression, i.e., they aim at

detecting whether an image has been compressed once or

twice. However, we believe that this assumption does not

hold in many practical scenarios, since images might be com-

pressed several times, and possibly edited between two con-

secutive compression stages. As an illustrative example, let

us consider an image, which is originally compressed by the

acquisition device (i.e., a video or photo camera) to be stored

The project REWIND acknowledges the financial support of the Future

and Emerging Technologies (FET) programme within the Seventh Frame-

work Programme for Research of the European Commission, under FET-

Open grant number:268478.

in the onboard memory. A second compression is performed

by the owner, after editing the image to enhance the percep-

tual quality and adjust the format (e.g., brightness/contrast

adjustment, rescaling, cropping, color correction, etc.). A

third compression is performed whenever the content is up-

loaded to a blog or to an on-line photo album. As a matter of

fact, it is reasonable to assume that a large number of digital

images available on-line have gone through more than two

compression stages performed by its owner, and could be

further compressed by other users. In these cases, a method

that identifies the number of compression stages proves to be

extremely important in reconstructing the processing history.

In this paper, we focus on images compressed by means of

JPEG [1] since it is by far the most widely adopted compres-

sion standard. As mentioned before, previous works focused

on the detection of double JPEG compression, assuming that

an image was coded once or twice. Some of the proposed

solutions analyze of the statistics of DCT coefficients [2].

Other strategies rely on the assumption that quantization is

an idempotent operation, i.e., requantizing DCT coefficients

with the same quantizer leads to reconstructed values highly-

correlated with its input [3]. In [4], the authors detect double

compression by studying coding artifacts. Other methods rely

on characterizing the statistics of natural images. These in-

clude the approaches based on the analysis of the distribution

of the first significant digits, which can be modeled according

to Benford’s law [5].

Similarly to [5], in our investigation we study how DCT

coefficient statistics change when an image goes through sev-

eral compression stages. More precisely, our analysis con-

siders the most significant decimal digit or first digit (FD) of

DCT coefficient absolute values. We propose a method based

on a set of Support Vector Machine (SVM) classifiers, which

permits estimating the number of coding cycles. Experimen-

tal results show that it is indeed possible to infer the number

of compression stages from the FD statistics with a reasonable

approximation.

The proposed technique can be employed in different

application scenarios, including steganalysis [2], detection

of image manipulation (when the original image is decom-

pressed, modified, and recompressed), forgery identification

[6], and quality assessment.
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In the following, Section 2 describes the behavior of DCT

coefficient statistics, as they go through multiple quantization

stages, while Section 3 presents the proposed classification

method. Experimental results are reported in Section 4 and

final conclusions are drawn in Section 5.

2. MULTIPLE COMPRESSIONS AND

COEFFICIENTS STATISTICS

The JPEG image compression standard defines a block-based

transform coder (see Fig. 1), which partitions the input image

into 8 × 8 pixel blocks X and computes the Discrete Cosine

Transform (DCT) of each block. Transform coefficients Y

are quantized into integer-valued quantization levelsYq1

Yq1 (i, j) = sign(Y (i, j))round

(

|Y (i, j)|

q1(i, j)

)

, (1)

where the indexes (i, j) denote the position of the elements

in the 8 × 8 block. The values Yq1(i, j) are converted into a

binary stream by an entropy coder following a zig-zag scan

that orders coefficients according to increasing spatial fre-

quencies. The coded block can be reconstructed by apply-

ing an inverse DCT transform on the rescaled coefficients

Yq1(i, j) · q1(i, j). Note that the quantization step q1(i, j)
changes according to the index (i, j) of the DCT coefficient

and is usually defined by means of a quantization matrix.

In the IJG (Independent JPEG Group) implementation, the

quantization matrix is selected by adjusting a quality factor

(QF), which varies in the range [0, 100]. The higher QF, the
higher the quality of the constructed image.

When the image is encoded a second time, the resulting

quantization levels are

Yq2(i, j) = sign(Yq2 (i, j))round

(

|Yq1(i, j) · q1(i, j)|

q2(i, j)

)

,

(2)

where q2(i, j) are the quantization steps of the second com-

pression stage.1 It is possible to iterate the compression pro-

cess N times leading to the quantization levels YqN (i, j).

1Note that in this model we omit to consider the rounding and clipping of

the reconstructed pixels to finite precision integer values after inverse DCT.

This approximation is allowed by the fact that the effects of quantization

prevail over those of rounding.

In order to detect double JPEG compression from the

pixel values of an image, some of the approaches proposed

in the literature [5] rely on detecting the violation of the

so-called Benford’s law (also known as first digit law or

significant digit law). Letm denote the first digit (FD)m, i.e.

m =

⌊

|Y (i, j)|

10⌊log10 |Y (i,j)|⌋

⌋

. (3)

It has been observed that the empirical probability mass func-

tion (pmf) p̂(m) ofm follows the generalized equation

p(m) = K log10

(

1 +
1

α+mβ

)

, with m = 1, . . . , 9. (4)

After quantization, the pmf p̂(m) computed from Yq1(i, j) de-
viates from p(m) as defined in eq. (4). According to the char-
acteristics of such deviation, it is possible to detect whether

m has been generated from Yq1(i, j) or Yq2(i, j).
However, these solutions aim at detecting whether an im-

age has been coded once or twice. In the case of images that

have gone through multiple compression stages, these strate-

gies fail in discriminating the number of coding stages and

the corresponding coding parameters.

This is due to the large number of possible configurations

and to the amount of noise introduced on the coefficients by

each quantization step. Figure 2 reports the pmf of the FD

for the quantized DCT coefficients of frame 0 in the sequence
foreman, for different numbers of compression stages. It is

possible to notice that, as the number of stages increases, the

pmf becomes less regular. As a matter of fact, it is necessary

to identify a robust set of parameters that can be used to detect

the number of coding stages.

3. THE PROPOSED DETECTION ALGORITHM

The estimation of the number of coding stagesN requires se-

lecting a set of robust features that presents a strong correla-

tion with the traces left by quantization. Previous works relied

on the analysis of the pmf of the FD m for a subset of spatial

frequencies. In [5], 20 spatial frequencies were considered,

leading to feature vectors of 180 elements. Other approaches

considered the relative difference between the actual pmf and

the Benford’s equation, i.e. χ(m) = (p(m) − p̂(m))/p̂(m)
[7].

In our approach, we aim at reducing the size of the feature

vectors by properly selecting those features that are extremely

sensible to the number of compression stages. More precisely,

Fig. 2 shows that the probabilities for some FD values are

more sensitive to multiple compression than others, i.e., the

deviation fromBenford’s law equation is more discriminative.

More precisely, our approach considers only the coeffi-

cients at 9 different spatial frequencies (defined in [2]) and

computes, for each of them, the pmf p̂(m) of the FD. Then, a
classifier processes, per each transform coefficient, a subset of
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Fig. 2. Probability mass functions of FDm and their relatives

Benford’s models at different coding stages. The graphs are

related to coefficients at different spatial frequencies.

the pmf values corresponding to three digits, i.e. m = 2, 5, 7,
since in our experiments these proved to be the ones that vary

the most as functions of the compression stages.

As a results, each image is represented with a feature vec-

tor v of 27 elements (i.e. approximately 6 times smaller than

in [5]).

Given the quality factor of the last compression stage,

which can be extracted from the available bitstream, it is pos-

sible to build a set of NT binary SVM classifiers, Sk (k =
1, . . . , NT ). Each classifier Sk is able to detect whether the

input image has been coded k-times or not.

In designing Sk, we adopted the logarithmic kernel

K (vi,vj) = − log (‖vi − vj‖
γk

2 + 1) , (5)

where the parameter γk is found in the training phase. Each

classifier also outputs a confidence value ξk that reports the

distance from the secant hyperplane (related to slack vari-

ables) and permits evaluating the reliability of the classifica-

tion. This value is employed to compute a multiclass confi-

dence value

Ξk =

NT
∑

∀h=1,h 6=k

I(ξh < 0) |ξh|+ I(ξk > 0) |ξk|, (6)

where I(·) is the indicating function. Finally, the algorithm

estimates that the image has been codedN∗ = argmaxN ΞN

times.

4. EXPERIMENTAL RESULTS

In order to evaluate the accuracy of the proposed classifier,

we randomly selected 100 images to train Sk and 10 images

(in the complementary set) for testing from the UCID dataset

[8]. At each compression stage, the quality factor QF was

sampled from a random variable uniformly distributed in the

interval [QFN − 10, QFN + 10], where QFN is the qual-

ity factor of the last compression stage, This assumption is

reasonable, since strong variations in QF across the different

compression stages would lead to severe quality degradation

that would make the resulting image useless. Moreover, we

also imposed that the QFs between two consecutive compres-

sion stages must differ by at least 3 units. In this way, we

avoided the trivial case in which an image is recompressed

with the same QF , since this would lead to Yqk−1
≃ Yqk

as if no additional compression has been performed at that

stage. In the testing phase, 10 different realizations (chains of
random QFs for each compression stage) were generated for

each image and each QFN value.

Table 1a reports the confusion matrix obtained with the

proposed method. It is possible to notice that the case of a

single compression stage is always correctly identified. In the

case an image was compressed 2 or 3 times, the proposed

method performs quite well since the probability of correct

detection is above 96 %. We compare the performance with

that of a classifier designed adapting the work in [5] in or-

der to detect the number of compression stages. The confu-

sion matrix, which is shown in Table 1b, demonstrates that

the two methods achieve nearly the same results for N ≤ 3.
However, the proposed method is characterized by a lower

computational complexity, since the size of the feature vector

is much smaller. When N = 4, the accuracy of the proposed
solution slightly decreases, allowing us to correctly detect the

number of compression stages in approximately 94 % of the

cases. Conversely, the method adapted from [5] achieves a

probability of correct detection equal to 87 %. This perfor-

mance loss is due to the difficulty in identifying an adequate

set of support vectors, because of the high dimensionality of

feature vectors and the increased amount of noise introduced

by multiple compressions.

Furthermore, we also tested the robustness of the ap-

proach in case an image is manipulated between consecutive

compression stages. More precisely, we assumed that image

manipulation took place at the processing block in Fig. 1,



Table 1. Confusion matrix forQFN = 75.
a) proposed method b) classifier in [5].

N , N* 1 2 3 4

1 100.00 % 0.00 % 0.00 % 0.00 %

2 0.00 % 100 % 0.00 % 0.00 %

3 0.00 % 3.57 % 96.43 % 0.00 %

4 3.57 % 1.79 % 0.00 % 94.64 %

(a)

N , N* 1 2 3 4

1 100 % 0.00 % 0.00 % 0.00 %

2 1.79 % 98.21 % 0.00 % 0.00 %

3 0.00 % 0.00 % 100.00 % 0.00 %

4 12.50 % 0.00 % 0.00 % 87.50 %

(b)

Table 2. Confusion matrix forQFN = 75 with rescalings.
a) proposed method b) classifier in [5]

N , N* 1 2 3 4

1 100.00 % 0.00 % 0.00 % 0.00 %

2 0.00 % 100.00 % 0.00 % 0.00 %

3 1.02 % 0.00 % 98.98 % 0.00 %

4 94.90 % 0.00 % 0.00 % 5.10 %

(a)

N , N* 1 2 3 4

1 100.00 % 0.00 % 0.00 % 0.00 %

2 0.00 % 100.00 % 0.00 % 0.00 %

3 1.02 % 0.00 % 98.98 % 0.00 %

4 35.71 % 0.00 % 0.00 % 64.29 %

(b)

before the last coding stage. At first, we tested our approach

in presence of rescaling before the last coding stage, i.e.,

the image size was (up/down)scaled and then brought back

to its original dimensions with the introduction of aliasing

noise due to non-ideal interpolation. The rescaling factor was

sampled from a random variable uniformly distributed in the

range [0.5, 2.0]. Results in Table 2 show that the proposed

classifier (trained on non-rescaled images) proves to be robust

up to 3 compression stages. Note also that increasing the size

of the feature vector v does not bring any improvement in

terms of performance.

Finally, we tested the robustness of the proposed approach

to rotation and cropping (see Table 3). In this case, the rota-

tion angle is sampled from a uniform random variable in the

interval [−30, 30]. Experimental results show that the pro-

posed approach is robust up to 3 compression stages.

5. CONCLUSIONS

The paper describes a classification strategy that permits de-

tecting the number of JPEG compression stages performed

on a single image. The approach relies on a set of SVM

classifiers applied to features based on the statistics of the

first digits of quantized DCT coefficients. The proposed solu-

tion performs well with respect to previous approaches, while

employing a reduced set of features. Moreover, it proves to

be robust in presence of image manipulations (scaling, rota-

Table 3. Confusion matrix for QFN = 75 with rotations.
a) proposed method b) classifier in [5]

N , N* 1 2 3 4

1 100.00 % 0.00 % 0.00 % 0.00 %

2 0.00 % 100.00 % 0.00 % 0.00 %

3 2.04 % 0.00 % 97.96 % 0.00 %

4 96.94 % 0.00 % 3.06 % 5.10 %

(a)

N , N* 1 2 3 4

1 100.00 % 0.00 % 0.00 % 0.00 %

2 0.00 % 100.00 % 0.00 % 0.00 %

3 1.02 % 0.00 % 98.98 % 0.00 %

4 45.92 % 0.00 % 0.00 % 54.08 %

(b)

tion/cropping) between two consecutive compression stages.

Future research will be devoted to investigate other possible

antiforensics strategies that could fool the proposed solution

and to extend the approach to the case of video signals.
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ABSTRACT

Video content is routinely acquired and distributed in digital for-
mat. Therefore, it is customary to have the content encoded multiple
times. In this paper we consider a processing chain of two coding
steps and we propose a method that aims at identifying the type of
codec used in the first step, by analyzing its coding-based footprints.
The method relies on the fact that lossy coding is an almost idem-
potent operation, i.e., re-encoding the reconstructed sequence with
the same codec and coding parameters produces a sequence that is
highly correlated with the input one. As a consequence, it ispossible
to analyze this sort of correlation to identify the first codec provided
that the second codec does not introduce severe quality degradation.
The proposed solution finds several applications in the fieldof multi-
media forensics, e.g. to identify the device that generatedthe original
video stream or detect collages of different sequences.

Index Terms— Video forensics, coding-based footprints

1. INTRODUCTION

Video content is typically available in a lossy compressionformat.
Over the last decades, several video codec architectures have been
standardized with the goal of improving coding efficiency, leading
to the definition of a rich set of coding tools. Some of them are
included in more than one standard, whereas others are distinctive of
a specific coding scheme.

Due to the lossy nature of video compression, each codec per-
forms some non-invertible operations on the video sequenceleaving
peculiar coding-based footprints that can be revealed by properly an-
alyzing the decoded video sequence. These traces might be due to
either: i) normative coding tools, i.e. explicitly defined by the stan-
dard (e.g. block size, type of transform, etc.), or; ii) non-normative
tools, i.e. optionally selected at the encoder/decoder, ina way that
is dependent on the specific implementation (e.g. motion estimation
algorithm, rate control, error concealment, etc.).

Coding-based footprints have been largely studied for digital im-
ages [1][2][3][4] whereas little has been investigated forthe case of
video. In [5], a deblocking strategy is used to compute the quanti-
zation parameter of MPEG-2 I-frames from quantized coefficients.
The work in [6] describes the detection of double MPEG-2 com-
pression, for the case of I-frames only. However, conventional video
coding standards leverage motion-compensated predictionin order
to estimate temporal redundancy. Each group of pictures (GOP) con-
tains frames of different kind (e.g. I-, P- and B-frames), depending
on the reference frames used for prediction. The GOP structure is de-
tected in [7] based on the strength of spatial blocking artifacts. More

The project REWIND acknowledges the financial support of theFuture
and Emerging Technologies (FET) programme within the Seventh Frame-
work Programme for Research of the European Commission, under FET-
Open grant number:268478.

recently, we showed how how to estimate quantization parameters
and motion vectors in H.264/AVC video from decoded pixels [8].

In this paper we turn our attention to the problem of identify-
ing the type of video codec when the input sequence is coded twice.
This is a rather common scenario that arises, for example, when a
video sequence is uploaded to video sharing web sites, or when it
is the result of video editing. The codec type of the second cod-
ing step is readily available, as it is determined by the syntax of
the bitstream. Hence, the proposed approach aims at characterizing
the codec adopted in the first coding step, by determining thecor-
responding coding standard. The proposed method is based onre-
compressing the available video sequence with different codecs and
coding parameters, looking for similarities between the input and
output sequences of this additional coding step. Despite the sim-
plicity of the approach, we show experimentally that identification
can be performed correctly on different video sequences, especially
when the second coding step does not adopt coarse quantization. A
forensic analyst might exploit this piece of information toidentify
the device that generated the original video stream or detect video
sequences that are the result of collages of different sequences.

The rest of this paper is organized as follows. Section 2 provides
an overview of the main building blocks in a conventional video cod-
ing architecture, while Section 3 illustrates the proposedidentifica-
tion algorithm. Section 4 reports the results of experimental tests
and Section 5 draws the final conclusions.

2. BACKGROUND

In a conventional video coder, each block of pixelsx in a frame is
processed according to a set of operations that can be summarized
by the first line of blocks in the diagram of Fig. 1 (entropy coding is
omitted since it is a reversible operation and does not leavetraces).
An (optional) predictor is generated byP1 (exploiting either spatio
and/or temporal correlation). Then, prediction residualsare trans-
formed by means of an orthonormal transformT1, e.g. the DCT,
and scalar quantizationQ1 is applied to each transform coefficient
to obtainŷ1. Finally, the block is reconstructed in the pixel domain
by inverting the transform and adding back the predictor. Inorder
to represent the pixel values in finite integer arithmetics,rounding
might be applied. Moreover, an optional in-loop filter mightbe ap-
plied to remove blocking artifacts. Rounding and in-loop filtering
are summarized in a single blockR1.

Coding footprints are introduced by the non-invertible opera-
tions in Figure 1, i.e. quantization and rounding. Since theimpact
of the former is more pronounced, we focus on quantization-based
footprints to identify the underlying codec. Each coding standard
usually defines a finite set of possible quantization steps that are in-
directly selected adjusting an integer-valued Quantization Parameter



Fig. 1. A series of three coding steps.

(QP) 1. Coding standards typically differ in the way quantization
and dequantization are performed, even when they share the same
underlying coding architecture. Hence, the footprint inserted by the
quantization process represents a distinctive element.

3. CODEC IDENTIFICATION

We consider the setting depicted in Figure 1. A video sequence is
encoded by the first codec, denotedc1, and later encoded byc2.
The two codecs might be implementations of different codingar-
chitectures. For example, in a real world scenario the first coding
step might be performed by the acquisition device, while thesecond
coding step might take place in the case of transcoding, e.g., when
the sequence, or part of it, is uploaded to a video sharing system or
when the sequence is re-encoded after having been edited. Inthe
following, we will refer toX as the original sequence, andX̂j as the
sequence reconstructed after thej-th coding pass.

In this paper we aim at identifying the codec type being used by
c1. Specifically, we wish to identify the adopted coding standard, as-
suming that the forensic analyst has access only to the reconstructed
sequencêX2 provided byc2 and to the corresponding bitstream. In
our experimental setting, the codec adopted byc1 is compliant with
either MPEG-2, MPEG-4 or AVC standard. Here,c2 acts as a source
of noise, since it might mask the coding traces ofc1. Therefore, we
also aim at studying the amount of quantization noise that can be tol-
erated by the proposed method. Indeed, we argue that in the case of
aggressive lossy coding byc2 the identification ofc1 might become
very difficult, or even unfeasible.

In order to perform identification, the forensic analyst re-
encodesX̂2 with c3, iterating over each of the candidate codecs
possibly used inc1 and coding parameters, and obtainsX̂3. The
key observation is that lossy coding is an (almost) idempotent oper-
ation. That is, when a video sequence is re-encoded using thesame
coding architecture and coding parameters, the input and output
sequences are alike. In our setting, whenc2 is lossless, i.e. noise is
neglected, we expect̂X3 to be equal tôX2.

In order to provide an intuitive justification supporting this state-
ment, consider a block̂x2 taken fromX̂2. Let us assume an ideal
case, in whichc2 is lossless, i.e.̂x2 = x̂1, and an oracle informs
c3 about the exact coding parameters used byc1 (e.g. coding mode,
motion vectors, etc.). This way,c3 can form the same predictor as

1The relation between QP and quantization stepq varies according to the
specific standard.
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Fig. 2. An example ofPc3 for three frames of theForeman se-
quence, whenc1 = MPEG-2,c2 = AVC (at QP = 20) and a)
c3 = MPEG-2, b)c3 = AVC.

c1 and compute the same prediction residualsy3 = ŷ1 = Q1(y1)
in the transform domain. Then,c3 performs quantization to com-
puteŷ3 = Q3(y3) = Q3(ŷ1) = Q3(Q1(y1)). If Q3 ≡ Q1, due to
the idempotent property of scalar quantization,ŷ3 = Q1(y1) = ŷ1

and, consequently,̂x3 = x̂1.
When c3 does not matchc1, the use of different predictors,

transform and quantizers leads tox̂3 6= x̂1. Conversely, when a
match occurs,̂x3 and x̂1 are not identical, although, in practice,
x̂3 ≃ x̂1. This is due to the adoption of different coding options
related to non-normative aspects of the standard (e.g. motion es-
timation, rate-distortion optimization, spatial prediction, etc.), the
rounding operations, and the in-loop filtering applied on the pixels
of each frame to reduce blocking artifacts.

In order to find a match betweenc3 andc1, we re-encodêX2

with c3 at different target values of the quantization parameterQP

and compute the PSNR between̂X2 and X̂3 for each frame. By
analyzing how the PSNR varies as a function ofQP , we observed
the following:

• If c3 matchesc1, the PSNR vs. QP function typically
presents a local maximum corresponding to theQP value
originally used byc1 to encode the frame. As an example,
see Figure 2(a), wherec1 = c3 = MPEG-2.

• Otherwise, the PSNR vs. QP function is smooth and mono-
tonically decreasing. Whenc3 adopts AVC, this function is
approximately linear. In the case of MPEG-2 or MPEG-4,
the function is linear when warped to a log-scale. See, for
example, Figure 2(b), wherec1 = MPEG-2 andc3 = AVC.

Starting from the considerations above, we propose the follow-
ing identification algorithm.

• Let c3 ∈ {MPEG-2,MPEG-4,AVC}. For each target codec
typec3, encode the sequencêX2 using only the intra coding
mode for different values ofQP (for MPEG-2 and MPEG-4
QP ∈ [1, 31], while for AVC QP ∈ [12, 43]). Let X̂c3,q

3
de-
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Fig. 3. An example of a)Pc3 for 300 frames of theForeman
sequence, whenc1 = MPEG-2, c2 = AVC (at QP = 20)
andc3 = MPEG-2, where lighter grey indicates higher values of
PSNR(X̂2, X̂

c3,q
3

); b) mean value along each column ofPc3 .

note the reconstructed sequence, whereq = QP for MPEG-2
and MPEG-4 andq = QP − 11 otherwise.

• Construct a31×N matrixPc3 , whose entries are computed
as follow. Pc3(q, i) = PSNR(X̂2(i), X̂

c3,q
3

(i)), i.e. the
PSNR value computed comparing thei-th frame ofX̂2 and
X̂

c3,q
3

. An example ofPc3 is illustrated in Figure 3(a).

• Detect the GOP size and the indexes of the frames that were
originally intra-coded byc1. To this end, detect the peaks of
theN -element sequence obtained by averaging the entries of
Pc3 along the columns. See Figure 3(b) for an example. Let
I denote such a set of indexes.

• For each framei ∈ I, we consider the following model

P̂
c3(q, i) =

{

αiq + βi if c3 = AVC;
αi log(q) + βi otherwise.

(1)

and we compute the normalized mean square error of the
residuals. That is,

Ec3(i) =

√

(1/31)
∑

31

q=1
|P̂c3(q, i)−Pc3(q, i)|2

(1/31)
∑

31

q=1
Pc3(q, i)

(2)

• The identified codec is computed by selecting the model that
leads to the largest average residuals, as it indicates a devi-
ation from the linear trend observed whenc3 andc1 do not
match.

c∗
3 = argmax

c3∈{MPEG-2, MPEG-4, AVC}

∑

i∈I

Ec3(i) (3)

4. EXPERIMENTAL RESULTS

We tested the performance of the proposed method on a datasetof
six video sequences: four at CIF spatial resolution (352 × 288),
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Fig. 5. Detection ROC for each sequence. Results are averaged on
c1 andc2. As shown in Table 1, codec identification is sequence-
dependent, although good results can be achieved for lowQP values
of c2 since the masking effect is less influential. due to the second
encoder is not so evident.

namelyForeman, Mobile, Paris, News; two at 4CIF spatial resolu-
tion (704 × 576), namelyIce andHarbour. Each original sequence
was encoded with either MPEG-2, MPEG-4 or AVC. For each codec,
we selected three different target bitrates by enabling rate control in
order to obtain three sequences at, respectively,low, medium and
high quality.

As for the second coding pass, we re-encoded all sequences
with either MPEG-2, MPEG-4 or AVC. In order to unify the no-
tation, the set of possible QP values forc2 can be identified with
{a, b, c, d, e, f}, which corresponds to the set{1, 2, 4, 5, 7, 10} for
MPEG-x codecs and to the setQP ∈ {10, 20, 23, 26, 29, 32} for
AVC (equalizing the value of quantization steps among the codecs).

Figure 4 shows the probability of correct codec identification as
a function of the codec adopted byc2, denoted as masking codec.
The identification method is operated at the sequence level by ag-
gregating the observations extracted from all detected intra-coded
frames. These results are averaged across all tested sequences and
values ofQP for the second coding step.



Table 1. Identification accuracy.
(a)

QP (c2 = MPEG-2) 1 2 4 5 7 10
foreman 1.00 1.00 0.89 0.67 0.67 0.56
mobile 1.00 1.00 1.00 1.00 1.00 1.00
paris 1.00 1.00 1.00 1.00 0.56 0.56
news 1.00 1.00 0.78 0.56 0.56 0.44
ice 1.00 0.89 0.56 0.44 0.56 0.33
harbour 1.00 0.89 0.67 0.56 0.56 0.33

(b)

QP (c2 = MPEG-4) 1 2 4 5 7 10
foreman 1.00 0.89 0.67 0.67 0.56 0.56
mobile 1.00 1.00 1.00 1.00 1.00 0.89
paris 1.00 1.00 0.89 0.78 0.56 0.44
news 1.00 1.00 0.67 0.56 0.56 0.44
ice 1.00 0.78 0.44 0.44 0.33 0.33
harbour 1.00 0.89 0.56 0.56 0.56 0.44

(c)

QP (c2 = AVC) 10 20 23 26 29 32
foreman 1.00 0.89 0.89 0.78 0.78 0.56
mobile 1.00 1.00 1.00 1.00 0.67 0.67
paris 1.00 1.00 1.00 1.00 0.89 0.78
news 1.00 0.89 0.78 0.78 0.67 0.56
ice 1.00 1.00 1.00 0.78 0.78 0.56
harbour 1.00 1.00 0.89 0.89 0.89 0.56

In order to analyze the masking effect further, Table 1 shows
the accuracy obtained at different values ofQP of the second cod-
ing step, i.e. the fraction of correct identifications of thefirst coding
step. In nearly lossless conditions (lowQP ) the proposed method
successfully identifies the first codec in all cases. Notice that the
influence of lossy compression on the effectiveness of the proposed
identification algorithm is content-dependent. Indeed, for Mobile
and Paris, accuracy remains at1.0 also at higher values ofQP ,
whereas forForeman the method might fail whenQP is moderately
increased. This is due to the fact that, in the latter case, most of the
coefficients are quantized to zero, due to the presence of relatively
smooth textures.

Finally, we tested the performance of the identification algo-
rithm when it is applied on a frame-by-frame basis on detected
intra-coded frames. To this respect, we show the receiver-operating-
characteristic (ROC) curves obtained at different values of QP
for the second coding step. Letτ denote a threshold value. The
proposed method flags a framei as encoded withc3 whenever
Ec3(i) > τ . The true positive rate is the fraction of frames origi-
nally encoded withc1 for which Ec3(i) > τ . Conversely, the false
positive rate is the fraction of frames not encoded withc1 for which
Ec3(i) > τ . ROC curves are traced by varying the value ofτ . Fig-
ure 6 shows the ROC curves for each masking codecc2, averaging
results across all sequences and codecsc1. This allows us to study
the impact of the masking codec in terms of identification accuracy.
We notice that, at approximately the same quality level, AVCis a
stronger masker than MPEG-2 and MPEG-4. This is due to the
presence of deblocking filter, which conceals parts of the traces left
by quantization, especially for high values ofQP . In order to study
the dependency on the video content, Figure 5 shows individual
ROC curves for each sequence, this time averaging results across
both c1 and c2. These charts confirm that codec identification
is content-dependent, as already observed analyzing the results in
Table 1.
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Fig. 6. Detection ROC for each codecc2. Results are averaged on
sequences andc1. Note the dependency with respect toc2. When
AVC is used, lowQPs give better performances than MPEG-2 or
MPEG-4, while increasing theQP the results are the opposite.

5. DISCUSSION

In this paper we propose an algorithm that is able to identifythe cod-
ing standard used to lossy compress a video sequence. Although the
preliminary results are promising, there are several issues that need
to be faced and stimulate future research work. First, we considered
a closed-group setting where the different codec implementations
are known and can be enumerated. As a matter of fact, the proposed
strategy needs to be extended to an open-group scenario. Second, the
current version of the method did not exploit the available knowledge
on the second coding step, which acts as masker, nor the properties
of the video content. Third, the experimental validation needs to be
extended including additional codec types for the second coding step
(e.g. codecs employed by video sharing sites like YouTube).
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Abstract—Nowadays, thanks to the increasingly availability of
powerful processors and user friendly applications, the editing of
video sequences is becoming more and more frequent. Moreover,
after each editing step, any video object is almost always encoded
in order to store it using a less amount of memory. For this
reason, inferring the number of compression steps that have been
applied to such a multimedia object is an important clue in order
to assess its authenticity.

In this paper we propose a method to recover the number
of compression steps applied to a video sequence. In order to
accomplish this goal, we make use of a classifier based on multiple
Support Vector Machines (SVM) exploiting the Benford’s law.
Indeed, the feature vectors used to train and test the SVM are
based on the statistics of the most significant digit of quantized
transform coefficients.

The proposed method is tested with a generic hybrid video
encoder combining motion-compensation and block coding. Re-
sults show that this method is able to discriminate up to three
compression stages with high accuracy.

I. INTRODUCTION

The recent development of multimedia devices and editing

tools, together with the proliferation of video sharing web

sites, has made the acquisition, alteration, and diffusion of

video contents relatively-easy tasks. As a consequence, we

find more and more video sequences available on the Internet,

but each of them is potentially tampered with by anyone [1].

A typical operation involved in video tampering is the

compression step. Indeed, video signals usually consist in an

extensive set of data that make their handling and transmission

prohibitive. For this reason, a first compression stage may take

place on the acquisition device in order to allow an effective

storage on the on-board memory. A second compression (or

even more) is operated by the same owner after editing

the acquired content (e.g., adjusting the video sequence to

enhance its quality, or including titles and references). An

additional compression can then be performed when uploading

the content on a video-sharing platform or a website. As a

result, video sequences are usually compressed multiple times.

However, encoding a video object involves non-invertible

operations such as quantization, and this leaves peculiar foot-

prints on the sequence itself. Thus, by studying these foot-
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prints, a forensic analyst may infer the number of compression

steps that have been applied to a sequence. As a matter of

fact, the detection of the number of compression steps is a

significant indicator of the number of elaborations that were

applied. This has significant implications on media authenticity

and validation, particularly when the analysts have to provide

legal evidence in a trial, or some copyright violations need to

be verified.

So far, multimedia forensic analysts have mainly focused

on the detection of double image and video compression, i.e.,

they aim at detecting whether a video has been compressed

once or twice. Additional works have also been focusing on

disguising compression footprints (antiforensic strategies) in

order to make the resulting image as if it has been compressed

once [2]. In [3], [4] Farid et al. analyze coefficient statis-

tics to detect double compression and find out the adopted

quantization steps, while statistics on bitrates for coded frame

allow the identification of cuts and changes in the GOP size.

Antiforensics strategies targeting frame insertion/deletion have

been studied as well in order to test the robustness of these

approaches whenever a malicious user attempts to trick them

[5]. It is also possible to exploit compression artifacts in order

to reveal previous compressions as Luo et al. show in [6]

or distortion introduced by interlacing and de-interlacing [7].

Another work by Liao et al. [8] targets the problem of double

compression in H.264/AVC standard. In [9], Bestagini et al.

employ the idempotency principle to detect the parameters

of the first coding stage provided that compression has been

operated twice. In this case, the number of compression

that have been operated is assumed to be known. In the

approach by Chen and Shi [10] the first digit feature, derived

from double JPEG compression works, is used in order to

discriminate between single or double compression.

However, as stated before, multimedia signals are very

likely to be compressed more than twice. Thus, identifying

the number of compression stages is crucial information in

the reconstruction of the past processing history of the video

and in the evaluation of the reliability of the displayed content

(i.e., how faithfully it reproduces reality).

In this paper, we focus on multiple video compressions (up

to three) operated by a generic hybrid video coder combining

transform coding and motion compensation. The detector is

based on the combination of multiple binary Support Vector
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Fig. 1. Block diagram for generic video compression.

Machines (SVM). The used feature vectors are built collecting

information about the statistics of the most significant digit of

quantized transformed coefficients. The theoretical aspect of

this work is justified by Benford’s law. The work is a natural

extension of [11], where multiple image compression was

considered. However, in this case, estimation is made more

complex because of motion estimation that alters the alignment

between blocks mixing coefficient statistics.

In the following, Section II describes the behavior of DCT

coefficient statistics, as they go through multiple quantiza-

tion stages, analyzing the theoretical aspects of the problem.

Section III presents the proposed classification method based

on multiple SVM. Experimental results are reported in Sec-

tion IV, and final conclusions are drawn in Section V.

II. MULTIPLE COMPRESSIONS AND COEFFICIENTS

STATISTICS

Most of the recent video compression standards combines

spatial and/or temporal prediction with block-based transform

coding. At the n-th compression stage, the input frame is

divided into K regular blocks X
k
n, k = 1, ...,K , which are

spatially or temporally predicted by a predictor block. From

now on we omit the apex k for compactness without loss of

generality, focusing on a single block at a given compression

step. The predictor Xp,n is chosen among the pixel blocks

of the previously reconstructed frames (see Figure 1). The

residual block En = Xn − Xp,n is then transformed and

the resulting block Yn of coefficients is quantized into the

block Y∆,n. Most of the time quantization is performed in-

dependently on each coefficient using a uniformly-distributed

output levels with a dead-zone around the zero in order to

maximize the percentage of null reconstructed coefficients. In

the adopted notation, the quantization levels are

Y∆,n(i, j) = sign(Yn(i, j))round

(

|Yn(i, j)|

∆n(i, j)

)

, (1)

where the indexes (i, j) denote the position of the elements

in the block. The adopted quantization step at the n-th com-

pression stage is ∆n(i, j), which may change according to the

spatial frequencies of the coefficient and the type of coding

for the current block. The coded block Yr,n can be recon-

structed by multiplying the quantized values Y∆,n(i, j) with

the corresponding quantization step ∆n(i, j). The displayed

block Xr,n can be obtained by inversely transform the block

Yr,n and adding the corresponding predictor. As a result, it

Coding

Input sequence

Iteration n

X n

Processing

Decoding

Fig. 2. Block diagram for multiple compression.

is possible to model the coding distortion with the distortion

block Dr,n so that Xr,n = Xn + Dr,n. Note that, in case

of medium-high distortions, the distortion Dr,n is correlated

with the quantized signal.

These operations can be iterated multiple times (see Fig-

ure 2) by re-encoding the output sequence after some eventual

processing steps (e.g., cropping, rescaling, etc...). As a result,

the coefficient statistics is altered according to the number of

compression stages that were applied to the original data.

Let us consider the double compression case. After the

first coding stage, the output signal is Xr,1 = X1 + Dr,1

where Dr,1 is correlated with the error E1 = X1 − Xp,1.

During the second coding stage, X2 = Xr,1 is predicted by

Xp,2 = Xp,1 +D
p
r,2, where D

p
r,2 is the distortion introduced

on the predictor by the second compression. In this case,

we assume that the estimated motion vectors (MVs) are

approximately the same because of either the smoothness of

motion field or the regularity among MVs introduced by rate-

distortion optimization (i.e., smooth MV fields permit a more

effective compression of MV data) and MV prediction.

Therefore, the second compression stage has to quantize

E2 = E1 + Dr,1 − D
p
r,2, where D

p
r,2 is uncorrelated with

E1+Dr,1 since it is referred to previous blocks. It is possible

to notice that, assuming that a uniform quantizer is chosen,

the statistics of quantized E2 for a given realization of D
p
r,2

equals a shifted version of the statistics of quantized E1 +
Dr,1. Averaging the probability mass function (pmf) over the

different realizations of D
p
r,2 we have that the statistics of

quantized E2 equals the statistics of a double quantization on

E1 (statistics of E1+Dr,1+Dr,2). From these assumptions, it

is possible to relate the statistics of double video compression

to the analysis of double quantization for random variables.

In the case of transform coefficients from video coding

(which can be modeled with exponential variables), it is

possible to detect the number of quantizations by analyzing

the violations of Benford’s law (also known as first digit law

or significant digit law) for the quantized transform coefficients

[12]. Let m denote the first digit (FD) m of coefficient

Y∆,n(i, j), i.e.

m = FD(Y∆,n(i, j)) =

⌊

|Y∆,n(i, j)|

10⌊log10 |Y∆,n(i,j)|⌋

⌋

. (2)

It has been observed that the empirical pmf p̂(m) of m follows
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the generalized equation

p(m) = K log10

(

1 +
1

α+mβ

)

, with m = 1, . . . , 9. (3)

According to the pmf deviation with respect to the above

equation, it is possible to detect whether m has been generated

from Y∆,n(i, j) or Y∆,m(i, j), with n 6= m. In fact, whenever

n = 1, the pmf p̂(m) computed from Y∆,n(i, j) satisfies

the Benford’s equation quite accurately; in case n > 1,

the distribution p̂(m) deviates from p(m) depending on the

number of coding stages n.

It is possible to provide an analytical explanation for this

by modeling the absolute values of the quantized coefficients

y1 = |Y∆1,1(i, j)| via a geometric variable with parameter q
(we omit the indexes (i, j) for the sake of conciseness).

As a matter of fact, the probability of the FD m = FD(y1)
is

p̂1(m) = P [FD(y1) = m]

=

+∞
∑

k=0

P
[

FD(y1) = m, 10k ≤ y1 < 10k+1
]

(4)

=

+∞
∑

k=0

q10
k m

(

1− q10
k
)

.

Assuming that q10
k

→ 0 rapidly for small values of k and that

(1− q10
k

) → 1, it is possible to write

p̂1(m) ≃ (1 − q) qm + (1− q10) q10m. (5)

In this case, eq. (5) can be approximated by a geometric

variable (Figure 3) with parameter qm < q (usually 15%

lower).

It is possible to demonstrate that standard Benford’s law

(i.e., α = 0 and β = 1) holds for any geometric variable.

More precisely, Benford’s law proves to be valid for variables

m whose logarithm log10(m) present a uniform distribution.

As for a geometric variable m with parameter qm,

P [log10 m ≤ a] =







0 if a < 0
1− qm q10

a

m /(qm − q10m ) if 0 ≤ a < 1
1 otherwise.

(6)
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which proves to be linear since for small values of qm
the curve q10

a

m is approximately linear. As a consequence,

P [log10 m ≤ a] proves to be the distribution of a uniform

random variable.

Let us suppose that a second quantization is operated on the

reconstructed coefficients Y∆1,1(i, j) · ∆1 with quantization

step ∆2. In this analysis we avoid the trivial cases ∆2 = s∆1

or ∆1 = s∆2 for s ∈ N. In case s = 1, the second quantization

has no effect, while in case s > 1 the distribution of y2 =
|Y∆2,2(i, j)| is geometric as well with parameter q2 = qsm.

However, in case ∆2 = s∆1 + r, r 6= 0 where ∆1 = h · r,

h ∈ N, h > 1, the resulting pmf of the quantized levels y2 is

p̂2(y) = qy2 (1− q2)q
⌊y/h⌋
m . (7)

Note that for the log-FD distribution (log(m2) = log(FD(y2)))
we have the distribution

p̂2(m) ≃ K qm2 (1 − q2)q
⌊m/h⌋
m (8)

where K is a normalizing factor. The related equation of first

digits shows that p2(m) can not be approximated by a linear

function since the oscillating elements evidenced in eq. (8)

makes the log-FD distribution non linear, as Figure 4 shows.

The figure reports the main term of the probability distribution

function for the FDs of Y∆1,1 and Y∆2,2. It is possible to

notice that the curve presents oscillations depending on the

redistribution of coefficients among the different quantization

bins.

Similarly, in case ∆1 = s∆2+r with ∆2 = h·r, h ∈ N, h >
1, we also obtain an oscillating probability distribution

p̂2(y) =

+∞
∑

t=0

qt (1− q) I(y == t s+ ⌊t/h⌋)). (9)

which can not be linear since in eq. (9) probability is scaled

with factor q every s values of y. An intuitive demonstration

is provided in Figure 5, where the integer values of the first

quantization are mapped into integer values of the second

quantization. The resulting distribution is no longer a geo-

metric random variable since the remapping is non uniform.
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III. THE PROPOSED DETECTION ALGORITHM

The estimation of the number of coding stages N requires

selecting a set of robust features that present a strong correla-

tion with the traces left by quantization. In this first analysis

we limited the number of compression stages to 3, but this

limitation can be extended later with a more complex classifier.

Previous works, focused on JPEG compression, relied on the

analysis of the pmf of the FD m for a subset of spatial

frequencies. In [12], 20 spatial frequencies were considered,

leading to feature vectors of 180 elements. Other approaches

considered the relative difference between the actual pmf and

the Benford’s equation, i.e. χ(m) = (p(m) − p̂(m))/p̂(m)
[13].

In our approach, we work with the coefficients of a 4 × 4
DCT blockwise transform applied to residual blocks En. The

estimate of the pmf of the first digit m consists in the 9 bins

histogram of the FD for each coefficient. This fact potentially

gives us a 144 dimensions feature vector. However our aim is

to reduce the size of the feature vector by properly selecting

those features that are extremely sensible to the number of

compression stages. For this reason our approach considers

only the first 7 spatial frequencies (by reading the 4 × 4
matrix in zig-zag mode) and computes, for each of them, the

histogram of the FD. This gives us a 63 dimensions feature

vector, which is actually almost a third of that considered in

[12].

The choice of using only a subset of the given coefficients

is justified by the fact that by increasing the spatial frequency,

we obtain more and more values quantized to zero. These

coefficients obviously bring less information, and for this

reason they can be discarded before the classification process.

In the design of the classifier a crucial role has been played

by the optimization of the SVM classifier. Usually, multi-class

SVM classifiers are decomposed into binary SVM classifier

(one versus the others) which are then recombined into a single

multi-class. In our approach we adopted the same strategy, but

the optimization process was carried on taking into account the

complete multi-class problem. More precisely, we generated

an extensive set of sequences coded a different number of

times (up to N ). The different feature arrays vi of the training

set are divided into N different classes Cn such that Cn
includes all the feature arrays for sequences coded n times.

For each sequence, the array of features were computed and

the optimization of the parameter of SVM kernels was done

minimizing the worst precision/performance computed within

the single set Cn.

Given the quality factor of the last compression stage, which

can be extracted from the available bitstream, it is possible to

build a set of K binary SVM classifiers, Sk (k = 1, . . . ,K). In

designing Sk, we adopted the radial basis exponential kernel

K (vi,vj) = exp
(

−γk‖vi − vj‖
2
)

, (10)

where the parameter γk is found in the training phase. The

training phase for the classifier Sk consisted in finding the

value for γk that maximizes the performance of the classifier.

The training set of arrays vi is randomly partitioned in two

sets: an computation set (where the vectors and parameters are

optimized given an assigned value for γk) and the verification

set (where the performance of the classifier is tested). Note

that these two sets differ from the final test set from which

the results reported in Section IV were obtained. This proce-

dure permits a sort of cross-validation of the classifiers. The

performance of the classifier Sk is parameterized computing

its recall (correctly classified / elements in the set) for each

set Cn and selecting the minimum value. In this way, despite

the classifier is binary, it is optimized considering the original

multiclass problem.

Each classifier Sk outputs a confidence value ξk that reports

the distance from the secant hyperplane (related to slack

variables). By using this distance it is possible to evaluate

the likelihood of a sequence satisfying a given condition.

A set of possible hypothesis has been considered designing

an SVM classifier for each of them. In the following, we will

refer to each classifier with the name of the output variable

(which indicates which class the analyzed sequence belongs

to). Each classifier wi,j tests whether the sequence has been

encoded i or j times.

In order to state if a given sequence has been coded i-times

we combine the wi,j values for several conditions that have

to be tested in different phases.

The output values wi,j are then recombined into three

parameters (associated to a supposed number of coding steps)

D1 = w1,2 + w1,3 − w2,1 − w2,3

D2 = w2,1 + w2,3 − w1,2 − w3,2

D3 = w3,1 + w3,2 − w1,3 − w2,3,
(11)

where the different classifiers are combined together with sign

+ or − according to the coherence of the descriptor with

respect to the number of coding steps associated to Di. The

three parameters lie on a plane (since they are recombination

of the same outputs from SVM classifiers), and therefore, one

of them can be omitted. The values of D1 and D2 span over a
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bidimensional interval where ideal data should lie on different

corners according to the number of coding steps. Therefore,

classification can be performed quite easily by mean of a

simple clustering algorithm. In our case we adopted k-means.

However, this classification permits distinguishing very well

the video sequence compressed once, but video sequences

compressed two or three times proves to be extremely inter-

mingled and a too simplistic clustering algorithm seems to

fail.

As a matter of fact, after having classified sequences en-

coded once, additional discriminative parameters need to be

added in order to refine the distinction between N = 2 and

N = 3. More precisely, we considered:

T1 = w2,3 − w3,2

T2 = w3,1 − w1,3
(12)

where the single classifiers w2,3 and w3,2 are enforced by

combination and the additional evaluation performed by w1,3

and w3,1. Fig. 6 reports the values of the two different

parameters T1 and T2 for the different classes.

The proposed parameters permit discriminating the correct

number of compression in many cases, even if feature arrays

for N = 2 are very similar to those related to N = 3.

Actually the additional classifiers w3,1 and w1,3 permit making

the global classifier more robust since the arrays of SVM

support are also derived from class N = 1 whose features

present a lower similarity with respect to N = 3. As a matter

of fact, a single SVM classifier could sometimes be unable

to discriminate the correct number of compression. However,

by combining variables together it is possible to enforce an

inaccurate classifier with the results from the other tests.

In the following, the performance of the algorithm will be

evaluated.

IV. EXPERIMENTAL RESULTS

In order to evaluate the accuracy of the proposed classi-

fier, we selected a training set of 12 video sequences that

TABLE I
TRAINING AND TEST SEQUENCES

Training

foreman news mobile

crew city salesman

table paris flower

irene bridgeclose waterfall

Test

soccer tempete

were coded using a generic hybrid transform-based motion-

compensated video codec. In this approach, the adopted

transform is a 4 × 4 integer DCT defined in the standard

H.264/AVC. The quantizers have been inherited from the same

standard as well. As for the adopted SVM implementation, we

adopted the SVMlight software [14] designed by T. Joachims.

At compression stage n, the quantization parameter QPn

was sampled from a random variable uniformly distributed in

the interval [QPr − 10, QPr + 10], where QPr is the average

quantization parameter for the sequence.

This assumption is reasonable, since strong variations in

QP across the different compression stages would lead to

severe quality degradation that would make the resulting video

sequence useless. Moreover, we also imposed that the QPs

between two consecutive compression stages must differ by

at least 2 units since small variations in quantization could be

perfectly transparent to the final resulting signal. In the training

phase we adopted 14 different realizations of QP chains for

the compression of each sequence.

Table II reports the confusion matrix obtained with the

proposed method. It is possible to notice that the case of a

single compression stage is always correctly identified. Thus,

in the case a sequence was compressed once, the proposed

method performs very well. As a matter of fact, the proposed

approach works well in detecting double compression since

it is very accurate in determining whether a video has been

coded once or more.

The effectiveness of the approach changes whenever the

number of compression is N > 1. In this case, with respect

to the still images one, discriminating multiple compression

is much harder due to motion estimation which scrambles

the statistics of coefficients. As a matter of fact, sequences

coded twice are not easily distinguishable from those coded

three times, and therefore, identifying N proves to be more

difficult. However, the proposed approach permits obtaining

an accuracy higher than 73%, which compares well with

respect to other double compression approaches (e.g., for the

approach [10], accuracy is around 70%). Similar conclusions

can be drawn considering other double compression detection

methods which reaches an accuracy around 92 %.

It is also possible to evaluate the robustness of combining

different classifiers together. In Fig. 7, we report the ROC

curves that compares the performance of the parameter T1

with respect to the single parameter w2,3 (which follows the

classification operated in [10] or in [15]). It is possible to

notice that although the performance of w2,3 is optimal on the
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TABLE II
CONFUSION MATRIX FOR QPN = 25.

N , N* 1 2 3

1 100 % 0.00 % 0.00 %
2 0.00 % 73.89 % 26.11 %
3 0.00 % 22.22 % 77.78 %

training set (where it has been optimized by the SVM learning

routine), its performances dramatically fall when applied to

test data. The parameter T1 limits the accuracy decrement and

permit improving both accuracy and recall.

Therefore, it is possible to conclude that the proposed

solution works very well as a double compression detector

and, moreover, permits revealing the eventuality that some

additional compression has been operated previously.

V. CONCLUSIONS

The paper describes a classification strategy that permits

detecting the number of video compression stages performed

on a single sequence. The approach relies on a set of SVM

classifiers applied to features based on the statistics of the first

digits of quantized DCT coefficients. The proposed solution

performs well with respect to previous double compression

detectors and permits revealing whether there have been

additional compression stages (more than two). Future work

will be devoted to improve the robustness of the approach

(making it more accurate as the number of compression

stages increases) and to analyze its possible employment in

a tampering detection approach. A second set of tests will

be devoted to verify the robustness of the approach whenever

some editing is performed between two consecutive compres-

sions (frame insertion/removal, interpolation). Moreover, we

will analyze the performance of the algorithm in presence of

antiforensic attacks aimed at hiding some of the compression

stages operated on the video sequence.
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No-Reference Pixel Video Quality Monitoring of
Channel-Induced Distortion
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Abstract— Video transmitted over an error-prone network may
be received at the decoder with degradations due to packet
losses. No-reference (NR) quality monitoring algorithms are
the most practical way to measure the quality of the received
video, since they do not impose any change with respect to the
network architecture. Conventionally, these methods assume the
availability of the corrupted bitstream. In some situations this is
not possible, e.g. because the bitstream is encrypted or processed
by third-party decoders, and only the decoded pixel values can
be used. The major issue in this scenario is the lack of knowledge
about which regions of the video have been actually lost,
which is a fundamental ingredient for estimating channel-induced
distortion. In this paper we propose a maximum-a-posteriori
estimation of the pattern of lost macroblocks, which assumes the
knowledge of the decoded pixels only. This information can be
used as input to a no-reference quality monitoring system, which
produces an accurate estimate of the MSE distortion introduced
by channel errors. The results of the proposed method are well
correlated with the MSE distortion computed in full-reference
mode, with a linear correlation coefficient equal to 0.9 at frame
level and 0.98 at sequence level.

Index Terms— Quality monitoring, No-Reference, channel er-
rors

I. INTRODUCTION

When video is distributed over a packet network, the visual
quality with respect to the original can be degraded by channel
errors, delay or jitter suffered during transmission. However,
in practical in-network video quality monitoring the original
reference signal is typically not available for comparison at the
decoder. In order to overcome this problem, reduced-reference
(RR) and no-reference (NR) approaches have been proposed
in the literature. The first ones postulate the availability of at
least a compact representation of the original signal, which
is sent over an auxiliary channel to the user, where it is
matched against the received signal to produce an estimate
of the distortion or a prediction of users’ mean opinion score
(MOS) [2][3][4]. Conversely, no-reference methods do not rely
on the availability of the original video. Instead, they make
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assumptions on the way video sequences are coded and/or
transmitted. Thus, quality evaluation is highly challenging,
but deployment does not require any change in the network
architecture. For this reason, no-reference methods have been
attracting a great deal of attention in the past few years. 1

No-reference quality monitoring techniques can be classi-
fied into methods that leverage only decoded-pixel information
(no-reference pixel, NR-P) and approaches that extract infor-
mation from the received bitstream, without performing full
decoding (no-reference bitstream, NR-B). Also, there are sys-
tems that use both sources of information, which are known as
“hybrid” and are denoted in the following as NR-BP. In some
circumstances, in-network monitoring might not be possible,
e.g. if the network is regulated by local-loop unbundling or
shared access. In this case, the service provider has no control
on the bitstream at intermediate nodes, since these belong to
the owner of the network. Furthermore, the bitstream may be
unavailable because it was encrypted, or the client employs a
third-party hardware decoder, which may be very expensive to
adapt to the quality monitoring task. In these cases, only the
pixel values of the decoded video sequence can be used and,
consequently, only the NR-P approach is feasible. With respect
to NR-B, NR-P methods have the considerable advantage of
having the decoded pixels available. However, the original
bitstream parameters and the location of the errors are not
known and must be somehow inferred from the decoded video.
This can be a very difficult task, because video degradations
can be confused with the original frame content, especially
when sophisticated error concealment strategies are employed
at the decoder.

In our previous work [1], we considered a NR-P method,
where we addressed the problem of estimating which portions
of a frame have been lost during transmission. Then, we
used this information to compute the MSE distortion for
H.264/AVC video. We showed that lost macroblocks can be
identified, to some extent, by looking at footprints left by the
error concealment process. Specifically, we concentrated on
temporal error concealment only, and deemed as lost all those
blocks that had an identical predictor in a reference frame.
In order to reduce the impact of false positives, e.g. skipped
macroblocks incorrectly labeled as lost, we considered in [1]
a morphological filter, which assumed the prior knowledge of
the exact slicing structure.

1In this paper, we focus on no-reference methods aimed at estimating the
distortion introduced by channel errors. We refer the reader to Section II for
a brief discussion on no-reference methods that estimate artifacts introduced
by lossy coding.
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In this paper we generalize and extend our previous work.
Similarly to [1], we consider a NR-P setting, which implies
the availability of the decoded (and error-concealed) video
pixels only. At the same time, we relax the constraints on
the necessary prior knowledge: i) we do not assume to know
the specifications of the error concealment algorithm used, but
only the broad category it belongs to (handling both spatial
and temporal concealment); ii) we do not assume to know the
exact slicing structure, but only that slices follow some regular
pattern (raster, interleaved, wipe, checkerboard, etc.) and are
not composed by a single macroblock. To the authors’ knowl-
edge, there are no other NR-P methods for estimating channel-
induced distortion in the literature which do not make specific
assumptions on the adopted slicing structure. Hence, as first
contribution of this paper, we formulate a flexible maximum
a posteriori (MAP) estimation of the location of corrupted
macroblocks. Throughout the paper, we will use the example
of H.264/AVC video, as this coding standard has demonstrated
superior coding performance in comparison to previous codecs
[5], and it is especially suitable for transmitting video over
IP [6] and wireless [7] networks. Nevertheless, we remark
that the applicability of the proposed method MAP estimation
technique is not restricted to a specific video coding standard,
but can be employed in any block-based hybrid video codec.

Having an accurate estimate of the support of channel losses
is extremely relevant in NR quality assessment. In fact, several
NR methods (see Section II) assume the availability of this
information to produce accurate estimates of the distortion.
As second contribution of this paper, we show how a NR-BP
distortion estimation algorithm designed for H.264/AVC video
can be converted into a NR-P method, using the proposed
MAP estimation of channel losses to replace the lack of
bitstream information. Our experiments show that channel-
induced distortion can be estimated in a NR-P fashion with-
out significant loss of accuracy with respect to the NR-BP
scenario.

The rest of this paper is organized as follows. Section II
reviews previous work in the literature related to NR quality
monitoring, focusing on distortion introduced by channel
errors. Section III describes in detail the problem of estimating
the portions of a video frame that have been lost. In Section
IV, we derive and evaluate the accuracy of the maximum-a-
posteriori estimator of the location of corrupted macroblocks.
This estimate is used in Section V to enable a NR-BP quality
monitoring system to work effectively in the absence of the
bitstream. Finally, Section VI concludes the paper.

II. RELATED WORK

A number of no-reference metrics have been proposed
for quantifying blurring or blocking artifacts in compressed
images (e.g. [8], [9], [10]). For example, the NR-P method
in [8] evaluates the distortion introduced by video coding by
automatically and perceptually quantifying blocking artifacts
of the Discrete Cosine Transform (DCT) coded macroblocks.
The NR-P metric in [9] estimates blurring in an image based
on the average width of its edges. Many of these methods
can be directly adapted to the case of video [11], even though

other impairments due to motion (e.g. motion-compensated
edge artifacts [12]) may occur that are not present in still
images. Ichigaya et al. [13], [14] and Brandão and Queluz
[15], [16] propose NR-BP methods to estimate the PSNR of
an MPEG2 or H.264/AVC-coded video sequence based on the
distribution of its quantized DCT coefficients. To this end, they
assume the availability of some bitstream information such as
the quantization parameter (QP) adopted to quantize the signal.

For the case of packet-loss impairments (PLI), the absence
of bitstream information may be a major limitation, as men-
tioned above. Thus, most of the research in the past decade has
concentrated on NR-B and NR-BP metrics (see e.g. [17], [18],
[19], [20], [21], [22] and references therein). We can basically
identify three classes of NR techniques for PLI, according to
the type of result they return.

A. Estimating perceptual quality.

In the first category fall methods that aim at estimating
the perceptual quality of a video sequence [23], [24], [25],
[18], [22] from a set of features that can be extracted from
the bitstream and/or the decoded pixels. The authors of [24]
assess the fluidity impairments due to packet losses/jitter, bit-
rate adaption or cell losses in wireless cellular transmission,
achieving linear correlations with MOS higher than 0.9. The
work in [25] quantifies PLI by weighting three factors: the
PSNR drop due to the loss (error severity), the error length
(duration of the loss including error propagation), and the
“forgiveness effect”, i.e. viewers tend to forget impairments
when, immediately later, the video is uncorrupted for a suffi-
cient amount of time. The resulting metric is full-reference
in nature, but can be easily extended to a NR setting by
estimating the initial PSNR drop blindly (see methods below).
The technique described in this paper would be beneficial for
that purpose. The work in [26] estimates the overall quality
of a transmitted video by considering the joint contribution
of: picture distortion due to quantization; channel-induced
distortion; and temporal masking effects of the human visual
system. The importance of temporal variations in the perceived
quality of a video has been analyzed in [27], where it is shown
that including temporal variation metrics into standard PSNR
or SSIM metrics would increase their accuracy for the case
of packet loss distortion. The authors of [28] measure the
MOS drop due to rebuffering interruptions and packet losses
in QCIF content transmitted over a mobile network. A NR-
P technique to evaluate PLI is described in [29]; however,
this metric assumes the knowledge of slicing structure, which
might be unknown in practice, and the results seem satisfactory
with very simple error-concealment methods only.

B. Estimating MSE distortion.

The output of perceptual quality metrics is typically cor-
related to MOS values collected in subjective evaluation
campaigns, in order to assess their accuracy. However, MOS
values are meaningful only at the sequence level, i.e., over
periods of time of at least a few seconds. In some applications,
it may be useful to have an indication of the actual video
fidelity at a finer granularity (e.g. over a single frame or at
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the macroblock level). Instead of directly targeting estimation
of visual quality, the approaches in this category focus on
predicting the MSE distortion (and derived metrics such as
PSNR) due to the channel losses [17], [30], [21]. MSE can be
computed at any granularity from pixel to sequence. Therefore,
it is flexible enough to be used for purposes different from just
giving an overall score of the corrupted video. Nevertheless,
PSNR can still be a good predictor of subjective video quality
(in terms of MOS), in the case of PLI [31]. The NR-B method
in [17] parses the bitstream at different levels of depth (full,
quick or no-parse) in order to estimate the MSE distortion.
Since there is no need for full decoding, this method is
particularly suitable from the network provider standpoint for
in-network quality monitoring. The NR-BP methods in [30]
and [21], in contrast, are designed to work at the decoder
side with little computational overhead. Yamada et al. [30]
observe that the error concealment algorithm may perform
more or less effectively depending on several factors, e.g.,
motion complexity and local texturing of the lost macroblock.
Therefore, they propose a NR-BP heuristic that measures
the error concealment effectiveness. When using zero-motion
error concealment, the authors show accurate correlations with
ground-truth MSE at the sequence level. This work has been
recently extended in [18] to directly predict MOS using the
smallest amount of information that can be deduced from an
encrypted bitstream, e.g. the size of the payload. The resulting
correlations at the sequence level, with subjective MOS scores
gathered on high-resolution video, are higher than 0.85. Nac-
cari et al. [21] describe a NO-Reference quality Monitoring
(NORM) system which takes as input a H.264/AVC compliant
bitstream together with the decoded (and error-concealed)
frames to estimate the MSE distortion at the macroblock level.
The reported correlations with the actual MSE are always
above 0.8, at the macroblock (MB) level, and higher than 0.9
at the sequence level.

C. Estimating PLI visibility.

Finally, the third class of methods follow a different ap-
proach and aim at predicting the visibility of each individual
packet loss [32], [19], [20], [33]. The task in this case is not
to detect possible losses and predict their effect on quality,
but rather to assess whether a loss (which is known to
have occurred) is likely to be seen by a certain fraction of
viewers. In [32] machine learning classifiers are used to predict
packet loss visibility in MPEG-2 coded bitstreams. Similar
techniques have been adapted to H.264/AVC coded bitstreams
in [34], and extended to include further descriptors such as
the Slice Boundary Mismatch (SBM), in order to quantify the
spatial impairment introduced by error-concealment [19]. An
interesting follow-up of this work [33] considers also the effect
of scene cuts and camera motion on the visibility of losses.

III. PROBLEM OVERVIEW

Let us consider a video sequence, coded with a hybrid,
block-based codec such as MPEG-2 or H.264/AVC. The
sequence is then transmitted over an error-prone channel. Our
goal is to estimate which portions of the video sequence have

(a) No error concealment (b) Spatial error conceal-
ment

(c) Motion-compensated
temporal error conceal-
ment

Fig. 1. The support of the initial error does not always coincide with
the actual lost macroblocks (shown in (a)). Depending on the adopted error
concealment strategy, the actual macroblocks with dI 6= 0 (highlighted by
the red-shaded boxes in the figure) may be substantially fewer.

been lost during transmission because of channel errors, given
the decoded pixels only. We adopt the following notation. Let
X denote the original video signal and b its encoded bitstream
that is transmitted over the error-prone network. Let X̂ be
the decoded video when b is received correctly, i.e. the video
sequence reconstructed at the encoder. Similarly, let b̃ denote
the bitstream actually received at the decoder, which may be
incomplete due to packet losses, and X̃ the decoded video
reconstructed after error concealment. When a macroblock i is
lost, it is partially recovered by means of an error concealment
algorithm. Perfect recovery of X̂ is in general not possible,
resulting in a channel-induced distortion

di(t) =
1

B2

B∑
j=1

B∑
k=1

(
X̂i(j, k, t)− X̃i(j, k, t)

)2
, (1)

where B is the macroblock size, t = 1, . . . , T is a frame
index, X̃i(j, k, t) is the pixel in position (j, k) of macroblock
i (i = 1, . . . , N ) in the decoded sequence, N is the total
number of macroblocks in a frame, and X̂i(j, k, t) is a pixel
of macroblock i in the error-free video. Hereafter, estimated
quantities will be denoted by placing a caret over the corre-
sponding symbol, e.g. d̂, in order to distinguish them from the
true, unknown parameters.

We can decompose the distortion di(t) due to a packet loss
for a given macroblock i at time t into two components: an
innovation and a propagation term,

di(t) = dIi (t) + dPi (t1, . . . , tn), (2)

where tl is the index of the l-th reference frame. In (2), dIi (t)
is the distortion produced by the lack of the original predictor
and prediction residuals at time t and by the adopted error
concealment algorithm. This term is often referred to as initial
error, and can be measured, e.g., in terms of MSE or SSIM
[19]. The term dPi (t) accounts for the propagation of errors
from the previous n reference frames due to the predictive
nature of video codecs [35]. The model in (2) is flexible
enough to take into consideration I, P or B slices: in the case of
I frames, the term d̂Pi (t) in (2) accounts for spatial prediction
in the same frame only, whereas for the case of B slices it will
depend in general from both past and future frames, according
to the adopted GOP structure. Based on (2), the MSE distortion
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pooled over a whole frame is:

d(t) =
∑

{j: MB j has
been lost}

dIj (t) +

N∑
i=1

dPi (t1, . . . , tn). (3)

Notice that only the MBs lost at time t contribute to the initial
error, though all the macroblocks of the frame can be indirectly
affected by PLI due to error propagation from the reference
frames. We can rewrite (3) in a more convenient form by
introducing an indicator function I(t) of the losses at time
t. Thus, (3) becomes:

d(t) =

N∑
i=1

[
Ii(t)dIi (t) + dPi (t1, . . . , tn)

]
, (4)

where the vector I(t) ∈ {0, 1}N is defined as:

Ii(t) =

{
1 if MB i has been lost
0 if MB i has been correctly received.

(5)

In the following, we will refer to I(t) as the pattern of lost
macroblocks.

It turns out that identifying exactly which slices have been
lost in a frame is an ill-posed problem, in the sense that it is not
possible from decoded pixels only to reconstruct the original
pattern of the loss I(t). The example in Figure 1 illustrates
this phenomenon, showing how the ill-posed nature of the
problem is related to the adopted error concealment algorithm.
Notice that lost macroblocks which are perfectly restored by
the error concealment algorithm do not leave any trace in
the decoded pixels. In general, perfectly healed macroblocks
are the ones whose content can be predicted exactly from
their spatial/temporal neighbors (depending on the type of
error concealment used). This is often the case when the
original sequence has high spatial/temporal correlation and
is coded at low bit rates. Also, more sophisticated error
concealment algorithms are more likely to perfectly recover
the lost macroblock content. As a result, we need to confine
our attention to identifying only those macroblocks i which
have been lost and have not been recovered perfectly by the
error concealment algorithm. Let D(t) be a binary vector,
whose elements Di(t) are equal to one if dIi (t) > 0, and equal
to zero otherwise. Therefore, we denote the binary vector of
lost macroblocks producing non-zero initial distortion as S(t):

Si(t) =

{
1 if Ii(t) = 1 and Di(t) = 1

0 otherwise,
(6)

and refer to it as the support of the initial error, to emphasize
that these are the only MBs that contribute to channel-induced
distortion. Indeed, these are the only macroblocks that are
relevant from a quality monitoring standpoint.

IV. MAP ESTIMATION OF THE SUPPORT OF THE INITIAL
ERROR

In this section we propose a flexible Bayesian approach to
estimate S, which incorporates both features observed from
the decoded pixels and an a priori distribution p(S) over all
possible error patterns. This prior distribution may express,

for instance, very loose assumptions over the adopted slicing
structure, e.g. that a slice consists of an unspecified number
of horizontally contiguous macroblocks.

A. Definition of the posterior distribution for S
Let xi(t), i = 1, . . . , N , be a vector of features computed

for each macroblock i of the observed frame X̃(t). These
features, which are further discussed in Section IV-B, may
quantify e.g. the spatial complexity of the current macroblock,
or the temporal activity in a neighborhood of the macroblock,
etc. We collect the feature vectors of each MB in frame t into a
single vector x(t) = [x1(t), . . . ,xN (t)]; likewise, we denote
with x = [x(1), . . . ,x(T )] the global feature vector for the
entire video sequence. In the following, we assume that quan-
tities without a temporal index t (e.g., S) refer to the whole
set of frames. The conditional likelihood p(x|S) expresses the
probability of observing a feature vector x conditioned on the
(hidden) true pattern of errors S (notice that this formulation
embeds also the possible temporal dependence between x and
S). We model S as a binary-valued vector random variable
with prior distribution p(S). Using Bayes’ rule, we can write
the posterior distribution of S given the feature vector x as:

p(S|x) =
p(x|S)p(S)

p(x)
(7)

The MAP estimate of S is that pattern of lost macroblocks Ŝ
which maximizes p(S|x). That is

Ŝ = argmax
S∈{0,1}NT

p(S|x) = argmax
S∈{0,1}NT

p(x|S)p(S) (8)

where the maximization is over the set of all 2NT possible
patterns. Note that the factor p(x) does not influence the MAP
decision, thus it needs not be estimated.

In (7), the conditional dependence between x and S is not
limited to a single frame, but it may encompass a larger tem-
poral horizon. This setting captures the temporal dependencies
in channel errors (e.g., losses in packet networks typically
come in bursts whose length might be of several frames [36]).
However, in order to simplify the model of the distribution in
(7), we assume statistical independence from frame to frame,
i.e.:

p(S|x) =

T∏
t=1

p(S(t)|x(t)) (9)

In this way, the maximization of p(S|x) reduces to the
separate optimization of each term p(S(t)|x(t)). We also
make the following two assumptions. First, feature vec-
tors x1(t), . . . ,xN (t) are conditionally independent given
S(t), and each vector has a conditional density function
p(xi(t)|Si(t)), which depends on S(t) only through Si(t).
Then, the likelihood function may be rewritten as:

p(x(t)|S(t)) =

N∏
i=1

p(xi(t)|Si(t)). (10)

Second, we observe that a single packet drop entails the
loss of a whole slice, which is rarely composed by a single
macroblock, but of 4- or 8-connected groups of macroblocks.
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These schemes include raster scan, interleaved, wipe, checker-
board and other widely employed slicing patterns. In other
terms, it is reasonable to penalize those configurations S(t)
having isolated macroblocks marked as lost. On this basis, we
model the prior distribution p(S(t)) as a pairwise interaction
Markov Random Field (MRF) [37] of the form:

p(S(t)) ∝ exp

1

2

N∑
i=1

N∑
j=1

wij(t) δ(Si(t),Sj(t))

 , (11)

where: wii = 0 and wij = wji ≥ 0, with the strict inequality
holding only if i and j are neighboring macroblocks (in the 4-
or 8-connectivity sense); and δ(Si(t),Sj(t)) is the Kronecker
delta function which is equal to one if Si(t) = Sj(t) and is
zero otherwise. The term inside the sum in (11), which is also
known as interaction potential [38], is different from zero only
if i and j are neighbors and Si(t) = Sj(t); in this manner, we
favor those configurations where neighboring macroblocks are
either all lost or all received. Notice that the formulation in
(11) can be easily extended to embed further prior knowledge;
e.g., if the probability of loosing a packet is known, it would
be straightforward to include this knowledge, e.g., multiplying
(11) by the packet loss rate (PLR).

Apart from an additive constant, the log-posterior distribu-
tion ln p(S(t)|x(t)) can be written as [39]:

ln p(S(t)|x(t)) =

N∑
i=1

λi(t)Si(t)

+
1

2

N∑
i=1

N∑
j=1

wij(t) δ(Si(t),Sj(t)), (12)

where λi(t) = ln
[
p(xi|Si(t)=1)
p(xi|Si(t)=0)

]
is the log-likelihood ratio for

macroblock i.
We deal with the efficient maximization of (12) in Sec-

tion IV-D. Before that, we describe the features x used to
characterize impairments due to channel losses, and provide
a functional form for their likelihood, for two kinds of error
concealment algorithms.

B. Features and likelihood function

In order to estimate S accurately, it is fundamental to select
a relevant set of features x, which capture the presence of
badly concealed errors in the decoded video. We start observ-
ing that Si(t) depends on: i) whether a MB has been lost; and
ii) how well the error concealment algorithm recovered the
lost content. Accordingly, we devise two classes of features,
each targeting a specific set of macroblocks as illustrated in
Figure 2.

The first kind of features aims at identifying which MBs
might have been lost, i.e., MBs i such that Ii(t) = 1. When
a macroblock is lost and its content is reconstructed through
an error concealment process, some characteristic traces are
left in the decoded pixels, as detailed in Sections IV-B.1
and IV-B.2. For instance, the lost MB content is typically
predicted from spatially or temporally neighboring MBs. As a
result, the rendered pixels show characteristic (and predictable)

Dj(t) = 1

Sk(t) = 1Ii(t) = 1

with concealment MBs difficult to conceal
MBs compatible

A B

C

L

Figure 1: Foglio.2

Fig. 2. The support of the initial error, represented by the set C, is included in
a set obtained by intersecting the set A of macroblocks which are compatible
with concealment, and the set B of macroblocks which, if lost, produce a
positive initial distortion.

correlations with the neighboring macroblocks, revealing that
they could be the result of an error concealment process.
In the following, we denote by xA

i (t) those features which
describe such error concealment traces. Notice that the set of
macroblocks compatible with error concealment may include
as well many correctly received MBs, whose content is almost
perfectly predictable from their neighbors. For this reason,
the xA

i (t) features tend to overestimate the number of lost
macroblocks.

As extensively discussed above, lost macroblocks could
be perfectly recovered (with zero distortion), provided that
they were perfectly predictable from their neighbors. The
second kind of features we propose aims at identifying those
portions of a frame where errors are unlikely to be effectively
concealed, due to the intrinsic complexity of the scene content.
In other terms, we look for MBs i such thatDi(t) = 1 (set B in
Figure 2). Features that describe the concealment effectiveness
are denoted as xB

i (t).
The set of macroblocks i such that Si(t) = 1 is, approxi-

mately, the intersection of the sets of MBs described by the
two categories of features introduced above, as depicted in
Figure 2. Since features xA

i (t) describe a property of the chan-
nel errors and of the error concealment, while xB

i (t) describe
a property of the original frame content, it is reasonable to
consider them as statistically independent. That is,

p(xi(t)|Si(t)) = p(xA
i (t)|Si(t)) · p(xB

i (t)|Si(t))
= p(xA

i (t)|Ii(t),Di(t)) · p(xB
i (t)|Ii(t),Di(t))

= p(xA
i (t)|Ii(t)) · p(xB

i (t)|Di(t)), (13)

where the simplification in the last equation comes from the
fact that features xA

i (t) are conditionally dependent on Ii(t)
only, while xB

i (t) depend solely on Di(t).
For the sake of clarity, Figure 3 illustrates how different

subsets of macroblocks are selected to approximate S(t), when
spatial error concealment is considered. The true pattern of
losses I(t) is represented by the highlighted area in Figure
3(a). For each macroblock of the decoded frame, we can
compute the likelihood p(xA

i (t)|Si(t) = 1) = p(xA
i (t)|Ii(t) =

1); this is shown in Figure 3(b). As expected, all the lost
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(a) Corrupted frame (b) p(xA
i (t)|Ii(t) = 1)

(c) p(xB
i (t)|Di(t) = 1) (d) p(xi|Si(t) = 1)

Fig. 3. Estimated likelihood for spatial concealment in the News sequence.
Brighter macroblocks correspond to higher values of likelihood.

macroblocks have a large likelihood; however, there are sev-
eral correctly received macroblocks which also exhibit large
likelihood values. Nevertheless, in many of these blocks the
errors would be easily concealed, so they should be filtered
out. These blocks correspond to the set B and are highlighted
in Figure 3(c). The intersection of the sets A and B corre-
sponds to the macroblocks having a high joint probability
p(xi(t)|Si(t) = 1). These likelihood values for each mac-
roblock are shown in Figure 3(d). We qualitatively observe
that, in this case, the joint use of xA

i (t) and xB
i (t) can improve

the accuracy of the detection, contributing to the reduction of
false positives. In the following, we describe two instances of
xA
i (t) and xB

i (t), which correspond to two widely used error
concealment approaches: motion-compensated temporal error
concealment and spatial error concealment.

1) Motion-compensated temporal concealment: When the
decoder adopts motion-compensated temporal concealment
(MCTC) for P or B frames, each lost macroblock is replaced
by another macroblock in a previous reference frame. Specif-
ically, in the MCTC strategy [40] proposed for H.264/AVC
video, the concealment algorithm finds the macroblock in
the reference frame that minimizes the side match distortion,
i.e., the border discontinuity between the error-concealed mac-
roblock and its neighbors. This procedure is repeated for each
macroblock in the lost slice, starting from the slice boundaries
(which can leverage correctly received and decoded pixels)
towards the interior of the slice. The widely used zero-motion
copy error concealment is a special case of MCTC.

We describe the footprints left by the error concealment for
each MB i at frame t using the temporal prediction residual
energy. First, we estimate motion vectors from the decoded
video in order to find a motion-compensated predictor X̃MC

i

for each decoded macroblock X̃i. Then,

xA
i,T(t) =

1

B2

B∑
j=1

B∑
k=1

(
X̃i(j, k, t)− X̃MC

i (j, k, t− 1)
)2
,

(14)
where the subscript T in xA

i,T(t) indicates the fact that
we are considering temporal concealment. By construction,
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Fig. 4. Histograms (normalized) of the features related to temporal conceal-
ment xA

i,T(t) and xB
i,T(t) for the Foreman sequence.

macroblocks compatible with error concealment must have
xA
i,T(t) = 0. In practice, due to the action of in-loop filtering

(such as the deblocking filter in H.264/AVC), it may happen
that the observed block does not match exactly its predictor.
As an example, Figure 4(a) shows the conditional likelihood
functions p(xA

i,T(t)|Si(t) = 1) and p(xA
i,T(t)|Si(t) = 0), for

the Foreman sequence. The two functions are modeled by
exponentials with different decay parameters:

p(xA
i,T(t)|Ii(t) = 1) ∝ e−α1,Tx

A
i,T(t)

p(xA
i,T(t)|Ii(t) = 0) ∝ e−α0,Tx

A
i,T(t) (15)

where α1,T > α0,T > 0.
In order to characterize the effectiveness of error conceal-

ment, we observe that, for MCTC, the complexity of the
motion field around a lost macroblock plays a major role
in determining the quality of the reconstructed signal. For
a macroblock i, let {M̂Vj} be the set of motion vectors
(estimated on the decoded video) of MBs j that are neighbors
of MB i. We define xB

i,T(t) = var{M̂Vj} as the variance of the
local motion field. MCTC is likely to be effective when xB

i,T(t)
is small. We show an example of the conditional distribution of
xB
i,T(t) in Figure 4(b). To draw this picture, we first corrupted a

sequence. Then we computed the value of xB
i,T(t) for those lost

macroblocks which have a positive (or zero) channel-induced
distortion. The two likelihood functions can be modeled using
two exponentials with different decay parameters:

p(xB
i,T(t)|Di(t) = 1) ∝ e−β1,Tx

B
i,T(t)

p(xB
i,T(t)|Di(t) = 0) ∝ e−β0,Tx

B
i,T(t) (16)

where β0,T > β1,T > 0. In order to compute xB
i,T(t), we need

the original motion field, which is in general not available at
the decoder. Therefore, we approximate it with the motion
field of the previous frame. This approximation is valid if
the motion field varies slowly along time. If the motion field
in the previous frame does not approximate sufficiently well
the current one, xB

i,T(t) could actually be misleading and
deteriorate the results, as explained in Section IV-C.

2) Spatial concealment: A common technique for spatial
concealment (SC) predicts the missing content of a lost MB
by interpolating the pixel values from pixels along the borders
of neighboring MBs. Specifically, in the method proposed in
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Fig. 5. Histograms (normalized) of the features related to spatial concealment
xA
i,T(t) and xB

i,T(t) for the Foreman sequence.

[40] for H.264/AVC video, the missing pixels of a lost MB are
replaced by bilinear interpolation using the border pixels of the
4 neighboring MBs. A larger weight is given to pixels close
to the borders. We assume that the class of the interpolation
kernel is known (e.g. bilinear, bicubic, etc.). Let X̃ SP

i be the
spatial predictor of a MB X̃i. We define xA

i,S(t) as the spatial
prediction residual energy. That is:

xA
i,S(t) =

1

B2

B∑
j=1

B∑
k=1

(
X̃i(j, k, t)− X̃ SP

i (j, k, t)
)2
, (17)

where the subscript S indicates that this feature refers to
spatial concealment. Therefore, lost macroblocks in a spatially
concealed frame, which are completely predictable from their
neighbors, must have xA

i,S(t) = 0. The effect of in-loop
filtering (e.g. deblocking) may actually change the content
of the predicted block, thus xA

i,S(t) ≈ 0. An example of
the conditional distribution of xA

i,S(t) is given in Figure 5(a).
We model the conditional likelihood p(xA

i,S(t)|Si) with two
exponential distributions as in (15), with decay parameters
α1,S > α0,S > 0.

As for the SC effectiveness, we observe that errors in
those regions that are easily spatially predictable are likely
to be concealed well. In order to identify which macroblocks
are predicted effectively with spatial concealment, we should
know the original frame content. Since this knowledge is not
available, we approximate the uncorrupted frame at time t,
X̃(t), with the previously decoded frame X̃(t − 1). This
approximation is valid when the spatially concealed frame
does not correspond to a scene change, a sudden occlusion and
there are no fast moving objects. Therefore, the concealment
effectiveness feature xB

i,S(t) is the spatial residual energy of
the co-located MB in the previous frame. That is:

xB
i,S(t) =

1

B2

B∑
j=1

B∑
k=1

(
X̃i(j, k, t− 1)− X̃ SP

i (j, k, t− 1)
)2
.

(18)
An example of the conditional distribution of xB

i,S(t) is
depicted in Figure 5(b). The two likelihood functions can
be modeled using two exponentials as in (16), with decay
parameters β0,S > β1,S > 0.

TABLE I
CODING CONDITIONS ADOPTED IN THE EXPERIMENTS

Parameter Value

Encoder H.264/AVC reference software,
main profile (JM 12.3)

Number of frames 300
Intra period 15 frames
Number of reference frames 5
QP I/P slices Fixed, see Table II
Macroblock partitions for mo-
tion estimation Enabled

Motion estimation algorithm Enhanced predictive zonal
search (EPZS)

Slicing mode Fixed number of MBs

Slice group Raster scan (1 slice = 1 row of
macroblocks)

C. Discriminability of the features

We measure the discriminative power of a feature using
the receiving operating characteristic (ROC) curve. Such plot
is obtained by thresholding the value of the feature, in such
a way that MBs where the value of the feature is larger
(smaller) of the threshold are labeled as positive (negative).
In such a way, we obtain a binary classification (labeling) of
lost and received macroblocks. Sweeping several values of the
threshold, it is possible to achieve different tradeoffs between
true and false positive rates (TPR and FPR, respectively).
TPR and FPR are defined as follows. The label positive is
used to denote a macroblock which has been lost entailing
a non-zero initial error. Conversely, a macroblock which has
been received correctly, or which has been lost but has been
perfectly restored by error concealment (i.e., with zero initial
distortion), is labelled as negative. A true positive (TP) is
a positive macroblock, which has been labeled as positive.
A false positive (FP), instead, is a negative MB which has
been labeled as positive. In a similar way, true negatives (TN)
and false negatives (FN) can be defined. It is customary to
normalize the absolute number of true or false positives to
their rate, defined as:

TPR = TP/P = TP/(TP + FN) (19)
FPR = FP/N = FP/(FP + TN), (20)

where TP and FP denote the number of true and false positive
samples, while P and N are the number of positive or negative
macroblocks, respectively. In order to plot the ROC curve,
the true positive rate is plotted against the false positive
rate. Notice that the ROC curves characterize the separability
between the conditional likelihoods of a feature xi(t) under
the two hypotheses p(xi(t)|Si(t) = 1) and p(xi(t)|Si(t) = 0).
Therefore, they describe the intrinsic ability of a feature to
discriminate between positive and negative samples.

We computed the ROC curves for three CIF resolution
(352 × 288) video sequences: News, Foreman and Mobile
& Calendar, encoded according to the coding conditions in
Table I. The three videos are characterized by diverse motion
and texture content, as illustrated in Table II, where SI and
TI are spatial and temporal activity indexes computed as
specified in [41]. Each coded slice is packetized according
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TABLE II
CHARACTERISTICS OF THE TEST MATERIAL

Sequence Resolution bitrate
[kbps]

PSNR
[dB] QP SI TI

Foreman CIF 30fps 353 34.4 32 13.1 36.0
News CIF 30fps 283 37.3 31 17.0 30.1
Mobile CIF 30fps 532 28.3 36 24.5 37.0
Paris CIF 30fps 480 33.6 32 19.5 16.4
Mother CIF 30fps 150 37.0 32 8.5 9.5
Crowdrun 4CIF 25fps 6757 33.5 30 14.2 48.1
Ducks 4CIF 25fps 7851 30.4 34 16.2 43.3
Harbour 4CIF 30fps 5453 36.3 28 13.5 38.0

to the real-time transfer protocol (RTP) specifications [6]. The
simulated error-prone channel drops coded packets according
to a given packet loss rate (PLR). The error patterns have
been generated using a two-state Gilbert’s model [36]. The
work in [42] considers a maximum burst length of 9 packets
as characteristic of IP networks, with an average around 2-3
packets. In our experiments we tuned the model parameters
to obtain an average burst length of three packets. For each
considered PLR value, we simulated the transmission of the
test sequences over 15 channel realizations. We employ the
error concealment algorithm provided by the reference decoder
[40], which implements a MCTC for P frames, and a SC
with bilinear interpolation for I frames. The decay parameters
α1,S, α0,S, β1,S, β0,S, α1,T, α0,T, β1,T, β0,T are reported in Table
III. In order to empirically determine the parameter values, we
concatenated several video sequences, with different temporal
and spatial characteristics, which were not included in the test
material (Hall Monitor, Container, Soccer, City, Ice, ParkJoy).
Then, we corrupted these sequences and we extracted the
features to obtain histograms as those shown in Figure 4
and Figure 5. By fitting an exponential function to these
histograms, we found the values of the parameters. We verified
the sensitivity of the parameters to different coding conditions.
We found that, aggregating the features extracted from diverse
sequences, the parameters were only mildly dependent on the
coding conditions, at least when the visual quality was not
severely affected by aggressive lossy coding.

Figures 6 and 7 show the ROC curves for the features
described in Section IV-B.1 and IV-B.2, respectively. We
evaluated both the features xA

i,T(t) and xA
i,S(t) alone, and their

combination with xB
i,T(t) and xB

i,S(t). To give a concise mea-
sure of the discriminative power of the feature, we also give the
value of the area under the curve (AUC) in the figures. Values

TABLE III
DECAY PARAMETERS USED IN THE EXPERIMENTS FOR THE CONDITIONAL

LIKELIHOOD FUNCTIONS.

Concealment type Feature Si(t) = 1 Si(t) = 0

Motion-compensated temporal
concealment

xA
i,T(t) α1,T = 11 α0,T = 7

xB
i,T(t) β1,T = 0.2 β0,T = 0.3

Spatial concealment xA
i,S(t) α1,S = 0.02 α0,S = 0.01

xB
i,S(t) β1,S = 0.01 β0,S = 0.05
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(b) Mobile, PLR = 5%
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(c) Foreman, PLR = 1%
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(d) Foreman, PLR = 5%
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(e) News, PLR = 1%
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(f) News, PLR = 5%

Fig. 6. ROC curves for the features adopted in the case of motion-
compensated temporal concealment.

of the AUC close to one indicate better separability. Notice that
the AUC values for spatial concealment are generally higher
than for temporal concealment, as in the latter case errors
are concealed better and, consequently, are more difficult to
detect. We observe that the feature vector formed by xA

i,T(t)
and xB

i,T(t) is less discriminative than xA
i,T(t) alone, for some

video sequences (namely, Foreman and Mobile). This is due
to the variability of the motion field. Recall that, in order
to compute xB

i,T(t), we approximate the motion field in the
current frame with the motion field in the previous frame. Such
approximation is valid only if the motion field does not change
too much from one frame to another. In order to quantify how
rapidly the motion field changes, we compute the total motion
difference (TMD) for each frame, defined as:

TMD(t) =

N∑
i=1

∣∣∣M̂Vi(t)− M̂Vi(t− 1)
∣∣∣ . (21)

As an example, Figure 8 shows the value of TMD(t) for
the first 100 frames of Foreman, News and Mobile sequences.
The values of TMD(t) of the Foreman sequence is higher, on
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(a) Mobile, PLR = 1%
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(b) Mobile, PLR = 5%
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(c) Foreman, PLR = 1%
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(d) Foreman, PLR = 5%
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(f) News, PLR = 5%

Fig. 7. ROC curves for the features adopted in the case of spatial
concealment.

average, than the values of the other sequences. If TMD(t)
is too large, the estimate of xB

i,T(t) obtained from the previous
frame is practically meaningless. This explains why the esti-
mate of xB

i,T(t) obtained from the previous frame reduces the
AUC in Figures 6(a)-(d). To prevent this problem, we compute
TMD(t) for each frame. For those frames where TMD(t) is
larger than a given threshold (set here to 4 ·105 using quarter-
pel motion vectors), we consider only the xA

i,T(t) feature.

D. Efficient MAP estimation using graph cuts

In order to find a maximum-a-posteriori estimate Ŝ(t), the
log-posterior distribution (12) must be maximized. An exhaus-
tive search among the 2N possible values of ln p(S(t)|x(t)) is
impractical, since N is of the order of 105−106. Interestingly,
Greig et al. [39] showed that the maximization of (12) has
an equivalent formulation in terms of optimal flows/minimum
cuts in a graph. Figure 9 illustrates this interpretation. Fol-
lowing [38], we represent each frame as a weighted directed
graph in which each of the N macroblocks is a node.
Furthermore, there are two additional nodes that represent
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Fig. 8. TMD(t) for each frame of the Foreman, News and Mobile sequences.

the two states, i.e. ‘lost’ and ‘received’. Similarly, there are
two kinds of arcs: the so-called t-links, which connect each
macroblock to a terminal node; and the n-links, which connect
neighboring macroblocks according to a neighborhood lattice
(e.g. 4-connectivity). The capacities of t-links correspond to
the conditional log-likelihood of assigning the correspond-
ing state to that macroblock, i.e. ln [p(xi(t)|Si(t) = 1)] or
ln [p(xi(t)|Si(t) = 0)]. The costs wij of n-links correspond
to a penalty for discontinuity between the macroblocks, and
are related to the prior term (interaction potential) in (12).
A reasonable choice for the interaction potential is to assign
weights to n-links proportionally to the difference of likelihood
values [43]:

wij = kij · |p(xi(t)|Si(t) = 1)− p(xj(t)|Sj(t) = 1)|, (22)

where the coefficient kij accounts for specific spatial correla-
tion related, e.g., to a given slicing structure. This implies
that likelihood differences may be penalized more in the
horizontal or vertical direction. A cut in the graph of Figure
9 is a partition of the nodes into two disjoint sets, L and R,
with the property that terminal nodes cannot be in the same
partition. It can be shown that finding a cut with minimum
cost is equivalent to obtain the MAP estimate Ŝ(t) [39].
Moreover, by the Ford-Fulkerson algorithm [44], finding a cut
with minimum cost corresponds to maximizing the total flow
from the source to the sink in the graph (i.e., between terminal
nodes), and there are efficient algorithms able to solve this
problem in O(N) time.

Figure 10 shows the result of the graph cut algorithm
applied on a P frame of the Mobile sequence. We use a
neighborhood for the MRF composed of 4-connected mac-
roblocks, as shown in Figure 9. The weights of the n-links
kij have been set to 1 for the horizontal edges, and to 0.4
for the vertical ones. In this way, we tend to favor patterns of
losses composed by horizontal slices. The lost macroblocks
are highlighted in Figure 10(a). Instead, Figure 10(b) shows
the likelihood function p(xi(t)|Si(t) = 1), which roughly
identifies potentially lost MBs. This noisy estimate is refined
through the MRF prior using the graph cut method explained
above, which produces as output the binary labeling shown
in Figure 10(c). We used the graph cut implementation made
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Figure 1: Foglio.76Fig. 9. Graph-cut representation of the MAP estimation of S(t) for a simple
frame of 3×3 macroblocks. Each MB can be seen as a node in a graph with
symmetric capacitated arcs (wij = wji). T-links connect each MB to the state
of ‘lost’ or ‘received’, with weights equal to their conditional log-likelihoods.
A cut corresponds to a partition of the nodes.

(a) Corrupted frame (b) Likelihood function (c) MAP Ŝ

Fig. 10. Likelihood and resulting MAP estimate, for temporal error
concealment.

available by the authors of [38]. Notice how most of the false
positives are canceled out in the MAP labeling.

As we did in Section IV-C, we evaluate the performance of
the MAP labeling in terms of FPR and TPR. The results are
reported in Table IV. We also compute the accuracy of the
binary labeling, that is:

Accuracy =
TP + TN

TP + FP + TN + FN
. (23)

The detection of the support of the initial error is generally
better for spatial concealment. This is mainly due to the
higher discrimination power of features for this kind of error
concealment, as discussed in Section IV-C.

TABLE IV
LABELING PERFORMANCE OF THE MAP ESTIMATOR.

(a) PLR = 1%

MCTC SC
FPR TPR Acc. FPR TPR Acc.

Foreman 0.33 0.89 0.87 0.05 0.97 0.95
News 0.12 0.62 0.81 0.14 0.96 0.86
Mobile 0.13 0.92 0.87 5 · 10−5 0.99 0.99

(b) PLR = 5%

MCTC SC
FPR TPR Acc. FPR TPR Acc.

Foreman 0.33 0.90 0.88 0.05 0.97 0.95
News 0.12 0.60 0.82 0.14 0.96 0.87
Mobile 0.14 0.92 0.86 4 · 10−4 0.99 0.99

V. APPLICATION TO THE ESTIMATION OF
CHANNEL-INDUCED DISTORTION

An accurate estimate Ŝ of the support of the initial error
is a valuable tool in no-reference pixel quality assessment.
Indeed, this estimate can be used as input to other no-reference
or reduced-reference video quality monitoring systems, which
cannot be employed when the bitstream is not available. As
a proof of concept, we demonstrate the applicability of our
estimation method by describing how Ŝ can be plugged into
a NR-BP system — namely, the NORM algorithm described
in [21] — that estimates the channel-induced MSE distortion.

A. Extending the hybrid NORM system to the NR-P scenario

The NO-Reference quality Monitoring (NORM) algorithm
[21] is a NR-BP method designed to estimate the channel-
induced MSE distortion d̂i(t) that relies on both the received
bitstream and the decoded pixels. The algorithm is conceived
to work with a H.264/AVC bitstream and the default error
concealment implemented in the JM reference software [40],
but the very same principles can be easily extended to other
coding standards and concealment methods. NORM takes
as input the decoded frame, the received/concealed motion
vectors, prediction residuals and coding modes, as well as the
pattern of channel errors I, which is immediately available
from the bitstream. To estimate channel distortion, NORM first
estimates the initial error dIi (t) in (3), produced whenever error
concealment fails to adequately recover the original frame
content. The NORM algorithm estimates then the propagation
of the distortion due to prediction, i.e. the dPi (t1, . . . , tn) in
(3). Finally, an estimate of the distortion d̂i(t) is obtained
recursively through (4). We refer the interested reader to [21]
for further details on the estimation of the initial error and of
distortion propagation.

In the NR-P scenario, the only information available is the
decoded video X̃ . Thus, in order to run NORM, a set of encod-
ing parameters such as motion vectors, prediction residuals and
coding modes are to be estimated from the decoded sequence,
together with the support of the initial error S as detailed in
the previous section. In order to estimate motion vectors and
prediction residuals, motion estimation has to be performed
at the decoder side. Generally speaking, it is not possible to
find exactly the original motion field coded in the bitstream
without relying on a priori assumptions (e.g., assuming that
each macroblock in a frame adopts the same quantization
parameter [45]). However, in order to find the MSE distortion
d̂i(t) using NORM, it is not necessary to reconstruct the
original motion field. Indeed, we tested the sensitivity of the
NORM algorithm to different motion estimation conditions,
by feeding NORM with motion vectors estimated on the
decoded (corrupted) video. We computed the linear correlation
coefficient between the MSE distortion estimated by NORM
with the original motion vectors contained in the bitstream,
and the one obtained using the motion vectors estimated at the
decoder. In our experiments, we observe that there is basically
no loss in estimating the MSE distortion, using 4 × 4 sub-
block partitions and sub-pixel motion refinement (correlation
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Fig. 11. Average temporal prediction error with motion vectors estimated
at the decoder side, for the Mobile sequence. The Intra-refresh period of 15
frames can be easily inferred from the peaks in the graph.

coefficient with NORM’s distortion larger the 0.98 at the frame
level).

Once motion vectors have been found, prediction residuals
are readily obtained. As for coding modes (SKIP, INTRA or
INTER with different sub-block size, etc.), it is not possible,
in general, to recover them from the decoded video. However,
for our purpose we only need to distinguish between INTRA
and INTER predicted blocks, which undergo a different error-
concealment strategy. In [21], it is shown that loosing the
coding mode information about INTRA coded blocks in P
slices does not affect substantially the prediction performance,
as the average percentage of this type of blocks is usually
below 4%. Since spatial error concealment can be used in
IDR (Instantaneous Decoding Refresh) or I (Intra) pictures,
we focus on detecting this kind of pictures. This turns out
to be relatively simple, as in these frames no kind of tem-
poral prediction is used. In fact, blocks in an I frame are
predicted from spatial neighbors. Thus it is very unlikely
that the reconstructed pixels are equal to pixels in a previous
temporally predicted frame. In order to detect which frames
are I/IDR, we can compute the average temporal prediction
residual energy defined in (14), i.e., x̄A

T (t) = 1
N

∑N
i=1 x

A
i,T(t).

In I/IDR pictures it will be much larger than in P/B frames.
Figure 11 illustrates well this behavior: I frames correspond to
well-discernible peaks in the energy of the prediction residuals.

B. Evaluation of the NR-P distortion estimation

In this section we evaluate the accuracy of the channel-
induced distortion d̂(t) estimated by adapting the NORM al-
gorithm to the NR-P scenario, as described in Section V-A. To
this end, we corrupted five video sequences at CIF (352 × 288)
spatial resolution, namely Foreman, News, Mobile, Paris and
Mother, and three sequences at 4CIF (704 × 576) resolution
(Crowdrun, Ducks and Harbour). A concise description of the
test material and coding parameters is provided in Table I and
Table II

We simulated the transmission of each video sequence
over a lossy channel using Gilbert’s packet loss model [36],
with an average burst length of three packets. Specifically,
we generated two channel realizations for each PLR in the

set {0.1%, 0.4%, 1%, 3%, 5%, 10%}. Then, we estimated the
MSE distortion in no-reference mode using: i) the original
NR-BP NORM algorithm, and ii) the proposed NR-P MAP
method, which leverages the estimated packet loss map Ŝi(t).

Figure 12 and Figure 13 visually compare the frame-level
MSE distortion estimated by both NORM and NR-P MAP for
a subset of the test sequences, with respect to the ground-truth
distortion computed in full-reference mode. In these figures,
each data point corresponds to one frame. For each test se-
quence, we computed Pearson’s linear correlation coefficients
ρ between the no-reference and full-reference MSE distortion.
Table V reports the corresponding values of ρ at the frame-
level (column ‘Frm’) for both methods, obtained aggregating
all channel realizations at different PLRs, for each of the test
sequences. The value of the correlation coefficient is always
higher than 0.82 for NR-P MAP and 0.93 for NORM. In
addition, we computed ρ by aggregating all test sequences
together, in order to demonstrate the content-independence of
the tested methods. In this case, the correlation coefficient is,
respectively, 0.90 for NR-P MAP and 0.98 for NORM. We
notice that for the 4CIF resolution video sequences the spread
of the estimated MSE values is generally larger than for the
CIF sequences. This can be visually appreciated in Figures
12 and 13, where we also report the root mean square error
(RMSE) measure with respect to a linear fit of the data. In
the figures it can be noticed that the same relationship also
holds for the NR-BP NORM method, which represents a sort
of upper bound on the performance of the proposed NR-P
method. The different estimation accuracy at the frame level
with respect to CIF resolution can be justified by observing
that, in the test material, the TI index for the 4CIF sequences
is larger than for CIF sequences, as shown in Table II. This is
aligned with the published results obtained for NORM [21],
for which it was shown that the MSE estimation accuracy is
generally lower in the case of video characterized by complex
motion.

In many application scenarios, it is useful to produce a
concise measure of the MSE distortion at the sequence level.
To this end, we pooled together the MSE values obtained at
the frame level, by temporal averaging across all the frames in
each sequence. In this case, the impact of outliers, i.e. those
frames for which the estimated MSE differs from the true
MSE, is reduced. As a result, higher values of Pearson’s cor-
relation coefficient are obtained, as shown in Table V (column
‘Seq’), i.e., 0.98 for NR-P MAP and 0.99 for NORM. Based on
this result, we claim that the MSE distortion estimated by NR-
P MAP is a very good approximation of the MSE estimated
by NORM in a NR-BP setting. Further, it provides a reliable
estimate of the ground-truth MSE computed in full-reference
mode. This is illustrated in Figure 14, where we compare
the MSE distortion computed either in no-reference or full-
reference mode. Each data point corresponds to a corrupted
sequence subject to a distinct channel realization. We included
all eight test sequences and all realizations at different PLRs

It is widely acknowledged that, in general, MSE is not well
correlated with human perception, as assessed by means of
MOS values [46]. This is mainly due to the wide variety of vi-
sual impairments that can affect the quality of video sequences.
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(c) News

Fig. 12. Frame-level scatter plots for three CIF sequences. The RMSE values are: 82.47 (Mobile); 43.6 (Foreman); and 37.21 (News).
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(c) Harbour

Fig. 13. Frame-level scatter plots for three 4CIF sequences. The RMSE values are: 123.02 (Crowdrun); 170.43 (Ducks); and 122.77 (Harbour).

In practice, when considering visual quality, it is customary
to consider, in place of the MSE, its logarithmic version,
i.e. PSNR, since it takes better into account the non-linear
response of the human visual system. In [31] it has been shown
that, for the specific case of channel-induced distortion, PSNR
is relatively well correlated to perceptual quality as judged by
human observers. Therefore, we map the MSE estimated with
our approach to PSNR values, and compare the result with
the subjective scores publicly available in the EPFL-PoliMI
video quality assessment database [47]. The video sequences
and channel realizations in [47] correspond to those used
in our tests. Figure 15 shows the correlation between MOS
values and estimated PSNR, when either NORM or NR-P
MAP are used. We show separate charts for sequences at CIF
and 4CIF spatial resolution. Indeed, in [47], different viewing
distances were used depending on the spatial resolution, and
raw subjective scores where normalized separately in order to
remove outliers and subject bias.

We computed Pearson’s linear correlation coefficient ob-
taining 0.77 at CIF resolution and 0.94 at 4CIF resolution. We
notice that, in both cases, the proposed NR-P MAP method ap-
proximates NORM (and, consequently, full-reference PSNR)
in terms of correlation with MOS. The lower value of ρ for CIF

TABLE V
PEARSON’S LINEAR CORRELATION COEFFICIENT BETWEEN d̂ AND

GROUNDTRUTH DISTORTION AT FRAME (FRM) AND SEQUENCE (SEQ)
LEVEL.

Sequence NR-P MAP NORM
Frm Seq Frm Seq

Foreman 0.89 0.98 0.93 0.99

News 0.94 0.97 0.98 0.99

Mobile 0.95 0.99 0.99 0.99

Paris 0.83 0.99 0.94 0.99

Mother 0.85 0.97 0.98 0.99

Crowdrun 0.89 0.99 0.98 0.99

Ducks 0.89 0.99 0.98 0.99

Harbour 0.82 0.98 0.95 0.98

Tot 0.90 0.98 0.98 0.99

sequences is likely to be attributed to the higher diversity in
the spatio-temporal characteristics of the test material. Indeed,
we observed the same behavior using NORM, which is a close
approximation of full-reference PSNR.
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Fig. 14. Sequence-level scatter plot for all the eight tested sequences.
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Fig. 15. Mean Opinion Score vs. PSNR estimated in no-reference mode.

Of course, further improvements can be pursued by leverag-
ing MSE distortion measures obtained either in full-reference,
NR-BP or NR-P mode, in more sophisticated ways, i.e.: i)
incorporating non-uniform spatio-temporal pooling; ii) embed-
ding the spatio-temporal masking effects related to character-
istics of the video content; iii) identifying a suitable non-linear
model that maps the observed distortion into predicted MOS
values. These explorations are left to future work.

VI. CONCLUSIONS AND FUTURE RESEARCH DIRECTIONS

In this paper we present a video quality monitoring system
tailored to visual impairments due to channel errors. Our ap-
proach assumes only the knowledge of the (corrupted) decoded
pixels, and differs from other no-reference methods described
in the literature in that it does assume only the knowledge of
the decoded pixels. Therefore, it can be applied even when the
bitstream information is missing, e.g. because it is encrypted.
We show that: i) it is possible to infer the pattern of losses
from the decoded pixels only; and ii) that this information
enables to compute accurate estimates of the MSE distortion
and of the subjective quality of a video sequence. Future work
includes improving the estimation of the support of the initial
error — e.g., by embedding the temporal correlation of errors
due to the bursty nature of channel losses; or considering new
feature such as blockiness at macroblocks boundaries left by
spatial concealment. Separating channel-induced artifacts from
characteristics of the video itself still remains the most difficult
part in NR-P quality estimation. Finding such features has
actually a deep impact on fields other than quality assessment,
such as video forensics, or video restoration, as it enables to
trace back the degradation undergone by the video content.
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Abstract—In this paper, we present a forensic algorithm to dis-
criminate between original and forged regions in JPEG images,
under the hypothesis that the tampered image presents a non-
aligned double JPEG compression (NA-JPEG). Unlike previous
approaches, the proposed algorithm does not need to manually
select a suspect region to test the presence or the absence of NA-
JPEG artifacts. Based on a new statistical model, the probability
for each 8× 8 DCT block to be forged is automatically derived.
Experimental results, considering different forensic scenarios,
demonstrate the validity of the proposed approach.

I. INTRODUCTION

The availability of easy-to-use image processing tools al-
lowing to modify the content of digital images is today so
large that the diffusion of fake contents through the digital
world is becoming increasing and worrying. Such a possibility
raises several problems in all the fields in which the credibility
of images should be granted before using them as sources of
information, like insurance, law and order, journalism, medical
applications.

In the last years many image forensic techniques have been
proposed as a means for revealing the presence of forgeries in
digital images through the analysis of statistical and geometri-
cal features, JPEG quantization artifacts, interpolation effects,
demosaicing traces, feature inconsistencies, etc. [1].

Since the majority of digital images is stored in JPEG
format, several forensic tools have been designed to detect
the presence of tampering in this class of images. The forgery
is revealed by analyzing some artifacts introduced by JPEG
recompression occurring when the forged image is generated;
in particular, such artifacts can be categorized into two classes,
according to whether the second JPEG compression uses a
DCT grid aligned with the first compression or not. The
first case will be referred to as aligned double JPEG (A-
DJPG) compression, whereas the second case will be referred
to as non-aligned double JPEG (NA-DJPG) compression.
Approaches belonging to the first category include [2], where
the author proposes to detect areas which have undergone
a double JPEG compression by recompressing the image at
different quality levels and looking for the presence of so-
called ghosts, and [3],[4], where double JPEG compression
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is detected analyzing the statistics of blockwise DCT coeffi-
cients. The presence of non-aligned double JPEG compression
has been investigated in [5],[6] and [7], that detect particular
distortions in blocking artifacts, in [8], where the shift of
the primary JPEG compression is determined via a demixing
approach, and in [9], where the periodicity of blockwise DCT
coefficients is studied.

However, the above algorithms rely on the hypothesis to
know the right location of the forgery area, for example by
applying a segmentation of the image under test before the
forensic analysis [6], or they are just designed to decide if
the whole image has been doubly JPEG compressed [5][7],
so that the correct localization of the forgery in a tampered
image is still an open issue. To the best of our knowledge, only
some forensic algorithms designed to work in the presence
of aligned double JPEG compression are able to localize a
tampered area: in [3] and [4] two methods are proposed for
the automatic localization of tampered regions with a fine-
grained scale of 8× 8 blocks.

In this paper, we propose then the first forensic tool that,
differently from previous works, can reveal a tampering at a
local level, without any prior information about the location
of the manipulated area, in the presence of non-aligned double
JPEG compression. The output of the algorithm is a map that
gives the probability, or the likelihood, for each 8 × 8 image
block to be tampered. The proposed algorithm can be applied
in different forensic scenarios, in which either the presence
or the absence of NA-JPEG artifacts at a local level can be
interpreted as evidence of tampering.

II. FORENSIC SCENARIOS

In order to correctly interpret the presence or the absence of
artifacts due to double compression, in the following analysis
we will consider two different scenarios.

A first scenario is that in which an original JPEG image,
after some localized forgery, is saved again in JPEG format.
We can assume that the forger disrupts the JPEG compression
statistics in the tampered area: examples could be a cut and
paste from either a non compressed image or a resized image,
or the insertion of computer generated content. In this case,
DCT coefficients of unmodified areas will undergo a double
JPEG compression thus exhibiting double quantization (DQ)
artifacts, while DCT coefficients of forged areas will result



from a single compression and will likely present no DQ
artifacts. In the following, we will refer to this case as the
single compression forgery (SCF) hypothesis.

A second scenario is that of image splicing. In this kind
of forgery, it is assumed that a region from a JPEG image
is pasted onto a host image that does not exhibit JPEG
compression statistics, and that the resulting image is JPEG
recompressed. In this case, the forged region will exhibit
double compression artifacts, whereas the non manipulated
region will present no such artifacts. In the following, we will
refer to this second case as the double compression forgery
(DCF) hypothesis.

Under the SCF hypothesis, NA-DJPG artifacts will be
present if the original image is randomly cropped before being
recompressed in JPEG format. Under the DCF hypothesis,
assuming that the forged region is randomly pasted in the new
image, there is a probability of 63/64 that the 8×8 block grids
of the host image and of the pasted region will be misaligned,
and thus that the forged region will exhibit NA-DJPG artifacts.

III. SINGLE AND DOUBLE JPEG COMPRESSION MODELS

In this section, we will describe the statistical model used to
characterize NA-DJPG artifacts. We will also introduce some
simplifications that will be useful in defining the proposed
detection algorithm, as well as some modifications needed to
take into account the effects of rounding and truncation errors
between the first compression and the second compression.

A. JPEG Compression Model

The JPEG compression algorithm can be modeled by three
basic steps [10]: 8 × 8 block DCT of the image pixels,
uniform quantization of DCT coefficients with a quantization
matrix whose values depend on a quality factor QF , entropy
encoding of the quantized values. The image resulting from
decompression will be obtained by the inverse of each step
in reverse order: entropy decoding, dequantization, inverse
block DCT. In the following analysis, we will consider that
quantization is achieved by dividing each DCT coefficient by
a proper quantization step Q and rounding the result to the
nearest integer, whereas dequantization is achieved by simply
multiplying by Q.

Let us then assume that an original uncompressed image
I is JPEG compressed with a quality factor QF , and then
decompressed. Since entropy encoding is perfectly reversible,
the image obtained after JPEG decompression can be modeled
as follows:

I1 = D−1
00 D(Q(D00I)) +E1 = I+R1. (1)

In the above equation, D00 models an 8× 8 block DCT with
the grid aligned with the upper left corner of the image, Q(·)
and D(·) model quantization and dequantization processes,
respectively, and E1 is the error introduced by rounding and
truncating the output values to eight bit integers. The last quan-
tity R1 can be thought of as the overall approximation error
introduced by JPEG compression with respect to the original
image. In the above chain, if we neglect rounding/truncation

(R/T) errors, the only operation causing a loss of information
is the quantization process Q(·).

Let us now analyse the artifacts that appear in the presence
of a double non-aligned JPEG compression, due to the interac-
tion of successive quantization and dequantization processes.

B. NA-DJPG Compression

In the case of NA-DJPG compression, we can assume that
the original image I has been JPEG compressed with a quality
factor QF 1 using a DCT grid shifted by (r, c), 0 ≤ r ≤ 7 and
0 ≤ c ≤ 7, with respect to the upper left corner, so that the
image obtained after JPEG decompression can be represented
as:

I1 = D−1
rc D1(Q1(DrcI)) +E1 (2)

where DrcI are the unquantized DCT coefficients of I and Q1,
D1 denote that a proper quantization matrix corresponding to
the quality QF 1 was used.

We then assume that the image has been again JPEG
compressed with a quality factor QF 2, but now with the block
grid aligned with the upper left corner of the image. If we
consider the DCT coefficients of the second compression after
entropy decoding, no noticeable artifacts are present. However,
if we consider the image after the second decompression, i.e.,
I2 = I1 + R2, and we apply a block DCT with alignment
(r, c), we have

DrcI2 = D1(Q1(DrcI)) +Drc(E1 +R2). (3)

Since the JPEG standard uses 64 different quantization steps,
one for each of the 64 frequencies within a 8 × 8 DCT, the
DCT coefficients will be distributed according to 64 different
probability distributions. According to the above equation,
each unquantized DCT coefficient obtained by applying to the
doubly compressed image I2 a block DCT with alignment
(r, c) (i.e. the same alignment of the first compression) will
be distributed as

pQ(x;Q1) = p1(x) ∗ gQ(x) (4)

where Q1 is the quantization step of the first compression,
gQ(x) models the distribution of the overall approximation
error, i.e, the term Drc(E1 +R2), ∗ models convolution, and

p1(v) =

{∑v+Q1/2
u=v−Q1/2

p0(u) v = kQ1

0 elsewhere
(5)

models the distribution of the DCT coefficients after quanti-
zation by Q1 and dequantization, being p0(u) the distribution
of the original unquantized coefficients.

If we model the approximation error as the sum of the R/T
error in the DCT domain plus the quantization error due to
uniform quantization with quantization step Q2, by invoking
the central limit theorem we can assume that the R/T error is
Gaussian distributed with mean µe and variance σ2

e , and thus
the approximation error is Gaussian distributed with mean µe

and variance σ2
e +Q2

2/12, i.e.,

gQ(x) =
1√

2π(σ2
e +Q2

2/12)
e−(x−µe)

2/(σ2
e+Q2

2/12) (6)



In the absence of NA-DJPG compression, that is if the image
did not undergo a first JPEG compression with alignment
(r, c), the unquantized DCT coefficients obtained by applying
a shifted block DCT can be assumed distributed approximately
as the original unquantized coefficients, that is

pNQ(x) = p0(x) (7)

since a misalignment of the DCT grids usually destroys the
effects of quantization [11].

C. Simplified Model

Although the model in (4) is quite accurate, it requires the
knowledge of the distribution of the unquantized coefficients
p0(u), which may not be available in practice. However, it
is possible to make same simplifications in order to obtain a
model less dependent from the image content.

Indeed, if we can assume that the histogram of the original
DCT coefficients is locally uniform, that is p0(u) is smooth,
we can simplify

p1(x) ≈

{
Q1p0(x) x = kQ1

0 elsewhere
(8)

Hence, if we assume that the JPEG approximation error due
to the last compression is smaller than Q1, and thanks to (7),
we have that (4) can be simplified to

pQ(x;Q1) ≈ nQ(x) · pNQ(x), x ̸= 0. (9)

where nQ(x) = nQ,0(x) ∗ gQ(x) and

nQ,0(x) ,
{
Q1 x = kQ1

0 elsewhere
(10)

In Fig. 1 the models proposed in (4), (9), and (7) are com-
pared with the histograms of unquantized DCT coefficients of
a NA-DJPG compressed and a singly compressed image: in
both cases there is a good agreement between the proposed
models and the real distributions.

IV. FORGERY LOCALIZATION ALGORITHM

In the following, we will assume that for each DCT coeffi-
cient x of an image, we know both the probability distributions
of x conditional to the hypothesis of being tampered, i.e.,
p(x|H1), and the probability distributions of x conditional to
the hypothesis of not being tampered, i.e., p(x|H0).

The above conditional distributions are given by (4) and
(7), according to whether we are considering the SCF or the
DCF hypothesis. For example, under the DCF hypothesis we
have p(x|H1) = pQ(x;Q1) and p(x|H0) = pNQ(x). In the
following, for the sake of simplicity, we will always assume
the DCF hypothesis, i.e. p(x|H0) denotes the distribution of
singly compressed coefficients, and p(x|H1) is the distribution
of doubly compressed coefficients.

Given p(x|H1) and p(x|H0), a DCT coefficient x can be
classified as belonging to one of the two models according to
the value of the likelihood ratio

L(x) = p(x|H1)

p(x|H0)
. (11)
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Fig. 1. Example of NA-DJPG compression model: hQ and hNQ denote the
histograms of unquantized DCT coefficients of a NA-DJPG compressed and
a singly compressed image, respectively. The distributions obtained according
to equations (4), (9), and (7) are in good agreement with these data.

If multiple DCT coefficients within the same 8 × 8 block
are considered, by assuming that they are independently dis-
tributed we can express the likelihood ratio corresponding to
the block at position (i, j) as

L(i, j) =
∏
k

L(xk(i, j)) (12)

where xk(i, j) denotes the kth DCT coefficient within the
block at position (i, j)1. Such values form a likelihood map
of the JPEG image with resolution 8× 8 pixel, which can be
used to localize possibly forged regions within the image.

By using the simplified model described in Section III-C, it
is possible to approximate the likelihood ratio as either L(x) =
1/nQ(x) (in case of SCF hypothesis) or L(x) = nQ(x) (in
case of DCF hypothesis). The likelihood map obtained using
such simplifications can be expressed as

L(i, j) ≈
∏
k

nQ(xk(i, j))
b (13)

where b = −1 (SCF) or b = 1 (DCF), and depends only
on compression parameters, i.e., Q1, Q2, having removed
any dependencies from the image content. Hence, even if
approximated, the adoption of the simplified models can lead
to a more robust localization of possibly forged regions.

A. Estimation of Model Parameters

The models described in Section III require the estimation
of some parameters in order to be applied in practice. Among
these parameters, p0(u), Q2, µe, and σe are common to
both p(x|H1) and p(x|H0), whereas Q1 is required only to
characterize the distribution of doubly quantized coefficients.
Moreover, we should determine the shift (r, c) between the

1With a slight abuse of notation, we use the same symbol L(x) even if
for different k we have different likelihood functions. The same convention
is used in (13) when referring to n(x).



first compression and the last compression in order to compute
the unquantized DCT coefficients as in (3).

As to Q2, we will assume that it is available from the JPEG
image header. As to the shift (r, c), we will assume that it has
already been estimated, e.g. using the methods described in
[9][8]. As to the other parameters, they are estimated according
to the following procedures.

1) Estimation of Q1: The estimation of the quantization
step of the primary compression is crucial for the correct
modeling of doubly compressed regions. When dealing with
a possibly forged image, usually there is no prior knowledge
regarding the location of such regions. An image block could
include an original area, as well as a tampered one. Thus, the
distribution of the DCT coefficients of a tampered image can
be modeled as a mixture of p(x|H1) and p(x|H0), i.e.,

p(x;Q1, α) = α · p(x|H0) + (1− α) · p(x|H1;Q1) (14)

where α is the mixture parameter and we have highlighted the
dependence of p(x|H1) from Q1. Based on the above model,
the maximum likelihood estimate of Q1 can be obtained as

Q̂1 = argmax
Q1

∑
x

log[αoptp(x|H0)+ (1−αopt)p(x|H1;Q1)]

(15)
where αopt is the optimal mixture parameter. For each Q1,
the optimal mixture parameter can be estimated using an
expectation-maximization (EM) algorithm.

Since Q1 is a discrete parameter with a limited set of pos-
sible values, the minimization in (15) can be solved iteratively
by trying every possible Q1 and using the corresponding αopt.
In order to estimate the complete quantization matrix, the
above minimization problem is separately solved for each of
the 64 DCT coefficients within a block.

2) Estimation of p0(u): Following the observations in [11],
we propose to approximate the distribution of the unquantized
DCT coefficients using the histogram of the DCT coefficients
of the decompressed image computed after the DCT grid
is suitably shifted with respect to the upper left corner. In
particular, we will use a shift of ±1 with respect to the
estimated shift (r, c) of the primary compression, where the
sign of the increment is chosen so as to keep the shift values
between 0 and 7 and to avoid the case (0, 0).

3) Estimation of µe and σe: The true values of both µe

and σe should be estimated by relying on the primary JPEG
compression, which in general is not available when observing
the tampered image. In practice, we found that they can
be well approximated by measuring the R/T error on the
tampered image. The rationale is that both µe and σe are
mainly determined by the coarse-grained statistics of the image
content, which usually are little affected by tampering.

By looking at equation (1), given as input the quantized
DCT coefficients of the observed image C2 we can think to
compute the term E2 by reconstructing the image with infinite
precision as D−1

00 D(C2), which can be approximated by using
floating point arithmetic, and taking the difference with the
image I2 which is obtained by rounding and truncating to 8
bit precision the floating point values.

V. EXPERIMENTAL RESULTS

For the experimental validation of the proposed work, we
have built an image dataset composed by 100 non-compressed
TIFF images, having heterogeneous contents, coming from
three different digital cameras (namely Nikon D90, Canon
EOS 450D, Canon EOS 5D) and each acquired at its highest
resolution; each test has been performed by cropping a central
portion with size 1031 × 1031: this choice allows us to still
have a 1024× 1024 image after randomly cropping a number
or rows and columns between 0 and 7.

Starting from this dataset, we have created manipulated
images exhibiting NA-DJPG artifacts, following both SCF
and DCF hypotheses. As to the NA-DJPG SCF dataset, each
original image is JPEG compressed with a given quality factor
QF1 (using the Matlab function imwrite); the image is
randomly cropped by removing a number of rows and columns
between 0 and 7; the central portion of size 256 × 256
is replaced with the corresponding area from the original
TIFF image; finally, the overall “manipulated” image is JPEG
compressed with another given quality factor QF2. In this
way, the image will result NA-DJPG compressed everywhere,
except in the central region where it is supposed to be forged.

The creation of the DCF datasets is dual with respect to the
above procedure. Each original image is JPEG compressed
with a given quality factor QF1; the central portion of size
256×256 is cut with a random shift with respect to the JPEG
grid and pasted onto the TIFF image so as to respect both the
alignment of the image content and the alignment with the
DCT grid; finally, the overall “manipulated” image is JPEG
compressed with another given quality factor QF2. In this way,
the central region of the image, which is supposed to be forged,
will result NA-DJPG compressed.

In all the above datasets, QF1 and QF2 are taken from the
sets [50, 60, . . . 90] and [50, 60, . . . 100], respectively, achiev-
ing 30 possible combinations of (QF1, QF2) for each of the
100 tampered images.

The selection of a proper performance metric is fundamental
for evaluating the performance of the method. Our algorithm
provides as output, for each analyzed image, a map that
represents the likelihood of each 8 × 8 block to be forged.
After a thresholding step, a binary detection map is achieved,
that locates which are the blocks detected as tampered. By
assuming to have for each analyzed image the corresponding
binary mask whose 32 × 32 central portion indicates forged
blocks, a comparison between the algorithm output detection
map and the known tampering mask will allow to estimate the
error rates of the forensic scheme, measured as false alarm
probability Pfa and missed detection probability Pmd. These
two probabilities can be computed by measuring the following
parameters: nNMF: number of blocks not manipulated, but
detected as forged; nMNF: number of blocks manipulated, but
not detected as forged; nI: number of blocks in the image
(16384 in our tests); nM: number of manipulated blocks (1024
in our tests). Starting from these figures, the error probabilities



TABLE I
AUC ACHIEVED BY THE PROPOSED ALGORITHM USING THE STANDARD

MODEL UNDER THE SCF HYPOTHESIS.

QF2

50 60 70 80 90 100

QF1

50 0.58 0.79 0.95 0.99 0.99 0.99
60 0.51 0.61 0.87 0.98 0.99 0.99
70 0.48 0.50 0.62 0.92 0.98 0.99
80 0.48 0.48 0.49 0.61 0.95 0.99
90 0.48 0.48 0.48 0.48 0.55 0.98

TABLE II
AUC ACHIEVED BY THE PROPOSED ALGORITHM USING THE SIMPLIFIED

MODEL THE UNDER SCF HYPOTHESIS.

QF2

50 60 70 80 90 100

QF1

50 0.71 0.85 0.94 0.98 0.99 0.99
60 0.59 0.71 0.89 0.97 0.99 1.00
70 0.52 0.56 0.71 0.94 0.99 1.00
80 0.52 0.52 0.54 0.69 0.97 0.99
90 0.51 0.51 0.52 0.51 0.57 0.99

are given by:

Pfa =
nNMF

nI − nM
Pmd =

nMNF

nM

and the correct detection probability is: Pd = 1− Pmd.
For depicting the tradeoff between the correct detection

rate Pd and the false alarm rate Pfa the receiver operating
characteristic (ROC) curve is considered. Since the ROC curve
is a two dimensional plot of Pd versus Pfa as the decision
threshold of the detector is varied, we adopt the area under
the ROC curve (AUC) in order to summarize the performance
of the detector with a unique scalar value.

In the following, we will compare the AUC values obtained
using the standard map in (12) and the simplified map in
(13): to the best of our knowledge, these are the first methods
that permit to localize possibly forged areas by relying on
non-aligned double JPEG compression, so other methods can
not be compared with our schemes. In all cases, likelihood
maps are obtained by cumulating different numbers of DCT
coefficients for each block, starting from the DC coefficient
and scanning the coefficients in zig-zag order.

The AUC values achieved for different QF2 under the SCF
hypothesis are shown in Fig. 2: when QF2 is sufficiently high
(> 80), NA-DJPG artifacts can be effectively used to localize
traces of tampering. When comparing the two approaches, the
simplified map appears more robust than the standard map
for lower QF2 values. As to the effects of the cumulation of
different DCT coefficients, the best results are obtained by
considering the first 6 coefficients with the simplified map:
when considering a higher number of coefficients the AUC
values decrease, suggesting that NA-DJPG artifacts can not
be reliably detected at the higher frequencies.

In order to assess the effects of different QF1 val-
ues, the AUC values obtained for different combinations of
(QF1, QF2), using the first 6 DCT coefficients to compute
the likelihood map, are reported in Tables I-II. For ease of
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Fig. 2. AUC achieved for different QF2 using different numbers of DCT
coefficients in the SCF scenario: (a) proposed algorithm with standard map;
(b) proposed algorithm with simplified map.

reading, for each combination of (QF1, QF2) the highest AUC
value between the two considered approaches is highlighted
in bold. In this case, the simplified map achieves always the
best performance except in three cases. Noticeably, it is not
possible to achieve AUC values significantly greater than 0.5
when QF2 < QF1. However, it suffices QF2 −QF1 ≥ 10 to
achieve an AUC value very close to one, which means that in
this case forged areas can be localized with great accuracy.

In Fig. 3, we provide the AUC values under the DCF
hypothesis. In this case the performance of forgery localization
is much lower than under the SCF hypothesis, allowing to
localize traces of double compression only when QF2 is very
high (> 90).

A. Examples

The algorithm has also been tested on a set of images
representing realistic cases of forgery; in Figure 4 an example
of a tampered image is shown: the likelihood map clearly
reveals that the pyramid is a tampered object, and it also shows
some false alarms in the background, due to the low intensity
variance in this area that does not allow a correct estimation
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Fig. 3. AUC achieved for different QF2 using different numbers of DCT
coefficients in the DCF scenario: (a) proposed algorithm with standard map;
(b) proposed algorithm with simplified map.

of the statistics of DCT coefficients. However, these errors can
be eliminated by a proper postprocessing on the map, before
a final decision is made.

VI. CONCLUSIONS

In this work, a forensic algorithm to detect and localize a
tampered area into a digital image by exploiting the presence
of non-aligned double JPEG compression artifacts has been
proposed. The method is based on the derivation of a statistical
model of DCT coefficients of NA-JPEG images, which is used,
following an approach similar to the one proposed in [3] and
in [4], for the generation of a likelihood map that shows the
probability of each 8×8 block of being tampered. The validity
of the proposed system has been demonstrated by computing
the ROC curves for the forgery detector based on thresholding
the probability map. Results are also confirmed by tests carried
on realistic forgeries.
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[11] J. Lukáš and J. Fridrich, “Estimation of primary quantization matrix
in double compressed JPEG images,” in Digital Forensic Research
Workshop, 2003.



1

Image Forgery Localization via Block-Grained
Analysis of JPEG Artifacts

Tiziano Bianchi*, Member, IEEE, and Alessandro Piva, Senior Member, IEEE

Abstract—In this paper, we propose a forensic algorithm
to discriminate between original and forged regions in JPEG
images, under the hypothesis that the tampered image presents
a double JPEG compression, either aligned (A-DJPG) or non-
aligned (NA-DJPG). Unlike previous approaches, the proposed
algorithm does not need to manually select a suspect region in
order to test the presence or the absence of double compression
artifacts. Based on an improved and unified statistical model
characterizing the artifacts that appear in the presence of both
A-DJPG or NA-DJPG, the proposed algorithm automatically
computes a likelihood map indicating the probability for each
8×8 discrete cosine transform block of being doubly compressed.
The validity of the proposed approach has been assessed by
evaluating the performance of a detector based on thresholding
the likelihood map, considering different forensic scenarios. The
effectiveness of the proposed method is also confirmed by tests
carried on realistic tampered images. An interesting property of
the proposed Bayesian approach is that it can be easily extended
to work with traces left by other kinds of processing.

Index Terms—Image forensics, JPEG artifacts, double JPEG
compression, forgery localization

I. INTRODUCTION

The diffusion of tampered visual contents through the digital
world is becoming increasing and worrying, due to the large
availability of simple and effective image and video processing
tools. Because of this issue, in many fields like insurance, law
and order, journalism, and medical applications, there is an
increasing interest in tools allowing to grant the credibility of
digital images as sources of information. As a possible answer
to this request, many image forensic techniques have been
proposed to detect the presence of forgeries in digital images
through the analysis of the presence or of the perturbation of
some traces that remain in digital content, during the creation
process or any other successive processing [1].

The JPEG format is adopted in most of the digital cameras
and image processing tools; many forensic tools have thus
been studied to detect the presence of tampering in this
class of images. In general, the manipulation is detected by
analyzing proper artifacts introduced by JPEG recompression
occurring when the forged image is created; in particular,
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such artifacts can be categorized into two classes, according
to whether the second JPEG compression adopts a discrete
cosine transform (DCT) grid aligned with the one used by
the first compression or not. The first case will be referred to
as aligned double JPEG (A-DJPG) compression, whereas the
second case will be referred to as non aligned double JPEG
(NA-DJPG) compression.

Approaches belonging to the first category include [2]–[8],
whereas the presence of non aligned double JPEG compression
has been investigated in [9]–[12].

Based on the observation that the distribution of the first
digit of DCT coefficients in single JPEG compressed images
follows the generalized Benford distribution, in [3], [4] the sta-
tistical distribution of first digits in quantized DCT coefficients
is used as feature set for detecting double JPEG compression.
Their performance however does not seem adequate, and are
outperformed by later works: e.g. in [6], starting from the
observation that recompression induces periodic artifacts and
discontinuities in the image histogram, a set of features is
derived from the pixels histogram to train a support vector
machine (SVM) allowing to detect an A-DJPG compression;
in [13], the histogram of a subset of 9 DCT coefficients is also
used to train a SVM and make the same detection. These two
last approaches, however, have been tested only for secondary
quality factors set to 75 or 80.

A promising approach is the one introduced by Popescu et
al. in [2]: here, it is proposed to detect the presence of double
aligned JPEG compression by observing that consecutive
quantizations introduce periodic artifacts into the histogram
of DCT coefficients; these periodic artifacts are visible in
the Fourier domain as strong peaks in medium and high
frequencies. Their seminal work has been the basis of the work
presented in [7], where double JPEG compression is detected
by computing a tampering probability map of the image
according to a proper statistical model of DCT coefficients.
In [8], an improved version of the model proposed in [7] is
presented, leading to a significant improvement of the accuracy
of the probability map estimation and consequently of the
algorithm performance.

In [5], a different approach to detect areas which have un-
dergone a double JPEG compression is proposed. The method
works by comparing differently compressed versions of the
image with the possibly tampered one; when the same quality
factor of the tampered area is adopted, a spatial local minima,
the so-called JPEG ghosts, will appear in correspondence of
the forgery. This method works only if the tampered region
has a lower quality factor than the rest of the image.

Concerning the methods for the detection of NA-DJPG, a
well known approach is the one presented in [9]: starting from
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an idea proposed in [14] to detect blocking artifacts, a 8 × 8
blocking artifact characteristics matrix (BACM) is computed
in the pixel domain to measure the symmetrical property of the
blocking artifacts in a JPEG image; an asymmetric BACM will
reveal the presence of misaligned JPEG compressions. The
previous algorithm is modified in [10] to localize the tampered
regions, according to two possible approaches: in a block-wise
approach each 8× 8 image block is processed independently
by analyzing the statistics of a rectangular region surrounding
it, whereas in the region-wise approach the image is first
segmented into homogeneous regions and then each region is
analyzed separately. In [11] the blocking artifacts in the pixel
domain are again investigated, but in this case their periodic
property is measured by devising two proper sets of features
fed to a SVM; this method shows higher performance with
respect to [9]. In [12], the authors propose a method based on
a single feature which depends on the integer periodicity of
the DCT coefficients when the DCT is computed according
to the grid of the previous JPEG compression, and whose
experimental results are superior to the previous works.

In [15] a detection method which is able to detect either
block-aligned or misaligned recompression is proposed; in
particular the authors propose to compute a set of features
to measure the periodicity of blocking artifacts, perturbed in
presence of NA-DJPG compression, and a set of features to
measure the periodicity of DCT coefficients, perturbed when
an A-DJPG compression is applied; this set of nine periodic
features is used to train a classifier allowing to detect if an
image has undergone a double JPEG compression. Experi-
mental results show that this method outperforms the scheme
proposed in [9] for the NA-DJPG case, and the schemes
proposed in [4], [7].

Most of the above algorithms rely on the hypothesis to know
the right location of the possibly manipulated area, for example
by applying a segmentation of the image under test before the
forensic analysis as done in [10], or they are just designed to
analyse the whole image, so that the correct localization of
the forgery in a tampered image is still an open issue. To the
best of our knowledge, only the forensic algorithms presented
in [7] and [8] have been designed to localize in an automatic
way the tampered regions with a fine-grained scale of 8 × 8
image blocks; let us note that these methods work only in the
presence of aligned double JPEG compression, whereas no
similar methods exist in the case of non-aligned double JPEG
compression.

In this paper, we move a step forward in the localization of
tampering in JPEG images, by proposing a forensic algorithm
that can reveal a tampering at a local level, without any
prior information about the location of the manipulated area,
in the presence of double JPEG compression, either aligned
or non-aligned. The output of the algorithm, as the methods
proposed in [7] and [8], is a map that gives the probability,
or the likelihood, for each 8 × 8 block to be tampered.
Starting from the analysis of the probability models of DCT
coefficients carried out in [8], we propose an improved and
unified statistical model characterizing the artifacts that appear
in the presence of either A-DJPG or NA-DJPG, allowing to
derive algorithms working for any kind of recompression.

As a further contribution of this paper, the proposed forgery
localization method, following a Bayesian approach, can be
easily generalized to work with similar features derived by any
other footprints left by a tampering operation, in the spatial
domain or in another image domain.

The rest of this paper is organized as follows. In Section II,
the possible scenarios where the algorithm for the detection of
double JPEG compression can be applied are briefly reviewed.
In Section III, the statistical models used to characterize both
A-DJPG and NA-DJPG artifacts are explained. Starting from
these models, in Section IV the proposed algorithm is de-
scribed. The results of the experimental analysis carried out to
evaluate the performance of the proposed method are discussed
in Section V, whereas in Section VI, some conclusions are
drawn.

II. FORENSIC SCENARIOS

One of the most evident traces of tampering in JPEG
images is the presence of artifacts due to double compression.
Basically, such artifacts can be categorized into two classes,
according to whether the second JPEG compression uses a
DCT grid aligned with the one of the first compression or
not. However, in order to correctly interpret the presence or
the absence of these artifacts, different scenarios have to be
considered.

A first scenario is that in which an original JPEG image,
after some localized forgery, is saved again in JPEG format.
We can assume that during forgery an image processing tech-
nique which disrupts JPEG compression statistics is applied.
Examples of this kind of manipulation are a cut and paste
from either a non compressed image or a resized image,
or the insertion of computer generated content. In this case,
DCT coefficients of unmodified areas will undergo a double
JPEG compression thus exhibiting double quantization (DQ)
artifacts, while DCT coefficients of forged areas will likely
not have the same DQ artifacts.

A second scenario is that of image splicing. Here, it is
assumed that a region from a JPEG image is pasted onto a
host image that does not exhibit the same JPEG compression
statistics, and that the resulting image is JPEG recompressed.
In this case, the forged region will exhibit double compression
artifacts, whereas the non manipulated region will not present
such artifacts.

In the first scenario, the most common artifacts will be the
ones due to A-DJPG compression. This is the same scenario
considered in [7]. However, it is still possible that the original
image is randomly cropped before being recompressed in
JPEG format, thus creating NA-DJPG artifacts. Conversely,
in the second scenario, assuming a random placement of
the spliced region, there is a probability of 63/64 that the
forged region will exhibit NA-DJPG artifacts. This is the same
scenario considered in [9] [16].

It is worth noting that the above scenarios do not require
one part of the image to be singly compressed. For example,
if a portion from a JPEG image is pasted onto another JPEG
image, we could have an A-DJPG part and a NA-DJPG part,
two A-DJPG parts, or two NA-DJPG parts. Nevertheless, as
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TABLE I
NOTATION

I image
C quantized DCT coefficients
U unquantized DCT coefficients
Drc 8× 8 block DCT matrix, grid aligned to (r, c) pixel position
Q quantization according to 8× 8 quantization matrix
D dequantization according to 8× 8 quantization matrix
x generic DCT coefficient (either quantized or not)
(r, c) grid shift
Q quantization step
k DCT coefficient frequency index
(i, j) DCT block position within the image
(·)k select kth DCT coefficient from each 8× 8 block
L(i, j) likelihood map

long as different kinds of artifacts can be detected on original
and forged regions, forensic tools able to identify either A-
DJPG or NA-DJPG compression could be very useful to
discern original regions from tampered ones.

III. DOUBLE JPEG COMPRESSION MODELS

In this section, we will review the statistical models used
to characterize both A-DJPG and NA-DJPG artifacts. Then,
we will introduce some simplifications that will be useful
in defining the proposed detection algorithm, as well as
some modifications needed to take into account the effects of
rounding and truncation errors between the first compression
and the second compression. The notation used hereafter is
summarized in Table I.

A. JPEG Compression Model

The JPEG compression algorithm can be modeled by three
basic steps [17]: 8 × 8 block DCT of the image pixels,
uniform quantization of DCT coefficients with a quantization
matrix whose values depend on a quality factor QF , entropy
encoding of the quantized values. The image resulting from
decompression will be obtained by applying the inverse of
each step in reverse order: entropy decoding, dequantization,
inverse block DCT. In the following analysis, we will consider
that quantization is achieved by dividing each DCT coefficient
by a proper quantization step Q and rounding the result to the
nearest integer, whereas dequantization is achieved by simply
multiplying by Q.

Let us then assume that an original uncompressed image
I is JPEG compressed with a quality factor QF , and then
decompressed. Since entropy encoding is perfectly reversible,
the image obtained after JPEG decompression can be modeled
as follows:

I1 = D−100 D(Q(D00I)) +E1 = I+R1. (1)

In the above equation, D00 models an 8× 8 block DCT with
the grid aligned with the upper left corner of the image, Q(·)
and D(·) model quantization and dequantization processes,
respectively, and E1 is the error introduced by rounding and
truncating the output values to eight bit integers. The last
quantity R1 can be thought of as the overall approximation
error introduced by JPEG compression with respect to the

original uncompressed image. In the above chain, if round-
ing/truncation (R/T) errors are neglected, the only operation
causing a loss of information is the quantization process Q(·).

In the following, we will analyse the artifacts that appear
in presence of a double JPEG compression. These artifacts,
caused by the interaction of successive quantization and
dequantization processes, will depend on the alignment or
misalignment of the respective block DCTs.

B. A-DJPG Compression
In the case of A-DJPG compression, we consider that the

original image I has been JPEG compressed with a quality
factor QF 1, decompressed, and again compressed with a
quality factor QF 2, with the respective block DCTs perfectly
aligned.

Let us consider the quantized DCT coefficients obtained
after entropy decoding the doubly compressed image. Such
coefficients can be modeled as

C2 = Q2(D00I1) = Q2(D1(Q1(U)) +D00E1) (2)

where U = D00I are the unquantized DCT coefficients of I
and Q1, Q2 denote that different quantization matrices may
be used. In the above equation, we can recognize a first term
taking into account quantization effects and a second term
modeling R/T errors.

Since the JPEG standard uses 64 different quantization
steps, one for each of the 64 frequencies within a 8× 8 DCT,
the quantized coefficients will be distributed according to 64
different probability distributions. According to (2), each of
these distributions can be expressed as

pDQ(x;Q1, Q2) =

Q2x+Q2/2∑
v=Q2x−Q2/2

p1(v;Q1) ∗ gDQ(v) (3)

where Q1 and Q2 are the quantization steps of the first and
last compression, gDQ(v) models the distribution of the R/T
error in the DCT domain, given by the term D00E1, ∗ models
convolution, and

p1(v;Q1) =

{∑v+Q1/2
u=v−Q1/2

p0(u) v = kQ1

0 elsewhere
(4)

models the distribution of the DCT coefficients after quantiza-
tion by Q1 and dequantization, given by the term D1(Q1(U)).
In the above equation, p0(u) represents the distribution of the
unquantized coefficients.

The R/T error in the DCT domain is obtained as a linear
combination of R/T errors on the pixel values, where the latter
can be assumed i.i.d. random variables. Hence, thanks to the
central limit theorem, it can be assumed Gaussian distributed
with mean µe and variance σ2

e , i.e.

gDQ(v) =
1

σe
√
2π
e−(v−µe)

2/σ2
e . (5)

When A-DJPG is not present, the only visible effect is a
single quantization with quality factor QF 2 and the quantized
DCT coefficients can be expressed as

pNDQ(x;Q2) =

Q2x+Q2/2∑
v=Q2x−Q2/2

p0(v). (6)
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The above model holds also if the image was previously JPEG
compressed but the DCT grids were nor aligned, since this
usually destroys the effects of the primary quantization [18].

C. NA-DJPG Compression
In the case of NA-DJPG compression, we can assume that

the original image I has been JPEG compressed using a DCT
grid shifted by (r, c) 6= (0, 0), 0 ≤ r ≤ 7 and 0 ≤ c ≤ 7, with
respect to the upper left corner, so that the image obtained
after JPEG decompression can be represented as

I1 = D−1rc D1(Q1(DrcI)) +E1 (7)

where DrcI are the unquantized DCT coefficients of I and Q1,
D1 denote that a proper quantization matrix corresponding to
the quality QF 1 was used1.

We then assume that the image has been again JPEG
compressed with a quality factor QF 2, but now with the block
grid aligned with the upper left corner of the image. However,
if we consider the image after the second decompression, i.e.,
I2 = I1 + R2, and we apply a block DCT with alignment
(r, c), we have

DrcI2 = D1(Q1(DrcI)) +Drc(E1 +R2). (8)

According to the above equation, the unquantized DCT coef-
ficients obtained by applying to the doubly compressed image
I2 a block DCT with alignment (r, c) (i.e., the same alignment
of the first compression) can be expressed as the sum of
a first term depending from prior quantization (analogous
to the first term in (2)) and a second term modeling the
approximation error due to the second JPEG compression.
Hence, the distribution of DCT coefficients of a particular
frequency can be modeled as

pQ(x;Q1) = p1(x;Q1) ∗ gQ(x) (9)

where gQ(x) models the distribution of the JPEG approxima-
tion error due to the second compression in the DCT domain.
If we model the approximation error as the sum of the R/T
error plus the quantization error due to uniform quantization
with step Q2

2, by invoking the central limit theorem we can
assume that the approximation error is Gaussian distributed
with mean µe and variance σ2

e +Q2
2/12, i.e.

gQ(x) =
1√

2π(σ2
e +Q2

2/12)
e−(x−µe)

2/(σ2
e+Q

2
2/12). (10)

In the absence of NA-DJPG compression, that is the image
did not undergo a first JPEG compression with alignment
(r, c), the unquantized DCT coefficients obtained by applying
a shifted block DCT can be assumed distributed approximately
as the original unquantized coefficients, that is

pNQ(x) = p0(x) (11)

since a misalignment of the DCT grids usually destroys the
effects of quantization [18].

1With a slight abuse of notation, in (2) and (7) we use the same symbols
Q1(·) and D1(·) to denote slightly different operators, since the respective
quantization matrices are aligned to different grids.

2This is a strong approximation, since quantization error depends on the
whole quantization matrix and the shift (r, c). However, it allows us to keep
the model reasonably simple.

D. Simplified Models

Although the models in (3) and (9) are quite accurate, they
require the knowledge of the distribution of the unquantized
coefficients p0(u), which may not be available in practice.
However, it is possible to make some simplifications in order
to obtain models that are less dependent from the image
content.

In the case of A-DJPG, it was already observed in [2] that
by neglecting the effects of R/T errors the distribution of the
quantized DCT coefficients is given by

pDQ(x;Q1, Q2) =

R(x)∑
u=L(x)

p0(u). (12)

where, denoting as dxe and bxc the ceiling and floor function,
respectively, L(x) = Q1

(⌈
Q2

Q1

(
x− 1

2

)⌉
− 1

2

)
, and R(x) =

Q1

(⌊
Q2

Q1

(
x+ 1

2

)⌋
+ 1

2

)
[7].

A simplified version of the above model can be obtained
by introducing the following approximation [8]

1

R(x)− L(x)

R(x)∑
u=L(x)

p0(u)

≈ 1

Q2

Q2x+Q2/2∑
u=Q2x−Q2/2

p0(u) =
1

Q2
pNDQ(x;Q2). (13)

The above approximation holds whenever the function
nDQ(x) = (R(x) − L(x))/Q2 > 0 and the histogram of
the original DCT coefficient is locally uniform. In practice,
we found that for moderate values of Q2 this is usually true,
except for the center bin (x = 0) of the AC coefficients, which
have a Laplacian-like distribution. According to the above
approximation, we have

pDQ(x;Q1, Q2) ≈ nDQ(x) · pNDQ(x;Q2), x 6= 0. (14)

i.e., we can approximate the distribution of the quantized
DCT coefficients in the presence of A-DJPG compression by
multiplying the distribution of the single compressed DCT
coefficients by a periodic function nDQ(x).

The above model can be further modified to take into
account the effects of R/T errors. According to (3), R/T errors
will cause every bin of p0(u) to spread over the adjacent bins
proportionally to σe, where σe is the standard deviation of the
R/T error. Hence, after quantization by Q2, such a spread will
be proportional to σe/Q2. As a first approximation, this can
be modeled by convolving nDQ(x) with a Gaussian kernel
having standard deviation σe/Q2.

Besides these effects, truncation often introduces a bias
on R/T errors, which will affect the statistics of the DC
coefficients. If the bias is equal to µe, the relationship be-
tween the unquantized DC coefficient u and the doubly quan-
tized DC coefficient x becomes x =

[([
u
Q1

]
Q1 + µe

)
1
Q2

]
.

Hence, only in the case of DC coefficients, the func-
tion nDQ(x) must be conveniently modified by redefin-
ing L(x) = Q1

(⌈
Q2

Q1

(
x− µe

Q2
− 1

2

)⌉
− 1

2

)
, and R(x) =

Q1

(⌊
Q2

Q1

(
x− µe

Q2
+ 1

2

)⌋
+ 1

2

)
.
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Fig. 1. Example of A-DJPG compression model: hDQ and hNDQ denote
the histograms of quantized DCT coefficients of an A-DJPG compressed and
a singly compressed image, respectively, for a single DCT frequency. The
distributions obtained according to equations (3), (14), and (11) are in good
agreement with the data.

An analogous simplification can also be applied in the
case of NA-DJPG. Indeed, by making similar assumptions
regarding the smoothness of p0(u), we have

p1(x) ≈

{
Q1p0(x) x = kQ1

0 elsewhere
(15)

Hence, if we assume that the JPEG approximation error due
to the last compression is smaller than Q1, and thanks to (11),
we have that (9) can be simplified to

pQ(x;Q1) ≈ nQ(x) · pNQ(x), x 6= 0. (16)

where nQ(x) = nQ,0(x) ∗ gQ(x) and

nQ,0(x) ,

{
Q1 x = kQ1

0 elsewhere
(17)

Since the above approximations may not be accurate when
x = 0, in practice we choose to empirically correct the
function nQ(x) by setting n′Q(0) = nQ(0)

1−RZ , where RZ is
the percentage of DCT coefficients equal to zero. The rationale
of the above approach is that the more DCT coefficients are
equal to zero, the less informative is nQ(x) when x = 0.

As an illustrative example, in Fig. 1 the models proposed
in (3), (14), and (11) are compared with the histograms of
quantized DCT coefficients of a A-DJPG compressed and a
singly compressed image, whereas in Fig. 2 the models pro-
posed in (9), (16), and (6) are compared with the histograms
of unquantized DCT coefficients of a NA-DJPG compressed
and a singly compressed image, considering a single DCT
frequency in both cases. The figures show that there is a
good agreement between the proposed models and the real
distributions and that the distributions of singly compressed
and doubly compressed DCT coefficients can be effectively
separated.
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Fig. 2. Example of NA-DJPG compression model: hQ and hNQ denote the
histograms of unquantized DCT coefficients of a NA-DJPG compressed and
a singly compressed image, respectively, for a single DCT frequency. The
distributions obtained according to equations (9), (16), and (6) are in good
agreement with the data.

IV. DOUBLE JPEG LOCALIZATION ALGORITHM

In this section, we will describe the proposed algorithm
for localizing double JPEG artifacts. Since A-DJPG and NA-
DJPG artifacts are characterized by different statistical models
defined on different domains – quantized DCT coefficients
given by (2) for A-DJPG, unquantized DCT coefficients given
by (7) for NA-DJPG – we will actually have two similar
algorithms specialized on the respective type of double JPEG
compression. A pseudo-code summarizing the proposed algo-
rithms can be found in Algorithm 2 and Algorithm 3.

A. Likelihood Map

In the following, we will assume that for each element x of
an image, being x either a pixel value, a DCT coefficient, or
the value of any other kind of representation, we know both
the probability distributions of x conditional to the hypothesis
of being doubly compressed, i.e., p(x|H1), and the probability
distributions of x conditional to the hypothesis of being singly
compressed, i.e., p(x|H0).

When dealing with double JPEG compression traces, the
above conditional distributions are given by either (3) and
(6) or (9) and (11), according to whether we are consider-
ing A-DJPG or NA-DJPG artifacts: in the case of A-DJPG
artifacts we have p(x|H1) = pDQ(x;Q1, Q2) and p(x|H0) =
pNDQ(x;Q2), whereas in the case of NA-DJPG artifacts we
have p(x|H1) = pQ(x;Q1) and p(x|H0) = pNQ(x).

Given p(x|H1) and p(x|H0), an element x can be classified
as belonging to one of the two models according to the value
of the likelihood ratio

L(x) = p(x|H1)

p(x|H0)
. (18)

As a natural choice, one could assume the element x to be
doubly compressed if L(x) > 1, i.e., if p(x|H1) > p(x|H0). In
practice, the likelihood ratio is compared with an appropriate
threshold, defined in such a way that the detector fulfills some
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optimality condition (e.g., a given probability of false alarm). It
is worth noting that the above approach can be easily extended
to any trace of tampering, even to traces that are not left by
JPEG recompression, provided that the appropriate probability
models for both p(x|H0) and p(x|H1) are defined.

In the case of JPEG images, an element is a DCT coefficient
corresponding to a 8 × 8 block. If multiple DCT coefficients
within the same block are considered, by assuming that they
are independently distributed we can express the likelihood
ratio corresponding to the block at position (i, j) as

L(i, j) =
∏
k

L(xk(i, j)) (19)

where xk(i, j) denotes the kth DCT coefficient within the
block at position (i, j)3. Such values form a likelihood map
of the JPEG image with resolution 8 × 8 pixels, which can
be used to localize possibly forged regions within the image.
Since the areas of interest are usually connected regions with
area greater than 8 × 8 pixels, the likelihood map can be
further processed by cumulating the likelihoods on a local
window, by assuming that if neighboring blocks are doubly
compressed, the likelihood that the reference block is also
doubly compressed will increase.

1) Simplified Map: By using the simplified models de-
scribed in Section III-D, it is possible to approximate the
likelihood ratio as L(x) = n(x), where the form of n(x)
depends from the kind of artifacts considered. The likelihood
map obtained using such simplifications can be expressed as

L(i, j) ≈
∏
k

n(xk(i, j)) (20)

and depends only on compression parameters, i.e., Q1, Q2,
having removed any dependencies from p0(u). Hence, pro-
vided that the estimated primary compression parameters are
the correct ones, the simplified likelihood map will be less
dependent from the image content.

B. Estimation of Model Parameters

For the localization of forgeries, the estimation of some
parameters of the models described in Section III is required.
Among these parameters, p0(u), Q2, µe, and σe are common
to both p(x|H1) and p(x|H0), whereas Q1 is required only to
characterize the distribution of doubly quantized coefficients.
Moreover, in the case of NA-DJPG compression we should
determine the shift (r, c) between the first compression and
the last compression in order to compute the unquantized DCT
coefficients as in (8).

As to Q2, we will assume that it is available from the
JPEG image header. As to the other parameters, they can be
estimated according to the following procedures.

1) Estimation of Q1: the estimation of the quantization step
of the primary compression is crucial for the correct modeling
of doubly compressed regions. When dealing with a possibly
forged image, usually there is no prior knowledge regarding

3With a slight abuse of notation, we use the same symbol L(x) even if
for different k we have different likelihood functions. The same convention
is used in (20) and (28) when referring to n(x) and h(x), respectively.

the location of such regions. In general, the distribution of the
DCT coefficients of a tampered image can thus be modeled as
a mixture of the two hypotheses p(x|H1) and p(x|H0), i.e.,

p(x;Q1, α) = α · p(x|H0) + (1− α) · p(x|H1;Q1) (21)

where α is the mixture parameter and we have highlighted the
dependence of p(x|H1) from Q1.

Based on the above model, the maximum likelihood esti-
mate of Q1 can be obtained as

Q̂1 = argmax
Q1

∏
x

[α(Q1)p(x|H0)+(1−α(Q1))p(x|H1;Q1)]

(22)
where α(Q1) is the optimal mixture parameter for a given
Q1. For each Q1, the optimal mixture parameter can be
estimated using the expectation-maximization (EM) algorithm
[19]. Since Q1 is a discrete parameter with a limited set of
possible values, the idea is to run in parallel the EM algorithm
over a set of candidate Q1 values and then to choose the
Q1 maximizing the likelihood function according to (22). The
proposed implementation of the EM algorithm is described in
Algorithm 1. In order to estimate the complete quantization
matrix, the above maximization problem has to be separately
solved for each of the 64 DCT coefficients within a block.

Algorithm 1 Pseudocode of the EM algorithm for estimating
the quantization step of the primary compression Q1. N is the
number of DCT coefficients.

input p(x|H0), p(x|H1; Q̃m), Q̃m, m = 1, . . . ,M , α0

set α̃m = α0, m = 1, . . . ,M
set Lmax = −∞
repeat

for m = 1→M do
{Expectation step}
for all x do
β(x) = α̃mp(x|H0)

α̃mp(x|H0)+(1−α̃m)p(x|H1;Q̃m)
end for
{Maximization step}
α̃m = 1

N

∑
x β(x)

L =
∏
x(α̃mp(x|H0) + (1− α̃m)p(x|H1; Q̃m))

if L > Lmax then
Lmax = L
Q1 = Q̃m

end if
end for

until convergence
return Q1, Lmax

2) Estimation of (r, c): the shift (r, c) in the case of NA-
DJPG can be estimated using a similar technique. The idea
is to use the previously proposed EM algorithm to solve the
maximization in (22) for every possible grid shift, excepting
(r, c) = (0, 0), and then to choose the (r, c) values for which
the likelihood function is globally maximized. In order to limit
the complexity, for each grid shift we consider the DC DCT
coefficients only, following an approach similar to [20]. The
proposed technique is described in Algorithm 3.
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3) Estimation of p0(u): obtaining a reliable estimate of
the distribution of the unquantized DCT coefficients from
the corresponding quantized or doubly quantized coefficients
may be a difficult task. In [21], it is proposed to use a
parametric model based on the hypothesis that AC coefficients
are Laplacian distributed. However, previous studies show
that a simple Laplacian distribution may not be sufficiently
accurate [22]. Moreover, such a hypothesis can not be applied
to DC coefficients.

In this work, we resort to a non parametric modeling of
p0(u) based on the histogram of the observed DC coefficients.
It has already been observed [18] that the DCT coefficients
obtained by applying a slight shift to the grid used for
computing the block DCT usually do not exhibit quantization
artifacts. Hence, we propose to approximate the distribution of
the unquantized DCT coefficients using the histogram of the
DCT coefficients of the decompressed image computed after
the DCT grid is suitably shifted with respect to the upper
left corner. In the case that we are detecting the presence of
A-DJPG artifacts, we will use a shift (1, 1). In the case of
detection of NA-DJPG artifacts, we will use a shift of ±1 with
respect to the estimated shift (r, c) of the primary compression,
where the sign of the increment is chosen so as to keep the
shift values between 0 and 7 and to avoid the case (0, 0).

Given the histogram h(u) of the DCT coefficients computed
with the above procedure, the desired probability distribution
is estimated as

p0(u) =
h(u) + 1

N +Nbin
(23)

where N is the number of DCT coefficients and Nbin is the
number of bins of the histogram. The above estimate uses
Laplace’s rule of succession [23] to avoid assigning a zero
probability when h(u) = 0.

4) Estimation of µe and σe: the true values of both µe
and σe should be estimated by relying on the primary JPEG
compression, which in general is not available when observing
the tampered image. In practice, we found that they can
be well approximated by measuring the R/T error on the
tampered image. The rationale is that both µe and σe are
mainly determined by the coarse-grained statistics of the image
content, which usually are little affected by tampering.

According to equation (1), we can model the tampered
image as I2 = D−100 D(Q(D00I1)) + E2. Hence, given as
input the quantized DCT coefficients of the observed image
C2 we can think to compute the term E2 by reconstructing the
tampered image with infinite precision as D−100 D(C2), which
can be approximated by using floating point arithmetic, and
taking the difference with the image I2 which is obtained by
rounding and truncating to 8 bit precision the floating point
values. The values of µe and σe relative to the kth DCT
coefficient within a block can be estimated as

µe = E[(D00E2)k] (24)

and
σ2
e = V ar[(D00E2)k] (25)

where ()k indicates that we are taking the kth DCT coefficient
from each 8× 8 block. Usually, µe is computed only for the
DC coefficient, since for the AC coefficients we have µe = 0.

Algorithm 2 Pseudocode of the algorithm for generating the
likelihood map in the A-DJPG case.

input C2, Q2, Ncoeff ,model, α0

set L(i, j) = 1
for k = 1→ Ncoeff do

input Q̃m,m = 1 . . . ,Mk

set x = (C2)k
estimate p0(u), µe, σ2

e

for all x do
p(x|H0) = pNDQ(x;Q2)
p(x|H1; Q̃m) = pDQ(x; Q̃m, Q2),m = 1 . . . ,Mk

end for
Q1 ⇐ Algorithm 1
if model = 0 then
L(i, j) = L(i, j) · p(x(i,j)|H1;Q1)

p(x(i,j)|H0)
else
L(i, j) = L(i, j) · nDQ(x(i, j);Q1)

end if
end for
return L(i, j)

C. Method of [7]

In the case of A-DJPG artifacts, the authors of [7] propose
an alternative method for deriving the posterior probability of
a block being doubly compressed. Starting from the obser-
vation that nDQ(x) is a periodic function with period P =
Q1/ gcd(Q1, Q2), they propose to estimate the conditional
probabilities as

p(x|H0) ∝ 1/P (26)

and

p(x|H1) ∝ h(x)/
P−1∑
t=0

h(bx/P cP + t) (27)

where h(x) is the histogram of the DCT coefficients and the
period P can be estimated from h(x) (see [7] for the details).
The above estimates stem from the observation that in the
absence of DQ artifacts x will be approximately uniformly
distributed over a histogram period, whereas in the presence
of DQ artifacts x will be concentrated around some histogram
peaks. According to the above model, the likelihood map can
be approximated as

L(i, j) ≈
∏
k

Ph(xk(i, j))∑P−1
t=0 h(bxk(i, j)/P cP + t)

. (28)

V. EXPERIMENTAL RESULTS

In this section we firstly describe the experimental method-
ology we followed in order to evaluate the performance of
the proposed forgery detectors; then, experimental results for
both A-DJPG and NA-DJPG are shown, considering different
scenarios, and the use of both standard likelihood maps and
simplified maps. As to A-DJPG, results are also compared
with the method of [7].
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Algorithm 3 Pseudocode of the algorithm for generating the
likelihood map in the NA-DJPG case.

input I2, Ncoeff ,model, α0

set L(i, j) = 1
estimate µe, σ2

e

{Estimate grid shift}
set Lmax = −∞
for all (r′, c′) do

input Q̃m,m = 1 . . . ,M1

set x = (Dr′c′I2)1
estimate p0(u)
for all x do
p(x|H0) = pNQ(x)
p(x|H1; Q̃m) = pQ(x; Q̃m),m = 1 . . . ,M1

end for
L⇐ Algorithm 1
if L > Lmax then
(r, c) = (r′, c′)
Lmax = L

end if
end for
for k = 1→ Ncoeff do

input Q̃m,m = 1 . . . ,Mk

set x = (DrcI2)k
estimate p0(u), µe, σ2

e

for all x do
p(x|H0) = pNQ(x)
p(x|H1; Q̃m) = pQ(x; Q̃m),m = 1 . . . ,Mk

end for
Q1 ⇐ Algorithm 1
if model = 0 then
L(i, j) = L(i, j) · p(x(i,j)|H1;Q1)

p(x(i,j)|H0)
else
L(i, j) = L(i, j) · nQ(x(i, j);Q1)

end if
end for
return L(i, j)

A. Experimental Methodology

For the experimental validation of the proposed work, we
have built an image dataset composed by 100 non-compressed
TIFF images, having heterogeneous contents, coming from
three different digital cameras (namely Nikon D90, Canon
EOS 450D, Canon EOS 5D) and each acquired at its highest
resolution; each test has been performed by cropping a central
portion with size 1024× 10244.

Starting from this dataset, we have created manipulated
images exhibiting either A-DJPG or NA-DJPG artifacts, ac-
cording to different scenarios. As to the simulation of A-DJPG
artifacts, each original image is JPEG compressed with a given
quality factor QF1 (using the Matlab function imwrite); the
area that should not exhibit A-DJPG artifacts is replaced with
the corresponding area from the original TIFF image; finally,

4In the case of NA-DJPG, the size is increased by 7 pixels in either
dimension so that we can still have a 1024 × 1024 image after random
cropping.

the overall “manipulated” image is JPEG compressed (again
with Matlab) with another given quality factor QF2. As to the
simulation of NA-DJPG artifacts, we repeat the above steps,
except that the primary JPEG compressed image is randomly
cropped by removing a number of rows and columns between
0 and 7 before inserting the uncompressed area. In all the
datasets, QF1 and QF2 are taken from the sets [50, 55, . . . 95]
and [50, 55, . . . 100], respectively, achieving 110 possible com-
binations of (QF1, QF2) for each of the 100 tampered images.

We considered three different scenarios corresponding to
different percentages of doubly compressed blocks. In the
first scenario, double compression is present in all the image
but the central portion of size 256 × 256, corresponding to
15/16 of the image area; in the second scenario, double
compression is present only in the right half of the image,
corresponding to 1/2 of the image area; in the third scenario
double compression is present only in the central portion of
size 256 × 256, corresponding to 1/16 of the image area. In
the following, the above scenarios are referred to as 15/16
scenario, 1/2 scenario, and 1/16 scenario, respectively.

As to the parameters of the proposed algorithm, in all
experiments we used α0 = 0.95, while the possible Q1

values for each DCT frequency have been chosen in the set
{1, . . . , Q(50)}, where Q(50) denotes, for each DCT frequency,
the quantization step corresponding to QF1 = 50. Moreover,
the logarithm of likelihood maps has been processed by a 3×3
mean filter in order to cumulate neighboring likelihood values.

The selection of a proper performance metric is fundamental
for comparing the different methods. The considered algo-
rithms provide as output, for each analyzed image, a likelihood
map that represents the probability of each 8 × 8 block to
be doubly compressed (i.e. for each 1024 × 1024 image a
128 × 128 likelihood map is given). After a thresholding
step, a binary detection map is achieved, that locates which
are the blocks detected as recompressed. In our experiments,
we assume to know for each analyzed image the position of
doubly compressed areas, so that it is possible to associate
to any manipulated image a corresponding 128 × 128 binary
mask indicating the positions of doubly compressed blocks.

A comparison between the algorithm output detection map
and the known tampering mask will allow to estimate the
error rates of the forensic schemes, measured as false alarm
probability Pfa and missed detection probability Pmd. These
two probabilities can be computed by measuring the following
parameters: nEDQ: number of blocks erroneously detected
as doubly compressed; nESQ: number of blocks erroneously
detected as singly compressed; nI: number of blocks in the
image; nM: number of doubly compressed blocks. Starting
from these figures, the error probabilities are given by:

Pfa =
nEDQ

nI − nM
Pmd =

nESQ

nM

and the correct detection probability is: Pd = 1− Pmd.
For depicting the tradeoff between the correct detection

rate Pd and the false alarm rate Pfa the receiver operating
characteristic (ROC) curve is considered. Since the ROC curve
is a two dimensional plot of Pd versus Pfa as the decision
threshold of the detector is varied, we adopt the area under
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Fig. 3. AUC achieved for different QF2, averaged over all QF1 values, using
different numbers of DCT coefficients in the case of A-DJPG compression and
15/16 scenario: (a) algorithm in [7]; (b) proposed algorithm with standard
map; (c) proposed algorithm with simplified map.

the ROC curve (AUC) in order to summarize the performance
with a unique scalar value representing the general behavior
of the detector. It is known that AUC should assume values
between 0.5 and 1 for realistic and effective, i.e. no random,
detectors.
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Fig. 4. AUC achieved for different QF2, averaged over all QF1 values, using
different numbers of DCT coefficients in the case of A-DJPG compression
and 1/2 scenario: (a) algorithm in [7]; (b) proposed algorithm with standard
map; (c) proposed algorithm with simplified map.

B. A-DJPG

In the case of A-DJPG compression, we have compared the
AUC values obtained using the standard map in (19) and the
simplified map in (20) with those obtained using the algorithm
in [7]. In all cases, likelihood maps are obtained by cumulating
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Fig. 5. AUC achieved for different QF2, averaged over all QF1 values, using
different numbers of DCT coefficients in the case of A-DJPG compression
and 1/16 scenario: (a) algorithm in [7]; (b) proposed algorithm with standard
map; (c) proposed algorithm with simplified map.

a different number of DCT coefficients for each block, starting
from the DC coefficient and scanning the coefficients in zig-
zag order.

The AUC values achieved for different QF2 values in the
three scenarios, averaged over all QF1 values, are shown in
Figs. 3-5. As can be seen, the AUC values achieved by the

TABLE II
AUC ACHIEVED BY THE ALGORITHM IN [7] IN THE CASE OF A-DJPG

COMPRESSION AND 1/2 SCENARIO.

QF2

50 60 70 80 90 100

QF1

50 0.506 0.579 0.709 0.845 0.978 0.994
60 0.492 0.503 0.635 0.814 0.969 0.993
70 0.484 0.509 0.502 0.686 0.943 0.992
80 0.526 0.485 0.512 0.501 0.897 0.981
90 0.505 0.499 0.502 0.500 0.499 0.948

TABLE III
AUC ACHIEVED BY THE PROPOSED ALGORITHM USING THE STANDARD

MAP IN THE CASE OF A-DJPG COMPRESSION AND 1/2 SCENARIO.

QF2

50 60 70 80 90 100

QF1

50 0.504 0.942 0.995 0.999 0.999 0.999
60 0.745 0.499 0.949 0.997 0.998 0.999
70 0.783 0.810 0.502 0.986 0.998 0.998
80 0.602 0.592 0.712 0.501 0.989 0.990
90 0.529 0.515 0.534 0.584 0.499 0.976

TABLE IV
AUC ACHIEVED BY THE PROPOSED ALGORITHM USING THE SIMPLIFIED

MAP IN THE CASE OF A-DJPG COMPRESSION AND 1/2 SCENARIO.

QF2

50 60 70 80 90 100

QF1

50 0.509 0.948 0.995 0.998 0.999 0.998
60 0.734 0.503 0.957 0.997 0.999 0.999
70 0.784 0.828 0.496 0.988 0.999 0.999
80 0.659 0.640 0.778 0.499 0.995 0.993
90 0.540 0.530 0.549 0.621 0.505 0.987

proposed approach are higher than those obtained with the
method of [7], especially for lower QF2 and in the 1/2 and
1/16 scenarios. It is worth noting that the proposed algorithm
is able to detect traces of A-DJPG compression even in the
1/16 scenario, achieving a performance only slightly lower
than that obtained in the other two scenarios, whereas the
method of [7] is almost useless in the 1/16 scenario.

When using the proposed approach, the detection perfor-
mance tends to increase with the number of DCT coefficients
used to generate the likelihood map, even though 6 coefficients
are usually enough to obtain the best performance. Conversely,
with the algorithm in [7] we have the best performance
when using only few DCT coefficients: when more than
6 coefficients are used, the AUC values tend to decrease,
highlighting the fact that the information contained in the
higher frequencies can not be reliably exploited by the method
of [7].

In order to assess the effects of different QF1 val-
ues, the AUC values obtained for different combinations of
(QF1, QF2) in the 1/2 scenario, using the first 6 DCT coeffi-
cients to compute the likelihood map, are reported in Tables II-
IV. For ease of reading, for each combination of (QF1, QF2)
the highest AUC value among the three considered approaches
is highlighted in bold. As can be seen, the proposed approach
is always the best one, being able to achieve AUC greater
the 0.5 even when QF2 < QF1. The standard map and
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TABLE V
PERCENTAGE (%) OF ERRONEOUSLY ESTIMATED Q1 VALUES IN THE CASE

OF A-DJPG COMPRESSION AND 1/2 SCENARIO.

QF2

50 60 70 80 90 100

QF1

50 100 8 7 5 2 1
60 25 100 18 8 2 1
70 32 25 100 7 2 0
80 40 46 22 100 1 0
90 99 99 98 79 98 1
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Fig. 6. Percentage of erroneously estimated Q1 values for each DCT
coefficient in the A-DJPG case. The index on the x-axis corresponds to zig-zag
ordering. Values are averaged over all (QF1, QF2) such that QF2 > QF1.

the simplified map achieve very similar results: the standard
approach seems slightly more robust when QF2 � QF1,
whereas the simplified map is usually better when QF2 is
similar to QF1.

The influence of the reliability of the estimated Q1 values
on the above results can be assessed from Table V, where
the percentage of erroneously estimated Q1 values in the 1/2
scenario is shown. As can be seen, there is a strong depen-
dence between the detection performance and the estimation
accuracy, suggesting that the main reason of detection errors is
the inaccurate estimation of the parameters of the underlying
probability models. From Fig. 6, where the above percentages
are averaged over all (QF1, QF2) such that QF2 > QF1, it
is also evident that the estimated Q1 values are more reliable
for lower DCT frequencies and in scenarios where we have a
higher percentage of doubly compressed blocks.

C. NA-DJPG

In the case of NA-DJPG compression, we compare only
the AUC values obtained using the standard map in (19)
and the simplified map in (20), since, to the best of our
knowledge, these are the first methods that permit to localize
possibly forged areas by relying on non-aligned double JPEG
compression. As with the A-DJPG case, likelihood maps are
obtained by cumulating different number of DCT coefficients
for each block.

The AUC values achieved for different QF2 values in the
three scenarios, averaged over all QF1 values, are shown in
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Fig. 7. AUC achieved for different QF2, averaged over all QF1 values, using
different numbers of DCT coefficients in the case of NA-DJPG compression
and 15/16 scenario: (a) proposed algorithm with standard map; (b) proposed
algorithm with simplified map.

Figs. 7-9. In both 15/16 and 1/2 scenarios, when QF2 is
sufficiently high we can effectively localize traces of tamper-
ing: for QF2 > 80, the proposed algorithm detects more than
85% of the regions presenting NA-DJPG artifacts. However,
the NA-DJPG features are in general less reliable than the A-
DJPG ones. In the 1/16 scenario, the performance of forgery
localization is much lower than under the other two scenarios,
allowing to localize some traces of double compression only
when QF2 is very high (> 90).

When comparing the two approaches, the simplified map
appears more robust than the standard map for lower QF2

values. As to the effects of the cumulation of different DCT
coefficients, the best results are obtained by considering 3-
6 coefficients with the simplified map: when considering
a higher number of coefficients the AUC values decrease,
suggesting that NA-DJPG artifacts can not be reliably detected
at the higher frequencies.

In order to assess the effects of different QF1 val-
ues, the AUC values obtained for different combinations
of (QF1, QF2) in the 1/2 scenario, using the first 6 DCT
coefficients to compute the likelihood map, are reported in



12

50 60 70 80 90 100
0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

QF
2

A
U

C

 

 
1 coeff.
3 coeff.
6 coeff.
10 coeff.
15 coeff.

(a)

50 60 70 80 90 100
0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

QF
2

A
U

C

 

 
1 coeff.
3 coeff.
6 coeff.
10 coeff.
15 coeff.

(b)

Fig. 8. AUC achieved for different QF2, averaged over all QF1 values, using
different numbers of DCT coefficients in the case of NA-DJPG compression
and 1/2 scenario: (a) proposed algorithm with standard map; (b) proposed
algorithm with simplified map.

Tables VI-VII. For ease of reading, for each combination
of (QF1, QF2) the highest AUC value between the two
considered approaches is highlighted in bold. Also in this case,
the simplified map achieves the best performance when QF2

is similar to QF1, whereas the standard map is slightly better
when QF2 � QF1. Differently from the A-DJPG case, it is
not possible to achieve AUC values significantly greater than
0.5 when QF2 < QF1. However, it suffices QF2−QF1 ≥ 10
to achieve an AUC value close to one, which means that forged
areas can be localized with great accuracy.

The influence of the reliability of the estimated (r, c) pairs
and Q1 values on the above results can be assessed from Tables
VIII and IX, where the percentage of erroneously estimated
(r, c) pairs and Q1 values for 1/2 and 1/16 scenarios is shown,
respectively. From the above results, it is evident that detection
performance is strongly influenced by the ability to estimate
the correct grid shift. In Fig. 6, the percentages of erroneously
estimated Q1 values are averaged over all (QF1, QF2) such
that QF2 > QF1, showing that the estimated Q1 values are
more reliable for lower DCT frequencies, except in the 1/16
scenario, where the estimation is usually unreliable.

50 60 70 80 90 100
0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

QF
2

A
U

C

 

 
1 coeff.
3 coeff.
6 coeff.
10 coeff.
15 coeff.

(b)

50 60 70 80 90 100
0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

QF
2

A
U

C

 

 
1 coeff.
3 coeff.
6 coeff.
10 coeff.
15 coeff.

(c)

Fig. 9. AUC achieved for different QF2, averaged over all QF1 values, using
different numbers of DCT coefficients in the case of NA-DJPG compression
and 1/16 scenario: (a) proposed algorithm with standard map; (b) proposed
algorithm with simplified map.

TABLE VI
AUC ACHIEVED BY THE PROPOSED ALGORITHM USING THE STANDARD
MODEL IN THE CASE OF NA-DJPG COMPRESSION AND 1/2 SCENARIO.

QF2

50 60 70 80 90 100

QF1

50 0.533 0.706 0.910 0.992 0.998 0.999
60 0.497 0.536 0.790 0.972 0.995 0.999
70 0.499 0.498 0.547 0.899 0.989 0.998
80 0.501 0.502 0.496 0.526 0.935 0.989
90 0.498 0.498 0.495 0.494 0.493 0.954

TABLE VII
AUC ACHIEVED BY THE PROPOSED ALGORITHM USING THE SIMPLIFIED
MODEL IN THE CASE OF NA-DJPG COMPRESSION AND 1/2 SCENARIO.

QF2

50 60 70 80 90 100

QF1

50 0.542 0.729 0.924 0.989 0.996 0.998
60 0.497 0.546 0.808 0.975 0.995 0.999
70 0.493 0.497 0.557 0.920 0.993 0.999
80 0.499 0.497 0.496 0.537 0.955 0.990
90 0.499 0.497 0.495 0.496 0.500 0.972
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TABLE VIII
PERCENTAGE (%) OF ERRONEOUSLY ESTIMATED (r, c) PAIRS AND Q1

VALUES (BETWEEN PARENTHESES) IN THE CASE OF NA-DJPG
COMPRESSION AND 1/2 SCENARIO.

QF2

QF1 50 60 70 80 90 100

50 72(41) 39(38) 15(25) 0(18) 0(14) 0(1)
60 99(95) 70(61) 28(41) 3(16) 1(10) 0(0)
70 100(94) 99(96) 59(53) 8(17) 1(7) 0(0)
80 99(100) 98(95) 99(96) 66(53) 3(4) 0(0)
90 96(100) 97(100) 95(100) 98(95) 90(53) 2(3)
100 96(100) 98(100) 99(100) 97(100) 98(100) 98(100)

TABLE IX
PERCENTAGE (%) OF ERRONEOUSLY ESTIMATED (r, c) PAIRS AND Q1

VALUES (BETWEEN PARENTHESES) IN THE CASE OF NA-DJPG
COMPRESSION AND 1/16 SCENARIO.

QF2

QF1 50 60 70 80 90 100

50 99(51) 98(79) 95(87) 93(93) 65(77) 19(24)
60 99(95) 99(69) 96(95) 95(96) 82(88) 32(35)
70 99(94) 99(96) 98(65) 96(94) 86(91) 43(46)
80 97(100) 98(95) 99(96) 95(65) 92(94) 61(62)
90 96(100) 95(100) 98(100) 99(94) 98(58) 89(64)

100 97(100) 99(100) 100(100) 96(100) 97(100) 99(100)

D. Examples

The algorithm has also been tested on a set of images repre-
senting realistic cases of forgery. In Figure 11 two examples of
tampered image are shown: the likelihood maps clearly reveal
that the pyramid on the left image exhibits NA-DJPG artifacts,
whereas the license plate on the right image is the only area
that does not exhibit A-DJPG artifacts, suggesting that both
objects are likely forgeries. The maps also show some false
alarms in image regions with either low intensity variance,
like the sky in the image on the left, or saturated values, like
the reflections on the hood of the car in the image on the
right. However, these errors can be eliminated by a proper
postprocessing on the map, before a decision is made.
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Fig. 10. Percentage of erroneously estimated Q1 values for each DCT
coefficient in the NA-DJPG case. The index on the x-axis corresponds
to zig-zag ordering. Values are averaged over all (QF1, QF2) such that
QF2 > QF1.

VI. CONCLUSIONS

In this paper, a new forensic algorithm to detect and localize
a tampered area into a digital image in the presence of a JPEG
recompression has been proposed. The method is based on the
derivation of a unified statistical model characterizing the DCT
coefficients when an aligned or a non-aligned double JPEG
(A-DJPG or NA-DJPG) compression is applied; following an
approach similar to the one proposed in [7] and in [8], the
statistical model is used for the generation of a likelihood
map that shows the probability of each 8× 8 image block of
being doubly compressed. The validity of the proposed system
has been demonstrated by computing the ROC curves and
the corresponding AUC values for the double compression
detector based on properly thresholding the likelihood map.
The effectiveness of the proposed method is also confirmed
by tests carried on realistic tampered images.

The results show that the proposed method is able to cor-
rectly identify traces of A-DJPG compression unless QF2 =
QF1 or QF2 � QF1, whereas it is able to correctly identify
traces of NA-DJPG compression whenever QF2 > QF1 and
there is a sufficient percentage of doubly compressed blocks.
In our opinion, the limitations of the proposed system are due
to the fact that it is very difficult to separate the distributions of
singly compressed and doubly compressed DCT coefficients
when QF2 < QF1. A possible way to overcome this problem
could be that of jointly estimate recompression parameters
on several DCT frequencies, however at the cost of a greater
complexity.

Morever, the proposed approach, like previous methods for
detecting double JPEG compression, is no more valid if certain
image processing operations, like resizing, are applied between
the two compressions. Future research will be devoted to
methods that can cope with simple image editing operations.
Nevertheless, we can think of particular scenarios in which the
present tool is already practical. For example, when an image
coming from a particular camera must be manipulated without
altering the camera format, as it may happen in a legal case
where images supposedly acquired by a given digital camera
are examined as evidence.

Even if our results consider only simplified scenarios in
which one part of the image is singly compressed, as discussed
in Section II our algorithm can also be applied when both parts
are doubly compressed but exhibit different kind of artifacts.
Tests conducted on a dataset of images where the left half
was A-DJPG compressed and the right half was NA-DJPG
compressed, not shown here due to lack of space, reported for
both detectors the same performance observed in the simplified
scenarios. There are also cases in which the proposed approach
is not expected to work, for example when both parts present
a double JPEG compression with the same grid shift, and that
require further investigation.

Finally, it is worth noting that the proposed forgery localiza-
tion method can be applied also to similar features representing
other traces left by common tampering operations, which will
be the topic of future work.
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(a)

(b)

(c)

Fig. 11. Application to realistic forgeries: (a) images under analysis; (b) likelihood maps obtained using the A-DJPG simplified model; (c) likelihood maps
obtained using the NA-DJPG simplified model. Red/blue areas correspond to high/low probability of being doubly compressed. On the left side, the proposed
algorithm shows that there is a high probability of the pyramid to be doubly compressed according to NA-DJPG model. On the right side, the proposed
algorithm shows that the license plate has a high probability of being singly compressed, whereas the rest of the image has a high probability of being doubly
compressed according to A-DJPG model. The quality settings are QF1 = 60, QF2 = 95 (left side), QF1 = 90, QF2 = 95 (right side).
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Abstract—Starting from a theoretical analysis of the resam-
pling estimation problem for image tampering detection, this
work presents a study, based on cyclostationarity theory, about
the use of prefilters to improve the estimation accuracy of the
resampling factor. Considering the methods that perform the
estimation by analyzing the spectrum of the covariance of a
resampled region, we propose an analytical framework that
allows the definition of a cost function that measures the degree
of detectability of the spectral peaks. Based on this measure,
the design of the optimum prefilters for a particular resampling
factor can be solved numerically. Experimental results validate
the developed analysis and illustrate the enhancement of the
performance in a real scenario.

I. INTRODUCTION

The presence of forged images in the news, in magazines or flow-

ing through the Internet has become prevalent these days. However,

even if today anyone can simply manipulate the information repre-

sented by a picture without leaving perceptual traces, the subsequent

change introduced in the intrinsic properties of the image may enable

the detection of such alterations. For instance, the application of

a geometric transformation (e.g. scaling, rotation or skewing) to a

portion of an image modifies the original sampling grid of this region,

producing resampling traces that can be detected and, later on, will

allow the estimation of the transformation locally applied.

To solve this problem, several techniques have been proposed in

the past few years [1]–[6], providing different ways to detect those

resampling traces and estimate the applied transformation. Although

different approaches are considered in each case, all the proposed

methods work, at some point, in the frequency domain to finally

detect or estimate the periodicities that are inherently present when

a spatial transformation is carried out in an image. Specifically, in

[3]–[6], the spectrum of the covariance of the resampled blocks is

computed to detect the frequency peaks that enable the estimation of

the applied spatial transformation. Derivative filters are used in these

resampling-based methods, to enhance the spectral lines as a way of

substantially improving the estimation performance.

Since the use of certain prefilters, like the derivatives, increases

the estimation accuracy of tampered regions, the question of whether

there exist other prefilters yielding better results becomes very

relevant. In a recent work, Dalgaard et al. show analytically that

for asymptotically large values of the resampling factor, the use of

derivative filters enhances the detection of the resampling traces [7].
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978-1-4244-9080-6/10/$26.00 c©2011 IEEE.

Nevertheless, in order to avoid visible distortions in the tampered

image (generated by the employed spatial transformation), the re-

sampling factor is usually near 1 and rarely larger than 2, so the

hypothesis of an asymptotically large value of this factor does not

hold in a realistic scenario. For this reason, the main goal of this paper

is to present an analytical framework that supports the definition of a

cost function which gives a measure of the detectability of resampling

traces. Using this criterion, we study different prefilters and compute

numerically their performance in the mentioned range of resampling

factors, so as to reach the optimum prefilter for each factor. Using a

database of real images, we also provide empirical results to endorse

our analysis.

The paper is organized as follows: the next section is intended to

describe the notation we will use along the paper and to introduce the

bases of the problem exposed earlier. The description of the model

used for natural images and the Fourier analysis for the detection of

the resampling traces is presented in Section III. The design of the

prefilters is considered in Section IV and the test of those with real

images is performed in Section V. Finally, Section VI concludes the

paper with comments on further research.

II. PRELIMINARIES AND PROBLEM STATEMENT

In order to create a credible image forgery, the manipulated

portions of the image must be geometrically adapted to the scene in

most of the cases. The spatial transformation applied in such regions

maps the intensity value at each pixel location of the original region

to a new one. This operation must be followed by an interpolation

to get the pixel intensity values in those intermediate locations

between source pixels. As it was shown in [6], the resampling process

introduces periodically correlated fields in the two-dimensional (2-

D) space that make possible the detection of such geometric trans-

formation. Since the analysis of these correlations is more tractable

in the one-dimensional (1-D) space, we will present the frequency

analysis using a resampled image model in the 1-D space. While

optimum results can be achieved following this model, the obtained

solution can be not perfect for real images; therefore, in Section V

experimental results with natural images are provided to show that

the results can be straightforwardly extended to the 2-D case.

A. Notation

A real-valued continuous time signal in the 1-D space will be

represented as z(t) (note the parentheses), where t ∈ R.

We will use the notation z[n] (with brackets) to represent a real-

valued 1-D discrete-index signal with n ∈ Z. The mean of z[n]
will be represented by µz[n]

.
= E{z[n]} and the covariance as

czz[n; τ ]
.
= E{(z[n] − µz[n])(z[n + τ ] − µz[n + τ ])} with τ ∈ Z.



We will denote the cyclic correlation of a zero-mean process z[n]
by Czz(αn; τ) and the Fourier Series coefficients if we have a

pure cyclostationary process with period Q will be represented by

Czz

(

2π
Q
k; τ
)

, or directly by Czz[k; τ ], with k ∈ {0, . . . , Q − 1}.

The Fourier Series coefficients of a sequence z[n] will be denoted

by Z[k].
To identify the coefficients of a digital filter of order P with l ∈

{0, . . . , P}, we will use pl. For a compact notation, we will use

mod(a, b) to denote the modulo operation: a mod b. Floor and

ceiling functions will be represented by ⌊·⌋ and ⌈·⌉, respectively.

B. Problem statement

As it was stated before, the role of prefiltering as a way to en-

hance the detectability of resampling traces in the frequency domain

has been analytically supported for asymptotically large values of

interpolation factors in [7]. However, considering that commonly the

tampered regions are just slightly rotated, scaled or skewed to mitigate

the generated visual distortions, we are more interested in the study

of which are the prefilters that provide better results for resampling

factors in the range 1 < Ns < 2 (downsampling, i.e. Ns < 1, is not
considered in this work).

The general case of sampling rate conversion of an input signal

u[n] by a factorNs = L
M

(with L andM integer values and relatively

primes1), is carried out by first performing interpolation by the factor

L and then decimating the output of the interpolator by the factor

M . The resulting resampled signal x[n], using any interpolation filter

h(t), can be expressed as:

x[n] = x(n∆) =
∑

k

u[k]h(n∆− k), (1)

where ∆ = M
L

= N−1
s represents the interval between samples in

the resampled signal. The low-pass filter used to preserve the desired

spectral characteristics of the input signal u[n] can be linear, cubic

or a truncated sinc among others; but, in this case, with the aim of

having a simplified model, we will only consider the linear filter, i.e.

h(t) =

{

1− |t|, if |t| ≤ 1
0, otherwise

.

Hence, considering this linear interpolator filter, the expression of the

resampled signal (1) can be formulated as follows:

x[n] =















u [⌊n∆⌋]h (n∆− ⌊n∆⌋)
+u [⌈n∆⌉]h (n∆− ⌈n∆⌉)

, if n∆ 6∈ Z

u [n∆] , if n∆ ∈ Z

= u [⌊n∆⌋] (1−mod(n∆, 1)) + u [⌈n∆⌉]mod(n∆, 1). (2)

Assuming that the input signal u[n] is zero-mean, the covariance

of the resampled signal corresponds to the correlation cxx[n; τ ] =
E{x[n]x[n + τ ]}. Thus, considering the simplified version of x[n]
in (2) and using v[n]

.
= mod(n∆, 1), we get

cxx[n; τ ]

= E {u [⌊n∆⌋]u [⌊(n+ τ)∆⌋]} (1− v[n])) (1− v[n+ τ ])

+ E {u [⌊n∆⌋]u [⌈(n+ τ)∆⌉]} (1− v[n]) v[n+ τ ]

+ E {u [⌈n∆⌉]u [⌊(n+ τ)∆⌋]} v[n] (1− v[n+ τ ])

+ E {u [⌈n∆⌉]u [⌈(n+ τ)∆⌉]} v[n]v[n+ τ ], (3)

that represents the general expression of the correlation of a zero-

mean signal interpolated by a linear filter.

1Note that if 1 < Ns < 2, then L > 2 with L > M .

In order to determine if the resampled signal x[n] is (wide-sense)
cyclostationary, we have to check if the above expression (3) varies

periodically. Sathe and Vaidyanathan showed in [8] that the resampled

signal, in this case, will be a cyclostationary signal with period

L/ gcd(L,M) if the input signal u[n] is wide-sense stationary and

the interpolation filter is not ideal. Note that, in the case that we

are considering, L and M are coprime, i.e. gcd(L,M) = 1, and
consequently this is equivalent to saying that the resampled signal

x[n] will be a cyclostationary process of period L if u[n] is wide-

sense stationary and the interpolator is not ideal.

Moreover, we can generalize this property by proving that the

resampled signal is (wide-sense) almost cyclostationary if the above

expression satisfies cxx
[

n+ k L
M
; τ
]

= cxx[n; τ ] with k ∈ Z. To

demonstrate that, we have to show that v[n] is periodic and also

that the four terms within expectations E{·} in (3) are periodic.

Accordingly, starting with the signal v[n], it is easy to see that:

v
[

n+ k L
M

]

= mod
((

n+ k L
M

)

∆, 1
)

= mod (n∆+ k, 1) = mod(n∆, 1) = v[n].

On the other hand, considering the expectation term

E {u [⌊n∆⌋]u [⌊(n+ τ)∆⌋]} and, taking into account that

u[n] is wide-sense stationary, we know that this expression depends

only on the difference between ⌊n∆⌋ and ⌊(n + τ)∆⌋ and such

difference has to be cyclic with period L
M
, i.e.:

⌊(

n+ k L
M

)

∆
⌋

−
⌊(

n+ k L
M

+ τ
)

∆
⌋

= ⌊n∆+ k⌋ − ⌊(n+ τ)∆ + k⌋

= (n∆+ k)−mod(n∆+ k, 1)

− ((n+ τ)∆ + k) +mod((n+ τ)∆ + k, 1)

= −mod(n∆, 1)− τ∆+mod((n+ τ)∆, 1)

= ⌊n∆⌋ − ⌊(n+ τ)∆⌋,

where we have used the relation:

⌊n∆⌋ = n∆−mod(n∆, 1). (4)

The same applies for the other three expectation terms in (3), where

additionally we have to use that

⌈n∆⌉ = n∆+mod(−n∆, 1). (5)

Therefore, since cxx[n; τ ] is cyclic with an almost-integer period L
M
,

we can conclude that if the input signal u[n] is wide-sense stationary
then the resampled signal x[n] will be almost cyclostationary.

Several works, i.e. [2]–[4] and [6], have noticed this periodicity,

considering a random i.i.d. Gaussian signal as input, but in this case

we are generalizing this fact for any wide-sense stationary input signal

and a linear interpolator. Our main goal is to analytically characterize

the correlation of the resampled signal in the frequency domain, since

the estimation of the resampling factor is performed in this domain

through the detection of the cyclic frequencies.

Taking into account that we will perform the study of the cyclic

correlation in the Fourier domain, it is apparent that a white Gaussian

signal will not lead to an accurate model for a natural image, so

we need a model that better captures the local correlation of natural

images. For this reason, we propose to use a 1-D autoregressive (AR)

process of the first order that provides a good fit to the power spectral

density of real images [9]. Next section describes the used model and

the Fourier analysis carried out that will lead us to the design of the

optimum prefilter for resampling estimation.



III. MODEL DESCRIPTION AND FOURIER ANALYSIS

Since a white Gaussian process is not very representative of a non-

compressed natural image, we use a more convenient approximation

that corresponds to a first-order AR process with a correlation

coefficient ρ that satisfies |ρ| < 1. The value of ρ enables the

adjustment of the model as necessary. For instance, values of ρ near

1 (e.g. ρ = 0.95) can be employed to model the power spectral

density of natural images, while values of ρ near zero behave like

a Gaussian process, and near -1 (e.g. ρ = −0.95) could represent

synthetic images with high frequency content [10].

Therefore, in the resampling image model, we consider that the

input signal u[n] is a sequence generated by a first-order AR model

with parameter ρ, so

u[n] = w[n] + ρu[n− 1],

where w[n] is a Gaussian process with zero-mean and unit variance.

Taking this into account, we have µu[n] = 0 and the correlation

becomes:

cuu[n; τ ] = E{u[n]u[n+ τ ]} =
ρ|τ |

1− ρ2
.

The correlation of the resampled signal x[n], given this input signal,

can be directly obtained from (3), resulting in:

cxx[n; τ ] =
1

1− ρ2

[

ρ|⌊n∆⌋−⌊(n+τ)∆⌋| (1− v[n]) (1− v[n+ τ ])

+ ρ|⌊n∆⌋−⌈(n+τ)∆⌉| (1− v[n]) v[n+ τ ]

+ ρ|⌈n∆⌉−⌊(n+τ)∆⌋|v[n] (1− v[n+ τ ])

+ρ|⌈n∆⌉−⌈(n+τ)∆⌉|v[n]v[n+ τ ]
]

. (6)

Since u[n] is wide-sense stationary, we know from the previous

analysis that the resampled signal will be almost cyclostationary with

period L
M

and if we consider only pure cyclostationary processes,

then x[n] will be cyclostationary with period L.
Fig. 1(a) shows an example of the normalized version of

cxx[n; τ ]|τ=0 for Ns = 11
10

and different values of ρ. Two periods of

size L = 11 are represented and, as we can see, the periodicity

becomes apparent for ρ = −0.95 and also for ρ ≈ 0, whereas

for ρ = 0.95 the correlation of the resampled signal seems to be

constant. From this example, it can be inferred that the estimation

in the frequency domain of the resampling factor for an AR process

with ρ = 0.95 (i.e. natural images) will be more challenging than

for ρ = 0 or ρ = −0.95 (i.e. synthetic images). In order to study the

complexity of finding the resampling traces, we have to analyze the

correlation in the frequency domain.

In view of the correlation cxx[n; τ ] is periodic over n with period

L, such signal accepts a Fourier Series expansion whose spectral

coefficients are Cxx[k; τ ] with k ∈ {0, . . . , L−1}. The development

of a closed-form expression is not straightforward, but we can derive

the spectral coefficients of (6), by determining the Discrete-Time

Fourier Series (DTFS) of the signal v[n] and then writing each term

ρ|·| as a function of v[n].
Starting from the signal v[n], we know that his DTFS corresponds

to:

V [k] =











(L−1)
2L

, if k = 0

− 1
2L

+ j 1

2L tan
(

πM̃−1

L
k
) , if 1 ≤ k ≤ (L− 1)

,

where M̃−1 is the modular multiplicative inverse of M . From the

previous relations (4) and (5), it is possible to formulate each one of
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Fig. 1. Normalized version of the correlation and cyclic correlation of the
resampled signal x[n] for Ns = 11

10
, τ = 0 and different values of ρ.

the terms ρ|·| as a function of v[n]. As an example, for the first term

we obtain the following relation:

ρ|⌊n∆⌋−⌊(n+τ)∆⌋|

= ρ⌊τ∆⌋ (1 + (ρ− 1)(1− v[τ ] + v[n]− v[n+ τ ])) .

A similar analysis for the remaining ρ|.| terms allows us to write

cxx[n; τ ] as a function of ρ, v[n] and some constants. Consequently,

by using several properties of the discrete-time Fourier series we can

obtain the theoretical expression of the Fourier coefficients Cxx[k; τ ].
For the sake of brevity, we only give the expression of the spectral

coefficients for the particular case τ = 0:

Cxx[k; 0] =
1

1− ρ2

[

B[k]− 2V [k] + 2

L−1
∑

l=0

V [l]V [k − l]

+2

(

G[k]⊛

(

V [k]−

L−1
∑

l=0

V [l]V [k − l]

))]

, (7)

where ⊛ stands for the circular convolution operation of period L,
B[k] corresponds to the DTFS of a constant signal equal to 1 and

G[k] describes the following Fourier coefficients:

G[k] =







1+(L−1)ρ
L

, if k = 0

1−ρ

L
, if 1 ≤ k ≤ (L− 1).

In Fig. 1(b), we represent the normalized magnitude of the cyclic

correlation Cxx

[

2π
L
k; τ
]

|τ=0 with k ∈ {0, . . . , L− 1}, through the

Fourier coefficients in (7), for the different values of ρ considered

before and keeping the resampling factor at Ns = 11
10
. From the

drawn results, we can assert that the magnitude of the spectral



coefficients (excluding the DC component at k = 0) is very small

for ρ = 0.95. This is due to the fact that the correlation cxx[n; 0], as
it was shown in Fig. 1(a), is almost constant and then the periodicity

is hidden. Given that the estimation of the resampling factor depends

on the magnitude of those frequencies, it is evident that those peaks

must be enhanced for a correct operation.

IV. PREFILTER DESIGN

As it has been shown in [2]–[7], the use of a prefilter before the

estimation of the cyclic correlation improves the detection ratio of

the correct resampling factor. In this section, we define a measure

that makes possible the design of prefilters that improve the estimate

of the resampling rate.

The prefiltering of a resampled signal x[n], with a FIR filter of

order P , gives a new signal y[n] with the form

y[n] =
P
∑

l=0

plx[n− l],

where pl denotes the real-valued coefficients of the prefilter. The

output correlation of this filtered version of the resampled signal x[n]
becomes

cyy[n; τ ] =
P
∑

l=0

P
∑

m=0

plpmE {x[n− l]x[n+ τ −m]}

=
P
∑

l=0

P
∑

m=0

plpmcxx[n− l; τ + l −m],

that is, a linear combination of shifted versions of the correlation

described in (6), evaluated in different values of τ . In the Fourier

domain, the general expression of the spectral coefficients Cyy[k; τ ]
can be directly expressed as

Cyy[k; τ ] =
P
∑

l=0

P
∑

m=0

plpmCxx[k; τ + l −m]e−j 2πk
L

l ,

where Cxx[k; τ ] corresponds to the Fourier series coefficients of (6),

that have been analitically characterized in the previous section.

As we have seen before, the resampled signal x[n] is almost cyclo-

stationary with period L
M

and since the prefilter used is a linear time-

invariant system, this also applies for the prefiltered signal y[n]. From
this periodicity and considering the fact that spectral coefficients are

symmetric for real-valued signals (i.e. |Cyy[i; τ ]| = |Cyy[L− i; τ ]|),
the corresponding cyclic frequencies αy

.
= 2πM

L
and the replica

α′
y

.
= 2πL−M

L
= −2πM

L
will have a larger magnitude than the rest

of frequencies (excluding the DC component). For example, given the

cyclic correlation with period Ns = 11
10

shown in Fig. 1(b), we can

check that the AC spectral coefficients with largest magnitude are

Cxx[1; 0] and Cxx[10; 0] that match with the corresponding cyclic

frequencies α′
x = 2π 1

11
and αx = 2π 10

11
, respectively.

Therefore, given that the estimation of the resampling rate can be

carried out from the AC spectral coefficients with largest magnitude,

because they identify the cyclic frequencies, we use the following

criterion to define the target function Θ as:

Θ(L,M, ρ, p0, . . . , pm)
.
=

1
2
(|Cyy[M ; 0]|2 + |Cyy[L−M ; 0]|2)

1
L−2

∑L−1
k=0

k 6=M,L−M

|Cyy[k; 0]|2
,

where, viewing this expression as an SNR, the magnitude of the cyclic

frequencies αy = 2πM
L

and α′
y = 2π L−M

L
represent the signal part

and the remaining spectral coefficients are considered as noise. In
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Fig. 2. Objective function Θ for resampling factors in 1 < Ns < 2 and for
different values of ρ.
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Fig. 3. Objective function Θ considering a first-order prefilter, varying the
coefficients p0 and p1 in the range [−5, 5], for Ns = 11
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and ρ = 0.95.

fact, Θ can be interpreted as a measure of the detectability of the

resampling traces.

Our main goal is to maximize this objective function Θ for given

values of ρ and the resampling factor Ns = L
M
, so as to obtain

the optimum prefilter. The lack of a closed-form solution to the

maximization of Θ makes it difficult to find the fixed optimum

prefilter for a range of values of Ns and ρ. Nevertheless, since all

the cyclic correlations can be straightforwardly evaluated from their

analytical expressions, we can numerically find the optimal prefilter

maximizing Θ.

In Fig. 2 we evaluate the target function for three different values

of ρ and resampling factors in the range 1 < Ns < 2, when no

prefilter is applied. As it was expected, we can observe that the worst

performance is reached when the AR process approximates that of

natural images, that is, when the correlation coefficient is ρ = 0.95.

Focusing on the case ρ = 0.95, we start considering a prefilter

of order 1 and we analyze the target function Θ for a particular

resampling factor, e.g. Ns = 11
10
. Fig. 3 shows the values of Θ for the

coefficients p0 and p1 in the range [−5, 5]. From the representation, it

is easy to perceive that the filters that satisfy the condition p0 = −p1
reach the maximum value of Θ. So, in this particular case, the first-

order derivative with p0 = 1 and p1 = −1 is optimal.

The same analysis is carried out for a FIR filter of order 2, but
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TABLE I
OPTIMUM PREFILTERS OF ORDER 3 FOR SOME VALUES OF Ns .

Range of Coefficients of the prefilter
Ns p0 p1 p2 p3

1.05 - 1.1 1 -2.4 2.4 -1
1.3 - 1.35 1 -2.75 2.75 -1
1.4 - 1.45 1 -2.8 2.8 -1
1.6 - 1.65 1 -5 7.5 -3.5
1.85 - 1.95 1 -2 1.1429 -0.1429

in order to get representable results, we fix the first coefficient p0 =
1, without loss of generality. Fig. 4 represents the variation of the

objective function Θ with respect to the prefilter coefficients p1 and

p2 in the range [−5, 5]. The largest value of Θ is achieved at p1 = −2
and p2 = 1. Then, in this case, the optimum prefilter corresponds to

the second-order derivative filter.

Thus, these results support the idea of using derivative filters to

enhance the spectral peaks. In Fig. 5, we show the values of Θ
considering different order for the derivatives. As we can see, there

is a huge gap between the results obtained without any prefilter

and the cases where the derivative filters are used. From these plots

we can conclude that the derivative filters improve the detectability

of the cyclic frequencies for all the resampling rates in the range

1 < Ns < 2.
Interestingly, the third-order derivative present lower performance

than the second-order filter for values of Ns > 1.6. Hence, the

question is, can we obtain better results with other kinds of filters?

The answer is positive, in fact, as we increase the order of the filter,

the optimum prefilter becomes more dependent on the considered

resampling rate and other types of prefilters show up. Performing

an exhaustive search for the first and second order prefilters, the

optimizers of Θ turn out to be respectively the first and second order

derivative filters. On the other hand, for third-order prefilters, the

optimal filters turn out to be dependent on the resampling factor.

Table I, shows some of the prefilters achieved for the different values

of Ns.

V. EXPERIMENTAL RESULTS

While the obtained prefilters in the previous section can be optimal

for a 1-D AR process with ρ = 0.95, it remains to evaluate how

the prefilters so-designed perform with real images. To this end,

we carried out an experiment with natural images where we study

the estimation accuracy for different scaling factors separated by a
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Fig. 5. Objective function Θ, considering different prefilters, for resampling
factors in 1 < Ns < 2 and for ρ = 0.95.

distance of 0.05, i.e. Ns ∈ {1.05, . . . , 1.95}. For the evaluation of

the prefilters, we use 150 images from a personal image database

composed of several realistic scenarios with different indoor and

outdoor scenes. All the images in this collection have been captured

in a RAW format by a Nikon D60 digital camera and have been

converted into uncompressed grayscale TIFF images. Each image

has been downsampled by a factor of two in order to avoid the

interpolation carried out by the camera, due to the color filter array,

obtaining images of size 1936× 1296.
To reproduce the conditions of the considered model, we first

resize each image by the corresponding factor Ns with a bilinear

interpolation filter and then we take a large image block of size

1024×1024 pixels. Next, we subtract the mean value of this portion

of the image in order to get a zero-mean block, we subsequently apply

the corresponding prefilter and, finally, we compute the 2-D Fourier

transform of the correlation of the block for τ = 0 (i.e. the cyclic

correlation). Be aware that to exclude the DC component, we just

subtract the mean value of the correlation before the computation of

the Fourier transform. Considering this 2-D spectrum, the resampling

rate is obtained from that frequency pair (ω1, ω2) with the largest

magnitude. Note that ω1 represents the horizontal frequency axis and

ω2 the vertical one. Since the range of resampling factors that we

employ is 1 < Ns < 2, the estimated value is computed as follows:

N̂s =
2π

2π −maxi∈{1,2} |ωi|
,

where we use maxi∈{1,2} |ωi| to avoid the case when one of both

components is equal to zero (i.e. the cyclic frequency is located over

one of the axes). We consider that the estimation is correct if the

detected cyclic frecuency (ω1, ω2) is in the range defined by the

resolution in the frequency domain, i.e.
∣

∣

∣

∣

max
i∈{1,2}

|ωi| − α

∣

∣

∣

∣

≤
2π

1024
,

where α
.
= 2π− 2π

Ns
= 2π L−M

L
is the theoretical value of the cyclic

frequency.

Fig. 6 shows the obtained estimation accuracy for the different val-

ues of Ns. From this plot we can observe that the proposed analysis

and target function yield satisfactory results, as better performance is

achieved with those prefilters that reach a larger value of Θ. For
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Fig. 6. Estimation accuracy of the resampling factor for image blocks of
size 1024× 1024 pixels, considering different prefilters.

instance, comparing the values obtained for the second and third

order prefilters we see that the performance of the former improves

when Ns > 1.6 as it was shown in Fig. 5. We can also confirm the

worse performance of the third-order derivative filter with respect to

the numerically computed third-order optimum prefilter, so we can

conclude that derivative filters are no longer the best solution once

we increase the order of the prefilter above 2.

Focusing on the estimation performance, the obtained results

cannot be considered very optimistic, since the prefilter that reach

the best results is far from the perfect estimation. This is due to our

model only capturing the deterministic value of the cyclic correlation

without considering any other effects. In this case, windowing (by

taking a block of size 1024 × 1024) introduces further components

at all frequencies, but especially those near DC (i.e. the frequencies

included in the main lobe of the window). The magnitude of the latter

is heavily influenced by the DC component, so in many cases the

cyclic frequency is incorrectly detected, due to the fact that the largest

components are located within the DC main lobe. By leaving those

components (i.e. ωi ≤ 2π/1024) out during the detection process, we

obtain the results shown in Fig. 7. As we can see, the estimation ac-

curacy is highly improved for all the prefilters considered, achieving

with our porposed design an estimation accuracy close to 90%2.

VI. CONCLUSIONS AND FURTHER WORK

In this work, the design of prefilters to improve the estimation

accuracy of the resampling factor of spatially transformed images

has been analytically investigated. Although the proposed analytical

framework only models the deterministic value of the cyclic corre-

lation, experimental results validate the use of the defined objective

function for the design of prefilters.

However, in order to obtain a better estimate of the cyclic correla-

tion for realistic scenarios, further research will focus on refining the

proposed model, taking into consideration the effects of windowing

and also the influence of the rounding operation carried out after the

resampling of a portion of an image. Moreover, although our study

has been limited to the use of a linear interpolator, the proposed

framework can be directly applied to other interpolators, such as

the cubic or for a truncated sinc. Further research will also focus

on extending this analytical framework to other interpolators and to

resampling factors less than one.

2This comes at the price of missing resampling factors 1 < Ns ≤ 1.001.

1 1.1 1.2 1.3 1.4 1.5 1.6 1.7 1.8 1.9 2
0

10

20

30

40

50

60

70

80

90

100

N
s
 (resampling factor)

E
s
ti
m

a
ti
o
n
 a

c
c
u
ra

c
y
 [
%

]

 

 

Without prefilter

1st−order derivative

2nd−order derivative

3rd−order derivative

3rd−order optimum filter

Fig. 7. Estimation accuracy of the resampling rate, excluding near-zero
frequencies, for image blocks of size 1024× 1024, using different prefilters.
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Abstract. A common type of digital image forgery is the duplication
of a region in the same image to conceal something in a captured scene.
The detection of region duplication forgeries has been recently addressed
using methods based on SIFT features that provide points of the regions
involved in the tampering and also the parameters of the geometric trans-
formation between both regions. However, considering this output, there
is not yet any information about which of the regions are originals and
which are the duplicated ones. A reliable image forensic analysis must
provide this information. In this paper, we propose to use a resampling-
based method to provide an accurate way to distinguish the original and
the tampered regions by analizing the resampling factor of each area.
Comparative results are presented to evaluate the performance of the
combination of both methods.

Keywords: Image forensics, region duplication, resampling estimation,
SIFT

1 Introduction

Today, digital images are widely used to inform, communicate and interact with
people, above all, through the Internet. Due to the huge proliferation of vi-
sual information, a lot of image editing tools were designed initially to enhance
the quality of digital images, but in the meantime these tools also allow their
manipulation, alteration and even the creation of realistic synthetic images. So,
nowadays, we often have to deal with cases where an image cannot be considered
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gramme within the Seventh Framework Programme for Research of the Euro-
pean Commision under project REWIND (FET-Open grant number: 268478),
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LOPS (10PXIB322231PR), and by the Iberdrola Foundation through the Prince of
Asturias Endowed Chair in Information Science and Related Technologies.
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(a) Original image. (b) Tampered image.

Fig. 1. Real example of a tampered image (on the right) shown in the BP Web site
by copying and moving parts of the original image (on the left). Courtesy of The
Washington Post.

as an undeniable proof of occurrence of an event. For instance, very recently, we
have seen during the BP oil crisis, how the image shown in Fig. 1(a) was doc-
tored on the BP Web site by filling the blank screens with other parts of the
original photo (see the result in Fig. 1(b)).

As a mean to prove the authenticity or verify the integrity of an image and
cope with these manipulations, a lot of techniques have arisen in the past few
years that can be classified as active or passive. Active approaches require a
known signal that is embedded in the image to detect forgeries, while passive
approaches, also known as blind, work in the absence of any prior information
of the original image. Currently, in the context of passive techniques there are
several methods that exploit the intrinsic properties of an image [1], allowing for
instance: the identification of the source or the origin of an image; the detection
of lighting inconsistencies, double compressed images or region duplications; and
also the detection and estimation of inconsistencies in the resampling factor of
an image. In this paper, we will focus on the detection of duplicated regions and
the estimation of the resampling factor on such regions.

Specifically, in this work we combine these two different but complementary
forensic tools to get better results and to provide a more accurate forensic anal-
ysis of tampered images. The main idea is to mitigate the drawbacks of each
technique by using the characteristics of the other. For example, by detecting a
cloned region with one of the existing algorithms (e.g. [2] or [3]), it is viable to
estimate the geometric relation between the original area and the cloned one,
but it is not possible to know which of the two regions is the original and which is
the clone. However, by estimating the resampling factor of each zone4 using any
of the methods in [4], [5] or [6], we can differentiate both regions as the original
and the duplicated one, since their resampling factors will be different. In the
other hand, if the cloned area has not been resized, the resampling estimator

4 We are supposing that the copied region has been spatially transformed.
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cannot help to infer such manipulation (since the resampling factors are equal),
but using the region duplication detector this problem is solved.

The pros and cons of each technique are discussed in more detail in the next
section. In Section 3, the model used is described focusing on how we propose to
combine both techniques to improve performance. Experimental results carried
out with this image forensic scheme are summarized in Section 4. Finally, Section
5, provides the conclusions and further work.

2 Motivation

In the context of passive image forensics techniques, there does not exist a com-
mon framework to analyze images and detect forgeries, i.e., there is not a uni-
versal tool that can explicitly determine all the modifications or transformations
applied to an image. Instead of that, there is a bunch of tools that exploit some
of the inherent characteristics of an image, and in doing so, try to detect the
alterations such image has been subject to.

The main objective of this paper is to provide a novel image forensic tool
to reach better results in terms of estimation accuracy of digital forgeries, by
combining two different techniques that complement the needs of each other.
As it was previously mentioned, one of the techniques allows the detection of
region duplication forgeries where a part of an image itself is copied, probably
geometrically transformed and pasted into another part of the same image to
conceal something. The second technique, provides a way to statistically detect
and estimate the resampling factor of an image block which gives information
about the type of spatial transformation locally applied.

The complementary behavior of both techniques can be established from the
analysis of advantages and drawbacks of each one, as it is summarized below.

2.1 Advantages/drawbacks of region duplication detectors

Starting from the first approach for detection of region duplication based on an
exhaustive search and analysis of correlation properties of the image [1], until the
most recent methods proposed in [2] or [3] capable of estimating the geometric
transformation applied between the duplicated regions; the main shortcoming of
all these techniques, supposing that they are able to find the duplicated regions,
is the impossibility to identify which are the original regions and which are the
duplicated ones.

For example, Fig. 2(a) represents the possible output of any of these meth-
ods, highlighting two duplicated regions (tagged with 1 and 2). Taking only into
account the provided output, can we assert that the region labeled as 1 is the
source and the region labeled as 2 is the duplicate, from a mathematical point of
view? The answer is negative, as these methods only provide a match between
different pixel areas. Even being able to estimate the geometric relation between
both regions (with the method proposed in [2] or [3]), it is not possible to distin-
guish, in a mathematical sense, the original region from the cloned patch. The
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(a) Region duplication detection. (b) Resampling analysis.

Fig. 2. Examples of drawbacks of each technique. On the left, the detected regions are
highlighted and tagged with 1 and 2. On the right, the tampered region is highlighted
and each analyzed block is denoted by a white border box.

more suitable solution to provide this information is to compute the resampling
factor of each region and also of the neighborhood and check if both are consis-
tent. By analyzing this relation between the resampling factors, we can identify
the tampered regions of the image.

Taking into account the advantages of the region duplication detectors, these
methods are able to detect copy-move forgeries5, while resampling detectors fail
looking for inconsistencies in the resampling factor. Besides, the most recent
proposed methods based on SIFT ([2] and [3]), allow a very fast analysis of an
entire image, in terms of computation time. As a counterpart, they have also an
important limitation in terms of detection performance since it is only possible
to extract reliable keypoints from peculiar points of the image.

2.2 Advantages/drawbacks of resampling detectors

The detection of resampling traces and the estimation of the resampling factor
(or equivalently, the spatial transformation applied to an image block) are closely
related and have been studied in several works [4–6]. Although these methods
provide good results in controlled scenarios, when they are evaluated in more
realistic situations, their performance get worse. For instance, looking for a more
efficient forensic analysis in terms of computation time, these methods usually
process an image using non-overlapped blocks of a fixed size (e.g. 128 × 128
pixels). However, with high probability, the location of a tampered region will
not be aligned with the grid defined by these blocks, as it is shown in Fig. 2(b).
Thus, in such cases, the detection of the tampered region will fail, since the
number of resampled samples included in each block is small with respect to the
number of original samples.

An important handicap of these methods is the impossibility to detect copy-
move forgeries, since the resampling factor of the whole image remains constant.

5 A copy-move forgery is considered when the duplicated region is not spatially trans-
formed, just translated.
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Fig. 3. Block Diagram of the proposed image forensic analysis tool.

We have just seen before that this problem can be easily solved by using a region
duplication detector. Additionally, the processing of each block of the image,
looking for inconsistencies in the resampling factor, is highly time-consuming.

Hence, once we have seen the positive characteristics and also the negative
ones of each technique, it can be expected that the combination of both ideas
will provide better performance and also a more complete and accurate forensic
analysis of tampered images.

3 Model Description

In order to overcome the problem related to the identification and differentiation
of the original regions and the tampered ones using a region duplication detector
and to avoid the previously mentioned misdetections of the resampling detectors,
the proposed approach uses a combination of both techniques.

In Fig. 3 we represent in block diagram form the steps involved in the pro-
posed forensic analysis of an image. As a first step we use a region duplication
detector to extract the original and the cloned regions, but if the method is not
able to find any tampered region, it is necessary to analyze the entire image by
processing blocks and looking for inconsistencies in the resampling factor of each
block. Nevertheless, if the region duplication detector is capable of finding the
duplicated regions, then the resampling-based method is just applied to estimate
the resampling factor of each area. Finally, according to the results obtained in
the previous stages, the system determines and differentiates the original regions
from the tampered ones.

Next, we describe the specific methods considered for each technique to pro-
vide a possible practical implementation of the proposed forensic analysis tool.

3.1 A SIFT-based method for region duplication detection

As it was previously introduced, there are several recently published methods
based on the matching of image features and keypoints (e.g. [2] and [3]), that
provide good results for the detection of duplicated regions. In this paper, we
consider the method proposed by Amerini et al.
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(a) Matched keypoints.
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(b) Clustered and detected regions.

Fig. 4. Steps followed for the detection of cloned areas. On the left side, solid lines
represent the matching between keypoints and, on the right side, different markers are
used to identify the clustered data and solid/dashed lines link the related regions.

Following the steps described in [2] we start with one of the color space
component of a sampled image I(x) = I(x1, x2) with size N1×N2 pixels, where
0 ≤ x1 ≤ N1 − 1 and 0 ≤ x2 ≤ N2 − 1. We apply the algorithm proposed by
Lowe in [7] to reach a set X of n keypoints: X = {x1, . . . ,xn | xk = (x1, x2)};
with their respective SIFT descriptors: D = {d1, . . . ,dn}, where each dk is a
128-dimensional vector. Since the descriptors of a duplicated region will look
like those of the original area, we want to identify the nearest neighbor of each
descriptor to find a possible match of similar keypoints. Thus, a vector that
contains the Euclidean distance between each pair of descriptors is computed
for each descriptor dk, obtaining a set

S = {sl = ‖di − dj‖2 | j ∈ {1, . . . , n}, j 6= i},

that will be sorted in ascending order, for convenience. The matching between
keypoints is satisfied if the ratio between the distance of the closest neighbor s1
and that of the second-closest one s2 is less than a threshold Υ , i.e.,

s1
s2

< Υ.

For instance, considering a threshold Υ = 0.6 and applying this procedure
to the BP tampered image shown in Fig. 1(b), we get the result depicted in
Fig. 4(a). Once the set of matched keypoints Xm is obtained, it is necessary to
cluster these data in such a way as to be able to distinguish the different matched
regions.

For clustering on the spatial location of the matched points, an agglomerative
hierarchical clustering is used as it is proposed in [2]. Considering that we have at
least two matched areas, the result of this process provides P ≥ 2 different sets
of matched points Mp, so Xm = M1 ∪ · · · ∪MP , and this allows the definition
of the different duplicated regions.

Continuing with the BP doctored image, we illustrate in Fig. 4(b), the four
set of points that determine the two different tampered regions matched with
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Table 1. Followed steps by the method proposed in [4].

For each frequency pair (α1, α2) of the N ×N 2-D FFT grid:

1. From the data Ri(x1, x2), build up a cyclostationary vector ĉxx, for a set of lags τ .

2. Estimate the covariance matrix Σ̂xx.

3. Compute the test statistic Txx = N2
ĉ
H

xxΣ̂xxĉxx.
4. Set Γ based on the probability of false alarm PF .
5. Consider a cyclic frequency pair if Txx > Γ .

From the set of cyclic frequencies estimate the transformation.

the solid and dashed lines. Note that some outliers have been removed after the
clustering process.

From the points in a region xq ∈ Mq and the corresponding matched points
xr ∈ Mr, we can estimate the geometric transformation applied between the
two matched areas:

[

x
T
q

1

]

= Hqr

[

x
T
r

1

]

,

where Hqr represents an affine homography. By using the Random Sample Con-
sensus (RANSAC) algorithm, a Maximum Likelihood estimation of the affine
homography Hqr can be carried out.

Now, suppose that from the SIFT-based method we obtain P = 2 identified
regions R1(x1, x2) and R2(x1, x2) and also the estimation of the relation between

both Ĥ12, then, using this information, can we demonstrate that R1(x1, x2) is
the original area and R2(x1, x2) is the duplicated one, or vice-versa? The method
explained below will help to answer this question.

3.2 A resampling-based method to reveal tampered regions

An appropriate way to determine if a matched region is the source or the dupli-
cated one, is to use a resampling estimator that gives a measure of the applied
spatial transformation, based on the intrinsic properties of the image pixel re-
gion. If the SIFT-based method is not able to find any duplicated region, then
we can use any of the proposed methods [4],[5] or [6] to make an exhaustive
analysis, processing all the blocks of the image and looking for inconsistencies
in the resampling factor.

However, we are more interested in the case when the SIFT-based method
does provide the detected cloned regions. So, considering that we get two regions
R1(x1, x2) and R2(x1, x2) and taking into account that these regions are gener-
ally non-square, for the identification of the original and the duplicated one, we
will use the method proposed in [4], which takes a block of the image and applies
a statistical test for the evaluation of the presence of almost cyclostationarity in
the analyzed block. The steps followed by the method are summarized in Table
1.

Since this method works with square blocks, we have to adapt the detected
regions to get a square form. A simple way to do that is to take a square region
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(a) Original region.
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(d) Duplicated region.
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(f) Detected cyclic frequencies.

Fig. 5. Application of the two-dimensional statistical test to one of the pair of matched
regions in the BP image: R3(x1, x2) (top row) and R4(x1, x2) (bottom row).

that includes the area under analysis and pad with zeros all the pixels that are
not contained in the region Ri(x1, x2). The zero-padding approach is probably
a suboptimal solution, but doing this we can estimate the resampling factor for
each region Ri(x1, x2). One of the objectives of this paper is also to study the
performance of this method in such scenario.

As we have stated before, a resampling detector cannot differentiate the
original source from the duplicated versions if a copy-move forgery is performed.
That is exactly what happens with the tampered regions, labeled as R2(x1, x2)
and R4(x1, x2) in Fig. 4(b). In fact, applying the statistical test to the matched
regions R3(x1, x2) and R4(x1, x2), we obtain the same resampling factor (ρ̂ ≈
5/3) in both cases, as we can see in Fig. 5. Thus, in this particular scenario,
the resampling-based method only identifies the scaling factor applied to the
image, but it is not able to distinguish the source region from the clone (since
the resampling factor is the same).

However, considering that the pasted regions are geometrically adapted to
the scene, then to determine which parts of the image are the copies and which
one of those is the source, it is enough to analyze the neighborhood of each
region. So, taking a square block that only includes the adjacent neighbor pixels
of each region Ri(x1, x2) (removing the pixels that belong to the area under
analysis), the resampling factor of the neighborhood can be estimated. Finally,
for the classification of the regions, we know that an original region will have
the same resampling factor in the neighborhood and inside the region, but the
tampered regions will have different values in both cases.
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(a) (b) (c) (d) (e) (f)

Fig. 6. Different masks used to test the performance of the proposed forensic tool.

4 Experimental results

For the evaluation of this image forensic scheme, we use 100 images from a
personal image database composed by several realistic scenarios with different
indoor and outdoor scenes. All the images in this collection have been captured
in a RAW format by a Nikon D60 digital camera and have been converted into
uncompressed TIFF images in the RGB color space. The original resolution of
each image was 3872×2592, but due to the increase of computational complexity,
all the images were cropped to 1024×1024 pixels. The resampling factor of each
color channel is equal to 2, due to the color filter array (CFA) interpolation
performed inside the camera. This fact will be taken into consideration along
the application of the resampling-based method and for simplicity we will only
process the green component of the RGB color space.

To test the performance of the proposed scheme (Fig. 3), as a first step we
evaluate the SIFT-based method and the resampling-based method separately,
and then we combine both to see how the results of the forensic analysis improve.
In order to get more realistic forgeries in our experiments, we use six different
patterns for the duplicated areas, that are depicted in Fig. 6. We use these masks
to copy a region located at a random position of an image, then we scale this
region by one of the scaling factors Ns in the set {1, 1.1, . . . , 2} and, finally, we
paste the duplicated region in a new random location on the same image. The
random position of both regions is the same for all masks in order to make a
fear comparison, but this one changes for different scaling factors and for each
image. Since the tampered regions tend to be relatively small, we have made the
experiments in such a way that the resampled region fits always in a 128× 128
block.

For the SIFT-based method we use a threshold Υ = 0.6, we remove false
positive matching points if their distance is less than 10 (i.e., ‖xi − xj‖2 < 10)
and once we get the hierarchical clustering we remove the outliers of each region
if their distance to the mean point of their corresponding region is higher than
3 times the variance of the points in the considered region. The implementation
of the SIFT algorithm used in the following experiments has been taken from
[8] and for the RANSAC homography estimation we have used the functions
available from [9].

The configuration of the resampling-based method is almost the same as the
one used in [4] (i.e., we use a spectral window to smooth the periodogram of size
11 × 11 and a set of K = 9 lags), but we do not use the threshold Γ to detect
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(a) SIFT-based method.

1 1.1 1.2 1.3 1.4 1.5 1.6 1.7 1.8 1.9 2
0

10

20

30

40

50

60

70

80

90

100

N
s
 (Scaling Factor)

P
os

t−
de

te
ct

io
n 

E
st

im
at

io
n 

A
cc

ur
ac

y[
%

]

 

 

Square

Rotated square

Triangle

Circle

Ellipse

Rotated ellipse

(b) SIFT-based method.

Fig. 7. Matching and post-detection estimation accuracy (in terms of percentage),
obtained with the SIFT-based method for different masks and scaling factors.

the cyclic frequencies, since we just estimate the applied transformation (i.e., a
scaling factor) from the cyclic frequency with highest magnitude, excluding the
frequency at zero (DC).

4.1 Detection results using the SIFT-based method

Taking into account the described set of tampered images, we consider that the
SIFT-based method matches correctly a tampered area if it is able to find at least
four common points between the original and the duplicated region. Fig. 7(a)
depicts the matching accuracy of this method in terms of percentage, showing
the different results for each used mask and for the different values of the scaling
factor Ns.

Next to this graph, Fig. 7(b) shows the (post-detection) estimation accuracy
of the affine transformation applied between the previously matched regions,
using the RANSAC method. Note that we are drawing the post-detection es-
timation accuracy, i.e., the estimation accuracy of the scaling factor applied
between the correctly matched regions in the previous step (thus, it is clear
that the represented percentage of accurate estimation is not relative to the 100
images of the database). In this case, since we cannot know which region is the

original we get two possible estimations: Ĝ12 ≈ H12 or Ĝ12 ≈ H
−1
12 . We consider

that the estimation is correct if any of both estimated affine transform satisfies
|Ĝ12(1, 1) − Ns| ≤ 0.05 or |Ĝ12(2, 2) − Ns| ≤ 0.05, where Ĝ12(i, j) represents

the element of the matrix Ĝ12 located at the ith row and at the jth column. In
this case, Ĝ12(1, 1) and Ĝ12(2, 2) represent the estimation of the scaling factor
applied in each axis in the affine transformation.

As we can observe from the two graphs of Fig. 7, with the SIFT-based method
it is easier to match and estimate copy-move forgeries than duplicated regions
that have been geometrically transformed. However, from the estimation point
of view, it is more difficult to estimate the homography for scaling factors near
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one like Ns = 1.1 or Ns = 1.2, than for higher values. The matching accuracy
is not very high, due to the lack of reliable keypoints in several images of the
dataset (the number of keypoints per image was in the range [250, 17500]), but,
as it was mentioned earlier, this is an intrinsic limitation of any SIFT-based
method. With respect to the used masks, the intuitive idea that small areas are
more challenging for detection and estimation purposes, comes up in both plots.

At this point we are just able to find matches between regions and estimate
the relation between both, but we cannot indicate which is the source and which
is the forged region.

4.2 Detection results using the resampling-based method

Before considering the union of the two methods, we evaluate the resampling-
based method when it is applied to the whole image, processing block by block to
find inconsistencies in the resampling factor ρ. As it was previously noticed, due
to the CFA interpolation applied by the camera, we know that the resampling
factor of each non-tampered block is ρ = ρorig = 2, and then the corresponding
value to a scaled version by Ns will be ρ = ρorig ×Ns. Therefore, once we attain
a different value from ρorig we tag the block under analysis as a digitally forged
region. In this case, because the tampered regions have a similar size, we use a
128× 128 block of analysis.

The classification of every single block is performed by analyzing the test
statistic Txx computed in each case. As we have said at the beginning of Section 4,
the resampling factor is estimated from the cyclic frequency (α1, α2) with highest
magnitude (excluding DC), and using the following relation:

ρ̂ = max
i∈{1,2}

ρ̂i = max
i∈{1,2}

2π

|αi|
,

where we have exploited the fact that, in this case, ρ ≥ 2 since 1 ≤ Ns ≤ 2.
We consider that the detection of the tampered region is correct if we discover
any inconsistency in the resampling factor (i.e., ρ̂ 6= ρorig) and the corresponding
estimated resampling factor ρ̂ satisfies |ρ̂ − 2Ns| < 0.05 and since we have the
interference created by the CFA pattern we will also check if |ρ̂/(ρ̂− 1)−Ns| <
0.05 is satisfied.

Applying this approach to the tampered images of the database, we obtain
the results shown in Fig. 8(a). As we have stated before, this method cannot
detect copy-move forgeries, since there are not inconsistencies in the resampling
factor along the whole image and that is the reason why the estimation accuracy
is equal to zero at Ns = 1. Given the ambiguity inserted in the estimation,
caused by the CFA pattern, we are not able to distinguish between a scaling
factor Ns = 1 or Ns = 2, and that is why the estimation accuracy is also zero for
Ns = 2. The rate of accurate estimation of the tampered region is not very high
for all the masks used (in the best case we barely reach a 35%), so this method
presents very bad performance when identifying forgeries.

Nevertheless, to demonstrate the generally good performance of the resam-
pling estimator, we analyze the estimation accuracy in an ideal case where we
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(a) Processing block by block.
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(b) Using exact matching (genie-aided).

Fig. 8. Estimation accuracy (in terms of percentage), obtained through the application
of the resampling-based method in two different scenarios for several masks and scaling
factors.

use the information supplied by a genie that tells us exactly the location of
the original region and that of the tampered region (the application of a “genie-
aided” detection is commonly used in communications to determine performance
bounds). Thus, knowing exactly the location of both regions in the pixel domain
and using the same criteria for the estimation of ρ, as in the previous scenario, we
show in Fig. 8(b) the results of accurately estimate which region is the original
and which is the duplicated. As it was said before, the correct distinction of the
two regions when a spatial transformation has not been applied is not possible
with the resampling-based method. However, the detection performance is very
high (around a 90% for all the masks) if we compare it with the obtained when
the image is processed block by block.

So, according to the results collected in this ideal case, the problem does not
lie in the resampling estimator itself, but in the correct matching of the tampered
area, and that is the reason why a SIFT-based method is needed.

4.3 Detection results combining both methods

As it was discussed along the paper, the combination of both methods provides a
deeper and enhanced forensic analysis of the tampered regions (since we are able
to identify which region is the source and which is the duplicated one) and it also
brings a way to compensate the drawbacks of each method with the advantages
of the other.

Certainly, since the SIFT-based method is not capable to find all the dupli-
cated regions, mostly due to the unavoidable lack of reliable keypoints, combining
both approaches we will get worse results than those depicted in Fig. 8(b) (i.e.,
the ideal “genie-aided” case where we perfectly match all the regions). However,
with the use of the SIFT-based method, the detection of the tampered regions
is more accurate than processing the image block by block, so we will get better
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(a) SIFT-based method.
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(b) Proposed forensic tool.

Fig. 9. Comparative results of the estimation accuracy for the SIFT-based method and
the proposed forensic tool.

results than those included in Fig. 8(a). Finally, since the estimation of the re-
sampling factor is not so dependent on outliers as it is the case for the estimate of
the homography, we will also get better results than those comprised in Fig. 9(a),
where we represent the estimation accuracy of the SIFT-based method when it
is able to correctly match the two regions and also estimate their geometric rela-
tion. Explicitly, the estimation accuracy ploted in Fig. 9(a), corresponds to the
product of the accuracy rates achieved in the matching step (Fig. 7(a)) and in
the post-detection estimation step (Fig. 7(b)).

In Fig. 9(b) we can see the inferred estimation accuracy of the proposed
forensic tool for different masks and scaling factors. If we compare this plot with
the corresponding estimation accuracy obtained with the SIFT-based method
alone (depicted in Fig. 9(a)), we can observe that with the scheme described
in Fig. 3, performance is improved for almost all the scaling factors and masks
considered. It is important to note that the resampling estimator takes as in-
put the exact matching of the detected regions by the SIFT-based method, so
the results provided can be considered as an upper performance bound of the
estimation accuracy that we can attain with this approach.

Note also that, even with the combination of both methods, we are still not
able to distinguish the original region from the tampered one when a copy-move
forgery is carried out. Besides, in this particular case, occasioned by the CFA
interpolation of the camera, we are neither able to identify the duplicated regions
by a factor Ns = 2. Hence, the estimation accuracy should be strictly zero for
the scaling factors Ns = 1 and Ns = 2 in Fig. 9(b). However, since with the
SIFT-based method we are able to match the involved regions in the tampering
and also their relation, then we add the estimation accuracy of this method in
both cases, and that is the reason why we have the same values of estimation
accuracy for the scaling factors Ns = 1 and Ns = 2 in both graphs of Fig. 9.

By comparing the estimation accuracy of the resampling-based method (pro-
cessing block by block) with that obtained with the concatenation of both meth-
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ods, we achieve an improvement of the exact classification of each region for all
the scaling factors and masks considered. In addition, as it was expected, the
best results are reached with those masks that have the largest area.

According to the results shown in this section, we can conclude that the
forensic analysis scheme proposed in this paper provides a more accurate analysis
since we can identify in an image where are located and which are the original
regions and the tampered ones when a region duplication forgery is performed.
Moreover, the performance in terms of estimation accuracy is increased with
respect to the use, in an independent way, of the SIFT-based and the resampling-
based methods.

5 Conclusions and Further lines

In this paper we have introduced a new scheme for image forensic analysis, by
combining two complementary methods. The former, based on SIFT, is capable
of finding duplicated regions and the latter, based on a resampling estimator,
allows one to identify which region is the source and which is the tampered one.
The proposed forensic analysis scheme provides better estimation results than
considering each method separately.

As future research lines we will focus on the application of this method using
JPEG compressed images trying to get similar results as in the case of uncom-
pressed images. Another interesting question is the estimation of the resampling
factor on a non-square area, since the zero-padding technique is not the optimal
one.
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Image Forgery Localization via Fine-Grained

Analysis of CFA Artifacts
P. Ferrara, T. Bianchi Member, IEEE, A. De Rosa, and A. Piva Senior Member, IEEE

Abstract

In this paper, a forensic tool able to discriminate between original and forged regions in an image

captured by a digital camera is presented. We make the assumption that the image is acquired using

a Color Filter Array, and that tampering removes the artifacts due to the demosaicing algorithm.

The proposed method is based on a new feature measuring the presence of demosaicing artifacts at

a local level, and on a new statistical model allowing to derive the tampering probability of each

2×2 image block without requiring to know a priori the position of the forged region. Experimental

results on different cameras equipped with different demosaicing algorithms demonstrate both the

validity of the theoretical model and the effectiveness of our scheme.

Index Terms

Image forensics, CFA artifacts, digital camera demosaicing, tampering probability map, forgery

localization.

I. INTRODUCTION

Image forensics is a multidisciplinary science aiming at acquiring important information on the

history of digital images, including the acquisition chain, the coding process, and the editing operators.

The extraction of such data can be exploited for different purposes, one of the most interesting is the

verification of the trustworthiness of digital data. Image forensic techniques work on the assumption

that digital forgeries, although visually imperceptible, alter the underlying statistics of an image.
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These statistical properties can be interpreted as digital fingerprints characterizing the image life-

cycle, during its acquisition and any successive processing. One of the tasks of image forensics is

then to verify the presence or the absence of such digital fingerprints, similar to intrinsic watermarks,

in order to uncover traces of tampering.

As a first basic application of the above principle, the presence/absence of forensic fingerprints

can be verified on the whole image (or a given suspected region, as a sort of sub-image), thus

providing information about the authenticity of the entire image (or the entire region). However, a

more sophisticated result would be a sort of map indicating for each image pixel (or small image

block) its trustworthiness: in this case no manual choice of suspected regions would be necessary.

Currently, several fingerprints have been studied for acquiring information on an image at a global

level, but only few examples of tools that provide a fine-grained localization of forgery within a digital

image have been proposed, in particular for double JPEG compression artifacts detection [1]–[5]. In

many cases a sufficiently large portion of the image (e.g. a B × B block, with B ≥ 100) is needed

for a reliable statistical analysis of the chosen feature, so even if the image is processed block-wise

only a coarse grained localization of tampering is possible.

In this paper, we focus our attention on the fine grained forgery localization problem, assuming to

have no information on the position of possibly manipulated pixels. Among the numerous fingerprints

considered in image forensic literature [6], [7], we consider the traces left by the interpolation process.

Image interpolation is the process of estimating values at new pixel locations by using known values at

neighbouring locations. During the image life cycle, there are two main phases in which interpolation

is applied:

• Acquisition processing, to obtain the 3 color channels (red, green, and blue). The light is filtered

by the Color Filter Array (CFA) before reaching the sensor (CCD or CMOS), so that for each

pixel only one particular color is gathered. Thus, starting from a single layer containing a mosaic

of red, green, and blue pixels, the missing pixel values for the three color layers are obtained

by applying the interpolation process, also referred to as demosaicing.

• Geometric transformations, to obtain a transformed image. When scaling (shrinking and zoom-

ing), rotation, translation, shearing, are applied to an image, pixels within the to-be-transformed

image are relocated to a new lattice, and new intensity values have to be assigned to such positions

by means of interpolation of the known values, also referred to as resampling operation.

The artifacts left in the image by the interpolation process can be analyzed to reveal image forgery.

Ideally, an image coming from a digital camera, in the absence of any successive processing, will

show demosaicing artifacts on every group of pixels corresponding to a CFA element. On the contrary,

demosaicing inconsistencies between different parts of the image, as well as resampling artifacts in
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all or part of the analyzed image, will put image integrity in doubt.

Our effort is focused on the study of demosaicing artifacts at a local level: by means of a

local analysis of such traces we aim at localizing image forgeries whenever the presence of CFA

interpolation is not present. Obviously our approach is based on the hypothesis that unmodified

images coming from a digital camera are characterized by the presence of CFA demosaicing artifacts.

Starting from such an assumption, we propose a new feature that measures the presence/absence of

these artifacts even at the smallest 2 × 2 block level, thus providing as final output a forgery map

indicating with fine localization the probability of the image to be manipulated.

The paper is organized as follows. In Section II, we will provide a brief overview of previous works

considering the fingerprints left by the CFA and the interpolation process, highlighting if and how

the localization problem is taken into account by the methods proposed so far. In Section III we will

present a statistical model for describing the presence of CFA, and starting from it we will propose

the new forgery localization algorithm and describe the overall system in Section IV. In Section V,

firstly the proposed model will be validated through a set of experiments, and secondly the detection

capability of the proposed forgery localization algorithm will be investigated. Some conclusions will

end the paper in Section VI.

II. RELATED WORK

Previous works considering CFA demosaicing as the to be analyzed fingerprint can be divided in two

main classes, i) algorithms aiming at estimating the parameters of the color interpolation algorithm,

and ii) algorithms aiming at evaluating the presence/absence of demosaicing traces. Whereas the

second class focuses on forgery detection (inconsistencies in the CFA interpolation reveal the presence

of forged regions), algorithms within the first class are mostly intended to classify different source

cameras, though sometimes they can also be used to detect tampering.

As to the first class, Swaminathan et al. in [8] propose a method for camera identification by the

estimation of the CFA pattern and interpolation kernel; while in [9] the same authors exploit the

inconsistencies among the estimated demosaicing parameters as proof of tampering. Cao and Kot in

[10] aim at estimating the demosaicing formulas, employing a partial second-order image derivative

correlation model, in order to classify different demosaicing algorithms. In [11], Bayram et al. detect

and classify traces of demosaicing by jointly analyzing features coming from two previous works

(see [12] and [13] below), in order to identify the source camera model. In [14], Fan et al. propose a

neural network framework for recognizing the demosaicing algorithms in raw CFA images, and use

it for digital photo authentication.

Regarding the detection of demosaicing traces, Popescu and Farid propose an approach for detecting

the interpolation artifacts left on digital images by resampling [15] and demosaicing [12] processes.
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In their approach, the Expectation-Maximization algorithm is applied to estimate the interpolation

kernel parameters, and a probability map is achieved that for each pixel provides its probability to be

correlated to neighbouring pixels. The presence of interpolated pixels results in the periodicity of the

map that is clearly visible in the Fourier domain. Such an analysis can be applied to a given image

region, however a minimum size is needed for assuring the accuracy of the results: authors tested

their algorithms on 256× 256 and 512× 512 sized areas.

Gallagher in [13] observed that the variance of the second derivative of an interpolated signal is

periodic: he thus looked for the periodicity in the second derivative of the overall image by analyzing

its Fourier transform. Successively, for detecting traces of demosaicing, Gallagher and Chen proposed

in [16] to apply Fourier analysis to the image after high pass filtering, for capturing the presence of

periodicity in the variance of interpolated/acquired coefficients. The procedure has been tested only

up to 64 × 64 image blocks, whereas a variation yielding a pixel-by-pixel tampering map is based

on a 256-point discrete Fourier transform computed on a sliding window, thus lacking resolution.

In [17] by Dirik and Memon, the sensor noise power of the analyzed image is taken into account: its

change across the image (i.e. its difference value for interpolated and acquired pixels) is considered for

demonstrating the presence of demosaicked pixels. In the above paper, a block based CFA detection

was also proposed, however the features proposed therein have to be computed on 96 × 96 blocks,

thus permitting only a coarse grained localization of tampering.

Demosaicing can also be detected using methods which analyze generic resampling artifacts. In

this area, Kirchner in [18], [19] consider an approach similar to [15], by observing that the actual

prediction weights of the resampling filter are not necessary for revealing periodic artifacts, thus

simplifying the analysis, however experimental results consider only 512×512 images. Mahdian and

Saic in [20] consider the derivatives of the interpolated image and apply the method to suspected

windows of size at least 64 × 64, while in [21] they adopt the spectral correlation function, but

only considering 512× 512 sized images. Finally, in [22] Vazquez-Padin et al. demonstrate that the

interpolated image is an almost cyclostationary process, with a period depending on the resampling

factor. However, the authors use image blocks of size 128× 128 pixels for the analysis, which only

permits a coarse forgery localization.

III. CFA MODELING

During the CFA interpolation process, the estimation of the values in the new lattice based on

the known values can be locally approximated as a filtering process through an interpolation kernel

periodically applied to the original image to achieve the resulting image. Thus, the identification of

artifacts due to CFA demosaicing can be seen as a particular case of the detection of interpolation

artifacts, that has been deeply studied in these last years, as exposed in Section II.
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In [18], Kirchner demonstrated that for a resampled stationary and non-constant signal s(x), with

x ∈ Z, the variance of the residue of a linear predictor Var[e(x)] is periodic with a period equal to the

original sampling rate. Hence, if we consider the signal resampled according to an integer interpolation

factor r, we have Var[e(x)] =Var[e(x+r)], since the original sampling period corresponds to r samples

of the resampled signal.

For the case of CFA demosaicing, if we consider a single dimension, the general result presented

in [18] turns into Var[e(x)] =Var[e(x+ 2)], that is the variance of the prediction error assumes only

two possible values, one for the odd positions and another one for the even positions. In more detail,

considering for example the interpolation of the green color channel G(x) in a particular row of the

image, the acquired signal sA(x) is

sA(x) =

 G(x) x even

0 x odd
(1)

If we consider a simplified demosaicing model, the resulting signal sR(x), composed by the acquired

component sA(x) and by the interpolated component, takes values:

sR(x) =

 sA(x) = G(x) x even∑
u husA(x+ u) x odd

(2)

where hu represents the interpolation kernel. In the above model, we assume that each color channel

is independently interpolated using a linear filter and that original sensor samples are not modified by

the interpolation process1. In practice, since only odd values of u contribute to the above summation,

we will restrict our attention to the case hu = 0 for u odd. The prediction error is then defined as

e(x) = sR(x)− sP (x), with:

sP (x) =
∑
u

kusR(x+ u) (3)

the predicted signal, and ku the prediction kernel. Hence:

e(x) =

 G(x)−
∑

u kusR(x+ u) x even∑
u husA(x+ u)−

∑
u kusR(x+ u) x odd

(4)

By assuming to use the same kernel for the interpolation and the prediction (i.e. hu = ku), the

prediction error in odd positions is identically zero, while in the even positions takes values different

from zero. Hence, in such an ideal case, var[e(x)] is expected to be zero in the positions corresponding

to the demosaicked signal, and different from zero in the positions corresponding to the acquired

signal.

1The first assumption is often not verified in practice, however the second one usually holds since most practical

demosaicing algorithms do not change the value of acquired pixels.
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In general, the exact interpolation coefficients may not be known, however we can assume that

ku = 0 for u odd. Moreover, we can also assume
∑

u ku =
∑

u hu = 1, which usually holds for

common interpolation kernels. In this case, equation (4) above can be rewritten as

e(x) =

 G(x)−
∑

u ku
∑

v hvG(x+ u+ v) x even∑
u(hu − ku)G(x+ u) x odd

(5)

By assuming the acquired signal samples to be independent and identically distributed (i.i.d.) with

mean µG and variance σ2G, the mean of the prediction error can be evaluated as

E[e(x)] =

 µG − µG
∑

u ku
∑

v hv = 0 x even

µG (
∑

u hu −
∑

u ku) = 0 x odd
(6)

whereas the variance of the prediction error is

Var[e(x)] =Var
[
(1−

∑
u

kuh−u)G(x)

+
∑
t6=0

(∑
u

kuht−u

)
G(x+ t)

]
=σ2G

[
(1−

∑
u

kuh−u)
2 +

∑
t6=0

(
∑
u

kuht−u)
2
] (7)

for x even and

Var[e(x)] = Var
[∑

u

(hu − ku)G(x+ u)
]
= σ2G

∑
u

(hu − ku)2 (8)

for x odd. According to the above model, the prediction error has zero mean and variance proportional

to the variance of the acquired signal. However, when the prediction kernel is close to the interpolation

kernel, the variance of prediction error will be much higher at the positions of the acquired pixels

than at the positions of interpolated pixels.

Leaving the ideal conditions, the acquired signal will be only locally i.i.d. and its variance only

locally stationary: thus σ2G has to be computed on small parts of the signal and consequently var[e(x)]

will assume different values depending on the specific signal content. Also, additive noise may be

present on pixel values due to rounding and truncation effects. Nevertheless, we can still expect the

variance of e(x) to be higher at the positions of acquired pixels.

IV. PROPOSED ALGORITHM

In order to extend the previous analysis to the bidimensional case, without loss of generality we

will consider as specific CFA the most frequently used Bayer’s filter mosaic, a 2 × 2 array having

red and green filters for one row and green and blue filters for the other (see Fig. 1(a)). Furthermore,

we will consider only the green channel; since the green channel is upsampled by a factor 2, for a

generic square block we have the same number of samples (and the same estimation reliability) for

both classes of pixels (either acquired or interpolated).
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(a) (b)

Fig. 1. (a) the Bayer’s filter mosaic; (b) the quincunx lattice A for the acquired green channels and the complementary

quincunx lattice I for the interpolated green channels.

By focusing on the green channel, the even/odd positions (i.e. acquired/interpolated samples) of

the one-dimensional case turn into the quincunx lattice A for the acquired green values and the

complementary quincunx lattice I for the interpolated green values (see Fig. 1(b)). Similar to the

one-dimensional case, we assume that in the presence of CFA interpolation the variance of the

prediction error on lattice A is higher than the variance of the prediction error on lattice I, and

in both cases it is content dependent. On the contrary, when no demosaicing has been applied, the

variance of the prediction error assumes similar values on the two lattices. Hence, in order to detect

the presence/absence of demosaicing artifacts, it is possible to evaluate the imbalance between the

variance of the prediction error in the two different lattices.

A. Proposed feature

Let us suppose that s(x, y), with (x, y) ∈ Z2, is an observed image. The prediction error can be

obtained as:

e(x, y) = s(x, y)−
∑
u,v 6=0

ku,vs(x+ u, y + v) (9)

where ku,v is a bidimensional prediction filter. In the ideal case, ku,v = hu,v ∀(u, v) where hu,v is

the interpolation kernel of the demosaicing algorithm. In general, we can assume that ku,v 6= hu,v,

since the in-camera demosaicing algorithm is usually unknown.

Because of the local stationarity of the residue, the variance of the prediction error e(x, y) is locally

estimated pixel-by-pixel for each position (demosaicked or acquired) only from a neighborhood of

interpolated (I) or acquired (A) pixels respectively. In this work, we assume to know the spatial

pattern of the CFA (for example the Bayer CFA). This hypothesis is not a serious constraint, because

it is reasonable to suppose either to know the CFA pattern or to estimate it by adopting a proper

estimation algorithm [8].

By assuming that the local stationarity of prediction error is valid in a (2K+1)×(2K+1) window,

it is possible to define the local weighted variance of the prediction error as:

σ2e(x, y) =
1

c

[( K∑
i,j=−K

αij e
2(x+ i, y + j)

)
− (µe)

2
]

(10)
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where αij are suitable weights, µe =
∑K

i,j=−K αij e(x + i, y + j) is a local weighted mean of the

prediction error and c = 1 −
∑K

i,j=−K α
2
ij is a scale factor that makes the estimator unbiased, i.e.,

E[σ2e(x, y)] =var[e(x, y)], for each pixel class. The weights αij are obtained as αij = α
′

ij/
∑

i,j α
′

ij

where

α
′

ij =

{ W (i, j) if e(x+ i, x+ j) belongs to

the same class of e(x, y)

0 otherwise

and W (i, j) is a (2K + 1)× (2K + 1) Gaussian window with standard deviation K/2.

Given a N × N image, we analyze it by considering B × B non-overlapping blocks, where B

is related to the period of Bayer’s filter mosaic: the smallest period (and block dimension) is (2, 2),

but also multiples can be adopted. The generic block in position (k, l) is denoted as Bk,l with k, l =

0, . . . , NB − 1. Each block is composed by disjoint sets of acquired and interpolated pixels, indicated

as BAk,l and BIk,l , respectively. We then define the feature L:

L(k, l) = log

[
GMA(k, l)

GMI(k, l)

]
(11)

where GMA(k, l) is the geometric mean of the variance of prediction errors at acquired pixel positions,

defined as:

GMA(k, l) =

[ ∏
i,j∈BAk,l

σ2e(i, j)

] 1

|BAk,l
|

(12)

whereas GMI(k, l) is similarly defined for the interpolated pixels.

The proposed feature L allows us to evaluate the imbalance between the local variance of prediction

errors when an image is demosaicked: indeed, in this case the local variance of the prediction error

of acquired pixels is higher than that of interpolated pixels and thus the expected value of L(k, l) is a

nonzero positive amount. On the other hand, if an image is not demosaicked, this difference between

the variance of prediction errors of acquired an interpolated pixels disappears, since the content can

be assumed to present locally the same statistical properties, and the expected value of L(k, l) is

zero. Our inference will be based on these two key observations.

Let us now suppose that a demosaicked image has been tampered by introducing a new content,

and that in order to make this forgery more realistic, some processing (blurring, shearing, rotation,

compression, etc.) has been likely applied to the added content, thus destroying the demosaicing

traces on the forged region. The proposed feature L(k, l) will assume inconsistent values within the

tampered image: in some regions (the untampered ones) it will be significatively greater than zero,

while in other regions (the tampered ones) the feature will be close to zero. We can thus employ

these inconsistencies to finely localize forgeries.

In some respects, the proposed feature is conceptually similar to the approach in [16], where the

variance is approximated using the average of absolute values. However, an important difference is



Copyright (c) 2011 IEEE. Personal use is permitted. For any other purposes, permission must be obtained from the IEEE by emailing pubs-permissions@ieee.org.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication.

9

Prediction
Error

Weighted 
Local

Variance
Feature

L

Estimation GMM 
parameters 

Map Generation
and Filtering

Predictor

Green Channel
Extraction

Tampered 
Image

Forgery
Map

Fig. 2. The work flow of our algorithm.

that the technique of [16] requires a Fourier analysis, thus limiting the resolution of the method

when aiming at the fine-grained localization of CFA artifacts. Moreover, the proposed feature can be

described using a very convenient statistical model, described in the following, which allows us to

associate to each block a probability of being manipulated.

B. Feature modeling

By using a Bayesian approach, for each block Bk,l it is possible to derive the probability that CFA

artifacts are present/absent conditioned on the observed values of L(k, l).

Let M1 and M2 be the hypotheses of presence and absence of CFA artifacts, respectively. In order

to have a simple and tractable model, we assume that L(k, l) is Gaussian distributed under both

hypotheses and for any possible size B of the blocks Bk,l. For a fixed B, we can characterize our

feature using the following conditional probability density functions:

Pr{L(k, l)|M1} = N (µ1, σ
2
1) (13)

with µ1 > 0, and

Pr{L(k, l)|M2} = N (0, σ22). (14)

The above densities hold ∀k, l = 0, . . . , NB − 1, i.e., we assume that the parameters of the two

conditional pdfs do not change over the considered image, such that they can be globally estimated.

If a demosaicked image contains some tampered regions in which CFA artifacts have been destroyed

(as it may occur in a common splicing operation), both hypotheses M1 and M2 are present, therefore

L(k, l) can be modeled as a mixture of Gaussian distributions. The first component, with µ1 > 0,

is due to regions in which CFA artifacts are present, whereas the second component, with µ2 =

0, is due to tampered regions in which CFA artifacts have been removed2. In order to estimate

simultaneously the parameters of the proposed Gaussian Mixture Model (GMM), we employ the

2The above model may not be accurate in the case of copy-move forgeries exhibiting a nonaligned CFA pattern, since

these areas will result in negative values of L(k, l). However, this is only a small subset of the possible forgeries and it

does not appears reasonable to complicate the model to cope with this particular case.
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Expectation-Maximization (EM) algorithm [23]. This is a standard iterative algorithm that estimates

the mean and the variance of the component distributions by maximizing the expected value of a

complete log-likelihood function with respect to the distribution parameters. In our case, the EM

algorithm is used to estimate only µ1, σ1, and σ2, since we assume µ2 = 0.

C. Map generation

The final aim we point at is to achieve a map indicating for each B×B block Bk,l its probability to

be original/tampered, based on its probability to contain or not CFA artifacts. Starting from equations

(13) and (14) and assuming a-priori probabilities Pr{M1} = Pr{M2} = 1/2, we obtain the posterior

probability of being an original block. By exploiting Bayes’ Theorem and relying on the observed

feature L(k, l) for each Bk,l block, we achieve:

Pr{M1|L(k, l)} =
Pr{L(k, l)|M1}

Pr{L(k, l)|M1}+ Pr{L(k, l)|M2}
(15)

which can be expressed as:

Pr{M1|L(k, l)} =
1

1 + L(L(k, l))
(16)

where L is the likelihood ratio of L(k, l) defined as:

L(L(k, l)) = Pr{L(k, l)|M2}
Pr{L(k, l)|M1}

. (17)

Let us note that equations (16) and (17) have the same statistical information. Applying equation (17)

to each block of an image, we obtain a likelihood map (LM), where each pixel of the map is the

likelihood ratio associated to a B ×B block.

These maps are usually noisy because they associate a probability (or a likelihood ratio) value to

a single realization of L(k, l), which is very noisy itself. In order to denoise these maps, we can

cumulate feature values on larger blocks whose size is C × C, where C = n · B with n ∈ Z+.

Assuming blocks to be conditionally independent given either M1 or M2, the accumulated likelihood

ratio is obtained as:

Lcum(L(k′, l′)) =
∏
k,l Pr{L(k, l)|M2}∏
k,l Pr{L(k, l)|M1}

. (18)

In order to further improve the localization performance, we note that in a realistic forged image the

manipulated areas are usually connected regions, due to the image semantic content. These connected

regions can be highlighted by applying to the map a simple low-pass spatial filter, like a mean filter or

a median filter. For better numerical stability, such filters are applied to the logarithm of the likelihood

map.
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D. Overall system

In Fig. 2 we show the overall system that, given a suspected image, produces the corresponding

forgery map: each pixel in the forgery map indicates for each C × C image block its probability to

contain CFA artifacts, so that low values in the output map correspond to likely forged areas.

As a first step, the green channel is extracted from the image, and the prediction error is computed.

Because in-camera processing algorithms are usually unknown, a fixed predictor is used: the choice

of the adopted predictor will be discussed and validated in Section V. The weighted local variance

is then estimated and the feature L(k, l) is obtained for each B × B block. The GMM parameters

are globally estimated exploiting the EM algorithm and used for the generation of the forgery map.

When C = B the forgery map is generated using the likelihood ratios in (17), whereas for C > B

we use the cumulated likelihood map in (18). Optionally, the intermediate log-likelihood map can be

filtered using either a mean filter or a median filter.

V. EXPERIMENTAL RESULTS

The results presented in this section have been obtained on a dataset consisting of 400 original

color images, in TIFF uncompressed format, coming from 4 different cameras (100 images for each

camera): Canon EOS 450D, Nikon D50, Nikon D90, Nikon D7000. All cameras are equipped with

a Bayer CFA, thus respecting our requirement that authentic images come from a camera leaving

demosaicing traces, but the in-camera demosaicing algorithms of such devices are unknown. Each

image was cropped to 512× 512 pixels, maintaining the original Bayer pattern, which is assumed to

be known3. We will refer to such a dataset as the original dataset.

A. Model Validation

The first step was to verify the assumption of Gaussian distribution on L(k, l), both in the presence

and in the absence of CFA artifacts. To this end, starting from 100 images selected from the

original dataset, we have created two datasets satisfying the M1 (presence of CFA) and M2 (absence

of CFA) hypotheses. To create the dataset corresponding to M1, the original images have been

sampled according to the Bayer CFA pattern and then re-interpolated using four possible demosaicing

algorithms, namely bilinear, bicubic, gradient-based and median (see [12] for more details on such

interpolation algorithms). This allowed us to know the interpolation kernel on the whole image, and

then to exactly predict the interpolated values with the four different predictors (we refer to these

cases as ’ideal’). To create the dataset corresponding to M2, each color channel of the original images

has been upsampled by a factor two, blurred with a 7×7 median filter, and downsampled by a factor

3The correct CFA configuration has been verified by inspecting the technical specifications of the raw image format.
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TABLE I

MEDIAN VALUE OF THE GGD SHAPE PARAMETERS ESTIMATED FROM THE DISTRIBUTION OF THE FEATURE L(k, l) FOR

EACH IMAGE, CONSIDERING DIFFERENT PREDICTORS ON DIFFERENT DATASETS.

bilinear bicubic gradient-based median

No CFA 1.589 1.558 1.672 1.812

Ideal 2.168 2.134 2.049 2.016

Canon EOS 2.001 1.908 1.897 1.962

Nikon D50 1.736 1.797 1.834 1.814

Nikon D7000 2.206 2.066 1.729 1.899

Nikon D90 1.998 1.924 1.667 1.927

two, thus removing all CFA artifacts. Features are then computed using again the four predictors as

before.

Moving towards realistic conditions, we also computed the value of L(k, l) under the M1 hypothesis

on the original dataset of 400 TIFF uncompressed images interpolated using their unknown in-camera

demosaicing algorithms, and applying bilinear, bicubic, gradient-based and median predictors.

We verified the approximate Gaussian distribution of the features for all the classes described so far,

i.e.: absence of CFA, presence of CFA with known interpolation kernel, and the four sets of cameras

with unknown CFA demosaicing algorithms; for each of these six classes, the features have been

computed with the four different interpolation algorithms (bilinear, bicubic, gradient-based, median)

setting B = 8. The approximately Gaussian behavior of the features has been verified by fitting them

with a generalized Gaussian distribution (GGD), given by

p(L) =
1

Z
e−(|L−µ|/η)

ν

(19)

where µ is a location parameter (mean), η is a scale parameter, ν is a shape parameter, and Z is a

normalization factor so that p(L) integrates to one. The Gaussian distribution is a particular case of

the GGD for ν = 2. Since our conjecture is that the Gaussian assumption holds for a single image,

but not necessarily over the whole dataset, the shape parameter has been independently estimated for

each image using the Mallat’s method [24]. In Table I we report the median value of the estimated

shape parameters for the six classes and the four interpolation algorithms. The values indicate a

reasonable fit of the proposed model. Interestingly, the model appears more fitting in the presence of

CFA artifacts, and when the predictor is matched to the actual interpolation algorithm.

Furthermore, we plot the mean value of the features in order to verify how features in M1 hypothesis

can be discriminated by features in M2 hypothesis, both in ideal and in realistic cases. In Fig. 3,

we show the results for the ideal case in absence of CFA (first row) and presence of known CFA

(second row). In Fig. 4, we show the 16 histograms of the mean values of L(k, l): along each row we
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Fig. 3. Distribution of the average value of L(k, l) on an image, feature evaluated on 8 × 8 blocks, in the absence of

CFA artifacts (top row) and when the predictor is the same as the demosaicing algorithm (bottom row), using different

predictors: from left to right, bilinear (red), bicubic (blue), gradient-based (green), median (violet).
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Fig. 4. Distribution of the average value of L(k, l) on an image, feature evaluated on 8×8 blocks, with unknown in-camera

demosaicing algorithms and using different predictors: along each row we have histograms referring to the same camera,

from top to bottom, Canon EOS 450D, Nikon D50, Nikon D7000, Nikon D90; along each column we have histograms

referring to the same predictor, from left to right, bilinear (red), bicubic (blue), gradient-based (green), median (violet).
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have histograms referring to the same camera, from top to bottom, Canon EOS 450D, Nikon D50,

Nikon D90, Nikon D7000. For both the Figures along each column we have histograms referring to

the same predictor, from left to right, bilinear (red), bicubic (blue), gradient-based (green), median

(violet).

Globally, the above results confirm that the proposed features has zero mean under the M2

hypothesis and mean greater than zero under the M1 hypothesis. The histograms also highlight that

the four predictors have different behaviors. The median predictor does not seem well suited to detect

CFA artifacts, since it produces values of L(k, l) closer to zero than the other predictors, irrespective

of the camera.

B. Detection Performance Validation

In this section, the detection capability of the proposed forgery localization algorithm is investigated.

Firstly, the behavior with respect to different predictors is analyzed. Then, in order to characterize the

algorithm performance in different conditions, a particular predictor is chosen – the bilinear – and

the results are evaluated considering different scenarios, different forgery sizes, and different choices

of algorithm parameters.

1) Experimental Methodology: The considered scenarios correspond to nine different datasets

derived from the original dataset: a first group of four datasets include uncompressed images obtained

by applying bilinear, bicubic, gradient-based, and median demosaicing (as described in the previous

section), representing the ideal case; a second group of five datasets include uncompressed images

obtained using the demosaicing algorithm of the respective four cameras and JPEG compressed images

obtained from the previous images using four different quality factors: 100%, 95%, 90% and 85%.

The idea underlying this choice is to verify the performance on sets of images that completely satisfy

the requirements of the proposed model as well as on more realistic images.

For each dataset, forgery has been simulated by applying to the central region of the image the

procedure for removing CFA artifacts described in the previous section. As to the size of the forgery,

we considered tampered regions of 128 × 128, 64 × 64, and 32 × 32 pixels. In the case of JPEG

datasets, CFA removal has been simulated before JPEG compression.

The analysis has been carried out under different resolutions and filtering of the likelihood map.

Concerning the resolution, in order to permit a fine-grained localization of the tampered regions, we

chose to compute the proposed metric L starting from 2 × 2 blocks (B = 2), the smallest possible

size to detect CFA artifacts. Different resolutions, equivalent to 4×4 blocks and 8×8 blocks, can be

obtained in two ways: the first one is to define our features on larger blocks (e.g. B = 4 or B = 8).

The second way is to compute the proposed metric on 2× 2 or 4× 4 blocks, and then to cumulate

the posterior probabilities according to (18) on C × C blocks (C = 8). Concerning the filtering of
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the likelihood map, three cases were considered: no filtering at all, 5× 5 weighted average filtering

using a Gaussian window, and 5× 5 bidimensional median filtering. In all cases, filtering is applied

on log likelihood maps to avoid numerical problems.

As to the EM algorithm, we initialized µ1 and σ21 to the mean and variance of the observed features,

σ22 = σ21/10, and α = 0.5. Convergence was assumed if the increase of the likelihood function with

respect to the previous iteration was less than 10−3 or after 500 iterations.

The performance of the proposed algorithm has been measured by the true positive rate (RTP ),

measuring the fraction of tampered blocks correctly detected as forgery, and the false positive rate

(RFP ), measuring the fraction of unchanged blocks erroneously detected as forgery. If we assume

NR1 the amount of blocks in the untampered region R1, NR2 the amount of blocks in the forged

region R2, NmR1 the amount of blocks detected as tampered in region R1 and NmR2 the amount of

blocks detected as tampered in region R2, we have:

RTP =
NmR2

NR2
; (20)

RFP =
NmR1

NR1
. (21)

The overall performance of the detector is evaluated by plotting its receiver operating characteristic

(ROC) curve, obtained by thresholding the output maps (i.e. the cumulated and filtered likelihood

maps) using a varying threshold value and recording the corresponding values of RTP and RFP .

Finally, the area under the ROC curve (AUC) is used as a scalar parameter to describe detector

capabilities: an AUC close to one indicates good detection performance, whereas an AUC close to

0.5 indicates that the detector has no better performance than choosing at random.

2) Results: In Fig. 5(a), we show the detection performance on the four ideal datasets, where for

each datasets we use a predictor matched to the demosaicing algorithm, whereas in Fig. 5(b), we show

the detection performance on the dataset using in-camera demosaicing when different predictors are

applied. For each test a 128×128 tampered region has been considered. Detection results are averaged

over the four different cameras. As to the resolution of the likelihood map, we have B = C = 8.

The results show that when the predictor matches the demosaicing algorithm the performance is

nearly optimal, irrespective of the used predictor, whereas in the presence of a realistic and unknown

demosaicing algorithm the best average performance is obtained using the bilinear predictor. It is

worth noting that in the latter case the performance of the median predictor is far worse than that of

the other predictors, which is in accordance with the histograms in Fig. 4.

The following results show the detection performance, averaged over the four cameras, when using

the bilinear predictor and different choices of algorithm parameters. In Fig. 6 we report the AUC
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Fig. 5. ROC curves considering images from the original dataset with 128×128 tampered regions. Features are computed

on 8× 8 blocks: (a) ideal case: the 400 original images have been sampled according to the Bayer CFA pattern and then

re-interpolated using the four chosen interpolation algorithms; results from all the 400 images are aggregated for each of

the four predictors and the behaviour is shown separately; for the sake of readability, we show a zoom of the ROC curves

for RTP > 0.8 and RFP < 0.2; AUC values are: bicubic 0.9975, bilinear 0.9845, gradient-based 0.9975, median 0.9954;

(b) real case: the 400 original images coming from the 4 cameras with unknown demosaicing algorithms; results from all

the 400 images are aggregated for each of the four predictors and the behaviour is shown separately.

values obtained using different likelihood map resolutions without filtering the likelihood map, under

six different scenarios and considering different sizes of the tampered area. In all cases, the best

performance is obtained when the exact interpolation kernel is known (in this case bilinear). Note

also that the ability to localize forged regions sensibly decreases when the JPEG compression quality

is below 95%. This is due to the low-pass behavior of JPEG compression, which drastically attenuates

high frequency signals, such as the prediction error. With a quality factor 85%, our algorithm is unable

to discriminate between the presence and the absence of CFA artifacts.

By comparing the different curves, we observe that defining our features on larger blocks makes

our model more robust. These better performances are obtained at the expense of map resolution.

However, in realistic conditions forgery sizes less than 8 pixels are unusual. It is also worth noting

that computing the features on 2 × 2 or 4 × 4 blocks and cumulating the probabilities on 8 × 8

block yields slightly worse results than directly computing the features on 8 × 8 blocks. Lastly, the

performance of the proposed detector appears similar for different forgery sizes, even though smaller

tampered areas are more difficult to detect due to the reduced number of tampered blocks which

decreases the reliability of the GMM estimation.

In Fig. 7, we compare the performance of the proposed detector using the most favorable combina-

tion of parameters, namely 8×8 resolution without cumulation, with the performance of the algorithms

proposed by Dirik and Memon in [17] (DM) and by Gallagher and Chen in [16], namely the blockwise

version (GC-B) and the version based on local statistics (GC-L). For a fair comparison, the DM and

GC-B algorithms have been applied on 8 × 8 blocks, whereas the features of GC-L algorithm have

been computed using 7 × 7 local averaging and 16-point discrete Fourier transform. The proposed
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Fig. 6. Effects of the Likelihood Map resolution on the AUC values. We consider TIFF images with bilinear interpolation

(I) and TIFF images with in-camera demosaicing (II). These latter images are then compressed in JPEG format with quality

at 100% (III), 95% (IV), 90% (V) and 85% (VI). Different forgery sizes are investigated: (a) 32× 32 pixels; (b) 64× 64

pixels; (c) 128× 128 pixels.

feature clearly outperforms the previous approaches, demonstrating far better localization capabilities.

It is also evident that the performance of all CFA-based methods degrades similarly in the presence of

JPEG compression when such methods are used to localize CFA artifacts at a fine-grained resolution.

We also investigated the use of filtering on the likelihood map. In Figure 8, the AUC values are

shown in the absence or presence of either mean or median filtering, using 8× 8-features. The size

of the tampered region is 128× 128 pixels. We can see that filtering improves performances, except

in the ideal case, where the effects of the loss of resolution on the edges of the tampered region is

predominant, and that median filtering gives better results than mean filtering.
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Fig. 7. Comparison between the proposed algorithm and the algorithms by Dirik and Memon (DM) [17] and by Gallagher

and Chen (GC-B and GC-L) [16]. We consider TIFF images with bilinear interpolation (I) and TIFF images with in-camera

demosaicing (II). These latter images are then compressed in JPEG format with quality at 100% (III), 95% (IV), 90% (V)

and 85% (VI). The features are computed on 8× 8 blocks. Tampered region is 128× 128 pixels.
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Fig. 8. Effects of Likelihood Map filtering on the AUC values. We consider TIFF images with bilinear interpolation (I)

and TIFF images with in-camera demosaicing (II). These latter images are then compressed in JPEG format with quality at

100% (III), 95% (IV), 90% (V) and 85% (VI). The features are computed on 8× 8 blocks. Tampered region is 128× 128

pixels.

C. Examples

In this section, some examples of forgery localization are shown on realistically tampered images.

In all the cases, the corresponding forgery maps have been obtained by computing features on 8× 8

blocks (C = B = 8), using the bilinear predictor and applying median filtering on the log likelihood

map.

In Fig. 9 a copy-move forgery on an image acquired with a Nikon D90 is shown. Both the original

image, in Fig. 9(a), and the tampered copy, in Fig. 9(b), are saved in TIFF uncompressed format. The

flower in the upper-left corner has been pasted disaligning the CFA pattern, whereas the flower in

the upper right corner has been pasted maintaining the same CFA pattern. In Figs. 9(c)-(f) we show

the forgery maps obtained with the proposed algorithm and the DM, GC-B, and GC-L algorithms,

respectively. Even if the case of copy-move forgery does not perfectly fit the proposed model, since in

the case of misaligned CFA artifacts the expected value of L is less than zero, the proposed algorithm

correctly localizes the flower in the upper-left corner, whereas it is not able to localize the flower

in the upper-right corner. This is not surprising, since the proposed method gives higher likelihood
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Fig. 9. Example of a copy-move forgery in an image with CFA artifacts. The resulting image is saved in TIFF format:

(a) original image acquired by the Nikon D90 camera; (b) tampered image; forgery maps obtained with the proposed (c),

DM (d), GC-B (e), and GC-L (f) algorithms. Bright areas indicate high probability of presence of CFA artifacts (unchanged

blocks), whereas dark areas indicate low probability of presence of CFA artifacts (tampered blocks).

values for positive values of the feature and reveals local inconsistencies of the CFA artifacts even

when L < 0. As to the other algorithms, only the GC-B is able to localize the upper-left flower.

Moreover, some false alarms are present in the case of saturated white regions, in which CFA artifacts

are not detectable.

Very often, to make the forgery more convincing some image processing operations, like smoothing,

filtering, stretching, rotating, etc., are applied. These operations, removing CFA artifacts from the

tampered regions, make easier the forgery localization. In Fig. 10, we show an example where a

tampering is done by splicing a geometrically transformed image onto an image taken by a Nikon

D90 camera. In Figs. 10(c)-(n) we show forgery maps obtained with different algorithms, from top

to bottom, the proposed algorithm, DM, GC-B, and GC-L algorithms, assuming that the tampered

image was saved in JPEG format with quality, from left to right, 100%, 95%, and 90%. As can be

seen, the forged region can be correctly detected in high quality images, but false alarms increase

abruptly when the quality of JPEG compression decreases, because lossy compression tends to delete

CFA artifacts. On this example, DM algorithm appears less effective than the other algorithms.
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Fig. 10. Example of a forgery in which a processed content (statue) is pasted on an image with CFA artifacts: (a) original

image; (b) tampered image; (c)-(n) forgery maps obtained after saving in JPEG format with quality, from left to right,

100%, 95% and 90%: (c)-(e) proposed algorithm; (f)-(h) DM algorithm; (i)-(k) GC-B algorithm; (l)-(n) GC-L algorithm.

The inspection of the forgery maps in Figs. 9-10 suggests that the proposed method is less effective

in the presence of either almost flat areas or sharp edges. In the first case, the prediction error is

almost zero irrespective of the presence of CFA artifacts, so that this appears as an intrinsic limit

of the method. In the second case, this can be ascribed to the signal adaptive and possibly non-

linear behavior of realistic in-camera demosaicing algorithms. At least in theory, such effects could
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be eliminated by using some prior knowledge regarding in-camera CFA interpolation, which should

yield results very close to the ideal behavior shown in Fig. 5. An alternative approach could be that

of reverse engineering the CFA interpolation algorithm, for example using methods such as in [8] to

take into account a signal adaptive behavior. However, in the presence of heavily manipulated images

this approach is likely to produce a biased estimate and must be handled with care.

VI. CONCLUSIONS

In this work, a forensic algorithm to localize forged regions in a digital image without any a-priori

knowledge about the location of the possibly tampered areas has been presented. Considering the

CFA demosaicing artifacts as a digital fingerprint, we proposed a new feature measuring the presence

of demosaicing artifacts even at the smallest 2 × 2 block level; by interpreting the local absence of

CFA artifacts as an evidence of tampering, the proposed scheme provides as output a forgery map

indicating the probability of each block to be trustworthy.

The validity of the proposed system has been demonstrated by computing the ROC curve of

a forgery detector based on thresholding the probability map, considering different scenarios and

different algorithm parameters, and comparing the performance with the approaches in [17] and [16].

The results show that by a proper parameter configuration CFA artifacts are usually reliably localized

even at 8× 8 block resolution. Results are also confirmed by tests carried out on realistic forgeries.

The fine-grained localization of tampered regions using CFA artifacts is the main contribution of

this work, since in previous approaches either the area to be investigated has to be manually selected,

or automatic block processing obtains poor detection performance when forced to reveal CFA artifacts

at a fine-grained scale. The results show that the proposed algorithm can be a valid tool for detecting

and localizing forgeries in images acquired by a digital camera. However, it should be remarked

that the detection performance is strongly affected by JPEG compression, limiting the applicability

to scenarios in which the image under test is either uncompressed or compressed with high quality

factors. Moreover, the present method may not be directly applicable to cameras using a super CCD

[25].

Test on realistically tampered images demonstrate that, due to the presence of uniform or very

sharp regions, automatic detection may give a remarkable false positive rate. Therefore, in order to

limit the incidence of false positives human interpretation of the forgery maps is still required. Future

work will be then devoted to the study of segmentation algorithms that, by taking into account the

local content characteristics, allow to produce a final map with reduced false positives.
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ABSTRACT

This paper presents a toolbox that has been developed in or-
der to facilitate the inspection of suspected music plagiarism
cases. The basic concept is the use of techniques from Music
Information Retrieval for semi-automatic inspection of origi-
nal and suspect song. Basic types of music plagiarism are
discussed. Several signal processing approaches suitable to
reveal these types are introduced.

Index Terms— Music Information Retrieval, Music Pla-
giarism, Audio Forensics

1. INTRODUCTION

Music plagiarism, i.e. the use of another work while presen-
ting it as one’s own original music, has always been a topic
of public interest making headlines now and then. One re-
cent example of so-called sampling plagiarism has been the
case of the German Rap artist Bushido [1], whose producer
used music excerpts from songs of the bands Dark Sanctuary
and Dimmu Borgir without authorization or attribution. A
prominent example for melody plagiarism was George Har-
rison’s song My Sweet Lord, released 1970. The music label
Bright Tunes Music sued Harrison for unauthorized usage of
the song melody of He’s So Fine by the Chiffons, released in
1962. The lawsuit lasted for more than ten years, finally fin-
ding that Harrison indeed imitated the melody, even though
the responsible judge believed that he did so unintentionally
[2].

Today, with huge public music databases and services
such as YouTube1, SoundCloud2 or Spotify3, there are end-
less opportunities not only for musical inspiration, but also
for unintentional and intentional plagiarism. Thus, there is a
need for approaches and tools to efficiently and transparently

1www.youtube.com
2www.soundcloud.com
3www.spotify.com

measure indications for plagiarism, thus helping to sift out
the qualified cases, and to lower the costs associated with
settling disputes.

Typically, when music plagiarism cases are brought to
court, independent music experts, often musicologists, are as-
ked to analyze the similarities between two songs, and the
judges rely on their opinion. We believe that, in order to sup-
port such analysis, specialized software can be provided to
analyze musical features of the suspected music recordings.
Similarities can be identified by applying well-described pat-
tern matching algorithms from the Music Information Retrie-
val (MIR) literature. Moreover, such software can display
similarities in a way that experts can not only use to evaluate
their importance, but also to visualize and explain it to an un-
trained audience.

This paper is organized as follows: Sec. 2 describes the
types and intricacies of music plagiarism. Sec. 3 explains the
proposed plagiarism analysis toolbox by outlining the signal
processing approaches to inspect each plagiarism type. Sec. 4
concludes this work and gives future directions. It is import-
ant to note that a formal evaluation of the proposed algorithms
is omitted in this paper. As the build-up of comprehensive test
corpora is still under work, this remains a subject for future
work.

2. TYPES OF MUSIC PLAGIARISM

A clear and precise definition of the term “plagiarism” is dif-
ficult to derive. However, the notion of intellectual property is
known since ancient times. A poet named Martial called ano-
ther poet “kidnapper” (lat. plagiarius), because he presented
Martial’s poems without permission and claimed that these
were his own. This incident is perceived as the first mentio-
ning of author’s rights, even though an established copyright
was unknown [3]. Authorship became more important with
the invention of letterpress printing in the late 15th century.
In the realm of music, it became common practice to credit



the composer for his sheet music since the 16th century.

2.1. Sampling Plagiarism

The term sampling describes the re-use of recorded sounds
or music excerpts in another song [4]. The samples are often
manipulated in pitch or tempo to fit the rhythm and tonality
of the new song. It is very common to mix additional in-
struments to the sample, such as additional vocals or drums.
The most common use of samples is to crop an excerpt of
one or more bars and loop them. More elaborate forms of
sampling include rearrangement and post-processing of the
respective sample beyond recognition. Sampling has strongly
influenced popular music culture. Thus, there exist websites4,
where sampling cases are collected by a community of music
aficionados. Due to the fact that sampling is basically the use
of “a song in a song” it is related to the task of cover song
detection as described in [5] and [6]. A more recent approach
is presented in [4], where a well-known audio fingerprinting
algorithm [7] is modified in order to retrieve samples inside
songs.

2.2. Rhythm Plagiarism

A prominent example for rhythm plagiarism is the so-called
“Amen Break”. It originates from the 1969 Funk recording
Amen Brother by The Winstons and is considered one of the
most widely used drum loops in the history of Rap and Elec-
tronic music. Some of such extraordinary beats are protected
by the law. But it is often difficult to judge, whether two songs
share the same rhythm. There is no definition of which instru-
ment is playing the rhythm. Commonly, the drums make up
the beat. But a guitar can also be a dominant rhythmical in-
strument. In general, rhythm is formed by periodical pattern
of accents in the amplitude envelopes of different frequency
bands. Rhythm plagiarism has been scarcely covered in the
literature but it is closely related to rhythm similarity estima-
tion [8]. Paulus and Klapuri took the melody as a reference
for rhythm [9]. They transformed the melody into rhythmical
strings which are easier to compare along structural dimensi-
ons. Others extracted rhythmical features like beat spectrum
or tempo to measure rhythmical similarity [10].

2.3. Melody Plagiarism

Copied melodies are less obvious than the previously explai-
ned plagiarism types. A melodic motive is considered to be
identical, even if it is transposed to another key, slowed down,
sped up or interpreted with different rhythmic accentuation.
Thus, melody plagiarism is a gray area, where it is hard to
discern copying from citation. However, MIR techniques
[11], [12] are suited for inspection of such cases. In the
MIR literature, a closely related task is Query-by-Humming

4www.whosampled.com, www.the-breaks.com

(QbH). QbH can be used to retrieve songs from a database
by letting the user hum or sing the respective melody [13].
Melody plagiarism inspection can be done with basically the
same approach, since means to identify and evaluate melodic
similarity are required. The main difference is, that that QbH
searches across extensive databases while plagiarism detec-
tion concentrates on one single comparison, which has to be
more precise.

3. PLAGIARISM ANALYZER APPLICATION

We introduce the plagiarism analyzer application, which is
developed in the scope of the REWIND5 project. It featu-
res a graphical user interface and allows to import two music
excerpts for analysis and comparison.

3.1. Sampling Plagiarism Inspection

As described in Sec. 2.1, sampling plagiarism occurs in dif-
ferent characteristics. In this paper, we consider the most
common and simple approach of music excerpts that are re-
sampled and looped as basis for the plagiarism song.

3.1.1. Brute Force Approach

The most straightforward approach to detect and inspect
sampling plagiarism is to compare a time-frequency repre-
sentation of both music excerpts [5]. We compute the magni-
tude spectrogram by means of Short-Term Fourier Transform
(STFT) with an approximate hop-size of and block-size of
90ms. We convert each spectral frame to a constant-Q re-
presentation by means of re-sampling to a logarithmically
spaced frequency axis, yielding the spectrograms of original
Xo and suspected plagiarism Xs respectively. A number of
hypotheses f for the applied re-sampling factor is derived by
computing the pair-wise ratio of the strongest periodicities
in the energy envelope of Xo and Xs. In order to retrieve
the occurrences of Xo inside Xs, it is re-sampled both in
time and frequency according to each entry in f , yielding
X̃o. Each X̃o is shifted frame-wise along all frames of Xs

and the accumulated, absolute difference d is computed bet-
ween all corresponding time-frequency tiles. Assuming only
re-sampling and looping were applied, periodic minima will
occur in d. These correspond to the point, where an optimal
matching can be found. At this point, it is also possible to
subtract the energy of X̃o from Xs, perform inverse STFT
and auralize the result.

3.1.2. Decomposition Approach

The alternative approach is depicted in Fig. 1 and is based on
decomposition of bothXo andXs by means of Non-Negative

5www.rewindproject.eu
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Fig. 1. Algorithm for inspecting sampling plagiarism

Matrix Factorization (NMF) [14] and the modifications pro-
posed in [15]. NMF is suited to factorize a spectrogram ac-
cording to

X ≈ B ·G (1)

The base spectra B represent characteristics of the used so-
unds. The amplitude envelopes G represent the time-varying
gains associated to each spectrum in B. The plagiarism can
be interpreted as a mixture of the known sample and unknown
additional mixed sources. We create two sets of base spectra:
one to model the original sampleBo and another to model the
additional sounds Bs. The Bo are initialized by a preceding
NMF of Xo. During the following NMF, these vectors stay
fixed and will not be updated. The Bs are initialized with
random values and are adapted with every NMF iteration. At
the end of NMF the overall G are supposed to contain sepa-
rated amplitude envelopes to model the sample and to model
the additional sounds. Of course, this only works if the sam-
ple and the plagiarism have the same pitch and tempo, which
is not guaranteed. Therefore, all possible variations in pitch
are checked against by just shifting the Bo along the logarith-
mically spaced frequency axis, which equals re-sampling in
the time domain. The above described process is repeated for
all variations and scored via the reconstruction error.

3.2. Rhythm Plagiarism Inspection

As described in Sec. 2.2, rhythm plagiarism either poses a
special case of sampling, or a complete re-arrangement. In
this paper, we assume, that the original rhythm may have
undergone a number of manipulations, such as time stret-
ching, pitch shifting, re-sampling or even shuffling of indi-
vidual beats. An overview of our approach to inspect rhythm

plagiarism is depicted in Fig. 2.The single processing steps
will be explained in the following sections.
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Fig. 2. Algorithm for inspecting rhythm plagiarism

3.2.1. Rhythmical Source Separation

First all rhythmical components of both Xo and Xs are again
extracted by means of NMF. We follow the principle approach
to compute the NMF with large number of components, and
cluster these later on. From both the Bo,Bs and Go,Gs fea-
tures can be extracted that indicate an assignment to a cer-
tain instrument. We use a measure for periodicity [16] and
further remove all components that show a low percussiven-
ess [17]. Afterwards, a clustering of the components is ne-
cessary, since NMF often splits one instrument into several
components. The assignment of components to each other
is based on evaluating the correlation between the amplitude
envelopes. For sake of brevity, further reading is referred to
[18]. An example for the clustered Go is depicted in Fig. 3.
This visualization is also presented in the plagiarism analyzer
application for visual inspection by the user.

Fig. 3. Extracted amplitude envelopes of a drum-loop



3.2.2. Tempo Alignment

In order to compare the extracted sources, the tempi of the
sequences have to be aligned to each other. Therefore, the Go

and Gs are transformed to logarithmically re-sampled auto-
correlation functions (Log-Lag ACF) as described in [19]. On
the log-lag axis, the lag shift between the Log-Lag ACF of
the songs is retrieved by means of cross correlation. The shift
corresponds to a re-sampling factor with which the tempo dif-
ference of the sequences can be compensated. Details of the
method are described in [20].

3.2.3. Similarity of Sources

Every extracted source from the original is compared to the
extracted ones from the suspected plagiarism. We take Pear-
son’s correlation coefficient [21] of all possible permutations
of Go and Gs as well as Bo and Bs as similarity measure.
Temporal and spectral shifts are accounted for by the use of
normalized cross correlation. The best correlation values in-
dicate that a pair of components can be assigned to each other.
All distances are accumulated to an overall similarity measure
by means of averaging across the pairs.

3.3. Melody Plagiarism Inspection

As explained in Sec. 2.3, melody plagiarism can be very hard
to detect automatically. Thus, our approach is an automa-
tic melody transcription as described in [22] yielding discrete
MIDI note objects. Since automatic music transcription is
still not mature enough to cope with any style and complexity
of music recordings, we built a piano-roll view into the plagia-
rism analyzer that allows the user to transpose, stretch, move,
merge and split notes as in conventional MIDI sequencers.
Once a satisfactory transcription of the melody in original
song and suspected plagiarism is available, the comparison
is conducted by means of melodic similarity measurement.

3.3.1. Pitch Vector Similarity

The first approach is a local alignment similarity measure,
utilizing Euclidean distances as described in [23]. The al-
gorithm splits both melodies into smaller time windows of
duration w, each of them represented by a vector with l pitch
values. Rests are overwritten by extending the previous note.
Each note of a melody has its own time window, starting with
the onset of the note and ending with the note active w se-
conds later. The course of the pitch information within the
time w is sub-sampled with sampling interval w

l . We subtract
the mean-value from each of the sub-sampled vectors in or-
der to guarantee invariance with respect to the musical key.
Secondly, the duration of the windows is varied according to
ws = µ · wo where wo is the window size of the original. A
multiplier of µ = 1 models the case where original and vector
share the same tempo, a multiplier of µ < 1 indicates that the

suspect melody is played faster and a multiplier of µ > 1 mo-
dels the case where the suspect melody is played slower than
the original.

3.3.2. Sequence Alignment

The second approach relies on the Smith-Waterman algorithm
[24] to find a local alignment between symbol-sequences
as described in [25]. The algorithm tries to identify sub-
sequences of symbols, which encode intervals between con-
secutive notes in the MIDI transcription. On execution, each
of these melody fragments is compared to the entire suspect
sequence. The resulting scores are ordered descending and
presented via the graphical user interface. Fig.4 shows an
example of this visualization, the upper melody poses the
original and the lower the suspect plagiarism. In this case the
suspected melody is played faster, which is indicated by the
relative length of both note sequences.

Fig. 4. Visualization of melodic similarity

4. CONCLUSIONS AND FUTURE WORK

We presented a signal processing toolbox for music plagia-
rism inspection. It combines several techniques from the MIR
literature in order to allow semi-automatic analysis of suspec-
ted music plagiarism cases. A formal evaluation of the des-
cribed methods has been omitted and will be subject to future
work. Furthermore, other aspects of music plagiarism, such
as the re-use of functional chord progressions are subjects for
further research. It is planned to make a basic version of the
plagiarism analyzer software toolbox freely available to the
public.
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[16] D. Gärtner, “Tempo estimation from urban music using
non-negative matrix factorization,” in Proc. of the AES
42nd International Conference on Semantic Audio, Il-
menau, Germany, 2011.

[17] C. Uhle, C. Dittmar, and T. Sporer, “Extraction of drum
tracks from polyphonic music using independent sub-
space analysis,” in Proc. of the 4th International Sym-
posium on Independent Component Analysis and Blind
Signal Separation, 2003.

[18] C. Dittmar and C. Uhle, “Further steps towards drum
transcription of polyphonic music,” in Proceedings Au-
dio Engineering Society 116th Convention (AES), Ber-
lin, Germany, 2004.

[19] C. Dittmar, M. Gruhne, and D. Gärtner, “Prepro-
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