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Chapter 1

Introduction

As indicated in the DOW, the REWIND project is aimed at synergistically combining principles of
signal processing, machine learning and information theory to answer relevant questions on the past
history of multimedia objects leveraging on the footprints left by each processing step applied to the
considered content.

In order to understand the past history of multimedia objects, we need to perform multimedia
object linking and multimedia phylogeny analysis. That is exactly the main objectives of WP7.

During the first six months of WP7 activities, the work was articulated based on five fronts: (i)
the creation/collection of a representative corpus containing multimedia-related objects overtime;
(ii) providing approaches for dealing with object dependencies overtime for large-scale scenarios;
(iii) exact and heuristic approaches for reconstructing the past history relations of a set of multi-
media objects; (iv) approaches for dealing with phylogeny forests; (v) investigating how to address
phylogenetic analysis in the case of near duplicate audio tracks.

As a result of this first period of work on WP7, a range of algorithms is now available, a large
part of them are (or will be shortly) sufficiently mature to be part (in source code or executable
form) of part of the phylogeny toolbox that will be delivered in the final WP7 report. The main
contributions of this first period can be summarized in the the following publications either accepted
or submitted:

1. Z. Dias, S. Goldenstein, and A. Rocha. Large-Scale Image Phylogeny: Tracing Back Image
Ancestry Relationships. In IEEE Multimedia. Accepted for Publication, 2013.

2. Z. Dias, S. Goldenstein, and A. Rocha. Exploring Heuristic and Optimum Branching Algo-
rithms for Image Phylogeny. In Elsevier Journal of Visual Communication and Image Repre-
sentation (JVCI). Under Review, 2013.

3. Z. Dias, S. Goldenstein, and A. Rocha. Toward Image Phylogeny Forests: Automatically Re-
covering Semantically-Similar Image Relationships. In Elsevier Forensic Science International
(FSI). Under Review, 2013.

4. M. Nucci, M. Taglisacchi, S. Tubaro. A Phylogenetic Analysis of Near-Duplicate Audio Tracks.
In IEEE International Workshop on Multimedia Signal Processing 2013. Pula, Italy. Septem-
ber 2013. Under Review

The following chapters will present an overview of the different approaches developed as part of
WP7.
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Chapter 2

Corpus Creation

In order to evaluate the phylogeny algorithms we devise in this research project, we need to have
controlled datasets for which we know the structure of modifications and evolution of the documents
overtime and uncontrolled datasets in which we assess how the approaches perform in real world
cases. In addition, for all datasets, we need specific metrics to evaluate how good the approaches
are. In this sense, in this chapter, we present the corpus we have been developing for controlled and
uncontrolled experiments. In summary, we created five datasets until now:

1. Dataset #1 – Controlled Environments with Complete Scenarios.

2. Dataset #2 – Controlled Environments with Missing Links.

3. Dataset #3 – Controlled Environment for Phylogeny Forests

4. Dataset #4 – Controlled Environment for Large-Scale Phylogeny Trees

5. Dataset #5 – Un-Controlled Environment for Image Phylogeny

These are deliverables more related to the WP 5.5 but we include it in this report for consistency.
Before detailing such datasets, we recall two forms for evaluating phylogeny algorithms with the

metrics for the controlled and uncontrolled environments proposed in the reference work of [1].

2.1 Evaluation Methodology Metrics – Controlled Environ-
ments

In the methodology introduced by Dias et. al. [1] for the validation of phylogeny algorithms, we look
at four different quantitative metrics (Root Evaluation, Edges Evaluation, Leaves Evaluation, and
Ancestry Evaluation) to evaluate a reconstructed tree or forest in scenarios where we have Ground
Truth (controlled scenarios).

Root: R(IPT1, IPT2) =

{
1, If Root(IPT1) = Root(IPT2)

0, Otherwise

Edges: E(IPT1, IPT2) = |E1∩E2|
n−1

3



CHAPTER 2. CORPUS CREATION 4

Leaves: L(IPT1, IPT2) = |L1∩L2|
|L1∪L2|

Ancestry: A(IPT1, IPT2) = |A1∩A2|
|A1∪A2|

2.2 Evaluation Methodology Metrics – Uncontrolled Envi-
ronments

For uncontrolled environments, we do not have any definitive proof of a parent-child relationship
between any two images. However, we are able to define some metrics to evaluate the robustness of
an image phylogeny algorithm and its associated input dissimilarity matrix. For that, we can select
one image IA ∈ I and artificially generate a near-duplicate IB = T ′β(IA) where T ′β ∈ T ′ denotes a
family of pre-defined operations T and respective parameters β.

We devise four error metrics (Eri∈{1,2,3,4}) and one accuracy metric (P) that compare the tree
reconstructed from the original set with the tree reconstructed from the augmented set with the new
near-duplicate IB .

Er1 is one if the new node IB is not a child of its generating node IA, and zero otherwise.

Er2 is one if the structure of the tree relating the nodes in the original set changes with the insertion
of the new node IB in the set, and zero otherwise.

Er3 is one if the new node IB appears as a father of another node on the original tree, and zero
otherwise.

Er4 is one if the root of the reconstructed tree of the original set is different from the root of the
reconstructed tree of the set augmented with IB , and zero otherwise.

P is one if the reconstructed tree is perfect compared to the original tree (Er1 = Er2 = 0), and
zero otherwise.

As an example, suppose we have a tree with two images (Nodes X and Y). We do not know the
relationship between X and Y in order to evaluate a phylogeny algorithm as this is an uncontrolled
scenario. However, suppose we select X to artificially generate an offspring (Node Z). After the
insertion of Node Y to the original tree, we expect a phylogeny algorithm to preserve the relationship
originally found between X and Y and we to put Z as the descendant of X. If this happens, we can
say the algorithm is reliable. This is exactly what the four errors devised above seek to measure.

2.3 Operational Transformation Ranges – Controlled Envi-
ronments

For the datasets considering controlled environments, we defined a set of the most probable trans-
formations an image can undergo when generating an offspring (a near duplicate). Table 2.1 shows
such transformations and their operational range.
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Table 2.1: Transformations and their operational ranges for creating the dataset following the pro-
tocol proposed in [1].

Transformation Operational Range
Geometry

(1) Resampling (Up/Down)
– Global scaling [90%, 110%]

(2) Rigid Transformation
– Global scaling [90%, 110%]
– Rotation [−5o, 5o]

(3) Generic Affine Transformation
– Scaling by axis [90%, 110%]
– Rotation [−5o, 5o]
– Off-diagonal correction [0.95, 1.05]

Cropping
(4) Cropping [0%, 5%]

Color
(5) Brightness Adjustment [−10%, 10%]
(6) Contrast Adjustment [−10%, 10%]
(7) Gamma Correction [0.9, 1.1]

Compression
(8) Re-compression [50%, 100%]

2.4 Dataset #1 – Controlled Environments for Complete
Phylogeny Trees

For the controlled scenario, we created a dataset comprising the most common transformations an
image can undergo in order to generate a near-duplicate as described in Table 2.1.

All the near-duplicates generation process is performed using the algorithms implemented in
the ImageMagick Library (IM). The pixel interpolation method for resizing uses a Gaussian filter.
Brightness and contrast are globally applied to the image – they are converted to offset and slope
of a linear transform and then applied using a polynomial function. Finally, Gamma (γ) adjusts the
image’s channel values pixel-by-pixel according to a power law, pixel1/γ .

To create the data set, we selected 50 images from the Uncompressed Color Image Database
(UCID) data set [2]1 which contains a wide variety of images with 512×384-pixel resolution, without
compression artifacts. For reproducibility, we used the images with id = i× 25 where i ∈ [1..50].

For each image, we created trees with 10, 20, 30, 40, and 50 nodes (near-duplicates) from 50
different tree topologies. A tree with 50 nodes represents an original image with its forty-nine near-
duplicates. For each topology, we created ten different set of parameters also randomly selected from
the predefined parameter ranges. The final data set has 25,000 test cases for each tree size. As we
select five possible tree sizes, the final data set has 125,000 test cases (50 images, 50 topologies, 10
sets of parameters, 5 different tree sizes).

This dataset has been used in the paper

1http://www.staff.lboro.ac.uk/∼cogs/datasets/UCID/
ucid.html
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• Z. Dias, S. Goldenstein, and A. Rocha. Exploring Heuristic and Optimum Branching Algo-
rithms for Image Phylogeny. In Elsevier Journal of Visual Communication and Image Repre-
sentation (JVCI). Under Review, 2013.

2.5 Dataset #2 – Controlled Environments for Incomplete
Phylogeny Trees

In addition, we have a variation of this dataset in which we consider missing links. In this situation,
we want to verify the phylogeny algorithms when some pieces of the evolution tree are missing (for
instance, consider a node A which is parent of B and consider B as parent of C. In a complete
scenario with no missing links, we have A, B, and C in order to find the phylogeny relationships
among them. In the scenario with missing links, it is possible that B is not in the set then we must
find the relationship between A and C (grand-parenting) without the presence of B (the missing
link in the evolutionary tree).

For the experiments with missing links, we selected all trees with 50 nodes (25,000) and randomly
created subsets of them with varying size ([5..45] with increments of 5) preserving the original root.
Therefore, the data set for the experiment with missing links has 225,000 test cases (25,000 trees × 9
missing links setups) plus the test cases comprising complete trees with 50 nodes (25,000). Then,
we reconstruct the tree with the remaining nodes and evaluate the reconstruction process using the
same metrics we discussed in Section 2.1. Here we also consider the transformations and operational
ranges described at Table 2.1.

Such scenario encompasses trees of size 10, 20, 30, 40, and 50 nodes. For each size, we have
25,000 reconstruction experiments, using 50 different images from UCID [2], and 500 trees (50
different topologies, each with 10 variation of parameters).

This dataset has been used in the paper

• Z. Dias, S. Goldenstein, and A. Rocha. Exploring Heuristic and Optimum Branching Algo-
rithms for Image Phylogeny. In Elsevier Journal of Visual Communication and Image Repre-
sentation (JVCI). Under Review, 2013.

2.6 Dataset #3 – Controlled Environment for Phylogeny
Forests

The corpus we create for phylogeny forests comprises forests of size |F | ∈ {1, . . . , 5} trees and
with 60 semantically similar images in each case. When creating such controlled corpus, we use
three different cameras and capture images of three different scenes with three images per camera
per scene. For each scene, we consider a near-duplicate scenario in which we have duplicates with
different transformation parameters. There are five possible tree topologies for the forest. With all
collected images, we create image modifications in such a way we are able to create image descendants
in a controlled way up to 60 semantically similar images in each case.

The family of image transformations T that we consider for applying the image transformations
is the same as the one described in Table 2.1. In the image processing domain, there are other
transformations. However, we strived for accounting for the most common and important ones as
they are more frequent in real-world scenarios.

As we aim at evaluating forests instead of single trees (semantically similar images instead of
just near-duplicate images), we consider scenarios with a single camera capturing the images and
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from multiple cameras capturing images with similar scene semantics (same content but will small
differences in the vantage point, zoom, etc.). In the scenario with multiple cameras, one forest might
have images of the same scene in which some images come from the same camera and others come
from different cameras (the images have different acquisition artifacts), each image producing several
near-duplicates representing a tree and with the trees composing the forest. In the scenario with
a single camera, the images representing a scene come from a single camera, each image producing
several near-duplicates.

In total, we have 6,750 forests. This number refers to two different scenarios (single and multiple
cameras), five different forest sizes (1 . . . 5), three different scenes, three different cameras, three
images per camera, five different tree topologies, and five random variations of parameters when
applying the image transformations for creating the image offsprings. Therefore, 6,750 forests =
2× 33 × 53.

This dataset has been used in the paper
• Z. Dias, S. Goldenstein, and A. Rocha. Toward Image Phylogeny Forests: Automatically Re-

covering Semantically-Similar Image Relationships. In Elsevier Forensic Science International
(FSI). Under Review, 2013.

2.7 Dataset #4 – Controlled Environment for Large-Scale
Phylogeny Trees

We consider image phylogeny trees with n = 1, 000 image near duplicates. When generating a
near-duplicate, an image can undergo several possible transformations. Here, we select typical
transformations an image can undergo such as the ones showed in Table 2.1.

For this dataset, we have 190,000 test cases. Each test case represents a known percentage
of entries of the dissimilarity matrix for reconstructing a phylogeny tree, a tree topology, a set of
transformation parameters, and a different original image. In all cases, we consider trees with 1,000
nodes (an original image with its 999 near-duplicates) from different tree topologies (forms of the
tree), and combination parameters from Table 2.1.

This dataset has been used in the paper

• Z. Dias, S. Goldenstein, and A. Rocha. Large-Scale Image Phylogeny: Tracing Back Image
Ancestry Relationships. In IEEE Multimedia. Accepted for Publication, 2013.

2.8 Dataset #5 – Un-Controlled Environment for Image
Phylogeny

For this uncontrolled scenario dataset, we crawled 10 target image groups from the internet. An
image group is a group of images with the same semantical meaning about which we can not tag as
a near-duplicate set given that we have no information about the image relations. Figure 2.1 depicts
the target groups. For instance, the image group related to Iranian Missiles refers to 20 images of
the iranian missiles case. The total number of images across the 10 target groups is 187.

Since for each target group we create a direct descendant for each image using five variation of
parameters (c.f., Tab. 2.1), we have a data set with 187× 5 = 935 images.

This dataset has been used in the papers

• Z. Dias, S. Goldenstein, and A. Rocha. Large-Scale Image Phylogeny: Tracing Back Image
Ancestry Relationships. In IEEE Multimedia. Accepted for Publication, 2013.
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• Z. Dias, S. Goldenstein, and A. Rocha. Exploring Heuristic and Optimum Branching Algo-
rithms for Image Phylogeny. In Elsevier Journal of Visual Communication and Image Repre-
sentation (JVCI). Under Review, 2013.
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(c) Iranian Missiles (TG1) (d) Bush Reading (TG2) (e) WTC Tourist (TG3) (f) BP Oil Spill (TG4)

(g) Israeli-Palestinian Peace
Talks

(h) Criminal Record (TG6) (i) Palin and Rifle (TG7) (j) Beatles Rubber (TG8)

(k) Kerry and Fonda (TG9) (l) OJ Simpson (TG10)

Figure 2.1: Examples of the ten target image groups (TG) for the Uncontrolled Scenario. The
images are slightly distorted for displaying puporses.



Chapter 3

Large-Scale Image Phylogeny

Similar to organisms that evolve in biology, a document can change slightly overtime while each
new version is also able to generate other versions. Multimedia Phylogeny investigates the history
and evolutionary process of digital objects which includes finding the causal and ancestry document
relationships, source of modifications and the order and transformations that originally created the
set of near duplicates. Multimedia Phylogeny has direct applications in security, forensics, and
information retrieval. In this contribution, we explore the phylogeny problem for near-duplicate
images in large-scale scenarios, and present solutions that have straightforward extension to other
media such as videos. Experiments with about two million test cases (with synthetic and real data)
show that our methods automatically build image phylogeny trees from partial information about
the near-duplicates, improving the efficiency and effectiveness of the whole process, and represent a
step-forward determining causal relationships of digital images overtime.

The most expensive task to reconstruct an image phylogeny tree is the dissimilarity matrix cal-
culation. Often we need to deal with hundreds or thousands of near-duplicate images or videos each
time and 11.5 computing days to calculate the dissimilarity matrix before using an IPT reconstruc-
tion algorithm for n = 1, 000 images is prohibitive.

In this research branch, we expand upon the best known image phylogeny solution, Oriented
Kruskal [1], for dealing with large-scale image phylogeny problems. We introduce three methods
able to reconstruct an image phylogeny tree with a partially complete dissimilarity matrix.

The results in this branch leaded us to the paper [3]: Large-Scale Image Phylogeny: Tracing Back
Image Ancestry Relationships by Z. Dias, S. Goldenstein, and A. Rocha accepted for publication in
IEEE Multimedia.

We start the procedure calculating only a subset (randomly chosen) of elements of the matrix
and, if necessary, these methods automatically demand the calculation of missing entries. The whole
problem in this paper is that it is prohibitive to calculate the entire dissimilarity matrix in order
to seek for the phylogeny tree. Instead, we propose solutions to deal with partial matrices (sparse),
which demand new calculations as necessary. Only a small percentage of new entries are calculated,
lowering the final number of dissimilarity calculations.

3.1 Grandpa Heuristic

We call the first method we propose to deal with a partially complete dissimilarity matrix M ,
Grandpa Heuristic:

10



CHAPTER 3. LARGE-SCALE IMAGE PHYLOGENY 11

(1) Calculate the initial IPT using the partially complete dissimilarity matrix and the algorithm
discussed in [1].

(2) For each node x in the reconstructed IPT, check if its dissimilarity to its grand-parent y is
known. If not, calculate the dissimilarity d(x, y) and d(y, x).

(3) Reconstruct the IPT from the updated matrix including the new calculated entries.

(4) Repeat Steps 2 and 3 until convergence or until the amount of new calculation solicitations
exceeds t% of the total entries in the matrix (here t = 10%).

The word “convergence” means that any of the proposed heuristics will stop if the calculated
tree at a given iteration t is the same as the one calculated in the step t−1 (the tree does not change
with more entries in the matrix).

This algorithm checks O(n) entries at each iteration in the worst case (e.g., a degenerate tree
in the form of a linked list). The rationale is that knowing the dissimilarity between each triplet
(grand-son, father, grand-father) for the current IPT gives the algorithm a broader overview of the
reconstruction process allowing it to better decide if each triplet is consistent or not and also to
decide new possible triplets.

3.2 Direct Ancestry Heuristic

We call the second method we propose to deal with a partially complete dissimilarity matrix M ,
Direct Heuristic:

(1) Calculate the initial IPT using the partial dissimilarity matrix and the algorithm discussed
in [1].

(2) For each node x in the reconstructed IPT, check if its dissimilarity to each of its direct
ancestors yi is known. If not, calculate the dissimilarity d(x, yi) and d(yi, x).

(3) Reconstruct the IPT from the updated matrix including the new calculated entries.

(4) Repeat Steps 2 and 3 until convergence or until the amount of new calculation solicitations
exceeds t% of the total entries in the matrix (here t = 10%).

This algorithm checks O(n2) entries at each iteration in the worst case (e.g., a degenerate tree
in the form of a linked list). It is a generalization of the Grandpa Heuristic. The rationale is that
knowing the entire ancestry line of a node x for the current IPT gives the algorithm the ability to
check the consistency of all possible triplets (grand-son, father, grand-father), quadruplets (grand-
grand-son, father, grand-father, grand-father), and X-plets (more than four elements) until its very
first ancestor, the root of the tree. This knowledge gives a broader overview about the tree and
allows the algorithm to better decide about node dependencies.

3.3 (In)Direct Ancestry Heuristic

We call the third method we propose to deal with a partially complete dissimilarity matrix M ,
(In)Direct Heuristic:
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(1) Calculate the initial IPT using the partially complete dissimilarity matrix and the algorithm
discussed in [1].

(2a) For each node x in the reconstructed IPT, check if its dissimilarity to each of its direct
ancestors yi is known. If not, calculate the dissimilarity d(x, yi) and d(yi, x).

(2b) If no dissimilarity was calculated in Step 2a, then

• For each node x in the reconstructed IPT, check if its dissimilarity to each of the direct
descendants yi of its direct ancestors zi (i.e., x’s brothers, uncles, grand-uncles, etc.) is
known. If not, calculate the dissimilarity d(x, yi) and d(yi, x).

(3) Reconstruct the IPT from the updated matrix including the new calculated entries.

(4) Repeat Steps 2 and 3 until convergence or until the amount of new calculation solicitations
exceeds t% of the total entries in the matrix (here t = 10%).

This algorithm checks O(n2) entries at each iteration in the worst case (e.g., for a degenerate
tree in the form of a linked list or for a star-shaped tree in which one node is the parent of all other
nodes). We can see it as a generalization of the Direct Heuristic Method which is good to find roots
and improves upon it to better find ancestors and node connections (edges). The rationale is that
knowing all direct relatives of a node x for the current IPT gives the algorithm freedom to change
any necessary weak relationship in the tree.



Chapter 4

An Optimum Branching Approach
for Image Phylogeny

In this research branch, we explore one optimum branching algorithm for reconstructing the evolution
tree associated with a set of image documents aiding forensic experts to track the source of child
pornography image broadcasting or the chain of image distribution in time, for instance. We compare
the algorithm with the state-of-the-art solution considering 350,000 test cases and discuss advantages
and disadvantages of each one in a forensic scenario.

The results discussed in this chapter leaded us to the paper Exploring Heuristic and Optimum
Branching Algorithms for Image Phylogeny by Z. Dias, S. Goldenstein, and A. Rocha submitted
to the journal Elsevier Journal of Visual Communication and Image Representation (JVCI) and
currently under review.

4.1 Chu-Liu, Bock and Edmonds Algorithm

In the literature, the problem called Optimal Branching (OB) deals with the construction of mini-
mum spanning trees on directed graphs with known roots. Solutions to this problem were proposed
independently by Chu and Liu [4], Edmonds [5], and Bock [6].

The version proposed by Edmonds [5], is recursive and receives as input a graph G with n nodes
and weights associated with the edges as well as a especial vertex r (root of the branching).

In the literature, there are a number of black-box implementations of the optimal-branching
algorithm we discuss in this paper. Here we outline its main steps. For the purpose of this paper,
we consider a black-box C++-implementation of Chu-Liu, Bock and Edmonds optimum branching
algorithm as described by Tarjan [7]1.

The direct implementation of the algorithm relies on a conceptual recursive description. Let
Gi = (Vi, Ei) be an input graph in some recursive step of the algorithm and r to be the root of the
tree.

Figure 4.1 depicts the execution of the algorithm for a toy example with n = 6 image near
duplicates. The edge weight denotes the dissimilarities between the nodes (images).

The first step consists of assuming one node as a possible root. Suppose, for instance, that node
r = 1 is such node. Then, for each node v in the graph other than r, we select the edge arriving at
v with the lowest cost. By doing so, we end up with the solid-line edges in Figure 4.1 far left. If

1http://sourceforge.net/projects/edmonds-alg/ and detailed in [7]

13
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there is no circuit in the structure found, we return such branching. If there is a circuit, we need
to cope with it. Hence, we solve the problem with the circuit by creating a dummy node, say vCi
representing the circuit.

For each edge connecting a node x outside the circuit and a node y in the circuit, we update its
weight to take into consideration the edge weight w(x, y) plus the lowest edge weight in the circuit
minus the edge weight of the edge arriving at y. For instance, in Figure 4.1 the edge (x, y) = (2, 4)
with w(2, 4) = 8 is updated to edge (2, vCi) with weight w(2, vCi) = 8 + 3 − 4 because 3 is the
lowest cost in the circuit and 4 is the cost of the edge arriving at y = 4. The same happens with the
edge (x, y) = (3, 5) which becomes the edge (3, vCi) with weight w(3, vCi) = 11 + 3 − 6. We keep
the edges connecting nodes outside the circuit. However, for edges between a node y in the circuit
and another x outside the circuit, we add an edge between the dummy node vCi and x with the
weight of w(y, x). For instance, in Figure 4.1, the edge (y, x) = (6, 2) connects a node within the
circuit and a node outside the circuit. Therefore, we create the edge (vCi , x) = (vCi , 2) with weight
w(vCi , 2) = w(6, 2) = 7.

After processing all nodes within and outside the circuit, we have the updated graph depicted
in the middle of Figure 4.1. The algorithm then, recursively, finds the optimal branching Ai+1 in
this updated graph which results in the selection of the edges marked in solid lines in the middle of
Figure 4.1, namely the edges (1,2), (2,vCi), and (2,3).

Next, the algorithm needs to cope with circuit itself. For that, it first discards the edge in the
current optimum branching connecting a node x to the dummy node C. In this case, (x, vCi) = (2, 3)
and updates such edge with the correct one in the original graph (x, y) = (2, 4). In addition, the
algorithm updates all edges in the optimum branching within the circuit that do not arrive in y, i.e.,
edges (4,5) and (5,6).

Finally, the algorithm just needs to update possible edges from nodes within the circuit to outside
that are part of the optimum branching. In this example, there are none. The algorithm ends up
with the graph in the right hand part of Figure 4.1 with the solid lines highlighting the edges part
of the optimum branching.
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Figure 4.1: Simulation of the Chu-Liu, Bock and Edmonds algorithm to construct an Image Phy-
logeny Tree from a given Dissimilarity Matrix.

In terms of complexity, given a graph Gi = (Vi, Ei), we can obtain A′i in time O(Vi + Ei).
If we are given an optimum branching Ai+1, we can obtain A′′i in time O(Vi). Therefore, the
algorithm’s complexity is given by the recurrence T (Vi, Ei) = T (Vi+1, Ei+1) + O(Vi + Ei). As
in each recursive call the number of vertices is reduced in, at least, one unit, (|Vi+1| < |Vi|), we
have that T (V,E) = O(V (V + E)). In our case, as E = Θ(V 2) (complete graph), we have that
T (V,E) = O(V 3). However, it is worth noting that there exists a faster implementation provided
by [7], which runs in O(V 2), for dense graphs.

Finally, note that we can use this algorithm to obtain an optimum branching for a graph G =
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(V,E) when we do not know the root of the tree which is the real problem. In this case, we can insert
a dummy node v0 as such root and make the correct changes to allow us to eliminate such node later
without any loss (make sure the edges between such node and any other will never be selected as
part of the optimum branching). For that, it is enough to make V0 = V ∪{v0} and E0 = E∪{(v0, v)}
for each vertex v ∈ V with weight w(v0, v) = K where K is a sufficiently large number (e.g., the
absolute sum of the weights of all edges in the graph) and run the discussed algorithm using as input
G0 = (V0, E0) and v0 as the root of the optimum branching. Then, when we obtain an optimum
branching A0 from the algorithm, we just need to do A = A0\(v0, v), where (v0, v) is the only edge
involving the vertex v0 and A is the final optimum branching for the graph G.

4.2 Results

We follow the methodology introduced by Dias et. al. [1] for the validation of the algorithms in this
paper. We compare the algorithm Chu-Liu, Bock and Edmonds to the Oriented Kruskal [1] on a
controlled environment with full trees and with missing links.

The test cases for complete trees and for missing links for validation are exactly the same as the
ones discussed in [1]. All the necessary information to obtain the data sets will be available online2.

Figure 4.2 depicts the summary results for the algorithm we present in this research branch
compared to Oriented Kruskal [1]. In the chart, the x-axis denotes the number of nodes in the tested
tree while the y-axis denotes the percentage of correct reconstruction (correct score) according to
the four metrics used (Root, Edges, Leaves, and Ancestry).

For instance, for trees with 10 nodes, the Oriented Kruskal (OK) correctly finds the root in
98.6% percent of the cases. The Chu-Liu, Bock and Edmonds (CLBE) algorithm outperforms both
approaches and finds the correct root in 99.3% of the cases. As we consider 125,000 test cases in the
validation, CLBE outperforms OK for finding the correct root in 875 cases.

2http://www.ic.unicamp.br/~rocha/pub/communications.html



CHAPTER 4. AN OPTIMUM BRANCHING APPROACH FOR IMAGE PHYLOGENY 16

70%	  

73%	  

76%	  

79%	  

82%	  

85%	  

88%	  

91%	  

94%	  

97%	  

100%	  

10	   20	   30	   40	   50	  

Co
rr
ec
t	  S

co
re
	  

Number	  of	  Nodes	  in	  the	  Tree	  

Chu-‐Liu,	  Bock	  and	  Edmonds	  

Root	   Edges	   Leaves	   Ancestry	  

(a) Chu-Liu, Bock and Edmonds algorithm.
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Figure 4.2: Summary results for Chu-Liu, Bock and Edmonds, and Oriented Kruskal algorithms for
image phylogeny tree reconstruction considering the scenario with complete trees (no missing links).



Chapter 5

Phylogeny Forests

As discussed in [1], there are two steps in the process of reconstructing an image phylogeny tree
from a set of near-duplicate images: the dissimilarity function and tree-building algorithm. The
same applies for reconstructing an image phylogeny forest with the additional challenge that we
need to automatically discover the number of trees in the forest. This paper’s contribution is a new
algorithm for finding the set of trees related to a set of n semantically similar images such that each
tree represents the relationships between image near-duplicates.

In a general setup, we can determine the forest associated with sets of near-duplicates by operat-
ing directly in the dissimilarity matrix M comprising every two images in the set to one another and
trying to devise a clustering algorithm that discovers the number of trees in the forest automatically
or we can work on the tree-building algorithm and operate over a standard dissimilarity matrix M .
In this research branch, we adopt the latter alternative and use the same setup for the dissimilarity
matrix M as in [1].

The results discussed in this chapter leaded us to the paper Toward Image Phylogeny Forests:
Automatically Recovering Semantically-Similar Image Relationships by Z. Dias, S. Goldenstein, and
A. Rocha submitted to the journal Elsevier Forensics Science International (FSI) and currently under
review.

5.1 Automatic Reconstruction of Image Phylogeny Forests

The algorithm used to reconstruct an image phylogeny forest is as important as the dissimilarity
matrix related to the n semantically similar images. We expand upon prior work of [1] and introduce
an algorithm for the construction of Image Phylogeny Forests based on a modified version of the
algorithm proposed by [1] which aimed at finding the phylogeny tree for a set of n near-duplicate
images. We call the extension Automatic Oriented Kruskal as it automatically determines the
number of trees in a forest differently than the Oriented Kruskal introduced by [1] which required
an input from the user for this task.

The rationale for our algorithm is that it starts considering that each image in the collection with
n images is a root of a tree. Then the algorithm starts processing good edges (low weight) to connect
trees. While the Oriented Kruskal algorithm presented in [1] processes n− l edges continuously (l is
a limit asked to the user), our algorithm keeps track of the variance of processed edges and only adds
a new one to the forest if the weight of such an edge is lower than k times the standard deviation of
the edges processed up to that point. The parameter k is calculated a priori based on the arc-weight

17
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distribution of some example trees. In this paper, we set up k = 2.
Given a dissimilarity matrix M built upon a set of n semantically similar images, the algorithm

starts with a forest in which each node (image) is the root of a tree with just one element. Next, the
algorithm sorts all positions (i, j) of M from lowest to highest dissimilarity values. The algorithm
then analyzes each position (i, j) according to the sorted order, joining different trees and checking
whether or not the endpoints of the analyzed position is a root. The algorithm stops when either it
discovers that the new candidate edge to consider is much higher than the ones it already processed
or when it already processed n− 1 edges.

Algorithm 1 presents the operations step-by-step. Lines 1-3 of Algorithm 1 initialize the tree

vector with n initial trees, each one containing a vertex representing an image. Each position
trees[i] denotes the parent of a node with id=i. At the end, the variable trees contains the
tree(s) representations. For instance, trees = [1, 1, 2, 4] represents a forest with two trees,
one with three nodes and one with a single node. Vertex 1 is the root of the first tree and also the
parent of vertex 2, which in turn, is the parent of vertex 3. Finally, Vertex 4 is the root of the second
tree.

Lines 4-5 initialize the auxiliary variable nedges to count the number of processed edges, and
x1 and x2 used to iteratively calculate the standard deviation of accepted edges. Line 6 sorts the
arc-weights in the dissimilarity matrix M . The for loop in Lines 7-24 examine matrix positions in
order of dissimilarity, from lowest to highest. The for loop checks, for each position (i, j), if the
endpoints i and j do not belong to the same tree and if j is the root of a tree. Next, we need
to further investigate if the edge (j → i) is lower than k times the known standard deviation of
previously added edges. If so, the algorithm stops and returns the forest it calculated. Otherwise,
the algorithm includes the new edge to the forest and updates what it knows about the number of
processed edges, standard deviation of edges in the forest and so on. In the end, the variable trees
represents all the trees in the forest.

The algorithm’s running time depends on how we implement the Root function. If we use a
disjoint-set-forest with the union-by-rank and path-compression heuristics, we can implement such a
function very efficiently [8] in line with the running time of the algorithm proposed in [1]. The final
complexity of the algorithm is O(n2 log n) where n is the number of semantically similar images in
the collection.

5.2 Simulation of the Algorithm for One Forest

Figure 5.1 depicts the execution of the proposed algorithm for a toy example with n = 10 seman-
tically similar images. The algorithm initially receives a dissimilarity matrix M that contains the
dissimilarities between each pair of images.

The algorithm starts with n = 10 trees in the forest. Next, it starts processing candidate edges
to include in the forest and connect some of its trees into bigger trees. First, the algorithm processes
edge (4→ 8) which has the lowest entry in the dissimilarity matrix M and then connects nodes 4 and
8 in the forest. Next, the algorithm test the edge (4→ 2) but it is discarded since 4 is not the root
of a tree. Then the algorithm tests the next eligible edge (1→ 7) and selects it. At this point, the
forest already have two selected edges and it is possible to calculate the current standard deviation
of such selected edges which is σ ∼= 1.41. Therefore the dynamic limit for not accepting new edges
is Limit = 2σ + D(1, 7) = 2 × 1.41 + 24 ∼= 26.83. Recall that D(1, 7) refers to the dissimilarity
between images 1 and 7. Next, the algorithm selects the edge (9→ 5) since it connects two different
trees, does not create a loop and its weight is smaller than the 26.83 and updates σ to ∼= 1.15. The
algorithm proceeds by checking each edge in order until the 20th iteration when it evaluates the edge
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Algorithm 1 Automatic Oriented Kruskal (AOK)
Require: number of semantically similar images n, n×n dissimilarity matrix M and number of standard deviations

used as limit k, default is k = 2.
1: for i ∈ [1..n] do . Initialization
2: trees[i]← i
3: end for
4: nedges ← 0 . Number of processed edges in the forest
5: x1 ← x2 ← 0 . Variables for dynamically calculating the SD
6: sorted← Sort positions (i, j) of M into nondecreasing order
7: for each position (i, j) ∈ sorted do
8: if (Root(i) = i and Root(j) 6= i) then . Is the new edge valid?
9: if (nedges > 1) then

10: sd←

√
x1−

(
x22

nedges

)
nedges−1

11: if (M [i, j]− last > k ∗ sd) then
12: return trees
13: end if
14: end if
15: nedges ← nedges + 1 . Updates the auxiliary variables
16: last←M [i, j] . Last processed edge
17: x1 ← x1 +M [i, j]2

18: x2 ← x2 +M [i, j]
19: trees[i]← j . Adds new edge to the forest
20: if (nedges = n− 1) then . Algorithm is complete
21: return trees . Returning the final forest
22: end if
23: end if
24: end for

(7 → 5). This edge passes the first two tests (it connects two different trees and does not create a
loop). However, its value is above the allowed limit calculated so far for all the previously selected
edges in the forest. This edge represents a dissimilarity of 39 but the current limit for entering in the
forest is 38.58. This edge is then discarded and the algorithm stops, returning the forest depicted
on the far right of Figure 5.1.

Note that, if we had used the algorithm proposed in [1], it would process and accept two more
edges (7→ 5) and (7→ 2) ending up with a single tree with 10 nodes (dotted red lines in the figure
on the right). Our algorithm, on the other hand, automatically finds the number of trees in the
forest and stops when it finds, in iteration 20, that the edge (7→ 5) should not be selected for the
forest.

5.3 Results

We follow the methodology introduced by Dias et. al. [1] for the validation of our new algorithm, and
look at four different quantitative metrics (Root Evaluation, Edges Evaluation, Leaves Evaluation,
and Ancestry Evaluation) to evaluate a reconstructed forest in scenarios where we have Ground
Truth.

5.3.1 Validation Data

We compare the proposed algorithm to the Oriented Kruskal [1]. We test the algorithms with
forests of size |F | ∈ {1, . . . , 5} trees and with 60 semantically similar images in each case. We
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M 1 2 3 4 5 6 7 8 9 10

1 – 52 29 57 43 55 24 52 49 26

2 50 – 45 35 60 68 40 42 63 53

3 42 48 – 56 42 54 28 52 50 29

4 56 23 55 – 65 67 50 22 66 58

5 45 61 43 67 – 29 42 63 43 52

6 54 69 65 70 27 – 48 68 45 65

7 25 50 30 52 39 50 – 50 48 48

8 51 32 49 30 61 67 49 – 62 55

9 52 65 55 69 24 30 49 64 – 61

10 25 54 26 59 50 61 30 56 60 –

Dissimilarity Matrix

Step Limit X Y D(X,Y) SD

1 ∞ 4 8 22 ∞
2 ∞ 4 2 23 ∞
3 ∞ 1 7 24 1.41

4 26.83 9 5 24 1.15

5 26.31 7 1 25 1.15

6 26.31 10 1 26 1.63

7 29.27 1 10 26 1.63

8 29.27 10 3 26 1.63

9 29.27 6 5 27 1.95

10 30.90 3 7 28 2.23

11 32.46 1 3 29 2.23

Step Limit X Y D(X,Y) SD

12 32.46 3 10 29 2.23

13 32.46 5 6 29 2.23

14 32.46 7 3 30 2.23

15 32.46 8 4 30 2.23

16 32.46 9 6 30 2.23

17 32.46 10 7 30 2.23

18 32.46 8 2 32 3.29

19 38.58 2 4 35 3.29

20 38.58 7 5 39 3.29

21 38.58 2 7 40 3.29

Step-by-Step Simulation Forest [7, 2, 7, 8, 5, 5, 7, 2, 5, 1]

2

8

4

7

3 1

10

5

9 6

22
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)
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)
24

 (3
) 27 (5)

26 (4)

24 (2)
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x x

39 (8)

Limit = 2� + D0(X, Y )

Figure 5.1: Step-by-Step simulation of the Automatic Oriented Kruskal (AOK) algorithm to con-
struct an Image Phylogeny Forest with three trees and 10 images from a 10×10-Dissimilarity Matrix.
D′(X,Y ) denotes the last accepted edge weight. For instance, in Step 6, the last accepted edge has
weight 24, therefore the limit is Limit = 2× 1.15 + 24 ∼= 26.31.

consider scenarios with a single camera and from multiple cameras but with similar scene semantics.
We use three different cameras and capture images of three different scenes with three images per
camera per scene. For each scene, we consider a near-duplicate scenario in which we have duplicates
with different transformation parameters. There are five possible tree topologies for the forest. We
have more than 6,000 test cases. The family of image transformations T that we consider in this
paper is the same as in [1]: resampling, cropping, affine warping (including rotation, translation,
and off-diagonal correction), brightness and contrast, and lossy compression using the standard lossy
JPEG algorithm.

5.3.2 Results

Figure 5.2 depicts the results for the Oriented Kruskal [1] phylogeny algorithm considering a different
number of trees per forest. In this case, the algorithm requires the input from the user regarding
the number of trees to reconstruct.

|F| roots edges* leaves* ancestry
1 0.942 0.815 0.806 0.798
2 0.911 0.793 0.817 0.753
3 0.910 0.822 0.826 0.800
4 0.875 0.821 0.813 0.807
5 0.900 0.786 0.816 0.766

Baseline*OK(k"=*|F|)*–*Single*Camera

(a) Semantically similar images from a single camera.

|F| roots edges* leaves* ancestry
1 0.942 0.815 0.806 0.798
2 0.920 0.792 0.816 0.755
3 0.923 0.822 0.824 0.805
4 0.908 0.820 0.811 0.821
5 0.917 0.788 0.815 0.775

Baseline*OK(k*=*|F|)*–*Multi*Camera

(b) Semantically similar images from multiple cameras.

Figure 5.2: Reconstructing a forest of size |F | ∈ {1, . . . , 5} trees using the Oriented Kruskal (OK)
algorithm [1]. This algorithm requires the input from the user for the size of the forest to reconstruct.
Results are relative to the ground truth.

Figure 5.3 depicts the results for the algorithm we propose, Automatic Oriented Kruskal (AOK),
with respect to the baseline proposed in [1]. For instance, AOK is only 2% worse than the baseline
when finding the roots of the trees in a forest with five trees. In addition, the algorithm correctly
finds the ancestors of all images (parents, grand-parents, grand-grand-parents, etc.) in ∼= 77% of the
cases which represents only a 0.5% decrease when compared with the baseline in Figure 5.2. This
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is a major result of our algorithm since it basically performs the same way as the state-of-the-art
without requiring any input from the user with respect to the number of trees in the forest.

|F| roots edges* leaves* ancestry
1 "18.05% "0.25% "0.37% "3.76%
2 "7.14% "0.25% "0.24% "1.06%
3 "3.30% "0.24% "0.12% "0.88%
4 "1.03% "0.24% 0.00% 0.25%
5 "2.00% "0.13% "0.12% "0.52%

AOK*x*Baseline*–*Single*Camera

(a) Semantically similar images from a single camera.

|F| roots edges* leaves* ancestry
1 "18.05% "0.25% "0.37% "3.76%
2 "8.48% "0.25% "0.25% "1.59%
3 "4.55% "0.36% "0.36% "1.12%
4 "2.42% "0.24% "0.12% "0.61%
5 "2.18% "0.25% "0.12% 0.00%

AOK*x*Baseline*–*Multi*Camera

(b) Semantically similar images from multiple cameras.

Figure 5.3: Reconstructing a forest of size |F | ∈ {1, . . . , 5} trees using the proposed Automatic
Oriented Kruskal (AOK) algorithm. The bluer the value the better.



Chapter 6

Audio Phylogeny

In this research branch, we considered a content-based system for the analysis of near-duplicate au-
dio tracks. The objective is to infer the structure of modifications, represented as trees, underneath
a pool of near-duplicates, possibly specifying the operations the tracks have gone through. A pilot
study was carried out for a set of plausible processing operators, including trim, fade and perceptual
audio coding, generating near-duplicates from an original audio track. The proposed method mea-
sures the similarity between pairs of near-duplicates and reconstructs a tree representing the causal
dependencies in the analyzed pool. Experimental results demonstrate that the structure of the tree
can be successfully recovered, also in the challenging case in which some pieces of information are
missing, i.e., when only a subset of near-duplicate tracks is available. The work is inspired to image
phylogeny [1], but at the same time it addresses specific challenges that arise when handling audio
content.

The results discussed in this chapter leaded us to the paper A Phylogenetic Analysis of Near-
Duplicate Audio Tracks by M. Nucci, M. Taglisacchi, S. Tubaro submitted to the IEEE International
Workshop on Multimedia Signal Processing 2013, and currently under review.

6.1 Audio near-duplicates

An audio track can be transformed into a near-duplicate track by applying simple processing opera-
tors. In our study, these include three types of operators, namely perceptual audio coding, fade and
trim. These operators capture the actions performed when ripping an audio track from a CD or, in
more general terms, when processing an uncompressed audio file to be shared online, or stored for
playback on a mobile device.

Trim. The trim operator consists in the removal of the leading/trailing parts of a track, imple-
mented by copying the audio samples while retaining only those within a specified range. Trimming
is controlled by means of a parameter which takes values in the interval [0, 100], where 0 indicates
no trimming whereas 100 applies 3 second trimming at both ends of the audio track.

Fade. The fade operator modulates the sample amplitudes at the leading and trailing ends of
the track, smoothing lead-in and lead-out. The maximum length of the fade applied was set to 3
seconds for both ends. The implementation was performed using Sound eXchange1. The parameter
controlling the amount of fade was scaled to the interval [0, 100], where 0 indicates no fading whereas
100 applies 3 second fading at both ends, with a logarithmic envelope.

1http://sox.sourceforge.net/
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Perceptual coding. Most audio tracks are available in a lossy coding format. In our work, we
considered two different formats which are widely adopted, namely: i) mp3 (at 192, 256 kbps CBR
and VBR V0), obtained with the lame2 encoder; ii) m4a (at 256, 192, 128 kbps ABR), generated
with the faac3 encoder. Each of the six format@bitrate configuration was indexed with an integer
in the range [1, 6].

6.2 Method

A block diagram of the proposed method to reconstruct audio phylogenetic tree is illustrated in
Figure 6.2. The key element to reconstruct the relationships among near-duplicates is the definition
of a function that measures the (asymmetric) degree of similarity between a pair of audio tracks.
Hence, given two audio tracks SA and SB , we want to estimate the most likely processing operators
that could potentially transform SA into SB .

Audio signal
(root)

Preprocessing

Random tree
generation

Tree pruning

Similarity
matrix

Oriented
Kruskal

Reconstruction
measures

Verified
structure

Generation

Reconstruction

Evaluation

Figure 6.1: Block diagram of the proposed method.

To calculate the similarity between two tracks, an analyst would ideally want to enumerate the
candidate processing operators (and corresponding parameters). This can be a time-consuming task,
also when a small number of tolerated operators is allowed. Hence, for each tolerated operator, we
defined a check function, which accepts as input two tracks to compare and produces as output: an
estimate of the operator-specific parameter and the SNR between SA and the transformed version
of SB .

An exhaustive search of the space of candidate operators (and corresponding parameters) is
practically unfeasible, since the asymptotic time complexity is exponential in the number of operators
applied. In our study, we considered that the analysis entails up to two cascaded operators (double-
step similarity). We propose to apply a greedy strategy, which considers one operator at the time,

2http://lame.sourceforge.net/
3http://www.audiocoding.com/
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as illustrated in Figure 6.2. At each step, the method estimates the most likely operator and the
corresponding parameter, and returns the SNR. This is repeated twice, although it can be generalized
to a larger number of steps.

A

trim

SNR

α̂t

fade

SNR

Thresholding and comparison

SNRf

α̂f

comp

SNR

α̂c

A(1) = Tβ̂(1) (A; α̂(1))

trim

SNR

α̂t

fade

SNR

Thresholding and comparison

SNRf

αf

comp

SNR

αc

SNR(A(1), B)

A(1) = Tβ̂(2) (A(1); α̂(2)) SNR(A(2), B)

SNRt SNRc

SNRt SNRc

β̂(1), α̂(1)

β̂(2), α̂(2)

Step 1

Step 2

Return

Figure 6.2: Computation of double-step similarity function. In case of single-step similarity, the
computation is terminated after the first step.

6.3 Results

First, we tested the proposed algorithm in the case of full trees, i.e., all near-duplicates were available
as input to the tree reconstruction algorithms and only one operator was applied between a parent
and its child. We considered trees with up to 50 nodes. For each tree size, results were averaged over
50 randomly generated ground-truth reference trees. In this simple scenario, the root was always
correctly recovered. As for the other metrics, they were always above 90% and the same results were
obtained using either single-step or double-step similarity.

Then, we turned our focus to more challenging cases, in which some of the near-duplicates were
not available. We started with reference trees with 50 nodes and we pruned P = 2, . . . , 48 nodes.
Figure 6.3(a) and Figure 6.3(b) show the results in the case the root node is, respectively, either
retained or removed. The root node is correctly identified in nearly all cases.
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Figure 6.3: Reconstruction of trees with missing links: a) preserving root; b) removing root.



Bibliography

[1] Z. Dias, A. Rocha, and S. Goldenstein, “Image phylogeny by minimal spanning trees,” IEEE
Transactions on Information Forensics and Security (TIFS), vol. 7, no. 2, pp. 774—788, 2012.

[2] G. Schaefer and M. Stich, “UCID – An Uncompressed Colour Image Database,” in SPIE Storage
and Retrieval Methods and Applications for Multimedia, 2004, pp. 472–480.

[3] Z. Dias, S. Goldenstein, and A. Rocha, “Large-scale image phylogeny: Tracing back image
ancestry relationships,” IEEE Multimedia, Aceito para publicação.

[4] Y. J. Chu and T. H. Liu, “On the Shortest Arborescence of a Directed Graph.” Science Sinica,
vol. 14, pp. 1396–1400, 1965.

[5] J. Edmonds, “Optimum Branchings.” J. Research of the National Bureau of Standards, vol. 71B,
pp. 233–240, 1967.

[6] F. Bock, “An algorithm to construct a minimum directed spanning tree in a directed network,”
Developments in Operations Research, pp. 29–44, 1971.

[7] R. E. Tarjan, “Finding Optimum Branchings,” Networks, vol. 7, pp. 309–312, 1977.

[8] ——, “Efficiency of a good but not linear set union algorithm,” Journal of the ACM, vol. 22,
no. 2, pp. 215–225, 1975.

26



Attachments 



IEEE MULTIMEDIA, VOL. X, NO. Y, APRIL 2013 1

Large-Scale Image Phylogeny:
Tracing Back Image Ancestry Relationships

Zanoni Dias, Siome Goldenstein, Senior Member, IEEE, Anderson Rocha, Member, IEEE

Abstract—Similar to organisms that evolve in biology, a doc-
ument can change slightly overtime while each new version
is also able to generate other versions. Multimedia Phylogeny
investigates the history and evolutionary process of digital objects
which includes finding the causal and ancestry document relation-
ships, source of modifications and the order and transformations
that originally created the set of near duplicates. Multimedia
Phylogeny has direct applications in security, forensics, and infor-
mation retrieval. In this paper, we explore the phylogeny problem
for near-duplicate images in large-scale scenarios, and present
solutions that have straightforward extension to other media such
as videos. Experiments with about two million test cases (with
synthetic and real data) show that our methods automatically
build image phylogeny trees from partial information about the
near-duplicates, improving the efficiency and effectiveness of the
whole process, and represent a step-forward determining causal
relationships of digital images overtime.

Index Terms—Image Phylogeny; Image Dependencies; Ances-
try Relationships; Near-Duplicate Detection and Recognition.

I. INTRODUCTION

It is estimated that the year of 2009 generated more data
by individuals than the entire history of mankind through
2008 [1], [2]. A January 2012 report by the World Economic
Forum in Davos, Switzerland, declared data “a new class of
economic asset, like currency or gold” [3]. However, how
can we make sense of such a massive amount of data,
transform it into information and, ultimately, into knowledge?
Surely sophisticated algorithms are paramount for gleaning
knowledge and insights from big data.

Parallel to its recognized importance, big data has also
numerous problems as most of it is not typically ready for tra-
ditional databases or data mining. It is common, for instance,
that several documents are duplicates or near-duplicates of one
another. While it is straightforward to find exact duplicates
among available media that is not true for many types of media
objects when they undergo slight modifications that change
them without interfering on their semantical meaning leading
to the so called near-duplicate media objects.

The detection and recognition of near-duplicate media ob-
jects have received attention from researchers in the last years,
specially for digital images and videos [4]–[7]. The literature
has named this family of problems as near-duplicate detection
and recognition (NDDR) of a document. While detection aims
at verifying whether or not two documents are near copies
of each other, recognition seeks for all member documents
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that are near copies of a given query in a large collection of
documents. While NDDR techniques are targeted usually at
improving search efficiency and improving storage, there are
other applications such as tracking the legal distribution and
spread of a document on the Internet.

Neglected until recently, a more challenging task arises
when we have the task of identifying which document is the
original within a set of near-duplicates or the structure of
generation of each near-duplicate pointing out the ancestry
relationships for all documents in a set. Only recently there
were the first attempts to go beyond NDDR and to identify
the structure of relationships within a set of near-duplicates,
a new problem called Multimedia Phylogeny [8]. Multimedia
Phylogeny explores the history and evolutionary process of
digital objects, looking for the causal and ancestry document
relationships, the source of modifications, and the order and
transformations that originally created the set of near dupli-
cates. Some applications are:

• Security: the transformation history of a set of documents
can describe the flow of content distribution;

• Forensics: we can identify the original document out of a
near-duplicate set to perform document forensic analysis;

• Copyright enforcement: we can devise traitor tracing
methods without watermarking;

• News tracking services: near-duplicate relationships can
explain key elements about the opinion forming process
across time and space;

• Content-based Retrieval: we can design advanced in-
formation retrieval systems.

There are mainly two perspectives to consider when finding
the structure of relationships within a set of near-duplicate
images or videos [8]–[12]: first, we need to find an informative
dissimilarity function to compare the near-duplicates; second,
we need to devise a proper algorithm capable of creating
a tree of relationships from the dissimilarity measurements.
Normally, such a dissimilarity matrix correlating two near-
duplicates is expensive to compute and, these early investiga-
tions were constrained to the case of image and video near-
duplicates in small scenarios, with no more than 50 or 60
documents for analysis each time.

Here, we go beyond prior work and aim at finding the
structure of relationships in a large-scale context. Our focus
in this paper is on digital images, but the ideas also apply
to videos and text. We devise methods for dealing with
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partial constructed dissimilarity matrices, which can actively
request new entries on-the-fly. This means that we can start
the procedure calculating only a subset of the entries of
the dissimilarity matrix and the methods we propose will
take care of finding additional entries while optimizing the
search in order to use as few entries as possible. We perform
experiments with more than one million test cases and show
that our solutions represent a step forward to find ancestry
relationships in an efficient and effective way.

II. RELATED WORK

A near-duplicate is normally seen as a transformed version
of a document that preserves its semantics. Joly et al. [7]
formally proposes a definition of what a duplicate is, based
on the notion of tolerated transformations. According to the
authors, a document D1 is a near-duplicate of a document
D, if D1 = T (D), T ∈ T , where T is a set of tolerated
transformations. D is called the original document or the root
of the document evolution tree. A family of transformations
T can contain several combinations of transformations such
as D3 = T3 ◦ T2 ◦ T1(D), Tβ=1,2,3 ∈ T .

An image duplicate links the original document to any
of its variations through a transformation (e.g., warping and
cropping, compression, color and intensity correction and
adjustments). The formal definitions of Joly et al. [7] are
not totally followed in literature for image and video near-
duplicates. Typical NDDR methods normally tag as “dupli-
cates” any pair of images depicting similar content. This might
be a problem in a forensic scenario, for instance, when we need
to probe whether a suspect indeed manipulated a protected
photography.

In spite of that, in the past decade, we have seen some
exceptional progress on the development of efficient and
effective systems to identify document near-duplicates in the
wild for text, videos and images [4]–[7], [13]. However,
only recently there were the first attempts to go beyond the
detection of near duplicates, with attempts to identify the
structure of relationships within a set of near-duplicates.

Kennedy et al. [9] first addressed the problem of parent-
child relationships between pairs of images and termed it
“document archaeology”. De Rosa et al. [11] proposed to
detect the image dependencies by considering images’ mutual
information calculated using content similarities as well as
image noise acquisition telltales.

Dias et al. [10] defined the problem of Image Phylogeny
Tree reconstruction, and later extended it [8] for dealing
with more than one tree (user interaction needed) and for
videos [12].

Kender et al. [14] studied content-based relationships among
YouTube video clips related to the same event, and illustrated
the construction of a content-dependency graph representing
how videos evolve regarding mutations, crossover and other
operators.

None of these approaches, however, are suitable for large-
scale analyses. Here, our objective is to determine the structure
of relationships within a set of near-duplicate images in a
large-scale scenario using partial matrices.

III. IMAGE PHYLOGENY FORMALIZATION

Finding the structure of relationships in a set of near-
duplicate images normally requires two steps: a dissimilarity
function d responsible to calculate how different is each
pair of images and how likely they are father and son on
the tree and a tree reconstruction algorithm that operates on
this matrix. An image phylogeny final product is an image
phylogeny tree (IPT) which connects images according to their
ancestry/descendant relations [8].

Formally, let T~β be an image transformation from a family
T . We can devise a dissimilarity function between two images
IA and IB as the minimum

dIA,IB =
∣∣∣IB − T~β(IA)

∣∣∣
point wise comparison method L,

(1)

for all possible values of ~β that parameterizes T . Equation 1
measures the amount of residual between the best transforma-
tion of IA to IB , according to the family of operations T , and
IB itself. We can perform such comparison using any point
wise method L such as pixel wise minimum squared error.

With a set of n near-duplicate images, the first task for
creating an image phylogeny tree is to calculate the dissim-
ilarity between every pair of such images. For that we need
a reasonable set of possible image transformations, T , from
which one image can generate an offspring [8], [11].

IV. BUILDING AN IMAGE PHYLOGENY TREE

Dias et. al. [8], proposed an approach to calculate image
dissimilarities and also for finding IPTs. For the dissimilarity
calculations, the authors:

1) Find interest points in each pair of images (i.e., using
SURF [15]) to estimate warping and cropping parame-
ters robustly using RANSAC [16].

2) Calculate pixel color normalization parameters by map-
ping the color channels of one image onto the color
channels of the other image.

3) Compress one of the images with the same compression
parameters of the other.

4) Uncompress both images and compare them pixel wise
according to the minimum squared error metric.

Figure 1 depicts the process. The last step consists of find-
ing the actual phylogeny tree associated with the calculated
dissimilarity matrix. The Oriented Kruskal algorithm [8], for
example, finds the root of the tree and builds the oriented tree
representing image parenthood relationships with complexity
O(n2 log n), for n available image near-duplicates.

Given a dissimilarity matrix M of n near-duplicate images,
the Oriented Kruskal algorithm starts with each image near-
duplicate as the root of a tree. Next, the algorithm sorts
all positions (i, j) of M and then analyzes each position
(i, j) according to the sorted order, joining different trees and
checking whether or not the endpoints of the analyzed position
is a root.

Figure 2 depicts a step-by-step toy example execution of
such algorithm for n = 6 near-duplicate images. The algorithm
starts with a forest with n = 6 roots and sorts all the positions
(i, j) in M according to their dissimilarity value.
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Figure 1. To calculate image dissimilarities between a pair of images I1 and I2, we find robust points of interest in both images and for those which are
good matches (yellow stars) we calculate an homography matrix representing the necessary parameters to transform one image to another’s domain. Once we
perform the mapping, we can compare both images pixel wise within the region of interest they overlap.
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Figure 2. Step-by-Step toy example simulation for the Oriented Kruskal algorithm to construct an Image Phylogeny Tree from a dissimilarity matrix.

The most expensive task in image phylogeny is the dissim-
ilarity matrix calculation. For n = 1, 000 images, we need to
calculate n2 − n entries (the matrix is not symmetric and the
diagonal is not calculated). Each entry in this matrix requires
the mapping of one image onto another image’s domain which
requires estimating the necessary transformation parameters.

According to the algorithm in [8], we need about one
second to calculate each entry of a matrix using a conven-
tional 2.1GHz two-core machine with 4GB of memory. For a
n = 1, 000 matrix, this scales up to 11.5 processing days. For
comparison, the reconstruction process once the dissimilarity

matrix is calculated takes less than one minute. Although
paralellization techniques could be used to speed up each
dissimilarity calculus, even with such improvements, methods
for finding the phylogeny tree from only a fraction of the
matrix is paramount since they will drastically reduce the
number of computations required.

V. PROPOSED METHODOLOGY

The most expensive task to reconstruct an image phylogeny
tree is the dissimilarity matrix calculation. Often we need
to deal with hundreds or thousands of near-duplicate images
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or videos each time and 11.5 computing days to calculate
the dissimilarity matrix before using an IPT reconstruction
algorithm for n = 1, 000 images is prohibitive.

Here, we expand upon the best known image phylogeny
solution, Oriented Kruskal [8], for dealing with large-scale im-
age phylogeny problems. We introduce three methods able to
reconstruct an image phylogeny tree with a partially complete
dissimilarity matrix.

We start the procedure calculating only a subset (randomly
chosen) of elements of the matrix and, if necessary, these
methods automatically demand the calculation of missing
entries. The whole problem in this paper is that it is prohibitive
to calculate the entire dissimilarity matrix in order to seek for
the phylogeny tree. Instead, we propose solutions to deal with
partial matrices (sparse), which demand new calculations as
necessary. Only a small percentage of new entries are calcu-
lated, lowering the final number of dissimilarity calculations.

A. Grandpa Heuristic
We call the first method we propose to deal with a partially

complete dissimilarity matrix M , Grandpa Heuristic:
(1) Calculate the initial IPT using the partially complete

dissimilarity matrix and the algorithm discussed in Sec-
tion IV.

(2) For each node x in the reconstructed IPT, check if
its dissimilarity to its grand-parent y is known. If not,
calculate the dissimilarity d(x, y) and d(y, x).

(3) Reconstruct the IPT from the updated matrix including
the new calculated entries.

(4) Repeat Steps 2 and 3 until convergence or until the
amount of new calculation solicitations exceeds t% of
the total entries in the matrix (here t = 10%).

The word “convergence” means that any of the proposed
heuristics will stop if the calculated tree at a given iteration t
is the same as the one calculated in the step t − 1 (the tree
does not change with more entries in the matrix).

This algorithm checks O(n) entries at each iteration in the
worst case (e.g., a degenerate tree in the form of a linked
list). The rationale is that knowing the dissimilarity between
each triplet (grand-son, father, grand-father) for the current IPT
gives the algorithm a broader overview of the reconstruction
process allowing it to better decide if each triplet is consistent
or not and also to decide new possible triplets.

Figure 3(a) depicts one algorithm’s round for n = 16 near-
duplicates. The tree depicted is the result of a reconstruction
from a sparse dissimilarity matrix. After the first IPT con-
struction, the algorithm checks, for each node, if it knows
the dissimilarity of that node to its grand-parent. We need
to perform 13 grand-parent tests in this iteration. The grand-
parent of Node 13 is Node 5 while Node 2 does not have a
grand-parent in this tree.

B. Direct Ancestry Heuristic
We call the second method we propose to deal with a

partially complete dissimilarity matrix M , Direct Heuristic:
(1) Calculate the initial IPT using the partial dissimilarity

matrix and the algorithm discussed in Section IV.
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Figure 3. Grandpa, Direct, and (In)Direct Heuristics for improving efficiency
and effectiveness of Oriented Kruskal algorithm to construct an Image
Phylogeny Tree from a dissimilarity matrix.

(2) For each node x in the reconstructed IPT, check if its
dissimilarity to each of its direct ancestors yi is known.
If not, calculate the dissimilarity d(x, yi) and d(yi, x).

(3) Reconstruct the IPT from the updated matrix including
the new calculated entries.

(4) Repeat Steps 2 and 3 until convergence or until the
amount of new calculation solicitations exceeds t% of
the total entries in the matrix (here t = 10%).

This algorithm checks O(n2) entries at each iteration in the
worst case (e.g., a degenerate tree in the form of a linked list).
It is a generalization of the Grandpa Heuristic. The rationale is
that knowing the entire ancestry line of a node x for the current
IPT gives the algorithm the ability to check the consistency of
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all possible triplets (grand-son, father, grand-father), quadru-
plets (grand-grand-son, father, grand-father, grand-father), and
X-plets (more than four elements) until its very first ancestor,
the root of the tree. This knowledge gives a broader overview
about the tree and allows the algorithm to better decide about
node dependencies.

Figure 3(b) depicts one algorithm’s round for n = 16
near-duplicates. After the first IPT construction, the algorithm
checks, for each node x, if it knows the dissimilarity of that
node to each of its direct ancestors. We need to perform 26
direct ancestry tests in this iteration. For instance, Node 13
has three direct ancestors besides its parent (Nodes 5, 2, and
1) while Node 6 has one and Node 12 has two.

C. (In)Direct Ancestry Heuristic

We call the third method we propose to deal with a partially
complete dissimilarity matrix M , (In)Direct Heuristic:

(1) Calculate the initial IPT using the partially complete
dissimilarity matrix and the algorithm discussed in Sec-
tion IV.

(2a) For each node x in the reconstructed IPT, check if its
dissimilarity to each of its direct ancestors yi is known.
If not, calculate the dissimilarity d(x, yi) and d(yi, x).

(2b) If no dissimilarity was calculated in Step 2a, then

• For each node x in the reconstructed IPT, check if
its dissimilarity to each of the direct descendants yi
of its direct ancestors zi (i.e., x’s brothers, uncles,
grand-uncles, etc.) is known. If not, calculate the
dissimilarity d(x, yi) and d(yi, x).

(3) Reconstruct the IPT from the updated matrix including
the new calculated entries.

(4) Repeat Steps 2 and 3 until convergence or until the
amount of new calculation solicitations exceeds t% of
the total entries in the matrix (here t = 10%).

This algorithm checks O(n2) entries at each iteration in
the worst case (e.g., for a degenerate tree in the form of a
linked list or for a star-shaped tree in which one node is the
parent of all other nodes). We can see it as a generalization of
the Direct Heuristic Method which is good to find roots and
improves upon it to better find ancestors and node connections
(edges). The rationale is that knowing all direct relatives of a
node x for the current IPT gives the algorithm freedom to
change any necessary weak relationship in the tree.

Figure 3(c) depicts one algorithm’s round for n = 16
near-duplicates. After the first IPT construction, the algorithm
checks, for each node x, if it knows the dissimilarity of that
node to all descendants of a direct ancestor of x. We need
to perform 87 (in)direct ancestry tests in this iteration. For
instance, Node 13 has Node 14 as a direct descendant of Node
8. Nodes 8, 9, and 10 are direct descendants of the 13’s direct
ancestor, Node 5. Also, Nodes 4 and 5 are direct descendants
of the 13’s direct ancestor, Node 2. Finally, Nodes 2 and 3
are direct descendants of the 13’s direct ancestor, Node 1.
Therefore, Node 13 has nine (in)direct ancestors.

VI. EXPERIMENTS AND VALIDATION

Now we turn to the methodology we use to validate the
techniques we discuss in this paper. We follow the protocol
proposed in [8] which uses a controlled dataset of near-
duplicates. We also provide experiments with web images
showing the methods’ effectiveness.

A. Evaluation Metrics

We use four quantitative measures of success [8] to analyze
results: Root, Edges, Leaves, and Ancestry for scenarios for
which we have Ground Truth. We calculate the four metrics
according to

metric(IPT1, IPT2) =
|S1 ∩ S2|
|S1 ∪ S2|

, (2)

where metric is the evaluation metric of interest (e.g., ances-
try), IPTi are the calculated tree and the one used as reference
(e.g., the tree ground-truth), S1 is the set of elements in the first
tree corresponding to the metric (e.g., set of ancestors for all
nodes of the first tree) and S2 is the equivalent for the reference
tree. These metrics evaluate complementary properties of the
results providing a big picture of the reconstruction algorithm’s
behavior.

B. Setup for the Controlled Experiments

We consider image phylogeny trees with n = 1, 000 image
near duplicates. When generating a near-duplicate, an image
can undergo several possible transformations. Here, we select
typical transformations an image can undergo such as the
ones Table I shows. We use the Uncompressed Color Image
Database (UCID) [17] dataset which comprises 512 × 384-
pixel resolution images without compression artifacts.

Table I
TRANSFORMATIONS AND THEIR OPERATIONAL RANGES FOR CREATING

THE DATASET FOLLOWING THE PROTOCOL PROPOSED IN [8].

Transformation Operational Range
Geometry

(1) Resampling (Up/Down)
– Global scaling [90%, 110%]

(2) Rigid Transformation
– Global scaling [90%, 110%]
– Rotation [−5◦, 5◦]

(3) Generic Affine Transformation
– Scaling by axis [90%, 110%]
– Rotation [−5◦, 5◦]
– Off-diagonal correction [0.95, 1.05]

Cropping
(4) Cropping [0%, 5%]

Color
(5) Brightness Adjustment [−10%, 10%]
(6) Contrast Adjustment [−10%, 10%]
(7) Gamma Correction [0.9, 1.1]

Compression
(8) Re-compression [50%, 100%]

We validate six different scenarios, each one with 190,000
test cases totalizing 1,140,000 test cases. Each test case
represents a known percentage of entries of the dissimilarity
matrix for reconstructing a phylogeny tree, a tree topology,
a set of transformation parameters, and a different original
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Figure 4. Oriented Kruskal [8] baseline for different known percentages of
the dissimilarity matrices.

image. In all cases, we consider trees with 1,000 nodes (an
original image with its 999 near-duplicates) from different tree
topologies (forms of the tree), and combination parameters
from Table I.

C. Baseline with Different Sparse Dissimilarity Matrices

We use the algorithm proposed in [8] as baseline. We
designed three experiments (cases) to evaluate this algorithm
for reconstructing IPTs with different percentages of known
dissimilarity matrix entries. Case #1 evaluates the algorithm
when knowing p% of the entries but with no symmetry
warranty (knowing d(x, y) but not necessarily d(y, x)) while
the Case #2 imposes this constraint. Finally, Case #3 evaluates
the algorithm when knowing p% of the entries but for each
entry we have its corresponding row and column known.

Figure 4 presents the best result out of this three experi-
ments: Case #2, knowing d(x, y) and d(y, x) for p% of the
dissimilarity matrix. Each point in the plot represents 100 tests
with different tree topologies/parameters and images totalizing
190,000 test cases. We do not show the results for the other
two experiments (380,000 test cases) because their results are
worse than the one Figure 4 depicts.

For a complete matrix, the baseline algorithm finds the root
in nearly all cases and finds 54% of nodes’ correct ancestors.
On the other hand, we see that the algorithm performs poorly
when it knows only a percentage of the full matrix. For
instance, for p = 30%, it correctly finds the root in only 34%
of the cases and roughly 12% of correct nodes’ ancestors.

D. Grandpa, Direct, and (In)Direct Ancestry Heuristics

The results discussed in Section VI-C showed that the state-
of-the-art Oriented Kruskal algorithm [8] is not appropriate to
deal with partially complete dissimilarity matrices and show
huge performance loss when comparing to a full matrix.

This section presents the results for the three methods
we designed to demand additional calculations to a partially
complete matrix in order to improve the results. Figure 5(a-
b) present the results for Grandpa and Direct heuristics while
Figure 5(c-d) presents results for the (In)Direct heuristic. Each

point in the plot is associated with the grid mark just before it,
i.e., point p = 30% for Direct heuristic means the algorithm
started with 30% of known entries, solicited a few more to be
calculated, and converged with 35%. Section VI-E discusses
the the overhead for new calculations.

With p ∼= 10% known entries, the Direct heuristic (Fig-
ure 5(b)) successfully finds the root of the tree in nearly 100%
of the cases which represents a huge implication for forensics
or copyright infringement lawsuits, for instance, when we need
to trace back to the original source of a digital document and
study how it was spread out. The improvement when finding
the nodes ancestors is also remarkable. For p ∼= 30% of the
entries known the heuristics successfully finds 30% of the
ancestors against 10% of the baseline as discussed in Sec-
tion VI-C. The overhead for Grandpa Heuristic is lower than
for Direct Ancestry but in both cases the heuristics, on average,
did not request more than 5-7% new entry calculations.

Figure 5(c) shows the results for the (In)Direct Ancestry
Heuristic method with respect to the ground-truth while Fig-
ure 5(d) compares it with the baseline [8]. We can see it
is better than the both Direct and Grandpa heuristics. Also,
comparing with the baseline, we see that while the baseline
with p = 5% of known matrix entries successfully finds the
root of the trees in 13% of the cases while the (In)Direct
method starts with the same 5%, automatically solicits a few
more calculations and, with p ∼= 15% it successfully finds
the root in about 100% of the cases saving 85% calculations
and thus improving the efficiency in more than six times. The
difference for the other metrics is also remarkable with the
proposed method soliciting, at most, 10% new entries while
improving the effectiveness by several percent points.

E. Number of Iterations

Figure 5(e) depicts the number of iterations for the three
methods. Each iteration refers to the number of times the
method needs to check its ancestors and request for new
entry calculations. The three heuristics stop either when they
converge or when the amount of new entry calculations
extrapolates 10% of the matrix.

Figure 5(e) shows that more known entries in the matrix
lead to fewer iterations. Grandpa is the heuristic which requires
fewer iterations, and thus fewer new dissimilarity calculations.
(In)Direct Heuristic requires more iterations early on, as it has
to calculate the (in)direct ancestors of the initial set of known
entries, but it stabilizes overtime.

Regardless the number of iterations, note that none of the
three methods actually calculates more then 10% new entries.

F. Real Near-Duplicate Sets from the Web

We also perform experiments with near-duplicate images
collected from the web in two different scenarios: considering
the same near-duplicate images used in [8] and using a famous
online photography broadcast by the White House in 2011.

1) Scenario #1: For this experiment, we evaluated 760,000
test cases using the 10 images highlighted in [8]. For the
baseline and the three proposed heuristics, we performed
190,000 random experiments (1,000 rounds for each of 10
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Figure 5. Grandpa, Direct, and (In)Direct Heuristics for different known percentages of the dissimilarity matrices compared to the Ground Truth (a-c) and
to the baseline Oriented Kruskal (OK) [8] (d). In (e) the number of required iterations for the three proposed methods.

internet near-duplicate sets, and 19 bins on the percentage
scale).

We do not know the image parenthood relationships within
each set of near-duplicate we download from the web. There-
fore, we created five modified images (near-duplicates) for
each original image, leading to sets with 96 to 120 images. Al-
though we do not know the correct ancestry and relationships
of the original images, we know the parents of the modified
generated images (and that they are all leaves). Figure 6(a)
depicts examples of the analyzed near-duplicate sets.

For the experiments with the proposed heuristics, we limited
the number of new entries in 10% of the matrix. Also, as leaves

are more than 85% of the tree, this metric shall be analyzed
with caution, as it creates a bias for that particular topological
structure. Nonetheless, it is an important metric to assess. For
instance, leaves might be of particular interest since normally
they are the most modified images in a phylogeny tree – they
play an important role in some applications, such as sentiment
analysis and news tracking.

As Figure 7 depicts, the heuristics improve the raw re-
construction. For example, with 1

4 of the matrix, (In)Direct
Ancestry heuristic finds the root twice as often as Oriented
Kruskal, with similar results for edges and ancestry metrics.
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(a) Example of ten real near-duplicate sets collected from the web.
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Figure 6. Two sets of data used in the analysis containing real near duplicates collected from the web.

Comparing with the synthetic validation, (In)Direct Ancestry
Heuristic now has only a slight advantage over Direct Ancestry
Heuristic.

2) Scenario #2: Here we want to exemplify the actual
evolutionary tree of a famous 2011 photograph named The
Situation Room. White House photographer Pete Souza took
this photograph on May 1st, 2011. It depicts the US President,
along with his national security team, receiving live updates
of the Operation Neptune Spear, which led to the Osama
bin Laden’s killing. After its online publishing, this image
was reproduced by different communication channels, social
networks, activists etc.

In this experiment, we have collected the original image
released by the White House along with 98 near-duplicate
images through Google Images. A manual analysis of the set
shows, at least, nine different patterns of modifications of the
images cohabiting in the web. Along with the original image
which we termed ID 0000, we have regular near-duplicate

images (ID 0*), cases of inserting Italian soccer player Mario
Balotelli (ID a*) in the center of the image, text overlay
(ID b*), watermarking (ID c*), face swap (ID d*), insertion of
elements such as joystick (ID e*), other people (ID f*), hats
(ID g*), etc.

Figure 6(b) depicts the resulting tree using the best proposed
algorithm, (In)Direct heuristic, using only 25% of the dissim-
ilarity matrix (four times faster than the algorithm proposed
in [8]). As expected, the algorithm correctly finds the root
of the tree and puts simple near-duplicate images close to
it (ID 0*, red ellipses). It automatically groups most of the
cases we discussed. For instance, there are explicitly two
subtrees containing the Balotelli case (blue ellipses). Also, as
watermarking normally is inserted by different people, it is
reasonable to expect the images not forming a single dense
sub-tree and that is exactly what happens here (ID c*, purple
ellipses).

Although real-world cases do not have ground truth, the
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Figure 7. Using images collected from the web, Grandpa, Direct, and (In)Direct heuristics for different known percentages of the dissimilarity matrices
compared with respect to the Ground Truth (a-c). In (d), the best heuristic, (In)Direct, compared to the baseline Oriented Kruskal (light dashed line) [8].

phylogeny algorithms we present here allow us to focus on
different aspects of the near-duplicate evolution. We concen-
trate our attention on the analyses of images on the top of the
tree, which supposedly have less modifications (important for
forensics). We can identify the most modified images in the
set (leaves), and group related modifications on images (for
better content retrieval).

VII. CONCLUSIONS AND REMARKS

Investigating the past history of objects with just a few
clues is a challenging research topic in many science fields.
For instance, in paleontology, we can analyze fossil fragments
and their changes overtime to determine their age and origins.
In life sciences, phenotypic and genomic studies enable us
to trace back the evolution of living species. Similarly, in
Multimedia Phylogeny we aim at collecting image telltales to
study the evolutionary processes to which multimedia objects
are subject overtime.

Most of the changes related to near-duplicate multimedia
objects are natural and not necessarily harmful. However, the
distribution might cause copyright infringement or represent
a criminal action [8], [18], and the spreading pattern itself
can help companies understand the demographics and the
effectiveness of an ad campaign or a product.

Determining the structure of modifications of a set of near-
duplicates is now an important problem. To determine the

modification trees is computationally expensive and the current
solutions are not designed to deal with large-scale analyses.
Here, we have extended upon our prior work to handle large-
scale scenarios and presented three methods to select extra
entries of an incomplete dissimilarity matrix on-the-fly that
will lead to improvements in the reconstruction results. Our
best method successfully recovers the root of a tree with
1,000 image near-duplicates with only 15% necessary direct
dissimilarity computations out of the ∼= (1, 0002 − 1, 000)
necessary for the full matrix (a remarkable improvement over
other solutions). Since the proposed methods mainly deal with
transformations on the dissimilarity matrix, its extension to
deal with videos is straightforward. Results with real internet
cases also show the effectiveness of the proposed methods.

The main advantages of the proposed heuristics are
that they can, on-the-fly, request the computation of new
(dis)similarities saving crucial time since this is the most
expensive task for phylogeny analysis. The heuristics do so
while preserving the accuracy of tree root finding and ancestry
relationships estimation. The three proposed heuristics only
require few additional calculations (e.g., at most 10%) of extra
fas-to-compute calculations.

We are now exploring faster ways to compute the dissim-
ilarities, and studying extensions to deal with other types of
media such as videos and text.
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Abstract—We present a content-based system for the analysis
of near-duplicate audio tracks. The objective is to infer the
structure of modifications, represented as trees, underneath a
pool of near-duplicates, possibly specifying the operations the
tracks have gone through. A pilot study was carried out for
a set of plausible processing operators, including trim, fade
and perceptual audio coding, generating near-duplicates from
an original audio track. The proposed method measures the
similarity between pairs of near-duplicates and reconstructs a
tree representing the causal dependencies in the analyzed pool.
Experimental results demonstrate that the structure of the tree
can be successfully recovered, also in the challenging case in
which some pieces of information are missing, i.e., when only a
subset of near-duplicate tracks is available.

I. INTRODUCTION

In the last two decades, we have witnessed an exponential
growth in the creation and redistribution of digital content.
Thanks to the ever increasing popularity of the Internet and
social media, it is now extremely easy to access, modify and
share multimedia data through numerous platforms. Hence,
images, videos and audio tracks can be seen as objects that
change as they are distributed over the Web, a process that
often involves only slight alterations (such as resizing or re-
encoding) and which gives birth to similar, but not identical,
copies of the original files.

The detection of exact duplicates is a fairly straightforward
goal. Conversely, designing a system that is able to identify
modified copies of a given object is a much more challenging
task. In general, this problem has been referred to as near-
duplicate detection and recognition (NDDR) [1][2][3][4]: de-
tection focuses on verifying if two objects are near copies of
each other, while recognition searches for all near-duplicates
of a given query in a collection.

Techniques dealing with the detection of near-duplicates can
be broadly categorized in two groups. Watermarking-based
methods [5][6][7] rely on the embedding of a signature within
the original document before its distribution. The presence of
embedded data is verified to detect the original document.
Instead, content-based methods [8][9][10][11][12][13] rely

MMSP’13, Sept. 30 - Oct. 2, 2013, Pula (Sardinia), Italy.
???-?-????-????-?/10/$??.?? c©2013 IEEE.

on the analysis of data to extract distinctive features, e.g.,
robust hashes. Based on these features, similarity measures
are adopted to determine when a document is close to the
original.

Once a pool of near-duplicate objects is isolated, it is
interesting to identify the structure of relationships among
them, so as to reveal, for example, which was the first object
the other objects were derived from or understand the sequence
of operations performed to obtain a given object. Such a
challenging problem was recently addressed for the case of
near-duplicate images in [14], [15] and [16], and further
extended to videos in [17]. In particular, the overall scheme
in these works is built upon the analogy between an object’s
generating structure and the concept of biological evolutionary
development (i.e., phylogeny), which share the peculiarity of
being a progressive branching process, graphically represented
by trees.

Prompted by such studies, this work extends the set of
techniques and procedures to the case of audio signals, a media
widely used, and abused, in several contexts. Hence, given a
set of near-duplicate audio tracks, the main objective is to
identify the causal relationships and the processing operators
that were applied, including the challenging case in which
some pieces of information are missing, i.e., when only a
subset of near-duplicate tracks is available. Based on the
analogy with the referenced work, we name this problem audio
phylogeny.

II. NEAR-DUPLICATE AUDIO TRACKS

According to the formulation given in [18] , a near-duplicate
is a transformed version of an object that remains recognizable.
Referring to the notation used in Figure 1, an object D1 is a
near-duplicate of an object D, if D1 = T (D), T ∈ T , where
T is a set of tolerated processing operators. D is called the
original object or root. A family of processing operators T
can contain several combinations of operators, such as D3 =
T3 ◦ T2 ◦ T1(D), Tβ=[1,2,3] ∈ T . A duplicate is a pairwise
equivalence relationship: it links the original document to any
of his duplicates through a transformation. Thus, if D has a
direct duplicate D1 and D1 has a direct duplicate D2, then
document D2 is in turn a duplicate of document D.
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Fig. 1. Example of a tree representing the processing operators between
near-duplicate objects [15].

An audio track can be transformed into a near-duplicate
track by applying simple processing operators. In our study,
the set T includes three types of operators, namely perceptual
audio coding, fade and trim. These operators capture the
actions performed when ripping an audio track from a CD
or, in more general terms, when processing an uncompressed
audio file to be shared online, or stored for playback on a
mobile device.

Trim. The trim operator consists in the removal of the
leading/trailing parts of a track, implemented by copying the
audio samples while retaining only those within a specified
range. Trimming is controlled by means of a parameter which
takes values in the interval [0, 100], where 0 indicates no
trimming whereas 100 applies 3 second trimming at both ends
of the audio track.

Fade. The fade operator modulates the sample amplitudes
at the leading and trailing ends of the track, smoothing lead-in
and lead-out. The maximum length of the fade applied was set
to 3 seconds for both ends. The implementation was performed
using Sound eXchange1. The parameter controlling the amount
of fade was scaled to the interval [0, 100], where 0 indicates
no fading whereas 100 applies 3 second fading at both ends,
with a logarithmic envelope.

Perceptual coding. Most audio tracks are available in a
lossy coding format. In our work, we considered two different
formats which are widely adopted, namely: i) mp3 (at 192, 256
kbps CBR and VBR V0), obtained with the lame2 encoder;
ii) m4a (at 256, 192, 128 kbps ABR), generated with the
faac3 encoder. Each of the six format@bitrate configuration
was indexed with an integer in the range [1, 6].

III. GENERATING A TREE OF NEAR-DUPLICATES

We generated different sets of near-duplicate audio tracks by
randomly cascading the processing operators described in the
previous section. Specifically, for each set, we considered an

1http://sox.sourceforge.net/
2http://lame.sourceforge.net/
3http://www.audiocoding.com/
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Fig. 2. Audio phylogeny framework. The workflow comprises generation,
pruning and reconstruction of audio phylogeny trees (APTs) created using the
tolerated processing operators.

original, uncompressed, audio track as the root of a tree. Then,
we grew a tree of near-duplicate objects by selecting at random
up to R tolerated processing operators and the correspond-
ing parameters. The resulting tree structures were stored as
ground truth to evaluate the performance of the reconstruction
algorithm detailed in Section IV. Three scenarios were tested.
They are listed below sorted from the simplest to the most
challenging.
• Full trees: all nodes of the original tree were retained.
• Preserving root: some of the tracks were removed to

simulate missing links in the overall structure, with the
additional constraint that the root track is always retained.

• Removing root: some of the tracks were removed, with
the additional constraint that the root is always removed.

A. Preprocessing

A set of 50 audio tracks drawn from a music collection were
used as root tracks. Songs were available as uncompressed
stereo wave files (44100 Hz, 16 bit / sample) and belonged
to various music genres. Using the GoldWave4 editor, tracks
with leading or trailing segments of silence lasting more than
5 seconds were trimmed to a maximum of 2 seconds. In
addition, gain was slightly lowered (-1.5 dB) to avoid clipping
in subsequent stages. Signals were downsampled to 22050 Hz
and converted to mono, to reduce computational burden.

B. Random trees

Given an input track, the tree generation process is con-
trolled by means of two parameters: the total number of near-
duplicates tracks N (including the root), which equals the

4http://www.goldwave.com/



number of nodes in the tree; the maximum number R of pro-
cessing operators between two adjacent nodes. Tree generation
proceeds in an iterative fashion, adding near-duplicates one-
by-one. Every time a near-duplicate is generated, the algorithm
chooses at random the parent node (among all available near-
duplicates), the number of operators to apply (between 1 and
R), the kind of function(s) (within the tolerated set) and the
relative parameter(s) (in the allowed range). The operation is
repeated until a tree with N nodes is generated.

C. Tree pruning

In order to mimic cases that arise in realistic scenarios,
we considered the challenging case in which some of the
near-duplicate audio tracks were missing. This is achieved
by pruning the tree, i.e., removing some of the nodes. The
pruning procedure differs depending on the tested scenario
(i.e., preserving root or removing root). The pruning function
removes a randomly selected set of nodes from the full tree and
and rebuilds a reference structure linking children of removed
nodes to their closest ancestor. In case the root is removed,
the nodes directly connected to it become roots themselves,
thus generating a forest.

IV. TREE RECONSTRUCTION

After building a reference tree (either full or pruned), the
information regarding its structure (i.e., parent-child relation-
ships and corresponding processing operators) is put aside
and the analysis is carried out considering only the available
audio tracks, according to a content-based paradigm. Hence,
the input data of the tree reconstruction algorithm consists of
a set of N − P tracks, where P ∈ [0, N − 2] indicates the
number of pruned nodes. The output is a tree representing the
estimated relationships among audio tracks.

A. Similarity function

The key element to reconstruct the relationships among
near-duplicates is the definition of a function that measures
the (asymmetric) degree of similarity between a pair of audio
tracks. Hence, given two audio tracks SA and SB , we want
to estimate the most likely processing operators Tβ that
could potentially transform SA into SB . Note that β indexes
the sequence of the candidate functions of the set T , i.e.,
Tβ(·) = TβR(· · · (Tβ1(·)). The similarity value is computed
as:

sA,B = arg min
β

L (SB , Tβ(SA)) . (1)

In this work the sample-wise measure L used is the SNR
(signal to noise ratio),:

L (SB , Tβ(SA)) = 20 log10

( ‖Tβ(SA)‖2
‖SB − Tβ(SA)‖2

)
(2)

The similarity value given in (2) is large when SA is the direct
parent of SB , or more generally belongs to its ancestors, and
Tβ(·) approximates the sequence of operators applied to SA
to get SB .

B. Operator and parameter search

To calculate the similarity sSA,SB between two tracks, an
analyst would ideally want to enumerate the candidate process-
ing operators (and corresponding parameters). This can be a
time-consuming task, also when a small number of tolerated
operators is allowed. Hence, for each tolerated operator Tβ , we
defined a check function, which accepts as input two tracks
to compare and produces as output: i) an estimate of the
operator-specific parameter α̂β ; the SNR calculated as in 2,
when β = β. Below we detail the check functions for the
three operators considered in our study.

Trim is detected computing the cross correlation between
SA and SB on downsampled signals. This returns the offset, in
samples, for which the correlation between the two considered
signals is maximum. Then, this is normalized to the value ᾱt
in the range [0, 100]. The estimated parameter α̂t is the one
in the set [ᾱt− 1, ᾱt, ᾱt + 1] that leads to the largest value of
SNR.

Fade is applied on the input track SA for a subset of
potential values of the parameter, namely within the interval
[3, 100] with a step of 5. Parameter values are iteratively tested
from the smallest to the largest. To speed up processing, the
iteration is stopped and the value of α̂f is returned whenever
the calculated value of SNR is above a given threshold (tuned
manually to 65 dB). Otherwise, let ᾱf be the value of the
parameter that leads to the largest SNR. The value of α̂f is
obtained testing [ᾱf−2, ᾱf , ᾱ+2]. The check function applies
fade on an audio track only slightly longer than the maximum
interval allowed, i.e., 3 seconds. Once α̂f is found, fade is
applied to the full tracks to get a consistent measure of the
SNR.

Comp applies perceptual audio coding enumerating all 6
combinations of format@bitrate. This operation is the most
time consuming, as it requires repeated encoding. Therefore,
compression is applied on a short segment of the track, about
one tenth of the original track length. It was found that
the algorithms behind the various formats actually processed
the samples in a very characteristic way (leaving a sort of
footprint, similarly to the case of video coding [19]), which
could be revealed by considering only a short segment, thus
speeding up the process. The estimated format α̂c is the one
that maximizes the SNR and it is used as the input parameter
to recompress the whole track and get a consistent measure
of the SNR.

An exhaustive search of the space of candidate operators
(and corresponding parameters) is practically unfeasible, since
the asymptotic time complexity is exponential in the number of
operators applied. In our study, we considered that the analysis
entails up to two cascaded operators (double-step similarity).
We propose to apply a greedy strategy, which considers one
operator at the time, as illustrated in Figure 3. At each step, the
method estimates the most likely operator and the correspond-
ing parameter, and returns the SNR. This is repeated twice,
although it can be generalized to a larger number of steps.
The algorithm might be prematurely terminated if a perfect
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Fig. 3. Computation of double-step similarity function. In case of single-step
similarity, the computation is terminated after the first step.

match is found, which can be detected when observing a SNR
value above a specified threshold (tuned manually to 65 dB).

C. From similarities to trees

Given a pool of N−P near-duplicates, an (N−P )×(N−P )
similarity matrix M is populated with the pair-wise similarity
scores computed as in (1). This matrix is fed as input to the
oriented Kruskal’s algorithm, introduced in [16], a heuristic
method that relies on Kruskal’s procedure for finding a min-
imum spanning tree in weighted, oriented graphs. Generally,
Kruskal’s algorithm implements a greedy procedure selecting
edges of minimum weight successively from a connected
weighted graph without forming cycles, until a spanning tree
has been produced. Oriented Kruskal’s algorithm takes as
inputs the similarity matrix M and the number of roots k
to search (e.g., k = 1 implies a single tree). The algorithm
starts by initializing a tree for every node. Next, the similarity
matrix M is sorted in descending order of similarity. Values
and related nodes are analyzed to assess if an edge links them,
that is, if they have different roots and whether the potential
child has not been already linked. The algorithm stops when
the number of drawn edges reaches N − P − k. This implies
that all nodes but k (the roots) have been connected to their
estimated parent.

V. EXPERIMENTAL EVALUATION

A. Evaluation metrics

In our work, we adopted the metrics devised in [16] to
objectively evaluate the correctness of the solution found by
the proposed method. For completeness, these metrics are
briefly summarized in the following.

APT1 (original)

4

2 3

1

APT2 (reconstructed)

4

1

2

3

Trees

APT1 = [3, 4, 4, 4]
APT2 = [4, 1, 4, 4]

Root

R(APT1) = 4
R(APT2) = 4

Edges

E1 = {(3 → 1), (4 → 2), (4 → 3)}
E2 = {(4 → 1), (1 → 2), (4 → 3)}

Leaves

L1 = {1, 2}
L2 = {2, 3}

Ancestry

A1 = {(4 → 1), (4 → 2), (4 → 3), (3 → 1)
A2 = {(4 → 1), (4 → 2), (4 → 3), (1 → 2)

Fig. 4. Example of comparison of APTR vs. APT reference tree. Metrics
scores: root = 1, edges = 33%, leaves = 33%, ancestry = 60%.

Let APT (Audio Phylogeny Tree) and APTR (Audio Phy-
logeny Tree - Reconstructed) denote, respectively, the data
structures representing the ground truth and the output of the
tree reconstruction algorithm. Two different sets of metrics
are defined, depending on whether the root is removed or
not. When the root is retained, the reconstructed tree APTR is
compared against the reference tree APT using the following
metrics and setting APT1 = APT and APT2 = APTR:

Root:R(APT1,APT2)=

{
1, if root(APT1) = root(APT2)
0, otherwise

Edges: E(APT1,APT2) = |E1∩E2|
|E1|

Leaves: L(APT1,APT2) = |L1∩L2|
|L1∪L2|

Ancestry: A(APT1,APT2) = |A1∩A2|
|A1∪A2|

The root metrics checks if the original track was detected;
edges compares the lists of parent-child links; leaves compares
nodes that do not have children; and ancestry compares lists
identifying all children deriving from every single node, of any
generation. Figure 4 illustrates an example, computing these
metrics for two exemplary trees.

Instead, if the root is removed, the APTR is tested against
the resulting reference forest APF (Audio Phylogeny Forest),
and the metrics are modified accordingly. In our experiments,
APTR is always a tree (k = 1). Determining the correct value



of k from the available near-duplicates is subject of current
investigation.

Root:RF (APF,APTR)=

{
1, if root(APTR)∈ root(APF)
0, otherwise

Edges: EF (APF,APTR) = |ET∩EF |
|EF |

Leaves: LF (APF,APTR) = |LT∩LF |
|LT∪LF |

Ancestry: AF (APF,APTR) = |AT∩AF |
|AF |

B. Results

First, we tested the proposed algorithm in the case of full
trees, i.e., all near-duplicates were available as input to the tree
reconstruction algorithms and R = 1, i.e., only one operator
was applied between a parent and its child. Similarly to [16],
we considered trees with up to N = 50 nodes. For each
tree size, results were averaged over 50 randomly generated
ground-truth reference trees. In this simple scenario, the root
was always correctly recovered. As for the other metrics, they
were always above 90% and the same results were obtained
using either single-step or double-step similarity.

Then, we turned our focus to more challenging cases, in
which some of the near-duplicates were not available. We
started with reference trees with N = 50 nodes and we pruned
P = 2, . . . , 48 nodes. Figure 5(a) and Figure 5(b) show the
results in the case the root node is, respectively, either retained
or removed. The root node is correctly identified in nearly
all cases. The non-monotone behaviour of the curves can be
explained as follows. For large values of N − P , the tree is
almost full, with just a few missing nodes, thus being relatively
easy to reconstruct. For small values of N−P , just a few nodes
are retained. Hence, the trees are quite simple and can can be
easily recovered.

We also tested the effectiveness of double-step similarity,
with respect to the computationally simpler single-step sim-
ilarity. Figure 6 illustrates the gain, defined as ∆score =
scoredouble − scoresingle, where score is the value of one
of the tested metrics. We considered two cases, R = 1, 2,
i.e., either one or a maximum of two operators were applied
between a parent and its child in the full tree (with N = 30
nodes), before pruning. When R = 1, Figure 6(a) shows that
double-step similarity is useful especially for pruned trees.
This was expected, since in the case of missing nodes, there
might be more than one operator between two related near-
duplicates. When the size approaches that of the full tree,
single-step similarity is preferable. Indeed, in this case the
tree is almost full, and when R = 1 only one operator is in
between two related nodes in most cases. Instead, when R = 2
(see Figure 6(b)), double-step similarity is always beneficial,
and gains can be significant, especially for highly pruned trees.

VI. CONCLUSIONS AND FUTURE WORK

In this work we presented a system that performs content-
based analysis of near-duplicate audio tracks. Specifically, the
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Fig. 6. Comparison of tree reconstruction using either double-step or single-
step similarity. a) R = 1; b) R = 2. Trees with missing links preserving
root.

objective was to infer the structure of modifications underneath
a pool of near-duplicates, possibly specifying the operations
the tracks had gone through.

A pilot study was carried out considering three operators
typically used to generate near-duplicates: perceptual audio
coding, fade and trim. The core contribution was the definition
of an algorithm to measure the similarity between pairs of
audio tracks and an extensive experimental evaluation of the
method.

Results were aligned with those obtained in the case of
image near-duplicates, revealing that, in most cases, it is
possible to successuffly recover the structure of the tree, also
in the challenging case in which some of the near-duplicates
are missing.

While this work considered data generated in a controlled
environment, future work will analyze near-duplicates re-
trieved from real world data sources. In addition, we will
investigate how to extend the set of tolerated processing
operators to include, for example, time- and pitch-scaling.
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