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Executive Summary

Although automatic systems generate reliable translations they are not accurate enough to be

used directly and need post-edition by human translators. In state-of-the-art CAT tools, machine

translation systems are static in nature and so they cannot adapt to these corrections. When a

machine translation system keeps repeating the same error, productivity of translators as well as

their trust in machine translation technology are negatively affected. As an example, technical

documentation typically contains a lot of repetitions due to the employed writing style and

pervasive use of terminology. Hence, in order to provide useful hints, systems are expected to

behave consistently regarding the translation of domain-specific terms. However, if the user

edits the translation of a technical term in the target text, most current machine translation

systems are incapable to learn from user corrections.

This document reports on the research activities related to the user-adaptive machine transla-

tion performed within the MateCat project from September 2013 to August 2014. The partners

focused on different aspects of the procedure to perform the online adaptation of a statistical

phrase-based machine translation system, namely the extraction of information from the user

feedback, the modification of the statistical models to embed such information, and the tuning

of the system to better fit the user preferences. Moreover, much effort was made to improve

related software to make as efficient and robust as possible.

Our research activities on user-adaptive MT spanned a nine months period, from Novem-

ber 2013 to August 2014. 4 scientific papers have been published or accepted for publication

in journals and conference venues. Their first pages, including abstracts, are enclosed in the

appendix.
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1 Introduction

MateCat aims at improving the integration of machine translation and human translation within

the so-called computer aided translation (CAT) framework. Recent studies have shown that

post-editing suggestions from a statistical MT engine can substantially improve productivity of

professional translators. MateCat leverages the growing interest and expectations in statistical

MT by advancing the state of the art along directions that will hopefully accelerate its adoption

by the translation industry. In particular, MateCat investigates the integration of MT into the

CAT working process along three main research directions:

• Self-tuning MT, i.e. methods to train statistical MT engines for specific domains or trans-

lation project;

• User-adaptive MT, i.e. methods to quickly adapt statistical MT from user corrections and

feedback;

• Informative MT, i.e. supply users with additional information to enhance their productiv-

ity and work experience.

The goal of the user-adaptive MT is to let the SMT system take as soon and as much as

possible advantage of user feedback, in order to learn from corrections and to hence avoid

repeating the same mistakes in future sentences. The pair of input sentence and post-edit is a

valuable feedback to improve the quality of next suggestions. How to exploit it for improving

the SMT system is far to be a solved problem, but rather is a hot and quite recent topic in the

MT community.

In online MT adaptation specific issues have to be addressed, which distinguish it from the

more standard and investigated task of domain adaptation. First of all, the SMT system should

adapt very quickly, because the time between two consecutive requests are usually short, and

very precisely, because the translator is annoyed by correcting the same error several time.

Then, a crucial point is which and how information is extracted from the feedback, and how

it is exploited to update the SMT system. Finally, model updating relies on a little feedback

consisting of just one sentence pair.

During the reporting period (from September 2013 to August 2014), the work on user-

adaptive MT focused on three aspects related to the exploitation of the user feedback, namely

(i) the extraction of information from the post-edits (Section 3), (ii) the modification of the

statistical models to embed such information (Section 4), and (iii) the tuning of the system to

better fit the user preferences (Section 5).

The information extracted from the user feedback and the corresponding input sentence

consist of a set of translation options (phrase pairs) and a set of target word sequences (target
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n-grams). While the target n-grams can be gathered trivially by the post-edit, three different

approaches were considered to extract phrase pairs from the sentence pair (source text and

post-edit): (i) a constrained search technique, (ii) a Pivot-based approach exploiting the trans-

lation hypothesis generated by the MT engine, and (iii) an enhanced version of the mgiza++

word-aligner. The last two approaches, which produce a word-alignment between source text

and post-edits, require the additional step of extracting the phrase pairs from the alignment

performed with the software provided by Moses toolkit.

Two methods were analyzed to modify on-the-fly the MT engine and its statistical mod-

els: (i) the extracted phrase-pairs and n-grams are directly added in the models of the decoder

exploiting cache-based models, and (ii) the sentence pair and its word-alignment are added

directly to the training data and the MT engine benefits from that by exploiting suffix-array

models.

In Matecat we employed the well-known MT engine Moses, which relies on a weighted

linear combination of several features, whose weights should be tuned to fit the application

domain and genre. In a CAT scenario, system weights can be also updated online exploiting

user feedback. Furthermore, in the case multiple translators work simultaneously on different

portions of the same large document, weights can be tuned separately for each translator fit their

specific preferences and to solve the dilemma of contrasting updates.

In the following sections, we outline the online adaptation framework considered in Mate-

Cat, briefly describe each investigated approach and outline the main results, and finally outline

ongoing activities.

For details about each method and the related experimental results, we refer the reader to

the scientific papers included in the appendix, which best represent the bulk of work performed

on this research strand by the MateCat project.

2 Online adaptation framework

In the well established CAT work flow, source documents are split into chunks, typically cor-

responding to sentences and called segments, that are in general translated sequentially. When

the translator opens a segment, the CAT tool tries to propose possible translation suggestions,

originating from the translation memory and/or from a machine translation engine. Depending

on the quality of the suggestions, the translator decides whether to post-edit one of them or to

translate the source segment from scratch.

Completed segments represent indeed a valuable source of knowledge, which is in fact

readily stored in the translation memory for future use. In fact, given the compositional nature

of SMT, it comes natural to believe that also text fragments observed in the post-edited or
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translated segments can be potentially useful to improve SMT output of future segments. From

a machine learning perspective, the CAT scenario perfectly fits the online learning paradigm,

which assumes that every time a prediction is made, the correct target value of the input is

discovered right after and used to improve future predictions.

We conveniently transpose the online learning concept to our CAT scenario as follows.

We assume an initial MT engine M1 and a source document x1, ..., xD. For t = 1, ..., D the

following steps are performed:

1. the source segment xt is received

2. a translation yt is computed with Mt

3. a post-edited translation ŷt is received

4. a new system Mt+1 is created by adapting Mt with features extracted from (xt, ŷt)

Next sections report on different aspects of the online procedure to update the MT engine:

(i) the extraction of information from the user feedback, (ii) the modification of the SMT models

to embed such information, and (iii) the tuning of the system to better fit user preferences. These

three operations eventually happen in Step 4 of the online procedure.

3 Word alignment

In the reporting period, our investigation mainly focused on the methods to quickly build a

highly precise word alignment from a source sentence and its translation. This is an important

and challenging problem in the online scenario, in which the user interacts with the system and

expects that it learns from the previous corrections and does not repeat the same errors again and

again. In particular, we were interested in the cases where the given sentence pairs contain new

words, for which no prior information is available. Indeed, they are one of the most important

source of errors in model updating.

We considered several approaches to this purpose, which are briefly described in sections 3.1-

3.3 and compared in Section 3.4. In Section 3.5 we describe a standalone module developed to

refine the word alignment of unknown words. In Section 3.6 moreover, we present an enhanced

faster implementation of the best performing standalone word aligner, to make it usable in the

online scenario.

3.1 Constrained-based search

The first considered approach was already described in Wäschle et al. [2013]) and Bertoldi et al.

[To appear]. The constrained search technique (Cettolo et al. [2010]) aims at optimizing the
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coverage of both source and target sentences given a set of translation options. The search pro-

duces exactly one phrase segmentation and alignment, and allows gaps such that some source

and target words may be uncovered. Unambiguous gaps (i.e. one on the source and one on the

target side) can then be aligned. It differs in this respect from forced decoding, which produces

an alignment only when the target is fully reachable with the given models.

From such phrase alignment, three types of phrase pairs can be collected: (i) new phrase

pairs by aligning unambiguous gaps; (ii) known phrase pairs already present in the given model;

(iii) full phrase pairs consisting of the complete source sentence and its user translation. Since

preliminary experiments showed that using cached phrases consisting only of function words

had a negative impact on translation quality, we restricted the phrase extraction to phrases that

contain at least one content word. We found that in our experimental data cached phrases tended

to be between one and three words in length, so we limited the length of new and known phrases

to four words to speed up the annotation. The full phrase pair, which can have any length, is

added to mimic the behavior of a translation memory.

3.2 Standalone word aligners

We also investigated three widely used standalone word alignment toolkits, namely Berkeley

aligner (Liang et al. [2006]), fast-align (Dyer et al. [2013]), mgiza++ (Gao and Vogel [2008]).

Farajian et al. [2014] highlighted their pros and cons in the online MT adaptation scenario, and

compared their performance in aligning sentence pairs with specific attention to unknown terms.

Experimentation was performed on several domains (JRC-Acquis, EuroParl, and Hansards) and

language pairs (English-Italian/Spanish/French), using test sets of artificially increasing out-

of0vocubulary percentage.

The main outcomes are briefly summarized: (i) mgiza++ is definitely better than fast-align,

and outperforms berkeley in terms of F-measure, but they are comparable in terms of Precision

on the original test sets; (ii) mgiza++ outperforms the other two aligners in all the language

pairs in the capability of aligning out-of-vocabulary words, when their percentage in the text

is reasonably small; (iii) fast-align shows a better quality when the oov-rate is very high. (iv)

berkeley aligner always fails to detect alignment for out-of-vocabulary words

For such investigation, we also prepared a benchmark of 200 human-checked word-alignment

sentence pairs in the English-Italian JRC-Acquis domain. These data will be made publicly

available by the end of the project.
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3.3 Pivot-based approach

In the reporting period we also considered another approach presented by Blain et al. [2012]

to align a source text and its corresponding post-edit. This approach relies on the availability

of the translation hypothesis of the source produced by an MT engine, like Moses. First, the

alignment links between the source sentence and the automatic translation are gathered from the

MT system. Then, the links between the automatic translation and its post-edit are calculated

by means of Translation Error Rate (TER) (Snover et al. [2006]). Finally, the source-to-post-

edit alignment links are deduced by an alignment combination based on both alignment sets

computed before.

The authors experimented into an incremental training scenario, where the SMT systems

were built on the alignment produced by either their pivot-based approach or the incremental

Giza software, a standard method currently used in the field. Whereas the two systems achieved

similar performance in terms of translation quality, the overall training procedure employing

the pivot-based approach was significantly faster.

3.4 Comparison

In the reporting period, we have compared the approaches described above, but the constrained

search, measuring their performance in word alignment.

In Farajian et al. [2014] we compared the three standalone aligners, namely Berkeley aligner,

fast-align, and mgiza++. More recent work added the pivot-based method in the pool.

Experiments were performed in three tasks, namely English-Italian JRC-Acquis, English-

Spanish EuroParl, and English-French Hansard. In Figure 1 plots on the left show the Align-

ment Error Rate (AER) achieved by each method on a test set with incremental amount of

unknown words,1 while plots on the right show the oov-based AER, i.e. the AER computed on

the portions of the links associated with at least one unknown word.

From our investigation, some observations can be drawn out:

Regarding the overall alignment performance, the three standalone aligners performs sim-

ilarly, and better than the pivot-based approach. Regarding their performance on the unknown

words only, mgiza++ is the best solution until the oov rate is below 30%, which is indeed a very

high level. Berkeley aligner always fails to detect oov words; to our knowledge of the system,

this behavior is expected; indeed it aligns two terms only if the both the directional alignments

agree, and this hardly occurs for unknown words. In fast-align the alignment of each unknown

words seems independent from their neighbors; this is instead not true for the other known

words, whose alignment is affected by the presence of unknown words.

1The unknown words are artificially inserted; please refer to Farajian et al. [2014] for details.
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Figure 1: (On the left) Alignment Error Rate achieved by four different alignment methods on

test sets with increasing OOV rate; (On the right) oov-based AER achieved by four different

alignment methods on test sets with increasing OOV rate.
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The pivot-based method is definitely faster than the others, but unfortuantely its performance

is lower especially for high OOV rates, the main reason being related to its difficulty to align

unknown words. Hence, we have planned to apply the refinement method (Section 3.5) to

recover as much as possible from this shortcoming.

Recently, we have also started an investigation to compare the online mgiza++ software

and the pivot-based method to measure their impact on translation quality achieved by SMT

systems built on their outputs. The online-adapted system was built on the basis of the cache-

based approach (see Section 4.1).

Preliminary results in terms of BLEU and TER reported in Figure 2 do not provide any con-

clusive outcomes. For English-French, pivot-based method seems the best system, for English-

Spanish all systems perform almost the same, for English-Italian the online-adapted systems

even worsens the static system. Furthermore, little correlation is observed between BLEU and

TER results. and more interestingly between the MT quality scores (BLEU and TER) and

word-alignment quality (AER).

These inconsistencies are probably due to the following reasons: (i) there is a loose in-

teraction between the translation performance of a SMT system and the quality of the word-

alignment, which the system is built on; (ii) difference between a state-of-the-art static system

and an online-adapted system definitely involve fragments of the input, hence differences in the

overall translation quality are hardly measured.

Further investigation will be performed in the future, even after the conclusion of the project,

focusing the analysis and the evaluation only on the fragments wrongly translated by the SMT

system.

3.5 Word alignment refinement

Farajian et al. [2014] presented an additional module, aiming to refine the word alignment of

out-od-vocabuary words, This module applies to any available word aligner, and it extends an

idea previously described by Esplá-Gomis et al. [2012].

First, a symmetrized word alignment is produced using the chosen word alignment method.

Then, a set of phrase pairs, possibly including oov words, is extracted using the standard soft-

ware distributed with the Moses toolkit. Finally, a new word alignment is created by exploiting

the overlaps among phrase pairs.

The experimentation performed shows that the refinement module slightly but consistently

improves the overall performance in terms of alignment quality, especially for high oov rates.
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Figure 2: BLEU score (on the left) and TER (on the right) achieved by the static system and two

online-adapted systems exploiting the word-alignment generated with the pivot-based method

and with mgiza++, respectively.
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3.6 Software

In Section 3.2, we briefly compared three standalone word aligners; the experimentation per-

formed there was carried out offline, because the aforementioned word aligners are not designed

to work online, and need to load the models every time receives a new sentence pair. Loading

the models is very time consuming, and depending on the size of the models might take several

minutes, which is not desired for the online scenario.

To overcome this problem, we decided to implement an online version of mgiza++ which

provides the best performance as reported in Sections 3.2 and 3.4. The new version works in

client-server mode, and consists of two main modules mgizaServer and mgizaClient. mgiza-

Server is responsible for computing the alignment of the given sentence pairs. To avoid unnec-

essary I/O operations, mgizaServer loads all the required models once at the beginning of the

alignment session, and releases them at the end. mgizaClient communicates with the client ap-

plications through the standard I/O channel. This online version of mgiza++ does not perform

any updated of the models, but it simply applies already estimated alignment models to any new

sentence pair.

The new online version of mgiza++, still under development, will be made publicly available

by the end of the project.

Furthermore, both the online version of mgiza++ and the pivot-based method to generate

on-the-fly the word alignment of a new source/post-edit pair were embedded in the Matecat

toolkit,2 in order to allow their exploitation during the translators’ work.

4 Model adaptation

A challenging research issue raised by the integration of MT in the human translation work is

how to dynamically adapt phrase-based statistical MT (SMT) from user post-editing. In De-

liverable D2.1 ”First Report on User-adaptive MT”, we already proposed and investigated two

techniques for such purpose, namely a cache-based adaptation approach, and a discriminative

re-ranking, which are summarized in Sections 4.1 and 4.2. In this reporting period, we per-

formed an extended evaluation of these two techniques, whose results were detailed in Bertoldi

et al. [To appear] and improved robustness flexibility of the software.

A third technique for adapting the statistical models on-the-fly is currently under investiga-

tion, namely the employment of the suffix-array data structure (Section 4.3); this technique was

already applied for domain/project adaptation in Matecat.

Finally, we started to investigate the usage of cache-based models to exploit terminology, as

2This activity is strictly related to Work Package 4 ”CAT Tool Development”.
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described in Section 4.4.

4.1 Cache-based approach

In D2.1 we already introduced the online adaptation based on caches.

The main idea behind cache-based models is to mix a large global (static) model with a small

local (dynamic) model estimated from recent items observed in the history of the input stream.

In our local models, both phrase-pairs and target n-grams used by the translator are cached.

The local translation and language models are built to reward the phrase pairs and the n-grams

found in post-edited translations according to the following policy: ”the more recent, the more

rewarded”. The cache-based models are implemented as additional features of the log-linear

SMT model. During decoding, translation alternatives are searched both in the global static and

in the local dynamic phrase tables. For each pair of source and post-edit segments, phrase pairs

are extracted by means of any method presented in Section 3, and simultaneously added to the

local translation model.

The module for online adaptation relying on this technique was employed in the field test

run in October 2013 and reported in Deliverable D5.4 ”Second Report on Lab and Field Test”.

Besides the investigation performed in the previous reporting period, and detailed in D2.1,

we ran additional experiments in a wider range of domains, namely Information Technology,

Legal, and Patents, and language pairs, namely from English into Italian, Spanish, and German,

and from German into English.

The main outcomes of the investigation are here briefly summarized.

• Cache-based adaptation is effective with repetitive texts, and does not hurt with less repet-

itive texts.

• MT accuracy gains are correlated with the document’s level of repetitiveness.

• The improvement achieved by the adaptive system over its corresponding static system

is not correlated with the absolute performance of the static system. This is fortunate,

as it shows that the proposed adaptation technique is effective regardless of the absolute

quality of the system to which they are applied.

More details about the cache-based online adaptation approach and the full set of experi-

ments were published in Bertoldi et al. [To appear].

4.2 Discriminative re-ranking

In D2.1 we already presented a feature-based re-ranking module based on a structured percep-

tron, which applies to the n-best translations generated by the SMT system. This module is also
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updated on-the-fly by exploiting the user feedback.

In the reporting period, we performed a more extensive investigation of this module pub-

lished in Bertoldi et al. [To appear] in several domains, namely Information Technology, Legal,

and Patents, and several language pairs, namely from English into Italian, Spanish, and German,

and from German into English. The main outcome is that the re-ranking module gives signif-

icant improvements (about 2 BLEU points) over a state-of-the-art static system, and definitely

smaller but still consistent gain over an already online-adapted system.

Although the re-ranking module slightly benefits the performance of the online-adapted

system, we decided to not include it in the current version of the Matecat Tool. This choice was

taken for two main reasons: (i) to have the architecture of the toolkit as light as possible, and

(ii) to take the computational cost of the full online adaptation procedure as small as possible.

4.3 Suffix-array-based approach

Statistical translation models based on the suffix-array data structure collect and score phrase

table entries on the fly by sampling available information sources directly rather than computing

a large range of conceivable requests. A detailed description of such models is given in D1.2

”Second Report on Self-Tuning MT”, together with the results obtained in their exploitation for

domain and project adaptation.

For their intrinsic characteristic of extracting and scoring phrase pair on-the-fly, the suffix-

array-based models are definitely suitable for the online scenario. We started investigating their

usage for online adaptation, and we plan a field trial for September 2014, aiming at comparing

it against the cache-based models.

4.4 Terminology

Cache-based models well fit the exploitation of terminology, which translator populate at any

time during its translation task. In this case, the user feedback actually consists of one or more

approved phrase pairs and target word sequences, which can be directly inserted in the caches

without the word-alignment step. For such approved terms there is no need of reducing their

reward over time, because they are expected to be always correct for the specific domain.

Furthermore, the same technique could be apply with automatically generated terminology;

details about the automatic extraction of terminology from bilingual text is given in Deliverable

D3.2 ”Second Report on Informative MT”. In this case, the rewarding score of a given terms

could be associated with its estimated reliability, but still kept constant over time. The usage

of cache-based models to store human-approved and automatically generated terminology dic-

tionary was investigated. Preliminary results showed performance improvement up to 13% in
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the Information Technology. In this experimentation, terminology was loaded in advance be-

fore translating a document, hence terms can be exploited for all its segments. Nevertheless,

we think that the adaptive system will still benefit from terminology inserted on-the-fly by the

translator.

4.5 Software

During the reporting period, we enhanced the implementation of the cache-based models into

two directions: (i) the rewarding score associated to each entry of the cache can be kept constant

over time, and equal to the value provided when it was inserted; this enhancement permits to

manage terminology (Section 4.4); (ii) Moses can handle multiple cache-based models, each

exploiting different rewarding policy; this modification allows to cope with different sources of

user feedback, for instance post-edits and terminology.

The enhanced version of Moses including the above changes is available in the Moses

Github branch ”dynamic-models”.3

5 Tuning

Moses, the SMT engine employed in MateCat Tool, relies on a weighted linear combination

of several features, whose weights are tuned to fit the application domain and genre. In a CAT

scenario, feature weights can be also updated online exploiting user feedback.

In the previous report D2.1 ”First Report on User-Adaptive MT”, we presented some re-

search activity related to this problem. Mathur et al. [2013] described an online learning ap-

proach for SMT integrated in CAT. In that paper, a twofold adaptation is proposed: i) feature

adaptation, in which an additional feature is added to the phrase table for rewarding the recently

seen phrase pairs; ii) weight adaptation, where the weights of the log-linear interpolation SMT

model are adapted using the Margin Infused Relaxed Algorithm (MIRA) algorithm (Watanabe

et al. [2007]).

In this reporting period, we continued our investigation into two directions: (i) tuning of

the hyper-parameters involved in the online learning process; (ii) multi-user online tuning, pre-

sented in Section 5.2.

5.1 Online tuning

Mathur et al. [2013] already presented a method to adapt on-the-fly the weights of the Moses

weighted linear combination of the features, according to the feedback provided by one trans-

3https://github.com/moses-smt/mosesdecoder/tree/dynamic-models
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lator post-editing a document. This MIRA-based online learning method itself brings some

issues, related to the tuning of hyper parameters involved in the process. Hyper parameters are

optimized by means of the Simplex algorithm, but the same values are then re-used for any

possible number of iterations of the online learning. As disregarding the dependence between

the number of iterations and the hyper-parameters does not seem a good assumption, Mathur

and Cettolo [2014] deeply investigated the issue in order to select (i) the optimal hyper param-

eters which control the rate of learning, (ii) a stopping criteria for online learning, and (iii) the

optimal number of iterations of online learning being performed by the system.

5.2 Multi-user online tuning

Mathur et al. [2014] build a multi-user adaptive statistical machine translation system such that

one single SMT system is able to handle multiple translators post editing similar documents or

different portions of the same document. Conventionally, we instantiate a single SMT system

for each post-editor in order to accommodate their changes and adapt the SMT system. The

advantage of this work is that we can work with a single SMT system for all the post-editors and

still capture their stylistics preferences. We extend the well-known online learning algorithm

(MIRA) to fit the same scenario where input comes from k different translators (tasks) and the

learner has to predict the weights of all tasks simultaneously and call this MultiTask-MIRA.

The procedure can be described as follows:

1. For all the post editors (ti) we keep track of their log linear weights (λi). Here, the initial

set of weights can be the same for all post editors or they can be set according to some

prior knowledge about the translators.

2. Once we receive the post edit of a translator (say t1), we update the log linear weights for

all the k translators (t1..k).

3. The updates are possible using a matrix based regularization approach as shown in the

Mathur and Cettolo [2014] paper.

4. For this approach to work, one has to provide the SMT system with the information of

an task relationship matrix between the translators, which in our case can be defined as a

correlation between the amount of edits they did on same sentences in the past.

An extensive evaluation of this approach was done on three different datasets from three differ-

ent domains namely Information Technology, Legal and BTEC (news domain). We compared

the multi-task approach against two strong baseline systems: (1) we have k different adaptable

SMT systems for each of the k translators (i.e., k-independent system); (2) we have a single
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adaptable SMT system working on the document level but without any information of the trans-

lators (Online).

Experiments showed that whenever enough information about the correlation amongst the

translators is available, Multi-Task learning significantly outperforms all competing baseline

systems. On the other hand, if one does not have access to such information it is better to

fallback to a different setup of multi-task learning where the prior interaction between the trans-

lators is a constant. Falling back to this approach shows that multi-task learning again signifi-

cantly outperforms all baseline systems.

6 Conclusion

During this reporting period, we conducted much research activity in the field of user-adaptive

MT, with respect to three main aspects: (i) online word alignment , (ii) online model adaptation,

and (iii) online tuning.

We investigated online word-alignment both in terms of performance and speed, putting

special attention to the quality of alignments of unknown words. We analyzed and compared

several approaches based on constrained search, standalone word aligners (Berkeley, fast-align,

and mgiza++), and pivot translation hypothesis. Among them, mgiza++ is preferred for its

alignment quality, while the pivot-based method for its high speed. Furthermore, we proposed

an additional module for refining the word-alignment of unknown words. We also developed

an online version of the well-known and high-performing mgiza++ word aligner.

Concerning the online model adaptation, we consolidated our cache-based approach adding

the possibility of handling multiple independent caches and managing human controlled or au-

tomatically generated terminology. We also started addressing the task by means of techniques

based on suffix-array data structure.

Regarding the online tuning of the SMT system, we investigated the impact of the hyper

parameters introduced by the MIRA-based online learning approach in the optimization pro-

cess. Furthermore, we proposed a multi-user online tuning, which allows to fit different user

preferences, but using one single MT engine.
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Heidelberg University - Department of Computational Linguistics
69120 Heidelberg, Germany
Tel.: +49622154-3245
E-mail: {simianer, waeschle, riezler}@cl.uni-heidelberg.de



Online Word Alignment for Online Adaptive Machine Translation

M. Amin Farajian

FBK-irst,

University of Trento

Trento, Italy

farajian@fbk.eu

Nicola Bertoldi

FBK-irst

Trento, Italy

bertoldi@fbk.eu

Marcello Federico

FBK-irst

Trento, Italy

federico@fbk.eu

Abstract

A hot task in the Computer Assisted

Translation scenario is the integration of

Machine Translation (MT) systems that

adapt sentence after sentence to the post-

edits made by the translators. A main

role in the MT online adaptation process is

played by the information extracted from

source and post-edited sentences, which

in turn depends on the quality of the

word alignment between them. In fact,

this step is particularly crucial when the

user corrects the MT output with words

for which the system has no prior infor-

mation. In this paper, we first discuss

the application of popular state-of-the-art

word aligners to this scenario and reveal

their poor performance in aligning un-

known words. Then, we propose a fast

procedure to refine their outputs and to

get more reliable and accurate alignments

for unknown words. We evaluate our

enhanced word-aligner on three language

pairs, namely English-Italian, English-

French, and English-Spanish, showing a

consistent improvement in aligning un-

known words up to 10% absolute F-

measure.

1 Introduction

In the adaptive MT the goal is to let the MT system

take as soon and as much as possible advantage of

user feedback, in order to learn from corrections

and to hence avoid repeating the same mistakes in

future sentences.

A typical application scenario is the usage by

a professional translator of a Computer Assisted

Translation (CAT) tool enhanced with a SMT sys-

tem. For each input sentence, first the translator

receives one or more translation suggestions from

either a Translation Memory or a SMT system,

then (s)he chooses which suggestion is more use-

ful, and finally (s)he creates an approved transla-

tion by post-editing. The pair of input sentence

and post-edit is a valuable feedback to improve the

quality of next suggestions. While the sentence

pair is trivially added to the Translation Memory,

how to exploit it for improving the SMT system is

far to be a solved problem, but rather is a hot and

quite recent topic in the MT community.

In online MT adaptation specific issues have to

be addressed, which distinguish it from the more

standard and investigated task of domain adapta-

tion. First of all, the SMT system should adapt

very quickly, because the time between two con-

secutive requests are usually short, and very pre-

cisely, because the translator is annoyed by cor-

recting the same error several time. Then, a crucial

point is which and how information is extracted

from the feedback, and how it is exploited to up-

date the SMT system. Finally, model updating re-

lies on a little feedback consisting of just one sen-

tence pair.

In this work we focus on the word alignment

task which is the first and most important step in

extracting information from the given source and

its corresponding post-edit. In particular, we are

interested in the cases where the given sentence

pairs contain new words, for which no prior infor-

mation is available. This is an important and chal-

lenging problem in the online scenario, in which

the user interacts with the system and expects that

it learns from the previous corrections and does

not repeat the same errors again and again.

Unfortunately, state-of-the-art word-aligners

show poor generalization capability and are prone

to errors when infrequent or new words occur in

the sentence pair. Word alignment errors at this

stage could cause the extraction of wrong phrase

pairs, i.e. wrong translation alternatives, which

can lead in producing wrong translations for those
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Abstract

In this paper we investigate the problem of adapting a machine translation system to the feed-

back provided by multiple post-editors. It is well know that translators might have very dif-

ferent post-editing styles and that this variability hinders the application of online learning

methods, which indeed assume a homogeneous source of adaptation data. We hence propose

multi-task learning to leverage bias information from each single post-editors in order to con-

strain the evolution of the SMT system. A new framework for significance testing with sentence

level metrics is described which shows that Multi-Task learning approaches outperforms exist-

ing online learning approaches, with significant gains of 1.24 and 1.88 TER score over a strong

online adaptive baseline, on a test set of post-edits produced by four translators texts and on a

popular benchmark with multiple references, respectively.

1 Introduction

In a professional localization environment, a document is post-edited by several professional

translators with assistance of tools such as translation memory, dictionary, spell checkers etc.

To speed up the process, lately localization companies have started using computer assisted

translation (CAT) tools with statistical machine translation (SMT) systems in the backend. The

role played by the SMT engine is to provide a translation hypothesis that the translator can post

edit to produce high quality translations (Federico et al., 2012).

In recent works on online adaptation by Mathur et al. (2013) and Denkowski et al. (2014),

the SMT is fed with the post edited sentence, allowing the models to adapt to the corrections

made by the translators. These kind of systems works well if the document is being post edited

by a single translator because models can adapt to the style of that translator. Problems arise

when a document is being post edited by a group of translators which is usually the case with big

size documents. In fact, if the SMT system adapts to the corrections of all translators together,

it will likely mix or overlap stylistic features of the post-editors and thus not learn to mimic well

any of them. On the other side, if the system adapts to each individual post-editor, then clearly
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Abstract

In this paper we propose a cascading framework for optimizing online learning in machine

translation for a computer assisted translation scenario. With the use of online learning, several

hyperparameters associated with the learning algorithm are introduced. The number of itera-

tions of online learning can affect the quality of translation as well. We discuss these issues and

propose a few approaches to optimize the hyperparameters and to find the number of iterations

required for online learning. We experimentally show that optimizing hyperparameters and

number of iterations in online learning yields consistent improvement against baseline results.

1 Introduction

The growing need of globalization has given a boost to the translation and localization indus-
try where the high quality is guaranteed by human translation. To increase the productivity of
translators, Computer Assisted Translation (CAT) tools are used which provide access to trans-
lation memories, terminology, built-in spell checkers, dictionaries. A translation memory is a
good source of previously translated segments; however, for new translation tasks, they are of-
ten obsolete. Due to their generalization capability, Machine Translation (MT) systems are then
employed in the back end of the CAT tools, for providing translation suggestions to the humans
in cases where the translation memory fails. In fact, a seamless integration of SMT engines in
CAT has shown to increase translator’s productivity (Federico et al., 2012).

In state-of-the-art CAT tools, the SMT systems are generally static in nature and cannot
adapt to the corrections posted by the translators. On the contrary, an adaptable SMT system
would be preferable which can learn from the corrections of the post editor and modifies the
statistical models accordingly. The task of learning from user corrections at the sentence level
fits well in the online learning scenario. Online learning is a machine learning task where a
predictor iteratively: (1) receives an input, (2) predicts an output label, (3) receives the correct
output label from a human and, if the two labels do not match, (4) learns from the mistake.

However, the introduction of online learning itself brings two main issues. The first regards
the tuning of the rate of learning, which is typically determined by the value of a number of
parameters of the algorithm, hereafter referred to as hyperparameters;1 optimizing them is then
the first issue. The second problem is the selection of the optimal number of iterations of the
online learning algorithm, i.e. the definition of an optimal stopping criterion.

In this paper, we focus on these issues and propose solutions in the context of SMT and
CAT. Our work is an extension of Mathur et al. (2013), where three different hyperparameters
are considered. Here, we are going to investigate techniques for optimizing those same three
parameters, but in principle could be applied to any arbitrary number of hyperparameters.

1They are so called to distinguish them from the parameters of the models under analysis.
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