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Executive Summary 

This document represents the final report from WP6 of the Mobile Cloud Networking (MCN) project. 

Outcomes are presented in three main sections outlining the functional prototype proof-of-concept 

(PoC) in relation to the end-to-end scenario, updated MCN architecture and description of the integrated 

testbed supporting the PoC evaluation, the PoC evaluation itself and finally the business evaluation. The 

bulk of the document is focused on the functional and non-functional evaluations, outlining the 

performance of each individual service and subsequent integrations, in comparison to legacy systems. 

This is followed by the analysis of the subsequent business opportunities for the telecommunication 

industry, starting with a comparison of the contrasting business models, namely data centre ownership 

and on-demand pay-as-you-go cloud services. 

Some of the key highlights of this evaluation were: 

The functional evaluation of DSS and IMS PoCs demonstrate that the many services are integrated 

correctly and enable DSS players to receive content, or users to perform calls on 3GPP networks for the 

DSS PoC and IMS PoC respectively. 

The evaluation showed major improvements in the different phases of cloud service lifecycle and 

orchestration, for instance “init” and activation phases are reduced about 8 times (from 278s to 24s). 

These gains had an impact in the time to deliver an overall service composition of the three scenarios. 

Inter-region networking remained a challenge in the evaluation due to the delay of the network between 

the two connections (Eurecom and Bern at 30ms RTT). However, even with this restriction, smaller 

number of subscribers (e.g. specialised M2M services) can be supported. In other configurations, we 

foresee to have a proper RAN and EPC service deployed on top of virtual network environments that 

will be deployed together at the edge cloud node. 

Interoperability is shown between different testbed solutions, relying on OpenStack, CloudSigma or 

SmartDataCenter, which has been accomplished by a decentralised testbed deployment. 

The cloud-based system is able to adapt well to the load introduced by a high number of DSS players 

(7500), packet core or IMS users. This is a result of fully taking avail of the on-demand nature of cloud 

computing. 

In summary, the MCN proof-of concept provided a set of innovative features especially in regard to the 

composition of the end-to-end services as well as in the area of bringing cloud-native features to the 

different network functions implementations. By this, an essential step into the adoption of the 

technology was achieved. This step accelerates the adoption of the technology by providing practical 

hands-on technical know-how as reported into this deliverable. 
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1 Introduction 

This document reports on the MCN work on prototype integration, experimentation, demonstration and 

evaluation carried during the third year of the project (M25-M36). It updates Deliverable D6.2 (Initial 

Report on Testbeds, Experimentation and Evaluation, M24) and builds upon the plans provided on 

Deliverable D6.3 (Final Report on Integration and Evaluation Plans, M26), as well as on the outcomes 

of previous work packages. 

1.1 Motivation, objectives and scope 

In line with the MCN Description of Work, this report covers the following activities:  

 Overall prototype integration (Task T6.3), including the integration and interconnection of the 

different component blocks, infrastructure components, mobile cloud components and platform 

components into the final functional prototype. This task is now finalized and, apart from minor 

improvements until M42, this document provides the final report on platform integration and 

platform deployment for implementing the three Proof-of-Concept (PoC) scenarios envisaged for 

demonstration and evaluation purposes. 

 Preparation and maintenance of the interconnected testbeds that support the MCN integration, 

demonstration and evaluation activities (Task T6.4). This task formally closed on M36, but 

maintenance of the testbeds will be carried out until the end of the project in order to support the 

extended evaluation work planned up to M42. 

 Experimentation and evaluation activities (Task T6.5), including functional and non-functional 

testing and evaluation of the integrated MCN services. This deliverable reports the evaluation 

activities carried out until M36, and will later be complemented with the extended evaluation work 

planned for M37-M42 (Deliverable D6.5). 

In addition to those WP6 activities, this deliverable also includes an analysis of the potential financial 

implications of the different operation models enabled by the MCN concept. This latter addition results 

from the outcomes of Y2 review, namely the cancelation of Deliverable D2.6 and the request for 

additional cost/savings analysis – the consortium considered D6.4 was the best available option for 

including such an analysis, despite the slight deviation of the original scope intended for this deliverable. 

1.2 Structure of the document 

The core of the deliverable consists of three main sections, according to the logical sequence of activities 

undertaken by WP6 in Y3: 

 Section 2 describes and discusses the three Proof-of-Concept (PoC) reference scenarios that were 

elected for demonstration and evaluation purposes: Digital Signage System (DSS), IP Multimedia 

System (IMS) and Follow-Me-Cloud (FMC).  

 Section 3 provides a description of the final MCN architecture, with particular focus on how the 

various components have been integrated and work together in each of the three PoC scenarios and 

on the challenges faced in the actual implementation of those PoC scenarios. This section also 

describes the integrated testbeds that directly support the demonstration and evaluation activities, 

including a brief description of each of the testbeds and how they were integrated. This section also 

discusses the two main open source platforms supporting the integrated testbed (OpenStack and 

OpenShift) and the solutions devised for performance evaluation in the scope of the integrated 
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testbed. Overall, this section provides the required background for understanding the 

experimentation work reported next.  

 Section 4 describes the experimentation and evaluation work carried out in the scope of the three 

PoC scenarios. We start by describing the experimentation and evaluation methodology and process, 

and afterwards we present and analyse the results of the results of the evaluation (functional and 

non-functional). 

Two additional evaluations are organized as autonomous sections: 

 Section 5 evaluates infrastructure foundational components, namely the RAVA Management & 

Orchestration Method and the QoS extensions to OpenStack. RAVA was proposed by NEC at a 

later stage of the project. QoS extensions were contributed mainly by NXW. We opted for adding a 

separate section specifically focused on these infrastructural foundational components due to their 

nature, which is orthogonal to the PoC scenarios. 

 Section 6 presents the already mentioned cost-oriented analysis requested in the scope of Y2 review. 

Again, we opted for a separate section since this evaluation was not integrated into the general 

evaluation plans covered by the previous sections. 

Section 7 finalizes the document with an overall discussion of the MCN PoC experimentation and 

evaluation. 

This document also includes several appendices: 

 Appendix A presents additional results of the OpenShift performance evaluation. 

 Appendix B adds details of the business evaluation for the distinct use cases considered. 

 Appendix C completes the information of DSS PoC evaluation by adding integration details with 

specific services and monitoring metrics in this scenario. 

 Appendix D provides an analysis of the Virtual Radio Resource Management performance 

evaluation in RANaaS with Open Air Interface support. 

 Appendix E introduces extensive evaluations conducted in Y3 for EPCaaS, considering 

virtualization performance of core network elements. 

 Appendix F introduces updates on the non-functional evaluation of IMS as a Service, conducted 

during Y3 due to the updates in OpenShift. 

 Appendix G presents the results of the non-functional evaluation of DSSaaS. 

 Appendix H highlights the results of the non-functional evaluation of DNSaaS support service. 

 Appendix I depicts the results of the non-functional evaluation of MaaS support service. 

 Appendix J presents a detailed evaluation of RCBaaS, including functional and non-functional 

aspects of this service. 

 Appendix K depicts the non-functional evaluation of AAAaaS. 

 Appendix L complements the information of the IMS PoC evaluation. 
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1.3 Relation with other deliverables 

As one of the final MCN documents, this document relates with and builds upon many of the previous 

project deliverables. Nonetheless, the following deliverables should be explicitly mentioned: 

 The plans for the integration and evaluation work carried out in this deliverable were presented in 

Deliverables D6.1 and D6.3. 

 A previous report on testbeds, experimentation and evaluation was already provided in M24 

(Deliverable D6.2). Nonetheless, this document is not a mere extension or update of D6.2, since its 

scope is broader and its structure is quite different. 

 The integration work is based on the overall MCN architecture reported in Deliverables D2.2 and 

D2.5, as well as on the components produced by WP3, WP4 and WP5. 

 Evaluation plans and the selected PoC scenarios derive from the reference scenarios and 

requirements defined in Deliverable D.2.1. 

Along the document we try to keep balance between conciseness (avoiding repeating content from those 

deliverables) and readability (summarizing some of the key assumptions on which D6.4 builds upon). 

Nonetheless, we do assume the reader is already familiar with those previous documents. 
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2 MCN Proof-of-Concept 

This section provides an overview of the three MCN Proof-of-Concept (PoC) evaluation scenarios, 

including a first discussion of the motivations behind the definition of these scenarios – in the scope of 

the MCN evaluation and demonstration – and an overview of each of these scenarios. The integrated 

PoC prototypes experimentation and evaluation is described and analysed later on. 

2.1 Introduction 

The final MCN demonstrations include End-to-End MCN applications, such as IP Multimedia System 

(IMSaaS) and Digital Signage Service as a Service (DSSaaS). Both IMSaaS and DSSaaS, as proposed 

in the project, enable a Mobile Virtual Network Operator (MVNO) or a Mobile Network Operator 

(MNO) to include in its service offering calls and distribution of content in digital signage players (such 

as LCD screens distributed throughout several cities). 

For instance, the DSSaaS scenario manages all the content for Digital Signage players, by sharing the 

load between the diverse components of DSSaaS. In this perspective, the Load Balancing Service 

(LBaaS) is used to enable efficient load sharing in DSSaaS. In this line, the Information Content 

Network Service (ICNaaS) supports the follow-me-cloud (FMC) paradigm, allowing DSS players to get 

enhanced response time and availability of data considering the mobility predictions of MOBaaS. 

DSSaaS components are also monitored by the Monitoring Service (MaaS), which is combined with 

Service-Level Agreement (SLAaaS) to control the service-level agreements (checking whether they are 

satisfied or not). In addition, the Rating, Charging and Billing (RCBaaS) allows billing the Enterprise 

End Users (EEUs) according to the resources used by the different services deployed. The DNSaaS 

support service is also employed to manage the DNS information (e.g. A and CNAME records) of the 

diverse components of DSSaaS. The authentication and authorization through the AAAaaS brings the 

Single Sign On advantage to DSSaaS and related services. Moreover, the MCN testbed provided by 

EURECOM is employed to support the Radio Access Network service (RANaaS) with Open Air 

Interface (OAI) to allow the connection of mobile users to the mobile wireless network. Other services, 

such as Evolved Packet Core (EPCaaS), are used to manage the subscribers that can connect to the 

network, among other features. For evaluation and demonstration purposes the EPCaaS is placed on 

another testbed (to emulate, for instance, a higher number of computation resources). The establishment 

of calls (e.g. video or voice) and conference support is enabled by the IP Multimedia System Service (I

MSaaS), which assures all the necessary signalling to set up calls or messaging.  

As a demonstration storyboard, ECO, a fictitious MVNO, manages various services in IMSaaS and 

DSSaaS. The flow of events includes the deployment of services in both scenarios, as well as their 

provisioning (configuring the service with endpoints of other services, for instance IMSaaS with the 

endpoint of DNSaaS, or DSSaaS with the endpoint of ICNaaS). In addition, dynamic mechanisms for 

scaling the services are also included, considering the respective load of each service. The elasticity 

aims to accommodate the load introduced with a high number of DSS players, which require ICNaaS, 

DSSaaS and DNSaaS to adjust to meet a certain quality in the contents provided to DSS players. For 

instance, ICNaaS scales out to include more CCNx routers to provide contents (e.g. video files, pictures) 

to the DSS players. The load introduced by the peak of users performing registrations, for instance, may 

require IMSaaS and DNSaaS to scale out to meet such load. ECO, as an EEU, is also interested in 

disposing services not required anymore. 
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As already discussed in previous deliverables, it should also be noted that there are two dimensions of 

objectives relative to the MCN demonstration: functional and non-functional. The functional objective 

of MCN is to demonstrate the advanced functional capabilities of MCN, in particular the end-to-end 

orchestration of a complete service consumed by real applications and its functionality. On the other 

hand, the non-functional objective is to demonstrate advanced performance capabilities and optimisation 

features – i.e. to go beyond pure deployment and orchestration towards smart placement of services and 

elasticity during run-time of a service instance of composed set of MCN services. 

The integrated MCN scenario is presented in Figure 1. This integrated scenario encompasses a large 

number of services and components, whose relevance greatly varies from Use Case to Use Case (thus 

making it difficult to have a single, coherent demonstration involving and highlighting the relevance of 

all MCN services). 

 

Figure 1 – Integrated MCN scenario 

In light of this situation, and also taking into consideration the wide scope of MCN and the objectives 

of MCN demonstrations and associated storyboards, as well as the bi-dimensional objectives, three 

Proof-of-Concept scenarios were devised for structuring and focusing MCN evaluation and 

demonstration activities: 

 The Digital Signage System (DSS) PoC evaluates Over-the-Top (OTT) applications for playing 

content through digital signature services. 

 The IP Multimedia System (IMS) PoC evaluates the support of video and voice for mobile users. 

 The Follow-Me-Cloud (FMC) PoC, involving MOBaaS and ICNaaS. This PoC scenario was added 

at a later stage (after the release of Deliverable D6.3) for better evaluating and demonstrating the 

capabilities of mobility prediction and dynamic content placement. It is particularly important to 

show how Information-Centric Networking (ICN) technologies can be fostered by prediction and 

how both services support the Follow-me-Cloud concept. It would have been possible to integrate 

FMC into the DSS PoC, in order to keep only two PoC scenarios. However, we felt this option 

would result in a less focused PoC, negatively affecting evaluation and demonstration work. 

Table 1 summarizes the requirements that are met in each PoC scenario. Overall these three PoC 

scenarios cover all the components of the MCN framework, illustrate representative end-to-end 
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applications scenarios and cover the relevant requirements and evaluation objectives set for MCN. 

Furthermore, structuring the work around these three PoC scenarios improved the organization of 

integration, evaluation and demonstration activities. 

Each of these three PoC scenarios is described next, including an overview of the integration results. 

Table 1 – Proof-of-Concept requirements 

Requirement PoC Scenario Strategic Evaluation Objective 

On-Demand  
Service Instantiation 

All 
DSS and IMS PoC can be instantiated on demand, 
according to EEU business needs 

Automated  
Service Scaling 

IMS and DSS 
Services in the PoC support scale-in and scale-out 
functionalities according to the load of the system 

Service Performance IMS and DSS 
DSS and IMS PoC must ensure their functionalities 
according to acceptable quality levels (e.g. delay 
operations in eNB) 

Cost Efficiency IMS CAPEX & OPEX reduction 

Time Efficiency All Faster availability  

Support of  
pay-as-you-go models 

IMS and DSS Charging based on used resources 

Service continuity IMS and DSS 
Provide service within acceptable quality  
in case of failures, scaling or upgrade events. 

2.2 Digital Signage System PoC 

The DSS PoC scenario evaluates Over-the-Top (OTT) applications playing content through digital 

signature services. This scenario is based on a fictitious MVNO, ECO, that requires the deployment of 

a Digital Signage Service, IntellyDS, that needs to integrate and orchestrate all service components 

required for a DSS system. 

Besides the DSSaaS service, the deployment of the DSS system requires other services from the cloud 

infrastructure and network provider, such as AAAaaS for authentication and authorization, performance 

monitoring of services and instances (MaaS) and SLA assurance (SLAaaS). ICNaaS is also required to 

enhanced content distribution (e.g. based on the location of football fans, or according to their 

preferences). The RCBaaS will be used for allowing ECO to be charged by the resources consumed by 

DSSaaS and related services (resources that include, for instance, storage and compute resources of 

different cloud providers). Once appropriately placed and instantiated, these service components are 

managed during runtime by appropriate and suitable algorithms (including scaling-out/-in operations). 

Figure 2 presents an overview of the DSS PoC scenario, including the integrated services and interfaces 

it encompasses. 
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Figure 2 - DSS PoC overview 

The final status of the scenario corresponds to the full set of services that support the functionalities of 

DSS, which consist on uploading and downloading contents, creating playlists and displaying content 

on players, as previously discussed in Deliverable D6.2. 

The next subsections describe the services integration and the activities that were undertaken to achieve 

a functional DSS PoC for evaluation. 

2.2.1 Services integrated into the DSS PoC scenario 

The DSS PoC scenario is composed of several MCN services that are integrated either through explicit 

interfaces or through implicit dependencies through the MCN platform. The services integrated in the 

final DSS PoC are presented in Table 2.  

Deliverables D6.2 and D6.3 contain additional detail regarding the services integrated into this PoC 

scenario and the preparation plans that motivated the final set of services integrated into the DSS PoC.  

All services originally selected were integrated and tested, except for MOBaaS and RANaaS/EPCaaS, 

which were shifted for other PoC scenarios: MOBaaS is now evaluated in the FMC PoC scenario (cf. 

Section 2.4) and RANaaS/EPCaaS is now evaluated in the IMS PoC scenario (cf. Section 2.3). 
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Table 2 – DSS PoC integrated services 

MCN Service Integration 
status 

Description 

AAAaaS 
Yes 

Authentication and authorization among DSS service and 
other MCN services. 

CDNaaS Yes CDN distribution of DSS content for faster response time. 

DBaaS Yes Storing information related to DSS service. 

DNSaaS Yes Additional dynamic between DSS main services and SICs. 

IaaS/CC Yes On-Demand deployment and disposal of DSS instances. 

ICNaaS 
Yes 

Smart content location through CDNaaS and DSSaaS 
integration. 

LBaaS Yes Load balancing between multiple DSS CMS instances. 

MaaS Yes Monitoring and measurements. 

MOBaaS No This service is now evaluated in the FMC PoC scenario. 

RANaaS/EPCaaS No This service is now evaluated in the IMS PoC scenario. 

RCBaaS Yes Billing services for DSS service. 

SLAaaS Yes Ability to control service agreements. 

2.2.2 Integration activities in the scope of the DSS PoC scenario 

When Deliverable D6.3 was submitted the integration of the DSS PoC scenario was believed to be 

around 80% complete. However, final integration work was harder than originally planned and in 

practice most of the effort was made after D6.3. During the final integration phase and the overall testing 

of the PoC several challenges were faced and overcome. Additionally, several services were updated in 

order to support additional functionalities required. 

The main challenges identified during the integration and testing activities are summarized in Table 3.  

Overcoming those integration challenges required a common effort of all involved partners. These 

activities took place during more than 6 months, and included: 

 Weekly analysis and planning meetings: the analysis and planning of the status of the integration 

and testing of the DSS PoC was done in the WP6 weekly conference calls managed by ONE. 

 Daily integration and testing: over several months’ daily collaborative integration meetings 

(supported mainly by Skype chats, Skype calls and Hangout sessions) occurred either with all DSS 

PoC service owners or in dedicated and focused smaller groups to address specific issues. These 

daily sessions were managed by STT. 

 Integration meetings: during the integration and testing period several physical meetings were held 

for addressing specific challenges. 
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The evaluation of the DSS PoC scenario only started once a stable and tested version of MCN platform 

became available. Despite the efforts, during the evaluation several issues were identified and addressed 

(cf. Table 3). 

Table 3 – DSS PoC integration and testing main challenges 

Challenge Description 

Service Dependencies For the End-to-End service orchestration all the services composing 
the DSS PoC need to express their dependencies (e.g. AAAaaS, 
requires the MaaS endpoint). This imposed some limitations on the 
parallelization of deployments and services that could be performed. 

Upgrade to OpenShift v3 The whole Service Orchestration has been modified to operate on 
OpenShift v3. Such modifications included code changes and 
preparation of docker container images. This was also a challenge in 
the integration of services that were prepared for the prior version of 
OpenShift.     

MCN SDK and libraries In order to include the last version of MCN SDK and SM libraries, a 
base docker image (e.g. mcn_base_ops)  was used in order to 
facilitate building the docker images of the several services in this 
PoC. 

Optimization of Service  
Instance Images 

For enhancing the deployment and provisioning of the DSS E2E, the 
images of services had to be optimized. Such optimization included 
the compression of images and the removal of unnecessary system 
libraries. 

Heterogeneous testbeds The employment of different testbeds with specific technologies and 
versions of OpenStack lead to different deployment and provisioning 
times, requiring support from the MCN SM libraries for managing 
deployments with resilience mechanisms (e.g. retry on failures).  

Testing of scalability and 
fault tolerance  

The evaluation of scalability and fault tolerance of services in the 
DSS PoC required several tests for determining the best 
configurations of scaling mechanisms, according to the loads 
introduced by the different DSS players. 

Performance evaluation Performance testing required development and optimization of a 
performance tool to emulate player behaviour, as well as the 
execution of previous tests to evaluate performance deltas based on 
number of ICN layers available for the players.  

It was also necessary to create adequate test datasets to emulate 
production environments (e.g. content files following a gamma 
distribution for sizes and request lists following zipf distributions for 
performance tool queries). 

For performance evaluation we also tried to check performance 
differences between UDP and TCP, mainly to show the benefits of 
UDP due to the lower overhead for media file transfers. However, 
Neutron was not working properly for UDP traffic in the existing 
testbeds, leading to transfer rates with over 90% performance loss 
compared with TCP. 

Integration with SLA Required the development of a separate module to request available 
SLA agreements, linking and signing the agreement for a specific 
group of SLO terms by the EEU. Additional integration with MaaS (for 
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sending parameters related with the agreed SLO terms) was also 
necessary, in order to detect violations and keeping SLA aware of the 
names used to register SICs in MaaS. 

Integration with AAA For integrating DSS with AAA an extension for CMS components 
was developed to automatically register Players through AAA-Profile 
API, after creating them. Also, the CMS-DSS image was modified to 
deploy a WSSO Agent, and a Chrome extension was developed for 
performing auto log in through AAA-OpenAM. 

Integration with RCB Additional developments were required to push Players’ status 
information (received from Player events) to MaaS, after converting 
them to valid CDR formats, thus enabling Pay-as-you-go for the 
composed scenario.  

A plugin for collecting MaaS information and sending it to the internal 
RCB service queues was also implemented, as well as mechanisms 
for keeping RCB aware of the names used to register all SIC in 
MaaS. 

Integration with Ceilometer was also put in place, in order to grab 
openstack resource utilization for completing data collection. 

2.3 IP Multimedia System PoC 

The IMS PoC scenario enables video and voice for mobile users connected to 3GPP networks. This 

scenario is based on a fictitious MVNO, ECO, that requires the deployment of the FootballNow service 

and aims to integrate and orchestrate all the service components required by an IP Multimedia System 

(IMS) Service. 

 

Figure 3 - IMS PoC overview 

Besides IMSaaS, the deployment of the IMS system requires other services from the cloud infrastructure 

and network provider, such as RANaaS/EPCaaS for the UE attachment to the 3GPP network, 

performance monitoring of services and instances (MaaS) and DNSaaS for translation of domain names 

for IMS clients. ANDSFaaS is also required to enhance the network selection on the UE mobile devices 

(e.g. based on user policies). The RCBaaS will be used for allowing ECO to be charged by the resources 
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consumed by the FootballNow service (e.g. storage and compute resources of different cloud providers). 

Once appropriately placed and instantiated, these service components will be managed (e.g. scaled-out/-

in) during runtime by appropriate and suitable algorithms. 

Figure 3 presents an overview of the IMS PoC scenario, including the services and interfaces which 

were integrated in the scope of the scenario. The final status of the scenario corresponds to a full set of 

services that enable the functionalities of IMS, which consists of all the signalling for voice and video 

calls in 3GPP networks, as described in Deliverable D6.2. 

The next subsections describe the services that were integrated and the activities that were undertaken 

to achieve a functional DSS PoC for evaluation. 

2.3.1 Services integrated into the IMS PoC scenario 

The IMS PoC scenario is composed of several MCN services that are integrated either through explicit 

interfaces or through implicit dependencies through the MCN platform. The services integrated in the 

final IMS PoC are presented in Table 4. 

Deliverables D6.2 and D6.3 contain additional detail regarding the services integrated into this PoC 

scenario and the preparation plans that motivated the final set of services integrated into the IMS PoC.  

All services originally selected were integrated and tested, except for AAAaaS, SLAaaS and MOBaaS, 

which were shifted for other PoC scenarios: AAAaaS and SLAaaS are now evaluated in the DSS PoC 

scenario (cf. Section 2.2) and MOBaaS is now evaluated in the FMC PoC scenario (cf. Section 2.4). 

Table 4 – IMS PoC integrated services 

MCN Service 
Integration 

status 
Description 

AAAaaS No This service is now evaluated in the DSS PoC scenario. 

DBaaS Yes Storing information related to IMS service. 

DNSaaS Yes Additional dynamic between IMS main services and SICs. 

IaaS/CC Yes On-Demand deployment and disposal of IMS instances. 

MaaS Yes Monitoring and measurements. 

MOBaaS No This service is now evaluated in the FMC PoC scenario. 

RANaaS/EPCaaS Yes 
Enabling attachment of User Equipment to the network, and 
enabling core functionalities for 3GPP network (eNB). 

RCBaaS Yes Billing services for IMS service. 

SLAaaS No This service is now evaluated in the DSS PoC scenario. 

ANDSFaaS Yes 
Enabling intelligent selection of network on the UE, according 
to the configuration of EEU policies. 
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2.3.2 Integration activities in the scope of the IMS PoC scenario 

Despite the intrinsic differences between the two PoC scenarios, the integration process for the IMS 

PoC showed remarkable similarities with the DSS process already discussed: when Deliverable D6.3 

was submitted the integration of the IMS PoC scenario was also believed to be around 80% complete. 

However, these estimations were too optimistic, and the final integration work was harder than originally 

planned. During the final integration phase and the overall testing of the PoC several challenges were 

faced and overcome. Additionally, several services were updated in order to support additional 

functionalities required. 

The main challenges identified during the integration and testing activities are summarized in Table 5. 

Overcoming those integration challenges required a common effort of all involved partners, following 

an approach similar to the one already reported for DSS: 

 Weekly analysis and planning meetings, with the analysis and planning of the status of the 

integration and testing of the IMS PoC in the WP6 weekly conference calls managed by ONE. 

 Daily integration and testing: over several months’ daily collaborative integration meetings 

(supported mainly by Skype chats, Skype calls and Hangout sessions) occurred either with all IMS 

PoC service owners or in dedicated and focused smaller groups to address specific issues. These 

daily sessions were managed by TUB. 

 Integration meetings: during the integration and testing period several physical meetings were 

required in order to address specific challenges. 

The evaluation of the IMS PoC scenario only started once a stable and tested version of MCN platform 

became available. Despite the efforts, during the evaluation several issues were identified and addressed 

(cf. Table 5). 

Table 5 – IMS PoC integration and testing main challenges 

Challenge Description 

Service Dependencies For the End-to-End service orchestration all the services composing 
the IMS PoC need to express their dependencies, for instance, 
IMSaaS requires the MaaS endpoint. This imposed some limitations 
on the parallelization of deployments and services. 

Upgrade to OpenShift v3 The whole Service Orchestration has been modified to operate on 
OpenShift v3. Such modifications included code changes and 
preparation of docker container images. This was also a challenge in 
the integration of services that were prepared for OpenShift v2. 

MCN SDK and libraries In order to include the last version of MCN SDK and SM libraries, a 
base docker image (e.g. mcn_base_ops)  was used in order to 
facilitate building docker images of several services in this PoC. 

Optimization Service 
Instance Images 

For enhancing the deployment and provisioning of the DSS E2E, the 
images of services had to be optimized. Such optimization included 
images compression and removal of unnecessary system libraries. 

Heterogeneous testbeds The employment of different testbeds with specific technologies and 
versions of OpenStack lead to different deployment and provisioning 
times, requiring support from the MCN SM libraries for managing 
deployments with resilience mechanisms (e.g. retry on failures).  
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Testing of scalability and 
fault tolerance  

The evaluation of scalability and fault tolerance of services in the IMS 
PoC required several tests for determining the best configurations of 
scaling mechanisms, according to the loads introduced by IMS 
Benchmarking and DNSperf tools. 

Performance evaluation Being on a prototype level performance benchmarking is always 
difficult to fully characterize the performance, even more considering 
the distributed type of environment and delays among those systems. 

Integration with DNS The integration with DNS required some changes in the configuration 
of this service due to some issues found with the IMS Benchmarking 
tool. More specifically, the TTL of records and caching support had to 
be deactivated.  

Integration with 
RANaaS/EPCaaS 

The integration at the control plane was achieved with success in the 
first integration tests. Nonetheless, at the data plane it was necessary 
to improve the uplink performance for the RANaaS in the data plane. 

Integration with ANDSFaaS The integration with this service was not planned in the initial PoC, as 
reported in previous deliverables. The added value of such 
integration includes benefits for the EEU, namely in w.r.t. the 
management of the wireless connection. 

Portability of the PoC Working with cloud images made the solution more portable between 
different types of testbed. However, it is usually necessary to perform 
some manual adaptations on the Service Template Graph and 
Infrastructure Template Graph, for the new environment.  

Complexity of the system The integration of many different technologies contributed to the 
creation of a very complex system. While performing functional and 
non-functional evaluation it was required to investigate and analyse 
this system for any type of issue at each different level.  

2.4 Follow-me-Cloud PoC 

The FMC PoC scenario evaluates the Follow-Me-Cloud paradigm for dynamic content placement with 

the support of mobility predictions. This scenario is based on a fictitious MVNO, ECO, that requires the 

deployment of dynamic content placement for playing content at the different locations of registered 

users. For such, it needs to integrate and orchestrate all the service components for enabling the 

migration of content in a before-make handover approach (i.e. mobility prediction) for registered users 

moving between cells. 

Besides the ICNaaS service, the deployment of the FMC system requires other services from the cloud 

infrastructure and the network provider, such as MOBaaS (for mobility predictions) and MaaS 

(performance monitoring of services and instances). FMC components are placed inside ICNaaS, which 

is required to enhance content distribution (e.g. based on the location of football fans, or according to 

their preferences).  

Figure 4 presents an overview of the FMC PoC scenario, including its services and interfaces. The final 

status of the scenario corresponds to the full set of services that support the functionalities of FMC, 

which consist of content migration and content retrieval when users are at new locations, as described 

in Deliverables D5.2 and D5.4. 
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Figure 4 – FMC PoC overview 

The next subsections describe the services integrated for this PoC scenario, as well as the activities that 

were undertaken to achieve a functional FMC PoC for evaluation. 

2.4.1 Services integrated into the FMC PoC scenario 

The services that were integrated into the FMC PoC scenario are described in Table 6.  

Table 6 – FMC PoC integrated services 

MCN Service Integration 
status 

Description 

ICNaaS Yes 
Smart content location and integration with FMC components 
(e.g. FMC Manager and FMC Middleware). 

MaaS Yes Monitoring and measurements. 

MOBaaS Yes 
Enabling mobility predictions of users moving between 
different cells. 

2.4.2 Integration activities in the scope of the FMC PoC scenario 

The FMC PoC scenario was devised to highlight the benefits of mobility prediction and Follow-me-

Cloud concepts in content management for users moving between different networks, providing a more 

focused evaluation and demonstration – when compared to the addition of MOBaaS in the two previous 

PoC scenarios. Table 7 summarizes the main challenges faced during the FMC integration and testing 

activities.  

The approach followed for FMC integration activities is similar to the approaches already reported for 

the other PoC scenarios: 

 Weekly analysis and planning meetings: the analysis and planning of the status of the integration 

and testing of the FMC PoC was done in the WP6 weekly conference calls managed by ONE. 

 Daily integration and testing: over several months’ daily collaborative integration meetings 

(supported mainly by Skype chats, Skype calls and Hangout sessions) occurred either with all FMC 
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PoC service owners or in dedicated and focused smaller groups to address specific issues. These 

daily sessions were managed by ONE. 

 Integration meetings: during the integration and testing period several physical meetings were held 

for addressing specific challenges. 

Table 7 – FMC PoC integration and testing main challenges 

Challenge Description 

Service Dependencies For the End-to-End service orchestration all the services composing 
the IMS PoC need to express their dependencies, for instance, 
ICNaaS requires the MaaS endpoint. This imposed some limitations 
on the parallelization of deployments and services. 

Upgrade to OpenShift v3 The Service Orchestration has been modified to operate on 
OpenShift v3. Such modifications included code changes and 
preparation of docker images. This was also a challenge in the 
services integration that were prepared for OpenShift v2.  

MCN SDK and libraries In order to include the last version of MCN SDK and SM libraries, a 
base docker image (e.g. mcn_base_ops) was used to facilitate 
building the docker images of the several services in this PoC. 

Optimization Service 
Instance Images 

For enhancing the deployment and provisioning of the FMC PoC, the 
services images were optimized. Such optimization included images 
compression and removal of unnecessary system libraries. 

Heterogeneous testbeds The employment of different testbeds with specific technologies and 
versions of OpenStack lead to different deployment and provisioning 
times, requiring support from the MCN SM libraries for managing 
deployments with resilience mechanisms (e.g. retry on failures).  

Integration with MOBaaS The FMC MP middleware was introduced to allow the interfacing with 
MOBaaS, namely to handle the requests for mobility predictions, as 
well as to process the information received from MOBaaS.  

Historical traces of user’s 
movement for MOBaaS 

The MOBaaS prediction algorithm performs predictions based on the 
historical traces of user’s mobility, which currently are not provided by 
other services in MCN. As a solution, we used offline trace data1 that 
includes real trace data for 100 users over a period of 2-6 months. 

The computation overhead 
of prediction algorithms in 
MOBaaS 

The prediction algorithm is subject to a certain amount of 
computation overhead, which is dependent on the size of the 
historical movement traces (number of users, length of the traces, 
etc.). A prediction calculation using the full set of the data trace may 
lead to a computation period of few minutes, which is not possible to 
be shown in a live evaluation and demonstration. Given such a small 
fraction of the data set has been chosen to allow evaluation in live 
FMC demonstrations. 

 

                                            
 
1 https://www.idiap.ch/dataset/mdc/ 
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3 MCN Architecture and Integrated Testbed 

This section provides a very brief introduction to the MCN architecture and describes the integrated 

testbed infrastructure that supported the deployment and evaluation of the MCN framework. Next, we 

discuss the two open source platforms used in the project, OpenStack and OpenShift – based on the 

experience obtained during the WP6 activities – and we describe how we included support for 

performance evaluation inside the MCN architecture. 

3.1 MCN Architecture 

The MCN Architecture aims at optimizing CAPEX/OPEX by offering the same service at a lower cost 

or with greater profit, and incentivizing the use of new and innovative services by efficiently leveraging 

the vast amounts of infrastructure available. 

The MCN service management framework consists of two main areas: the lifecycle and the key MCN 

architectural logical entities, as defined in Deliverables D2.5 and D2.2. 

The MCN lifecycle, illustrated in Figure 5, is composed of six phases: design, implementation, 

deployment, provisioning, operation & runtime management, and disposal (cf. Deliverable D2.5, 

Section 1.2.1). 

 

Figure 5 – MCN lifecycle 

MCN architectural logical entities, illustrated in Figure 6, include three key entities: Service Manager, 

Cloud Controller and Service Orchestrator (cf. Deliverable D2.5, Section 1.2.2). 

 

Figure 6 – MCN architectural logical entities 
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The MCN architecture was developed and deployed in the MCN testbeds according to the specifications 

detailed in Deliverables D3.3 (especially Section 3.2) and D6.2 (mainly Section 3). 

The MCN infrastructure is supported by two main open source platforms: OpenStack’s Infrastructure-

as-a-Service (IaaS); and OpenShift’s Platform-as-a-Service (PaaS). Figure 7 shows how they fit into the 

MCN orchestration architecture. 

 

Figure 7 – MCN orchestration architecture 

3.2 Integrated Testbed 

In this section we first describe the overall MCN testbeds architecture and the integration strategy we 

followed to achieve a distributed-cloud environment. Afterwards, we present the most relevant 

characteristics of each testbed. Finally, we describe the multi-region approach for all testbeds. For 

additional information regarding the testbeds please refer to Deliverables D6.1 (mainly Section 4) and 

D6.2 (mainly Section 3). 

During the MCN project several testbeds were deployed, interconnected and maintained for 

experimentation and evaluation purposes. Table 8 lists the key MCN testbeds used in WP6, their location 

and the responsible MCN partner. In addition to these testbeds, smaller testbeds were also used for 

conducting isolated testing and evaluation tasks. 

Table 8 – Key MCN testbeds 

Testbed name Location Responsible Partner 

CloudSigma Zurich, Switzerland CS 

EURE Sophia Antipolis, France EURECOM 

Bart Zurich, Switzerland ZHAW 

UBern Bern, Switzerland UBERN 

Burns Zurich, Switzerland ZHAW 

Intel Leixlip, Ireland INTEL 
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As service provisioning and integration progressed on the reference testbeds (especially Bart and 

UBern), services were incrementally migrated to other testbeds, including non-OpenStack testbeds. 

Table 9 identifies the different IaaS frameworks and regions (MCN full OpenStack deployment) of the 

key MCN testbeds.  

Table 9 – MCN testbed platforms 

Testbed name IaaS Other Region name 

CloudSigma 
CloudSigma 
proprietary stack with 
Heat support 

None ZurichCloudSigma 

EURE OpenStack, LXC None EURE 

Bart OpenStack, KVM 
OpenShift, 
Identity 
Provider 

RegionOne 

UBern OpenStack, KVM None UBern 

Burns 
SmartDataCenter,  
KVM & Containers 

None 
WinterthurSDC & 
WinterthurSDCKilo 

Intel OpenStack, KVM None Intel 

 

Figure 8 illustrates the MCN OpenStack deployment (regions) and the different services offered. All 

regions at a minimum support the OpenStack Heat service, which is used to provide the basic resources 

that enable each service instance. All regions use the identity provider of RegionOne (Bart). This allows 

users to consume services in all regions with a single set of credentials (as discussed in Section 3.2.2). 

 

Figure 8 – MCN testbeds regions 

Currently all Service Managers (SM) are located on ZurichCloudSigma (CS). The Cloud Controller is 

located on RegionOne (Bart). Service Orchestrators are located in OpenShift at RegionOne (Bart). 

Services are spread throughout all testbeds depending on the specific PoC or service requirements. 

Next, each of the individual testbeds is described in more detail, followed by the description of the 

adopted multi-region approach. 
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3.2.1 Testbeds specifications 

Bart (ZHAW) 

Bart is located in Winterthur and is operated by the ICCLab, ZHAW. It offers all the basic OpenStack 

services, including Nova with KVM, Glance, Cinder, Neutron and Heat. The OpenStack version is Kilo. 

Bart consists of multiple servers and has a total of 64 cores, 377 GB RAM, 5.5 TB disk and 44 floating 

IPs available. This OpenStack installation is responsible for region RegionOne.  

Bart was installed using the tool packstack2. First all servers were installed with CentOS 7 and then 

OpenStack was installed using packstack. A customized packstack answerfile was created to deploy the 

required OpenStack, which included the selection of OpenStack Heat (disabled by default), correct 

network settings (incorrectly set by the automatic installer) and the activation of specific Neutron 

Plugins (FWaaS, LBaaS and Metering). 

Additionally, Bart/RegionOne is an Identity Provider, a service that allows users to authenticate and get 

a token to interact with other services. The Identity Provider service is implemented with OpenStack 

Keystone. All the other regions use this service as their Identity Provider. For further information about 

the multi-region Keystone implementation, refer to Section 3.2.2. 

The MCN PaaS, OpenShift, is hosted in RegionOne and is used by the orchestration. Bart hosts 

OpenShift v2 and OpenShift v3, but the final version of the MCN PoCs only use OpenShift v3. For 

further information about OpenShift deployment and configuration in MCN refer to Section 3.3. 

UBern (UBERN) 

Ubern testbed resides in Bern, Switzerland and is operated by the CDS group of the University of Bern. 

It offers all essential services, including OpenStack Nova with KVM, Glance, Cinder, Neutron and Heat. 

The OpenStack version is Juno running on Ubuntu 12.04. This OpenStack installation is responsible for 

region UBern. 

Ubern consists of a cloud controller, computing node (Dell PowerEdge R520), and a storage device 

(Dell PowerVault MD3800i). It operates 32 cores, Intel(R) Xeon(R) CPU E5-2450 v2 @ 2.50GHz, 192 

GB RAM, 2.3 TB HDD for nova-compute filesystem, 9.0 TB HDD for the cinder block storage, and 120 

floating IPs (in the 130.92.70.128/25 network range). UBern Internet connection is not limited by any 

access rules, allowing all Internet traffic to reach the virtual machines (with floating IP) allowing the 

definition of the desired network security level to be defined per virtual machine (important requirement 

to the agile and successful integration of MCN services). 

This testbed was installed by using the Mirantis Fuel tool3, which is an open source deployment and 

management tool for OpenStack. The storage configuration (iSCSI/Multipath) and the integration with 

Bart’s keystone were performed manually by UBERN. 

Eurecom (EURECOM) 

Eurecom testbed is a small size OpenStack (LXC based) deployment for radio access network service 

located at Sophia Antipolis, France, and managed by Eurecom. The OpenStack version is Juno running 

on Ubuntu 14.04. It includes OpenStack Nova with Linux Containers (LXC), Glance, Neutron and Heat. 

                                            
 
2 https://github.com/stackforge/packstack 
3 https://www.mirantis.com/products/mirantis-openstack-software 

https://github.com/stackforge/packstack
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The OpenStack server is directly connected to a NI/ETTUS USRB B210 radio frontend (2x2 MIMO). 

The hardware and software platforms are provided by EURECOM/OpenAirInterface, while the 

OpenStack installation was mainly performed by the CDS group of the University of Bern. This 

OpenStack installation is responsible for region EURE. 

The setup consists of a Gigabyte Cube with Intel Core i7 4770R running at 3.2 GHz, 4 cores, hyper-

threading, 16 GB RAM, and 240 GB HDD. The cube runs a complete single-host all-in-one OpenStack.  

The radio setup is composed by a commercial LTE-enabled USB dongle (Huawei E398, Bandlux C500), 

a smart-phone (Samsung Galaxy S5), and, optionally, a Faraday Cage. The USB pass-through between 

the host and the guest was implemented in C++ as a patch to libvirt, libvirt_lxc helper. The setup is 

compatible with ordinary Linux-based images for x64 systems having binaries located in the first 

partition of the image. The analogue radio-chain attached to the USRP B210 includes a duplexer and an 

antenna for the 700 MHz spectrum range. 

The setup is provided with 3 public IPs (floating IPs: 193.55.112.80, 193.55.112.81, and 193.55.112.82), 

one for the controller/compute node, one for a virtual router, and one for a VM providing RANaaS. The 

TCP, UDP, and SCTP communication is supported by this setup by applying appropriate firewall rules. 

This OpenStack region uses LXCs to provide appropriate performance to RANaaS. The host runs a 

Linux low-latency kernel with the SCHED_DEADLINE real-time scheduler, which allows the 

OpenAirInterface lte-softmodem (kept in a container) for precise real-time scheduling at the user level, 

as reported in Deliverable D3.4. 

UBern installed the all-in-one setup of OpenStack on the Gigabyte Cube provided by Eurecom following 

the OpenStack installation guide4. UBern also wrote, configured, and applied the USB pass-through. 

CloudSigma (CS) 

CloudSigma develops and deploys a proprietary KVM-based cloud stack with a custom API and has set 

aside a pool of resources exclusively for MCN. Resources are elastically available for MCN service 

owners to consume, including VLANs, floating and static IP addresses. This OpenStack installation is 

responsible for region ZurichCloudSigma. 

The CloudSigma cloud was upgraded to use the latest Intel V3 Intel E5-2697 v3 compute infrastructure 

offering 2.6 GHz per core. The hosts also have RoCE RDMA network cards installed (offering 

Infiniband-like performance), which will allow future research and development of workloads 

demanding low latency performance in the cloud. The testbed was upgraded to SSD-based storage 

solution, now offering triple storage host redundancy and superior IOPS/maximum throughput. 

CloudSigma initially made available a Havana DevStack Heat endpoint, which was superseded with an 

Icehouse RDO deployment5 within a Ubuntu 14.04-based virtual machine. Heat is configured with the 

CloudSigma Heat plugin installed6, together with PyCloudSigma7 (CloudSigma Python library 

necessary to interact with the CloudSigma API). 

                                            
 
4 http://docs.openstack.org/juno/install-guide/install/apt/content/ 
5 https://www.rdoproject.org/ 
6 https://github.com/cloudsigma/cs-heat-plugin 
7 https://github.com/cloudsigma/pycloudsigma 

https://github.com/cloudsigma/pycloudsigma
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Burns (ZHAW) 

Burns is located in Winterthur and is operated by the ICCLab, ZHAW. It offers a Joyent’s Triton8 IaaS 

platform (formerly known as Smart Data Center, SDC) and an OpenStack Heat service. The OpenStack 

Heat service does not offer any typical OpenStack resources, but, through the Burns plugin (developed 

by ZHAW), interfaces with Triton. Burns matches the capabilities of an OpenStack installation by 

offering both KVM based virtual machines as well as containers combined with software defined 

networking. This OpenStack installation is responsible for region WinterthurSDC and 

WinterthurSDCKilo. 

The two regions WinterthurSDC and WinterthurSDCKilo only differ in the version of the OpenStack 

Heat software. While the Heat service in WinterthurSDC is running the OpenStack Juno release, 

WinterthurSDCKilo is running the Kilo release. Both versions of the Heat service run in KVM virtual 

machines that have access to both, the internal admin network of Triton and the public network. 

The installation of Triton followed the Triton documentation9. After Triton installation, the Heat service 

and Burns plugin were installed and configured10. 

Intel (INTEL) 

The Intel testbed is located in Leixlip, Ireland, and is operated by Intel. It consists of a set of HP blades, 

which are dedicated to the MCN project. It runs an OpenStack, which is constantly updated from release 

to release and now features Kilo. Intel hosts an instance of the SLA service, as well as the analytics 

service. This OpenStack installation is responsible for region Intel. 

3.2.2 Multi-Region Keystone 

To enable the users to use their credentials in the whole geographically distributed MCN testbeds cloud, 

a common Keystone service is used, and geographical regions are represented as Keystone regions. The 

OpenStack services offered in each region have their endpoint registered in the corresponding Keystone 

region. 

Each geographic region was installed independently and, at the time of installation, had its own identity 

provider in form of an OpenStack Keystone service. To move to a single central identity provider, 

several tasks are performed. First, the service endpoints for each region are recreated in the now central 

Keystone service. This may be achieved by using the Keystone API, the CLI tools or a shell script (the 

preferred solution in the case of the MCN testbed).  Users and projects that exist only in one region are 

manually added to the central region. At this point, all services still communicate with Keystone in their 

corresponding region. The relevant configuration parameters in all OpenStack services are then changed 

to communicate to the central identity provider.  

All the components are running in the same identity domain, meaning that the EEUs credentials are 

valid throughout all the MCN regions. Figure 9 shows a screen capture of the OpenStack Dashboard 

Horizon with the MCN regions. The same can be accomplished using the OpenStack command line 

interface clients and, most importantly, by the implementation of the various service orchestrators. Note 

that the identity information is equally available in all regions. 

                                            
 
8 https://www.joyent.com/ 
9  https://github.com/joyent/sdc/#installing-sdc-on-a-physical-server 
10 https://github.com/icclab/sdc-heat 

https://github.com/joyent/sdc/
https://github.com/icclab/sdc-heat
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Figure 9 - OpenStack Dashboard with MCN regions 

 

3.3 OpenStack Infrastructure-as-a-Service 

The current deployed version of OpenStack is Juno11, except for the bart testbed (Region Name: 

RegionOne), which uses Kilo12. This upgrade was carried out so that heat templates could be used for 

describing stacks spread over multiple regions. Other than ZHAW’s bart, Icehouse was maintained at 

all sites and all sites have upgraded from Grizzly13 through Havana, Icehouse14 and Juno. Efforts were 

made to keep as close as possible to OpenStack stock (the version that is created by the community), 

except in the area of software defined networking, where specific testbed modifications were made. 

These are described in Deliverable D3.4 and also later in this Deliverable. The management of each 

region was left to the specific operator, with many using reporting tools such as Nagios15 and New 

Relic16. 

Over the course of the MCN project numerous upgrades of OpenStack were carried out. Upgrades of 

OpenStack are still difficult, since when upgrading much state needs to be exported and backed up. This 

state includes the databases where OpenStack persists data, configuration files and virtual machine 

images (held in glance). This process is lengthy and can result in downtime for the particular site being 

upgraded. Nonetheless, deployments of OpenStack were helped greatly by adopting automation 

frameworks like Mirantis Fuel17 and Redhat Packstack18, all Puppet-based19. 

                                            
 
11 https://www.openstack.org/software/juno/ 
12 https://www.openstack.org/software/kilo/ 
13 https://www.openstack.org/software/grizzly/ 
14 https://www.openstack.org/software/icehouse/ 
15 https://www.nagios.org 
16 http://newrelic.com 
17 https://wiki.openstack.org/wiki/Fuel 
18 https://openstack.redhat.com/Quickstart 
19 https://puppetlabs.com 

https://www.openstack.org/software/icehouse/
https://www.openstack.org/software/juno/
https://www.openstack.org/software/grizzly/
https://www.openstack.org/software/icehouse/
https://www.nagios.org/
http://newrelic.com/
https://wiki.openstack.org/wiki/Fuel
https://openstack.redhat.com/Quickstart
https://puppetlabs.com/
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Several challenges were faced regarding OpenStack, requiring efforts from partners and the aid of the 

OpenStack community, as summarized in Table 10. It should be highlighted that significant testing was 

required in order to achieve functional and responsive services in the testbeds. The cluster is currently 

stable and configured as described in this deliverable. 

Table 10 - OpenStack IaaS challenges 

Challenge Description 

Disassociation in assigned 
floating IP addresses 

Updates to heat stacks would cause disassociation with the 
assigned floating IP address. This was resolved as outlined in 
this thread20. 

Support updates at runtime In order to adhere to the MCN lifecycle, it was required that 
running instances could be configured and updated at runtime. 
By default this is not possible by updating the user_data21 
property of OS::Nova::Server22 (a VM), since updating the value 
associated with the property would completely replace (destroy 
and recreate) the running VM, which is undesirable. In order to 
work around this custom images built to work with Heat’s 
SoftwareConfig23 and SoftwareDeployment24 resource types 
were provided. These heat types enable the (re)configuration 
and update of running VMs without replacing the existing VM. To 
use these resource types, OpenStack-based testbeds were 
required to be upgraded to Juno. 

Scarce public IPv4 addresses The biggest resource restriction faced during the operation of 
the testbed was exhaustion of IPv4 floating IP (public) 
addresses. Testbed operators therefore managed these very 
carefully. In the case that a floating IP was not utilized, it was 
returned to the floating IP pool. 

Customization of OpenStack 
services 

Some sites chose not to use Mirantis Fuel, as it was 
cumbersome to customize, especially when it came to enabling 
the Load balancing and VPN Neutron services. This task was 
achieved easier using Packstack-based installations. 

Integration of Non-OpenStack 
frameworks 

In order to integrate non-openstack frameworks, the 
implementation of heat drivers was used. This enabled the 
integration of CloudSigma25 and Smart Data Center26 (Joyent) 
with a minimum of effort. 

3.4 OpenShift Platform-as-a-Service 

In order to provide quick and effective means to run Service Orchestrator (SO) workloads, it was decided 

early in the project to adopt a platform as a service framework – cf. Deliverables D3.3 (mainly Section 

                                            
 
20 https://bugs.launchpad.net/heat/+bug/1393376  
21 http://docs.openstack.org/developer/heat/template_guide/openstack.html#OS::Nova::Server-prop-user_data 
22 http://docs.openstack.org/developer/heat/template_guide/openstack.html#OS::Nova::Server 
23 http://docs.openstack.org/developer/heat/template_guide/openstack.html#OS::Heat::SoftwareConfig 
24 http://docs.openstack.org/developer/heat/template_guide/openstack.html#OS::Heat::SoftwareDeployment  
25 https://github.com/MobileCloudNetworking/cs-heat-plugin 
26 https://github.com/MobileCloudNetworking/sdc-heat 

https://bugs.launchpad.net/heat/+bug/1393376
http://docs.openstack.org/developer/heat/template_guide/openstack.html#OS::Nova::Server-prop-user_data
http://docs.openstack.org/developer/heat/template_guide/openstack.html#OS::Nova::Server
http://docs.openstack.org/developer/heat/template_guide/openstack.html#OS::Heat::SoftwareConfig
http://docs.openstack.org/developer/heat/template_guide/openstack.html#OS::Heat::SoftwareDeployment
https://github.com/MobileCloudNetworking/cs-heat-plugin
https://github.com/MobileCloudNetworking/sdc-heat
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3.2) and D6.2 (mainly Section 3). The scope of WP3 (Task T3.4) OpenShift27 was selected as the 

preferred technology. 

During most of the MCN project OpenShift v228 was the latest stable version available. OpenShift v2 

was subsequently adopted by the project. This version of OpenShift is a PaaS that enables users to easily 

run their applications, either through a web interface or an API, by supplying a Git29 (open source 

distributed version control system) URL to push code to OpenShift v2. After the code push, the 

application is built and run. 

This version of OpenShift worked relatively well during the development and individual testing of MCN 

services. However, OpenShift v2 showed significant performance issues when we started with PoCs 

integration and experimentation activities. Due to the large amount of time and considerable instability 

in deploying and provisioning the MCN PoCs (due to the fact that in every service orchestrator 

instantiation a new build was performed) the usage of OpenShift v2 was eventually deemed inadequate. 

At this point in time OpenShift v3 became available. This new version is based on Docker30 containers 

and Kubernetes31 container cluster manager. Compared to OpenShift v2, it improves the time required 

to build the application container for every SO instantiation, but on the other hand requires Service 

Owners to build and manage their SO Docker images.  

After evaluating and comparing the two versions of OpenShift, version 3 was selected and all Service 

Owners changed their SO to a Docker image – a process that required significant effort from Service 

Owners but eventually paid off in terms of stability and performance. To ease this process, a Docker 

base image (build from a Dockerfile32) containing all the shared libraries was created, reducing the 

complexity and time required for a Service Owner to build and push his/her SO Docker image. 

A comparative evaluation of OpenShift v2 and OpenShift v3 is presented in Appendix A. 

3.5 Support for Performance Evaluation 

The evaluation the MCN PoCs is a key objective of the MCN project, and to support this evaluation a 

Performance Evaluation framework was deemed necessary. The devised tool is composed of a log 

aggregator and the inclusion of logging capabilities in the Service Manager (SM) library. 

The Graylog33 was the selected log aggregator, because it is based on Elastic Search and provides 

capabilities that are similar to those of complete ELK (Elasticsearch, Logstash, Kibana34) stacks. 

Graylog comes coupled with an easy to use dashboard, can be easily deployed as a Docker container, 

and due to its underlying Elasticsearch it is known to scale very well. 

The MCN SM library was extended to send special log messages at the start and end of each lifecycle 

phase (for details on MCN lifecycle c.f. Deliverable D2.5, section 1.2). Table 11 presents the relation 

between the MCN Lifecycle phases and the SM log message field type so_phase. 

Table 11 – MCN Lifecycle phases log messages 

                                            
 
27 https://www.openshift.com 
28 https://www.digitalocean.com/community/tutorials/how-to-install-and-configure-openshift-origin-on-centos-6-5 
29 https://git-scm.com 
30 https://www.docker.com/ 
31 http://kubernetes.io/ 
32 https://git.mobile-cloud-networking.eu/m18-integrated-demo/sm-deployment/blob/master/openshiftV3/mcn_so_base_ops%20/Dockerfile 
33 https://www.graylog.org/ 
34 https://www.elastic.co 

https://git.mobile-cloud-networking.eu/m18-integrated-demo/sm-deployment/blob/master/openshiftV3/mcn_so_base_ops%20/Dockerfile
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MCN Lifecycle phase Log message (so_phase) 

Init init 

Activate activate 

Deploy deploy 

Provision provision 

Destroy destroy 

Retrieve retrieve 

Update update 

 

Below is an example of two log messages sent by the DNSaaS SM, at the start and at the end of the 

deployment phase.  

DNSaaS SM deployment phase start log message 

{ 

"sm_name": "dnsaas",  

"so_id": "sodnsa883faeca636842fe" 

"response_time": 0, 

"so_phase": "deploy", 

"phase_event": "start" 

} 

 

DNSaaS SM deployment phase end log message 

{ 

"sm_name": "dnsaas", 

"so_id": "sodnsa883faeca636842fe", 

"response_time": 6.229329824447632, 

"so_phase": "deploy", 

"phase_event": "done" 

} 

 

The information is described in JSON in both cases, and contains context information such as the SO 

phase (mapping the MCN Lifecycle phases), phase event (start or done), the SM name (sm_name) and 

the SO identifier (so_id). 

After the logging of messages, it is possible to formulate queries in the Graylog platform to gather the 

information required for analysis. These queries need to comply with Graylog syntax35. Below are 

presented two example queries, the first to get all messages of the RANOAI SM at the end of the init 

phase, and the second to get all messages of the DNSaaS SM at the beginning of the provision phase. 

For a composed service, the log messages of the composer represent the total duration of the whole 

composed service. 

Get all messages of the RANOAI SM at the end of the init phase 

                                            
 
35 http://docs.graylog.org 
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sm_name:ranoai AND so_phase:init AND phase_event:done 

 
Get all messages of the DNSaaS SM at the beginning of the provision phase 

sm_name:dnsaas AND so_phase:provision AND phase_event:start 

 
To give an overview of the performance of each SM, dashboards can be created in the Graylog web 

interface. These dashboards may display various statistical information extracted from the log messages, 

such as the average duration of each individual phase of a SM. Furthermore, the dashboard displays 

trends to indicate performance improvements or degradations over time. Figure 10 presents an example 

of a dashboard for an SM displaying, among others, the amount of each phase's completion and the 

mean duration in the past hour. 

 

Figure 10 - Dashboard overview for a singular service manager 
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4 PoC Evaluation 

This section describes the main results of the MCN PoC evaluation. This evaluation, structured mainly 

around the three PoC scenarios already introduced in Section 2 (DSS, IMS and FMC), focuses on 

functional and non-functional aspects, trying to evaluate how well they perform, as well as the pros and 

cons of this kind of deployment, especially when compared with traditional approaches. 

This Section is structured as follows. First, we summarize the overall evaluation scope and 

methodologies (Section 4.1). Next, we present and discuss the evaluation of individual services (Section 

4.2). These evaluations update/extend previously reported evaluations (in the scope of WP3, WP4 and 

WP5) with new results enabled by the integrated MCN PoC. Afterwards, we present and discuss the 

integrated evaluation of each of the three PoC scenarios (DSS, IMS and FMC, in Sections 4.3, 4.4 and 

4.5).  Finally, we present the most relevant conclusions regarding the MCN evaluation (Section 4.6). 

4.1 Scope and methodology 

The scope for this evaluation is twofold: evaluation of individual services, in a standalone environment, 

and evaluation of composed scenarios in an integrated environment. 

Most individual services have already been evaluated in their specific working packages, with results 

reported in Deliverables D3.4, D4.5 or D5.4. Nonetheless, the availability of the integrated scenarios 

and modifications in some MCN services motivated a new set of individual service evaluations, which 

will be summarized in the next section. 

The evaluation of composed scenarios in an integration environment will be evaluated by two main PoC 

scenarios: DSS and IMS. The FMC PoC scenario will cover the integration between MOBaaS and 

ICNaaS. 

For each integrated scenario, two main evaluation aspects are considered: functional and non-functional 

evaluation. On the functional aspect, the purpose is to evaluate that the integrated scenario works 

properly based on the composition of several individual services. This is a basic evaluation of good 

behaviour, which is complemented with some information about the utilization per service. The non-

functional evaluation intends to show the performance of other aspects, which are not directly related to 

how the scenario works. The non-functional evaluation focuses on: (1) deployment and provisioning 

processes; (2) scalability and elasticity; (3) disposal; (4) availability and fault tolerance; and (5) 

integrated performance.  

Measurement data is acquired using multiple approaches: 

 Service/Component Monitoring: data collected by the MCN monitoring system (MaaS) from the 

individual services. 

 SM/SO Monitoring: data collected by the MCN monitoring system (MaaS) from Service Managers 

(SMs) and Service Orchestrators (SOs), regarding timing of deployment, provisioning, scaling and 

disposal of a service or end-to-end scenario (built-in feature). 

 External Tools: external tools to generate emulated traffic and to collect metrics that are only 

measurable from the outside, such as delay and throughput, among others. 

In order to stress the end-to-end scenarios, some tools will be used to simulate additional load. This is 

helpful for example to force scaling decisions, something that cannot be simulated by simply using the 

end-to-end scenario in the testbeds environment. 
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The results obtained will be presented using table and chart formats. Charts provide a more visible and 

clear perspective of the results, while tables provide values when data is simpler. In general, provided 

results were gathered from multiple runs of the PoC scenarios, but for sake of simplicity we only provide 

the mean values. 

4.2 Evaluation of Individual Services 

This section is related to the evaluation of the individual services, including MCN services and support 

services. This work has been already done for most of the services and reported in previous Deliverables 

(namely D3.4, D4.5 and D5.4). Nevertheless, some additional evaluations were added to some services 

in order to complement previous evaluations and to support the evaluation and analysis of the integrated 

scenarios. In order to keep the core of this document focused on the integrated evaluation around the 

three MCN PoC scenarios, the presentation and discussion of those updated/extended evaluations of 

individual services was relegated to several Appendixes, organizing according to Table 12. 

Table 12 – References for Evaluations of Individual Services 

Service Original evaluation 
reported in: 

Additional/updated 
evaluation reported in: 

AAAaaS D5.4, section 8 N/A 

ANDSFaaS D4.5, section 3 N/A 

DNSaaS D3.4, section 7 Appendix H 

DSSaaS D5.4, section 4 Appendix G 

EPCaaS D4.5, section 2 Appendix E 

ICNaaS D5.4, section 5 N/A 

IMSaaS D5.4, section 2 Appendix F 

MaaS D3.4, section 3 Appendix I 

MOBaaS D4.5, section 4 N/A 

RANaaS D3.4, section 6 Appendix D 

RCBaaS D5.4, section 7 Appendix J 

SLAaaS D5.4, section 6 N/A 

4.3 Digital Signage System PoC 

This section intends to perform the evaluation of the Digital Signage System (DSS) PoC scenario, which 

includes the following services: DSSaaS, ICNaaS, DNSaaS, SLAaaS, RCBaaS, AAAaaS and MaaS. 

This integrated scenario composition deploys the required services in the different MCN testbeds, as 

summarized in Table 13. More detailed description of SLAaaS/RCBaaS integration as well as the 

analytics engine service integration in DSS PoC can be found in Appendix C. 
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Table 13 – DSS PoC services deployment testbed 

Service Testbed IaaS platform 

AAAaaS Bart OpenStack  

DNSaaS Ubern OpenStack  

DSSaaS Bart OpenStack  

ICNaaS Ubern OpenStack  

MaaS Ubern OpenStack  

RCBaaS CloudSigma CloudSigma 

SLAaaS Bart OpenStack  

4.3.1 Overall functional evaluation 

The overall functional evaluation of the DSS PoC scenario is described in Table 14. In this evaluation 

scaling/High Availability (HA) is not included and it is assumed that the entire scenario is already 

correctly deployed with all the services. 

Table 14 – DSS functional evaluation 

Testing Script 

1. EEU logs into the DSSaaS dashboard (management interface) in order to set up the service. 
DSS panel is shown. 

2. Before login, EEU is redirected to SLA agreement panel. There, an SLA agreement (based in 
one or several SLo-Terms) is accepted and signed by clicking the Accept button. 

3. After accepting SLA agreement, EEU logs into DSS panel and adds some players. For each 
player added, a new user is registered in AAAaaS that will be later used to grant players access 
to the contents. 

4. Then, some VoD contents are uploaded to DSS by the EEU and therefore pushed to ICNaaS 
which is in charge of media content distribution to the players. 

5. After completing DSSaaS setup in management interface, a player is configured and booted. 
Player configuration includes retrieving and setting up ICN routes to make them able to retrieve 
content from the ICN network. 

6. Player will first perform authentication in AAA WSSO, using the credentials registered in step 3, 
and will get the Auth-Token.  

7. Having a valid auth token, players retrieve layout and playlist information from DSS. 
8. Player retrieves VoD content from the ICN network by sending Interest messages to ICN edge 

routers. If cached, they are retrieved from the cache and sent back to the player directly. 
Otherwise, they are requested from higher core layers and, if available, cached along the 
retrieval path and delivered back to the player too. 

9. Players display the contents retrieved following playlist and layout information. 
10. MaaS collects information from all services, including, but not limited to: CPU/HD/Mem usage of 

every SIC of every service, number of currently active players, number of ICN interests, number 
of DNS queries. A full list of metrics can be found in Appendix C. Information received in MaaS 
will be used to: SLA Violation detection thanks to SLAaaS; grant auto-scaling and HA for some 
services by making monitoring info available to the SOs. 

11. RCBaaS panel is accessed and an invoice is generated summarizing IaaS (Openstack) 
resources consumed. If SLA violations are detected, additional charges/discounts will apply. 
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Metrics 

Per service correct working. 

Per service utilization 
(KPI) 

AAAaaS Number of user registrations. 

Number of WSSO logins/generated tokens. 

DNSaaS Nº of inserted records (units). 

Nº of updated records (units). 

Nº of deleted records (units). 

Nº of queries during evaluation (units). 

DSSaaS Number of active player. 

http requests to DSS-CMS SIC. 

ICNaaS Number of Interest messages handled by each 
ICN router (messages/minute). 

MaaS Number of SICs reporting. 

RCBaaS Nº of unique charging events processes (unit). 

SLAaaS SLA (OCCI) agreement requests. 

Measurement Methodology 

Individual service logs (to get usage information). 

Collected metrics on MaaS. 

Dedicated servers log performance data (e.g. graylog). 

Results 

Per service correct 
working 

AAAaaS OK 

DNSaaS OK 

DSSaaS OK 

ICNaaS OK 

MaaS OK 

RCBaaS OK 

SLAaaS OK 

Per service utilization 
(KPI) 

AAAaaS Nº registered players: 4 

Nº of generated tokens: 4 

DNSaaS Nº of inserted records: 6 

Nº of updated records: 0 

Nº of deleted records: 6 
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records generated by 
AAAaaS and DSSaaS 
and used by DSS players 

Nº of queries: 30 

DSSaaS Nº registered players: 4 

Nº of active players: 1 

Nº of requests to CMS per minute: 6 

Nº contents pushed: 2. 

ICNaaS Average Interest messages per minute: 2033 

MaaS AAAaaS SICs: 0 

SLAaaS SICs: 1 

RCBaaS SICs: 0 

DSSaaS SICs: 2 

ICNaaS SICs: 2 

DNSaaS SICs: 2 

RCBaaS Nº of unique billable events: 7 

SLAaaS Nº of SLA OCCI agreement requests: 1 

Nº of SLA templates: 1 

Nº of SLA agreements: 1 

 

Based on the evaluation and results, one may conclude that services are well-integrated and 

functionalities leveraged from each other. For what concerns ICNaaS, deployment and provisioning 

were automatically performed, content was pushed without issues to the network by DSSaaS 

repositories and cached among the routers to be later successfully retrieved by DSSaaS players running 

in different geographical locations. Also, the RESTful API provided by ICNaaS proved to be accessible 

and delivering the implemented functionalities. Namely, registration of routers, registration of external 

repositories, registration of content prefixes, setting routes in routers, and answering queries for 

endpoints from DSS players and repositories. 

The insertion of the domain names of DSSaaS into DNSaaS was successfully accomplished and players 

could reach DSSaaS components using these domain names. Signing DSS agreements through SLAaaS 

and raising violations were also fully functional. Registration and authentication of DSS players toward 

AAAaaS was successfully achieved. 

4.3.2 Non-Functional Evaluation: Deployment and Provisioning 

The non-functional evaluation of the DSS PoC scenario of the Deployment and Provisioning phases is 

described in Table 15. 

Table 15 – DSS non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

1. On-demand request the deployment of the overall DSS integrated scenario. 

Metrics 
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Overall instantiation time. 

Per service instantiation time. 

Service instantiation sequence. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

Deployment and Provisioning sequence 

Here, it can be seen the instants when each individual service starts and completes the deployment 
and provisioning phases. 

 

Deployment and Provisioning duration 

Total times elapsed per service on the provisioning and deployment phases. 
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The overall instantiation time is around 6 minutes (340 seconds), which is quite acceptable, given the 

number of services involved in this scenario, and their inherent complexity (number of services and 

virtual machines configured). The parallelization of operations contributes to this time, as depicted in 

the results presented (namely in the deployment phase). In the provision phase, the dependencies of 

services can be observed, for instance the endpoint of MaaS is configured in different services, ICNaaS, 

DSSaaS, AAAaaS and DNSaaS. Besides the employed testbed, per service, it should also be noticed 

that each service has its own specificities (e.g. different number of virtual machines deployed) and 

different network configurations.  

4.3.3 Non-Functional Evaluation: Scalability and Elasticity 

The non-functional scalability and elasticity evaluation of DSS PoC scenario is described in Table 16. 

Table 16 – DSS non-functional scalability and elasticity evaluation 

Testing Script 

In order to perform this evaluation, it is used a performance tool to emulate the behaviour of a high 
number of players requesting playlist updates to the DSS-CMS component (which also triggers the 
respective DNS A requests and retrieving content files from ICN network). The number of requests 
to the CMS-DSS and the number of interests when retrieving files can be configured to control load 
generated by the performance tool. Emulated player performance tool disables all the existing 
caching mechanisms in player side for all services included in the scalability/elasticity scenario. 

Player performance tool, and all additional performance scripts used in the non-functional testing 
have been open sourced36. 

1. DSS is configured, players registered and VoD media files (content) pushed to ICN network 
through DSS management web interface. 

2. Load is introduced with Player Performance Tool, that request playlist updates from DSS and 
content retrieval from the ICN network. 

                                            
 
36 https://git.mobile-cloud-networking.eu/mv/stt/tree/DSS-E2E/performance-tools 
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3. DSS, ICN and DNS services reach the pre-defined scale out thresholds and perform one or 
several scale outs. After some time, the scenario stabilizes. The thresholds used for scaling 
decisions are based on CPU usage for DSS, on Interest messages count for ICN, and on 
queries per second for DNS. 

4. Additional load is introduced running the Player Performance Tool script from 2 additional VMs. 
Services perform additional scale-outs if needed till the scenario stabilizes. 

5. Player Performance tools are gradually stopped, and services start scale in process till they 
return to the initial state. 

Metrics 

Per service scaling out/in time. 

Service scaling out/in sequence. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of scaling out/in events. 

Aggregation of measurements in Graylog server. 

Aggregate performance data (e.g. CPU utilization), in the monitoring service (MaaS). 

Results 

DSSaaS, DNSaaS and ICNaaS scaling 

Here, it can be seen the instants when each individual service has been scaled out and in, and the 
overall behaviour. 

 

 

Based on the results obtained, we can analyse in detail the integrated scenario behaviour as being 

consistent with the services that scale. For instance, the number of scaling-in operations is followed by 

the same number of scaling-out operations, when load decreases.  
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Despite the specificities of each service, the scaling operations occur in a synchronized way, for instance 

when DSSaaS triggers the first scale-out at instant 16:08, DNSaaS also scales-out. This also applies to 

the second scale-out moment of DSSaaS that occurs coordinated with ICNaaS at instant 16:27. A 

detailed analysis of the scaling and elasticity of each service is provided next for each of the involved 

services. 

DSSaaS results show that the number of requests received in DSS-CMS components during the tests. 

When the number of requests per minute goes above 1700 for all active CMS, the CPU usage goes above 

the defined threshold for scaling out and the SO-E performs the stack update making the CMS 

component scale out. 

Load sharing between CMS components is managed by the existing LBaaS provided by Openstack 

Neutron. A minor performance loss can be observed after each scaling out. This is caused due to the 

recreation of the LB component and the detachment and reattachment of the members to the LB 

requested by the SO-E through an Heat stack update of the DSS service instance. Current Heat version 

available in the testbed does not fully support Neutron LB update, so LB recreation and members’ 

reattachment is required after each scaling operation. After each scale out, load requests are properly 

shared between available CMS components. 

In this evaluation two scale out operations are triggered after running load from performance tool, 

followed for two scale in operations when the load is removed. During the whole scenario test the 

minimum amount of physical resources are used to keep right user experience. 

ICNaaS results show that the service scaled six times during the evaluation run (c.f. Figure 11). At the 

beginning, there were 2 routers, a core router and a single edge router (Edge Router 1). A first peak of 

the core router load is seen at around 16:48, when media content files are pushed to ICN by DSS 

repositories. Afterwards, load starts in Edge Router 1 as the DSS players start to request content and, as 

the content is not cached, it is being downloaded from the core router. Hence, there is again a peak load 

for the core router. But afterwards, Edge Router 1 already has the content cached and only freshness 

data is verified at the core router, resulting in a high load for Edge Router 1 and a stable low load for 

the core router. 

 

Figure 11 – DSS PoC ICNaaS scaling 

After about 5 minutes (pre-defined safeguard time for scaling, to avoid costly scaling operations on 

bursts) with load average above 1500 Interest messages per minute (scaling out threshold), ICNaaS 

scales out and creates another edge router for load balancing (Edge Router 2). Again, it initially queries 
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the core router for content (creating a small peak load), but afterwards it already has the cached content 

and serves it directly. During a couple of minutes, it is visible that requests are being balanced between 

the two edge routers, and hence each gets approximately half of the load. However, there is a sudden 

increase of load coming from extra DSS players, and according to safeguards and thresholds the same 

process of scaling out is repeated twice, creating a third edge router (Edge Router 3) and some minutes 

later a fourth edge router (Edge Router 4). 

The previously described load remains for a while, and it is being balanced among the 4 edge routers to 

maintain performance for the users (DSS Players). Nevertheless, it starts decreasing as the DSS players 

are being shutdown and at around 17:45 the load average per router goes below 500 Interest messages 

per minute (scaling in threshold), maintaining a low value for more time than the 5 minutes safeguard. 

This triggers a scale in process, and an edge router (Edge Router 4) is disposed as it is no longer needed 

to deal with the existing load. Similarly, the remaining extra edge routers (2 and 3) are disposed some 

minutes later as the load kept decreased. 

In conclusion, ICNaaS has scaling mechanisms that automatically adapt the number of components (in 

this case routers) to the load being generated by users. Therefore, performance is maintained while not 

overprovisioning resources for peak loads, saving on costs and ensuring a good service level. 

DNSaaS results show that the service is able to adapt to the DNS load that is introduced with the diverse 

number of DSS players (which perform DNS queries before retrieving content) by scale-out and scale-

in. It should also be noticed that the chart includes the cumulative number of queries performed. The 

algorithm for DNSaaS scaling, described in Deliverable D3.4, is based on the perceived number of 

queries per second (QPS), which when inside certain thresholds leads to the instantiation of one or two 

backend DNS servers. 

 

Figure 12 – DSS PoC DNSaaS scaling 

Figure 12 depicts the start of the scaling-in operation in the DNSaaS demonstration user-interface. It 

can be observed that with a low number of DNS queries (e.g QPS around 65) a high number of DNS 
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backend servers is not required, being, therefore, reduced to one DNS backend server (e.g DNS1). DNS2 

is to be disposed in the end of the scaling-in operation. 

In conclusion, DNSaaS has scaling mechanisms that automatically adapt to the load that is introduced 

by different clients, requesting DNS translation. The scaling mechanisms include also the flexibility of 

allowing their thresholds to be customized, so that requirements (CAPEX & OPEX costs savings) can 

be meet for the EEU. 

4.3.4 Non-Functional Evaluation: Disposal 

The non-functional evaluation of the DSS PoC scenario of the Disposal phase is described in Table 17. 

Table 17 – DSS non-functional evaluation of Disposal phase 

Testing Script 

1. On-demand request for the disposal of the overall DSS integrated scenario. 

Metrics 

Overall disposal time. 

Per service disposal time. 

Service disposal sequence. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of disposal events. 

Aggregation of measurements in Graylog server. 

Results 

Disposal sequence 

Here, it can be seen the instants when each individual service starts and completes the disposal 
phase. 
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Disposal duration 

Total times elapsed per service on the disposal phase. 

 

 

As in the deployment phase the parallelization of the disposal operation leads to deletion of resources 

in less than one minute, which is acceptable, given the fact that these resources are deleted from the 

different testbeds. 

4.3.5 Non-Functional Evaluation: Availability and Fault Tolerance 

The non-functional availability and fault tolerances evaluation of the DSS PoC scenario is described in 

Table 18. 
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Table 18 – DSS non-functional availability and fault tolerances evaluation 

Testing Script 

1. High load demand is kept with Player performance tool. 
2. During the peak load, some ICN and DNSaaS components are terminated to emulate failures. 
3. Recovery actions take place. 
4. The quality in the DSS players is monitored to check the impact of fault-tolerance mechanisms.  

Metrics 

Overall services and scenario has recovered correctly? 

Failure impact: 

 Service Downtime duration. 

 Transfer rate of DSS Players. 

Fault-tolerance performance and recovery time. 

Measurement Methodology 

Evaluation of the integrated service behaviour 

Consult of individual service logs and prints in some service components or client scripts. 

Aggregation of measurements in Graylog server. 

Monitor performance data in the monitoring service (MaaS). 

Results 

Services recovery 
after failure testing 

DNSaaS OK 

ICNaaS OK 

Overall OK 

Recovery Performance 

Here, it can be seen the recovery performance of ICNaaS and DNSaaS. It can be observed, that 
there is no down time in a failure scenario, due to the redundancies implemented in ICNaaS and 
DNSaaS. 
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Quality Level perceived by DSS Players 

The quality level perceived by DSS players in a failure scenario. 

 

 

The provided fault-tolerance mechanisms to increase availability, proved to be efficient given the 

failures of internal components on the different services. It was not verified downtime in the overall 

service, as perceived by DSS players.  

DSSaaS results show that Players requests rate and players download rates are not affected after the 

failure events which means that the contents can be retrieved and requests can be resolved anytime 

during the tests. Player download rates are slightly affected during a short time due to the load increase 

of the remaining ICN routers. This can be observed for all players around 14:30. 
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ICNaaS results show that the service fault-tolerance mechanisms perform as expected even with the 

failure of three components, as illustrated in the three failure events, approximately at 14:29. In total, 3 

edge routers (out of 5) were shutdown to simulate a datacentre failure. As there is a load balancing 

mechanism with link state detection in place, load was automatically distributed among the working 

routers, with no visible impact at all for users (DSS players). However, load increased substantially and 

scaling out operations were needed to ensure that performance would not be affected. Therefore, the 

same scaling mechanisms, thresholds and safeguards of previous tests were used and the service 

recovered completely to the defined bounds (within scale out and scale in thresholds) in about 20 

minutes (at 14:50). Although not demonstrated in the tests, if any of the components with failures returns 

online they will still be considered back into the service. However, this may mean that they could be 

disposed if the existing load is already handled by existing components. 

DNSaaS results show that the service fault-tolerance mechanisms perform as expected with the failure 

of one component, as illustrated in the failure event, approximately at 14:29. The failure was introduced 

in the dns-server3, which after recovery (instance 14:34) starts to receive additional load. As stated there 

is no down time, as dns-server1 is able to perform the query resolution. The failure detection in DNSaaS 

is based on connectivity tests performed periodically to check the availability of servers. It can be 

observed that the recovery starts at 14:29:57 when the failure occurred at 14:29:25, these 32 seconds of 

difference are due to the recovery mechanism that is able to detect false failures; for instance, failures 

due to congestion in the network at a given instant. Otherwise, recovery could be triggered for a working 

component. The first step in the recovery process of DNSaaS includes disposing affected (e.g. failing) 

resources. If the load does not decrease, the service returns to the same state before failure after some 

minutes, at instant 14:34:45, due to the scale-in and scale-out feature. 

4.3.6 Non-Functional Evaluation: Performance 

The non-functional performance evaluation of the DSS PoC scenario is described in Table 19. This 

scenario evaluation will focus on how ICN network improves DSS content delivery to players by 

enabling an elastic layer of edge routers with caching capabilities. These enable caching in proximity to 

the players, when the original repository can be located in a completely different geographical location 

that requires a high number of network hops to be reached. 

Table 19 – DSS non-functional performance evaluation 

Testing Script 

To show content caching benefits in ICN edge routers, two tests have been defined: 

 Content is served to the players with all caching mechanisms disabled. When players’ requests 
media content, it will be delivered from the ICN repository attached to DSS MCR. 

 Content is served to the players with all caching mechanisms enabled. When players’ requests 
media content, it is likely to be cached at the ICN edge routers and quickly delivered from the 
cache. ICN edge routers are configured with 1GB of cache with a Least Recently Used (LRU) 
replacement policy. 

For both tests, the same data set has been used: 

 3GB of media files generated following a gamma distribution for file sizes (file size average 
12MB). 

 Zipf file list (param=1) for DSS players’ requests. 

Defined maximum cache size for test #2 for ICN edge routers is 1GB with a Least Recently Used 
(LRU) replacement policy. DSS players’ performance tool used in previous non-functional tests will 
be used for emulating player requests. 
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1. Composed scenario is deployed and provisioned with all caching mechanisms disabled. 
2. ICN repository is populated by pushing 3GB of media content from DSS MCR. 
3. Player performance tool is run in 3 different VMs collecting performance metrics, ICN network 

will scale out if required. Contents will be requested following a zipf distribution. 
4. Composed scenario is disposed. 
5. Composed scenario is deployed and provisioned with all cache mechanisms enabled. 
6. ICN repository is populated by pushing 3GB of contents to DSS. 
7. Player performance tool is run in 3 different VMs collecting performance metrics, ICN network 

will scale out if required. Contents will be requested following a zipf distribution. 
8. Composed scenario is disposed.  

Metrics 

DSSaaS Bit rates to download content from non-cached 
ICN network (KB/s, single source repository with 
no cache). 

Bit rates to download content from ICN network 
(KB/s, single source repository with cache 
enabled in edge routers). 

ICNaaS Content Transfer Volumes (GB). 

Cache Hit Ratios (%). 

Measurement Methodology 

Player performance tool logs: number of files downloaded, average download time. 

Player performance tool network stats: download bitrates. 

Monitor performance data in the monitoring service (MaaS), specifically content transfer volumes 
and cache hit ratios. 

Results 

Test #1 – Bit Rate of DSS Players without caching 

 

Test #1 – Total Bit Rate of DSS Players without caching 
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Test #1 – Aggregated bit rate of DSS Players without caching 

 

Test #2 – Bit rate of DSS Players with caching 

 

Test #2 – Total bit rate of DSS Players with caching 
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Transfer volumes 
and cache hit ratios 

Total Transfer Volume (GB) 23.63263 

Repository Transfer Volume (GB) 6.40 

Cache Transfer Volume (GB) 17.23263 

Cache Hit Ratio (%) 72,92 

 
Performance results demonstrate that ICNaaS brings extra performance due to its caching capabilities, 

which is inline with the initial expectations, as edge caching has proven to be a reliable and efficient 

way of delivering extra performance.  

Test #1 (without caching) show the results of having a repository in a distinct geographical location 

from the users (DSS players). As there are multiple hops, different types of network connections and 

overhead from processing requests in intermediate nodes, content transfer bit rates are typically low and 

the performance experienced by users gets affected despite the advantages brought by a service that can 

scale out automatically and deal with extra load. However, this is not the case when we consider caching 

done at multiple levels, in particular at the edge of mobile networks. 

Test #2 (with caching) show that the player bit rates are constantly higher than in comparison to the 

previous test without caching. Together with the already referred scaling out advantage, users keep 

experiencing a high performance even when requesting more content and doing it concurrently with 

others. This is further visible if looking at the cache hit ratios results where it is possible to see that cache 

hit ratio was above 70% and therefore most of the content came from high performance RAM caches 

and not from a distant repository that delivers lower performance. 

4.4 IP Multimedia System PoC 

This section details the evaluation results of the integrated IP Multimedia System (IMS) PoC scenario, 

which includes the following services: IMSaaS, EPCaaS, RANaaS, DNSaaS, MaaS, RCBaaS and 

ANDSFaaS. Differently from the DSSaaS scenario, this IMS scenario chains three different main 

services: RANaaS, EPCaaS and IMSaaS for providing an integrated network connectivity service 

similar to current telco networks. 

This integrated scenario composition deploys the required services in the different MCN testbeds, as 

summarized in Table 20. 
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Table 20 - IMS PoC service deployment testbed 

Service Testbed IaaS platform 

ANDSFaaS Bart OpenStack  

DNSaaS Ubern OpenStack  

EPCaaS Ubern OpenStack 

IMSaaS Ubern OpenStack  

MaaS Ubern OpenStack  

RANaaS (OAI) Eurecom OpenStack 

RCBaaS CloudSigma CloudSigma 

 

Measurements between Eurecom and Ubern testbeds report on an observed one-way delay that is in the 

order of 25-35ms. In addition, the eNB is configured for a 5MHz channel bandwidth in band 7 

(2.68GHz) operating with signal antenna. A single UE is used for both the functional and non-functional 

evaluations. The UE is located at the distance of 5 meters from the eNB, and remains static during the 

whole duration of the evaluation. 

4.4.1 Overall functional evaluation 

The overall functional evaluation of the IMS PoC scenario is described in Table 21. In this evaluation 

scaling/High Availability (HA) is not included and it is assumed that the entire scenario is already 

correctly deployed with all the services. 

Table 21 – IMS functional evaluation 

Testing Script 

1. The EEU requests the deployment of the IMS PoC which is composed by: IMS, EPC, RAN, 
DNS, MaaS, RCB and ANDSFaaS. At the end of this action a new end-to-end virtual service is 
deployed including the specific MCN and supporting services. 

2. The UE is initially connected via Wi-Fi, the default connectivity. Using the MyConnect 
Connection Manager (CM) app, the user will explicitly get policies from ANDSFaaS. The rules 
provided by the ANDSFaaS said that LTE is the most priority interface. As a result, the UE 
switches automatically to LTE. At the end, the UE will have the appropriate policies to reach the 
newly deployed virtualized network operator. This feature proved to be essential in order to 
communicate to the UE the dynamic connectivity information. 

3. Due to the switching from Wi-Fi to LTE an attachment procedure is executed, involving at the 
control plane: eNodeB as entry node (RANaaS), MME part of EPCaaS, SLF and HAA (from 
IMSaaS), DNSaaS and monitoring (MaaS). UE gets connected to the newly created virtualized 
network operator. 

4. A successful attachment procedure will enable the UE to make connect to any internet services. 
5. MaaS collects information from all services, including, but not limited to: CPU/HD/Mem usage of 

every SIC of every service. 
6. RCBaaS panel is accessed and an invoice is generated summarizing IaaS (OpenStack) 

resources consumed. 

Metrics 
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Per service correct working 

Per service utilization 
(KPI) 

ANDSFaaS N. of request per second (req/s). 

DNSaaS Nº of inserted records (units). 

Nº of updated records (units). 

Nº of deleted records (units). 

Nº of queries during evaluation (units). 

EPCaaS Control-plane signalling latency in millisecond 
(measured for the core network components), in 
each interface. 

IMSaaS N° of DIAMETER requests on the SLF 
component (units). 

N° of DIAMETER requests on the HSS 
component (units). 

MaaS Number of SICs reporting. 

RANaaS Control-plane signalling latency in millisecond. 

RANaaS – data plane As the RAN and the EPC are chained, a single 
data path is enabled through the different virtual 
components. It’s performance is evaluated in a 
chained manner: data rate (Kbit/s), latency (ms), 
jitter (ms) and lost packets (number of 
packets/s). 

RCBaaS Nº of unique charging events processes (unit). 

Measurement Methodology 

Individual service logs (to get usage information). 

Wireshark as a tool capturing all the data packets exchanged over the network. 

Collected metrics on MaaS. 

Results 

Per service correct 
working 

ANDSFaaS OK 

DNSaaS OK 

EPCaaS OK 

IMSaaS OK 

MaaS OK 

RANaaS OK 

RCBaaS OK 
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SLAaaS OK 

Per service utilization 
(KPI) 

ANDSFaaS Nº of requests (per second): 1 request 

DNSaaS 

records generated by 
IMSaaS, EPCaaS and 
used by UE and IMS 
clients 

Nº of inserted records: 27 

Nº of updated records: 0 

Nº of deleted records: 0 

Nº of queries: 250 

EPCaaS Testing time: 48’ 25’’ 

Upload: 34.21 Mbit/s 

Download: 34.47 Mbit/s 

IMSaaS N° of requests on SLF: 2 (per attachment) 

N° of requests on HSS: 2 (per attachment) 

MaaS N° of monitored SICs: 14 (without scaling 
events) 

RANaaS Testing time: 48’ 25’’ 

Upload: 34.21 Mbit/s 

Download: 34.47 Mbit/s 

RCBaaS Nº of unique billable events: 8 

 

Based on the evaluation and results, one may conclude that services are well-integrated and 

functionalities leveraged from each other. In fact, there is a strong dependency between RANaaS and 

EPCaaS as well as with DNSaaS in order to have a fully working system. These services are chained 

for the data path and for the control plane. ANDSFaaS, MaaS and RCBaaS although completing and 

providing added value to the core services, proved to be easier to integrate to the PoC scenario. 

The IMSaaS is the only application layer service offered directly through the infrastructure. DNSaaS 

deployment provisioning were automatically performed, domains and respective records were 

configured without issues, allowing the signalling between different services and UE to reach Internet 

services (e.g. google.com).  

In conclusion, for a deployment of a comprehensive telecom infrastructure as the one successfully 

accomplished in this scenario, a careful attention has to be given to the interoperability between the 

RAN, EPC and DNS services. 

4.4.2 Non-Functional Evaluation: Deployment and Provisioning 

The non-functional evaluation of the IMS PoC scenario of the Deployment and Provisioning phases is 

described in Table 22. 

Table 22 - IMS non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

1. On-demand request the deployment of the overall IMS integrated scenario. 
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Metrics 

Overall instantiation time. 

Per service instantiation time. 

Service instantiation sequence. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

Deployment and Provisioning sequence 

Here, it can be seen the instants when each individual service starts and completes the deployment 
and provisioning phases. 

 

Deployment and Provisioning duration 

Total times elapsed per service on the provisioning and deployment phases. 
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The overall instantiation time is less than 4 minutes (255 seconds), which is a good achievement given 

the type of services that are involved in this scenario, in particular RANaaS with OAI, EPCaaS based 

on Fraunhofer FOKUS Open5GCore/OpenEPC and IMSaaS based on OpenIMSCore. The 

parallelization in the deployment phase contributes greatly to such achievement, considering also the 

fact that services are deployed in distinct testbeds distributed geographically. 

DNSaaS is used as a support service, allowing IMS users to register on HSS elements of IMSaaS, as 

well as allowing the signalling flow between the different services (EPCaaS, IMSaaS). In addition, 

DNSaaS also provides the DNS service to the UE. 

All services included in this scenario, including ANDSFaaS and RCBaaS, depend on a common 

monitoring system, the MaaS, which is the global repository for the entire scenario. Due to the several 

dependencies, the provisioning phase had to include, not only the single service provisioning, but also 

the interconnection between the different services (i.e. configuration of records in DNS, monitoring 

instances in MaaS). 

4.4.3 Non-Functional Evaluation: Scalability and Elasticity 

The non-functional scalability and elasticity evaluation of the IMS PoC scenario is described in Table 

23. Both RANaaS and EPCaaS have different scalability and elasticity requirements (cf. the services 

individual evaluation in Section 4.2), which scale based on the complete network load and not only 

based on IMS signalling data traffic, thus an integrated scalability and elasticity scenario is not evaluated 

in this integrated PoC scenario. This section reports on the IMSaaS and DNSaaS scalability and 

elasticity, while the other MCN services enable the data path. 

Table 23 - IMS non-functional scalability and elasticity evaluation 

Testing Script 

In order to perform this evaluation, it is used the IMS Becnhmarking and DNSperf tools to emulate 
the behaviour of a high number of users registering in HSS to perform calls and a high number of 
clients requiring naming resolution from DNS. 
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1. The IMS Service Instance is provisioned with 24000 users. 
2. DNSaaS is configured with a high number of records and without caching mechanisms, in order 

to guarantee that frontend server (recursor) does not cache DNS replies. 
3. IMS Benchmarking is used as a tool for generating different kind of traffic. In order to stress 

mainly the CPU usage of the HSS component, Registration, Re-registration, and De-registration 
have been selected as main scenarios. 

4. Simultaneously, DNSperf tool starts initially introducing a high load of DNS queries per second. 
5. Gradually DNSperf stops to introduce load in DNSaaS. 

Metrics 

Per service scaling out/in time. 

Service scaling out/in sequence. 

Number of Call Per Seconds (CPS). 

Number of retransmissions. 

Number of failed calls. 

DNS query lost ratio. 

DNS query latency. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of scaling out/in events. 

Aggregation of measurements in Graylog server. 

Aggregate performance data (e.g. CPU utilization, DNS queries), in the monitoring service (MaaS). 

Results 

DNSaaS and IMSaaS scaling 

Here, it can be seen the instants when each individual service has been scaled out and in, and the 
overall behaviour. 
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IMSaaS evaluated 
metrics results 

Number of 
retransmissions 

Value 8000 

Percentage 12,3% 

Number of failed 
attempts 

Value 4500 

Percentage 6,9% 

DNSaaS evaluated 
metrics results 

Query loss ratio Average 0,01% 

Standard deviation 0,009% 

Query latency (s) Average 68,95 

Standard deviation 28,69 

 

Based on the results obtained, we can analyse in detail the integrated scenario behaviour as being 

consistent with the services that scale and having low impact on the IMS subscribers and reduced impact 

on the DNS clients. It should be noticed that the scaling operations are not synchronized as in the DSS 

Scenario (cf. Section 4.3). The synchronization was established between partners managing the IMS 

Benchmarking and DNSperf tools. 

A detailed analysis of this experiment is provided in the following paragraphs for each involved service. 

IMSaaS results are based on threshold scaling approach. In particular, the scaling out threshold was set 

to the CPU usage value of 35%, while the scaling in was set to the CPU usage value of 10%. As it can 

be noticed from the graph of the CPU usage the initial scale out phase started around 1 minute later the 

threshold was passed. This is due to an internal check included in the scale out algorithm of the IMS SO 

to avoiding spawning a new unit of a SIC for momentary load situations. Therefore, the SO checks twice 

after a T period that the value of the metric is still over the threshold before executing the scale out 

operation. 
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As documented in Deliverable D5.4 the scaling operation involves different steps: adding a new VM 

using the API of the cloud controller; and provision the new VM, and the units of the dependent SICs. 

The first step resulted to be the most expensive one in terms of time, as more computing resources are 

required.  

Through the IMS Bench tool a simulation involving different scenarios was performed: registration, de-

registration and re-registration. The goal is to use the scenario which mostly stress the CPU usage of the 

HSS component. In total were generated around 65.000 requests leading to 6.9% of failed attempts. 

DNSaaS results are similar to the ones achieved in the DSS Scenario (cf. Section 4.3), as the scaling 

algorithms have the same logic and employ the same thresholds for scaling decision. Herein, we focus 

the analysis in the user perceived quality when DNSaaS is facing a high load, as this was not reported 

for the DSS Scenario. DNSaaS is able to adapt to the high loads introduced by simultaneous clients 

(150.000 requests). As DNSaaS receives a rate of queries per second (QPS) above the 75, the threshold 

is reached and a second DNS server (DNS2) is instantiated. DNS users only perceive some additional 

latency in the name resolutions since the query loss ratio is almost inexistent. 

4.4.4 Non-Functional Evaluation: Disposal 

The non-functional evaluation of the IMS PoC scenario of the Disposal phase is described in Table 24. 

Table 24 - IMS non-functional evaluation of Disposal phase 

Testing Script 

1. On-demand request the disposal of the overall IMS integrated scenario. 

Metrics 

Overall disposal time. 

Per service disposal time. 

Service disposal sequence. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of disposal events. 

Aggregation of measurements in Graylog server. 

Results 

Disposal sequence 

Here, it can be seen the instants when each individual service starts and completes the disposal 
phase. 
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Disposal duration 

Total times elapsed per service on the disposal phase. 

 

 

As in the deployment phase the parallelization of the disposal operation leads to the disposal of resources 

in less than 30 seconds, which is quite acceptable, given the fact that these resources are deleted from 

the different testbeds. 

4.4.5 Non-Functional Evaluation: Availability and Fault Tolerance 

The non-functional availability and fault tolerances evaluation of the IMS PoC scenario is described in 

Table 25. Due to the distinct levels on which the different services are active, this section reports only 

on the IMSaaS and DNSaaS availability and fault tolerance. IMSaaS is evaluated by its High 

Availability (HA) capabilities and the DNSaaS is evaluated by its HA and fault-tolerance capabilities. 
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Table 25 - IMS non-functional evaluation Availability and Fault Tolerance 

Testing Script 

1. During the runtime phase a certain amount of load is kept on the IMS and DNS Service 
Instances using the benchmarking tool and the DNSperf tool. 

2. At some point some of the components are killed/stopped. 
3. The IMS SLF realises that one the HSS instances is not anymore available and it removes it 

from the list of available services, as such requests are sent only to the working instances. 
4. The fault tolerance mechanisms in DNSaaS detect that the DNS Service instance is down and 

starts the recovery process. 
5. At the end of the recovery, the DNS Service instance is fully operational. 

Metrics 

Overall services and scenario has recovered correctly? 

Service Downtime duration (for DNSaaS components). 

Retransmissions from the IMS Client perspective. 

Fault-Tolerance performance. 

Recovery time. 

Measurement Methodology 

Evaluation of the integrated service behaviour 

Individual service logs, and prints introduced in some service components or client scripts. 

Aggregation of measurements in Graylog server. 

Monitor performance data in the monitoring service (MaaS). 

IMS Benchmarking for simulating a certain number of user requests. 

Results 

Per service working correctly 
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Number of requests sent to the IMS components (cps) 

 

Number of requests sent to the IMS components (cps) and errors 

 

 

IMSaaS results include a mix of SIP transactions, including registration and re-registration. For this 

the IMS Benchmarking was generating a constant number of requests following the selected pattern. At 

the beginning of the scenario two HSS instances are deployed in parallel, being connected to the same 

SLF which is able to balance the load between them.  
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During the execution of user requests, an instance of the HSS was abruptly stopped, simulating a crash 

of the component. The SLF realised almost instantly that the HSS is not anymore available, through the 

Diameter keep-alive messages. Based on this trigger, the SLF changed its internal forwarding policies 

and afterwards did not send any more messages to that particular instance of HSS. As pictured in the 

number of requests sent to the IMS components, there is an initial phase of registration, where a pool of 

users is registered, and consequent phase of fixed number of re-registration (110 cps). 

When the fault was generated, the SFC functionality acted as expected, removing the specific HSS from 

the system and forwarding all the requests to the remaining one. However, the remaining HSS got into 

a specific state in which the processing buffer for the different Diameter requests was increasing, 

resulting into a large processing queue. Because of this, there were specific waves of transactions which 

were not responded in the appropriate time, giving a failure. To overcome such a situation, a new HSS 

has to be deployed into the system in order to scale-in the high number of requests. Thus, high 

availability by considering only the load balancing components is not suitable for such scenarios. 

However, it was also noticed that there were no errors on the console of the components, therefore this 

effect may have been probably caused by some delays in the network or in the IO operations along with 

the queue of messages increase. 

DNSaaS results are based on the same logic that was employed in the DSS scenario. DNSaaS is able 

to recover the failing DNS Service instance. The impact that is perceived in the DNSperf tool is similar 

when DNSaaS scales as reported in Section 4.4.3. 

4.4.6 Non-Functional Evaluation: Performance 

The non-functional performance evaluation of the IMS PoC scenario is described in Table 26. In 

particular, the evaluation is realised from the point of view of the UE and additionally the controller for 

the core network side. Therefore, in this scenario all components measurements are collected end-to-

end. For sake of readability this section only provides a summary of the conducted performance 

evaluation. More details are provided in Appendix L. 

Table 26 – IMS non-functional performance evaluation 

Testing Script 

1. A deployment of the E2E system is executed 
2. Once all the components are running, a script simulating different scenarios is executed  
3. At the end of the execution the script generates some results which are put together and 

evaluated   

Metrics 

Data Plane Traffic (Mbit/s). 

Latency on Attachment Signalling (ms). 

Round Trip Time (ms). 

Downlink/Uplink Data Rate (Kbit/s), Jitter (ms) and Packet Loss (pkt/s). 

Measurement Methodology 

A script executing different scenarios (attachment/user traffic/detachment) is executed. 
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At the end of the execution a set of graph are generated using the results collected by the script. 

Wireshark traces with rendered packets timestamps. 

Results 

Data Plane Traffic (Mbit/s) 

Sample screen-shot of the connection manager of the Huawei E398 dongle with connected to the 
“OpenEPC.net” via “OAI eNB”. It can be observed a successful attached procedure (Control Plane) 
as well as uplink and downlink data transfers between the terminal and network (User-data Plane). 

 

Latency on 
Attachment 
Signaling (ms) 

Procedure phase eNB - UE 
communication 
and processing 

EPC 
communication 
and processing 

Total 

1 725 36 761 

2 20 28 48 

3 249 55 304 

Total 994 119 1113 

Round Trip Time (ms) 

Measured RTT as a function of PS and IDT. 
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Downlink/Uplink Data Rate (Kbit/s), Jitter (ms) and Packet Loss (pkt/s) 

 

 

 

Individual procedure 
stages results (ms) 

Complete Attachment Procedure (1) 897 

Attach Request – Authentication Request(1a) 8,91 

DIAMETER Authentication (3a) 6,78 
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Authentication Response – Security Mode Command (1b) 1,44 

DIAMETER Update Location (3b) 7,32 

Security Mode Complete – ESM Information Request (1c) 10,05 

ESM Information Response - Attach Accept (1d) 10,29 

Complete Detachment Procedure (2) 169 

Detach Request – Detach Accept (2a) 5,44 

UE Context Release Request – UE Context Release (2b) 0,02 

Attachment and detachment procedures 

 

Individual procedure stages 
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Initial attach procedure latency measurements were obtained by setting a tracing point in the 

intermediate network element between UE and EPC, namely eNB. More particularly, Wireshark packet 

analyser was employed providing us measurements for eNB-EPC and UE-eNB communication latency 

and thus enabling us to infer the total latency observed for the completion of initial attach procedure. 

Thus, the total control-plane latency is 1.113 ms. From the results we note that the main control signaling 

latency bottleneck reside on the radio access network. This is because of the internal RAN signaling at 

the radio resource control (RRC) layer that happens between the non-access stratum (NAS) messages, 

which are not shown in the figure above. 

Regarding the round trip time (RTT), the first set of experiments is carried out to characterize the 

performance in terms of RTT considering only the default data radio bearer. The measured RTT is a 

function of packet size (PS) and inter-departure time (IDT), and higher RTT values are observed when 

PS and IDT increase. Very high RTT variations are observed due to the backhaul connection between 

eNB and EPC, and due to the virtual switching at both eNB and EPC. 

Results show data rate, jitter, and packet losses in both uplink and downlink directions under a large 

number of traffic patterns. However, the results do not capture the performance for a specific set of 

parameters or applications and need to be interpreted with caution. Measures results for downlink show 

that the data rate increases with the increase of PS and IDT, however, we note a large number of packet 

losses when IDT reach 1000 packet per second, which reflects in a significant decrease in the data rate 

for those traffic areas.  It can also be observed that the data rate variability increase mainly with the 

increase of the IDT while there is no variability in the generated traffic. This underlying reason might 

be either the switching and buffer delay, or data rate variability in the ENB-EPC backhaul link. It can 

also be seen a variability in jitter as the IDT increases, and the main reason for this is the packet losses. 

Measures results for uplink are similar to downlink results, we note that the data rate increases with the 

increase of PS and IDT. No packet losses are observed in the uplink and as a results no variability occurs 
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in the measured data rate. The observed jitter increases with both IDT and PS, and has a variability only 

when IDT or PS become close to maximum. 

The measurement results show that for the individual procedure stages most of the cases the values’ 

variations are very limited and overall procedure duration doesn’t deviate more than 7% from the median 

value, while having as expected a larger ponder close to the minimal duration. 

Based on the data gathered on both communicating entities (eNB and Controller) the backhaul latency 

was estimated as 31,34 milliseconds. 

The results lead to a conclusion that the overall duration of the attachment and detachment procedure 

were not negatively affected by the processing time of the virtualized core network infrastructure. None 

of the respective timeouts indicated in the 3GPP standardization had to be modified in order to meet the 

time constraints on neither of the sides (access and core network). Thus the virtualized prototype 

remained within the expected boundaries of the 3GPP standards, thus do not require 3GPP 

standardization actions. 

According to the calculation based on the measurement results the core network processing time 

contributed on average only to the 6,72% of the total procedure while the transmission delay alone 

contributed with 15,61%, the rest coming from the RAN functionality. Similarly, for the detachment, 

the core network procedures contributed with an average of 3,33% while the communication over the 

network contributes with 45,96%, the rest coming from the RAN functionality. 

Additionally, Appendix L Section L.3 includes a complementary evaluation of RANaaS and EPCaaS 

with both services running in the EURE testbed. Comparing the two evaluation results one can confirm 

the impact of the Eurecom and UBern testbed interconnection in the evaluation of the IMS PoC. 

We can conclude based on these proportion of the delay, that in order to optimize the virtual network 

deployments, a federated solution in which RAN and EPC are deployed in different data centres is not 

providing the expected service performance from the perspective of the UEs. A more appropriate 

deployment, and as such more appropriate performance can be achieved when the transmission delay 

between the different datacentres is in the order of milliseconds (and not x10 milliseconds), which is 

achievable in case of edge cloud nodes within the same autonomous system. 

4.5 Follow-me-Cloud PoC 

This section intends to perform the evaluation of the Follow-me-Cloud (FMC) PoC scenario, which 

includes the following services: ICNaaS, MOBaaS and MaaS. MOBaaS and ICNaaS include content 

migration to support the Follow Me Cloud (FMC) paradigm. 

This integrated scenario composition deploys the required services in the same MCN testbed, UBern 

(OpenStack). 

This section details the evaluation results in the scenario where the MOBaaS and ICNaaS, with 

components to support content migration are integrated to allow the Follow Me Cloud (FMC) paradigm. 

The MOBaaS/ICNaaS includes two types of evaluation: functional and non-functional. 

4.5.1 Overall functional evaluation 

The overall functional evaluation of the FMC PoC scenario is described in Table 27. 
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Table 27 – FMC functional evaluation 

Testing Script 

1. To evaluate this aspect, the following sequence of actions will be considered:             
2. The MOBaaS/ICNaaS integration scenario deployment and provision is performed, which 

generates one MOBaaS instance, one FMC manager instance, one FMC middleware, one CCN 
manager instance, four CCNx routers, and one CCNx repository. 

3. CCNx repository generates four files with different sizes (10/20/50/100 Mb), and publishes them 
as CCN content. 

4. An emulated user (client) is attached at a CCNx router (Cell ID-X), it requests a certain content, 
which will be delivered from CCNx repository; 

5. The user moves to another location (Cell ID-Y). 
6. At the Cell ID-Y, the user sends a request toward the Cell ID-Y’s CCN router to access the 

same content. 
7. The content retrieval time for the user is measured for different content sizes in the following 

cases, in order to check the benefits of MOBaaS in the FMC scenario. 
8. T_with_MOBaaS (content retrieval time when FMC manager is using MOBaaS prediction 

information to migrate content before user movements). 
9. T_without_MOBaaS (content retrieval time without using any mobility prediction information, 

meaning that the same interested content has to be retrieved from the CCN repository again). 

Metrics 

Per service correct working. 

Measurement Methodology 

Individual service logs (to get usage information). 

Collected metrics on MaaS. 

Dedicated servers log performance data (e.g. graylog). 

Results 

Per service correct 
working 

ICNaaS OK 

MaaS OK 

MOBaaS OK 

 

Based on the obtained results, we can see that the integrated scenario can be deployed and provisioned 

correctly, all the instances of correlated services have been created and the interaction among them is 

also working as expected. 

4.5.2 Non-Functional Evaluation: Deployment and Provisioning 

The non-functional evaluation of the FMC PoC scenario of the Deployment and Provisioning phases is 

described in Table 28. 

Table 28 – FMC non-functional evaluation of Deployment and Provisioning phases 

Testing Script 
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1. On-demand request for deployment and provisioning of the FMC integration scenario. 

Metrics 

Overall instantiation time. 

Per service instantiation time. 

Service instantiation sequence. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

Deployment and Provisioning sequence 

Here, it can be seen the instants when each individual service starts and completes the deployment 
and provisioning phases. 

 

Deployment and Provisioning duration 

Total times elapsed per service on the provisioning and deployment phases. 
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Based on the obtained results, it can be observed that the deployment time of ICNaaS (mob-icnaas) is 

higher than the MOBaaS (mobaas). This is due to the number of components to deploy, components 

such as: FMC manager, Middleware to interface with MOBaaS, ICN routers. MOBaaS is a single 

instance service. 

4.5.3 Non-Functional Evaluation: Disposal 

The non-functional evaluation of the FMC PoC scenario of the Disposal phase is described in Table 29. 

Table 29 – FMC non-functional evaluation of Disposal phase 

Testing Script 

1. On-demand request the disposal of the overall FMC integrated scenario. 

Metrics 

Overall disposal time. 

Per service disposal time. 

Service disposal sequence. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of disposal events. 

Aggregation of measurements in Graylog server. 

Results 

Disposal sequence 



 

 

 

 

Copyright  Mobile Cloud Networking Consortium 2012-2015 Page 77 / 111 

      

Here, it can be seen the instants when each individual service starts and completes the disposal 
phase. 

 

Disposal duration 

Total times elapsed per service on the disposal phase. 

 

 

Based on the obtained results, we see that the integrated scenario can be disposed in few seconds (about 

15 seconds). 

4.5.4 Non-Functional Evaluation: Performance 

The non-functional performance evaluation of the FMC PoC scenario is described in Table 30. This 

scenario evaluation aims to validate the benefits of using mobility prediction, through the MOBaaS 

service, migration of content before user movement (reducing the content retrieval time of the content). 
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The two different scenarios are evaluated to compare the performance of the FMC PoC: with and without 

mobility prediction (MOBaaS). 

Using the MOBaaS mobility prediction, FMC registers on MOBaaS to receive mobility prediction 

information about the future location(s) of user in each K seconds. MOBaaS then provides the user's 

mobility prediction information (next location of the user is Cell ID-Y in each K seconds interval) to 

the FMC. Before moving the user towards the Cell ID-Y, FMC starts to migrate the content to the CCN 

router placed on the location of prediction. The user moves to the Cell ID-Y and generate a request to 

access the same content stored in the CCN repository. The content retrieval time is measured for 

different content sizes at the Cell ID-Y’s CCN router (T_with_MOBaaS). 

Without using the MOBaaS mobility prediction, the user moves to the Cell ID-Y and generates a request 

toward the Cell ID-Y’s CCN router to access the same content stored in the CCN repository. Because 

the contents do not exist locally, the Cell ID-Y’s CCN router forwards the request towards CCNx 

repository. The content is delivered from CCN repository to the CCNx router placed at the Cell ID-Y. 

The content retrieval time for the user is measured for different content sizes at the Cell ID-Y’s CCN 

router (T_without_MOBaaS). 

Table 30 – FMC non-functional performance evaluation 

Testing Script 

1. The MOBaaS/ICNaaS integration scenario deployment and provision is performed, which 
generates one MOBaaS instance, one FMC manager instance, one FMC middleware, one CCN 
manager instance, four CCNx routers, and one CCNx repository. 

2. CCNx repository generates four files with different sizes (10/20/50/100 Mb), and publishes them 
as CCN content. 

3. An emulated user (client) is attached at a CCNx router (Cell ID-X), it requests a certain content, 
which will be delivered from CCNx repository; 

4. The user moves to another location (Cell ID-Y). 
5. At the Cell ID-Y, the user sends a request toward the Cell ID-Y’s CCN router to access the 

same content. 
6. The content retrieval time for the user is measured for different content sizes in the following 

cases, in order to check the benefits of MOBaaS in the FMC scenario. 
7. T_with_MOBaaS (content retrieval time when FMC manager is using MOBaaS prediction 

information to migrate content before user movements). 
8. T_without_MOBaaS (content retrieval time without using any mobility prediction information, 

meaning that the same interested content has to be retrieved from the CCN repository again). 

Metrics 

Mobility prediction latency. 

The content retrieval time for the user at the Cell ID-Y’s CCN router. 

When using mobility predictions from MOBaaS. 

Without using the MOBaaS. 

Measurement Methodology 

Mobility prediction latency between the received mobility prediction request message time and 
generated prediction answer time in the MOBaaS is measured. 
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Content retrieval time for the user at the Cell ID-Y received content request time and the last block 
of received content is measured. This metric is measured at the client requesting the content.  

Results 

Content retrieval time with and without MOBaaS mobility prediction 

Content retrieval time for the user in the destination CCN router (located in the Cell ID-Y) with and 
without MOBaaS mobility prediction 

 

 

Performance results demonstrate that the mobility prediction latency in the FMC PoC is in average 4 

seconds and is independent from content size. It evidences how the MOBaaS prediction information can 

improve the content retrieval time of users migrating between different cells. The effect of MOBaaS in 

reducing the content retrieval time is more significant when the content size is large, since FMC is able 

to move such contents to the location of user beforehand. Thus, when users arrive in the new location, 

their interested contents are already migrated and available directly. 

It has to be mentioned that there are two assumptions behind this evaluation: the first one is that MOBaaS 

could deliver accurate future location prediction, which has been evaluated in Deliverable D4.5, about 

the MOBaaS prediction algorithm's accuracy. The second assumption is that we ignored the user 

movement time (T_user_movement), and consider that a user changes its location instantaneously. In 

reality, we should compare the content migration time against the user movement time. 

4.6 Evaluation conclusions 

This section has performed the evaluation of all individual services, as well as two end-to-end integrated 

scenarios (DSS and IMS) and an additional MOBaaS/ICNaaS integration. Regarding the individual 

evaluation, for most of the services, this work has been already done in [D3.4], [D4.5] and [D5.4]. 

However, in this section, some services have added additional evaluation results, namely: RANaaS, 

EPCaaS, IMSaaS, DSSaaS, MaaS, RCBaaS, AAAaaS, SLAaaA and QoS services. 

The objective of the evaluation of individual services was to assess how well cloudified services behave 

in a virtual environment, managed by the framework and architecture defined by the MCN project.  

Overall, we can say that MCN services running on top of a cloud environment are able to provide more 

agility and flexibility than using the traditional model, namely regarding how fast a new instance can be 
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deployed and provisioned, how easily an instance can be moved to a new location, or how efficient and 

adaptable a service can be to the current load, scaling out and scaling in whenever required. 

The objective of the evaluation of proof-of-concept (PoC) scenarios was to assess how well a set of 

services can be combined in an integrated environment, in order to build an end-to-end scenario, suitable 

to be used by some players, like e.g. MVNOs. The results clearly show that the integration of services 

is pretty straightforward thanks to the usage of a common (MCN) architecture and implementation. In 

particular, the architecture uses a second (top) layer of management and orchestration (SM and SO), 

which is used to combine services into a larger-scope environment. This combination is able to share 

(MCN) support services (e.g. Monitoring, SLA), promoting this way synergies, increasing efficiency 

and reducing overall costs. The evaluation of integrated scenarios already showed that the service 

lifecycle of different services can vary along the time according different loads (e.g. scaling) without 

impacting the overall end-to-end scenario. The same happen when any failure occurs in a particular 

service. This internal isolation of services makes the service more resilient and easier to replace, 

increasing agility and heterogeneity.  

So, as a final conclusion, this evaluation proved that the architecture defined in the project is appropriate 

to handle the management and orchestration of the services, including deployment, provisioning, scaling 

and disposal. On the other hand, the architecture proved to be flexible enough to accommodate the 

combination of multiple services into bigger and more complex scenarios. For that to be possible, an 

additional management and orchestration was used. 
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5 Infrastructure foundational component evaluations 

This section describes the evaluation of infrastructure foundational components developed in the project 

that were not reported as part of WP3 evaluation: Resource Aware VNF Agnostic (RAVA) for the 

management and orchestration of resources at the cloud controller level, and a QoS service to enhance 

the Quality of Service between different service instance components.  

More details about RAVA can be found at Deliverable D4.5 and on a scientific publication37. The QoS 

service extensions to OpenStack have been described in Deliverable D3.4.  

5.1 RAVA Management & Orchestration Method Evaluation 

This section details the evaluation of the Resource Aware VNF Agnostic (RAVA) NFV management 

and orchestration method that has been developed to enable the SO of services in MCN to make 

optimized management decisions at run time. In other words, RAVA method is designed to enhance the 

Quality of Decision (QoD) of a cloud controller responsible for making lifecycle management decisions.  

5.1.1 Functional Evaluation of RAVA 

The main objectives of the evaluation results are to demonstrate how RAVA can enhance the QoD of a 

cloud controller. The QoD is measured in terms of the following two mutually dependent criteria: 

1) How much resource efficient the management action is. The resource efficiency is in turn measured 

in terms of: 

a) Whether both the long term and short-term resource requirements of the target-VM will be 

fulfilled in the target-host. 

b) How non-intrusive a management action has been for other VMs that are already provisioned 

in the target-host. That is, to what extent will the target-VM affect the performance of other 

VMs in the target-host in terms of resource availability. 

2) Number of times the management action has to be executed before the most-suitable host is 

determined to migrate/scale the target-VM to. 

 

Figure 13 – RAVA evaluation setup overview. 

                                            
 
37 Faqir Zarrar Yousaf , Tarik Taleb, “Fine Granular Resource-Aware Virtual Network Function Management for 5G Carrier 

Cloud” accepted IEEE Networks Magazine 2015 
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5.1.2 Evaluation testbed setup 

The Figure 13 depicts the experimental setup used for evaluating the QoD performance of RAVA. The 

testbed consists of 3 compute nodes, a controller node and an external traffic generator. The controller 

and the compute nodes are configured using OpenStack and each compute node has VMs that are 

configured as TCP/UDP servers, while the traffic generator is configured to have multiple clients 

sending TCP/UDP traffic towards the respective servers. The 3 compute nodes have similar hardware 

specifications and all VMs have the same flavor. A Zabbix monitoring system is configured to monitor 

and collect necessary performance metrics for each compute node and for each VM in the system. Table 

31 provides the list of metrics that are monitored and periodically collected by the Zabbix monitoring 

system. The Analytics Engine (AE) and Decision Engine (DE) functional blocks inside the controller 

implement the RAVA method logic using Python. 

Table 31 - RAVA monitored system performance metrics 

Metric Name Description 

type Node type (i.e., VM or Physical Host) 

id Node id 

cpu_cores Number of CPU cores 

cpu_idle CPU idle time (in %age) 

cpu_util CPU utilization (in %age) 

net_in Incoming network traffic (in bps) 

net_out Outgoing network traffic (in bps) 

net_speed Link speed of primary NIC (in Mbps) 

net_util Network utilization (in %age) 

mem_total Total memory (bytes) 

mem_available Available memory (in bytes) 

mem_util Memory utilization (in %age) 

5.1.3 Use case scenario and results 

The RAVA capabilities are demonstrated in a scenario with a highly loaded I/O intensive VNF (target-

VM) in a compute node (i.e., CN-1) that needs to be migrated to one of the two available candidate 

compute nodes (CN2, CN3). Both CN2 and CN3 are likely candidates as both have the required I/O 

resources to host the target-VNF. At the time when the target-VM needs to be migrated the average 

network load on CN2 is less than that on CN3 i.e., av_load [CN2] < av_load [CN3]. This is depicted 

in Figure 14. 
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Figure 14 - RAVA average load utilization in cn-2 and cn-3 

But at the time, the I/O utilization of VMs in CN2 will have a strong correlation (or affinity) with the 

CPU utilization as opposed to the VMs in CN3. Under normal scheduling policy rules, the orchestrator 

will migrate the target-VM to CN2 as it will not be able to determine and predict the strong correlation 

(or affinity) of the I/O resource unit with CPU resource unit for the VMs in CN2. This will eventually 

over-load the compute and network resources of CN-2. This is depicted in Figure 14 where the load 

utilization of CN-2 will increase beyond CN-3 soon afterwards. Thus, a normal controller logic will 

need to execute the migration of target-VM once more to CN-3. In other words, the QOD of the 

controller was not optimum. 

However, RAVA method will be able to determine and predict this strong correlation between the CPU 

utilization and the network I/O resource utilization of the VMs in CN2 and will also be able to determine 

that the VMs in CN3 do not have such a strong affinity between CPU and I/O resource units. Thus, the 

controller will choose CN3 over CN2 as a host for the target-VM to migrate to. This is illustrated in 

Figure 15 and Figure 16 which show the Affinity Signature (AS) for the VMs in CN-2 (Figure 15) and 

CN-3 (Figure 16) respectively. The AS is a plot of the successive RRAS values, a RAVA metric that is 

utilized by the controller for making management decisions. The RAVA method will compute the linear 

regression expression for the average AS for both CN-2 and CN-3, which determines the degree of 

affinity between I/O and CPU RUs for the two candidate compute nodes based on the slope and y-

intercept values. This is shown as a straight line in Figure 15 and Figure 16, depicting the straight line 

equation. As noted, CN-2 has an increasing linear trend with a greater value of slope and y-intercept 

values when compared with CN-3. This indicates a very strong affinity of the I/O RU with the CPU, as 

opposed to CN-3 which has a slightly decreasing trend indicted by the negative slope and a smaller y-

intercept value, thereby indicating a weaker affinity between the respective RUs. Thus, the controller 

will select CN-3 as a target-PM where to live migrate the target-VM because CN-3 will have resources 

available that will serve the resource requirements of target-VM on a long term basis without any 

adverse impact on the performance of existing VMs in CN-3 (i.e., VM5 and VM6 respectively).  

This will ensure to keep the loads on the servers within preferred limits. Due to the strong correlation of 

I/O resource unit with CPU resource unit, the utilization of both I/O and CPU resource units of the VMs 

in CN2 will continue to increase as opposed to CN3 where it will remain almost constant after the target-

VM has been migrated to CN3. 
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Figure 15 – RAVA resource correlation of VMs in CN-2 

 

 

Figure 16 - RAVA resource correlation of VMs in CN-3 

 

5.2 QoS Service 

This section intends to perform the evaluation of the QoS service, which provides QoS-enabled network 

connectivity among VMs. This function is transversal to different services so, for its evaluation, it has 

been tested with a sample scenario not related to any specific MCN service. In particular, the reference 

virtual environment is composed of two VMs interconnected enabling a maximum bandwidth. This 

environment is described through an Heat template, properly extended to support QoS constraints. It is 

used as input to an extended version of OpenStack Juno which implements the QoS-related 

modifications and deploys the requested stack triggering the proper network configuration on the 

OpenVswitch (OVS) instance running in the compute node. 

5.2.1 Functional Evaluation 

The functional evaluation of the QoS service aims to verify the workflow of the service, the correct 

instantiation of the virtual resources and, in particular, the correct configuration of the OVS instance, as 

detailed in Table 32. 
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Table 32 – QoS Service functional evaluation 

Testing Script 

1. Configure a Heat template to include two VMs. 
2. Configure the network between VMs to exchange TCP traffic with data rates limited to 10Mbps. 
3. Deploy stack through Horizon dashboard. 
4. Run Netperf traffic generator between VMs, with one acting as server and other as client 

generating TCP_STREAMS and with a packet payload of 1472 bytes. 
5. Dispose stack previously created. 
6. Ensure successful disposal of resources. 
7. Configure a Heat template to include two VMs. 
8. Configure the network between VMs to exchange UDP traffic with data rates limited to 20Mbps. 
9. Deploy stack through Horizon dashboard. 
10. Run Netperf traffic generator between VMs, with one acting as server and other as client 

generating UDP_STREAMS and with a packet payload of 1472 bytes.  
11. Dispose stack previously created. 
12. Ensure successful disposal of resources.   

Objectives 

1. Verify the configuration of OVS instances to implement the requested rate-limiter between VMs. 
2. Assess that the exchanged traffic between VMs is compliant with the user specification.  

Metrics 

Correct Workflow for the creation of the whole stack with QoS resources 

Correct configuration of OVS instances namely queues creation 

Correct enqueuing of VM traffic over created queues. 

Compliance between the traffic exchanged between VMs and the specification in Heat template. 

Measurement Methodology 

Information available in the Horizon dashboard of OpenStack. 

OpenVSwitch command line utility. 

Netperf utility to introduce load and generate reports. 

Results 

Correct workflow for the creation of the whole stack with QoS resources 

The workflow is correct and the OpenStack resources are created as expected, namely the 

stack DemoQoS with its associated resources. 
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Correct configuration of OVS instances 

Four queues are created, two for the bidirectional TCP traffic and two for the bidirectional UDP 
traffic at the server side 

 

Correct enqueuing of the VM traffic over the created queues 

configuration is verified through the ovs-ofctl dump-flows command on the server, checking the 
“set_queue” action associated to UDP and TCP flows. 

 

Compliance between the traffic exchanged between VMs and the user specification 

The traffic between the VMs is verified through the Netperf tool. The results are compliant with the 
configurations of rate-limiters for TCP and UDP traffic. 
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Based on the obtained results, we can conclude that the service to enable QoS to VM connectivity is 

able to configure the underlying network resources in order to guarantee the requested rate limited. This 

support service can be applied to different MCN services, adding the definition of the QoS parameters 

in their Heat templates. 

5.2.2 Non-Functional Evaluation: Deployment and Provisioning 

The non-functional evaluation of the QoS service in the Deployment and Provisioning phases is 

described in Table 33.  

Table 33 – QoS Service non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

1. Configure a Heat template to include two VMs. 
2. Configure the network between VMs to exchange TCP traffic with data rates limited to 10Mbps. 
3. Deploy stack through Horizon dashboard. 
4. Dispose stack previously created. 
5. Ensure successful disposal of resources. 

Objectives 

Measure time required to deploy and provisioning the sample stack with QoS parameters. 

Metrics 

Time to deploy and provision the complete stack. 

Measurement Methodology 

Create stack multiple times (20 runs) 

Collect creation time of all the resources as reported by Heat 

Results 

Time for deployment and provisioning 

The time to deploying and provisioning the stack has a mean value of 12.723s, including the 
creation and configuration of QoS resources. 
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5.3 Conclusions 

The evaluation results of RAVA and QoS Service demonstrate gains in terms of efficient resource 

management and the possibility of QoS adherence by services that are composed by several instances.  

At the cloud controller level, RAVA is able to improve resources between different compute nodes in 

OpenStack. 

In fact, the creation of QoS parameters can be included in the standard Service Template Graph 

employed by each service in MCN to allow the deployment of service instance components to assure 

service specific functionalities. 
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6 Business Evaluation 

Telecommunications companies have undergone significant changes in recent years. With the advent of 

mobile phones, the demand for mobile data has surged markedly (see Figure 17 and Figure 19, both 

from Cisco, 2014) and it is growing at an annual pace of 96% (CISCO, 2014) as described in Deliverable 

D2.3. At the same time, the more traditional landline business has shrunk noticeably (CISCO, 2014). 

This predicament is challenging the status quo of the entire telecommunications industry: how can 

companies get the most out of their existing infrastructure and take the necessary actions to satisfy the 

rapidly growing demand for mobile data? 

 

Figure 17 - Internet and Mobile Traffic Prediction 2013-2019 

There has been a great deal of discussion about the cloud and its benefits to telecommunications 

companies during the last few years. For instance, it offers a shared pool of computing resources that 

can be deployed easily and quickly. Moreover, the elasticity of cloud computing allows the resources to 

be scaled up or down depending on daily demand. Lastly, large capital expenditures on large data centres 

and software are no longer necessary. Businesses merely pay for what they use. 

 

Figure 18 - Global Mobile Data Traffic Forecast by Region 

Especially, the high elasticity of cloud computing could be advantageous to telecommunications 

businesses. It is especially relevant as the demand for mobile data fluctuates considerably over the course 

of the day. For instance, mobile phone users tend to be more active in the evening and thus more 

resources need to be made available at this time. 
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However, mobile operators have so far only looked at the mentioned merits of the cloud in terms of 

selling cloud services such as applications and data storage. What is not being discussed is that mobile 

operators can actually take advantage of the cloud to deliver key telecommunication services and how 

operators can make best use of the cloud for their own benefit. 

This chapter sets out to investigate and provide numbers that reflect the particular benefits of cloud 

computing for the telecommunications industry employing a business case with several scenarios. 

Section 6.1 investigates the advantages and disadvantages of owning a data centre and contrasts them 

with the merits and drawbacks of cloud computing services. Section 6.2 explores the application of 

cloud computing to a mobile telecommunications operator in Western Europe. In this base case, the 

focus is deliberately kept on the reduced expenditures for data centres while the rest of the infrastructure 

such as RAN and networking is neglected. The time horizon is fixed at seven years. Over this time 

period, industry experts such as those of CISCO publish reliable projections for the growth of mobile 

data. Section 6.3 looks at a exploitation case where mobile telecommunications operators could make 

their excess computing capacity during demand troughs available to other parties. Lastly, the conclusion 

summarizes the main findings of this deliverable. 

6.1 Comparison of Public Cloud Usage and Ownership of a DC 

When comparing public cloud usage to the ownership of a data centre, one should not limit it to financial 

aspects only, but also consider other boundary conditions. 

As already laid out in MCN Deliverable D2.3, companies today must adapt rapidly and with flexibility 

to changes in the market environment such as a change in customer demand, a competitor’s initiative or 

a change in regulation (D2.3, 2013). One way to ensure this flexibility is by taking advantage of a 

dynamically adjustable computing infrastructure. Thus, cloud computing can enable businesses to be 

more agile and maintain a long-term advantage over their competitors. Especially in today’s difficult 

economic climate, growing operating costs for data centres because of rising wages and energy costs 

make companies consider different options. A new, more intelligent approach is needed in an ever more 

competitive landscape – both to reduce their own costs and to manage the increasing complexity. Whilst 

public authorities such as large government authorities might carry on with their multi-million dollar 

investments to construct and operate new data centres, smaller businesses forced to maximize the return 

on their investment start to look for more productive alternatives. Today, many companies operate with 

a combination of fixed in-house computing facilities for the base demand and more versatile off-site 

cloud computing services to manage peak demands. In the future, this could also apply to 

telecommunications companies as they manage their base demand for mobile services with their own 

in-house computing capacity. In the evening hours where the demand for mobile services rises, they can 

turn to variable, computing-on-demand cloud services to cope with the additional difference between 

peak and base demand. 

Furthermore, there are also economies of scale associated with cloud computing. Computing-on-demand 

providers such as Amazon Web Services can operate their enormous server farms much more 

economically than smaller market participants who run computing centres which are an order of 

magnitude smaller. Human operating expenses such as staff costs for IT and facilities site management 

and general maintenance can be kept at a much smaller fraction in large data centres than in small 

computing centres. Also, the proportion of land to total investment costs decreases with size. All these 

factors would indicate that businesses – and telecommunications companies in particular – would be 

well-advised to outsource their computing operations to external parties who can perform them at a 

lower cost. This is also called a shift of workloads. 
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However, there are also downsides to shifting workloads to external partners: the more companies run 

their computing operations in the public cloud of an external provider, the more they grow their 

dependency for said provider to execute a reliable service at all times. This is especially true for 

telecommunications companies where a dependable provision of mobile services is absolutely 

paramount. At the earliest notice, consumers are willing to change mobile providers if they are 

dissatisfied with the service. Additionally, stored data in the cloud may be subject to hacking attacks. 

Hence, handing out data to an external provider always runs at an additional risk. In today’s media 

environment, the negative publicity associated with hacked consumer data might be sufficient to break 

a company – especially, for a service as easily cancelled as mobile contracts. 

In conclusion, employing of hybrid cloud for the provision of mobile telecommunications services 

always comes at a trade-off: on the one hand, shifting workloads to an external provider comes with 

greater flexibility as mobile operators can respond better to sudden peaks in demand without the 

obligation to own all the infrastructure. On the other hand, outsourcing operations to a cloud computing 

provider increases the dependency. Suddenly, a mobile operator loses control over the operation of its 

data centres and the handling of data. Needless to say, a careful balance between a fully public (i.e. 

outsourcing all computing operations to an external partner) and a fully private cloud (i.e. owning all 

computing infrastructure in-house) has to be attained. 

6.2 Base Case: Western European Mobile Network Operator  

6.2.1 Introduction and Description of the Base Case 

Having given a brief recapitulation of the general data demand and cloud trends (already explained in-

depth in D2.3) as well as the general principles and practical advantages of cloud computing and data 

centre ownership in Section 2, we will now put those assumptions into practice and analyse the case 

study of a leading Western European telecoms provider. While previous business model-related 

deliverables (D2.3, 2013)(D2.4, 2014) had a rather theoretical focus, the case study at hand 

predominately focuses on practical business aspects. 

In the following, we would like to provide an overview of the scope of the evaluation and the key figures 

of the analysed company. Subsequently, we will introduce three scenarios, which are going to show the 

quantitative and qualitative aspects of cloud utilization in the mobile telecommunications industry. The 

scope of the scenarios comprises solely the data centre related costs in order to ensure an appropriate 

level of simplicity. The timeframe is 7 years, following the projections of the Cisco VNI study (2014). 

To calculate the costs of operating a data centre we used the approach and general framework which 

was described by Jonathan Koomey (2007) in his white paper on the true total cost of ownership of data 

centres (see Appendix B). 

The first scenario simulates fully private network provisioning of the base demand and continuous “full-

coverage” investments. This entails that the provider invests continuously over the time period examined 

in order to provide the full infrastructure. This full provisioning is necessary to serve the steadily rising 

data demand of mobile telecommunication customers. However, such an approach also results in 

significant over-provisioning of computing resources during off-peak periods. In such times, spare 

server capacity can be rented out temporally to external customers to increase productivity. Such an 

approach is examined in Section 6.4. 

The second scenario depicts a provider which outsources all data usage related workloads to an external 

cloud by a third party provider, a fully public approach. Of course, no investments are required in this 
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case as all additional workloads are dealt with by the external cloud provider. As might be expected, 

such a case is of a more hypothetical nature, but is nonetheless relevant for comparative purposes. 

The last scenario has a hybrid approach: The workload is partially shifted to the public cloud in order to 

take advantage of the distinct benefits arising through the exploitation of public cloud computing 

solutions. However, a sizeable portion of the computing facilities is also maintained in-house. Over the 

course of the examined time period, the company also invests continuously into its data centre facilities 

– albeit on a smaller scale compared to the fully private approach. 

The company in focus is completely fictitious in nature, but all the assumptions relating to its data centre 

infrastructure are in accordance with figures that are publicly accessible. As starting point for the further 

analysis we take the following key figures. 

Our company is a leading Western European telecom provider which runs 11 data centres with 135 

system rooms and 24 000 Servers. See Table 34 for the data centre details of the Telecom provider. The 

available floor area is currently 36 000 m2 in total. We assume a current capacity utilization of 60% to 

provide space for potential future growth (see Table 34). 

Table 34 – Assumptions relating to the internal data centre infrastructure 

 
The size of the infrastructure required to manage the growing demand in mobile data is estimated by 

considering the percentage of mobile data as a share of total data consumed – this portion amounts to 

4% (StatCounter Global Stats, 2013 in earlier deliverable). By this method, the average number of 

servers needed to deal with mobile traffic can be determined. From this, we can estimate the peak 

number of servers required by considering the daily mobile data demand pattern (see Section 6.2.2 and 

Figure 19). An alternative, more micro-level approach to determine the requirements for the data centre 

infrastructure could include the consideration of individual demand loads by mobile applications, as 

carried out by Yousaf et al. (2015). For this investigation, however, this level of granularity is too high 

and we will keep a macro-level perspective on the data centre infrastructure. 

Number of servers

Floor space (m^2)

Number of large data centres

Number of smaller regional data centres

Estimated area of small data centre (available)1

Estimated area of large data centre (available)²

Number of servers per unit  area (used)²

Assumption: Capacity utilisation

Number of servers in small data centre

Number of servers in large data centre

Type Total (m^2) Used (m^2) Unused (m^2)

small 2000 1200 800

large 4000 2400 1600

Type Total Capacity Used Capacity Spare Capacity

small 1800 1080 720

big 3600 2160 1440

1)  Assumption: Area (small) = 0.5 x Area (big)

2)  Comment: Not available floor area, but used floor area

Area of data centre

Number of Servers per Data Centre

Area

Servers

24000

36000

7

4

2000

4000

1,11

60%

1333,33

2666,67

Data Centre Details - Telecom Provider
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6.2.2 Usage Patterns and Basic Data Demand 

The telecommunications provider had more than 30 million mobile users in 2013, which generated 

mobile data traffic of 3.3 Gigabyte per user and year on average. According to Cisco’s Cloud and Mobile 

Networking Forecast VNI, which was already discussed in the previous sections, the Internet traffic in 

Western Europe was more than 6500 Petabytes per month in 2013, of which 235 Petabytes arose due to 

Mobile Data Traffic (Cisco, 2014). That implies a mobile data to internet traffic ratio of about 4 %. We 

assume that the telecom provider utilizes its servers in accordance to that relationship. In consequence, 

it requires about 861 servers, which are processing mobile data traffic, as an average base demand. 

However, the specific characteristics of mobile phone usage show that user demand is not 

homogeneously distributed throughout the day but highly fluctuating, according to a Mobile Behaviour 

Report which was published by Salesforce in 2014 (see Table 35 and Figure 19). The required amount 

of servers for the telecommunications provider thus cannot be calculated by just using the arithmetic 

mean alone. Instead, we have to take into account that the demand in peak times, e.g. between 3 and 9 

pm, surpasses the arithmetic average regularly, even on normal week days (see Table 35 and Figure 19).  

Table 35 – Daily mobile demand pattern and server demand calculation 

 

 

Figure 19 – Visualisation of daily mobile data demand pattern 
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In general, only 13% of the total demand is generated between 0 am and 6 am during the night. The time 

span between the early morning and noon accounts for about 25%, while the afternoon and evening 

periods each require 31% of the total network demand. In terms of required servers, the minimum 

workload is 413 servers during the night, in the morning the average of approximately 861 servers is 

reached. The maximum required workload on a typical day is 1102 servers, usually in the afternoon and 

evening hours. Table 35 graphically represents these developments. 

This pattern shows that there are opportunities to optimize the cost structure in the network provision 

by outsourcing workloads or selling capacity, depicted in the green shaded area of Figure 19. We will 

evaluate this later on in our specific case study scenarios. 

Regular rates of over-provisioning in other industries usually range between 20-30% (Chari, 2009). 

However, as the reliability of the data-centre operations for the telecommunications provider is of utmost 

importance to the company’s value proposition, the company has to maintain an even greater excess 

capacity. In accordance with the fluctuating nature of the consumers’ usage pattern (see Table 35 and 

Figure 19) and in order to provide a safety threshold for the case of disasters or emergencies, we thus 

estimate a maximum peak capacity of more than 1700 servers. This equals a safety margin of 

approximately 50% compared to the maximum required workload. Through this over-provisioning, the 

company thus guards itself from shortcomings in performance, losses of revenues or downtime. 

The demand is growing at a rate of 57% per year. This is based on the historic compound annual growth 

rate of the previous years, following the projections made by Cisco (2014). 

6.2.3 Presentation of the Three Scenarios 

As already alluded to, we will distinguish between three different scenarios: 

- Scenario I: Fully private 

- Scenario II: Fully public 

- Scenario III: Hybrid 

In the following, it will become clear that the cases I and II are rather extreme in terms of the data centre 

characteristics and would not necessarily be observed like this in practice, but they are nonetheless worth 

being explored to demonstrate the economic mechanisms and gain additional insights. By contrast, 

Scenario III establishes a moderate balance between the two ends of the spectrum (see Appendix B). 

This section shall primarily serve to present the actual financial results of our model and a detailed 

discussion of the results follows in Section 6.3. 

Scenario I: Fully Private 

Scenario I describes the case of a fully private mobile telecommunications company.  Thus, the mobile 

service provider wholly relies on his own infrastructure to deal with all the data-related workload and 

does not outsource any computing capacity to an external cloud provider. 

Due to the strong growth in data demand over the time period examined, continuous investments in the 

data centre infrastructure are required to satisfy all demand internally. Furthermore, the mobile services 

provider builds computing infrastructure for more than his normal daily demand – thus adding a 25% 

safety margin. This ensures that normal services can be maintained even in extraordinary events such as 

on New Year’s Eve and after popular sports events. 
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Figure 20 – Service provisioning in the “fully private” scenario 

Figure 20 demonstrates the service provisioning in the fully private scenario: the mobile 

telecommunications company covers all data-related infrastructure requirements in-house. Moreover, it 

does not take advantage of the services of a cloud provider – not even in extraordinary events. 

Consequently, the mobile service provider has to add an additional safety layer of computing 

infrastructure on top of his normal daily demand. With this safety provision of computing resources, the 

mobile service provider can satisfy demand for mobile data which corresponds to twice the daily 

arithmetic mean demand and exceeds the daily peak demand by 56%. 

Table 36 – Financial case for the “fully private” scenario 

 
 

In the fully private scenario, continuous investments are imperative for the mobile telecommunications 

provider to maintain normal service at all times. Consequently, the total operating and capital expenses 

rise at a current annual growth rate (CAGR) of 49% to €153 million in 2019 (see Table 36).  

Of course, a great proportion of this expense arises due to investment in data centres required to keep 

pace with the rapidly growing demand for mobile data. As Table 36 details, new data centres have to be 

constructed in the second half of the observed time period between 2018 and 2019. Thus, total annual 
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capital costs surge rapidly during that time. 

With this fully private approach, the most significant advantage is that the mobile telecommunications 

provider has full control over its service at all times as it operates all data centres. However, this full 

coverage also comes with the non-negligible over-provision of computing resources. During a day with 

normal operation, a great part of the internal computing resources will be unused – an inefficiency hardly 

to be tolerated by the shareholders. Consequently, the company has to find a way to put these spare 

resources to good use. For example, it could lend out its supplementary data centre capacity to external 

customers – thus becoming a cloud computing provider itself (see Section 6.4). 

There are many drawbacks associated with this fully private approach. Most prominently, the excessive 

capital requirements might not be satisfied by profits from normal business operation. Hence, the 

company might have to look towards external creditors to fund the newly constructed data centres and 

consequently be in need of external funding.  

With this approach, it is essential that the company considers ways to put these spare resources to use. 

For all three cases, a detailed discussion of the advantages and disadvantages follows in Section 6.3. 

Scenario II: Fully Public 

The second scenario examines the fully public approach where the mobile telecommunications company 

does not operate any computing infrastructure in-house, but outsources all data-related workloads to an 

external cloud computing provider. 

In this scenario, the company investigated may still own the network infrastructure – which, however, 

is not the focus of this deliverable – but wholly relies on an external cloud provider to handle all mobile 

data-related workloads in the partner’s data centre. Even though a cloud provider can offer cheaper 

access to a data centre infrastructure, the mobile services provider gives away a lot of control over its 

service provision. If the cloud computing service provider has a full breakdown in service, our company 

initially has no back-up solution in place and will also cease to operate. Of course, the company may 

consider to switch its cloud computing provider, but this cannot happen instantaneously. 

 

Figure 21 – Service provisioning in the “fully public” scenario 

Figure 21 depicts the service provisioning in the fully public scenario: the mobile telecommunications 

company outsources all data-related infrastructure requirements to an external cloud provider. 



 

 

 

 

Copyright  Mobile Cloud Networking Consortium 2012-2015 Page 97 / 111 

      

Furthermore, it does not even operate a data centre infrastructure to meet the daily base demand for data 

faced. 

Table 37 – Financial case for the “fully public” scenario 

 
 

In the fully public scenario, no investments are needed for the mobile telecommunications provider to 

cope with the rapid growth in demand as the data centre infrastructure is provided by an external 

provider. As a consequence, the total operating and capital expenses remain at zero over the whole time 

period examined. 

By contrast, the fees for taking advantage of the cloud computing infrastructure grow from €5.43 million 

in 2013 to €61.54 in 2019 (see Table 37). To obtain an estimate for the expenses relating to cloud 

computing services, we made use of the white paper published by Chari offering a cost - benefit analysis 

of the IBM Computing on Demand (CoD) cloud service (2009). 

In this fully public scenario, the most pronounced advantage is that the company in focus can obtain its 

computing infrastructure at the lowest cost. According to Rackspace Support (2014), a company would 

have to operate between “5000 and 15000 servers to get the per-server marginal cost to a similar level 

enjoyed by Cloud Computing vendors”. Moreover, cloud service providers with their large economies 

of scale are able to “amortize the cost of world class engineers and operations staff across many 

thousands of individual servers”. So, whilst a company could theoretically reach the same marginal costs 

by deploying large server farms, it would be improbable that they are able to hire the same quality of 

staff as employed by cloud service vendors. 

The downside to this fully public approach is the high dependence on one external company. If they 

suddenly cease to offer the service expected, the mobile telecommunications company would face a 

serious threat to its existence. Nowadays, the barriers to entry for a cloud computing service provider 

are relatively low. Although this leads to higher competition in the marketplace, it also adds the risk of 

“underfunded and low quality providers to enter the market”. 
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Scenario III: Hybrid 

Compared to the previous two approaches, the last scenario depicts a hybrid setup. Workloads are 

partially shifted to the cloud in order to take advantage of the distinct benefits arising through the 

exploitation of cloud computing solutions. Meanwhile, the infrastructure to satisfy the basic demand for 

mobile data is maintained in-house. 

 

Figure 22 – Service provisioning in the “fully public” scenario. 

Figure 22 displays the service provision in the hybrid scenario: the mobile telecommunications company 

maintains an in-house computing infrastructure enough to satisfy the arithmetic mean of the daily 

demand, the rest is outsourced to an external cloud provider. So, the mobile service provider builds data 

centres that can deal with the mean demand of a normal weekday, but computing capacity has to be 

bought for the times where this arithmetic mean is exceeded. These occasions may range from peak 

demand periods on a normal weekday to extraordinary events such as New Year’s Evening or sporting 

spectacles. 

Table 38 – Financial case for the “hybrid” scenario 
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With this hybrid approach, some investment is required for the mobile telecommunications provider to 

satisfy the mean demand for mobile data. However, with €81.45 million compared to €153.84 million 

in the fully private case, the level of investment required is significantly lower (see Table 38). 

Nevertheless, the fees for the cloud computing service provider have to be added to the aforementioned 

figure. This leaves financial outcome for the hybrid solution between the expensive fully private and the 

low-cost fully public solution. 

However, not only the financial side can be considered in this case. Also the more “qualitative” costs 

for the strong dependence on a single partner have to be considered. Hence, the hybrid scenario finds 

the right balance between reduced financial expenses for a computing infrastructure and increased 

dependence on an external partner. This will be further elaborated in the discussion Section 6.3.  

6.3 Discussion of the Three Scenarios 

Having investigated these three business cases, it is integral to qualify each scenario individually and 

then to establish a comparative approach. In the following, we will discuss the merits and drawbacks of 

each case and search for reasons why a mobile telecommunications company would or would not opt 

for a certain approach. 

6.3.1 Scenario I: Fully private 

As already alluded to, the drawbacks of a fully private approach to the provision of computing resources 

significantly outnumber the benefits. The most critical disadvantages include the financial aspects. For 

instance, the rapid growth in demand for mobile data will bring about the need to markedly expand the 

computing infrastructure which is maintained in-house. Consequently, large investments into the new 

computing facilities are inevitable. Additionally, deployment and customization costs are required to 

ensure smooth operation. Such weighty needs for capital may require the company to look for external 

funding and address the financial markets: if the investment proposal for the construction of new data 

centres is not well justified, this will have an adverse impact on investor expectations and consequently 

negatively impact the share price. Furthermore, once the data centres are built, the servers have to be 

replaced in regular intervals to ensure optimal operation and keep pace with the competition. Needless 

to say, this upgrade also consumes significant financial resources which are higher than those of a public 

cloud provider benefitting from quantity discounts. In conclusion, there is a high probability that the 

cost structure is not competitive from a financial standpoint in comparison to specialized cloud 

providers. 

There are also risks associated with the smooth operation of such an expansive computing infrastructure: 

in the fully private case, the telecommunications company has no fallback options to pursue. In order to 

provide the services, the company is in need of a very specialized workforce to operate a complex 

computing infrastructure. This thus represents a core competence that the company needs to acquire. 

Overall, operating such an extensive infrastructure results in a decrease of flexibility. In times of 

economic downturn, the existing data centres cannot be scaled down at a moment’s notice, but continue 

to consume energy and financial resources. Of course, if a company decides to pursue this strategy of 

operating a large data centre infrastructure, there is a high path dependency and no pivot is possible later 

on. Furthermore, there can be a timing mismatch between the construction of a data centre and the 

demand for mobile data resulting in a significant lag between what the market requires and the 

provisioning. In the fully private case, the company faces the challenge to predict its demand as 

accurately as possible for several years as a “larger data centre takes approximately two years to design 
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and build” (Chari, 2009). Consequently, this results in little flexibility and high path dependency. 

Among the few advantages of pursuing this fully private scenario is the independence from an external 

provider to provide its service. Moreover, the company has full control over its data and processes. 

Additionally, learning curve effects might set in as the company expands its infrastructure. Also, the 

company has full transparency over its pricing. Lastly, underused resources such as idle servers could 

be sold off to other parties (see Section 6.4). 

6.3.2 Scenario II: Fully public 

In comparison to the fully private scenario, the fully public has more merits: the strategy of hiring 

external computing resources allows for more agility and flexibility. Rapid change in directions can be 

made in the face of a changing customer demand or a strategic move of a competitor. There is high value 

in this immediacy: server power is immediately available. No elaborate and highly precise planning is 

necessary as the company can grow their customer revenues without the need for large-scale 

investments. As a consequence, there are no excessive capital costs and the company faces no heavy 

debt burden. 

As external resources can be bought in line with demand, there is no inefficiency or overprovisioning: 

the company pays for what is used. Cloud providers are also able to realize cost savings through scale 

effects and energy initiatives and always provide the best server performance and the newest equipment. 

Moreover, server specifications can be readily changed.  

The most critical disadvantage is the high dependency on an external service provider to maintain 

operations. If the cloud provider ceases to be a reliable partner, the mobile telecommunications company 

is under threat of being overtaken by its competitors. Also data protection concerns are not to be 

underestimated as the cloud provider has access to a significant part of the company’s data. In addition, 

the company is at the cloud provider’s mercy as it might experiences a vendor lock-in: for instance, the 

provision of cloud computing services is not fully regulated and standardised. Hence, a company is 

likely to become increasingly dependent on its provider as it has to comply with the provider’s 

environment (Beslic, 2013). This leads to high switching costs faced by the telecommunications 

company. Finally, there are no sellable assets in the case of financial turmoil and the company might 

face difficulties when looking to obtain external funding with no collateral in place. 

6.3.3 Scenario III: Hybrid 

The hybrid scenario offers a middle way between the two extreme cases. Consequently, a company 

pursuing this strategy with regards to data centres faces a combination of the merits and drawbacks that 

were already elaborated on. 

One of the most prominent advantages with regards to this hybrid approach is the reduced need for 

investments. Compared to the fully private scenario, no data centre infrastructure has to be provided for 

extreme cases in data demand. Tied with this, this results in no significant over-provisioning. Hence, 

server resources do not remain idle and unproductive for a large portion of time. In comparison to the 

fully public approach, the dependency on the external public cloud provider is not as pronounced: the 

telecommunications company owns a solid foundation of server resources that it can always fall back 

on. Consequently, the company is not dependent on an external provider to facilitate its core business. 

Furthermore, the company now also owns a portfolio of data centres which could be liquidated in the 

case of financial distress and against which new loans can be taken up. Furthermore, the idle computing 

capacity at certain times of the day can be sold off to new customers generating additional revenue 
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streams (see Section 6.4). In such a case, the telecommunications company can profit from its existing 

experience such as competencies in pay-per-use billing, for instance. 

One minor disadvantage is that the company has no clear specialisation pursuing the hybrid strategy. 

For example, it might not own a large enough data centre infrastructure to benefit from economies of 

scale or learning curve advantages. 

6.3.4 Conclusion 

The three scenarios can be adequately displayed on the 2x2 matrix depicted in Figure 23. The two axes 

along which the cases are mapped are the business risk faced by the company and the economic viability 

of pursuing a certain strategy.  

The business risk primarily refers to the dependency on the external service provider the mobile 

telecommunications company is exposed to: in the fully public scenario the company is heavily reliant 

on a cloud provider to maintain its operation. Of course, this risk is non-existent in the fully private case 

where all computing infrastructure is maintained in-house. One should also note that this classification 

is merely qualitative as it is hard to quantify the dependency on an external provider. 

The economic viability indicates the financial performance of each case: the required consecutive 

investments and total costs for the fully public scenario are much lower as no costly infrastructure has 

to be built. The fully private approach is the most cost-intensive for obvious reasons. 

 

Figure 23 – Service provisioning in the “fully public” scenario 

The Figure 24 depicts  (in Mio. Euro) the three scenarios: it is evident that the fully public and the fully 

private occupy the extremes whilst the hybrid case finds a middle ground between the drawbacks of the 

increased dependency and the financial merits. 
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Figure 24 - Comparison of estimated total cost between the 3 scenarios 2013–2019 

The projections from our financial model show that the public scenario causes the lowest costs in all 

projected years and is approximately half as expensive as the private scenario. The hybrid scenario is 

approximately as expensive as the private scenario at first. However, later on, the financial burden 

through capital expenses is much smaller than in the private scenario. Hence, the hybrid scenario is only 

between 25 and 10 % more expensive than the public solution. The beneficial effects derived from 

covering only the average mobile data demand and taking advantage of the cloud’s pay-per-use 

flexibility can explain this trend (see Figure 24 and Appendix B).  

6.4 Exploitation Case of Excess Capacity 

One of the most prominent problems in the fully private case was the excessive overcapacity of the 

computing infrastructure. In that approach, much of the computing capacity is constructed and 

maintained for some rare cases of exorbitant data consumption such as New Year’s Eve. For the majority 

of the time, these servers remain idle and unproductive. 

 

Figure 25 - Free excess capacity which arises through the over-provisioning of server capacity 

 

Figure 25 indicates the idle computing capacity (shaded in green). In this scenario, the 

telecommunications company maintains sufficient server resources to cope with the daily peak demand 
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for mobile data. As a matter of course, much of this capacity remains unused between midnight and 6 

PM.  

This unproductive computing infrastructure could be put to good use if the telecommunications 

company hired out its spare capacity to customers, gaining additional revenue in the process. For 

instance, the company could exploit already existing sales relationships to main-business clients to sell 

them additional cloud services. In fact, many telecommunications companies are already pursuing this 

option by “providing services such as e-mail, managed hosting and storage solutions to their enterprise 

customers” (KPMG, 2012). The evolution to cloud computing is expected to be a natural progression 

for them. Moreover, billing systems such as the pay-per-use model have already been in place at 

telecommunications companies. Such practical experience can also be used in billing processes for cloud 

services. 

Telecommunications companies control the whole infrastructure and network through which existing 

cloud services are offered. This allows such companies to offer an end-to-end service level agreements 

on application performance and availability. As telecommunications companies can make use of a 

combination of service assurance and data centre and network redundancy, telecommunications can 

ensure the security of their service for their enterprise customers (KPMG, 2012). 

For the infrastructure shown in Figure 21 where the available in-house data centre capacity corresponds 

to the maximum daily demand faced, the shaded green area depicts the available servers at a given time. 

Similarly, Figure 26 displays the idle servers as a percentage of the peak daily demand. From this, it is 

evident that there is significant computing capacity available in the morning hours every day. In the 

following, we aim to give a brief scenario of how this unproductive server capacity could be put to good 

use by building on the work developed from MCN Deliverable 2.4.  

 

Figure 26 - Idle server capacity by time of day 

The business case for the sale of the idle server capacity examines the viability of the Digital Signage 

as a System (DSSaaS) service (MCN Deliverable Source 2.4) for a large Western European city. As a 

brief recapitulation, a digital signage system refers to a network of mobile and customisable displays 

connected to and administered by a central control station. Multimedia content such as advertisements 

can be loaded onto these screens to “convey messages efficiently and in a well-targeted fashion” (D2.4, 

2014). 

Concretely, the telecommunications company can offer its spare computing capacity in the morning 

hours to facilitate the transfer of advertisement content from the control centre onto the mobile screens. 

For instance, the idle capacity available in 2015 would be sufficient to cater for a public transport 

company owning 110 metro stations, 149 metros, 1543 buses and 481 trams with approximately 10’000 

screens. More detailed information on this exploitation case can be found in Appendix B. 
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6.5 Conclusion of Business Evaluation 

In this deliverable, we aimed to give a comprehensive account of the benefits and risks of cloud 

computing with regards to the telecommunications industry. We have seen that there exists a principal 

conflict between the potential financial return from an increased partnership with a public cloud provider 

and the rising business risk from such an exposure. The corresponding list of advantages and 

disadvantages is found in Section 6.3. 

However, it is also imperative to state the limitations to the research conducted: generally, there is a 

persistent disparity between what is accepted to be true in theory and how this translates to practice. 

Further works should investigate the reliability of the different cases and consider the potential 

implications in terms of costs and risk from a private/public/hybrid network breakdown. Additionally, 

data security with respect to public cloud providers should be analysed more thoroughly. Do the 

telecommunications companies have to comply with regulations governing the shift of certain types of 

workloads and data to an external public cloud provider? Moreover, further research should examine 

the competitive position of telecommunications companies with regards to large public cloud service 

providers such as Amazon Web Services or Google. What is the difference in the economies of scale 

and business experience between a large public cloud provider and a relatively inexperienced telecoms 

company when offering cloud services? How feasible is it for a telecommunications company to deploy 

a service as described in Section 6.4? 

Regarding the business case model, it is important to consider that the data centre infrastructure was the 

main focus of this investigation. However, the infrastructure operated by a telecommunications 

company ranges from the RAN antennas in the field and the networking clusters to computing centres. 

A source from a telecommunications industry has indicated to us that the data centre infrastructure 

cannot arbitrarily be scaled up if the physical network is neglected: the latter can thus quickly become 

the bottleneck. To keep the scope of this investigation manageable, only the financial investments with 

regards to the data centre expansion were taken into account as considering the other network 

components would have required extensive specialist knowledge. Having said that, it is certain that 

further investments into the networking infrastructure would be required in order to keep pace with the 

rapid growth in demand for mobile data. 

Another neglected technical limitation concerns potential latency issues arising through the distance 

between data centres and end users. Moreover, we also employed a macro-level approach in terms of 

the computed data demand, relying primarily on projections from technology companies such as Cisco. 

With this, we computed the data centre infrastructure required to tackle this growing demand. Another 

more micro-level approach could include the consideration of the individual demand loads by mobile 

applications, as proposed by Yousaf et al. (2015). In their paper, the researchers make an estimation for 

the number of demand instances per unit time and later compute the requirements for the infrastructure. 

They also provide a proposition for the most efficient architecture to address this mobile data demand. 

Lastly, the major proportion of all information gathered for our case model stems from publicly 

accessible sources such as white papers published by technology companies: in a more extensive 

investigation in the future, researchers should aim to gather more expert knowledge from 

telecommunications companies directly. Of course, this is not a straightforward task as much 

information with regards to the data centre infrastructure and the physical network is kept confidential. 
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7 Summary and Outlook 

The objectives set for the MCN project, in regard to the expected proof of concept implementations, 

have been achieved with success: a fully cloud-based mobile communication system has been 

developed, integrated, demonstrated and evaluated in several scenarios, including the DSS and IMS 

Proof-of-Concepts; on-demand support and elastic provisioning of mobile services.  

The PoC scenarios demonstrated in the previous reviews have increased in complexity and 

approximation to reality, by including Over-The-Top (OTT) services and 3GPP platform services, such 

as EPC and IMS.  

The continuous integration in MCN allowed the DSS PoC to be enriched in the features supported, 

which include, among others, single sign on support to DSS players and fast content retrieval from 

repositories using ICNs. Through these integrations the DSS PoC provided a comprehensive perspective 

on how a complex service addressing end users can be deployed, configured and run while using a large 

amount of support services. As a central result, the DSS proof of concept showed on one side how a 

service can use other existing services for constructing a better service offer and on the other side it 

proved that an integrator can compose functionality from different software providers into a better offer 

towards the end subscribers.  

The IMS PoC is also an evidence of such improvements, with the support of the Pay-as-you-go model 

through an integrated monitoring within the Rating-Charging and Billing. The IMS PoC, compared to 

the DSS PoC, has three key services chained into a single offer (RAN, EPC and IMS). Compared to the 

DSS scenario, the end-to-end scenario concentrates on how to bring into a same common offer three 

different software components, each with its own performance and inter-op limitations. The IMS PoC 

proved the interaction between the different services as well as how they influence the end-to-end 

service offering (e.g. the delay of the procedures is chained while the link capacity is equivalent to the 

lowest link capacity).   

A later Follow-Me Cloud PoC was added to the two proposed in the previous Deliverable D6.3, for 

better demonstrating some features with a longer time frame until market acceptance, such as the 

integrated prediction and dynamic content placement. This PoC showed the advantage of having 

advanced network features such as prediction for the end-to-end service delivery. Ultimately, using the 

MCN framework allowed to easily integrate these services with those delivering services to the 

subscribers.  

To leverage the advantages of the cloud-based mobile communication system introduced by MCN, 

several testbeds were deployed, in distinct geographical regions and relying on various cloudification 

technologies. The testbeds used a common authentication mechanism through a centralized keystone 

deployment. This distributed testbed deployment met the requirements of Mobile Network Operators 

for distributed mobile core network, supporting on-demand deployments and mechanisms for up-scaling 

and down scaling according to temporal demands.  

The distribution of mobile core network components was taken to a maximum, by having mobile users 

physically attached, through RANaaS with OAI support in the Eurecom tesbed (located in France) and 

the core network services, such as EPCaaS, deployed in UBern (located in Switzerland). This would be 

the case in which the operators deploying RAN and EPC only have a remote business relationship (i.e. 

the deployment is equivalent to the deployment on top of two different autonomous systems pertaining 

to two different operators). As seen from the measurements of the different components into this 

distributed testbed, due to the delay of the network between the two connections (30ms RTT) such a 
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scenario is not feasible to be deployed for the common subscriber market, being nonetheless useful in 

niche market deployments with smaller number of subscribers (e.g. specialized M2M services). In order 

to have a proper RAN and EPC service deployed on top of virtual network environments, we expect that 

the two services will be deployed together at the edge cloud node. As presented in the EPCaaS appendix, 

the state of these nodes may be easily synchronized using a newly developed protocol with a small 

network footprint.  

In the process of stretching the testbed infrastructure, we also demonstrated the interoperability between 

different testbed solutions, relying on OpenStack, CloudSigma or SmartDataCenter. This proved to be 

a challenge in terms of virtualizing the specific network services as the specific software components 

have to be adapted to the specific virtualization environment. In the framework of the integrated 

prototype developments services such as DNS, AAA and RCB were cloudified on top of the different 

cloud solutions, proving that with a limited amount of resources the services can be ported between 

different cloud infrastructures, as well as proving that while exposing the same functional capabilities, 

the services have very distinct performance depending on the virtualization layer. 

The service orchestrator workload is managed by a PaaS, more specifically OpenShift, as a result of 

WP3 input. Extensive evaluation has been performed on different versions of OpenShift, including 

OpenShift v2 (which was employed in the year 2 demonstration) and OpenShift v3 (that is employed in 

the final demonstration). The results of the evaluation highlight major improvements in the different 

phases of service lifecycle, for instance “init” and activation phases are reduced about 8 times (from 

278s to 24s) in OpenShift v3. Such gain has an impact in the overall service composition of DSS and 

IMS PoCs performance as perceived by the EEU. The on-demand cloudification of services is improved 

with the use of OpenShift v3. With this we can conclude that major performance advancements in the 

area of PaaS are greatly influencing the specific service deployments. Considering that such 

advancements are foreseen also in the next generations of the software, we assume that using the service 

orchestration on top of a PaaS will be feasible for the real life network deployments providing the 

expected functionality and service separation. This feature is completed in time to provide an efficient 

alternative to the current deployment dilemma on how to deploy Network Function Virtualization 

Managers (NFVM) into the ETSI NFV architecture.  

The evaluation performed in the Proof-of-Concept includes the evaluation of individual services and on 

the integrated DSS and IMS PoCs scenarios. Such evaluation focuses on the functional and on the non-

functional aspects, such as timing of the service lifecycle phases, the support of elasticity and scalability, 

the availability and fault tolerance, and the integrated performance. In this sense, the results of 

virtualization of the packet core represented by the Fraunhofer Open5GCore/OpenEPC platform showed 

that a telecom service can be adapted in a transparent manner to a cloud-native structure. This was 

obtained by engineering two mechanisms for distributed subscriber state sharing addressing the 

elasticity within a single cloud infrastructure as well as the means for transferring state information 

between different cloud nodes. The two mechanisms, based on distributed shared memory and based on 

a newly implemented ASN.1 protocol, have a minimal delay and resource consumption at the detriment 

of the bandwidth consumed. Using these as well as a set of load balancing components designed for the 

specific protocols, the elasticity, scalability and availability is obtained in a transparent manner to the 

different components, removing the specific limitations of stateful components. Additionally, 

Open5GCore provides a best practice implementation of data path components as software on top of 

cloud infrastructures. However, the results obtained show that these type of system can not function 

without having specific acceleration features such as SR-IOV or netmap deployed on top of both the 

host and the guest operating systems. A next step into the Open5GCore is to further increase the data 
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path performance by re-engineering the specific components as well as to prove that edge networking 

solutions are possible to be deployed in a resource efficient manner.  

One of the main issues encountered while deploying the specific EPCaaS testbeds and deployment 

architectures (physical vs. virtual, EPC vs. N:2 deployment option and the cloud-native features 

evaluations) was the large number of parameters influencing the measurements. We expect that such 

variation is also to be considered in case of vendor deployments into the operator networks. A very 

important step in order to be able to get the virtualized EPC solutions accepted by the market is to 

provide the means to compare them based on their own performance. However, as observed, this can 

not be isolated from the cloud and the virtualization technologies deployed. In the next steps a reduced 

set of performance KPIs will be consolidated and an afferent set of benchmark tests will be generated 

in order to be able to assess in an appropriate manner the value of a virtualized solution.  

From an end-to-end service perspective, the results of virtualizing the EPC as well as the integration 

with the virtualized OAI put in evidence the benefits and the limitations of cloudifiying the mobile 

packet system of the operator. Specifically, such deployments are feasible and provide the expected 

performance as long as the underlying network infrastructure is ready to support them, including the 

network within a data center as well as the flat interconnection between the different data centers. 

Considering the current technological advancements, efficient networking is possible, however it 

requires a large re-engineering when starting from the OpenStack networks.  

In other individual services, such as MaaS, the benefits of parallelization supported by the MCN 

architecture are clear, as multiple EEU requesting monitoring facilities are not impacted with the 

simultaneous deployment in terms of service availability. In this line of results, the functional evaluation 

of DSS and IMS PoCs demonstrate that the several services are integrated correctly and enable DSS 

players to receive content, or users to perform calls on 3GPP networks for the DSS PoC and IMS PoC 

respectively. The service readiness in the DSS PoC relies in the order of 5 minutes, considering that 

seven services (AAAaaS, DNSaaS, DSSaaS, ICNaaS, RCBaaS, SLAaaS, MaaS) are deployed and 

provisioned in this scenario. This is a major achievement in MobileCloud, by reducing the deployment 

of services from hours to minutes, supporting flexible configurations, that can be customized by the 

EEU (policies and billing events). On the other hand, the IMS PoC presents a service readiness around 

6 minutes, including, as well seven services (IMSaaS, EPCaaS, DNSaaS, MaaS, RCBaaS, RANaaS, 

ANDSFaaS), and four distinct testbeds (ZHAW, UBern, CloudSigma and EURE). Such 

accomplishment puts in evidence the benefits to Mobile Virtual Network Operators that can deploy the 

core network functions of a 3GPP system in minutes and distributed geographically. 

Apart from the aforementioned benefits brought by MCN, the scalability and elasticity evaluations 

clearly show that the cloud-based mobile system of Mobile Cloud is able to adapt well to the load 

introduced by a high number of DSS players (7500), packet core or IMS users. The different services, 

within specific scaling logic algorithms are able to scale-out to meet the requests introduced by load or 

scale-in to avoid using unnecessary resources, which can be billed to the EEU. In the performed 

evaluation the number of service instance components increased to meet service quality levels, for 

instance ICN deployed 5 CCNx routers to allow simultaneous content retrieval by the different players. 

Similarly both control and data plane components of the EPC were transparently scaled up and down 

for providing the expected service capacity. For the IMS specifically, only the backend control plane 

was scaled as very similar results to the EPC are expected. By providing the EPC and IMS scaling, the 

evaluations show that it is possible without changing the 3GPP standards to deploy transparent 
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mechanisms which result in transforming currently stateful components into cloud-native state sharing 

ones.  

In this line of results, the fault tolerance mechanisms included in the different services demonstrate that 

besides accommodating peaks of load, recovery is supported on failure events. Services are composed 

by different instances, each one with its own role, if one fails (i.e. instance crashes or stops abnormally) 

the functionalities of service can be compromised. The evaluation results demonstrate that 

functionalities supported by a specific service are not compromised in failure events. For instance, DNS 

query resolution, is not ceased when a backend server suffers failures, DSS players are still able to 

retrieve content when a CCNx router has failures in the ICNaaS. Similarly, the HSS scaling from the 

IMS scenario as well as the EPC control and data plane scaling show a minimal disruption of the end-

to-end service, lower than the one expected by normal network functioning variations.  

The mobility prediction supported by MOBaaS has demonstrated benefits in the Follow Me Cloud 

Paradigm in the ICNaaS. Since the content is migrated to the destination of users, prior to their arrival, 

the retrieve time at the destination is reduced. Such decrease is even more evident in files with bigger 

sizes (for instance above 50MB). 

The management and orchestration of services can be performed in a way to enhance the quality of 

decision of a cloud controller. RAVA is able to perform such management and orchestration by 

determining the most-suitable virtual machine to migrate or scale a particular service instance. Such 

migration can be performed between distinct compute nodes. RAVA interfaces in MaaS to collect host, 

cpu, memory, network-related metrics to enable optimal resource utilization in diverse compute nodes. 

RAVA evaluation results illustrate efficient workload relocation decisions considering the resource 

correlation with service instances and compute nodes, guaranteeing, therefore that migrated resources 

do not impact performance on existent instances of a compute node. 

In conclusion, the current telecom environment took the direction of network function virtualization as 

the main paradigm for the evolution of the network components and network services. The MCN proof-

of concept provided a set of innovative features especially in regard to the composition of the end-to-

end services as well as in the area of bringing cloud-native features to the different network functions 

implementations. By this, an essential step into the adoption of the technology was achieved. This step 

accelerates the adoption of the technology by providing practical hands-on technical know-how as 

reported into this deliverable. 
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Appendix 

This deliverable includes several Appendices that contain additional details of specific subjects 

discussed in the main document. 
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Appendix A:  Evaluation of OpenShift versions 

In this appendix an evaluation of OpenStack v2 and OpenStack v3 is performed to highlight the 

performance differences in the relevant aspects for the MCN project. The results in this section 

substantiate the decision made to move from OpenShift v2 to OpenShift v3. 

A.1 OpenShift v2 installation 

OpenShift v2 was installed in a single large VM running on the OpenStack installation of the ICCLab, 

ZHAW. After the virtual machine was installed with CentOS 6.5, the recommended installation 

instructions were used1. 

A.2 OpenShift v3 installation 

The installation of OpenStack v3 was performed using the official OpenShift Ansible installer2. This 

installer can directly talk to OpenStack to deploy the necessary resources and further provisions the 

software automatically. Similar to the setup required for OpenShift v2, some post installation task need 

to be performed. First, an A record for the master node needs to be created in the DNS. This record is 

used to access the API and web UI. To cache images at a central place, a Docker registry needs to be 

created. A service router in OpenShift v3 is the component that handles the traffic between the outside 

world and the internal components. It is created using the OpenShift v3 CLI. After creation, a wildcard 

A record (e.g. *.apps.cloudcomplab.ch) pointing to the service router needs to be created. This way, all 

external traffic for all apps gets to the service router where it is redirected to the actual apps. 

A.3 Benchmark description 

The Benchmark performed here focuses on certain aspects of both OpenShift versions that are relevant 

to MCN. In the MCN architecture, the service manager instantiates a service orchestrator for each 

service request. This service orchestrator then performs the tasks necessary to get the desired service up 

and running. Once the service orchestrator is up, the service manager forwards requests such as the 

retrieval of operational data, updates to the service instance and deletion of the service instance to the 

service orchestrator. The service orchestrator runs on a PaaS (Platform as a Service), which is either 

OpenShift v2 or OpenShift v3. 

The time taken by the PaaS to instantiate a service orchestrator instance is the performance metric in 

this benchmark. This time covers both the "Init" and the "Activate" phase. In the "Init" phase, a request 

to the PaaS is performed to instantiate a new container. In OpenShift v2, this creates a new empty 

cartridge whereas in OpenShift v3, this creates an instance of a Docker image. In the "Activate" phase, 

the created container is contextualized. In OpenShift v2, this pushes the actual service orchestrator code 

to the cartridge followed by a HTTP POST request with context information about the service 

orchestrator whereas in OpenShift v3 only the HTTP POST request is necessary as the service 

orchestrator code is already placed in the Docker image. 

                                            
 
1 https://www.digitalocean.com/community/tutorials/how-to-install-and-configure-openshift-origin-on-centos-6-5 
2 https://github.com/openshift/openshift-ansible 
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To eliminate unwanted factors, a special service manager and service orchestrator were used. The 

service manager uses the bare minimum of functions of the service manager library. The same applies 

to the service orchestrator, the heat stack deployed consists of no resources, just some static outputs. 

This way, the provision time of the service orchestrator is only limited by the PaaS provisioning speed. 

A.4 Benchmark setup 

Multiple systems and components were involved in this benchmark as depicted in the following figure. 

 

Figure A-1 – Benchmark multiple systems and components 

A.4.1 OpenShift v2 

Openshift V2 is installed in a single VM running on Lisa, one of the OpenStack installations of the 

ICCLab. The VM is configured with 4 vCPU, 16GB RAM and 120 GB of storage. For more details, 

please refer to the testbed description in Section 3. 

A.4.2 OpenShift v3 

Openshift V3 is installed in 5 VMs running on Lisa, one of the OpenStack installations of the ICCLab. 

All VMs are configured with 4 vCPU, 8GB RAM and 60 GB of storage. For more details, please refer 

to the testbed description in Section 3. 

A.4.3 OpenShift v3 AIO 

Openshift V3 AIO is installed in a single VM running on Lisa, one of the OpenStack installations of the 

ICCLab. The VM is configured with 4 vCPU, 16GB RAM and 120 GB of storage. This system is used 

to verify how OpenShift v3 performs with the exact same amount of resources as the OpenShift v2 

installation.  

A.4.4 Notebook 

The service manager was installed locally on a notebook. The Notebook is a Macbook Pro Retina (Mid 

2014) with a 2.8 GHz 4 core CPU, 16 GB RAM and 1 TB SSD. All tests for all PaaS were performed 

using this notebook. While introduces potential delays between the service manager and the cloud 

controller, the amount of calls is equal for all PaaS and the notebook uses a wired connection the stable 

ZHAW network. This network is directly connected to the datacentre where both PaaS are running.  
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A.4.5 Cloud Controller (CC) 

The cloud controllers for OpenShift v2 and OpenShift v3, which translate the OCCI requests to the 

PaaS's proprietary APIs, are running in the VM of OpenShift v2. The cloud controller for OpenShift v3 

AIO is running in the VM of OpenShift v3 AIO.  

A.4.6 Remarks 

While the discrepancy of available resources of OpenShift v2 and OpenShift v3 surely influences their 

capacity, the impact on provisioning latency is unknown. For this reason, a second OpenShift v3 

installation was installed to mirror the available resources of the OpenShift v2 installation. 

A.5 Test methodology 

All PaaS were handled exactly the same. For all PaaS, a service manager was started, pointing to a cloud 

controller for the PaaS. A service instantiation request was performed against the service manager. This 

step was repeated 10 times total, waiting each time until the previous finished. The data was extracted 

using the logging framework. 

A.6 Results 

In the following three tables the duration of each phase is represented by its mean value and standard 

derivation. 

Table A-1 – Performance data for OpenShift v2 

Phase Mean  Stddev 

Init 19.0265 1.0517 

Activate 259.6440 17.0081 

Deploy 10.0143 0.9914 

Provision 0.7104 0.9097 

Total 289.3953  

 

Table A-2 – Performance data for OpenShift v3 

Phase Mean  Stddev 

Init 20.9594 3.7736 

Activate 3.0949 0.3841 

Deploy 8.9800 0.4542 

Provision 0.2388 0.0207 

Total 33.2731  
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Table A-3 – Performance data for OpenShift v3 AIO 

Phase Mean  Stddev 

Init 19.0674 1.5592 

Activate 4.1505 0.5562 

Deploy 8.4154 1.0980 

Provision 0.4546 0.4550 

Total 32.0878  

 
In Figure A-2 both the total duration (in seconds) and a breakdown per phase is shown. 

 

Figure A-2 Duration of Service Orchestrator Provisioning 

A.7 Conclusion 

The main difference between OpenShift v2 and OpenShift v3 in our context is where the build of the 

application takes place. For OpenShift v3 this is done once by the user in advance, prior to deployment. 

For OpenShift v2 on the other side, the build is performed every single time during the deployment on 

the PaaS (the Activate phase). 

The results of the benchmark clearly show the advantages of OpenShift v3 over OpenShift v2. The 

"Init", "Deploy" and "Provision" phase take the same amount of time on average. The real difference is 

shown in the "Activate" phase where OpenShift v2 has to perform the build every single deployment. 

The performance of the orchestration gets more and more important as services are composed together. 

For every composed service, a service orchestrator has to be started. Often services have to be created 

in series as they require parameters of another, previously created, service. In that case, the performance 

difference between OpenShift v2 and OpenShift v3 become more and more obvious and relevant. 
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Appendix B:  Business evaluation 

In this appendix details of the business evaluation are described. 

B.1 Case Overview I 

These are the estimated demands for the server infrastructure in all three cases. Based on these demands, 

we estimated the costs for the individual cases. 

Table B-1 -- Demand Overview Case 1-3 

 

B.2 Case Overview II 

The tables below the detail the estimated costs per year in each individual case and are based on the 

demand scenarios introduced in Case Overview I. 

Table B-2 -- Cases comparison 
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B.3 Total Cost of Ownership Model 

The table below shows the model for the total cost of ownership as proposed by Koomey (2007). With 

this model and the respective demands from Case Overview IError! Reference source not found. we w

ere able to estimate the total costs shown in Appendix Case Overview II 

Table B-3 – Totcal Cost of Ownership Model 
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B.4 Available Servers for Exploitation of Excess Capacity 

The table below calculates the percentage of idle servers that form the basis of Idle server capacity by 

time of day presented in Section 6. 

Table B-4 -- percentage of idle servers 

 

B.5 DSSaaS Scenario 

The table below is the basis for the exploitation case, as detailed in Section 2. 

Table B-5 – DSSaaS exploitation case 
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Appendix C:  DSS Scenario 

In this appendix further details of the DSS Scenario are added, namely the metrics that are monitored 

and integration details between DSSaaS, SLAaaS and RCBaaS. 

C.1 Metrics 

The table below shows the full list of metrics for the DSS scenario, functional evaluation. 

Table C-1 -- Monitoring metrics of services in DSS PoC 

MCN Service 
Name 

Metric Name Metric Description 

EPC/eNB number_of_active_subscribers Active user subscribed to the eNB 

EPC/MME number_of_active_subscribers Active user subscribed to the MME 

EPC/PGW number_of_active_subscribers Active user subscribed to the PGW 

EPC/SGW number_of_active_subscribers Active user subscribed to the SGW 

RAN/OAI Number Number of attached user to a BBU 

DNSaaS dns.uptime Total uptime of DNS 

DNSaaS dns.qps Queries per Second 

DNSaaS dns.cache_hit_rate Cache hit rate 

DNSaaS dns.queries_load Load of Queries 

DNSaaS dns.latency Query latency 

DNSaaS dns.total_queries Total number of queries 

DNSaaS all.out.queries All Outqueries 

DNSaaS cache.misses Cache Misses 

DNSaaS concurrent.queries Concurrent Queries 

DNSaaS servfail.answers Servfail Answers 

DNSaaS time.out.packets Time out packets 

ANDSF/LB andsf.service.queries_per_second 
Load Balancer tier Queries per 

Second 

ANDSF/WS andsf.service.queries_per_second Web Service tier Queries per Second 

ANDSF/BL andsf.service.queries_per_second 
Business Logic tier Queries per 

Second 

ANDSF/DB andsf.service.queries_per_second DataBase tier Queries per Second 

IMS/HSS number_of_active_subscribers Active user subscribed to the HSS 

ICNaaS Cache Size (ccnx.cache) Size of the CCNx cache 

ICNaaS CCNd Status (proc.num[ccnd]) Status of the CCNd daemon 
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ICNaaS CCNr Status (proc.num[ccnr]) Status of the CCNr daemon 

ICNaaS 
Network Daemon Status 

(net.udp.listen[9695]) 
Status of the CCNx network daemon 

ICNaaS Number of Interests (ccnx.interests) 
Number of Interest messages 

processed by the CCNx daemon 

ICNaaS Repository Size (ccnx.repository) Size of the CCNx repository 

ICNaaS 
Total Network Traffic 

(net.if.total[eth0]) 
Total network traffic of CCNx Router 

MOBaaS 
predicted_number_of_subscribers_in

_a_cell_at_a_future_moment 

Number of MOBaaS-predicted user 

subscribed to one cell 

MOBaaS 
real_number_of_subscribers_in_a_ce

ll_at_a_future_moment 

Number of MOBaaS-predicted user 

subscribed to one cell 

 

C.2 SLA, Monitoring and RCB Integration 

The implemented and delivered version of the SLAaaS has been integrated with the DSS, RCB as well 

as MaaS services and has been evaluated as a complete, end-to-end, use case scenario. In the following 

picture the series of interactions in high level are presented which demonstrate the operation of this 

scenario. 

Intel testbed

DSS MaaS RCB

SLAaaS

1. Create SLA instance from 
SLA template

3. Get term s 
metric from the 
monitoring service

4. If a violation is detected, push a 
violation event to the RCB event queue

Post the 
monitored metrics 
during runtime.

2. Enable the SLA monitoring 
thread and violation 
detection for the DSS SLA

 

Figure C-1 -- Overview of interactions and scenario execution 
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Detail steps for the defined use case can be shown also in the following sequence diagrams: 

 

 

Figure C-2 -- DSS-SLAaaS instantiation  

 

Figure C-3 --  DSS metrics reporting and violation detection 

In the presented integrated scenario, the unique instance of the SLAaaS is hosted at Intel’s testbed, while 

the rest of the services can be placed in any available MCN testbed.  

The series of interactions begin with the DSS creating a SLA instance through the OCCI interface that 

the SLAaaS exposes. To achieve that, valid SLA agreements are shown to the to the EEU that requested 

DSS deployment the first time the DSS Web Management interface is accessed after a DSS instance is 

deployed and provisioned. 
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Figure C-4 – SLA Agreements acceptance for DSSaaS 

 That instance will be associated with the DSS SLA template that has been defined in the SLAaaS. In 

the following table the declaration of the DSS SLA template is presented: 

{ 

    "name": "DSS Inc", 

    "scheme": "http://sla.dss.org/agreements#", 

    "templates": { 

        "dss_gold": { 

          "allowed_links": [], 

          "terms": { 

            "connections_load": { 

              "desc": "This is the SLO term for an instance of DSS regarding the connections of the 

players.", 

              "type": "SLO-TERM", 

              "metrics": { 

                "DSS number of active player data": { 

                  "value": 100, 

                  "limiter_type":"max" 

                } 
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              }, 

              "remedy": "0.10" 

            } 

          } 

        } 

    } 

} 

Figure C-5 -- DSS SLA template 

It can be noted that the SLO term defined in this template is the number of player connections with an 

upper limit set to 100 connections. The instantiation of the OCCI SLA follows the process of: (a) 

Agreement instance creation, (b) Agreement link creation, (c) Agreement instance acceptance, as has 

been described in detail in D5.4.  

SLO Terms specific data is sent from the DSS SIC together with the rest of the relevant monitoring info 

required for runtime decision-taking at SO level. Responsible of sending this information is the MaaS 

agent running in all the VMs. Addition to the SLO term to the DSS – MaaS flow prevents DSS (or any 

other service) of using an ad-hoc protocol and provides a single point for SLAaaS info retrieval, which 

is the Monitoring Web RPC Zabbix interface.        

The completion of this step leads to the initiation of the SLA monitoring phase where a monitoring 

thread is created and data are being gathered from the MaaS in relation with the respective SLA term. 

To this end, the SLAaaS thread of the DSS SLA will request the values of the “DSS number of active 

player data" from the MaaS and check whether there is a violation on the defined limit.  

In case there is a breach on the monitored SLA, the SLAaaS active thread will push a violation message 

to the RCB queue in order to notify the detected event. The RCB queue is a RabbitMQ implementation 

which host a specific queue for the violation events. The notification message hold the basic information 

about the violation event using the following structure: 

{‘agreement_id’: agreement_id, 'timestamp':timestamp, 'resource':device_id, 'term':term, 

'penalty':remedy} 

The RCB service is using the logged violation event during the report generation of the respective 

service.  

C.2.1 Usage of Analytics 

The analytics service is a platform which allows analysis of an MCN service so as to better understand 

how it is performing and to estimate its future performance and demands.  Figure C-6 shows the 

structure of the analytics service. 
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Figure C-6 Analytics Service Architecture 

Using the web console, a user can create workbooks to perform analytics of an MCN service.  Figure 

C-7 shows the web console for the fingerprinting workbook.  

 

Figure C-7 Web Console Workbook View 

The left pane shows the workbook script and the right pane shows the visualization generated from 

running the workbook script.  A workbook has access to the analytics SDK to build a data analysis 

model.  Using the web console, a workbook can be created and the results of this workbook can be 

immediately seen in the web consoles dashboard, the workbook can be iterated over in this manner until 

the desired analytics workbook is created.   

All workbooks are stored in the analytics service where they can be ran using the analytics engine.  A 

REST API allows the workbooks to be triggered remotely, results of analysis to be read remotely and 

even configured in real time.  Using this access, the analytics service becomes very extensible and can 

even allow workbooks to be chained to produce complex analysis between MCN services without 

exposing the analysis methodology.   
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C.2.2 Integration 

The analytics service has been integrated with the DSS service and the monitoring service to 

demonstrate analysis of an MCN service.  In this demonstration the DSS service is the target of the 

analysis and the monitoring service is used merely to retrieve telemetry data relating to DSS.  Figure 

C-8 shows how the services are connected and the paths by which the analytics service can grab the 

service data that it will need to perform analysis.  

 

Figure C-8 Analytics Service Integration 

The first path is directly to the service under analysis, this path allows the analytics service to extract 

the resources and components of a service and their interconnections.  The second path is a connection 

between the analytics service and the monitoring service which allows the analytics service to retrieve 

all telemetry data related to DSS. 

C.2.3 Workbooks 

Two workbooks were used to perform analytics over the DSS service, fingerprinting and compute 

utilisation prediction.  Both are discussed below. 

Fingerprinting 

A fingerprint is a way of identifying and differentiating a type of workload from another type of 

workload running in a data center.  For example, a website running on a compute node would have a 

different fingerprint from a database server running on the same type of compute node.  Being able to 

identify the service simply from its workload means that the hosting infrastructure can adapt to better 

suit the service and also maintain better utilisation of the host’s resources. 

Fingerprinting is achieved by taking key performance metrics from a running service, classifying them 

and aggregating them together to create a fingerprint of the workload.  These key performance metrics 

are measures of utilisation and saturation for a given component.  For example, compute utilisation 

relates to how well a physical or virtual server is being utilised, the higher the utilisation, the better, 

whereas compute saturation relates to how saturated a compute server is, how much stress it is under, 

the lower the better.  

The fingerprinting workbook generates these fingerprints every 10 minutes and saves them to a database.   

Building a list of fingerprints allows us to be able to analyse the performance identifiers of a service 

more completely and aid in building a better and more refined fingerprint.  These fingerprints can then 

be used by other workbooks and applications as they provide a more accurate view of a running service. 

Figure C-9 shows the output of running the fingerprint workbook over the DSS service.  The network 

is very good, there is no saturation and the utilisation is over halfway.  The compute’s utilisation is even 
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better, with the server being highly utilised, there is some saturation, but it is very low.  The fingerprint 

is very useful here in giving an instant view into the DSS service. 

 

Figure C-9 DSS Fingerprint 

Compute Utilisation Prediction 

The compute utilization prediction workbook makes a prediction of what an MCN service’s compute 

utilisation will be in the coming hours and when the utilisation will reach 100%.  

Figure C-10 shows the output of the workbook ran over the DSS service. 
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Figure C-10 DSS Compute Utilisation Prediction 

The fingerprints which were generated in the previous workbook are loaded and the compute utilisation 

for every node is extracted.  The compute utilisation is then further refined using a weighted rolling 

window before a prediction is made of how the utilisation is likely to change over the coming hours.  

This process is done for every compute node running in the service and so gives us an eye on how the 

service is likely to evolve and allows us to plan for better utilisation of the service’s nodes.  Using the 

analytics SDK utilisation and saturation predictions can be created for network, storage and compute 

components of an MCN service. 
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Appendix D:  RANaaS 

This section intends to perform the evaluation of the individual RAN service (RANaaS), including the 

functional evaluation of the integration of OAI and VRRM in RANaaS. 

D.1 Objectives 

The proof of concept of virtualisation of radio resources for RANaaS and the comprehensive 

management models presented in [1, 2] was made by the integration of Virtual Radio Resource 

Management (VRRM) within Open Air Interface (OAI). The implementation details of this integration 

were described in deliverable D3.4.  This section presents the scenarios and the road map followed to 

proof the concept. The validation of the emulator is presented in Annex, the results obtained for each 

scenario being analysed below. The aim is to demonstrate the download operation of groups of users, 

belonging to different Virtual Network Operators (VNOs) on the same infrastructure while providing 

them different type of services with pre-defined requirements. 

D.2 Metrics 

The following metrics are used: 

 Rb [Mbps]: allocated data rate to a given VNO to serve all users. 

 Rminb [Mbps]: minimum data rate guaranteed. 

 Active UEs: number of active User Equipments (UEs). 

D.3 Scenarios 

Reference Scenario 

An urban scenario and its variations are considered for the evaluation. The details of the reference 

scenario are provided through the OpenAir Interface (OAI) Scenario Descriptor (OSD) XML file. Each 

OSD XML file is composed of five key parts, each of them defining a subset of components as follows: 

 Environment/system configuration, including fading and antenna, 

 Topology configuration, including area, UE/eNB distribution and mobility, 

 Application configuration, including predefined and customized traffic profiles [5]. 

 Emulation configuration, including emulation time and performance metrics, 

 VRRM configuration, including the number of VNOs, their requirements, etc. 

Environment/system configuration is set for free-space propagation model scenario considering an 

AWGN channel. The operational frequency of the system is set to 1.9 GHz frequency. Concerning 

Topology configuration, only one cell is considered with the eNodeB located in the centre of the cell. 

UEs are randomly distributed considering static mobility type. The detailed specification of 

Environment and System configuration parameters is described in Table D-1 and Table D-2, 

respectively. 
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Table D-1 – Environment/system configuration parameters 

Parameter Value 

FADING LARGE_SCALE Urban 

FREE_SPACE_MODEL PATHLOSS_EXPONENT 2 

PATHLOSS_0_dB -100 

SMALL_SCALE AWGN 

WALL_PENETRATION_LOSS_dB 5 

SYSTEM_BANDWIDTH_MB 7.68 

SYSTEM_FREQUENCY_GHz 1.9 

ANTENNA eNB_ANTENNA RX_NOISE_LEVEL_dB 5 

NUMBER_OF_SECTORS 1 

BEAM_WIDTH_dB 1.13 

ANTENNA_GAIN_dBi 16 

TX_POWER_dBm 40 

UE_ANTENNA RX_NOISE_LEVEL_dB 1 

ANTENNA_GAIN_dBi 5 

TX_POWER_dBm 20 

 

Table D-2 – Topology configuration parameters 

Parameter Value 

AREA X_m 800 

Y_m 800 

MOBILITY Ue_mobility RANDOM_UE_DISTRIBUTI

ON 

NUMBER_OF_NO

DES 

10 

UE_MOBILITY_TYPE STATIC 

eNB_MOBI

LITY 

eNB_INITIAL_DISTRIBUTION Fixed 

eNB_COORDINATES POS_x 400 

POS_y 400 
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RANDOM_eNB_DISTRIBUTI

ON 

NUMBER_OF_CE

LLS 

1 

eNB_MOBILITY_TYPE STATIC 

 

The Application configuration contains the traffic profiles to be used in the scenarios in downlink. The 

traffic profiles can be categorized into Constant Bit Rate (CBR) and Service-based profiles. The CBR 

profiles are: 

 Small packet CBR (SCBR): 32-byte packets with mean packet inter-arrival time of 20ms, 

 Medium packet CBR (MCBR): 64-byte packets with mean packet inter-arrival time of 20ms, 

 Big packet CBR (BCBR): 128-byte packets and mean packet inter-arrival time of 20ms, 

 Full buffer: the buffers always have unlimited amount of packet to transmit (i.e., the value for 

IDT is set to zero). 

Theses traffic patterns are already implemented in OAI. Note that SCBR and MCBR traffic patterns are 

more representative of the machine-type communication whereas BCBR captures conventional human-

type communication. In addition, four traffic profiles for VoIP, web browsing, video streaming, and 

FTP [4] are also considered. 

Finally, the reference scenario considers two VNOs with 4 UEs each. The VNO BG, Best effort with 

minimum Guaranteed data rate, has 4 Mbps of guaranteed data rate where the VNO BE is served totally 

in best effort manner. In addition, VNO BG has higher serving priority by means of having higher 

serving (Wsrv) and violation (Wv) weights. The serving and violation weight in VNO BG are 0.06 and 

0.54, respectively. The same values in VNO BE are 0.04 and 0.36. 

Use Cases and Scenarios Validation 

Taken the reference scenario as a starting point, several use cases and scenario variation has been 

considered. These variations are considered to study the following criteria: 

 The effect of VNOs SLAs 

o Serving weight: the guaranteed data rate of VNO BG is reduced to zero, meaning one 

have two identical best effort VNOs with different serving weights. 

o Guaranteed data rate: by changing the guaranteed data rate of VNO BG from zero up 

to the total network capacity, the effect of it on the both VNOs is studied. 

 The effect of increasing the number of VNOs: the number VNOs is increased to 4 with different 

assumption as follows: 

o Different guaranteed data rate: The guaranteed data rate of BG VNOs is changed, 

o Different serving: variation of the serving weight of VNOs regardless of their contract 

type is considered. 

 The effect of traffic profiles: 

Different traffic profiles: video streaming, file sharing, web browsing, and VoIP services besides CBR 

traffic. 
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A summary of the defined use cases are presented in Table D-3. 

Table D-3 – Use Cases summary 

Use Case VNOs Comments 

VNOs 

SLAs 

Serving weights 2 VNOs BE Isolated effect of serving weights 

Guaranteed data rate 1 VNO BG 

1 VNO BE 

Isolated effect of guaranteed data 

rate 

Number of 

VNOs 

Different guaranteed data rate and 

Different serving weights 

2 VNO BG 

2 VNO BE 

VNOs of each type with different 

weights. Increase of VNOs BG 

data rate. 

Traffic 

profiles 

Different traffic profiles including 

Video Streaming, File Sharing, 

Web Browsing and VoIP 

1 VNO BG 

1 VNO BE 

Effect of different network loads 

according to traffic profile 

D.4 Results 

D.4.1 Reference Scenario 

The VRRM model estimation of the total network capacity is 4.17 Mbps. On the ground of this 

estimation, the model for VRRM optimises the allocation of resources to these two VNOs. Then, the 

policy is issued for OAI, based on which 4.1 Mbps is the VNO BGs share from the available resources, 

and the rest goes to the VNO BE. By means of delaying the activities of one VNO, meaning the UEs of 

the VNO only enter the network after some predefined time, it is possible to study the effect of demand 

changes on the VNOs with different SLAs. The scenario considers two situations: 

1. Delayed VNO BG, the subscribers of VNO BG join the network with a delay while the 

subscribers of VNO BE start at the beginning of the simulation, 

2. Delayed VNO BE is the opposite of the former situation where the activities of VNO BE’s UEs 

are delayed. 

Figure Figure D-1 illustrates the allocated data rate to each of the VNOs during the simulation time. 

According to the graphs, at the beginning of simulation all network capacity is assigned to the only 

active VNO since the other users are not requesting any. However, the allocated data rate reduces as the 

other VNO starts its activity. For delayed VNO BG, it can be seen that the allocated data rate to VNO 

BE gets reduced from 6.72 Mbps to 7.7% of its initial value (i.e., 0.52 Mbps) as the VNO BG starts. 

The VNO BG’s data rate reaches to 4.62 Mbps, greater than the minimum guaranteed data rate. 

However, when the delayed VNO BE situation is studied, the reduction of data rate for VNO BG is only 

32.5% of the initial value. It can be seen that the effect of network load on the VNO BG is considerably 

lower than the VNO BE, and the minimum guaranteed data rate set of VNO BG is satisfied. 
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Figure D-1 – Allocated data rates to the VNOs 

The number of active UEs for each of the VNOs is illustrated in Figure D-2. It can be seen in average 

3.7 UEs being served when there is one of the VNOs active. However, the number of active UEs of 

VNO BG is not affected by the activity of the other UEs. In contrast, the average number of active UEs 

of VNO BE decreases to 0.94, equivalent of 25.4% of its original value. 

 

Figure D-2 – Number of active UEs 

Finally, the allocated data rate per active UE for each of the VNOs is demonstrated in Figure D-3. Each 

active UE of VNO BE when there is no activity from other VNO receives 1.7 Mbps, but this value 

decreased to 0.54 Mbps (31.7% of its initial value) as soon as the VNO BG starts its activity. As it was 

expected, the reduction of the same value in VNO BG was only 0.6 Mbps equivalent of 33.3% it original 

value. In addition, it is interesting to point out the total network data rates reduces as the average number 

of active UEs increases in the second part of simulations. 
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Figure D-3 – Allocated data rates per active users 

 

D.4.2 Different Service Weight 

In order to show the effect of the serving weights (i.e., the prioritising the VNOs), the minimum 

guaranteed data rate of VNO BG is reduced to zero. In better words, the use case has two best effort 

VNOs with different serving weights. The model allocated 60% of network capacity to VNO BG with 

serving weight of 0.6 and the rest to VNO BE.  

Figure D-4 shows the data rate of VNOs based on their serving weights. According to numeric results, 

4.58 Mbps (89.8% of the network capacity) has been allocated to the VNO with the higher serving 

weight while the other one received only 0.52 Mbps. 

 

Figure D-4 – Allocated data rates to the VNOs 

The number of active UEs per VNO for this use case is demonstrated in Figure D-5. As it is shown in 

the figure, there are in total 5 active UEs where 4 of them belongs to the VNO with the higher serving 

weight and the remaining one is from VNO BE with serving weight of 0.4. 
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Figure D-5 – The number of active UEs 

Regarding the data rate per UE, Figure D-6 presents the average data rate per active UE for each VNO. 

The average data rate for active UEs in the VNO with higher serving weight is 1.2 Mbps about 2.4 times 

higher than the VNO with low serving weight. These results clearly demonstrate the effect of serving 

weight, which is prioritising the VNOs, in practice. 

 

 

Figure D-6 – The data rate per active UEs 

D.4.3 Different Guaranteed Data Rates 

Based on the reference scenario two VNOs, one BG and another BE, are considered. However, the 

minimum guaranteed data rate of VNO BG is chosen to be 1, 2, 3, and 4 Gbps. The aim is to study the 

effect of guaranteed data rate on the VNOs and the network throughput. 

Figure D-7 illustrates the data rate allocated to each of these VNOs during the simulation time. The 

allocated data rates to VNO BG, the VNO with the highest priority, are always higher than the data rates 

of VNO BE. For minimum guaranteed data rate of 4 Gbps, the allocated data rate of VNO BG reaches 

to the maximum of 6.92 Gbps while only 0.14 Gbps is allocated to VNO BE.  The model estimation of 

the network capacity using the realistic approach is 6.93 Gbps. Hence, the model allocated 5.76 Gbps 

to VNO BG and 1.17 Gbps to VNO BE. Therefore, almost all of the RBs are pre-allocated to VNO BG. 
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Figure D-7 – Allocated data rates for different guaranteed data rates 

It is worth noting that the practical network data rate for 8 UEs, according to the results presented in last 

section, is 5.76 Gbps. However, the numerical result presented in Figure D-7 indicates higher value, 

which also varies by changing the guaranteed data rates. The reason for this behaviour is the number of 

active UEs presented in Figure 8. Although there are 8 terminals in this scenario, only 5 UEs are active 

simultaneously. The reason of having higher data rates for minimum guaranteed data rate of 4 Gbps is 

also the number of active UEs. While 5 UEs are served simultaneously in other cases, it decreases to 4 

UEs as the guaranteed data rate increases to 4 Gbps. 

 

Figure D-8 – Number of active UEs for different guaranteed data rates 

The allocated data rates to each active terminal in the both VNOs are presented in Figure 9. As it was 

expected, the highest data rate per UE belongs to VNO BG with 4 Gbps guaranteed data rate. As the 

average data rates of the terminals in VNO BG decreases, the subscribers of VNO BE receive higher 

data rates. 



 

Copyright  Mobile Cloud Networking Consortium 2012-2015 Appendix D: page 9 / 12 

 

 

Figure D-9 – Allocate data rate per active UE for different guaranteed data rates 

 

D.4.4 4 VNOs with different SLAs 

The reference scenario includes two VNOs with different SLAs. The effect of serving and violation 

weights has been studied in previously. The next step considers the effect of minimum guaranteed data 

rate. The goal in this section is to study the effect of the serving weight and the SLAs (i.e., guaranteed 

data rates) together. Hence, the number of VNOs is increased to 4 VNOs, where two of them are served 

totally in best effort and the other two have best effort with minimum guaranteed data rate SLAs. In 

addition, two of the VNOs (one BG and one BE) have serving weight of 0.6 where the other two has 

serving weight of 0.4. The minimum guaranteed data rates for the BG VNOs also changed from 4 Mbps 

down to 0 Mbps (i.e., 4 BE VNOs). The calculated policies by the VRRM server for each SLA and 

VNO are presented in Table D-4. According to these policies, the VNO with the higher serving weight 

and the higher guaranteed data rate. 

Table D-4 – The VNOs' allocation policies issued by VRRM 

Rminb 

[Mbps] 
VNO BG 

(WSrv=0.6) 
VNO BG 

(WSrv=0.4) 
VNO BE 

(WSrv=0.6) 
VNO BE 

(WSrv=0.4) 

0 2.08 1.39 2.08 1.39 

1 2.48 1.99 1.48 0.99 

2 2.88 2.59 0.88 0.59 

3 3.28 3.19 0.28 0.19 

4 4 2.93 0 0 

The aforementioned policies are applied to scheduler and numeric results are generated. Figure 10 

presents the minimum and maximum data rates allocated to each of the VNOs. It is apparent from the 

figure that the scheduler managed to follow the provided policies. When the minimum guaranteed data 

rates for the BG VNOs are set to zero, according to the figures, the VNOs with the higher serving 

weights (WSrv=0.6), received equal data rates between 2 Mbps and 2.42 Mbps. The other two VNOs 

received the remaining capacity, which is less than 0.5 Mbps. By increasing the guaranteed data rates to 

1 Mbps, the VNO BE with serving weight of 0.4, it is not allocated any capacity in return for allocating 

minimum data rates to the VNO BGs. The VNOs BE stop receiving any data rates by increasing the 
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guaranteed data rate to 3 Mbps. The network capacity in this situation is estimated to be about 6 Mbps. 

It means that all the available resources have to be allocated to the BG VNOs to meet the guaranteed 

data rates. As it is apparent from the figure, these VNOs are always allocated the minimum guaranteed 

data rates but the other two VNOs are not received any resources. Finally, the minimum guaranteed data 

rates increased to 4 Mbps per VNO. Obviously, there are not enough available resources in the network. 

Hence, the VRRM model detects the situation and tries to minimise the violation to the SLAs. According 

to the Table 4, the model allocates 4 Mbps, 57% of the available resources, to VNO BG with serving 

weight of 0.6. The remaining resources offering data rate of 2.93 Mbps, are allocated to the other 

guaranteed VNO. The numeric result in Figure D-10 confirms that the same policy was put into practice 

by the scheduler in OAI. 

 

Figure D-10 – The allocated data rates to the VNOs 

Finally, the maximum number of active UEs for VNO in each of these case studies is presented in Figure 

D-11. The VNOs with guaranteed SLAs have maximum of 2 active UE. The maximum number of active 

UEs for the best effort VNO with higher serving weight reaches up to one active UE, while for the best 

effort VNO the average active UEs for observation period never pass 0.5. The subscribers of this VNO 

are not served when the guaranteed data rates for the other VNOs were requested. 

 

Figure D-11 – Maximum active UEs 

D.4.5 Different Traffic Profiles 

In the final step, the traffic profiles, plotted in Figure D-12 and Figure D-13, are used for all the users in 

the reference scenario where there are two VNOs and 8 UEs. Figure D-12 presents the average and 

standard deviation of the allocated data rates to each VNO. As it is apparent in the figure, the demanded 
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data rates for majority of the services are lower than the network capacity. As evidence to this claim, 

the VoIP traffic used only 5.5% of the total network capacity. However, for the traffic profiles like 

BCBR and HTTP, the allocated data rate to both VNOs reaches up to the total network capacity. Based 

on the numeric results, it can be claimed that the minimum guaranteed data rate of 4 Mbps for VNO BG 

is always met. However, there are situation that the demanded traffic was much lower than the 

guaranteed data rate. 

 

 

Figure D-12 – Average data rates allocated to the VNOs with different traffic profiles 

Finally, Figure D-13 presents the average and standard deviation of the active UEs for each VNO and 

traffic profile. The numeric results for active UEs also confirm the claim of low traffic demands. 

However, the priority of the VNO BG is apparent through the plot. As evidence to the claim, the UEs 

of the VNO BG with the BCBR traffic profile are all served while the VNO BE is allocated enough 

resources for just 25% of its demand 

 

Figure D-13 – Average Average active UEs of the VNOs with different traffic profiles 

D.4.6 Analysis 

It can be concluded that, with VRRM, different VNOs can be differentiated according to their SLAs. In 

particular, it was shown for VNOs with best effort and guaranteed SLAs the allocated data-rate and 

number of active users follows the expected levels of service. 
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Appendix E:  Extensive EPCaaS Evaluations 

The evaluations presented into this deliverable come to complete the virtualized EPC evaluations from 

D4.5 including the results obtained by the latest developments, which are further reported into the 

following subsections.  

The need for new developments arose from the limitations of the features reported up to Month 30 in 

regard to addressing virtualized EPC requirements in terms of adaptation towards the cloud environment 

and cloud-native like functionality, enabling an efficient performance, while deployed as virtual network 

functions.  

The new developments gave the opportunity to add new extensive evaluation results, measuring the 

capabilities of virtualization and comparing virtualized and physical deployments. 

E.1 Virtualized EPC Developments 

The EPC developments reported in this section went beyond the current 3GPP standardization, 

addressing cloud-native related features, such as graceful elasticity of stateful components, delay and 

load efficient data path forwarding in virtualized environments and the extensions of the benchmarking 

tool for evaluating these new features.  

As much as possible, the developments in this section are maintained transparent to the 3GPP core 

network. Practically, the version of the virtualized EPC prototype, which including these 

implementation developments, is functional-wise compatible with the standard, while having a large 

usage of transparent mechanisms. When transparency was not possible, the specific item is underlined 

in the description. 

The latest developments include the following functionality: 

 Data path optimizations in virtual environments 

o Extensions of the virtual EPC switch functionality towards more efficient data path 

processing 

 Data path elasticity 

o Extension of the virtual EPC controller for supporting dynamically scaling of the 

different switches 

 Control plane elasticity 

o Development of two distinct state sharing mechanisms for virtual core networks, based 

on a newly developed protocol and based on a third party shared memory system 

o Development of an S1-MME load balancing functionality, enabling the transparent 

redirection of the signalling from the radio to the core network 

o Comprehensive solution for dynamic scaling of the stateful control plane components  

 Extension of the benchmarking tool for supporting data path evaluations and load balancing 

features 
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E.1.1 Extensions of the virtual EPC switch  

As previously reported in D4.2 Section 5.6.2 on control-data plane split and in D4.4 section 5.4.1 on 

single switch data path, the further developments beyond OpenEPC, currently available under the name 

Open5GCore (www.open5gcore.net), were done using a software switch, implemented in Linux user 

space. This brings a set of limitations in terms of how a data packet is to be processed. To alleviate these 

effects, and for a fast data path processing, which does not require hardware modifications of the data 

centers, while exposing a very high performance throughput, the Netmap1 set of features was chosen.  

Netmap Error! Reference source not found. integrates naturally with virtual network environments f

or which it was designed. It provides a fast processing of data packets through the host operating system, 

by directly mapping the network card I/O to the virtual machine I/O. For this it uses the Single Root I/O 

virtualization (SR-IOV) feature, which enables the direct connection between the physical network card 

and a virtual machine. In this situation, the network card cannot be shared between multiple VMs on the 

same server. However, data path components are meant to process large amounts of data packets; thus, 

consuming a large amount of compute resources. Because of this, we can assume that, in order to have 

an efficient cloud infrastructure in term of end-to-end service delivery, the switch components and other 

intensive data path components will not share the servers with other network functions (requiring that 

they will be allocated alone on a server).  

Additionally, Netmap provides a fast access to the data packets for user space applications, by mapping 

Linux kernel pages directly into the memory of the running processes, resulting in a zero-copy access 

to the raw data packets. Because of this, the processing of the data packets, although done in user space 

of the guest operating system, it is almost as fast as a kernel level one. However, a user space solution 

has the advantage that it does not have to be further adapted whenever a new kernel is available (each 

half a year for minor versions, each three-four years for major modifications).  

Netmap was used in the form of a library directly into the Open5GCore switch component. Through 

this, the integration was achieved naturally. One major limitation is due to the single process oriented 

architecture of Netmap. Practically, the switch component is not currently able to use the processing 

power available on the different virtual machines beyond a single process because Netmap cannot 

capture the input data traffic in the multiple processes. A similar limitation was also noted into other 

similar libraries, such as Intel DPDK2. This drastically reduces the data path capacity to a single 

processing unit into the guest operating system. Further implementation engineering is currently on 

going to remove this limitation, while using the multi-process architecture of Open5GCore in parallel 

with the development of a multi-thread feature.  

Additionally, in order to obtain the large performance, the SR-IOV related feature has to be installed in 

the host system. This is not always possible due to administrative limitations in accessing some of the 

systems (or due to their age). In this case, the virtual switch will default to a user space processing of 

data packets with all the known limitations i.e. larger delay and lower communication   

The Netmap integration was done in order to be able to increase the processing capability of the switch 

within the virtual environments. It was noticed that the performance of the Open5GCore switch has 

increased with two orders of magnitude due to these developments, however not reaching the expected 

capacity (which requires another order of magnitude advancements). Because of this increase, we can 

                                            
 
1 http://info.iet.unipi.it/~luigi/netmap/ 
2 http://dpdk.org/ 

http://info.iet.unipi.it/~luigi/netmap/
http://dpdk.org/
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conclude at this moment that any type of forwarding implementation in user space only for processing 

in-transit data packets will drastically decrease the processing capabilities of a virtual node, thus making 

it unacceptable for routing or gateway type of functionality. 

In the next section on the virtualized EPC measurements a report is made only using the best measured 

values obtained through the integration with Netmap. These measurements are showing the level which 

may be achieved by this type of kernel-user space integration. However, this integration does not remove 

the penalty of virtualization, being only a means to deploy efficiently a network function from 

forwarding perspective. 

E.1.2 An introduction on how elasticity is handled  

Motivation: 

One of the main characteristics of the cloud native environment is elasticity. It enables the on-demand 

scaling of the different components. This includes the scale-in which results in capacity increase and 

scale-out which results in consolidation of the network functions to a smaller one.  

By scaling in a network function instance in a location and scaling out another instance in another 

location, the load can be dynamically transferred between different network areas, enabling the dynamic 

network function placement and self-adaptation to load mobility.  

Same mechanism can be used in order to ensure the reliability of the network functions, as a failure can 

be associated with an uncontrolled scale out. Additional dimensioning considerations have to be taken 

into account, in order to have enough free capacity to serve the users of the failed node.  

Making network functions gracefully scale-in and scale-out are the fundamental features for system self-

adaptation, network function placement dynamicity and scalability while ensuring the system reliability.  

 

Problem statement:  

The telecom network system is mainly based on stateful components, which cannot be easily scaled out. 

For each of the subscribers, there is a state maintained in one of the network functions. Practically, the 

subscriber is bound to their state and thus to the network function embodying it.   

When the network function has to be scaled out, the subscriber state has to be handed over to another 

component. This is currently possible only through complex signalling procedures, in which the 

subscriber is relocated to another stateful component.  

As these procedures have to be completed before the component is scaled-out, the mechanism does not 

ensure reliability. Reliability requires seamless scale-out procedures triggered by unforeseen events i.e. 

failures.  

An alternative is that the multiple components of the same type have a common state data base 

independent of the components themselves, which they access remotely. However, this implies a new 

interface, adding delay to the overall procedure compared to the local processing. Additionally, this 

solution moves the single point of failure to the network function maintaining the state. 

In conclusion, to have a scaling-out mechanism appropriate for the cloud environments, subscriber state 

has to be transferred in an efficient manner between the different network functions, while not having a 

centralization point. 
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Solution proposed: 

The solution proposed by MCN follows the same functional model as the solution currently used for 

scaling multi-process programs within a server. The solution is illustrated through an example in Figure 

E-1Error! Reference source not found., for the MME case, however, with certain constrains being the 

same also for other control plane components and for the data path.  

 

Figure E-1 -- Example on Stateful Component Elasticity 

The solution is based on two mechanisms, which are shortly exposed as scheduling of requests and state 

sharing.  

State sharing mechanism presumes that all the network functions pertaining to a pool have access to all 

the subscriber information. This is done through a background process, which is sending all the state 

related data to all the network functions.  

As the state of the subscriber is rather small (<1kB) and as the states of the different subscribers are 

completely independent of each other, the only synchronization race that could happen is with the mobile 

device itself i.e. the device may start a new procedure with a new component faster than the background 

synchronization process happens. As measured and reported in the next section, this does not happen as 

the termination of the first procedure and the initialization of a second one take more time than the 

synchronization itself. Alternatively, the synchronization may be serialized in the form of one operation 

at the end of the procedure. This ensures that state synchronization is achieved before notifying the 

mobile device.  

Through the state sharing mechanism, all the network functions have always updated information and 

can process the next request coming from the users. Thus, the state is not dependent to any of the network 

function instances, each of them being able to serve the UE. In case one of the network functions fails, 

the state is not lost. It is multiplied to all of the other network functions of the same type.  

As the process of state sharing is happening in the background (at least independent of the state 

modification through the procedure specific operations) and as all the network functions have all the 

state information from the pool, a network function logic is unaware that other components of the same 

type are in the system. Thus, no additional pooling mechanism has to be deployed, simplifying the 

distribution of network functions.  

Although the state synchronization mechanisms presented in the following subsections is enabling the 

synchronization in the lower level of milliseconds within the same virtualization environment, this time 
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penalty cannot be added to all the messages, a transaction level being more appropriate. This implies 

that active transactions would be deterred in case of a failure. If this is not acceptable, then the message 

level synchronization may be considered, however this requiring more network resources and inducing 

more delay to the end-to-end procedure execution.  

For the system to function, there is the requirement of an appropriate scheduling of the transactions. All 

the messages of the same transaction have to reach the same network function in order to have the delay 

of the current processing (without the state sharing mechanism) and to maintain a consistency of state 

at transaction level.  

The scheduling is executed by a load balancing / front-end network function which is either placed into 

a new network component or into the prior network function. As presented into the previous deliverables 

it is preferred to introduce the load balancing into a prior network function.  

Additionally, if possible, the scheduling should consider even additional affinity beyond the individual 

transactions up to the session level. The fastest processing would be achieved in case all the messages 

of a session to reach the same network function. In this case, the reselection of a network function will 

happen only in exceptional cases, such as failures or scheduled scale-out of components (in this case the 

active transactions may be completed before removing the network function from the system).  

The mechanism here proposed, composed of the shared memory and of the appropriate scheduling 

through a load balancing component is enabling transparent scale-in and scale-out operations. Especially 

the scale-out can be executed by transferring processing to hot-standby components in case of a failure. 

Through these means, high availability can be achieved as well as a very large fault tolerance as multiple 

network functions can take over and maintain the service availability and continuity. 

E.1.3 Data path elasticity  

Motivation:  

The data traffic of a mobile system is currently handled by a large number of physical components. As 

long as the virtualized environment can ensure the appropriate processing delay, there is no limitation 

into handling these operations within a data center.  

In a data center environment, a large number of network functions of the same type would be deployed 

in order to serve the data path service. This is due to the compute penalty introduced by running as 

software network functions which previously were available only on top of dedicated hardware, results 

in requiring more compute resources per subscriber.  

However, this main factor is the translation of the internal load balancing available within the physical 

data path components into explicit load balancing mechanism within the virtualized environment. For 

example, a physical PGW is able to balance its inbound data traffic between 4-10 internal processing 

server blades. Within a virtual environment, this will translate into balancing between 4-10+ virtual 

machines.  

From the perspective of this specification, the data path load balancing which is executed through traffic 

steering procedures should be handled by the network substrate of the virtualization environment and 

not explicitly exposed to the network functions i.e. at the level where the virtual networks are established 

and maintained. This is similar to the internal PGW load balancing in the previous example, where the 

actual traffic steering is independent of the operations at EPC level. Thus, this specification remains 

concerned only with having the available state into the respective virtual machines, which represent the 

data path processing units.  
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Problem statement:  

When a data path component has to be removed from the system, due to an unforeseen event (failure) 

or as part of the scheduled operations (scale-out), the data traffic which it is processing has to be 

transferred to another data path component of the same type.  

In order for the new component to be able to appropriately handle the data traffic, it should have the 

appropriate data traffic state information available. As the different data path components have different 

input and output for the data traffic, the state information of two components is not completely the same 

(i.e. they have different input and output data ports). Thus, a plain state sharing mechanism cannot be 

deployed.  

In conclusion, to have an appropriate elasticity mechanism also accounting for data path components 

failures, the appropriate data path state has to be made available to the different data path components 

prior to the specific event. 

 

Solution: 

The solution proposed by MCN for data path elasticity is to use the synchronization of the data path 

forwarding rules through the controller. This solution is following the SDN model proposed in the 

previous deliverable and it extends it by adding redundant forwarding rules to other switches in the pool. 

The architecture is illustrated in Figure E-2.  

 

Figure E-2 - Data Path Elasticity 

During the establishment of the data path for each bearer of each subscriber, the controller is deciding 

on a set of forwarding rules, which are then sent to the previously selected switch. The solution proposed 

here is to generate an additional set of rules to be transmitted as backup to the other switches in the pool.  

The rules are directly derived from the rules transmitted to the active switch. They include the same data 

flow filtering and actions and individual forwarding information. Considering the current 

implementation of the controller within the Fraunhofer Open5GCore, this operation was simple to 

implement, as the information on the switch identity and specifics is added last to the rules. It required 

only to replace the switch selection function with a generic broadcast function which transmits the rule 

all the switches.  
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Through this, the standby switch has forwarding information to be used in case of the failure of the 

active switch and can immediately take over in case data traffic is forwarded towards it. The same 

mechanism can be used for load balancing in case of congested network situations.  

E.1.4 Control plane elasticity 

The seamless control plane elasticity support within a cloud environment represents the cornerstone of 

the success of virtual core network deployments. Having this high level functionality implemented 

within a software based solution, provides the basis not only for the scaling operations and thus the 

appropriate usage of the network resources, but also the means for seamless network function placement 

as well as for graceful high availability (hot standby solution) and load balancing support.  

 

Figure E-3 – Open5GCore control plane elasticity extensions 

This section presents a control plane elasticity solution as implemented within the Fraunhofer FOKUS 

Open5GCore toolkit, as an extension of the OpenEPC implementation. The high level overview of the 

solution is illustrated in Figure E-3. The solution consists of the following functional extensions: 

 S1-MME load balancer – a new network function was developed enabling the seamless steering 

of requests received from the radio network to the different Controller entities 

 ASN.1 protocol for shared state – a new protocol was developed for the sharing the state 

between multiple controller entities using ASN.1 encoding 

 Redis.io module for shared memory – a new module for shared memory was implemented, for 

providing the means to synchronize the state between multiple controller entities 

 CTRL state sharing – the different attachment, detachment and handover procedures were 

extended for supporting the graceful state sharing with other components of the same type.  

With this set of functional features, all the network function level components are available. Its initial 

evaluations are described in the next section, proving that such a solution is viable to be deployed in 

virtual network environments. Additional algorithms may be run on top of this architecture beyond the 

current proof-of concept prototype, further optimizing the processing of the system. 

E.1.4.1 S1-MME Load Balancing 

Motivation:  

As proven in the previous D4.2 deliverable, a generalized load balancing mechanism is not possible for 

the core network components. This is mainly because the signalling can not be efficiently processed 

when randomly split between different components and an affinity at least at transaction level (better at 

session level) is required. Thus, specific protocol oriented load balancers have to be introduced as the 

ones for GTP and Diameter from D4.2. 
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To be able to split the subscriber requests between multiple MMEs, a load balancer is required on the 

S1-MME interface that is able to determine the messages pertaining to a specific transaction and to 

forward them to the appropriate MME/CTRL instance.  

Problem statement: 

In order to be able to balance between multiple MMEs/CTRLs, there is a need to introduce a new load 

balancing entity in the network between the eNB and the MME/CTRL, as illustrated in Figure E-4. 

 

Figure E-4 – S1-MME Load Balancing 

This function has to determine that the specific data traffic pertains to a specific transaction, find in its 

own binding list where the messages of the specific transaction were previously forwarded to and to 

forward them to the same final destination. In doing these operations, the load balancing/scheduling 

component has to consider the following characteristics: 

 The functioning of the load balancing component should be completely transparent to the eNBs. 

It is assumed that the component is part of the EPC and not of the RAN system and that 

modifications of the RAN system are not so easy to be accepted (requiring upgrades of all the 

existing base stations in a first transition phase) 

 The functioning of the load balancing component should be as transparent as possible to the 

MME. In order not to require large modifications of the MME, the load balancer network 

function should introduce minimal modifications to the MME, hopefully only in specific 

protocol parameters and not requiring state machine or information structure modifications 

 The operation of matching the messages within the load balancer component should be minimal 

as functionality deployed and as operation delay. The load balancing component should parse 

as few parts of the message as possible in order to determine the specific transaction.  

Solution:  

The solution implemented for the S1-MME load balancer selected considers proxying at S1-AP protocol 

level, as illustrated in Figure E-5.  
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Figure E-5 – S1-MME Load Balancer Protocol Stack 

For the lower layer protocols (Ethernet, MAC, IP and SCTP) a back-to-back solution was chosen. 

Specifically, the data packets received from the eNB or from the MME are processed up to the SCTP 

level inclusively and then forwarded either to the network or to the load balancing component. The 

processing up to this level does not consume a large level of resources. Otherwise, proxying would have 

larger costs as the network function has to intercept packets which are not addressed to itself (sniffing 

procedure), while removing them from the network (to be modified) and then put again into the network.  

On the other side the parsing of the Non-Access Stratum (NAS) protocol, although it provides the 

identity of the subscriber, it also consumes a large amount of resources (and represent more than 30% 

of time consumed by an MME while communicating over the S1-MME interface). Thus, it was assumed 

that the NAS protocol part of the message remains unmodified in the load balancer. This is useful only 

when all the MMEs have a synchronized subscriber state.  

Instead, a matching at S1-AP protocol level was chosen. S1-AP does not include subscriber specific 

information or any other type of information from which the specific subscriber identity can be derived. 

However, the S1-AP protocol identifies in a unique manner a transaction, which is equivalent to one 

specific LTE procedure, through the usage of the ENB-UE-S1AP-ID which is added by the eNB to each 

message in a transaction and the MME-UE-S1AP-ID which is added by the MME.  

As described in Section E.1.3, the S1AP messages are matched based on the different eNB-UE-S1AP-

ID and MME-UE-S1AP-ID values, as well as on the identity of the eNBs. The load balancer acts as a 

proxy node which transparently adds itself as representative of the correspondent parties in a back-to-

back fashion. Through this, the eNBs are completely unaware of the existence of a load balancer, while 

the MME has a minimal information (i.e. an optional field of eNB-UE-S1AP-ID2 has to be used to 

determine the session in case of a handover).  

As the processing is happening only at the S1AP level and as the S1AP messages have a fixed binary 

format, the matching of the different fields as well as their modification is direct pointer operation. 

Because of this the S1AP messages do not have to be parsed as such, but only templated. Some structure 

examples are given in the Section E.1.3.  

 

E.1.1.1 S1-MME Load Balancing 

Motivation:  

The distributed shared memory presents the best alternative to share subscriber state information directly 

inside the stateful components, while adding a minimal delay to the active procedures. This is mainly 
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because the subscriber state information is already available at the network function when the procedure 

is executed.  

Additionally, the distributed shared memory systems are able to distribute the data in the form of 

broadcast , thus making the dissemination of new information as fast as the connection between the 

different network components at the expense of the available bandwidth. From an engineering 

perspective this represents the appropriate trade-off to elasticity as the network costs within the data 

center are rather small and the networks are very fast. For example, 10Gbps optic fiber links are already 

available at low costs.  

Problem statement: 

For a distributed shared memory to be able to function within such a system, it must have the following 

characteristics: 

 Ease of adding or deleting a node from the distributed shared memory pool – elasticity and 

failure will add and remove nodes continuously from the pool.  These operations should 

consume as low level of resources as possible.  

 Low delay into the subscriber state distribution – the process of distributing the state should 

have a very low delay, as not to interfere with the running system. 

 Customized data sharing – the shared data should be as minimal as possible, according to the 

subscriber state partitioning in a mobile system. Synchronization should happen at individual 

subscriber state. Each of the partitions should be consistent across the overall distributed shared 

memory.  

 Low footprint of the shared memory system – the distributed shared memory should not 

consume excessive CPU for its own operations. 

Ultimately, a distributed shared memory system must be able to provide the service without interruptions 

or de-synchronizations.  

 

Solution: 

A new solution based on redis.io was implemented directly into the Open5GCore components. redis.io3 

is a 6-years old BSD licensed, in-memory data structure store, which can be used as database, 

information cache and message broker. It is based on an in-memory data set and provides different levels 

of persistence. It additionally has built-in replication, which enables fast recovery in case nodes of the 

redis.io systems are failing. 

Redis.io is written in C language and recommends Linux OS for its deployments, which makes it ideal 

for being directly integrated with the Open5GCore software. Additionally, it can run as a daemon on 

top of the operating system, through this, not forcing a sharing of the CPU with the active processes (it 

can run on its own allocated CPU or on scheduled spare resources from other processes). 

                                            
 
3 http://redis.io/ 
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Redis.io provides a publish/subscribe mechanism4 Error! Reference source not found.with data d

istribution across the multiple network entities. Through these means, a specific piece of information 

when published at one location will be notified to all the subscribed entities, enabling them to 

synchronize their internal state information.  

The data is stored in the redis.io in the form of [key]—[time-stamp]—[value] tuple enabling to determine 

which data is newer into the system, differentiated based on the appropriate key value.  

A redis.io entry format for the controller of the packet core case within the Open5GCore consists of the 

following fields: 

 IMSI – the IMSI represents the main key of the distributed shared memory system, enabling the 

partitioning of the state for each subscriber individually. This is the best practice for handling 

information related items in mobile core networks 

 Time stamp – although not necessary, as the redis.io orders in an appropriate manner the 

different requests, the time stamp represents an MME/CTRL application level tag on when the 

last procedure was completed 

 Subscriber state – includes all the state information for a subscriber at session level. The specific 

information, which is maintained at transaction level (e.g. attachment, detachment, handover) 

is not stored in the shared memory as making multiple synchronization steps during one 

procedure will highly increase its duration and its computation needs.  The subscriber state is 

described in detail in Section E.4.  

The usage of the redio.io is very simple (which provide a fast processing) following the procedure 

depicted in Figure E-6. 

 

Figure E-6 – Distributed Shared Memory System 

1. As a result of a specific subscriber operation, one of the controllers (e.g. CTRL1) adds a 

subscriber state information into the local redis.io component. This runs like a daemon on the 

same machine as the CTRL component. The operations implemented at this moment, modifying 

the subscriber state include: attachment, detachment and S1-based handover procedures. 

Additional to the state information, also the time-stamp may be added in order to provide an 

appropriate logging in case needed and additional application level synchronization (not needed 

in case of redis.io implementation).  

                                            
 
4 http://redis.io/topics/pubsub 
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The “Put” operation may be synchronous to the procedure itself, being executed as the last operation 

from the procedure, before the final message is encoded and transmitted from the CTRL in which case 

the synchronization may finish before completing the final encoding. 

2. The redis.io distributes the state information using the internal communication mechanisms.  

3. The redis.io daemon on the different virtual machines which have also additional controllers are 

located (and thus previously subscribed to state event changes). The notification announces that 

the state for a specific IMSI has changed.  

4. A “Get” operation with the specific IMSI as key retrieves the state to the specific network 

component. After this step, the state is synchronized. 

Steps 3 and 4 are executed in parallel for all the different network components which are sharing the 

state.  

The solution here proposed is very simple as functionality and as delay of the end-to-end procedure. The 

synchronization operations consume resources at all the communicating ends. Through multiple 

measurements, it was observed that a passive node, which only synchronizes the state will consume 1% 

of CPU for synchronization with one fully loaded node. In case of 10 parallel nodes from which one is 

making only the backup of state information through the distributed system, 10% of CPU will be 

consumed in the passive node. Additional practical measurements are presented into the next evaluation 

section. 

 

E.1.4.2 Shared state network interface  

Motivation:  

In order to be able to transport state information in a controlled manner over the network, there is a need 

for a specific interface and an afferent communication protocol to be developed. This includes the 

development of a basic information model to be transported between the different entities, practically 

describing in an appropriate manner the state information which is exchanged, an 

encapsulating/decapsulating protocol or how the state is going to be formatted when transmitted over 

the network and a set of procedures, which are executed between the communicating parties.  

Such an interface has to be defined partially in the context of 3GPP, as well as partially more generic 

enabling any type of state transfer.  

Problem statement: 

In order to be able to synchronize the subscriber state information between multiple locations, the 

following characteristics have to be considered from an architectural and engineering perspective: 

 The subscriber state information is composed of a reduced number of bytes. However, the state 

information for one subscriber has to fit into a single data packet, in order to avoid unnecessary 

fragmentation, leading to more processing at the end nodes and larger end-to-end 

communication delay. A compression mechanism specific to telecom networks has to be 

considered not to cross this specific size border.  

 The communication delay of the state sharing procedures has to happen faster than the mobile 

device is able to initiate a new session. Practically, there is a race condition between the state 

synchronization and the device executing the procedures.  
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 The state information has to be synchronized in case of the loss of connectivity between the 

different entities. The newer state information has to be the one maintained in the system, while 

older information has to be discarded as outdated.  

 The communication between the entities has to be reduced at a minimal, in the sense that only 

the state information for the subscribers changing state should be transmitted over the network 

 The synchronization of access to state information should be at subscriber level granularity. 

This is possible in telecom systems, considering that all connected devices act independently 

and that a connected device will not initiate a next procedure until the current one is terminated 

(i.e. the final synchronization is done through this property of the UE).   

Solution: 

A new communication protocol was developed, enabling the transmission of the state information 

between multiple control entities. The protocol can be used between multiple MMEs/CTRLs in case of 

standard 3GPP EPC implementations as well as for virtually any subscriber state information which has 

a similar format to telecom one: a single simple identity and multiple attribute values which sum up to 

less than 1kB of information.  

For the encoding and the decoding of the protocol an Abstract Syntax Notation One (ASN.1) protocol 

was used. ASN.15 was initially standardized in 1984 and it is used as the main description language for 

the telecom communication protocols including a large number of LTE/EPC protocols, such as S1-AP 

or X2-AP. In particular, ASN.1 provides a similar level of compression, while having lower delay than 

other compression protocols such as LDAP. 

Given any ASN.1 description of a message, a representation can be derived mechanically by applying a 

set of encoding rules. The formal rules are independent of machine-specific encoding techniques. The 

result is a binary encoded message, smaller in side than any textual representation, such as HTTP, 

Diameter or XML.  

The ASN.1 encoding of the state synchronization protocol (ESP) has defined a set of 8 message types, 

being requests and responses for connection establishment and termination, for subscriber state 

transmission in case of new or updated subscriber state and notifications on the detachment of the 

subscribers.  

ESP-MessageType ::= CHOICE { 
CreateConnectionRequest [0] CreateConnectionRequest, 
createConnectionResponse [1] CreateConnectionResponse, 
subscriberStateTransmission [2] SubscriberStateTransmission, 
subscriberStateTransmissionComplete [3] SubscriberStateTransmissionComplete, 
detachedStateTransmission [4] DetachedStateTransmission, 
detachedStateTransmissionComplete [5] DetachedStateTransmissionComplete, 
closeConnectionRequest [6] CloseConnectionRequest, 
closeConnectionResponse [7] CloseConnectionResponse 

} 

For each of the messages a specific encode/decode was defined in ASN.1 which is available in the 

Section E.1.4.2.  

In the following of this section, the main procedures between the different controllers are explained in 

detail. 

                                            
 
5 http://www.itu.int/ITU-T/studygroups/com17/languages/ 
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E.1.4.3 Synchronization Interface Establishment Procedure 

The Syncronization Interface Establishment Procedure has as goal to establish an initial common 

subscriber state between two or more controller (CTRL) entities. The procedure is illustrated in Figure 

E-7.  

 

 

Figure E-7 – Synchronization Interface Establishment 

1. The CTRL1 requests to join the subscriber state synchronization pool where CTRL2 has already 

joined. This operation may happen when CTR1 is started or when its connectivity to the pool 

was lost. The CTRL1 sends to CTRL2 a “CreateConnectionRequest” message including its 

identity. 

2. The CTRL2 accepts the connection and sends back a “CreateConnectionResponse” message to 

the first controller. Note that a secure connection between the CTRL components is considered, 

thus no bi-directional peering is considered (as in the case of Diameter for example).  

3. The CTRL2 sends all the subscriber state information to CTRL1 in a large bulk set of 

“SubscriberStateTransmission” messages.  

4. The CTRL1 accepts the messages and transmits a “SubscriberStateTransmissionComplete” 

response.  

In parallel CTRL1 may send its own subscriber state information to CTRL2. However, in case of this 

procedure, we assume that CTRL1 is a new component and thus has no state information.  

E.1.4.3.1 Subscriber Attach and Handover Procedures  

When the subscriber attaches to the network or executes a handover, its subscriber state is modified. 

This procedure describes how the new subscriber state is synchronized.  
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Figure E-8 – Synchronization interface during subscriber attachment or handover 

 

1. At the end of an attachment procedure an “AttachComplete” message is received from the eNB 

to which the subscriber has attached. At this moment, the attachment transaction is completed 

and a session state is available for the subscriber in CTRL1. This has to be synchronized with 

CTRL2. 

Alternatively, at the end of a handover procedure, an “UEContextReleaseComplete” message is received 

from the source eNB to the controller, notifying that the handover procedure is completed and that the 

appropriate subscriber state is available in the source eNB (none), target eNB (the bearer context) and 

the CTRL (MME, SGW-C and PGW-C). Being a stable state, it has to be synchronized with CTRL2. 

2. The CTRL1 sends a “SubscriberStateTransmission” message to CTRL2 including the new 

subscriber state. 

3. CTRL2 responds with a ”SubscriberStateTransmissionComplete” message to CTRL1, 

acknowledging the synchronization of the states.  

A similar procedure is executed also for the detachment of the UE. However, in this situation, the 

controllers exchange a “DetachedStateTransmission” and a “DetachedStateTransmissionComplete” 

messages.  

At this moment the ASN.1 messages are exchanged using SCTP. This enables a loose connectivity to 

be established between the different controllers. Additionally, the SCTP messages may be exchanged 

through a multicast group, through this ensuring that the state is shared at the same time with all the 

controllers. However, multicast has several advantages only in the case of a spanning tree structure, 

parallel broadcasting with individual SCTP messages being better in full mesh networks.  

E.1.4.3.2 Timestamp based Synchronization Procedure 

In real-life situations, especially when the different controller nodes are placed into different network 

locations, for efficiency reasons or due to network failures, the connection between two controller nodes 

may be intentionally or unintentionally lost. In these situations, the state which is retained by each of 

the controllers is different. For this situation, the appropriate re-synchronization is outmost important, 

when the two controllers are able to share their state again.  

The solution implemented is based on timestamps. This solution has two main issues to be solved: the 

clock synchronization and the clock accuracy. 
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For the clock synchronization, Network Time Protocol (NTP) was used. NTP6 is an application level 

protocol (UDP port 123) able to synchronize the clock of the systems based on the Coordinated 

Universal Time (UTC).  

Based on the current measurements, a clock skew in the order of milliseconds/day are considered. Even 

this skew can be reduced by using advanced NTP features.  Thus, with a rate of 24 updates/day a less 

than 5ms skew will be obtained, which represents the current target clock accuracy.  

As the shortest measured procedure from the core network perspective – not considering any radio 

access network delay - was around 7ms (and this procedure was a network detachment), a clock skew 

of less than 5ms will ensure that the events are still synchronized even though the clock values are not. 

Based on the previous timestamp considerations, for the synchronization of the subscriber state 

information, the following procedure is executed, as illustrated in Figure E-9.  

 

Figure E-9 – State synchronization 

1. When the subscriber modifies its state through the connection to the CTRL1, the new state is 

transmitted to the remote CTRL2 together with the timestamp when the procedure was executed 

(TS1).  

2. The CTRL2 stores the state of the subscribed with the TS1 as a timestamp and sends back to 

CTRL1 an acknowledgement in the form of a SubscriberStateTransmissionComplete message 

The procedure assumes that the connection between the two CTRLs is intentionally or unintentionally 

interrupted. This is the main reason for the de-synchronization.  

3. While the two CTRLs are disconnected, the UE modifies its subscriber state through a procedure 

executed with CTRL2. This procedure modifies the state at the CTRL2 It has a new timestamp 

(TS2).  

                                            
 
6 http://www.ntp.org/ 
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When CTRL1 and CTRL2 are getting again connected, CTRL1 has the state of the UE with TS1 while 

CTRL2 has the state of the UE with TS2. The following steps are executed during the re-connection 

procedure. 

4. CTRL1 sends the state of the subscriber to CTRL2 as part of a “SubscriberStateTransmission” 

message. The state information includes TS1.  

5. As TS1 is older than TS2, CTRL2 makes a decision that it has a newer subscriber state than the 

one received from the CTRL1. Then, it makes the decision to send back to CTRL1 a 

“SubscriberStateTransmssion” message including the state in CTRL2 with the newer 

timestamp. 

6. The CTRL1 determines that the message received from the CTRL2 has a newer timestamp than 

the local information, thus it updates the subscriber state and transmits back a 

“SubscriberStateTransmissionComplete” 

In case the UE would have updated in Step 3 the state in CTRL1, then instead of Step 5, the CTRL2 

would have updated the state with the one received from CTRL1 with the newer timestamp and respond 

with a “SubsciberStateTransmissionComplete”.  

Through this protocol based mechanism, subscriber state can be easily synchronized between different 

data centers, being especially useful for edge data centers and for state following the subscriber at the 

edge nodes.  

The synchronization mechanisms here presented represent only the basis for a full synchronization 

solution. For this to happen, further considerations on how to fan-out state information to the different 

nodes based on the specific data center topology, as well as algorithms on how to optimally extend the 

synchronization zones have to be considered.  

E.1.5 Extension of the Benchmarking tool 

This section reports on the extensions added to the vEPC benchmarking tool previously presented into 

Section 5.3 of D4.4. The following extensions were brought in the last year to the benchmarking tool, 

in order to perform more comprehensive measurements and for better emulation of a realistic radio 

system: 

 Data path extension – the data path extension represents a new set of functionality which is able 

to transmit data traffic and to process its end-to-end transmission. 

 Load balancing extension – enabling the balancing of signalling and data path between multiple 

entities of the same type.  

The current architecture of the Benchmarking tool is illustrated in Figure E-10.  
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Figure E-10 – BT Extended Architecture 

The load balancing functionality extended the state of the UEs within the benchmarking tool with a new 

information on the binding to specific control or data plane components. Through this, each time a 

signalling or a data plane message has to be sent on behalf of the UE, first the specific state is checked 

and then the appropriate destination is selected. Although a very small feature, this enabled the 

benchmarking tool to steer the data traffic to one or the other of the CTRL and/or Switch entities and 

thus, to be able to make specific elasticity related measurements without requiring indirections through 

the virtualization layer. This shortcut reduced the dependency on the virtualization enablement layer and 

removed the afferent side effects, enabling to concentrate the experimentation on the virtual core 

network functionality, independently of the orchestration one. Through this separation of concerns, the 

evaluation results in the next section were obtained.  

For the data traffic emulation, two different network functions were developed and integrated into the 

benchmarking tool: the traffic generator and the traffic analyser. They include the following 

functionality: 

 Packet Injector – the packet injector generates data traffic according to different patterns. The 

current supported patterns are: 

o Ping – short messages transmitted with very low frequency enabling to test whether the 

connectivity through the testbed was established; 

o Max UDP – filling up the network link with UDP messages enabling to maximize the 

data traffic over the specific network link; 

o Real-time Audio session – RTP-like data traffic emulating the characteristics of an 

audio session using G.711 codec over RTP. 

o Video streaming – data path emulating video streams from low quality to HD streams 

o File transfer – emulating bulk data traffic on top of UDP or TCP connections 

The packet injector generates the data packets internally, following the packet size and frequency of the 

specific pattern. The data packets include the folloing additional fields: 

o A mask at the beginning of the data packet – not to make any parsing and mismatched 

protocol dissection into network sniffing tools such as Wireshark7.  

                                            
 
7 https://www.wireshark.org/ 



 

Copyright  Mobile Cloud Networking Consortium 2012-2015 Appendix E: page 19 / 69 

 

o A session id – to identify to which data flow the data packet pertains to 

o A sequence number – to identify order oriented properties of the data packets 

o A timestamp for the later correlation of the measurements  

Similar to iperf, the data packets do not include the real payload (the additional information would 

extend it) as real data does not affect in any way the processing within the packet core. 

 GTP Encap/Decap – the Open5GCore GTP encapsulation/decapsulation module was added as 

part of the data path to be able to emulate the data traffic as it is transmitted to and from the 

eNB.  

 IP connectivity – a data traffic steering module over IP network was added enabling to change 

the destination of the data packets as needed for the specific experiment.  

 Packet Statistics – the packet statistics module receives the data packets of the packet injector 

and generates specific statistics based on them. The packet injector and the packet statistics 

modules may be co-located on the same network function and thus, sharing the clock, or may 

be synchronized via NTP. The clock information correlated with the timestamp in the data 

packets gives the packet statistics module the possibility to execute the following statistics: 

o Capacity – the number of data packets sent and received at the other end, representing 

the network capacity of the SUT; 

o Delay – comparison of the two timestamps give the opportunity to measure the delay 

while communication through the SUT. Selective comparison is enough; 

o Packet Loss – the number of data packets sent and not received at the destination, based 

on the missing sequence numbers; 

o Jitter – the variation in time of the receiving of the data packets within the same session. 

Adding this functionality, different data path measurements were executed as reported in the next 

subsection.  

E.2 Additional virtualized EPC measurements 

Additional measurements reported into this section include: 

 A comparison between physical and virtualized deployments for the Fraunhofer FOKUS 

Open5GCore enabling the evaluation of the virtualization effects 

 A comparison between a virtualized EPC core following the 3GPP standards and the N:2 

virtualization architecture option proposed in MCN 

 Elasticity evaluations for the control and data plane components elasticity, including the scale-

in, scale-out and the seamless service continuity in case one of the network functions suddenly 

fails. The evaluations in this subsection provide an initial view on the performance testing in 

terms of dynamic and reliability when the services are deployed on top of cloud infrastructures.  

The additional evaluations are made for both the control and the data plane, providing an overview on 

the effect of virtualization on the signalling, as well as on the data plane forwarding. Specifically, for 

the data plane, the impact of the virtualization in real-time like data traffic is assessed, as much as 

possible, and measurable from the EPC perspective.  



 

Copyright  Mobile Cloud Networking Consortium 2012-2015 Appendix E: page 20 / 69 

 

E.2.1 Physical vs. Virtual  

E.2.1.1 Motivation 

One of the major questions in regard to virtualizing the core network is whether the virtualized 

environment can offer comparable performance to the physical one.  

It is not expected that the performance would be the same or better as the virtualization environment is 

adding an additional layer of virtualization to the overall infrastructure in the form of virtual machines 

and virtual switches which result in a specific overhead level.  

However, a comparable level which does not deter in a significant manner the end-to-end service 

delivery provides a definitive answer that network function virtualization is the way to proceed towards 

the next generation of mobile networks. 

E.2.1.2 Preliminary evaluation considerations 

For this comparison to make sense, the same physical infrastructure had to be used for both the physical 

and the virtual environments. Otherwise the compute and the networking capabilities will highly 

influence the measurements resulting into measuring the server capabilities instead of measuring the 

end-to-end service delivery and resources consumed, the capabilities of the hardware are measured.  

This created a very large problem into the specific deployment as the specific hardware which is usually 

used for virtual deployments can not be reused for a parallel physical deployment. As a solution, a full 

new testbed was deployed as described in the next paragraphs enabling the comparison of the running 

of the software directly on top of physical infrastructures compared to virtualized ones. 

All the measurements have a certain value only in the specific environment. Although the obtained 

results give an insight on how a specific software – the Fraunhofer FOKUS Open5GCore – is behaving 

on top of a physical infrastructure versus a virtualized one, the measurements are valid only for the 

specific servers and for the specific virtualization solution used. In other environments different 

measured values will be obtained, resulting into possible other insights on how the solution behaves. 

Thus, the conclusions of the measurements have to be seen with a high level of criticism.  

The solution proposed for the testbed has a specific data path switch server which is including additional 

acceleration such as Intel SR-IOV in which the network cards are directly assigned to the virtual 

machines and with no intermediary virtual Switch. Being available since 2011, SR-IOV is currently 

deployed in a large number of servers as well as into a large number of workstations, thus being available 

in a large number of new virtualization environments of the current generation and in all virtualization 

environments of newer generations. However, the current virtualization environments based on 

OpenStack are containing a virtual switch. It is assumed that a solution with a virtual switch is highly 

less performant than the one presented here.  

Open5GCore/OpenEPC was designed as an all-purpose software running on top of COTS hardware, 

making it ideal for such evaluations. However, the software is not optimized for such deployments 

except the optimizations described in the previous section. Considering that, large optimization space 

may be available for the different components, resulting into even better measurement results. For the 

case of this measurements, a stronger integration with hardware accelerators such as Intel DPDK or with 

offloading functionality of specific network cards are expected to result into another order of magnitude 

improvement.  
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Thus, the current measurements reflect only the momentary status of the software which is highly 

volatile and are completely valid only for the proposed environment.  

E.2.1.3 Testbed description 

For comparing a physical with a virtual deployment, 4 servers have been installed and interconnected. 

The servers have the characteristics from Table E-1. There were no specific criteria for selecting the 

server team. They represent the hardware available in the FOKUS laboratory for such tests. Please note 

that the servers are at least one generation older than the current ones, thus presenting lower processing 

capacity and thus worse performance.  

The only exception is the switch node which is represented by a last generation work station. The main 

reason for using a workstation instead of a server was that the selected server for the specific operations 

did not have SR-IOV (Single Root IO Virtualization) capabilities, thus being unable to interconnect at 

high speed rates with the Open5GCore/OpenEPC software.  

Table E-1 – Physical Testbed Characteristics 

Network 

Function 

CTRL Enablers Switch Benchmarking 

Server 

type 

Dell PowerEdge 1950 Dell PowerEdge 1950 Dell Precision T3600 Dell PowerEdge 

1950 

CPU 2x Intel Xeon E5320 

@1.86GHz, 4C 

Intel Xeon 5110 

@1,60GHz, 2C 

Intel Xeon E5-1620      

@3,60GHz, 4C 

Intel Xeon E5335 

@2,00GHz, 4C 

Memory 4x 2GB DDR2-667 FB 8x 512 MB DDR2-667 

FB-DIMM 

4x 4 GB DDR3-1600 

DIMM 

2x 2 GB DDR2-677 

FB-DIMM 

Network Gb1, Gb2: Broadcom 

NetXtreme II 

BCM5708 Gigabit 

Ethernet 

eth0, eth1: Intel 

82599 10 Gigabit 

Ethernet Controller 

mgmt: OVS-Bridge 

with Gb2 

net_d: OVS-Bridge 

with eth0 

Gb1, Gb2: Broadcom 

NetXtreme II BCM5708 

Gigabit Ethernet 

eth0, eth1: Intel 82599 

10 Gigabit Ethernet 

Controller 

mgmt: OVS-Bridge with 

Gb2 

net_a: OVS-Bridge with 

eth0 

Gb1: Intel 82579LM 

Gigabit Network 

Controller 

Gb2: Realtek 

RTL8169 PCI Gigabit 

Ethernet Controller 

net_d, net_a: Intel 

82599 10 Gigabit Eth 

Controller 

mgmt: OVS-Bridge 

with Gb2 

Gb1, Gb2: 

Broadcom 

NetXtreme II 

BCM5708 Gigabit 

Ethernet 

eth0, eth1: Intel 

82599 10 Gigabit 

Ethernet Controller 

mgmt: OVS-Bridge 

with Gb2 

net_d: OVS-Bridge 

with eth0 and eth1 

 

The hardware setup described was used for the following two software topologies (as illustrated in 

Figure E-11) 
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Figure E-11 – Testbed topologies for Physical vs. Virtual Evaluation 

The same network topology was used. First, all the network components were connected to a 

management (mgmt.) network for providing a signalling plane interface as well as an interface for 

managing remotely the different servers. One exception in regard to the control plane was the net_d 

interface which interconnects the benchmarking tool (BT) with the Controller entity (CTRL). This is 

mainly due to a historical design of the testbed in which the MME has a binding to the eNBs which 

cannot be easily modified. We assume that this does not affect in a significant manner the measurements. 

For the control plane interfaces (mgmt. and net_d), 1 GB network interfaces were used.  

Instead for the data plane 2x 10GB interfaces were interconnected. This includes the net_d between the 

BT and the switch and net_a between the SW and the network termination node. Through this means, 

the data path is having more capacity than the available processing of data packets, thus network not 

being a limitation of the testbed.  

The System Under Test (SUT) consists of the Controller (CTRL) and the Switch (SW) entities of the 

Open5GCore. These two were selected as to have an acceptable number of measurements having 

specific meaning. For the HSS component, we did not manage to load the component during the 

measurements.  

For the physical setup the different Open5GCore/OpenEPC components were spread across the virtual 

machines: one with the Benchmarking Tool (BT), one with the CTRL component, one with the Switch 

(SW) and one with the remaining components including the DNS server, HSS, Internet Gateway (I-GW) 

and one the second traffic generator/traffic analyser of the Benchmarking tool enabling the end-to-end 

data plane.  

For the virtualized setup, the specific SUT components were virtualized similar to an OpenStack 

implementation, namely in the form of KVM virtual machines. As the full environment has to be 

virtualized, the DNS, HSS and the I-GW were also virtualized into a single KVM through this 

maintaining the consistency of the system. The control plane components were interconnected using an 

OpenVSwitch similar to the server installations for OpenStack while the SW was connected with the 

SR-IOV for optimizing the IO operations from the network cards to the virtual network interfaces. The 

Benchmarking tool components were not virtualized as to have a similar input to the system as in the 

real case in which the input comes from an outside (sometimes non-virtualized) system.  

E.2.1.4 Measurements and Evaluation Results: 

For the two environments, a set of procedures were executed with different rates. The following 

benchmarking parameters were considered: 

Preparation phase 
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 500 UEs attached to the system 

Active experiment 

Duration: 60s 

Input pattern: (10% attachments, 10% detachments, 80% handovers) 

Starting with 100 ops/sec 

Linearly increasing to 2000 ops/sec 

Measured parameters 

CTRL/MME and HSS CPU utilization (%) 

CTRL/MME and HSS memory utilization  

Procedures delay measured at the UE side (only core network delay) 

For the attachment procedure with the physical environment, the following networks were uses: 

 Benchmarking tool to CTRL using the net_d network 

 CTRL to HSS using the mgmt network 

For the attachment procedure using the virtualized environment, the following networks were used: 

 Benchmarking tool to CTRL using the net_d network and the virtual network within the CTRL 

server using the OVS forwarding 

 CTRL to HSS using the virtual network within the CTRL server, the mgmt network for 

exchanging the data between the CTRL and the HSS and the virtual network within the HSS 

server. Both virtual networks use OVS forwarding.  

The obtained results for the procedures are illustrated in Figure E-13 and Figure E-13. The 

benchmarking tool was configured to send the same amount of requests while each of the components 

has received the same software and the same CPU and memory resources.  
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Figure E-12 – Physical Environment Control Plane Evaluation 

 

Figure E-13 – Virtual Environment Control Plane Evaluation  
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Both systems could handle all the requests up to 2000 ops/sec, remaining in the normal level of CPU 

usage (less than 50% CPU for the CTRL/MME). An abnormality was observed for the HSS CPU usage 

which was high in both the case of the physical environment (up to 60%) as well as the virtual (up to 

80%)– systematic error. We suspect that the main reason is the access to the MySQL database, although 

further investigations have to be made.  

From the attachments procedure perspective, the delay of the operations increases almost linearly from 

40ms to 90ms in the virtual environment and from 35ms to 80ms in the physical environment. Although 

on average an increase of 5ms of the procedure duration was measured, the two procedure durations are 

almost the same. Same considerations can be made for the detachment procedures.  

From the handover procedure perspective, the delay of the operations increases from 8ms to 22ms in the 

physical environment and from 10ms to 24ms in the virtualized environment. Although the procedures 

take longer in the virtualized environment, the 2ms difference is noted.  

In conclusion, for the control plane, there is a very small penalty in term of delay for the main EPC 

procedures (attachment, detachment and handover) is to be considered.  

However, this conclusion is accurate only in the given testbed having the specific bridging between the 

different virtual components. Any additional node, such as the OpenStack network node will drastically 

increase the delay in the procedures and will also result in larger CPU needs (due to the larger number 

of on-going transactions).  

The network deployment in the virtualized setup is equivalent to the deployment on top of an OpenStack 

stack installation. This is because each of the CTRL and HSS have their own OpenVSwitch which is in 

charge of forwarding the data traffic to and from the virtual machine, interconnected with a bridge to 

the network cards of the servers. Thus, the same network performance is expected to be obtained inside 

OpenStack deployments.  

For the data path evaluation, two measurements were made for the physical and for the virtual 

environment with a maximum of 400Mbps for the physical environment and with 300Mbps for the 

virtual environment.  

Preparation phase 

500 UEs attached to the system 

Active experiment 

Duration: 40s 

Input pattern: uniform increase and decrease of data traffic  

 starting with 1 Mbps  

 inceasing to 400Mbps or 300Mbps in 40sec 

Measured parameters 

Switch CPU utilization (%) 

Data path delay, jitter, packet delay variation and packet loss  

  measured at the UE side - only core network delay, single direction data traffic 

 

The results are illustrated in Figure E-14 and in Figure E-15. A different level of throughput was 

considered as the two components are not scaling the same in front of the data traffic. As previously 

mentioned in the section related to the switch development, the Switch software component it is not able 
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to use its complete potential due to the multi-process structure of the software and the multi-thread 

structure of the acceleration libraries. On higher levels than the selected ones (300Mbps for virtual and 

400Mbps for physical) the delay increases exponentially.  

One of the major limitations into the experimentation was the capability of the benchmarking tool to 

process the receiving data packets for the physical environment. For the next set of experiments, a new 

benchmarking tool machine has to be used with a larger compute capacity. The current one had less 

CPU than the switch making impossible the transmission and the processing of the data packets at the 

same time and in the capacity levels required.  

For the specific tests packet loss, packet variation delay and jitter the results were not conclusive. The 

variations during the tests are showing a considerable worse performance in case of the virtualised 

switch, however this might be attributed to various factors. To our current understanding, this represents 

a situation error and thus, it will not be visible anymore in the next experimentation phases.  

 

 

Figure E-14 – Physical datapath evaluation 

 

Figure E-15 – Virtual datapath evaluation 

The only significant parameter measured was the packet delay. The packet delay is increasing linearly 

with the input, due to the buffer structure of the Open5GCore switch as well as of the Linux forwarding 
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mechanisms. However, the delay remains into the acceptable levels under 10ms. As previously 

mentioned, due to the limitation of acquiring data packets into the switch software component, these 

considerations are not holding true for higher bandwidth.  

E.2.1.5 Conclusions 

Running on top of a virtualized environment the core network is providing a suitable alternative for the 

current physical networks.  

Specifically, for the control plane, there were no major limitations in the usage of the resources. 

Ultimately, running a virtual EPC would require one more instance to be allocated at every 6-7 physical 

component instances.  

Ultimately, the only resource contributing to the virtualized environment which still has to be further 

optimized is the networking capabilities through the development of new networking mechanisms 

addressing very low delay and high capacity communication to the virtual machines. Such mechanisms 

are partially available such as Intel DPDK or SR-IOV which aim at flattening the network infrastructure. 

However, there is a large space for improvement still, especially in the interaction with the specific 

software running in the host VMs. 

E.2.2 Direct 3GPP EPC virtualization vs. Open5GCore N:2 option 

E.2.2.1 Motivation 

MCN proposed a new implementation architecture option, named N:2 for the packet core network which 

follows a set of functional merges and split in order to separate the control and data plane and to be able 

to have single node processing for each of them for any subscriber session.  

Through this architectural development, an architecture which is more suitable for software deployments 

was achieved. Because of this software orientation, it is assumed that the different signalling and data 

path can be messages can be processed faster and through this being able to serve more subscribers 

while using the same resources.  

However, this assumption has to be still proven. A similar processing level would favour the 3GPP 

implementation as it offers currently better interoperability possibilities. A much better processing for 

the N:2 design option makes it a trustful blue-print towards next generation of core networks.  

E.2.2.2 Preliminary evaluation considerations 

For this comparison to make sense, the same physical infrastructure had to be used for both setups which 

are compared. Similarly, the same size of the virtual machines had to be considered. Finally, we have 

opted for a direct KVM deployment and a software topology according to the testbed architecture 

described in the next section.  

One of the most problematic issues was having the same version of the software for the both setups. 

OpenEPC version which is following the standard 3GPP network functions deployment was stopped 

from development in 2013. In the meantime, the Open5GCore version following the N:2 architecture 

model was further extended and its performance was continuously improved. For the current 

comparison, the latest version of the Open5GCore was deployed in the form of a 3GPP EPC. However, 

certain limitations into the configuration and a large number of open issues due to the specific processing 

still remain. Thus, the measurements presented are not representing the full performance of the 

Open5GCore, the input being throttled down to the capabilities of the 3GPP EPC version. The 
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Open5GCore performance measurements are presented into the next section regarding cloud-native 

deployments. Thus, the comparison of the results is more relevant than the actual measurements 

themselves due to the considerations on the 3GPP EPC implementation.  

Additionally, the software toolkit used was designed as an all-purpose software running on top of COTS 

hardware. Because of this, the software is not optimized for any type of deployment including the one 

in this comparison testbed. Considering this, the results of the measurements should be critically 

considered as they are completely relevant only on this testbed.  

The current measurements reflect only the momentary status of the software which is highly volatile 

and are completely valid only for the proposed environment.  

E.2.2.3 Testbed description 

Both testbed instances were deployed one after another on a load free workstation having the following 

characteristics:  

Workstation type: Dell Precision T3600 
Processor: Intel Xeon E5-1620   @3,60GHz, 4C 
Memory: 4x 4 GB DDR3-1600 DIMM 
Network cards: irrelevant for this evaluation. 

 

The workstation was instantiated with the following two self-contained virtualized topologies, as 

illustrated in Figure E-17 and Figure E-16. 

 

Figure E-16 – N:2 Architecture option testbed deployment 

For the N:2 deployment architecture,  illustrated into Figure E-16, a set of 3 KVMs were deployed, one 

including the controller functionality, one including the switch and one including an Internet GW (I-

GW), the HSS and the DNS server. As the DNS was not used during the testing phase, it is not depicted. 

In this setup, the benchmarking tool connects with the CTRL entity for the control plane related 

operations and with the Switch as well as with the I-GW for the end-to-end data path. The loopback of 

the data path brings the possibility of direct analysis of the data path as well as it maintains the 

environment completely self-contained.  
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Figure E-17 – 3GPP EPC-like testbed deployment 

Additional to the previous considerations, for the 3GPP EPC like deployment, the same software release 

as for the N:2 option was used. As depicted in Figure E-17, the different basic network functions are 

grouped to emulate an EPC architecture, separating the MME, the SGW and the PGW into three data 

path and control plane mixed components. The EPC setup has one more virtual machine compared to 

the N:2 design option. Thus, even when the same performance would be reached, the additional VM has 

to be accounted for.  

E.2.2.4 Measurements and Evaluation Results: 

For the two environments, a set of procedures were executed with different rates. The following 

benchmarking parameters were considered: 

Preparation phase 

 500 UEs attached to the system 

Active experiment 

Duration: 40s 

Input pattern: (10% attachments, 10% detachments, 80% handovers) 

Starting with 100 ops/sec 

Linearly increasing to 2000 ops/sec 

Measured parameters 

Components’ CPU utilization (%) 

Components’ memory utilization  

Procedures delay measured at the UE side (only core network delay) 

The obtained results for the procedures are illustrated in Figure E-18 and Figure E-19. The 

benchmarking tool was configured to send the same amount of requests while each of the components 

has received the same software and the same CPU and memory resources (however the EPC version has 

one VM more).  
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Figure E-18 – N:2 Control Plane Evaluation 

 

 

Figure E-19 – EPC Control Plane Evaluation 

For a number of operations up to 500ops/sec, equivalent to the normal functioning of the system, the 

delays obtained in the EPC version are larger. This is due mainly to the involvement of multiple 

components into the control plane procedures. The procedures in both situations have acceptable delay 

in the order of less than 50ms for an attachment procedure.  

Afterwards, up to 2000ops/sec, the two systems behaved very differently.  The N:2 design option is able 

to handle the specific load, as it has only one CTRL component with a single external interface to the 

HSS while the EPC has multiple ones (adding the MME-SGW and SGW-PGW). Because of this, each 

of the procedure steps have to pass through the message queue in the MME, resulting in larger 

processing delays. Ultimately, at more than 1500 operations per second, the MME cannot handle 

anymore the requests and thus the delay of the operations is increasing without an upper limit.  
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Due to the specifics of the implementation the CPU usage of the MME was very small compared to the 

CPU usage of the CTRL entity. However, this is compensated by the CPU usage of the PGW and SGW 

which summed up results that the EPC requires more CPU than the N:2 versions. 

Unfortunately, up to this moment, there was no experimentation available on the EPC version of the 

Open5GCore for the data path.  

E.2.2.5 Conclusions 

In conclusion, the N:2 implementation version is providing better control plane processing in terms of 

delay compared to the EPC version, a better scaling level considering the same resources.  

We expect the same advantages to be visible also in the data plane where the EPC has 2 nodes on the 

data path while the N:2 option has only one.  

These measurements compliment the other advantages brought by a simpler architecture. Being only an 

implementation option, the N:2 is standard compatible with any other EPC deployment, providing 

interoperability even for the merged interfaces. Because of this, we assume that the next generation of 

the core network architecture will be more similar to the N:2 than to the current EPC.  

E.2.3 Cloud-specific functionality evaluation 

This section reports on the evaluation of the cloud-specific functionality developed during the project 

for the core network. This includes the evaluation of both the control plane and of the data plane 

operations for scale-in, scale-out and sudden scale-out with hot-standby, which represents the proposed 

solution for high availability in case of network function failure.  

Additionally, a basic evaluation of the MME load balancing is added and an evaluation of the shared 

subscriber state mechanisms developed.   

E.2.3.1 Motivation 

With the goal to design a cloud-native core network architecture, MCN proposed a set of features which 

were later implemented as part of the Open5GCore/OpenEPC prototype. This section provides an 

evaluation of these features, assessing their feasibility for being further standardized or considered into 

de-facto standard prototypes.  

Through the features implemented, the core network, which was initially translated directly to the cloud 

environment, became an elastic infrastructure. This includes the scale-in and scale-out on-demand of 

the different components, transparent to the subscribers and in a large measure transparent to the 

standard components.  

With implementing transparent elasticity, a very wide range of other features were implemented in a 

basic form: 

 High availability – high availability in telecom networks is usually obtained by having a hot 

standby component which is ready and will take over in case of a failure. With the transparent 

elasticity procedure here presented, high availability can be easily obtained by synchronizing 

state with the standby component and suddenly redirecting the signalling and data traffic to it 

in case the active component fails 
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 Load balancing – in order to be able to scale-out, the state of the subscribers has to be available 

in all the network components of the same type. It is very easy to balance the processing at any 

session level, as virtually each of the components has the complete state information available. 

 Edge networking – with load balancing and with state distribution across the networks, an edge 

network can be directly obtained. This can be achieved by placing the load balancer at the edge 

and next to it an edge processing component (CTRL or SW), which handles the specific 

operations locally and another one for the centralized operations. 

 State migration (follow-me concept) – with the possibility of transferring subscriber state using 

a low footprint protocol as the one introduced into the previous section, it is very easy to transfer 

between network nodes the full network context of the subscriber. By this, the highly resource 

consuming VM migration can be replaced by a very small size message exchange. Please note 

that this refers only to network context and not to application context, which may be transferred 

the same way (e.g. session state in the IMS core) or not (e.g. caching of multimedia content).  

 

E.2.3.2 Preliminary evaluation considerations 

The current measurement values reflect only the momentary status of the software which is highly 

volatile and completely valid only for the specific testbed environment. Other values will be measured 

in virtually any other system on which the same experiments are performed.  

Open5GCore/OpenEPC is a software toolkit designed to run on top of all purpose COTS hardware. 

Although part of the implementation was concentrating of optimizing the toolkit for cloud 

developments, there is still a very large space for further optimizations, which will drastically increase 

the performance. Due to the nature of the Fraunhofer FOKUS developments (testbed only) and of its 

dissemination activities (research with proof-of concept testbeds), such an optimization was considered 

too expensive to make, too expensive to maintain across future versions and ultimately not desired due 

to its losing of all-purpose flexibility and source code readability.  

E.2.3.3 Testbed description 

All the testbed measurements except for the MME LB were performed on a single workstation having 

the following characteristics:  

Workstation type: Dell Precision T3500 
Processor: Intel Xeon E5-1620   2 * @1,6GHz, 6C  
Memory: 4x 4 GB RAM 
Network cards: irrelevant for this evaluation. 

 

As there were multiple measurements performed with distinctive testbed setups, they are described each 

separately before the evaluation and measurements themselves.   

E.2.3.4 Measurements and Evaluation Results 

Although this section reports on the evaluation based on practical measurements, serveral other expert 

considerations on the quality of the proposed solution are also provided. The following practical 

evaluations were performed: 

 CTRL High Availability based on hot standby CTRL entity 
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 Transparent CTRL Scale-in and Load Balancing 

 Transparent CTRL Scale-out and load transfer 

 State sharing mechanisms comparison 

 Switch high availability mechanisms 

 Switch load balancing and scale-out procedure 

 S1-MME load balancing 

 

E.2.3.4.1 CTRL High Availability 

For the Controller High Availability practical evaluation, the scenario illustrated on Figure E-20. It 

represents a minimal scenario to prove the efficiency of the proposed shared memory solution for high 

availability.  

 

 

Figure E-20 – High Availability Experiment 

A complete setup of the Open5GCore was deployed on the previously described setup in the form of 

KVM virtual machines. From these machines, the relevant ones are the CTRL1 and CTRL2 VMs and 

the HSS one, being part of the procedures that are evaluated into this scenario. CTRL2 represents a hot 

standby component for CTRL1. CTRL2 does not receive any active session messages while CTRL1 is 

active. However, it receives the subscriber state information. Each of the CTRLs is connected to a 

Switch component for pushing forwarding rules equivalent to the attachment. Although the forwarding 

rules are correctly formed, as this is a control plane evaluation, they are not further used. The CTRL 

components each received 4 CPUs and 2GB of memory. No common storage was needed. The network 

connectivity of the virtual environment highly surpasses the compute capabilities required, ensuring that 

there will be no bottleneck due to communication.  

The benchmarking tool was configured with 5 eNBs, which handle uniformly handover operations (the 

operations are decided on a round robin base). The pattern of handovers should not affect the 

measurements, as all the operations are executed through a single CTRL. Similarly the attachments and 

the detachments are uniformly distributed to the 5 eNBs. No effect is foreseen on the CTRL processing. 
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The following benchmarking parameters were considered: 

Preparation phase 

 500 UEs attached to the system 

Active experiment 

Duration: 60s 

Input pattern: 100 operations/second: 10 attachments, 10 detachments, 80 handovers 

Measured parameters 

CTRL1 and CTRL2 CPU utilization (%) 

CTRL1 and CTRL2 memory utilization  

Procedures delay measured at the UE side (only core network delay) 

 

In order to be able to have meaningful replicable results for such an operation, the system was loaded in 

the preparation phase, as well as during the active experiments with a load which did not produce side 

effects due to congestion (i.e. the number of users is very low compared to the maximum attained of 

10.000 active users and the number of operations is low compared to the maximum of the system – 

around 100 attachments/sec and more than 500 handovers/sec on the same system).  

From the pool of the UEs, the same ones were preferred for the operations. For example, if a new 

attachment was needed, the first non-attached user was selected. Same considerations for detachments 

and handovers. This ensured that the state sharing system is used - the operations are executed for the 

same users – and not for new ones.  

The active experimentation part includes three phases: 

a) The CTRL1 is active and receives all the requests. It processes the requests locally and responds 

to the UEs through the eNBs in the benchmarking tool. As part of the operations, CTRL1 

updates the distributed shared memory system.  

CTRL2 is a hot standby component. It only synchronizes its internal state with the distributed 

shared memory. 

b) A failure of CTRL1 is emulated by removing it from the active system. For testbed consistency 

reasons the VM of CTRL1 is not stopped, however all its communication is blocked. The 

benchmarking tool is automatically instructed to forward the signalling to CTRL2. This is 

equivalent to the result of an immediate failure mitigation, abstracting the failure processing in 

the cloud infrastructure (as we wanted to measure only the vEPC functionality and not the 

overall system). This step was executed directly in the benchmarking tool at second 30 of the 

experiment.  

c) The CTRL2 becomes the active component and receives all the requests. It processes the 

requests locally and responds to the UEs through the eNBs in the benchmarking tool.  
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Figure E-21 – CTRL Failover experiment 

The results of the experiment are illustrated in Figure E-21. For providing trust into the experimentation, 

the experiment was executed multiple times in different days, ensuring that unexpected side effects are 

not affecting significantly the measurements. 

From the measured results, it was observed that there is no significant increase in delay of any of the 

procedures from the UE perspective, having under 30ms for attachment, 20 ms for S1-handover and 

12ms for detachment procedures.  

Additionally, no session was lost during the operations (which is also a side effect of not having the 

delay of the radio into the procedures). In case radio delay would be added to the procedures, we expect 

to lose some of the transactions. However, as currently standardized, specific exception procedures can 

be triggered by the UE and by the network to bring the UE state back.  

From the perspective of the compute resources used, the CPUs of CTRL1 and CTRL2 were utilized in 

proportion of around 60% when active (4 virtual CPUs allocated) while the memory usage was very low 

- less than 200MB per CTRL component. This was observed in all experiments. 

Additionally, it was observed that the synchronization of the shared memory consumed around 1% CPU 

on the hot standby component. From other additional measurements, we have learned that passive 

synchronization of the subscriber state information sums up to 1% CPU for each of the subscribers of 

each controlled entity. Thus, in case a single hot standby component is deployed for 5 control entities, 

the hot standby component will have its CPU around 5% only due to the state synchronization 

operations. Note, this would be an ideal scenario for hot standby, as deploying a hot standby component 

for each active one will double the number of components with no significant benefits.  

From an expert evaluation perspective, the results shown in this section prove that hot standby and thus 

high reliability of the system can be implemented using distributed shared memory systems. However, 

the seamless property depends on how fast the notifications of a failure are reaching the load balancing 

entity. For this, a control plane set of keep-alive messages have to be created and maintained which will 

induce an extra cost to the system.  

E.2.3.4.2 CTRL Scale-In and Load Balancing 

For the controller scale-in and load balancing practical evaluation, the scenario is illustrated in  Figure 

E-20. The scenario aims at showing the effects of adding a new CTRL entity to the system, as well as 

of the load balancing at transaction level between two CTRL entities.  
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Figure E-22 – Scale-In and Load Balancing 

For this scenario a complete Open5GCore testbed was deployed as virtual machines, having two 

controllers CTRL1 and CTRL2 VMs connected to the same HSS. CTRL1 is the first active controller 

while CTRL2 is started on demand in case of high load situations. Although data plane components are 

also installed in the system for ensuring procedure completeness, they are passive. 

The CTRL components each received 4 CPUs and 2GB of memory. No common storage was needed. 

The network connectivity of the virtual environment highly surpasses the compute capabilities required, 

ensuring that there will be no bottleneck due to communication.  

As considered in the previous scenario, the benchmarking tool is deploying 5 eNBs with uniform 

distribution of UEs.  

The following benchmarking parameters were considered: 

Preparation phase 

 500 UEs attached to the system 

Active experiment 

Duration: 60s 

Input pattern: uniform stairs  

 starting with 100ops/sec (one operation every 10ms)  

 ending with 333ops/sec (one operation every 3ms)  

Input pattern operations distribution: 10% attachments, 10% detachments, 80% handovers 

Measured parameters 

CTRL1 and CTRL2 CPU utilization (%) 

CTRL1 and CTRL2 memory utilization  

Procedures delay measured at the UE side (only core network delay) 

 

The system was pre-loaded with 500 attached users, in order to be able to execute the specific input 

pattern operations distribution (10% attachments, 10% detachments and 80% handovers) increasing at 

different time intervals from 100ops/sec to 333ops/sec. This ensures in this specific deployment that a 

single CTRL will not be able by itself to process the full number of requests. 

From the pool of the UEs, the same ones were preferred for the operations. For example, if a new 

attachment was needed, the first non-attached user was selected. Same considerations for detachments 



 

Copyright  Mobile Cloud Networking Consortium 2012-2015 Appendix E: page 37 / 69 

 

and handovers. This ensured that the state sharing system is used - the operations are executed for the 

same users – and not for new ones.  

The active experimentation part includes two phases: 

a) The CTRL1 is active and receives all the requests. It processes the requests locally and responds 

to the UEs through the eNBs in the benchmarking tool. As part of the operations, CTRL1 

updates the distributed shared memory system.  

CTRL2 is a hot standby component. It only synchronizes its internal state with the distributed 

shared memory. 

b) Due to load the CTRL2 becomes also an active component and will receive some of the requests. 

The benchmarking tool was configured to send a complete transaction to one of the CTRL1 or 

CTRL2 (i.e. attachment, detachment or handover), through this having a lower granularity than 

the session level (i.e. a subscriber may be served by the CTRL1 for the first handover and by 

CTRL2 for the second handover).  

 

 

Figure E-23 – CTRL Scale-In and Load Balancing 

The results of the experiment are illustrated in Figure E-23. For providing trust into the experimentation, 

the experiment was executed multiple times in different days, ensuring that unexpected side effects are 

not affecting significantly the measurements. 

For the first 30 seconds CTRL1 is receiving all the requests. With the increase of the requests up to 240 

operations per second, CTRL1 is able to process with up to 90% of the CPU all the requests. CTRL2 is 

sitting in standby and synchronizing its subscriber state information.  

During the first 30s, an increase in processing delay can be observed. This is mainly due to the software 

structure of the Open5GCore, which includes a virtually infinite queue. With this queue, no message 

will be dropped, they will all be processed at a later time, even when the specific transactions expire in 

the meantime. This may not be the best software solution for product implementation, for product 

realization, however being the best for experimentation as it can process wanted or unwanted spikes in 

requests.    

After 30 seconds, CTRL2 becomes active, in the sense that the benchmarking tool starts balancing 

transactions between the CTRL1 and CTRL2.  

It was observed that the CPU usage of CTRL1 is not decreasing to half as expected into such situations. 

It remains with 2% higher due to the bidirectional shared memory synchronization with CTRL2.  
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As the granularity of the load balancing is at transaction level, CTRL2 will take half of the load (and 

thus have the same CPU usage as CTRL1) very fast, in less than 1 second. In this solution, compared to 

the state of the art, there is no need for a special load balancing algorithm which accounts for the new 

component to take more load than the previous functioning ones as to be able to equalize the processing. 

This is due to the very high granularity offered by the transaction level synchronization.  

The results show that it is possible through appropriate load balancing and subscriber state 

synchronization to immediately balance two or more network functions, through this practically 

eliminating the slow-start time.  

However, the presented measurements are missing the radio delay part into the procedures. Because of 

this a higher level of granularity is achieved compared to the expected one into an end-to-end system. 

For a more accurate measurement of this operation, a realistic RAN should be also deployed.  

 

E.2.3.4.3 CTRL Scale-Out and Seamless Load Transfer 

For the controller scale-out and seamless load transfer, the scenario is illustrated in Figure E-24. The 

scenario aims at showing the effects of removing a CTRL entity from the system as well as the seamless 

load transfer from the removed component to the other active ones, practically showing that scale-out 

does not require any explicit procedure at packet core level.  

 

Figure E-24 – Scale-out Scenario 

 

As in the previous scenarios a complete Open5GCore was deployed as virtual machines, having two 

controllers CTRL1 and CTRL2, both active at the beginning of the experimentation. The CTRL1 is 

removed from the system at a specific moment in time. Deterministic times were preferred for providing 

meaningful measurement results on the vEPC, although otherwise this would be triggered by a system 

scale-out event into a live system. 

The CTRL components each received 4 CPUs and 2GB of memory. No common storage was needed. 

The network connectivity of the virtual environment highly surpasses the compute capabilities required, 

ensuring that there will be no bottleneck due to communication. As considered in the previous scenario, 

the benchmarking tool is deploying 5 eNBs with uniform distribution of UEs.  

The following benchmarking parameters were considered: 

Preparation phase 
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 500 UEs attached to the system 

Active experiment 

Duration: 90s 

Input pattern: uniform stairs  

 starting with 200 ops/sec (one operation every 5ms)  

 growing to 333 ops/sec (one operation every 3ms) 

 decreasing to 100 ops/sec (one operation every 10ms)  

Input pattern operations distribution: 10% attachments, 10% detachments, 80% handovers 

Measured parameters 

CTRL1 and CTRL2 CPU utilization (%) 

CTRL1 and CTRL2 memory utilization  

Procedures delay measured at the UE side (only core network delay) 

 

The system was pre-loaded with 500 attached users in order to be able to execute the specific input 

pattern operations distribution (10% attachments, 10% detachments and 80% handovers) increasing 

from 200 ops/sec to 333 ops/sec and then decreasing to 100ops/sec. This ensures that a single CTRL 

will not be able to fulfil the requests at the scale out moment.  

From the pool of the UEs, the same ones were preferred for the operations. For example, if a new 

attachment was needed, the first non-attached user was selected. Same considerations for detachments 

and handovers. This ensured that the state sharing system is used - the operations are executed for the 

same users – and not for new ones.  

The active experimentation part includes two phases: 

a) Both controllers are active and receive requests. They synchronize using the shared memory 

system and share the equally the load. The number of requests is increasing from 200ops/sec to 

333 ops/sec, then decreases to 200 ops/sec.  

b) At 200 ops/sec, at 60sec in the experimentation, CTRL1 removal from the system is emulated 

through sending all the requests to CTRL2. CTRL2 handles all the operations.  

 

Figure E-25 - Scale out and seamless load transfer 

The results of the experiment are illustrated in Figure E-25. For providing trust into the experimentation, 

the experiment was executed multiple times in different days, ensuring that unexpected side effects are 

not affecting significantly the measurements. However, all the measurements were executed on the same 

system. Other completely different values may be obtained on other systems.  
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For the first 60s CTRL1 and CTRL2 receive the specific requests in a load balanced manner, getting 

close the 100% CPU utilization and then lower to 60%.  

When reaching 200 ops/sec, the first controller is removed from the system. CTRL2 can handle the 

remaining requests with less than 80% of its own CPU, while the delay of the specific operations is 

momentary increasing.  

With the removal of CTRL1 from the processing, CTRL2 does not have to synchronize with the state 

received from CTRL1 anymore as CTRL1 is not modifying any subscriber state. This is the reason why 

CTRL2 CPU usage is lower than the double of its momentary usage (and the sum of the momentary 

usage of the system – CTRL1 and CTRL2 together).  

As the granularity is at transaction level and as the scale-out is scheduled, there is no transaction lost, 

thus no failure is seen by the UEs. However, an increase in the delay of processing of the specific 

requests can be noted at the specific moment in time. For a more accurate measurement of the delays, a 

realistic RAN should be also deployed. 

The results show that it is possible to immediately remove one of the network functions, through this 

practically introducing a native scale-out into the system, transparent to all stateful core network 

components which have synchronized state. The same results can be used for virtually any type of cloud-

native network components, which have stateful components, as the distributed shared memory is a 

support tool. 

E.2.3.4.4 Shared State Comparison 

In MCN, two different mechanisms for sharing subscriber state were proposed: one based on a 

distributed shared memory available in all the mobile devices and one based on an ASN.1 based 

protocol.  

The two solutions have distinct roles in the architecture. The distributed shared memory being the best 

alternative for the scalability within a data center as there is a low delay uniform network between the 

different virtual units. The communication protocol is the only feasible architecture when the subscriber 

state has to be transmitted between different data centers, due to firewalls and network encapsulation 

means,  as well as due to the larger delay. Additionally the communication protocol can support a limited 

broadcast (not all the subscriber states to all the nodes), thus having a lower network usage than the 

complete state broadcast associated with the distributed shared memory.  

Even though they have different roles, they were quantitatively compared in order to determine two 

main parameters: 

 The overhead which the two introduce in the overall delay 

 The comparative delay between the two of them 

For comparing the procedures, as well as the overhead brought by the synchronization protocols a simple 

testbed was established including the components illustrated in Figure E-26. Two different controllers 

were put in parallel.  
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Figure E-26 – State Transfer Mechanisms Evaluation 

The test case was the same as in the case of hot standby. A single controller received all the active 

session messages. The received messages are either with the distributed shared memory or with the 

specific protocol.  

Both solutions are synchronized i.e. none of the attachment/detachment/handover procedures was 

completed from the perspective of the controller until the subscriber state synchronization is completed 

as illustrated in Figure E-27. Through this, two measuring points were added, one at the end of the 

procedure and one at the end of the synchronization.  

 

 

Figure E-27 – Procedure measurement points 

 

The following benchmarking parameters were considered: 

Preparation phase 

 500 UEs attached to the system 

Active experiment 

Duration: 60s 

Input pattern: 100 ops/sec   

Input pattern operations distribution: 10% attachments, 10% detachments, 80% handovers 

Measured parameters 
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CTRL1 CPU utilization (%) 

CTRL1 and CTRL2 memory utilization  

Synchronization procedure delay measured at the CTRL side 

The system was pre-loaded with 500 attached users and a uniform number of requests was sent to the 

system (10% attachments, 10% detachment and 80% handovers) in a uniform rate of 100 ops/sec.  

The experiment was executed three times for each of the shared state mechanisms as well as for the 

system without any state sharing. The measurements were performed on CTRL1. Similar results were 

observed on CTRL2.  

First, the delay of the procedures was evaluated. In Figure E-28 only the additional delay of the 

distributed shared memory and of the synchronization protocol are illustrated. As the network between 

CTRL1 and CTRL2 is very fast (0.01ms), being a bridge between two virtual machines, the delay 

accounts only for the encoding of the shared state, its transmission, its receiving and decoding as well 

as the response that the state was synchronized.  

 

 

Figure E-28 – State Sharing Delay Comparison 

The distributed shared memory proposed based on redis.io has a delay up to 0,6ms with a median at 

0,5ms, being insignificant in terms of additional delay compared to the other functionality in the control 

plane. As the shared memory system is based on a broadcasting system, which sends the request in 

parallel to the multiple hosts, the same delay is assumed when more than two CTRL entities are in the 

same synchronization pool.  

However, the overall delay includes the RTT delay of the network between the components. If one of 

the CTRLs is connected with a link which has a large RTT, this will affect all the system by increasing 

the overall delay of the synchronization. Because of this, it is recommended to use such a system only 

within homogeneous delay network environments such as the ones currently deployed within cloud 

systems.  

The protocol proposed adds to the delay the encoding and the decoding to and from ASN.1 of the state 

information, increasing the delay up to 2,3 ms. This may be a very large increase in delay in case the 

operations are executed in a sequential manner (i.e. the synchronization operation is part of the actual 

procedures). However, the state synchronization can be executed through an asynchronous background 

process, which ensures that the state information is propagated through the full system while the last 

response is send towards the connected device. The UE will not initiate a procedure before receiving the 
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confirmation that the previous one was completed (synchronization via UE). Thus, in order to have a 

consistent state, the protocol has to be faster than an RTT to the UE. Please note that with the current 

radio technology, only the RAN RTT is of 5ms.  

The protocol based solution is the only feasible alternative for heterogeneous networks communication, 

as it provides the means to select which state information to share and where to propagate it. 

Additionally, the processing of the state information at the end nodes may be differentiated (e.g. some 

states may be maintained only for backup information, some may become active states immediately, 

etc.). 

As illustrated in Figure E-29, the CPU consumption required for adding this new state synchronization 

is rather low and could be considered insignificant (especially when other functionality would consume 

higher level of resources in each of the operations). For the measured 100ops/sec and for a 4 CPU VM, 

the CPU median usage was of 57% without any protocol, 59% with distributed shared memory and 60% 

with the synchronization protocol.  

As the memory of the Open5GCore is completely pre-allocated at booting of the system, there is no 

observation to be made in regard to memory usage.  

 

Figure E-29 – State Sharing CPU Usage (%) 

The results of these initial experiments show that a solution of state sharing based on either a distributed 

shared memory or based on a protocol specifically designed for such operations is suitable for the 

virtualized environments.  

The major advantage being that such a solution does not need a dedicated control node to synchronize 

the state information as in the case of file sharing systems such as Ceph. This property further more 

reduces the dependability on a single-point of failure as well as the state sharing delay at the cost of 

extensive network communication and of around 1% CPU addition for each of the machines that have 

to be synchronized.  

E.2.3.4.5 SWITCH High Availability 

For the data plane high availability practical evaluation, the scenario illustrated on Figure E-30. It 

represents a minimal scenario to prove the efficiency of the proposed multiplied flow based forwarding 

rules proposed for high availability at the data path level.  
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Figure E-30 – High Availability Experiment 

For the high availability of the data path, a VMWare testbed was deployed. VMware was preferred for 

these measurements as to have a variation from the other KVM deployments as well as because of a 

more stable testing environment. The setup includes the Open5GCore deployed with a single controller 

and with two different switches. The CTRL sends the rules to the active switch as well as to the hot 

standby switch.  

The data traffic is encapsulated in GTP between the first instance of the benchmarking tool and the 

switch, as in a practical implementation between the eNB and the switch and plain IP between the switch 

and the second benchmarking tool data path instance, done in order to ensure the end-to-end like 

interconnection.  

The following benchmarking parameters were considered: 

Preparation phase 

 500 UEs attached to the system 

Active experiment 

Duration: 60s 

Input pattern: 100 Mbps data traffic (UDP data traffic with maximum MTU) 

Measured parameters 

Switch1 and Switch2 CPU utilization (%) 

Data path delay, jitter, packet delay variation and packet loss  

  measured at the UE side - only core network delay, single direction data traffic 

 

The active experimentation part includes three phases: 

a) The SWITCH1 is active and receives all the data traffic. The CTRL pushes OpenFlow rules to 

SWITCH1 and to SWITCH2 giving them the ability to properly handle uplink and downlink 

data traffic. The SWITCH1 will process the data packets as expected from a PGW switch, 

namely handling the translation between GTP and IP forwarding.  

b) A failure of SWITCH1 is emulated by removing it from the active system i.e. the data traffic is 

completely redirected to SWITCH2. However, data traffic in transit is lost as a very abrupt load 

balancing was used.  
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c) SWITCH2 becomes the active component and receives all the data traffic. SWITCH2 will 

process the data packets as the active data path component in the packet core.  

 

 

Figure E-31 – Data Plane Failover experiment 

The results of the experiment are illustrated in Figure E-31. For providing trust into the experimentation, 

the experiment was executed multiple times in different days, ensuring that unexpected side effects are 

not affecting significantly the measurements. 

In the current system, running VMWare virtual machines directly interconnected (no OpenStack used), 

the virtual switch has delay of around 7ms for 100Mbps. The limitation in bandwidth capacity is mainly 

due to the single process handling of the data traffic within the switch component due to the specifics of 

the virtual interface usage i.e. a single process can receive the data packets from an interfaces. The main 

libraries used for virtual components acceleration both Intel DPDK and netmap propose solutions based 

on threads. However, Open5GCore is tributary to its multi-process design and can not use properly such 

libraries. In basic tests using Open5GCore and external multi-thread components, a level of 7Gbps was 

reached, thus currently we assume that passing to a multi-thread type of platform will be highly 

beneficial.  

Regarding the data traffic delay, it is rather stable around 7ms for the specific bandwidth. In case of a 

100Mbps link, the data packets are not queued for processing. Instead they are directly taken by the 

active worker for the processing. A longer delay of 20-40ms was measured for bandwidths up to 

2.5Gbps. However, we assume that such a delay is too large for real-life exploitation, thus requiring 

further developments of the prototype platform for no-queue/no-copy based processing.  

From the procedure measured, during the time that the first switch is not available and the second one 

becomes available a packet loss of 5 packets was measured (<6KB). This is mainly due to the suboptimal 

usage of the data path resulting in the late redirection of the data traffic. However, this is very small in 

comparison with the full load. For the rest of the data traffic, a delay of less than 12ms was seen.  

With this, the packet delay variation and jitter increased up to 5ms which was expected due to the packet 

delay increase. The usual jitter and packet loss is less than 2ms which represents the typical value for 

virtual machine processing in user space.  

The evaluation results show that it is feasible to have appropriate data path processing with high 

availability within virtual machines considering that a delay of up to 10ms is acceptable (in the same 

scale as the current available solutions).  
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Considering these results, data path components which are directly ported from the previous physical 

components will not present the expected performance. In order to contain the delay at the level of these 

experiments, the different network functions which are part of the data path have to be merged and 

designed for fast processing. A further step for virtualized data paths is the appropriate design of the 

network components with no-buffering, no-copy, hash-table based decisions and circular queues 

specific to low delay software. This can be used in common by multiple network functions through 

usage of a network Platform as a Service implementation.  

 

E.2.3.4.6 SWITCH Load Balancing, Scale-out and Load Transfer 

For the switch load balancing, scale-out and load transfer, the scenario is illustrated in Figure E-32. The 

scenario aims at showing the effects of load balancing on the different data flows, as well as the effect 

of scale-out and load transfer. The scale-in scenario was not added, for brevity reasons. 

 

Figure E-32 –Load Balancing, Scale out and Load Transfer on data path 

A single controller is connected to two switches, sending them all the flow rules in parallel. Flows are 

send in parallel to the both switches. As they are located in the same data center, the jitter of splitting 

the data flows is rather small, thus giving the possibility that any data flow is split between the two 

switches. However, such a high level of granularity is not needed in a real system where due to 

accounting and charging efficiency reasons a flow has to pass through the same switch.  

The Switch components each received 4 CPUs and 2GB of memory. No common storage was needed. 

The network connectivity of the virtual environment highly surpasses the compute capabilities required, 

ensuring that there will be no bottleneck due to communication.  

The following benchmarking parameters were considered: 

Preparation phase 

 500 UEs continuously attached to the system 

Active experiment 

Duration: 40s 

Input pattern: uniform increase and decrease of data traffic  

 starting with 10 Mbps  
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 inceasing to 200Mbps in 20sec 

 decreasing to 10Mbps between 20sec and 40sec 

Measured parameters 

Switch1 and Switch2 CPU utilization (%) 

Data path delay, jitter, packet delay variation and packet loss  

  measured at the UE side - only core network delay, single direction data traffic 

 

The active experimentation part includes two phases: 

a) Both Switch1 and Switch 2 are in active service. The load balancing is sending the data traffic 

in equal chunks to the two switches regardless of the data flows. As such, the data flows are 

split in an equal manner between the two switches.  

b) A scale-out event is triggered and Switch2 is stopped from the active system. The benchmarking 

tool will transfer all the load to the Switch1. Switch1 handles all the data traffic.  

 

GRAPHIC 

Figure E-33 – Switch Load Balancing and Scale-out 

The results of the experiment are illustrated in Figure E-33. For providing trust into the experimentation, 

the experiment was executed multiple times in different days, ensuring that unexpected side effects are 

not affecting significantly the measurements.  

For the first 30 seconds the data traffic is linearly increasing from 10Mbps to 200Mbps and is split 

between the two switches. After that, the data traffic is linearly decreasing from 200Mbps to 10Mbps. 

The Switch2 is removed from the system after 30 seconds. All the data traffic is forwarded to the 

Switch1.  

While increasing the data traffic per Switch from 5Mbps to 100Mbps, no major changes in the usage of 

compute were observed. Similarly, no major CPU usage have been observed on the downlink either.  

Compared to the previous measurements presented for high availability, the CPU usage had more 

variation, although the variation is in the reasonable area for a best-effort scheduling operating system 
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(with less than 20% variation). Such variations should be foreseen in any component design as not to 

execute scale-in or scale-out procedures while the system is still behaving normally.  

As expected, the delay of the data packets remains in the limit of 10ms for both of the data flows. 

Similarly for the jitter and the packet delay variation. 

As in the case of high availability, when stopping Switch2, the packet loss increases, however remaining 

into the normal limits of less than 50 data packets. Additionally, the CPU usage of Switch1 drastically 

increases, as it has to take over the specific data traffic.  

The evaluation results show that it is feasible to load balance the data traffic, even within the same data 

flow. However, this is possible only in case the multiple network functions are of the exactly the same 

type and have a very similar load. Considering this, multiple VMs representing parts of the same logical 

switch can be deployed in parallel, similarly to the current multiple data plane blades which are included 

in the data path components. Their functionality is completely managed by a single controller and thus 

remain transparent to the rest of the virtual core network. However, their management has to be done 

through the orchestration tools.  

When the balanced load is different for the different switches, it was observed a high increase in jitter 

and in packet delay variation, resulting into worse processing of the data flow with flow level load 

balancing.  

A flow-level load balancing at flow level requires a new type of routing within the virtual networks such 

as the one provided by IETF Service Function Chaining (SFC). In the next steps of the prototype, SFC 

will be integrated into the data path solution as an alternative to load balance the data traffic.  

Considering the obtained results, elasticity at data path level is feasible with minimal extensions of the 

control plane. A more optimized version needs an extended decision (which rules to transmit to which 

of the switches), enabling a data path differentiation. This becomes more important in case the number 

of forwarding rules is very high, more than the 1000 rules that the current solution maintains.   

 

E.2.3.4.7 MME Load Balancer 

This section reports on the initial measurements of the MME Load Balancer functionality as presented 

in Section E.1.4.1.  

During the functional testing of the MME LB functionality, a set of 20 measurements were taken for 

attachment and for detachments procedures. The measures were taken in order to check the sanity levels 

of the delay of the proposed solution.  

As the measurements were performed on top of the workstation of one of the developers, the available 

compute for the specific functionality was of an older generation. The workstation used had only 6CPUs, 

while the system required to deploy 6 virtual machines (Benchmarking, MME LB, MME1, MME2, 

HSS, Switch) which results in very high delay on some of the procedures. This is mainly due to the 

requirement that the different VMs and the host OS share the CPUs.  

Thus, the results should be assessed only from a comparative perspective and not from the value 

perspective. (As presented in previous sections, an attachment procedure using a newer generation 

workstation has a delay of less than 50ms in a non-congested system).  
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Figure E-34 – MME LB Measurements acquired during functional testing 

As it can be observed from Figure E-34, the delay added by the MME LB is in the order of x10ms for 

the complete end-to-end procedure on top of the underperforming workstation used. From this 

perspective, we assume that the load balancing functionality can be adopted into an end-to-end system, 

as it does not disrupt the different procedures by adding an extended delay.  

Further performance based evaluations have to be made also for handover procedures, as being the only 

ones where adding more delay to the procedure will result in negative network effects (i.e. the cache of 

the downlink data traffic is highly increasing). Additionally, the further performance measurements 

should show the compute overhead brought by adding a new component to assess the cost of this type 

of load balancing mechanism.  

E.2.3.5 Conclusions and further work 

In this section a virtual packet core implementation was evaluated, both on a practical and on an empiric 

expert level. This subsection summarizes a set of independent conclusions of the virtualized EPC 

implementation. 

 Adding new functionality to the core network implementation usually results in larger delay and 

more compute resources. On the other hand, the consolidation of the software through 

optimization drastically increase the performance. Especially for core networks, in order to 

maintain the appropriate level of performance, the continuous upgrades should include the both 

new implementation and performance consolidation development processes.  

 Distributed shared memory represents a very good alternative for handling subscriber state 

sharing between the different network components within a single data center. The proposed 

broadcasting mechanism has to be further optimized for hot standby as it increases the CPU 

usage in the standby machines. Clustering of subscriber states may be a good alternative. 

 The proposed state sharing protocol represents a good alternative for synchronizing stare 

between edge micro-data centers and central data centers. The state sharing may provide the 

basis for further optimized edge networking connectivity and for “follow-me” types of 

applications. Such a solution should be used in any context where the subscriber state 
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information is small and there are no specific customization and privacy issues – such as control 

plane for different application deliveries and not for multimedia caching for example.  

 Memory usage is insignificant compared to the usage of compute. Next generation of core 

network software implementation should be handling memory with bigger overhead if needed 

in order to optimize the compute resource usage (e.g. fixed size memory allocations, using of 

pre-compiled hashed information stored in the memory instead of computing it for each 

message). 

 Simple mobile core control plane of a medium size operator can be handled with a very low 

number of servers. The current estimation of the processing duration per subscriber using a 

single CPU for the core network side only is of less than 50ms for an attachment, 20ms for a 

handover and 15ms for a detachment (conservative estimation). Thus, a single virtual CPU can 

handle 20attachment/sec, 50 handovers/sec or 66 detachments/sec. Considering that the 

implementation scales linearly (as the subscriber states are completely independent of each 

other), a server with 48CPUs is able to maintain 960attachments/sec, 2400 handovers/sec or 

3200 detachments/sec which represent a medium size operator. In conclusion, to run a full 

operator core network, the compute needed is rather small.  

 The data path handling is highly efficient only in multi-thread environments. Multi-process 

environments are not able to benefit from the advantage of parallelism, as there are no means 

for concurrent access for the virtual network interface input i.e. the data packets are completely 

serialized in case of a multi-process environment, resulting in a single process handling data 

traffic at a specific moment in time.  

 Direct access to data packets enabled the appropriate delay for bringing data packets to the guest 

operating system. In order to be able to process the data path in an appropriate manner, the next 

generation of cloud infrastructure have to provide a flat architecture for reaching the virtual 

machines i.e. to remove any possible intermediary nodes such as the OpenStack network node 

or the OpenVSwitch running as part of the virtualization environment on the servers.  

 A large advancement into fast processing of data packets is still required. Even with high 

performance libraries such as netmap, it is very important, in order not to increase the end-to-

end processing delay, while reaching the expected capacity (in the order of x10 Gbps), to 

implement a highly optimized forwarding functionality within the guest host operating system 

to be further used by virtual network functions. Without this functionality, the virtual core 

networks will function only for applications which will accept an additional 10-15ms additional 

delay. 

 Data plane processing with virtual machines, even with acceleration software is not providing 

the appropriate delay characteristics. A better solution should consider containers which have 

similar performance to the measurements presented here for the physical setup. Alternatively, 

data path components may reserve a full server and thus being the only contained software.  

 In order to provide definitive answers whether a specific solution is suitable to be run on a 

specific cloud environment there is a need to define a proper evaluation framework. With the 

evaluations provided in this section, we have learned that there is a very large number of factors 

to be considered for such evaluations. The consolidation of these factors into a small number of 

meaningful parameters and KPIs would provide a target for both the network function 

developers, infrastructure providers and network function users.  
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 From the perspective of this specification, the only definitive answer on the quality of a solution 

is to test it on the target environment. As different infrastructures were used for the 

measurements of different features, very different results were obtained for the same procedure 

i.e. the delay of an attachment on a low compute workstation is much worse than expected 

compared to the one on a high compute node (does not scale linearly). A framework for 

evaluating virtual EPCs should be able to match the evaluation results with different 

infrastructures.   

As a general conclusion of this section, cloud-native core networks can be easily achieved by 

implementing a set of features adapted from the cloud environment. However, specifically for the data 

path, even when COTS servers are used, it is recommended that different accelerator functions or 

hardware should be used.  

E.3 MME Load Balancing Additional Information 

This section describes the MME Load balancing procedures. Specifically it includes the implication of 

the load balancer in the attachment, S1 handover and detachment procedures.  

E.3.1 LTE Attachment Procedure 

This section describes the LTE Attachment procedure when an S1-MME Load Balancer is used. The 

procedure follows the LTE attachment from 3GPP TS 23.401 and details the S1AP message information 

from 3GPP TS 36.413.  

1. When a UE attaches to the network, it sends to the eNB a NAS Attach Request message. The 

message is encapsulated by the eNB into an S1AP: Initial UE Message and it is send to the 

S1AP-MME LB. The message includes as identifier an eNB-UE-S1AP-ID field.  

2. The S1AP-MME LB receive the message from the eNB. The eNB identity which can be derived 

from the source IP address of the message together with the eNB-UE-S1AP-ID identify in a 

unique manner the S1AP attachment transaction. However, the S1AP identifier is unique only 

per eNB. The S1AP-MME LB creates a new unique session identifier for all the eNBs named 

eNB-UE-S1AP-ID’, replaces the previous identifier in the message and sends it to the selected 

MME. The MME is selected based on a weighted round robin algorithm at transaction level.   
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Figure E-35 – LTE Attachment with S1AP-MME LB (part 1) 

3. When the MME receive the response, it transmits a NAS Authentication Request towards the 

device. The message is included into an S1AP: Downlink NAS Transport message and includes 

the eNB-UE-S1AP-ID’ previously received from the S1AP-MME LB and a newly generated 

MME-UE-S1AP-ID. The MME is aware only of the S1AP-MME LB as a proxy for the eNB, 

thus it sends the response back (i.e. the S1AP-MME LB is a proxy for the eNBs making them 

transparent to the MME). This message is conformant to the 3GPP standard.  

4. Based on the eNB-UE-S1AP-ID’ the S1AP-MME LB determines that the message pertains to 

the specific UE attachment transaction. It replaces the eNB-UE-S1AP-ID’ with the eNB-UE-

S1AP-ID previously received from the eNB and sends it to the appropriate eNB. The eNB 

transfers the NAS message to an RRC: DL Inf. Transfer message.  

5. The UE responds with a NAS Authentication Response included into an RRC: UL Inf. Transfer. 

The eNB transfers the message into an S1AP: Uplink NAS Transport message in which the 

session is identified by the eNB-UE-S1AP-ID and the MME-UE-S1AP-ID and sends it to the 

S1AP-MME LB.  

6. The S1AP-MME LB replaces the eNB-UE-S1AP-ID with the eNB-UE-S1AP-ID’ and sends the 

message to the MME selected in Step 1. This ensures that all the messages of the same 

transaction are sent to the same MME.  

7. The MME responds with a NAS Security Mode Command including the security credentials 

request based on the information received from the HSS. The message is sent to the S1AP-

MME LB. Similarly to Step 2, this is a standard message, not requiring any modifications of 

the MME.  
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8. The S1AP-MME LB replaces the eNB-UE-S1AP-ID’ with the eNB-UE-S1AP-ID and sends the 

message to the eNB. The eNB transfers the message into an RLC DL Inf. Transfer and sends it 

to the UE. 

9. The UE responds to the MME with a NAS: Security Mode Complete message which is received 

by the S1AP-MME LB from the eNB in an S1AP: Uplink NAS Transport message. The S1AP-

MME LB is processed in the same way as Step 5.  

10. The MME receives the message from the S1AP-MME LB with a modified UE-eNB identifier 

which it processes according to the standard. Following, the MME executes the rest of the EPC 

attachment procedure including the Update Location Request/Acknowledgement messages 

exchanged between the MME and the HSS and the chained Create Session Request/Response 

between the MME, SGW and PGW. At the end of these steps, the location is updated into the 

HSS and a data path through the core network is established.  

11. The MME responds to the UE with a NAS: Attach Accept message which is included into an 

S1AP: Initial Context Setup message identified by the eNB-UE-S1AP-ID’ and the MME-UE-

S1AP-ID.  

12. The S1AP-MME LB identifies the transaction based on the eNB-UE-S1AP-ID’, replaces it with 

the eNB-UE-S1AP-ID received in the first message from the eNB and send it to the eNB. In its 

turn the eNB encapsulates the NAS message into an RRC: UL Inf. Transfer and sends it to the 

UE.  

 

 

Figure E-36– LTE Attachment with S1AP-MME LB (part 1) 
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13. The eNB responds to the S1AP-MME LB with an S1AP: Initial Context Setup Response 

identified by the eNB-UE-S1AP-ID and the MME-UE-S1AP-ID.  

14. The S1AP-MME LB identifies the transaction based on the source of the message as well as on 

the eNB-UE-S1AP-ID, replaces it with the eNB-UE-S1AP-ID’ and sends it to the MME.  

15. The UE responds to the MME with a NAS Attach Complete which is encapsulated by the eNB 

into an S1AP: Uplink NAS Transport message and sent to the S1AP-MME LB.  

16. The S1AP-MME LB identifies the transaction, replaces the eNB-UE-S1AP-ID with the eNB-

UE-S1AP-ID’ and sends the message to the MME. The transaction can be removed from the 

binding data base as it is completed. The same identifiers will not be used by any other 

transaction. The MME completes the attachment by executing the Modify Bearer Request GTP 

procedures with the SGW.  

E.3.2 LTE Handover Procedure 

In this section the S1 LTE Handover Procedure is described from the perspective of the S1AP-MME 

LB.  

The UE is communicating through the source eNB by exchanging uplink and downlink data packets 

through the source eNB to the SGW through a GTP tunnel.  

The RRC: Measurement Control from the souce eNB triggers an RRC: Measurement Report from the 

UE from which the source eNB determines that a handover has to be executed. This acts as a trigger for 

the Handover procedure. 

 

Figure E-37 – S1AP LTE Handover Procedure (Part 1) 



 

Copyright  Mobile Cloud Networking Consortium 2012-2015 Appendix E: page 55 / 69 

 

1. The source eNB sends an S1AP: Handover Required message to the S1AP-MME LB which 

includes a new generated eNB-UE-S1AP-ID identifier as well as target eNB related details.  

2. The message is received by the S1AP-MME LB which determines that it is a new handover 

transaction. It creates a new transaction identification binding which includes the eNB-UE-

S1AP-ID, the source eNB identity determined from the IP address from which the message was 

sent and the target eNB details. Additionally, it generates a system unique eNB-UE-S1AP-ID’ 

identifier. The eNB-UE-S1AP-ID is replaced in the message with the eNB-UE-S1AP-ID’. The 

S1AP-MME LB selects a new MME for the transaction (e.g. based on weighted round robin 

algorithm). The message is send by the S1AP-MME LB to the selected MME.  

3. The MME receives the S1AP: Handover Request. It determines based on its content the global 

identity of the target eNB and attempts to send the message to it. However, from the perspective 

of the MME, all the eNBs are represented by the S1AP-MME LB component. The MME will 

send an S1AP: Handover Request to the S1AP-MME LB. Standard wise, the message will 

include a newly generated MME-UE-S1AP-ID-Tgt. 

However, in order to be able to determine to which transaction the message pertains to, the 

MME has to add to the message the received eNB-UE-S1AP-ID’. This can be done as part of 

the optional message field eNB-UE-S1AP-ID2 which was introduced in the S1AP protocol for 

such situations (when a single identifier is not enough to identify the transaction, as multiple 

ones may be used in parallel). 

4. The S1AP-MME LB determines to which transaction the message pertains to based on the eNB-

UE-S1AP-ID’ which was included by the S1AP: Handover Request. By checking the target 

eNB information, it determines the identity of the target eNB. Note that currently this operation 

is executed in the MME and if the standard conformity is maintained for the MME, it results in 

a procedure duplication.  The S1AP: Handover request message is sent to the target eNB 

including the MME-UE-S1AP-ID generated by the MME 

5. The target eNB responds with an S1AP: Handover request acknowledge including a new eNB-

UE-S1AP-ID generated by the target eNB. The message is sent to the S1AP-MME LB.  

6. The S1AP-MME LB matches the message with the specific handover transaction based on the 

MME-UE-S1AP-ID in the message and the IP address of the target eNB. It generates a new 

eNB-UE-S1AP-ID’ which is replacing the identifier received from the target eNB. The message 

is sent to the MME.  

7. The MME responds with a standard S1AP: Handover Command which include the eNB-UE-

S1AP-ID’ and the MME-UE-S1AP-ID.  

8. Based on this information, the S1AP-MME LB is determining the specific transaction, replaces 

the eNB-UE-S1AP-ID’ and sends it to the appropriate source eNB. This results into an RRC 

reconfiguration request. 

9. The eNB sends to the S1AP-MME LB an S1AP: eNB Status Transfer  

10. The S1AP-MME LB sends to the MME the message on the eNB Status Transfer. 

11. The MME responds with an S1AP: MME Status transfer to the target eNB. Instead the message 

is sent to the S1AP-MME LB.  

12. The MME sends the Status Transfer message to the target eNB.  
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13. The handover is executed and completed at radio level. The success of the procedure is notified 

to the target eNB as an RRC Connection reconfiguration complete. Following, the target eNB 

is sending an S1AP Handover Notify message to the S1AP-MME LB identified by the eNB-

UE-S1AP-ID-Tgt. And the MME-UE-S1AP-ID-Tgt).  

14. The S1AP-MME LB identifies the transaction and forwards to the appropriate MME the 

message. The MME executes the GTP Modify Bearer Request/Response with the SGW, 

resulting into a new end-to-end data path through the target eNB. 

15. The MME completes the procedure by sending towards the source eNB an S1AP: UE Context 

Release Command.  

16. The S1AP-MME LB sends the message to the source eNB.  

17. The source eNB responds with an S1AP: UE Context Release Complete message  

18. The context release is forwarded to the appropriate MME. The S1AP-MME LB can now safely 

remove the transaction information, as there are no message to be exchanged and as the 

identifiers will not be again used.   

 

Figure E-38 – S1 LTE Handover Procedure (Part 2) 

 

E.3.3 LTE Detachment Procedure 

In this section, the LTE detachment procedure considering the S1AP-MME LB is described.  

The detachment procedure can be triggered by a NAS: Detach Request message send by the UE to the 

MME.  
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1. The NAS: Detach request message is encapsulated by the eNB into an S1AP: Uplink NAS 

Transport message including a newly generated eNB-UE-S1AP-ID 

2. The S1AP-MME LB will create a new transaction for the message. The transaction will be 

identified by the eNB-UE-S1AP-ID and the eNB identifier. The S1AP-MME LB generates a 

new eNB-UE-S1AP-ID’ which is uniquely identifying the system. The S1AP-MME LB selects 

an MME to which to forward the message based on a selection algorithm such as weighted 

round robin.  

3. The MME executes the detachment procedure including the chained GTP Delete Session 

Request/Response with the SGW and PGW, resulting in the removal of the data path. Upon the 

success of the procedure, the MME sends a standard S1AP: Downlink NAS Transport message 

which includes the NAS: Detach Accept.  

4. The S1AP-MME LB identifies the session based in the unique eNB-UE-S1AP-ID’, replaces it 

with the eNB-UE-S1AP-ID and sends it to the source eNB 

5. The MME sends consecutively an S1AP: UE Context Release to the S1AP-MME LB.  

6. The MME executes the same operation as in Step 4.  

7. The eNB executes the RRC Connection release. When it is completed, the eNB sends to the 

S1AP-MME LB an S1AP: UE Context release message.  

8. The S1AP-MME LB matches the specific transaction, sends the appropriate S1AP: UE Context 

release message and removes the information related to the transaction.  

 

Figure E-39 – LTE Detach Procedure 
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E.3.4 S1AP-MME Data Structures 

The S1AP: Handover Required message is binary formatted in the same manner as the underneath 

structure.  

typedef struct MHandoverRequired { 
    MME_UE_S1AP_ID_t  mme_ue_s1ap_id; 
    ENB_UE_S1AP_ID_t  enb_ue_s1ap_id; 
    HandoverType_t  handovertype; 
    Cause_t  cause; 
    TargetID_t  targetid; //info on target eNB (Target eNodeB<---S1AP-MME-LB<---MME) 
    Direct_Forwarding_Path_Availability_t *direct_forwarding_path_availability; 
    SRVCCHOIndication_t *srvcchoindication; 
    Source_ToTarget_TransparentContainer_t  source_totarget_transparentcontainer; 
    Source_ToTarget_TransparentContainer_t *source_totarget_transparentcontainer_secondary; 
    MSClassmark2_t *msclassmark2; 
    MSClassmark3_t *msclassmark3; 
    CSG_Id_t *csg_id; 
    CellAccessMode_t *cellaccessmode; 
    PS_ServiceNotAvailable_t *ps_servicenotavailable; 
} MHandoverRequired_t; 
 
The Target ID structure enables the determination of the global identity of the target eNB 
 
/* TargetID */ 
typedef struct TargetID { 
    TargetID_PR present; 
    union TargetID_u { 
        TargeteNB_ID_t     targeteNB_ID; 
        TargetRNC_ID_t     targetRNC_ID; 
        CGI_t     cGI; 
        /* 
         * This type is extensible, 
         * possible extensions are below. 
         */ 
    } choice; 
     
    /* Context for parsing across buffer boundaries */ 
    asn_struct_ctx_t _asn_ctx; 
} TargetID_t; 
 
 
The determining of the global identity of the target eNB is done based on the information received 

during the S1 Setup procedure.  
switch (msg->targetid.choice.targeteNB_ID.global_ENB_ID.eNB_ID.present) { 
    case ENB_ID_PR_macroENB_ID: 
        asn_bitstr_to_uint32_t(&msg->targetid.choice.targeteNB_ID.global_ENB_ID.eNB_ID.choice.macroENB_ID, 
&global_enbid); 
        break; 
    case ENB_ID_PR_homeENB_ID: 
        asn_bitstr_to_uint32_t(&msg->targetid.choice.targeteNB_ID.global_ENB_ID.eNB_ID.choice.homeENB_ID, 
&global_enbid); 
        break; 
    case ENB_ID_PR_NOTHING: 
    default: 
        LOG(L_ERR, "Unsupported ENB_ID\n"); 
        goto error; 
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    } 
 
The S1AP: Handover request templated structure: 

 
typedef struct MHandoverRequest { 
    MME_UE_S1AP_ID_t  mme_ue_s1ap_id; 
    HandoverType_t  handovertype; 
    Cause_t  cause; 
    UEAggregateMaximumBitrate_t  ueaggregatemaximumbitrate; 
    ME_RABToBeSetupListHOReqPtr_t  e_rabtobesetuplisthoreq; 
    Source_ToTarget_TransparentContainer_t  source_totarget_transparentcontainer; 
    UESecurityCapabilities_t  uesecuritycapabilities; 
    HandoverRestrictionList_t *handoverrestrictionlist; 
    TraceActivation_t *traceactivation; 
    RequestType_t *requesttype; 
    SRVCCOperationPossible_t *srvccoperationpossible; 
    SecurityContext_t  securitycontext; 
    NASSecurityParameterstoE_UTRAN_t *nassecurityparameterstoe_utran; 
    CSG_Id_t *csg_id; 
    CSGMembershipStatus_t *csgmembershipstatus; 
    GUMMEI_t *gummei_id; 
    MME_UE_S1AP_ID_t *mme_ue_s1ap_id_2; // Save the  enb_ue_s1ap_id of source eNodeB for which we know 
what is the target eNodeB 
    ManagementBasedMDTAllowed_t *managementbasedmdtallowed; 
} MHandoverRequest_t; 
 

E.4 Subscriber State information in 3GPP EPC 

E.4.1 Subscriber State Information  

Table E-2 – Subscriber State Information in 3GPP EPC 
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E.4.2 Subscriber State Structure in Open5GCore 

 
struct State { 
 subscriberIP, 
 struct SubscriberId { 
  imsi,          
  authenticated,          
  msisdn,           
  mei,           
  mmState 
 }, 
 
 nasIeEPSAttachType, 
 struct UserLocationInfo { 
  struct TaiOfLastTau { 
   mcc,          
   mnc,         
   tac  
  }, 
  struct Ecgi { 
   mcc,         
   mnc,         
   eci,         
   age  
  }, 
  trackingAreas, 
  struct Csg { 
   id, 

membership  
  } 
 }, 
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 struct SecurityContext { 
  struct AuthVector { 
   rand,          
   xres,          
   kAsme,          
   auth,          
   resynch          
  },           
  struct NASSecurityContext { 
   eksi,          
   nasEncAlg,         
   nasIntAlg,         
   kNasEnc,         
   kNasInt,         
   kEnb,          
   nh,          
   ncc,          
   seqnSmc,         
   seqnDL,         
   seqnUL  
  },        
  struct UESecurityCapabilities{ 
   eea,          
   eia,          
   uea,          
   uia,          
   gea          
  }        
 }, 
 
 ambrSubscribed, 
 ambrUsed, 
 struct APNConfigurationList { 
  APNConfiguration defaultAPN, 
  List<APNConfiguration> apns  
 }, 
 
 struct PDNConnectionList { 
  bearers, 
  def, 
  List<PDNConnection> pdns 
 }, 
 
 struct S1APContext { 
  mmeUEID,          
      enbAddr,          
      enbId          
  
 }, 
 
 struct ENodeBContext { 
  idx,           
  s1apid,          
  addr,          
  mnc,           
  mcc,           
  tac,           
  enbid          
 } 
} 
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struct APNConfiguration { 
 contextId, 
 ipv4,             
 ipv6,            
 serviceSelection,         
 AMBR ambr,          
  
 struct EPSSubscribedQOSProfile { 
  qci,           
  arpPriority,         
  arpPC,          
  arpPV,          
  
 },        
 pdnType           
} 
 
struct PDNConnection { 
 index,            
 state,            
 apnInUse,           
 apnRestriction,           
 apnSubscribed,          
 pdnType,            
 pdnIpv4,            
 pdnIpv6,            
 dnsIpv4List,           
 dnsIpv6List,           
 chargingCharacteristics,        
 ambrSubscribed,          
 ambrApn,          
  
 lowAccessPriority,         
 List<Bearer> bearers,         
  
 defaultEbi           
} 
 
struct Bearer { 
 ebi,           
 ti,            
 sgwS1u,           
 pgwS5S8u,           
 enbS1u,            
 struct qos { 
  pvi,           
  pci,           
  pl,           
  qci,           
  maxUL,          
  maxDL,          
  gUL,           
  gDL       
 },           
 tft           
} 
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E.4.3 Subscriber State Encode/Decode in ASN.1 

E.4.3.1 Message types 

Firstly, a generic ESP-Message is defined to envelop the different types of messages that compose the 

protocol. 

ESP-Message ::= ESP-MessageType 

An ESP-Message is defined in terms of a collection of the following component types. Distinctness of 

the alternatives is ensured by the use of tagged types. 

ESP-MessageType ::= CHOICE { 

CreateConnectionRequest [0] CreateConnectionRequest, 

createConnectionResponse [1] CreateConnectionResponse, 

subscriberStateTransmission [2] SubscriberStateTransmission, 

subscriberStateTransmissionComplete [3] SubscriberStateTransmissionComplete, 

detachedStateTransmission [4] DetachedStateTransmission, 

detachedStateTransmissionComplete [5] DetachedStateTransmissionComplete, 

closeConnectionRequest [6] CloseConnectionRequest, 

closeConnectionResponse [7] CloseConnectionResponse 

} 

E.4.3.2 Generic Data Type 

Each module imports some Generic Data Types, like the IPAddress type and the IMSI type. 

GenericDataTypes 

DEFINITIONS IMPLICIT TAGS  ::= 

BEGIN 

IPAddress  ::=  BIT STRING (SIZE(1..160, ...)) 

                   -- BIT STRING: takes values that are an ordered sequence of zero or more bits. 

IPAddressList  ::=  SEQUENCE OF IPAddress 

IMSI   ::=  OCTET STRING 

                   -- OCTET STRING: takes values that are an ordered sequence of zero or more eight-bit octets. 

END 

E.4.3.3 Create Connection Data Type 

This message is an initiated communication message. Peers identify each other and create a 

communication session. This is unambiguously identified by an Edge Sync ID (ESID) field. The 

receiving side locally assigns the ESID value the transmitting side has to use. The ESID received in this 

initial interaction phase, has to be always specified in the messages in order to allow the receiver to 

recognize the communication session. 

CreateConnectionRequestDataTypes 

DEFINITIONS IMPLICIT TAGS  ::= 

BEGIN 

IMPORTS  IPAddress, IMSI FROM GenericDataTypes; 

 

CreateConnectionRequest ::= SEQUENCE{ 

                    peerESID   OCTET STRING 

} 

END 

CreateConnectionResponseDataTypes 

DEFINITIONS IMPLICIT TAGS  ::= 

BEGIN 

IMPORTS IMSI FROM GenericDataTypes; 

CreateConnectionResponse ::= SEQUENCE{ 

                  ESID    OCTET STRING, 

                 peerESID   OCTET STRING 
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} 

END 

E.4.3.4 Subscriber State Transmission Data Type 

This message is used for transferring the state of the subscriber. The initial part of the message contains 

the ESID, needed to identify the Edge Sync Session. The timestamp is used by the MME to synchronize 

the state. 

SubscriberStateTransmissionDataTypes 

DEFINITIONS IMPLICIT TAGS ::= 

BEGIN 

IMPORTS IPAddress, IMSI, IPAddressList FROM GenericDataTypes; 

 

SubscriberStateTransmission ::= SEQUENCE { 

                 ESID     OCTET STRING, 

                timestamp    BIT STRING, 

                subscriberStateDataRecord   SubscriberStateDataRecord 

} 

The basic structure of the state is described by the SubscriberStateDataRecord which an ordered 

collection of variables. 

It is divided into six main sections: 

1. UE ID: subscription information 

2. UE Location Info: aggregation of all the information about the subscriber location 

3. Security Contex: is the result of NAS and AS security setup. 

4. EPS Session Info, EPS Bearer Info: contains all the information related to the services the user 

is subscribed to, and which APN and with what QoS level the network/radio resources have 

been allocated. 

5. S1AP Context 

6. eNodeB Context 

 

SubscriberStateDataRecord ::= SEQUENCE { 

-- UE ID 

subscriberIP     [6] IPAddress, 

subscriberId     [7] SubscriberId, 

nasIeEPSAttachType    [8] ENUMERATED { 

              epsAttachAlias0   (0), 

              epsAttach    (1), 

             combinedEPSIMSIAttach  (2), 

             epsAttachAlias3  (3), 

             epsAttachAlias4   (4), 

             epsAttachAlias5  (5), 

             epsEmergencyAttach  (6), 

             reserved7    (7) 

}, 

 

-- UE Location Info 

userLocationInfo      [9] UserLocationInfo, 

 

-- Security Context 

securityContext      [10] SecurityContext, 

 

-- EPS Session Info, EPS Bearer Info 
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ambrSubscribed      [11] AMBR, 

ambrUsed      [12] AMBR, 

apnConfigurations      [13] APNConfigurationList, 

pdnConnections      [14] PDNConnections, 

 

-- S1AP Context 

s1ap       [15] S1apContext, 

 

-- eNodeB Context 

enb       [16] EnodeB 

} 

E.4.3.4.1 UE ID 

This section includes the IP address of the user assigned by the PGW during the attach procedure. 

Subscriber ID contains all UE identifiers, such as IMSI, MEI (Mobile Station Equipment Identity), 

MSISDN (Mobile Subscriber ISDN Numer) and 

the information that establish if the user has been authenticated or not. 

The IE EPS Attach Type indicates the purpose of the attach procedure. The value can be, for instance, 

EPS attach (to attach for EPS services only) or combined EPS/IMSI attach (to attach for both EPS and 

non-EPS-services) or EPS emergency attach (to attach for emergency bearer services). 

SubscriberId ::= SEQUENCE { 

imsi      IMSI, 

authenticated     OCTET STRING, 

msisdn      OCTET STRING, 

mei      OCTET STRING, 

mmState      OCTET STRING 

} 

E.4.3.4.2 UE Location Info 

TAI and ECGI specify in which Tracking Area and cell, respectively, the user is currently located (every 

time the user moves, the MME notifies the changes to the PGW). TAI list lists the area the UE is allowed 

to enter without performing a TAU procedure. CSG (Closed Subscriber Group) defines if the subscriber 

is allowed to access one or more CSG cells (usually femto cell) of the PLMN. 

UserLocationInfo ::= SEQUENCE { 

taiOfLastTau       TaiOfLastTau, 

ecgi        ECGI, 

trackingAreas       SEQUENCE OF INTEGER (0..255), 

csg        CSG 

} 

 

TaiOfLastTau ::= SEQUENCE { 

mcc        OCTET STRING, 

mnc        OCTET STRING, 

tac        OCTET STRING 

} 

 

ECGI ::= SEQUENCE { 

mcc        OCTET STRING, 

mnc        OCTET STRING, 

eci        OCTET STRING, 

age        OCTET STRING 

} 

 

CSG ::= SEQUENCE { 

id       OCTET STRING, 
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membership       OCTET STRING 

} 

E.4.3.4.3 Security Context 

Security Context includes the Array of Authentication Vectors, acquired from the HSS for the UE. 

UE Security capabilities indicate which security algorithms are supported by the UE. 

NAS Security Context contains ciphering algorithms and integrity-protected keys to be applied to NAS 

messages: K-NAS-enc (NAS layer encryption key), K-NAS-int (NAS layer intergrity protection key) 

and K-eNB (Key for eNodeB). 

SecurityContext ::= SEQUENCE { 

authVector     AuthVector, 

nasSecurityContext    NASSecurityContext, 

ueSecurityCapabilities    UESecurityCapabilities 

} 

 

AuthVector ::= SEQUENCE { 

rand      OCTET STRING, 

xres      OCTET STRING, 

kAsme      OCTET STRING, 

auth      OCTET STRING, 

resynch     OCTET STRING 

} 

 

NASSecurityContext ::= SEQUENCE { 

eksi      OCTET STRING, 

nasEncAlg     OCTET STRING, 

nasIntAlg     OCTET STRING, 

kNasEnc      OCTET STRING, 

kNasInt      OCTET STRING, 

kEnb      OCTET STRING, 

nh      OCTET STRING, 

ncc      OCTET STRING, 

seqnSmc      OCTET STRING, 

seqnDL      OCTET STRING, 

seqnUL      OCTET STRING 

} 

 

UESecurityCapabilities ::= SEQUENCE { 

eea      OCTET STRING, 

eia      OCTET STRING, 

uea      OCTET STRING, 

uia      OCTET STRING, 

gea      OCTET STRING 

} 

AMBR ::= SEQUENCE { 

uplink      OCTET STRING, 

downlink      OCTET STRING 

} 

E.4.3.4.4 EPS Session Info, EPS Bearer Info 

Subscribed/Used UE AMBR (Aggregate Maximum Bit Rate) is the maximum uplink and downlink 

MBR values to be shared across all non-GBR bearers according to the subscription of the user/currently 

in use. 

The list of APN Configuration profiles (received by the HSS) includes the default APN (used when no 

APN is provided by the UE at attachment) and the list of UE’ s requested APNs. 
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The EPS Bearer Info are included in the list of active PDN Connections and bearers. 

APNConfigurationList ::= SEQUENCE { 

defaultApn     [15] APNConfiguration, 

apns      [16] SEQUENCE OF 

APNConfiguration     OPTIONAL 

} 

 

mmState       OCTET STRING 

 

APNConfiguration ::= SEQUENCE { 

contextId     OCTET STRING, 

ipv4      IPAddress, 

ipv6      IPAddress, 

serviceSelection     OCTET STRING, 

ambr      AMBR, 

epsSubscribedQOSProfile    EPSSubscribedQOSProfile, 

pdnType      OCTET STRING 

} 

 

EPSSubscribedQOSProfile ::= SEQUENCE { 

qci      OCTET STRING, 

arpPriority     OCTET STRING, 

arpPC      OCTET STRING, 

arpPV      OCTET STRING 

} 

 

 

PDNConnections ::= SEQUENCE { 

bearers      OCTET STRING, 

def      OCTET STRING, 

pdnConnectionList    SEQUENCE OF PDNConnection 

} 

 

PDNConnection ::= SEQUENCE { 

index      OCTET STRING, 

state      OCTET STRING, 

apnInUse     OCTET STRING, 

apnRestriction     OCTET STRING, 

apnSubscribed     OCTET STRING, 

pdnType      OCTET STRING, 

pdnIpv4      IPAddress, 

pdnIpv6      IPAddress, 

dnsIpv4List     IPAddressList, 

dnsIpv6List     IPAddressList, 

chargingCharacteristics    OCTET STRING, 

ambrSubscribed     AMBR, 

ambrApn     AMBR, 

lowAccessPriority     OCTET STRING, 

bearerList     SEQUENCE OF Bearer, 

defaultEbi     OCTET STRING 

} 

 

Bearer ::= SEQUENCE { 

ebi     OCTET STRING, 

ti      OCTET STRING, 

sgwS1u      UPlaneID, 

pgwS5S8u     UPlaneID, 

enbS1u      UPlaneID, 

qos      GtpV2ieBearerQos, 

tft      OCTET STRING 

} 

 

UPlaneID ::= SEQUENCE { 

ipAddr      IPAddress, 
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teid      OCTET STRING 

} 

GtpV2ieBearerQos ::= SEQUENCE { 

pvi     OCTET STRING, 

pci      OCTET STRING, 

pl      OCTET STRING, 

qci      OCTET STRING, 

maxUL      OCTET STRING, 

maxDL      OCTET STRING, 

gUL      OCTET STRING, 

gDL      OCTET STRING 

} 

E.4.3.4.5 S1AP Context 

Provides information about the S1AP Context: eNodeB UE S1AP ID and address and MME S1AP UE 

ID (used when the MME has to identify the UE over the S1-MME interface). 

Opposite to the standard, this last ID does not change during state sharing because this process has to be 

transparent to the eNodeB. Therefore, all the MMEs have to use the same MME S1AP UE ID associated 

to a specific eNodeB for that UE. 

S1apContext ::= SEQUENCE { 

Mme     UEID OCTET STRING, 

enbAddr     IPAddress, 

enbId      OCTET STRING 

} 

E.4.3.4.6 eNodeB Context 

Provides specific information about the current eNodeB to which the UE is connected. 
EnodeB ::= SEQUENCE { 

idx      OCTET STRING, 

s1apid      OCTET STRING, 

addr      IPAddress, 

mnc      OCTET STRING, 

mcc      OCTET STRING, 

tac      OCTET STRING, 

enbid      OCTET STRING 

} 

END 

E.4.3.5 Detached State Transmission Data Type 

This message is used to communicate the detached state of the UE, in order to release the resources also 

from the MMEs that are storing the shared state. 

DetachedStateTransmissionDataTypes 

DEFINITIONS IMPLICIT TAGS ::= 

BEGIN 

 

DetachedStateTransmission ::= SEQUENCE{ 

ESID      OCTET STRING, 

imsi      OCTET STRING 

timestamp     BIT STRING, 

} 

END 

 

DetachedStateTransmissionCompleteDataTypes 

DEFINITIONS IMPLICIT TAGS ::= 

BEGIN 
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IMPORTS  IMSI FROM GenericDataTypes 

DetachedStateTransmissionComplete ::= SEQUENCE{ 

 ESID     OCTET STRING, 

  imsi     IMSI 

 } 

END 

E.4.3.6 Close Connection Data Type 

This is the dual message of the initiated communication message. It is defined to inform the peer that 

the sender is going to stop the communication. 

CloseConnectionRequestDataTypes 

DEFINITIONS IMPLICIT TAGS ::= 

BEGIN 

CloseConnectionRequest ::= SEQUENCE{ 

  ESID     OCTET STRING 

 } 

END 

CloseConnectionResponseDataTypes 

DEFINITIONS IMPLICIT TAGS ::= 

BEGIN 

 CloseConnectionResponse ::= SEQUENCE{ 

  ESID     OCTET STRING 

} 

END 

 

E.5 EPCaaS Orchestration Evaluation 

As stated above, the evaluation of the EPCaaS as a stand-alone service has been documented in D4.5, 

section 2. Besides those evaluation results, that have been further enhanced in the previous sections, we 

also evaluated the functionalities and performance of the orchestration of the service, i.e. of the Service 

Orchestrator developed in the MCN project for the OpenEPC. 

The functional and performance evaluation of the EPCaaS SO has been performed in D4.5 [D4.5], 

section 2.3. The evaluation consisted in two families of tests: 

 Functional tests (sec 2.3.2), aimed at verifying the correct implementation of 

o deployment 

o scaling-out 

o scaling-in 

o the dynamic configuration modules 

 Performance tests (sec. 2.3.3), to measure a set of metrics related to the performance of the 

environment where the service is deployed; they give an indication of the reactiveness we can 

reasonably expect when orchestrating a “cloudified” service. 
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Appendix F:  IMS as a Service 

This section intends to perform the evaluation of the individual IMS service (IMSaaS). 

F.1 Functional Evaluation 

The functional and performance evaluation of the IMS Service Instance Components (SICs) have been 

performed in D5.4 on section 2. 

F.2 Non-Functional Evaluation: Deployment, Provisioning and 
disposal 

This section intends to evaluate deployment and provisioning performance of the service. 

Table F-1 – DSS non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

1. On-demand request the deployment of the IMSaaS. 

Objectives 

Performance values regarding the deployment and provisioning. The measurements have been taken 

for single instantiation and for simultaneous instantiation of two services 

Metrics 

Instantiation and activation time of the orchestrator time. 

Instantiation time of the component (deploy and provisioning). 

Retrieval of state. 

Disposal of the component. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

Lifecycle measurements of single instantiation in seconds 

Test Init activate deploy update retrieve destroy 

T1 16,06 10,27 112,45 2.19 2,61 0,97 

T2 23,11 11,81 125,83 48.89 1,82 1,18 

T3 26,09 10,17 107,59 1.81 2,61 0,97 
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T4 29,11 12,67 105,65 52.71 1,94 1,10 

T5 18,95 12,19 113,40 1.80 2,51 0,84 

Average 22,66 11,42 112,98 21,48 2,43 1,01 
 

Lifecycle measurements of two simultaneous instantiations in seconds 

Test Init activate deploy update retrieve destroy 

T1 19,21 9,15 106,19 2,58 1,43 1,71 

T2 32,58 1,18 121,45 52,16 2,53 2,11 

T3 19,28 0,97 141.72 47,07 1,75 2,08 

T4 19,08 10,71 113.13 46,67 2,5 1,82 

T5 27,01 12,98 142.2 49,18 2,4 3,46 

Average 23,43 14,47 124,94 38,88 2,12 2,24 
 

These results show how much time it is required to instantiate, provision and dispose a IMS Service 

Instance. With the introduction of OpenShift v3 the Init phase improved considerably. This phase 

involves the instantiation of the container, on top of which the SO is instantiated, and its initialization. 

During the activation the SO does some validity checks, checking that all the required resources (images, 

networks) are in place on the cloud controller. This time is very dependent on different aspects:  

 the network link utilisation 

 the OpenStack component utilisation  

The deployment phase represents the most expensive one in terms of time. Considering that initially are 

deployed 4VMs on top of which the IMS SICs are installed, the average time corresponds to the time 

required for deploying those VMs.  

The update for the IMS scenario involves different steps. Firstly, all the VMs are initialised with 

monitoring and DNS information. After, each SIC receives installation requests for its own software 

components and their configuration. This procedure has been already improved putting into the images 

all the software required, and executing during this step only the required runtime configuration which 

cannot be saved statically on the images.  

Retrieval of the details of the IMS Service is highly dependent on the performances of the cloud 

controller. The SO in this case is just interrogating the cloud controller for retrieving all the details of 

the services. Disposal is the fastest step to execute.  

The second set of results represent the parallel instantiation of two Service Instances at the same time. 

Those results show clearly that in average it takes more time to satisfy all the operation when multiple 

instances are requested in parallel. 
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Appendix G:  DSS as a Service 

The evaluation of the DSS service (DSSaaS) has been made D6.2 on annex B.1 and D5.4 on sections 

3.3 and 3.4. 

G.1 Functional Evaluation 

The functional evaluation of the service has been performed in D5.4, section 3 

G.2 Non-Functional Evaluation: Deployment, Provisioning and 
disposal 

This section intends to evaluate deployment and provisioning performance of the service. 

Table G-1 – DSS non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

1. On-demand request the deployment of the DSSaaS. 

2. Dispose service 

3. Execute script 6 times 

Objectives 

Performance values regarding the deployment and provisioning (cloud instantiation) of the service. 

Metrics 

Instantiation time (Seconds). 

Deployment time (Seconds). 

Provisioning time (Seconds). 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

DSS Instantiation, deployment and provisioning times 
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These results have improved significantly since measurements taken for deliverable 5.4 and deliverable 

3.4 where the measured times for deployment and provisioning were taking up to 10 minutes. For the 

metrics presented there several optimizations has been done: 

 OpenShift is upgraded to version 3. This enables the creation of a Docker image for the SO 

bundle which speeds up the instantiation process. 

 Provisioning parallelization at SO level. Mechanisms for performing the provisioning of all the 

service instance components in parallel have been added to the SO. 

 Service optimization. SIC images have been recreated by including latest version of required 

libraries and web server performance tweaks.  

Thanks to these optimizations, the current service ready time is reduced to 3 minutes and 39 seconds on 

average. 

G.3 Non-Functional Evaluation: Scalability and Elasticity 

The scalability and elasticity performance of the service has been performed in D5.4 on sections 3.3.1.1 

and 3.4.1.4. 

G.4 Non-Functional Evaluation: Disposal 

This section intends to evaluate disposal performance of the service. 

Table G-2 – DSS non-functional evaluation of Disposal phase 

Testing Script 

1. On-demand request the deployment of the DSSaaS. 

2. Dispose service 

3. Execute script 6 times 

Objectives 

Performance values regarding the deployment and provisioning (cloud instantiation) of the service. 

Metrics 

Disposal time (Seconds). 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

DSS disposal times 
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As it is presented above the average disposal time is 27 seconds. 



 

Copyright  Mobile Cloud Networking Consortium 2012-2015 Appendix H: page 1 / 2 

 

Appendix H:  DNS as a Service 

The evaluation of the DNS service (DSSaaS) has been made D6.2 and D3.4. 

H.1 Functional Evaluation 

The functional evaluation of the service has been performed in D3.4 

H.2 Non-Functional Evaluation: Deployment, Provisioning and 
disposal 

This section intends to evaluate deployment and provisioning performance of the service. 

Table H-1 – DNS non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

1. On-demand request the deployment of the DNSaaS. 

2. Dispose service 

Objectives 

Performance values regarding the deployment and provisioning (cloud instantiation) of the service. 

Metrics 

Instantiation time (Seconds). 

Deployment time (Seconds). 

Provisioning time (Seconds). 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

DNS Instantiation, deployment and provisioning times in seconds 

Test Init Deploy Provision 

T1 31.03 33.58 44.5 

T2 27.05 42.03 49.6 

T3 32 38 48 

Average 30.04 37.87 47.36 

Standard 

deviation  

2.15 3.45  2.12 

 

These results have improved significantly since measurements taken for deliverable 6.2 and deliverable 

3.4 where the measured times for deployment and provisioning were taking up around 10 minutes. For 

the metrics presented there several optimizations has been done: 

 OpenShift is upgraded to version 3. This enables the creation of a Docker image for the SO 

bundle which speeds up the instantiation process. 
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 Provisioning parallelization at SO level. Mechanisms for performing the provisioning of all the 

service instance components in parallel have been added to the SO. 

 Service optimization. SIC images have been recreated by including latest version of required 

libraries and reduced in size by removing unnecessary system libraries.  

Thanks to these optimizations, the current service ready time is reduced to 2 minutes and 115 seconds 

on average. 

H.3 Non-Functional Evaluation: Scalability and Elasticity 

The scalability and elasticity performance of the service has been performed in D3.4. 

H.4 Non-Functional Evaluation: Disposal 

This section intends to evaluate disposal performance of the service. 

Table H-2 – DNS non-functional evaluation of Disposal phase 

Testing Script 

1. On-demand request the deployment of the DNSaaS. 

2. Dispose service 

Objectives 

Performance values regarding the deployment and provisioning (cloud instantiation) of the service. 

Metrics 

Disposal time (Seconds). 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

DNS disposal times 

Test Disposal 

T1 2.52 

T2 1,30 

T3 2,56 

Average 2,12 

Standard 

deviation  

 0,6 

 

 

As it is presented above the average disposal time is 2 seconds. 
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Appendix I:  Monitoring as a Service 

This section intends to perform the evaluation of the individual Monitoring service (MaaS). 

I.1 Functional Evaluation 

The functional and performance evaluation of the MaaS have been performed in D3.4 [D3.4], Appendix 

A.2. 

I.2 Non-Functional Evaluation: Deployment, Provisioning and 
disposal 

This section intends to evaluate deployment and provisioning performance of the service. 

Table I-1 – MaaS non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

1. On-demand request the deployment of the MaaS. 

Objectives 

Performance values regarding the deployment and provisioning. The measurements have been taken 

for single instantiation and for simultaneous instantiation of two and three services. 

Metrics 

Instantiation and activation time of the orchestrator time. 

Instantiation time of the component (deploy and provisioning). 

Retrieval of state. 

Disposal of the component. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

Lifecycle measurements of single instantiation in seconds 

Test Init activate deploy update retrieve destroy 

T1 122,26 11,64 39,26 0,16 0,7 5,83 

T2 122,29 12,47 32,1 0,27 1,13 0,64 

T3 113,13 11,74 34,24 0,15 1,1 0,86 

T4 113,48 11,25 39,2 0,25 0,9 0,67 

T5 124,17 11,94 32,61 0,15 1,11 0,73 

Average 119,07 11.64 35.48 0,2 0,97 1,74 
 

Lifecycle measurements of two simultaneous instantiations in seconds 
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Test Init activate deploy update retrieve destroy 

T1 113,0 16,29 41,98 0,15 1,5 6,84 

T2 117,3 15,63 40,09 0,14 1,37 0,6 

T3 122,51 12,01 41,23 0,16 0,9 0,73 

T4 112,94 16,82 37,96 0,15 0,81 5,63 

T5 119,1 14,3 39,38 0,16 1,1 0,6 

Average 116,97 15,01 40,13 0,15 1,14 2,88 
 

Lifecycle measurements of three simultaneous instantiations in seconds 

Test Init activate deploy update retrieve destroy 

T1 109,12 14,2 33,0 0,18 1,1 5,64 

T2 119,29 12,92 52,95 0,26 0,73 5,67 

T3 112,97 13,81 46,76 1,16 1.1 7,07 

T4 116,76 13,11 41,74 0,15 1.13 5,97 

T5 121,31 14,63 40,4 0,17 0,57 3,59 

Average 115,89 13,77 42,97 0,38 0,93 5,59 
 

These results show how much time it is required to instantiate, provision and dispose a MaaSService 

Instance.  

With the introduction of OpenShift V3 the Init phase improved considerably. This phase involves the 

instantiation of the container, on top of which the SO is instantiated, and its initialization.  

During the activation the SO, as for the IMS case, does some validity checks, checking that all the 

required resources (images, networks) are in place on the cloud controller. This time depends on 

different aspects:  

 the network link utilisation 

 the OpenStack component utilisation  

The deployment phase represents the instantiation of the MaaS SIC on top the OpenStack cloud. 

Considering that MaaS is composed only by a single Zabbix Server, the instantiation is relatively fast 

compared to other services.  

The provisioning phase for MaaS does not involve any operations on the final system as MaaS does not 

depend on any external service.  

Retrieval of the details of the MaaS Service is highly dependent on the performances of the cloud 

controller. The SO in this case is just interrogating the cloud controller for retrieving all the details of 

the services. Disposal is the fastest step to execute.  

The second and third set of results represent the parallel instantiation of respectively two and three 

Service Instances at the same time. Those results show clearly that in average it takes more time to 

satisfy all the operation when multiple instances are requested in parallel. 
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Appendix J:  RCB as a Service 

This section intends to perform the evaluation of the individual RCBaaS. 

J.1 Functional Evaluation 

The key objectives of this validation was to ensure that the RCB workflow is executed correctly. This 

workflow exercises the key functionalities of the RCB service, starting from metric ingestion, execution 

of pricing rating and charging policies and resulting in bill generation. The key functions of the RCB 

service are as follows: 

 Service billable event ingestion: this functionality accepts messages from various services that 

indicate a start or stop charging event. 

 Resource billable event ingestion: this functionality is based on the ingestion of metrics from 

the underlying Infrastructure as a Service system 

 Pricing rating and charging invocations 

 Bill generation: based on the time period and set rates, a bill can be generated 

To validate that this functionality is executed by the RCB service instance (running for 11:42:05; 

hours:minutes:seconds), each RCB instance offers an API for each of its key services, the UDR, RC and 

Billing service. Below are the results of calling these APIs. The results of the calls, as shown below, are 

a JSON document returned in the HTTP body response to the request. The results below follow the 

workflow of the RCB service architecture and show it to be functioning as expected. 

J.1.1 UDR Service 

API Call: GET http://RCB_SERVICE_INSTANCE_IP:8080/udr/status 

Result: 

{"/mcn/usage":140,"/meters":0,"/api":140,"/mcn/refresh":140,"/status":1,"/ext/app":0,"/":0,"/usage/

resources":0,"/usage/users":0} 

Explanation: The /mcn/refresh metric key indicates that the UDR service has removed service billable 

events 140 times since the service was started. The /api metric key indicates that the UDR service has 

removed resource billable events 140 times since the service was started. Once these billable events are 

ingested the RC service then executes the pricing rating and charging logic. 

J.1.2 RC Service 

API Call: GET http://RCB_SERVICE_INSTANCE_IP:8080/rc/status 

Result: 

{"/generate":0,"/status":1,"/rate":0,"/rate/status":0,"/charge":0,"/scheduler":140,"/":0} 

Explanation: The /scheduler metric key indicates that 140 invocations of pricing rating and charging 

have been executed. 
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J.1.3 Billing Service 

API Call: GET http://RCB_SERVICE_INSTANCE_IP:8080/billing/status 

Result: 

{"/status":1,"/invoice":2,"/":0} 

Explanation: 

The /invoice metric key indicates that 2 bills have been generated since the RCB instance has been 

started. 

J.2 Non-Functional Evaluation: Deployment, Provisioning and 
disposal 

This section intends to evaluate deployment and provisioning performance of the RCB service. 

Table J-1 – RCBaaS non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

1. On-demand request the deployment of the RCBaaS. 

2. Disposal of service. 

Objectives 

performance values regarding the deployment and provisioning (service instantiation phases) of the 

service. 

Metrics 

Initialisation time (Seconds) - this is when the resources required from by SO are requested from the 

CC. 

Activation time (Seconds) - this is when the SO is instantiated upon the resources supplied by the 

initialisation phase. 

Deployment time (Seconds) - this is when the infrastructural (IaaS) resources are requested and 

created through the CC. 

Provisioning time (Seconds) - this is when configuration of the service instance components is carried 

out, if required. For RCB this is not required. 

Update time (Seconds) - this is when external configuration parameters are supplied to the service 

instance, which requires further configuration updates, if required.  For RCB this is not required. 

Retrieval time (Seconds) - this is when the SM requests the representation of the SO. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

RCBaaS: RCB life cycle times 
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RCBaaS: life cycle times 

 

 

J.3 Non-Functional Evaluation: performance of Service 

This section intends to evaluate performance of the individual service endpoints and the logic that is 

presented by them. Rating-Charging-Billing-aaS (RCBaaS) in MCN project is realized using Cyclops 

framework. Cyclops architecture is based on micro-services architectural design principles. The main 

micro-services are: usage-data-records (UDR) micro-service, rating-charging (RC) micro-service, and 

billing micro-service. The performance study focuses on the exposed API responsiveness and identifies 

the load sensitivity of various REST APIs. 

Table J-2 – RCBaaS non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

3. On-demand request the deployment of the RCBaaS. 

4. Generate several requests towards RCB using the apache-bench (ab) tool, which generate 1000 

API requests. 

Objectives 

performance values regarding the performance of RCB. 

Metrics 

Concurrency supported by UDR service APIs (discovery call). 

Concurrency supported by UDR service APIs (user usage data records). 

Concurrency supported by UDR service APIs (resource data records query). 

Concurrency supported by UDR service APIs (external data insertion request). 
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Concurrency supported by UDR service APIs (selected meter-list query). 

Concurrency supported by RC service APIs (discovery call API). 

Concurrency supported by RC service APIs (generate rate API). 

Concurrency supported by RC service APIs (generate CDR API). 

Concurrency supported by RC service APIs (rate data query). 

Concurrency supported by RC service APIs (status data query). 

Concurrency supported by billing service APIs (discovery call API). 

Concurrency supported by billing service APIs (invoice generation API). 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

Concurrency supported by UDR service APIs (discovery call). 

 

Concurrency supported by UDR service APIs (user usage data records). 

 

Concurrency supported by UDR service APIs (resource data records query). 
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Concurrency supported by UDR service APIs (external data insertion request). 

 

Concurrency supported by UDR service APIs (selected meter-list query). 

 

Concurrency supported by RC service APIs (discovery call API). 

 

Concurrency supported by RC service APIs (generate rate API). 

 

Concurrency supported by RC service APIs (generate CDR API). 
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Concurrency supported by RC service APIs (rate data query). 

 

Concurrency supported by RC service APIs (status data query). 

 

Concurrency supported by billing service APIs (discovery call API). 

 

Concurrency supported by billing service APIs (invoice generation API). 
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Number of API request with client concurrency set to 1. 

 

Number of API request with client concurrency set to 100. 

 

Combining the key observed metrics for each of the RCB API endpoints for concurrency values of 1 

and 100, we can derive insights into the operational behaviour of key components of MCN’s RCB 

framework. 

The billing API, as expected, was slowest as it generates the response by contacting both udr and rc 

micro-services, and computing the bill line data from the gathered data. This call can be made faster by 

eliminating the call to udr micro-service which remains a work in progress, and will be made available 

in the cyclops future release. 

With user concurrency set to 100, some API endpoints showed marked improvements, especially those 

directly related to Influxdb backend. With increased processing load on billing micro-service, the 

number of requests processed showed a decline. 
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Appendix K:  AAA as a Service 

This section intends to perform the evaluation of the individual AAA service (AAAaaS). 

K.1 Functional Evaluation 

The functional evaluation of the service has been performed in D5.4. 

K.2 Non-Functional Evaluation: Deployment, Provisioning  

This section intends to evaluate deployment and provisioning performance of the service. 

Table K-1 – AAAaaS non-functional evaluation of Deployment and Provisioning phases 

Testing Script 

1. On-demand request the deployment of the AAAaaS. 

2. Disposal of service. 

Objectives 

performance values regarding the deployment and provisioning (cloud instantiation) of the service. 

The service is composed by 2 VMs that are instantiated using a Heat template. 

Metrics 

Service instantiation time. 

Profile management VM instantiation time 

OpeNAM VM instantiation time 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

The experiment has been repeated 20 times on the same testbed, obtaining the following mean 

values: 

 Service: 210 seconds; 

 Profile VM: 80 seconds; 

 OpenAM VM: 150 seconds. 

All the measurements are in line with the expected target values defined in deliverable D6.2. 
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K.3 Non-Functional Evaluation: Disposal 

This section intends to evaluate disposal performance of the service. 

Table K-2 – AAAaaS non-functional evaluation of Disposal phase 

Testing Script 

3. Deploy AAAaaS. 

4. Dispose AAAaaS. 

Objectives 

Performance values regarding the disposal (cloud release) of the service. 

Metrics 

Disposal time. 

Measurement Methodology 

SM and SO built-in capabilities to identify the start and end of deployment and provisioning events. 

Aggregation of measurements in Graylog server. 

Results 

The time required to dispose the service is measured considering the timestamps reported on the 

Heat logs. The experiment has been repeated 20 times on the same testbed, obtaining the following 

mean value: 15 seconds. 

The value obtained is in line with the expected target value defined in deliverable D6.2. 
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Appendix L:  IMS PoC performance evaluation 

In this appendix a performance evaluation IMS PoC is described. Two perspectives of the evaluation 

are presented: data path and control path. 

L.1 Data path evaluation perspective 

This section evaluates the E2E performance of MCN cloudifed 4G networks in the data path perspective.  

L.1.1 eNB and UE setup 

The setup consists of a Gigabyte Cube with Intel Core i7 4770R running at 3.2 GHz, 4 cores, hyper-

threading, 16 GB RAM, and 240 GB HDD. The cube runs a complete single-host all-in-one OpenStack 

installation. The OpenStack version is Juno running on Ubuntu 14.04. The services include OpenStack 

Nova with Linux Containers (LXC), Glance, Neutron and Heat. The OpenStack server is directly 

connected to a NI/ETTUS USRB B210 radio frontend (2x2 MIMO). As part of the setup, there is also 

one commercial LTE-enabled USB dongle, namely Huawei E398.  

Radio Access Network (RAN) is physically located at Eurecom, Sophia-Antipolis, France, while the 

Mobile Core Network (EPC/IMS) is located at the University of BERN in Switzerland. The observed 

one-way delay is in the order of 10-30ms.  

The eNB is configured for 5MHz channel bandwidth in band 7 (2.68GHz) operating with signal antenna. 

The UE is located at the distance of 5 meters from the eNB, and remains static during the whole duration 

of the experiment.  

L.1.2 Initial Attach – distributed scenario 

Initial Attach procedure latency measurements were obtained by setting a tracing point in the 

intermediate network element between UE and EPC, namely eNB. More particularly, Wireshark packet 

analyzer was employed providing us measurements for eNB-EPC and UE-eNB communication latency 

and thus enabling us to infer the total latency observed for the completion of Initial Attach procedure. 

The following sequential chart (Figure 1) depicts the Initial Attach procedure latency breakdown. 

All of the latencies depicted in Figure 1 are measured based on the Wireshark traces. Wireshark, among 

other information, renders the timestamp for each packet traced. Timestamps are calculated with respect 

to Wireshark’s host clock and are measured in seconds. The traces of interest have been highlighted in 

the following Wireshark screenshot. 
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Figure L-1 – Initial Attach procedure latency breakdown 

From the Wireshark traces and the flow chart the following table can be derived: 

eNB 

Latency (ms) 1 2 3 Total  

UE communication 
and processing  

725 (0,725763) 20 (0,020798) 249 (0,249381) 994 

EPC 
communication and 
processing  

36 (0,036039) 28 (0,028461) 55 (0,055797) 119 

Total  761 48 304 1113 

Table L-1 – Initial Attach procedure (distributed scenario) 

Thus, the total control-plane latency is 1113 ms. From the results we can note that the main control 

signaling latency bottleneck resides on the Radio Access Network. This is because of the internal RAN 

signaling at the radio resource control (RRC) layer that happens between the non-access stratum (NAS) 

messages, which are not shown in the figure above. 
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Figure L-2 – Wireshark traces from eNB (distributed scenario) 

L.1.3 Initial Attach – centralized scenario 

In order to identify the impact of the intermediate network between the Radio Access Network and the 

Mobile Core Network, a new testbed was set in which the Radio Access Network and the Mobile Core 

Network are connected directly. Both RAN and EPC/IMS are physically located at Eurecom, Sophia-

Antipolis, France. Furthermore, in order to verify the sanity of the results obtained, in this set up two 

(instead of one) probing points were used; one in eNB and one in EPC/IMS. 

The Wireshark traces obtained from eNB are presented in the following screenshot (for the sake of 

brevity EPC/IMS traces are not presented): 
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Figure L-3 – Wireshark traces from eNB (centralized scenario) 

Comparing the traces obtained by Wireshark in this scenario with the ones from the distributed one, we 

can observe the following differences: 

 in the distributed scenario each message exchanged between eNB and EPC/IMS is repeated six 

times. This is due to the fact that in-between the RAN and the EPC/IMS there are five network 

elements (e.g. routers, switches, etc.) that each one of them forwards to next the original message 

coming from each end point. As a result, Wireshark captures the same message for every time it is 

forwarded and multiple repetitions of the same message are observed. 

 in the centralized scenario there are two additional messages exchanged between the Attach request 

and Authentication request messages (i.e. Identity request and Identity response). This is attributed 

to the fact that the EPC/IMS implementation is not the same for both scenarios. More particularly, 

in this scenario the EPC/IMS employed implements the aforementioned two additional messages. 

Applying the Initial Attach procedure latency breakdown (described in the previous scenario) to the 

measurements obtained from both probing points, Table2 and Table 3 can be derived.  

eNB 

Latency (ms) 1 2 3 Total  

UE communication 
and processing  

266 (0,266987) 17 (0,017837) 222 (0,222144) 505 

EPC 
communication and 
processing  

21 (0,021968) 2 (0,002143) 7 (0,007570) 30 

Total  287 19 229 535 

Table L-2 – Initial Attach procedure latency (centralized scenario-eNB traces) 

 
EPC/IMS 

Latency (ms) 1 2 3 Total  

UE communication 
and processing  

267 (0,267303) 18 (0,018179) 222 (0,222524) 507 

EPC 
communication and 
processing  

21 (0,021655) 1 (0,001828) 7 (0,007174) 29 

Total  288 19 229 536 

Table L-3 – Initial Attach procedure latency (centralized scenario-EPC/IMS traces) 
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As one can see the measurements derived from both probing points (eNB-EPC/IMS) for the total 

control-plane latency are quite similar and differ in order of 1 ms approximately this can be also 

illustrated by the following bar chart. 

 

Figure L-4 – eNB vs EPC/IMS measured latency intervals 

Summarizing the results for the centralized scenario, a total control-plane latency of 535 ms is measured 

and once again we can note that the main control signaling latency bottleneck resides on the Radio 

Access Network. 

In order to compare the latencies derived from the distributed and the centralized scenario we use the 

contents of Table 1 and Table 2, since both contain measurements taken from eNB. The corresponding 

bar chart follows: 

 

Figure L-5 – Distributed vs Centralized scenario measured latency intervals 
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The comparison between the distributed and the centralized scenario can be summarized in the following 

points: 

 total Initial Attach procedure latency is 51% less 

 total UE processing and communication latency is 49% less 

 total EPC processing and communication latency is 75% less 

 latency interval 1 is 62% less  

 latency interval 2 is 60% less   

 latency interval 3 is 25% less 

In general, it is expected to observe lower latency in every message exchanged and consequently in 

total. This is justified by the fact that the connection between the Radio Access Network and the Mobile 

Core Network is direct; the path between RAN and EPC/IMS is “smaller” and it does not contain any 

intermediate network nodes, so the latency added due to network topology is the smaller and in general 

the minimum that we can get.  

As for the percentage that latency is decreased it is dependent to the network topology used in the 

distributed scenario, so we cannot draw conclusions about it. The only thing one can note is that the 

EPC communication and processing latency, in comparison to that of the UE, was expected to be more 

severely decreased (75%) since the EPC/IMS part of the testbed in the second scenario is in the same 

LAN with the RAN. 

Closing this section, we have to note, that since Wireshark’s measurements are based on the PC that 

hosts it, the two probing points (i.e. eNB and EPC/IMS) had to be synchronized. This was achieved by 

the Network Time Protocol (NTP), a protocol capable via timestamps exchanging to synchronize all 

participating computers to within a few milliseconds of Coordinated Universal Time (UTC).  

L.1.4 Data plane  

Figure below shows the one sample screen-shot of the connection manager of the Huawei E398 dongle 

with connected to the “OpenEPC.net” via “OAI eNB”. It can be observed a successful attached 

procedure as well as uplink and downlink data transfers between the terminal and network.  

 

 

 

Figure L-6 – screen-shot of the Huawei E392 connection manager 
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Round Trip Time  

The first set of experiments are carried out to characterize the performance in terms of round trip time 

(RTT) considering only the default data radio bearer. In particular, the RTT is evaluated through 

different traffic patterns generated by ping tool with 64, 768, 2048, 4096,  8192 packet sizes (PS) in 

byte, and 1, 0.8, 0.4 , and 0.2) inter-departure time (IDT) in second.  

The following figure presents the measured RTT as a function of PS and IDT. As expected, higher RTT 

values are observed when PS and IDT increase. However, very high RTT variations are observed, which 

is due to backhaul connection between eNB and EPC as well as virtual switching happening both at 

eNB and EPC.  

 

Figure L-7 – RRT vs PS and IDT 

Data Rate, Jitter, and packet loss 

The second set of experiments is carried out to measure the data rate, jitter, and packet losses in both 

uplink and downlink directions under a large number of traffic patterns. Each pattern is represented as 

an area or a point in a two dimensions, namely packet size PS in bytes and inter-departure time (IDT) 

in second. The region of interest is bounded by MIN_PS of 32 bytes and MAX_PS of 2048 bytes for 

the packet size, and MIN_IDT  of 1 pkt/s and MAX_IDT of 1000 pkt/s for packet inter-departure time. 

The boundaries are selected to cover most of the popular applications. Both PS and IDT are constant for 

each area.  The generated traffic pattern is not a single packet transmission but represents an entire 

application session for a duration of 60 seconds. The traffic is generated and datasets are extracted using 

a wrapper scripts on the top of D-ITG tool, and then analyzed using Matlab. The respective measurement 

results consist of multiple figures highlighting the performance trend for each traffic pattern represented 

by the considered area. However, the results do not capture the performance for a specific set of 

parameters or applications and need to be interpreted with caution. 

Figure L-8 shows the measures results for downlink. It can be seen that the data rate increases with the 

increase of PS and IDT. However, we note a large number of packet losses when IDT reach 1000 packet 

per second, which reflects in a significant decrease in the data rate for those traffic areas.  It can also be 

observed that the data rate variability increase mainly with the increase of the IDT while there is no 

variability in the generated traffic. This underlying reason might be either the switching and buffer delay, 

or data rate variability in the ENB-EPC backhaul link. It can also be seen a variability in jitter as the 

IDT increases.  The main reason for this is the packet losses.   
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Figure L-8 – Downlink KPIs 

 Figure L-9 depicts the measures results for uplink. Similar to downlink, we note that the data rate 

increases with the increase of PS and IDT. No packet losses are observed in the uplink and as a result 

no variability occurs in the measured data rate. The observed jitter increases with both IDT and PS, and 

has a variability only when IDT or PS become close to maximum. 
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Figure L-9 – Uplink KPI 
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L.2 Control path evaluation perspective 

The section below provides the results of the tests performed using the EPCaaS deployed at the 

University of Bern premises. Their focus was to measure the most significant control plane delays 

observed during attachment and detachment procedures for the individual stages of these operations 

from the Controller (co-located MME, SGW and PGW functionality) perspective. 
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Figure L-10 – Attachment call flow diagram. 
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The call flow diagram (Figure L-10) depicts of the attachment procedure, whereas Figure L-11 shows 

the detachment procedure. The presented network architecture reflects all involved computing nodes 

deployed together with EPSaaS used for establishing an Evolved Packet System (EPS) data path. For 

both the attachment and the detachment procedures, multiple measurement points were considered as 

illustrated into the figure. During the functional testing, the timestamp values of the different messages 

were collected and correlated. Although not a full performance evaluation, these measurements show a 

good set of representative values for the control plane communication. Even though not expected, some 

exceptional measurement events were also noticed as reported in the next section.  

 

The attachment and the detachment procedures follow the standard procedures from 3GPP EPS while 

considering the architectural advancements specific to the N:2 EPCaaS option (replacing the GTP based 

data path establishment with an OpenFlow based one and merging the control related functionality into 

a single component). 
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Figure L-11 – Detachment call flow diagram. 

 
The list below explains the individual measurements numbering: 

1) Attachment procedure (S1-MME interface): 

a) Attach Request – Authentication Request 

b) Authentication Response – Security Mode Command 

c) Security Mode Complete – ESM Information Request 

d) ESM Information Response - Attach Accept 

2) Detachment procedure (S1-MME interface): 

a) Detach Request – Detach Accept 

b) UE Context Release Request – UE Context Release 
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3) S6a interface procedures (controller – SLF - HSS):  

a) Authentication (Authentication Information Request - Authentication Information Answer) 

b) Update Location (Update-Location Request - Update-Location Answer) 

Multiple attachment and detachment procedures were registered using a tcpdump packet analyser 

capturing the traffic on the controller virtual machine. The traffic captures saved in the Wireshark format 

(.pcap) were subsequently exported into a CSV format and processed with the help of the MS Excel 

program. Figure L-12 presents an exemplary analysed trace. 

This guarantees a delay error of less than 0.1 milliseconds. Additionally, it measures the complete 

procedure step including the inbound and the outbound of the specific messages, result which could not 

have been obtained when measuring the delay only inside the software components. 

 

 

Figure L-12 – Wireshark capture screenshot of one of the analysed traces. 

 
Table L-4 provides the minimal, maximal and median values (in millisecond) of the 
measurement results for the individual stage of the attachment and detachment 
procedures. The first part of the table shows the time interval between receiving a 
request and sending a corresponding reply on the S1 interface towards the access 
network for the attachment procedure including also sub-procedures executed on the 
S6a interface towards SLF function relaying to the respective HSS entity. The second 
part provides measurement results for the detachments. 
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Table L-4 – Measurement result for the individual procedure stages (in millisecond) 

 MIN Median MAX 

Complete Attachment Procedure (1) 887 897 955 

Attach Request – Authentication Request(1a) 7,65 8,91 68,64 

DIAMETER Authentication (3a) 5,78 6,78 67,01 

Authentication Response – Security Mode Command (1b) 1,12 1,44 1,72 

DIAMETER Update Location (3b) 7,02 7,32 8,41 

Security Mode Complete – ESM Information Request (1c) 9,57 10,05 11,70 

ESM Information Response - Attach Accept (1d) 6,76 10,29 13,56 

Complete Detachment Procedure (2) 168 169 177 

Detach Request – Detach Accept (2a) 4,10 5,44 7,81 

UE Context Release Request – UE Context Release (2b) 0,02 0,02 0,08 

 

In most of the cases the values’ variations are very limited and overall procedure duration doesn’t deviate 

more than 7% from the median value, while having as expected a larger ponder close to the minimal 

duration (as in all the other measured telco architecture procedures). The only noticeable exception was 

the time between receiving an Attach Request and sending an Authentication Request message, resulting 

from a significantly increased delay (up to 10-times more than the median) for retrieving an 

authentication vector from the HSS using S6a interface with the Subscriber Location Function (SLF) 

interaction. Although such a behavior occurred very rarely, the reasons for it are not clear and the issue 

require more thought investigation into the causes of the problem. One possible source is the interaction 

with the MySQL database which acts as a backend of the HSS. Another source may be the loss of 

connectivity over the Diameter link either between the MME and the SLF or between the SLF and the 

HSS resulting into a connectivity procedure. The results of the remaining procedures did not indicate 

any significant anomalies in the processing time utilized on the individual stages of the procedures being 

in the expected performance limits considering the “UBern” cloud infrastructure characteristics. 

The following figures are the graphical interpretation of measured values. 
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Figure L-13 – Result for the attachment and detachment procedures. 

 

Figure L-14 - Result for the individual procedure stages. 
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Based on the data gathered on both communicating entities (eNB and Controller) the backhaul latency 

was estimated as showed in the Table L-5.  

Table L-5 – Backhaul transmission latency 

Minimal Maximal Average 

24,57 38,49 31,34 
 

The provided results lead to a conclusion that the overall duration of the attachment and detachment 

procedure were not negatively affected by the processing time of the virtualized core network 

infrastructure. As explained in the virtualization of the EPC annex, these measurements are consistent 

to the deployments on top of other cloud network infrastructures.  

Any of the respective timeouts indicated in the 3GPP standardization was modified in order to meet the 

time constraints on neither of the sides (access and core network). These modifications are within the 

expected boundaries of the 3GPP standards, thus do not require 3GPP standardization actions.  

According to the calculation based on the measurement results the core network processing time 

contributed on average only to the 6,72% of the total procedure while the transmission delay alone 

contributed with 15,61%, the rest coming from the RAN functionality. 

Similarly, for the detachment, the core network procedures contributed with an average of 3,33% while 

the communication over the network contributes with 45,96%, the rest coming from the RAN.  

We can conclude based on these proportion of the delay, that in order to optimize the virtual network 

deployments, a federated solution in which RAN and EPC are deployed in different data centers is not 

providing the expected service performance from the perspective of the UEs. A more appropriate 

deployment, and as such more appropriate performance can be achieved when the transmission delay 

between the different data centers is in the order of milliseconds (and not x10 milliseconds), which is 

achievable in case of edge cloud nodes within the same autonomous system.  

L.3 Conclusion 

Based on the results obtained, we can conclude that RAN and EPC services greatly influence each other 

performance in terms of delay of procedures as observed by the UE as well as in terms of data path 

forwarding, while having only a loose integration with IMS.  

However, the network delay considered by such a deployment on top of a distributed infrastructure 

cannot be used for real-life common telco deployments. With such a delay, the handover procedures at 

the EPC control level would fail as the SGW has to buffer all the downlink data traffic in order to make 

the handovers seamless and then the target eNB has to forward the packets to the respective UE. 

However, specific niche markets such as M2M can profit from their delay tolerant characteristic and 

deploy such services.  

A feasible alternative is to deploy all the services within the same cloud infrastructure, such as edge 

nodes, through this having local processing and very low delay. In this case, the specific parameters 

which were evaluated for OAI and for Open5GCore would be reflected (added delay for the control 

plane and the worse data plane values).  

The performance of the IMS signaling depends only on the data path delay of the other services. 

Ultimately, they are acting at different network stack levels. 
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