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1. Summary of project, objectives and outcome  
 

The Graphrules project dealt with the development of techniques that facilitate data-mining and 

visualization on large data graphs. We have built two working prototypes within this frame. The 

first one dealt with the development of an industrial recommender system. The second one 

focused on indexing techniques that help store and index streaming graph data. Several 

publications and patents emerged as a result of these works. In addition, the Marie Curie grant 

helped Dr Vlachos’ continue his previous research projects. Some of these contributions can be 

found in the Publications section below. 

 

1.1 Recommender Systems on Enterprise Graphs ....................................................................  
 

As part of this effort we have built a complete recommendation system for Sales and Marketing 

teams within IBM. For this effort we have received two awards from the Research Division of IBM. 

The first one was for a pilot project in Switzerland. The second award was for the extension and 

global deployment of our platform within IBM. 

 

Our first pilot system was called “SmartRep”, and was deployed within IBM Switzerland. Sales and 

marketing teams obtained a multifaceted overview of their customers. This required aggregation 

of different databases, internal and external ones. Internally we merged firmographic and financial 

information. We also fused external intelligence databases and RSS feeds extracted in real-time 

from the web. 

 

 
Figure 1. Overview of SmartRep 

 



On top of this information we built advanced analytics that allowed the marketing teams identify 

the co-clusters in each industry. By co-clusters we mean clusters of customers that buy a set of 

similar products. This allows for an easy visual inspection of industry and understanding of its 

trends. In addition we built various data visualizers that allowed the easy exploration of the 

extended customer base of IBM Switzerland. 

 

  
Figure 2. Left: Customer-Product CoClustering in SmartRep.  Right: Territory visualization 

and search in SmartRep 

 
An extension of this work, called “Crystal+”, was deployed across various geographies of IBM 

(Europe, Japan, Australia). Additional technical accomplishments of this work included a novel 

entity resolution framework, which allowed the consolidation of various internal and external 

databases of clients. This enabled us to build richer analytic and recommendation models based 

on a complete 360 degree view of a client account. 

 

1.2 Indexing and searching evolving graphs .............................................................................  
 

As part of Graphrules, we wanted to examine algorithm for processing high-bandwidth streaming 

graphs. For this reason we picked the scenario that extended the most demanding specifications: 

network monitoring applications. As an example, consider the monitoring of the changing 

connectivity graph between computer nodes, which is an 

important topic in applications such as: intrusion detection, 

forensic analysis of network worm epidemics. A visual 

illustration of such a constructed graph is shown in Figure 

3. However, in order to support fast mining and 

visualization operations over this network graph, there is a 

need to support real-time archival, indexing and querying 

over the streaming data. 

    NET-Fli is a high-performance solution for streaming 

graph monitoring. It can sustain data rates that exceed 

1 Million records per second. To put this number into 

perspective, existing solutions for network data 

currently process 20k-60k flows per second. More importantly, the system offers interactive query 

response times, allowing the performing of graph querying on-the-fly. 

 

Figure 3. Propagation graph of a worm 

epidemic 

 



  
Figure 4. Interactive exploration of evolving network graph in NET-FLi 

 

 

2. Research and Technical Achievements of Graphrules 
 

Here we describe in more detail the technical contributions of our work, as developed within the 

framework of the above two application areas. 

 

Co-Clustering of Large Graphs: 
Business intelligence focuses on the discovery of useful retail patterns by combining both 

historical and prognostic data. Ultimate goal is the orchestration of targeted sales and marketing 

efforts. A frequent analytic task includes the discovery of associations between customers and 

products. Matrix co-clustering techniques represent a common abstraction for solving this 

problem.  

 
Figure 5. Overview of our approach. a) Original matrix of customers-products, b) Matrix is 

reorganized, c) `White spots' within clusters are extracted and combined with firmographic 

information, d) Product recommendations are constructed. 

 

We identify shortcomings of previous approaches, such as the explicit input for the number of co-

clusters and the common assumption for existence of a block-diagonal matrix form. We address 

both of these issues and present techniques for automated matrix co-clustering. We formulate 

the problem as a recursive bisection on Fiedler vectors in conjunction with an eigengap-driven 



termination criterion. Our technique does not assume perfect block-diagonal matrix structure 

after reordering. We explore and identify off-diagonal cluster structures by devising a Gaussian-

based density estimator. Finally, we show how to explicitly couple co-clustering with product 

recommendations, using real-world business intelligence data. The final outcome is a robust co-

clustering algorithm that can discover in an automatic manner both disjoint and overlapping 

cluster structures, even in the preserve of noisy observations. 

 
Figure 6. Co-Clustering interface within SmartRep. Allows the identification of co-clusters 

per industry and also the extraction of cluster statistics (e.g. common characteristics of 

customers in the cluster)  

 
 

Visualization of Large Graphs: 
 

Data visualization is an inherent task in data analysis and data mining, because it “forces us to 

see” (in the words of John Tukey) hidden or obvious properties and relationships of the data 

examined.  The abundance of highly dimensional and complex data intensifies the need for 

advanced visualization techniques that are able to translate the original object relationships into a 

form easily comprehensible by the human brain, i.e. translated  into two (2) or three (3) 

dimensions. 

 

Despite the great proliferation of visualization techniques and tools, the majority of low-

dimensional visualization techniques typically focus on preserving, in an approximate manner, all 

the object distances. In that sense they end up preserving exactly none of the original distances. 

We propose a novel graph embedding that retains a subset of important distances very 

accurately: those belonging to the minimum spanning tree graph. This helps preserve the local 

data structure and partially also the global structure.  

 



In addition, the method provides a novel way of capturing both object relationships and cluster 

information.  Our approach fuses 2D mapping techniques with dendrograms for resolving the 

cluster structure at different granularities. The dendrogram is overlayed (either literally or 

metaphorically) on the third dimension (i.e., extruding from the 2D page plane) to determine the 

cluster information. The user can visualize the cluster information at various granularities by 

projecting the cluster information onto the two-dimensional mapping.  The user can interactively 

select the cluster resolution, starting from small, low-level clusters and gradually advancing to 

higher-level cluster structures. Finally, the proposed mapping carefully considers both metric and 

non-metric distance functions. 

 
Figure 7. Conceptual illustration of our approach – Minimum Spanning Dendrograms 

 

Besides its usefulness for general data visualization, the proposed technique can offer meaningful 

ways of data exploration in the following application areas: 

 

• Business Intelligence: An important task of marketing teams of every large company is 

market segmentation: identification of client groups with similar buying characteristics. 

Our technique can simplify tasks, such as revealing meaningful customer clusters, with the 

help of the interactive multi-resolution feature it offers. 

  

• Expanding on the above notion, the proposed data viewing paradigm can also be 

fruitfully realized in the context of Recommender Systems. Consider, for example, the 

case of major corporations that offer a range of products and services to their customers. 

It is of great interest not only to identify groups of customers interested in certain 

products but also the `order' of approach to those customers (e.g., from most likely to 

least likely to buy). By providing the neighborhood graph, tasks like the aforementioned 

can be addressed in a more informative way. 

 

Using the proposed visualization technique we have built a movie recommendation engine 

based on a movie-actor bipartite graph, allowing the exploratory visualization of the graph space. 

 



 
Figure 8. The interface of the movie recommendation engine that we have built  

which uses the proposed Minimum Spanning Dendrogram visualization method 

 

Finally, we have compared the visualization outcome of our technique against the popular 

ISOMAP and we show that our approach results in better distance preservation in the projected 

space.  

 

 

Indexing and Querying Streaming Graphs: 
 

Corporate and service provider networks, financial institutions and high-security data centers are 

increasingly interested in tools that allow them to archive network graph information for post-

mortem analysis. Imagine for example, the case of an identified data breach at a financial 

institution: the system administrator would like to quickly pinpoint the accessed nodes from the 

list of suspected IP addresses to isolate additional compromised nodes. A similar scenario is also 

encountered during the outbreak of a computer worm, during which one would like to identify 

the computer nodes that have been contacted by the compromised system. 

 

To support the above functionality, all inbound and outbound traffic can be recorded in order to 

recreate the original connectivity graph so as to reconstruct the breach or attack conditions. We 

reconstruct the node connectivity using network flow data. In that way one can still capture 

extended information on the graph connectivity, such as source and destination IP addresses, 

ports, protocols and time.   

 

However, even when only storing network flows, huge repositories can be accumulated over time. 

Currently, a typical service provider network may exhibit flow export rates as high as 50,000 flows 

per second. Such rates amount to more than 8GB of raw flow information per hour. This means 

that, even when using data compression, the resulting data repository could easily reach the 

order of Terabytes on a yearly basis. The task of capturing flow data at high speeds is expected to 

be aggravated in the near future.  Even sifting through such enormous graphs is not trivial, 

particularly when one is interested in identifying ``needles in the haystack''.   

 



To effectively address the above issues, two mechanisms need to be in place: i) a high-

performance data storage mechanism that will capture and archive all streaming information of 

interest, and ii) a search mechanism over the archived graph data, potentially with the help of an 

indexing scheme. 

 

We built NET-FLi (NETwork FLow Index), a highly optimized solution for real-time indexing and 

data retrieval in large-scale network graph repositories.  By exploiting the nature of network 

flow data, we introduce adaptive indexing and data compression mechanisms which exploit the 

synergy of bitmap indexing and Locality Sensitive Hashing (LSH) methodologies. Our approach 

offers real-time record processing, with high compression rates and interactive query response 

times.  Both data compression and indexing are performed on-the-fly.  The low response time for 

data retrieval from the repository is attributed to our effective indexing and selective data-block 

decompression strategies. 

 
Figure 9. Overview of NET-FLi for compression, archival and indexing of streaming network 

graph data. 

 

Our solution can be utilized in the following applications: 

 

1) Network forensics, for auditing and compliance purposes. Compressed network flow archives 

capture digital evidence that can be used for retrospective analysis in cases of information abuse 

and cyber-security attacks. Such an analysis would require deep recursive exploration of the 

inbound/outbound traffic through access of the stored archive. Traditional approaches typically 

require expensive searches and data decompressions in large data repositories. Using our 

framework answers can be retrieved in mere seconds. 

   



2) Network troubleshooting, as an indispensable tool for system administrators and data 

analysts to better support network management. Consider the case of an operator requiring a 

visualization of the dependencies between a set of servers; this is a necessary step for preparing a 

server migration plan and requires the laborious retrieval of historical traffic usage and access 

patterns in one's domain. Drill-down capabilities for querying the archive system are also needed. 

Our approach can provide a viable solution for fast search over the archived data, thus assisting in 

the expedient resolution of tasks such as: identification of network anomalies, network 

performance issues and bottlenecks. Resolving such issues can lead to better load balancing of 

the network. 

 

3) Streaming data indexing. Even though the solution presented has been created to primarily 

support archiving of network graph data, the indexing and compression strategies that we 

present can also be used for archival and search over any streaming numerical data, when high-

throughput and low-latency are essential. 

  

This work made several important contributions: 

• A novel solution for on-the-fly archiving and indexing of network graph data based on 

the synergy of an alphabet-optimized bitmap index variant, along with an online LSH-

based reordering scheme to further boost the space savings of our approach. 

  

• The compressed columnar approach that we propose achieves compression ratios 

on par with that of a typical GZIP compression, with the added benefit of providing 

indexing functionality, partial and selective archival-block decompression. 

  

• Typical data insertion rates of our approach can reach 1.2 million flow records/sec on a 

commodity desktop PC. High-bandwidth networks currently experience bursts of up to 

50,000 flows/sec traffic, so our approach offers an order of magnitude higher processing 

rates than those required to capture all flows from a typical network device.  

  

• The combination of compressed bitmap indexes and compressed data columns enables 

the selective decompression of the desired data, and, therefore, guarantee interactive 

retrieval time while searching through gigabytes of compressed graph repositories. 

  

• The architecture actively exploits the parallelism offered by multi-core and multi-

processor systems. 

 

• We have extended our work to take advantage of modern Graphical-Processing-Units 

(GPU) to achieve further performance improvements, currently being able to process in 

real-time the traffic from a 10Gbit Ethernet link. 

 

   

 

 

 

 



3. Dissemination Activities 

 

Publications .........................................................................................................................................  

 

Conferences: 
1. “Indexing Millions of Packet per Second using GPUs” (2013), F. Fusco, M. Vlachos, X. Dimitropoulos, 

L. Deri: Internet Measurements Conference (IMC)  

2. “Unsupervised Sparse Matrix Coclustering for Sales and Marketing Intelligence” (2012), A. Zouzias, 

M. Vlachos, N. Freris: Pacific-Asia Conference on Knowledge Discovery and Data Mining (PAKDD) 

3. “Graph Visualization using Minimum Spanning Dendrograms” (2010), D. Svonava, M. Vlachos: 

International Conference on Data Mining (ICDM), Sydney, Australia, [Acceptance Rate] = 155/797 = 

19.4% 

4. “Ranking German Texts by Comprehensibility for Foreign Document Retrieval” (2011), M. Vlachos, T. 

Lappas: Enriching Information Retrieval, International Conference on Information Retrieval (SIGIR), 

Beijing, China 

5. “NET-FLi: On-the-fly Compression, Archiving and Indexing of Streaming Network Traffic” (2010), F. 

Fusco, M. Stoecklin, M. Vlachos: International Conference on Very Large Databases (VLDB), 

Singapore 

6. “Anchoring Millions of Distinct Reads on the Human Genome within Seconds” (2010), T. Huynh, M. 

Vlachos, I. Rigoutsos: International Conference on Extending Database Technology (EDBT), 

Lausanne, Switzerland, [Acceptance Rate] = 54/307 = 18% 

 

Journals: 
7. “Recommendation and Visualization of Similar Movies Using Minimum Spanning Dendrograms” 

(2013) M. Vlachos, D. Svonava: Information Visualization Journal, 11(4): 319 - 335 

8. “pcapIndex: An Index for Network Packet Traces with Legacy Compatibility” (2012),  F. Fusco, X. 

Dimitropoulos, M. Vlachos, L. Deri: ACM SIGCOMM Computer Communication Review, 42(1): 47-53 

9. “Real-time Creation of Bitmap Indexes on Streaming Network Data” (2012), F. Fusco, M. Vlachos, M. 

Stoecklin:The VLDB Journal 21(3): 287-307 

10. “Optimal Distance Bounds for Fast Search on Compressed Time-Series Query Logs” (2010), M. 

Vlachos, S.S. Kozat, P.S. Yu:  ACM Transactions on the Web 4(2) 

11. “Rights Protection of Trajectory Datasets with Nearest-Neighbor Preservation” (2010), C. Lucchese, 

M. Vlachos, D. Rajan, P.S. Yu:  The VLDB Journal 19(4): 531-556  

 

Workshops: 
12. "Large-Scale Visual Search of Movie Databases" (2012), International Workshop on Multimedia 

Databases and Data Engineering (MDDE), Held in conjunction with the 38th International 

Conference on Very Large Databases -VLDB 2012 

http://www.cis.uab.edu/kddm/vldb-mdde2012/accp01.htm 

13. "Graph Embeddings for Movie Visualization and Recommendation" (2012), RecSys, InterfaceRS: 

Workshop on Interfaces for Recommender Systems 

 

 

Book Chapters and Encyclopedia Entries: 
14. “Similarity Measures” (2010), M. Vlachos: Encyclopedia of Machine Learning, Springer-Verlag, NY, 

ISBN: 978-0-387-34558-1, pp: 903-906 

15. “Dimensionality Reduction” (2010), M. Vlachos: Encyclopedia of Machine Learning, Springer-Verlag, 

NY, ISBN: 978-0-387-34558-1, pp: 274-279 

16. “Mining Time Series Data” (2010), C.A. Ratanamahatana, J. Lin, D. Gunopulos, E. Keogh, M. Vlachos, 

G. Das,  Data Mining and Knowledge Discovery Handbook, Springer:1049-1077 

 



Selected Invited Talks .......................................................................................................................  

 
1. “Mining Compressed Time-Series Weblogs”, National University of Singapore, 01/2013 

2. “How difficult is a foreign-language document?”, University of Waikato, New Zealand, 12/2012 

3. “Visual Recommender Systems”, IBM Research – Dublin, 09/2012 

4. University of Zurich, “Mining Compressed Weblog Patterns”, 11/2011 

5. Ecole Polytechnique, Paris, “Mining Compressed Weblog Patterns”, Keynote Speech, 10/2011 

6. Bern University, Institute of Computer Science and Applied Mathematics, “Data Visualization using 

Minimum Spanning Dendrograms”, 09/2011 

7. King-Abdullah University of Science and Technology, Mathematical, Computer Science and 

Engineering Dept, “Knowledge Discovery from Web Search Patterns”, 04/2011 

8. University of Cyprus, Computer Science Dept, “Optimal Distance Bounds on Compressed Time-

Series Data”, 11/2010 

9. ETH University, Zurich, Applied Mathematics Department, “Computing Optimal Bounds on 

Compressed Time-Series Data”, 11/2010 

10. ETH University, Zurich, Computer Science Department, “Creating Social Networks using Encrypted 

Voice Conversations”, 10/2010 

11. Basel University, “Mining Voice Conversations (…and other data)”,  08/2010 

12. University of Geneva, “Mining of Compressed Time-Series Web Patterns”, Dept. of Informatics, 

02/2010 

13. Google Inc, “Mining Search Engine Query Patterns”, Zurich, Switzerland, 12/2009  

 

 

Other Presentations ...........................................................................................................................  
 

The majority of this work has also been presented to numerous organizations and institutions that 

visit the client center of the IBM Zurich Laboratory. Some indicative names include:  
 

Toshiba, Procter & Gamble, Toyota, Corp, @ISL, Hexagon AB, Unilever, Bank Julius Baer, Swiss Stock 

Exchange, HochSchule Gt Gallen, Dai-Ichi Insurance, ToolTechnics, Rabo-Bank, Cortal-Consors, Henkel, 

Pireus Bank         

 

 

Patents ...................................................................................................................................................  

 
Several patents emerged as the outcome of the research work. Namely on four topics: data 

visualization, data co-clustering, data compression and data indexing. 

 
1. “Computer Implemented Visualization Method”, M. Vlachos, A. Labbi  

IBM Corporation, US 8437559 B2 

https://www.google.com/patents/US8437559 

2. “Data Reordering and Visualization with Inherent Hierarchies”, M. Vlachos, A. Labbi, C. Boutsidis 

IBM Corporation, US-2011-0246537 

https://www.google.com/patents/US20110246537 

3. “Network Analysis”, F. Fusco, M. Vlachos  

IBM Corporation, US 13/218,566 

https://www.google.com/patents/US20120054161 

4. “Network Analysis”, Francesco Fusco, Andreas Kind, Marc P. Stoecklin, Michail Vlachos 

IBM Corporation, US 13/218,530 

https://www.google.com/patents/US20120054160 

5. “Methods and Systems for Identifying Relationships between Entities”, M. Vlachos, A. Labbi 

IBM Corporation: CH8-2012-0085 



6. Method and device for data mining on compressed data vectors 

Nikolaos Freris, Francesco Fusco, Michail Vlachos 

PCT/IB2013/053228, https://www.google.com/patents/WO2013160840A1 

 

 

Awards ...................................................................................................................................................  
 

The outcome of this work has received two IBM research division awards: 
 

1. “Smartrep: A sales support tool for GB Reps“, IBM Research, Technical Accomplishment Award 

(2010) 

2. “Crystal+ for Long-Term Services Business Development”, IBM Research, Outstanding 

Accomplishment Award (2013) 

 

 

Student Supervision ..........................................................................................................................  
 

Several students have participated via internships in the project: 

 
1. IBM Zürich (2012): A. Livathinou (internship). Supervision of 6 month internship on Entity Resolution. 

2. IBM Zürich (2011): A. Zouzias (PhD Intern). Supervision of 6 month internship on data co-clustering. 

3. IBM Zürich (2011): M. Imhof (MSc Intern). Supervision of 4 month internship on record linkage. 

4. IBM Zürich (2010): D. Svonava (MSc Intern). Supervision of 5 month internship on data visualization 

and data recommendation. 

5. IBM Zürich (2010): T. Lappas (PhD Intern). Project supervision in the area of Text Mining. 

6. IBM Zürich (2010): C. Boutsidis (PhD Intern). Supervision of 6 month internship in the area of linear 

algebraic techniques for analysis of large graphs. 

 

 

PhD Thesis .............................................................................................................................................  

 
• Francesco Fusco (2012), ETH Zurich. Dissertation No. 20474 

“High-Speed Indexing and Archival of Network Measurement Data”  

 


